o)

<>

S
§

po "
-, *
Nave
7 npoMHOEVS
X :
nvp$opo

$

EBvik6 Metoofio ITolvteyveio

YyoA Hiektpordymv Mnyavikaov
Kot Mnyovikav Y moAoylotodv

N>
1 %<
2h

{n,

Topéag Teyvoroyiac [TAnpopopiknc kot Y moroylotav

Merétn Covravig petagopac LXC kot vAomoinon
Save/Restore yio LXC otnyv libvirt pe 1o gpyaieio CRIU

AIIIAQMATIKH EPT'AZIA

AIKATEPINH KOYKIOY

EmpBrénov : Nextdprog Kolvpng

Kabnynmce E.M.IL.

AbMva, OxtoPprog 2016






SEANEIG

<>

EBvik6 Metoofio ITolvteyveio

YyoA Hiektpordymv Mnyavikaov
Kot Mnyovikav Y moAoylotodv

Topéag Teyvoroyiac [TAnpopopiknc kot Y moroylotav

S

2
Bl

{n,

AN N
S
] :,;a-‘.".:
/go'
NPOMHOEVS .
X :
nvp$opo

|

Merétn Covravig petagopac LXC kot vAomoinon
Save/Restore yio LXC oty libvirt pe to gpyaieio CRIU

AIITAQMATIKH EPT'AXIA

AIKATEPINH KOYKIOY

Emprénov @ Nextdprog Kolvpng
Kabnyntmgc E.M.IL

Eykpinke amd v tpyuein eéetaotikn emtponn v 121 Oxtwppiov 2016.

Nektaprog Kolopng I'eompyrog I'kovpag Anpntplog Toovpdkog
Kafnynmge E.M.IL. Enikovpog Kabdnyntg E.IM.IT Enikovpog Kabnyntg Ioviov [avemotpiov

AbMva, OxtoPprog 2016



Awatepivny Kovkiov

Amhopotovyog Hiektpohdyog Mnyovikdc kot Mnyavikog Yroroyiotov E.MLIL

Copyright © Awartepivn Kovkiov, 2016.
Me gmpoiaén mavtog stkamdpatog. All rights reserved.

AmaryopeleTaL 1) avTiypa@r], omobiKevLon Kot S10voUn TS TpoLGUS EPYACIG, €5 OAOKANPOL 1 TUY-
LOTOG QUTAG, Y10 EUmoptko okomd. Emitpénetan 1 avartdnwon, amobrkevon Kot Stavourn yio. 6Komd
L1 KEPOOGKOTMIKO, EKTOIOEVTIKNG 1) EPEVVNTIKNG GUOTG, VIO TNV TPoLIOBEST Vo avapEPETAL 1| TN
npoélevong kot va dtatnpeiton to Tapdv unvope. Epotipata mov apopoldv ) xpion g epyaciog
Y10 KEPOOOKOTIKO GKOTO TPEMEL VO OTELOVVOVTAL TPOG TOV GUYYPUPEQ.

O1 amOYELS KO TO GUUTEPAGILOTO TTOV TEPLEYOVTAL GE QVTO TO EYYPAPO EKPPALOVV TOV GLYYPAPEN Kol

dgv pémet va epunvevdel 0T avtimpocmTevovY Tig enioneg Béoeic Tov EBvicod Metadfiov IToiv-
Teyvelov.



IHepiinyn

O1 Linux Containers (LXC) gtvon pia teyvoloyia eicovomoinong og eninedo AEITOVPYLKOD GLGTH-
LaTOG KOt OTveL TV SuvaTdTNTo TOVTOYPOVIG EKTEAEGNC TOALUTADV amopoveOUEVEOVY Linux cuotnud-
TV o€ évav host ypnoonowmvtag évay povadikd mopnva Linux. To LXC ypnoiponotel teyvoroyieg
Tov upnva Tov Linux 6mwg Linux kernel cgroups, namespaces. [apoakdto 0o pereticovpe v ov-
vatotto Lovtavig petagopdc (Live migration) Linux Containers. ITio cuykekpiuéva LELETOOE TOV
TPOTO LE TOV OMOT0 UTOPOVE Vo EMITUYOVUE TNV HeTapopd evog LXC amd éva guokd pnydvnpo
o€ &va AALO, Ypig 0 TEMKOG ¥POTNG VO SOTICTMCEL KATOL0 SLOKOTH OTIS EPYOCIEG TOV. XPNGIo-
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Abstract

Linux Containers (LXC) is an operating-system-level virtualization method for running multiple
isolated Linux Systems (containers) on a control host using a single Linux kernel. LXC relies on the
Linux kernel cgroups functionality and on kinds of namespace isolation functionality. This diploma
thesis presents an implementation of live migration of a Linux Container from one physical node to
another, which means transferring an instance of a running LXC without affecting the end-user ex-
perience and studies its phases. We use CRIU tool for generating snapshots of the running container
instances and restoring from the saved state on another physical host. We also study the influence of
different transfer protocols, filesystems used for storing the data produced by CRIU on the container’s
down-time and run tests on top of two different interconnects, namely GbE and Infiniband. Finally,
we present our contribution to libvirt virtualization library, in order to support Save and Restore func-
tionality for Linux Containers.

Key words

virtualization, Linux Containers, LXC, cgroups, namespaces, live migration, CRIU, libvirt, check-
point, restore, GbE, Infiniband
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Chapter 1

Introduction

1.1 Motivation

Operating System level virtualization is recently gaining steam due to its lightweight nature.
High profile projects including Google Kubernetes [1], Canonical’s LXD [2] and Redhat Openshift
[3] are responding with innovations to make operating system level virtualization technologies like
containers ready for production environments. In parallel to these big names, a number of companies
are developing and releasing container tools, container focused operating systems, are offering hosting
services and in some cases (eBay, Spotify, etc) powering their entire infrastructure via containers.

In this context, we realize the upcoming need to analyze Live Migration in the field of containers,
meaning the process of saving the full state of a running container and restoring it on a different host
in a way transparent to running applications and network connections. The reason for studying Live
Migration on container based technologies is that the former is an extremely powerful tool, mostly for
those interested in administration of data-centers and clusters. We will extensively discuss interesting
use cases of combination of containerization and Live Migration later in Chapter 2.

This thesis is divided into two basic parts:

In the first part we are going to study Live Migration of Linux Containers between different
physical hosts and compare transfer protocols and storage options for the data used in the migration
process, regarding their affection on the container’s down-time and therefore the end-user’s experience.
Moreover, we are going to compare our benchmarks when using two different computer interconnects,
namely GbE and Infiniband. We will present our testing scenarios, pointing out the costs for all
different phases of the Live Migration in Chapter 3. For this part, we will deal exclusively with
Live Migration on Linux Containers that are generated with LXC [4] set of tools and templates. The
underlying technology used is CRIU [5] and will delve into it’s architecture in Chapter 2.

In the second part of this thesis, we are going to present our contribution to libvirt [6] virtualization
toolkit, which provides an implementation that adds support for save and restore operations for Linux
Containers. To support this functionality we are going to use once again CRIU tool.

1.2 Existing solutions

At the moment of writing this thesis, there are some operating system-level virtualization technologies
that support Live Migration and this can be seen in Table 1.2. As one can notice, not all the systems
are available as open source software and the information about some of them is pretty scarce.

OpenVZ [7] and Virtuozzo [8] projects, both support Live Migration by using CRIU as the underlying
technology, which they develop as an open source tool. CRIU in fact helps various container based
mechanisms to support migration by offering Checkpoint and Restore functionality, which means
saving a container’s state into files and restoring the container from files. We should mention here the
P.Haul project [9]. This is a project on top of the CRIU tool, implementing Live Migration scenario.
This project was first presented in Linux Plumpers Conference 2015 [10] and it still in building phase.
For the time being, it supports Live Migration for OpenVZ containers, but there is ongoing work for
LXC and Docker [11]. Lastly, LXD partially supports Linux Container Live Migration by using CRIU
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Mechanism

Partition checkpointing and Live Migration

License

chroot No varies by operating system
Docker No Apache Licence 2.0
Linux-VServer No GNU GPLv2
Imctfy No Apache Licence 2.0
LXC No GNU GPLv2
LXD Partial Apache Licence 2.0
OpenVZ Yes GNU GPLv2
Virtuozzo Yes Proprietary
Solaris Containers Partial Proprietary
FreeBSD jail Partial BSD Licence
sysjail No BSD Licence
WPARs Yes Proprietary
HPUX Yes Proprietary
iCore Virtual Accounts No Proprietary
Sandboxie No Proprietary
Spoon No Proprietary
VMware ThinApp No Proprietary

Table 1.1: Partition checkpointing and Live Migration support in

virtualization

Operating-system-level-

as well via P.Haul project, but for the time the implementation is not acceptably fast.
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1.3 Thesis structure

This thesis is organized as follows:

Chapter 2: We provide the necessary background for the concepts and entities that are being discussed
throughout the thesis.

Chapter 3: We describe the steps we took in implementing the Live Migration for LXC containers,
test it in various scenarios and analyze the results.

Chapter 4: We present the architecture of libvirt and describe our implementation that adds Save
and Restore support for Linux Containers in libvirt.

Chapter 5: We provide some concluding remarks about this thesis and assess to what extent has it

managed to achieve the goals that were set. Finally, we discuss some paths for future work that were
out of scope of this thesis.
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Chapter 2

Backround

2.1 History of Virtualization

The surging interest in cloud computing lies to the fact that it makes computing cheaper. The cost
of licensing software and use of hardware is reduced dramatically, as the clients pay monthly/hourly
fees to the cloud providers to use the cloud which includes hardware, software, and maintenance
costs. This is what is typically described as a ”pay as you go” model. One aspect of cloud computing
efficiency is the number of guests per physical machine. The more guests per machine results to
lower costs for the vendors because more machines can run on the same physical infrastructure, which
reduces the cost incurred by an individual machine in the cloud. In order to set up such resource sharing
cloud infrastructures the main enabling technology is virtualization.

In computing, virtualization is a broad term that refers to the abstraction of computer resources.
It includes hiding the physical characteristics of the computing resources, allowing to make a single
physical resource appear to function as multiple virtual resources. It can as well make multiple physical
resources appear as a single virtual resource. Besides the major concern virtualization tries to solve
for cloud providers, that is leveraging of upfront infrastructure costs (e.g purchasing servers), it also
comes as a solution to many other problems current data centers are facing; resource management,
maintenance, underutilization of servers, disaster-recovery and failover protection.

Although the need of virtualization might appear something new as cloud computing its first seeds
were sown as far back as the 1960s, when IBM evolved a method in order to logically divide the system
resources provided by mainframe computers between different applications or users. Time sharing
solutions where really important at that time as computer resources where not affordable even for
large organizations. This is not the case in today’s data centers however, as the need of virtualization
emerges from the fact that the capacity in a single server is so large that it is almost impossible for
most workloads to effectively use it.

2.2 Virtualization fields

Today the term virtualization is widely applied to a number of concepts including:

e Hardware Virtualization which refers to the creation of a virtual machine that acts like a real
computer with an operating system. The virtual machine is commonly referred as the guest,
the actual machine is referred as the host and the software that facilitates the creation and
management of the Virtual Machines is called a hypervisor.

There are three basic different types of hardware virtualization regarding the level of the awareness
of the guest operating system of the fact that is being virtualized:

— Full virtualization: The guest operating system is unaware that it is in a virtualized environment
and therefore hardware is virtualized by the host operating system so that the guest can
issue commands to what it thinks is actual hardware, but really are just simulated hardware
devices created by the host.
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— Partial virtualization: Some but not all of the target environment attributes are simulated.
As aresult, some guest programs may need modifications to run in such virtual environments.

— Paravirtualization: The guest operating system is aware that it is a guest and accordingly
has drivers that, instead of issuing hardware commands, simply issues commands directly
to the host operating system. This technique result in performance enhancement for some
operations performed by the guest OS.

Hardware-assisted virtualization is a way of improving overall efficiency of virtualization. It
involves CPUs that provide support for virtualization in hardware, and other hardware components
that help improve the performance of a guest environment.

e Operating system-level virtualization is a server virtualization method in which the kernel
of an operating system allows the existence of multiple isolated user-space instances, instead
of just one. Such instances, which are sometimes called containers (OpenVZ, LXC, Docker),
virtualization engines (VEs) or jails (FreeBSD jail or chroot jail).

e Application Virtualization is software technology that encapsulates computer programs from
the underlying operating system on which it is executed. The application behaves at run time
like it is directly interfacing with the original operating system and all the resources managed
by it, but can be isolated or sandboxed to varying degrees.

e Network Virtualization is the process of combining hardware and software network resources
and network functionality into a single, software-based administrative entity, a virtual network.

e Storage Virtualization, the process of completely abstracting logical storage from physical
storage.

e Virtual memory, which is giving an application program the impression that it has contiguous
working memory, isolating it from the underlying physical memory implementation.

In next Section, we will delve into Operating system level virtualization, and namely Linux Containers.

2.3 Linux Containers

2.3.1 Linux Containers internals

A Linux Container is an operating-system-level virtualization method for running multiple isolated
Linux systems (containers) on a single control host. The containers share the kernel with the host
and provide an independent environment that has its own CPU, memory, block I/O, network and the
resource control mechanism.

Several components are needed for Linux Containers to function correctly, most of them are
provided by the Linux kernel. In particular, kernel namespaces which ensure process isolation and
cgroups which are employed to control the system resources. SELinux is used to increase security, by
assuring separation between the host and the guest OS and also between the individual guests.

What makes containers so popular nowadays, is what separates them from Virtual Machines. The
main difference is that whereas containers provide a way to virtualize an OS in order for multiple
workloads to run on a single OS instance, in VMs the hardware is being virtualized to run multiple
OS instances. In practice, container oriented implementations share the kernel of the host operating
system which is not the case in Virtual Machine technologies such as KVM. Therefore, it is usually
possible to launch a much larger number of containers than virtual machines on the same hardware.
Figure 2.1 visualizes the difference between hypervisor-based virtualization technologies such as
KVM and Container Virtualization such as Linux Containers.

Linux Containers are typically comprised of the above components. [12] [13]
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Figure 2.1: Full virtualization vs containerization technologies
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o Namespaces

— Utsname namespace: UTS namespaces provide isolation of two system identifiers: the
hostname and the NIS domain name.

— Ipc namespace: IPC namespaces isolate certain IPC resources, namely, System V IPC
objects.

— Pid namespace: PID namespaces isolate the process ID number space, meaning that processes
in different PID namespaces can have the same PID as seen in Figure 2.2. PID namespaces
allow containers to provide functionality such as suspending/resuming the set of processes
in the container and migrating the container to a new host while the processes inside the
container maintain the same PIDs.

— User namespace: User namespaces isolate security-related identifiers and attributes, in
particular, user IDs and group IDs, the root directory, keys, and capabilities. A process’s
user and group IDs can be different inside and outside a user namespace. In particular,
a process can have a normal unprivileged user ID outside a user namespace while at the
same time having a user ID of 0 inside the namespace; in other words, the process has
full privileges for operations inside the user namespace, but is unprivileged for operations
outside the namespace.

— Mount namespace: Mount namespaces isolate the set of filesystem mount points, meaning
that processes in different mount namespaces can have different views of the filesystem
hierarchy

— Network namespace: Network namespaces provide isolation of the system resources associated
with networking

— Multiple /dev/pts instances

o Control Groups

— CPU (cpu, cpuset, cpuacct): This CPU system is often used to restrict a set of processes
to a specific number of CPUs or amount of ”CPU time”.
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Figure 2.2: Virtual vs Real PIDs
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— Memory: The memory subsystem controls memory allocation and limits for a group of
processes. Limit can be hard, soft and have ”pressure” applied.

— BLKIO: The BLKIO controls disk read or write speeds, operations per second, queue
controls, wait times and other operations on an associated major and minor numbered
block device. This subsystem does need to be explicitly enabled, but offers significant
control over I/0 when compared to other more traditional methods or filesystem specific
controls. Support for this BLKIO subsystem is unfortunately weak within many container
platforms, largely due to filesystem implementations.

— Devices: The devices cgroup subsystem is typically a whitelist, formatted for devices
based on type (char vs block) and device major and minor numbers. A special ’all’ type
applies to all device types, major and minor numbers and is typically used as a default
deny before whitelisting explicit devices. Most containers will have access to commonly-
used devices such as /dev/null and /dev/urandom . Network: The recently-added Network
classifier cgroup can provide a method to tag network packets with a “classid” value.

— Freezer: This subsystem allows a cgroup of tasks to be “frozen” by essentially sending a
SIGSTOP signal and later unfrozen” or ’thawed” by sending a corresponding SIGCONT
signal. This can be useful to pause a system or entire set of applications when there is no
expected or intended use.

e Root Capabilities

— They help to enforce namespaces in so-called ”privileged” containers by reducing the
power of root, in some cases to no power at all.

e Pivot_root
— isasyscall to ”pivot” into the new container environment, by changing the root file system.

e Mandatory Access Control (MAC) such as AppArmor and SELinux are not required for
creating containers, but are often a key element to their security. MAC helps to enforce the
security implemented by other container features.



Some of the above capabilities require that the kernel is configured with the corresponding option,
namely use of user namespaces requires a kernel that is configured with the CONFIG_USER NS
option, selinux support requires CONFIG_SECURITY_ SELINUX etc.

Having in mind the above, aka the namespaces, cgroups, etc there are three basic system calls that
come in handy when it comes with creating Linux Containers. These are clone, setns and unshare.
The clone system call, creates a new process, similar to fork system call but is more customizable
since it allows the new process to isolate from the namespaces needed by providing the required
flags (CLONE NEWCGROUP for cgroup root directory, CLONE NEWPID for new pid namespace,
CLONE_NEWNS for new view for the mount points etc). Then setns system call allows the calling
process to join an existing namespace, whereas unshare system call moves the calling process to a
new namespace as implied by the given flags.

2.3.2 Use cases for Linux Containers

Above follow some usage scenarios of containers:

Run multiple versions of applications: With containers you can quickly launch new instances of
applications and test them by just creating a new containerized environment from them, which
is a matter of some seconds. That is especially helpful for cases when continuous integration
systems make automated builds for new commits in order to check if the new patches have
broken the build for some tests for some specific distribution. This job can be achieved with
containers that can be created and then destroyed in some seconds.

Easy backups: With containers backing up is as simple as snapshotting your container. This feature
is crucial for long running applications, such as bio-informatics programs, that can run for many
months till they produce results. In such cases, a crash in the system will result in the loss of
applications progress, which as mentioned can be quite large.

Multiple Linux distributions: LXC offers a wide choice of container OS templates. This allows you
to to test applications in different Linux environments, and in cases where applications support
a particular Linux variant you can deploy your application in that OS container.

Moving or upgrading servers: With containers moving your applications becomes a simple matter
of snapshotting the container they are contained in and restoring them on a new server.

2.4 Checkpoint/Restore projects

”Checkpoint” is a technique that consists of saving a snapshot of the application’s state, which
usually includes register set, address space, allocated resources etc. After saving an application’s state
into files, with ”Restore” operation it is possible to re-construct the original running process from the
saved image and resume it from exactly the interrupted point. Checkpoint and Restore operations have
many usage scenarios which include load balancing a cluster, periodic state save of applications to
avoid recomputation in case of a crash, applications behavior analysis by restoring on another machine,
container live migration and many more. The two main approaches for providing Checkpoint/Restore
operations are in userspace or in the operating system kernel.

Some projects that offer checkpoint functionality implementation are described above:

Fault Tolerance Interface (FTI) [14] is a library that aims to give computational scientists the means
to perform fast and efficient multilevel checkpointing in large scale supercomputers.

Berkeley Lab Checkpoint/Restart (BLCR) [15] focuses on checkpointing parallel applications that
communicate through MPI. BLCR is a hybrid kernel/user implementation of checkpoint/restart and

does not require any changes made in the application code. Its work is broken down into 4 main areas:
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Figure 2.3: Checkpoint/Restore projects through time
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Checkpoint/Restart for Linux (CR), Checkpointable MPI Libraries, Resource Management Interface
to Checkpoint/Restart and Development of Process Management Interfaces.

DMTCP [16] is a tool for transparently checkpointing the state of an arbitrary group of programs
spread across many machines and connected by sockets. It does not modify the user’s program or
the operating system. Among the applications supported by DMTCP are Open MPI, Python, Perl,
and many programming languages and shell scripting languages. With DMTCP, if you want to C/R
some application you should launch one with DMTCP library (dynamically) linked from the very
beginning. One other disadvantage of the DMTCP is the way it handles restoration of object with a
predefined PID. The kernel provides no APIs for forking a process with the desired PID. To address
that, DMTCP fools a process by intercepting the getpid() library call and providing fake PID value
to the application. Such behavior is very dangerous, as application might see wrong files in the /proc
filesystem if it will try to access one via its PID.

OpenVZ has in-kernel checkpoint/restore, sources can be found in kernel/cpt/.

Linux Checkpoint/Restart [17] was a project from around 2008 to around 2010 to implement checkpoint/restart
of Linux processes. It’s implemented in kernel space mostly and offers a userspace API which consist

of two new systems calls for checkpoint and restart. These are 1ong checkpoint(pid, fd, flags,

logfd) and long restart(pid, fd, flags, logfd).

Sprite OS is a Unix-like distributed operating system which supported process migration and allowed
programs to be moved between machines at any time. The project was slowly shut down by 1994,

CRIU tool is a userspace checkpoint/restore tool which does not focus on specific group of applications
and also supports containers (LXC, Docker, OpenVZ). CRIU is application transparent unlike previous
userspace implementations. This will be extensively discussed in Section 2.5

Figure 2.3 visualizes the projects described above through time.

2.5 Basics and architecture of CRIU

CRIU is a project that implements Checkpoint/Restore functionality for Linux in userspace. Using
this tool, it is possible to freeze a running application (or part of it) and checkpoint it to persistent
storage as a collection of files. One can then use the files, restore the application from them and run it
from the point it was frozen at. The distinctive feature of CRIU project is that it is mainly implemented
in user space, rather than in the kernel and the fact that is application transparent. In this Chapter, we
will present the design of CRIU, usage and inside details.

In contrast with previous checkpoint/restore projects, CRIU has some major advantages that make
it the most fitting tool when it comes for container checkpointing:

e Supports containers (LXC, OpenVZ and Docker) by allowing namespaces, cgroups, ptys and
technologies used in containers.
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It is transparent to the applications and can Checkpoint/Restore unmodified applications.

There is no run time overhead after Checkpoint/Restore finishes.

Retains the behavior of the C/R-ed programs.

Network connections migration is supported.

Uses standard OS kernel, but requires a relatively new one (>3.11)

Can be used without preloading special libraries before app start.
e Can be used as non-root user.

To accomplish the checkpoint/restore functionality, CRIU intensively uses ptrace and mmap system
calls. Combining these system calls CRIU implements the so called, parasite code injection, which is a
way to run a system call on a foreign process by injecting some PIE code by mmap-ing on the foreign
process and then running that code via ptrace. Moreover, CRIU gets a lot of process information from
the proc pseudo-filesystem which provides an interface to kernel data structures. For example, it uses
/proc/<PID>/children to acquire knowledge of the process tree, /proc/<PID>/pagemap which shows
the mapping of each of the process’s virtual pages into physical page frames or swap area. Futhermore,
it uses /proc/<PID>/fd to get a list of process’es open file descriptors, and /proc/<PID>/mounts
which lists the mount points of the process’s own mount namespace.

To analyze this a bit further, the checkpointing procedure consists of the following three stages:

Freeze processes - move processes to a previously known state and disable network so that processes’s
state is kept consistent during the checkpoint. To freeze the processes CRIU uses cgroup freezer
or PTRACE_SEIZE. In order to freeze the network CRIU uses netfilter project or network
namespaces.

e Dump the container - collect and save the state of a container into dump files. As mentioned above,
for this purpose CRIU either parses proc files or it runs parasite injection code on processes
to get credentials, memory contents or signals. The information gathered, is all stored in some
files in protocol buffer format. Then CRIU dumps the pages, and memory pages are copied via
vmsplice and splice system calls.

Stop the container - kill all processes and unmount the container’s filesystem.

The restore procedure consists of the following three stages:

Restart the container - create a container with the same state as previously saved. Practically, what
CRIU does here is forks children as same as in dump tree, forcing the virtual PIDs to be the
same as the original PIDs, in the dump files. Then CRIU restores shared memory, cgroups,
namespaces, GID/SID remap, etc. Technically the above are implemented between others, with
calls of clone, setns, unshare, pivot root system calls.

Restart processes inside the container in the frozen state.

Resume the processes’ execution and enable network.

The most important requirement for CRIU to function is Checkpoint/Restore support from the
kernel (CONFIG_CHECKPOINT RESTORE). In addition, it will need Namespaces support, Inotify
support for userspace etc. Most of the required setup options are used to expose an API that can be
used to interrogate the kernel about process state information.
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Figure 2.4: VM vs CT migration
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2.6 Container migration

Migration refers to the process of moving a running application, a VM instance or container
instance, between two servers. For the purpose of this thesis, we are going to deal only with container
migration. However the basic ideas apply to application migration and VM migration as well. The
trivial form of migration is known as cold (or offline) migration, which is performed as follows.

e Stop the container.
e Copy its filesystem to another server.
o Start it.

Cold migration is not really useful since if involves shutting down the container, something that
can be unacceptable if for example the running applications will lose their progress if stopped. A
solution to this is live migration. Live migration refers to the process of moving a running Linux
Container between different physical machines without disconnecting the client. Memory, storage,
and network connectivity of the Linux Container are transferred from the original guest machine to
the destination guest machine.

Migrating container instances across distinct physical hosts is a useful tool for administrators of
data centers and clusters: it allows a clean separation between hardware and software, and facilitates
fault management, load balancing, and low-level system maintenance. For the migration process all
basic work is done in two main operations: Checkpointing and Restoring. Checkpointing, as described
in Section 2.4, refers to the procedure that the container’s complete state is saved into disk files. For
this purpose LXC tools, OpenVZ, Virtuozzo and Docker projects use CRIU. The reason why the
above procedure is doable is because a container is an isolated entity, meaning that all the inter-
process relations, such as parent-child relationships and inter-process communications, are within the
container boundaries.

To this point, we should take a closer look so as to understand why container migration is technically
a more difficult task to solve than VM migration. A visualization of the differences on the migration
process for the two different mechanisms can be viewed in Figure 2.4. A point one could extract out
of this, is that the VM’s can be seen as a ”black box”, with all memory allocated inside this very
box, whilst containers are represented by a number of processes with memory distributed among
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Figure 2.5: Naive CT migration
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them. Thus, memory collection for the container is a process of gathering the memory for multiple
processes whereas for the VM’s case all memory is in place and controllable by the hypervisor. For
the same reason, freezing a container is harder, since it requires freezing a whole process tree, every
process separately. That is not the case when suspending a VM however. When restoring the container,
again we shall meet the same difficulties. In particular, we should recreate one by one all processes
and restore their memory, keeping in mind all the synchronization issues. On the other hand, VM
restoration is as simple as restoring VM’s memory and devices and resuming CPU.

Bellow, follow three possible implementations for Linux Container live migration using CRIU
tool, depending on how container’s memory state is transferred from the source to the destination.

2.6.1 Naive live migration

As mentioned earlier in Section 2.5, with CRIU it is possible to dump one running container into
a collection of files, which can be used later to restore the container from them. If these files from the
checkpoint operation are transferred from the source node of the migration process to the destination
node of the migration process and both nodes have access to the container’s filesystem (for example
via shared storage), this can be considered as the simplest example of live migration scenario using
CRIU. The above process is shown in Figure 2.5. However, for processes that use a lot of memory
and they dirty their memory fast, this implementation will result in very large downtimes for the
container. The limiting factor in this case is the interconnect between the source and destination node
of the migration, and namely the link speed that migration data will be transferred on.

The above functionality is already available for Linux Containers from LXC tools by using 1xc-
checkpoint and 1xc-checkpoint -r commands since LXC version 1.1.0 and rsync or equivalent
to transfer the checkpoint data. The naive migration for Linux Containers is also implemented within
LXD hypervisor with 1xc move command.
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2.6.2 Precopy live migration

One existing solution to decrease process downtime during migration is pre-copy technique. The
difference from the previous approach is that in precopy technique the memory is copied from source
to destination node in multiple runs. During each run only memory pages which have changed since
the last run are re-transferred to destination host. This technique can result in great improvements in
cases where the dirty page rate is smaller than the link speed. CRIU supports this icremental pre-dump
phase by using memory changes tracking. To understand how CRIU achieves this "memory tracking”
we shall notice two recent patches in the /proc pseudo filesystem [18]. These are:

e /proc/$pid/clear_refs: By writing 4 to this file we ask the kernel to clear the soft-dirty bit for all
the pages associated with the process. This is used (in conjunction with /proc/[pid]/pagemap)
by the check-point restore system to which pages of a process have been dirtied since the file
/proc/[pid]/clear refs was written to.

e /proc/$pid/pagemap: This file shows the mapping of each of the process’s virtual pages into
physical page frames or swap area.

CRIU uses the two above files to support effective iterative checkpointing phase when it is part
of a migration scenario. This functionality can be invoked in the following way:

O 00 9 N L AW~

for i in {1..MAX_ITER}; do
criu pre-dump --track-mem --prev-images-dir $checkpointdir/$((i-1))
--images-dir $checkpointdir/$i [options]
rsync [OPTIONS] $checkpointdir/$i/ $dest_host:/$checkpointdir/$i/
done
criu dump --prev-images-dir $checkpointdir/$((MAX_ITER))
--images-dir $checkpointdir/$((MAX_ITER+1)) [options]
rsync [OPTIONS] $checkpointdir/$((MAX_ITER+1))/
$dest_host:/$checkpointdir/$( (MAX_ITER+1))/

By using -prev-images-dir option, the user asks CRIU to find images from previous dump or
predump phases. If possible, CRIU will not dump memory pages that have not changed since that
time. With -track-mem option we ask CRIU to reset memory changes tracker. If done, the next
dump will have chances to successfully find not changed pages compared with —prev-images-dir. A
good visualization of the above process can be seen in Figure 2.6.

2.6.3 Postcopy live migration

One last migration technique CRIU also supports is postcopy. Postcopy handles memory transfers
differently in the manner that it tries to restore the container on destination host without transferring
it’s memory pages; when a page is needed that is not yet transferred those pages are copied on the fly
while the container is running.

CRIU project has recently introduced this new feature in the development branch that enables the
post-copy live migration scenario [19]. The main idea behind these patches is memory externalization
and namely userfaultfd() syscall. The userfaultfd [20] syscall provides userland a protocol to control
the userfaults in a transparent way. In particular, with userfaultfd a program can run with part (or all)
of it’s memory residing on a remote node. Bellow follows an inexhaustive explanation on how this
”lazy pages” feature is used for a container live migration scenario:

e Pages are divided into two categories: lazy pages and non-lazy pages.

e criu dump collects the process memory into pipes and transfers non lazy pages into images.
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Figure 2.6: live migration with incremental dumping phase
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When dump phase finishes, criu dump starts a TCP server who will handle page requests from
the restore side.

The checkpoint directory containing non-lazy pages is transferred to the restore side

On the restore side, a daemon (uffd daemon) is started and has two main jobs: first, to receive
uffds from criu restore; second, to send requests to the dump side for the missing pages.

When a page fault occurs on the restore side, the daemon sends a request for the page to the
dump side.

The dump side extracts the requested pages from the pipe and splices them into the TCP socket.
Lastly, the daemon copies the received pages into the restored process address space

As potentially not all memory pages are requested, the uffd daemon starts to transfer unrequested
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Figure 2.7: postcopy live migration using lazy-pages
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memory pages into the restored process so that the uffd daemon can shut down after a certain
time.

Figure 2.7 visualizes the above post copy technique as implemented with the lazy pages of CRIU.

It is clear by now, that there are various approaches on how memory pages are transferred from
source to destination host each with its own advantages and drawbacks which are however out of
the scope of this thesis. Another factor that plays an important role when live migrating container
instances is the underlying storage, meaning whether the files are kept on disk or ram and also the
way data are made accessible on destination host. In the next Chapter we are going to study some file
systems that we are going to use in our testing scenarios.
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2.7 Block devices and File Systems

Most storage media and memory are organized in terms of blocks, although modern concepts like
transparent huge pages [21] complicate things a bit. The devices, both the physical and the logical
as exported by the operating system kernel, that are organized and addressed in terms of blocks are
called "block devices”. Filesystems lay on top of block devices and export a file hierarchy to the user
space, in which data is organized as files and not longer just “meaningless” blocks. In other words, a
file system is a method of organizing and retrieving files from a storage medium. File systems usually
consist of files separated into groups called directories. Directories can contain files or additional
directories. Filesystems can be categorized into some types, some of them include:

e "Normal” filesystems (btrfs, ext2/3/4, XFS, ZFS, UFS, etc)

e Pseudo filesystems (procfs, sysfs, swap, etc)

e Special Filesystems (tmpfs, romfs, aufs, etc)

e Network and Cluster Filesystems (NFS, GlusterFS, SMB, etc)

2.77.1 Storage

There are basically two types of technologies that are used with storage systems, file level storage
and block level storage. The former, are popular with network-attached storage (NAS) Systems whilst
the latter are popular with storage area network (SAN) systems. A storage area network (SAN) is
a network which provides access to consolidated, block level data storage. It does not provide file
abstraction but block-level operations. However, file systems built on top of SANs do provide file level
access, and are known as shared-disk file systems. These, generally add mechanisms for concurrency
control avoiding corruption and unintended data loss even when multiple clients try to access the same
files at the same time. Network-attached storage (NAS) is a file level computer data storage server
connected to a computer network providing data access to a heterogeneous group of clients. To this
end, the main difference between the two storage options is that SAN (Storage Area Network) provides
only block-based storage and leaves file system concerns on the ”client” side whilst NAS appears to
the client OS (operating system) as a file server. The differences between NAS, SAN, and DAS which
means that digital storage is directly attached to the computer can be visualized in Figure 2.8. For the
purpose of this thesis we are going to study the following list of network protocols used to serve NAS.

2.7.2 Distributed filesystems

Distributed filesystems are clustered file systems, which means that are shared by being simultaneously
mounted on multiple servers. They do not share block level access to the same storage but use a
network protocol instead. These are commonly known as network file systems, even though they are
not the only file systems that use the network to send data. Distributed file systems can restrict access to
the file system depending on access lists or capabilities on both the servers and the clients, depending
on how the protocol is designed.

For the purpose of this thesis, we are going to study two distributed file systems NFS and GlusterFS.

NFS, the network filesystem allows to access files on remote hosts in exactly the same way as
a user would access local files. In order to provide NFS file sharing NFS implementations use a
combination of kernel-level support on the client side and some daemons on the server side that provide
the file data. The steps used in order to use a NFS are:

o A client requests to mount a directory from a remote host on a local directory using mount command.
e mount command will then try to connect to the mountd mount daemon via RPC.
o If the client is permitted to mount the directory it will be returned a file handle from the server.

After that when the client accesses the files over NFS, the kernel will place an RPC call to the

NEFS daemon (nfsd) on the server machine.
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Figure 2.8: Storage options
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GlusterFS, is a product of Red Hat that aggregates various storage servers over Ethernet or
Infiniband RDMA interconnect into one large parallel network file system. GlusterFS has a client
and server component. Servers are typically deployed as storage bricks, with each server running
a glusterfsd daemon to export a local file system as a volume. The glusterfs client process, which
connects to servers with a custom protocol over TCP/IP, InfiniBand or Sockets Direct Protocol, creates
composite virtual volumes from multiple remote servers. One more important point is that GlusterFS
is defined to be used in user space, i.e. File System in user space (FUSE). Most of the functionality
of GlusterFS is implemented as translators, including file-based mirroring and replication, file-based
striping, file-based load balancing, volume failover, scheduling and disk caching, storage quotas, and
volume snapshots.

2.7.3 Special filesystems & tmpfs

tmpfs is a temporary filesystem that resides in memory and/or swap partitions, depending on how
much it is filled. Mounting directories as tmpfs can speed up accesses to their files. Its important to
mention that directories mounted as tmpfs, have their contents cleared upon reboots. Generally, 1/O
intensive tasks and programs that run frequent read/write operations can benefit from using a tmpfs
folder. Later in Chapter 3 we are going to use tmpfs, to effectively speedup accesses to the migration
data.

2.8 Contribution

In this work, we examine how the underlying filesystem used for storing the produced files from
CRIU, the network technologies used for file transfer and lastly some configuration options that
exist in CRIU tool, affect the live migration’s downtime. It’s important to realize the above before
attempting any implementation, since in the live migration scenario even the slightest improvements
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regarding the downtime can be really important. We study the naive migration scenario and present the
results. However, our scripts support pre-copy migration as well. Then we present our contribution to
libvirt virtualization library, in order to add support for Save and Restore operations for libvirt Linux
Containers. Our implementation can be reused later to support live migration, but this is out of the
scope of this thesis.
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Chapter 3

Testing live migration

In this Chapter, we are going to present various tests on live migrating a Linux Container. We will
examine the costs associated with live migration when the produced by CRIU files are made accessible
on destination host through rsync transfer or NFS exported directory or even via GlusterFS replicated
volume. Furthermore, we are going to study to what extent we benefit from avoiding disk storage
by storing the files on RAM with the use of tmpfs. Lastly, we are going compare the migration costs
when migrating between machines with the following underlying interconnect options: Infiniband and
Gigabit Ethernet. The exact costs that we are going to study are the following:

e Frozen time of the container during dump phase.
e Time needed to transfer the image files from source host to destination host if using rsync.
e Frozen time of the container during restore phase.

Bellow we are going to present the different scenarios that we are going to study.

3.1 Live migration implementation

Our implementation, which can be found in https://github.com/KKoukiou/1xc-migration,
is basically a wrapper around CRIU project, in order to implement LXC container naive and precopy
live migration with some basic configuration. The code is written is bash and we call CRIU binaries
from inside the script. From the user’s perspective there is only a configuration file, called migration.conf
and all operations can be controlled through that. The options that can be customized are the following:

e Container’s name to migrate, as viewed by LXC tools
e Destination host’s hostname or ip

e Maximum number of iterations of the dump process. There is a hardcoded memory threshold
and if dumped files, are lower than this size the iterative dump phase stops and the final dump
is performed.

e Storage and transfer options for the files, namely all pairs of disk or tmpfs and rsync or NFS for
the transfer.

The migration’s configuration file, looks like the following:

cat migration.conf

#Checkpoint data can be stored and transferred from source to destination
#with the following options:

# 1: checkpoint on disk,rsync, restore on disk

# 2: checkpoint on disk. Destination host shares the checkpoint directory
over nfs, so no rsync is needed.

# 3: checkpoint on tmpfs, rsync restore on tmpfs

~N N BN
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https://github.com/KKoukiou/lxc-migration

Figure 3.1: tmpfs vs ext4 with rsync on 250MB dirtied memory
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9 # 5: checkpoint directory shared with GlusterFS replicated Volume
10 # Options above should be one of the above {1,2,3,4,5}
11 # In cases 2 and 4 the nfs server is the destination host
12 Containers_Name: ul
13 Destination_Host: root@xenon8.cslab.ece.ntua.gr
14 Max_Iterations: 3
15 Checkpoint_Option: 3
3.2 Test: ext4 vs tmpfs filesystem for storing the checkpoint data and

rsync used for file transfer on 250MB dirtied memory

In this test we will study the two different filesystem options for the image files produced by
CRIU, namely ext4 and tmpfs filesystems. In particular, we will study the following two scenarios:

e The migration data are stored on ext4 filesystem on source host. We use rsync to transfer the

CRIU files from source to destination host and we store the files on destination host on ext4 as
well.

e The migration data are stored on tmpfs filesystem on source host. We use rsync to transfer the

CRIU files from source to destination host and we store the files on destination host on tmpfs
as well.

Figure 3.1 visualizes the live migration costs for the two above scenarios when using GbE as
interconnect. For this test, the migration completes in only one iteration, which means there is no
pre-dump phase.

It is clear that the greatest contributors to the downtime in this scenario are with cost order:
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e The image transfer phase.

e The frozen time of the container during dump phase.

e The frozen time of the container during restore phase.

Regarding the frozen time of the container during dump phase, a solution would be to use incremental
dumps and concurrent transfers after each pre-dump phase. What is important in this setup is that
during the pre-dump phases the container gets frozen for quite less time than during normal dump
phase. Also, in some scenarios, every dump after the first one could speed up. However, this does not
apply always. In particular, if the dirty page rate is a lot higher than the transfer speed, an incremental
dump would not result in smaller subsequent dumps. In this case, the pre-dump phase will not converge
to the desired threshhold of pages, and thus we have to explicitly stop the pre-dump incremental phase,
presumably not gaining any advantage for the final dump. On the other hand, if we know that the
dirtying page rate of the applications running inside the container is small enough so that subsequent
dump phases will find already monitored pages unchanged, there is good chance that an icremental
dumping phase can help by splitting the unwanted single large dump into many smaller predumps
where memory gets dumped and transfered without that the container is being frozen and one last
quick final dump.

As far as the transfer time is concerned the most important factor here is the underlying interconnect
(GDbE, 10GbE, 40GbE, 100GbE, Infiniband) which affects the link rate. However, when we implemented
this scenario over Infiniband interconnect we noticed no speed up for the rsync times at all. The
problem here lies on the fact that rsync is limited by the CPU and not the link speed on our test
machines. In particular, while running rsync on directories on top of tmpfs or ext4 we noticed the
CPU usage staying stable at 100% which implied that the CPU frequency became on overhead for the
rsync process.

For the time there in no way to speed up the restore phase apart using a computer setup with higher
CPU frequency.

To better understand the costs, we need to analyze the results a bit further. Regarding the frozen
time during dump phase, we can notice that tmpfs has the same performance as ext4. It is important to
understand that this observation is true for our testing setup because all the data produced by CRIU fit
in page cache (RAM). So, since there are no data that get swapped out of disk cache, aka RAM during
each test, the tmpfs gives no better performance. However, if other applications where using the RAM
as well, then the data when stored on ext4 could have been forced out of RAM, and in this scenario
we would definitely have the filesystem overhead due the lower write and read speed from disk. One
other reason that an ext4 filesystem could have had more cost than a tmpfs, if ever the checkpoint data
where about to get swapped out, is that this is a journaling filesystem. In such filesystems a special file
called a journal is used to repair any inconsistencies caused due to improper shutdown of a system.
This journal checksumming sacrifices speed by adding extra cost, but makes recovery possible in case
of system crash.

As far as the transfer time is concerned, we can notice that it’s the same for both filesystem
scenarios. The explanation to this lies in the disk cache. When CRIU creates the IMG files which
in our example have a total size of 250MB these data stay in RAM until it becomes full and start
swapping out. That is however not going to happen in our example, since the whole data-set fits
within page cache. So rsync basically reads the files of the checkpoint directory that were just created
on the source host and currently lie on RAM, transfers the data and writes them on destination host.
Once again the writes are executed on files that get cached on RAM and never swapped out during
the test so we see no additional overhead.

The previous explanation applies for the frozen time during restore, meaning that in both filesystems
all the data are read from RAM which never becomes full.
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Figure 3.2: tmpfs vs ext4 with NFS on 250MB dirtied memory on GbE
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3.3 Test: tmpfs vs ext4 with NFS protocol used for serving the
checkpoint data on 250MB dirtied memory

In this scenario, the destination host acts as a NFS server and exports the directory on which
the checkpoint data are going to be saved. The source host, who is the client, requests access to the
checkpoint directory by issuing the mount command. After that, every write from the source host on
the checkpoint directory, will update the dump files for destination host, thus making all checkpoint
data finally available on destination. For these tests, we use NFS v3 with UDP transfer protocol.

Figure 3.2 visualizes the costs associated with live migration for the NFS exported directory
when stored on memory or on disk with GbE network interconnect. Moreover, we study here the
synchronous and asynchronous behavior in NFS server. The option sync (synchronous) in the client
context means that all changes to the according filesystem are immediately committed to the server.
The respective write operations are being waited for. For directories stored on mechanical drives that
means a huge slow down since the system has to move the disk heads to the right position. In contrast,
with async the system buffers the write operation and optimizes the actual writes; meanwhile, instead
of being blocked the process in userland continues to run and the files will only be transmitted usually
when the file is closed. sync option on the server context (the default) causes the server to only reply to
say the data was written when the storage backend actually informs that the data was written. Option
async in the server context gets the server to merely respond as if the file was written on the server
irrespective of if it actually has written it.

For this test we use async mode for the client and study both modes for the server and the dump
phase completes in only one iteration, which means there is no pre-dump phase.

As expected, the sync mode for the server causes huge delays during dump with ext4 underlying
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Figure 3.3: tmpfs vs ext4 with NFS on 250MB dirtied memory and GbE vs IB
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filesystem, since with this option the NFS server follows the NFS protocol and replies to requests
only when any changes made by that request have been committed to stable storage (e.g. disc drive).
Especially when we are dealing with mechanical disk as the underlying storage this can have tremendous
impact, as after each write on disk the process get blocked to wait on confirmation. The same does
not apply with sync option when data are stored on top of tmpfs filesystem since the responses from
the server are very fast. So, for the rest three scenarios, the dump phase has exactly the same cost, and
that is because data use page cache and nothing get’s swapped out.

During restore, since no writes are made the sync/async modes do not affect the migration’s cost
and since data are cached on the destination’s server RAM, tmpfs and ext4 again make no difference.

The second experiment here was to test the affection of the underlying interconnect. Figure 3.3
visualizes the expected better performance of the Infiniband over the Gigabit Ethernet interconnect
during the dump phase. We present at this point only the async mode for the NFS export, since this
is the one that is faster. What’s going on underneath is that when the files are written on the mounted
NEFES exported directory during dump phase data transfer occurs and since the IPolIB setup is a lot faster
we mention the speed up when using the aforementioned setup. During restore phase, since the files
are already stored on the destination host, there is no affection.

3.4 Test: GlusterFS on ext4 vs NFS on ext4 on 250MB dirtied memory

As mentioned earlier, GlusterFS is a software only file system. Here data is stored on native file
systems like ext4, xfs etc. For the purpose of this test, the underlying filesystem on which data are
stored on ext4. In addition, we configured the two nodes to share replicated directory for the checkpoint
data and all the communication happens on top of TCP.
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Figure 3.4: GlusterFS vs NFS on 250MB dirtied memory
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At first sight, we notice that NFS outperforms GlusterFS both during dump phase and restore
phase. Here, we will propose some possible explanation behind this behavior. Firstly, our NFS export
uses UDP protocol for the file transfer whilst GlusterF'S uses TCP. There are some vital differences
between the two protocols that result is the significant deviations, when transferring the files. The
main difference is that TCP performs handshakes, these are SYN, SYN-ACK, ACK whilst UDP is
a connectionless protocol, so there are no handshakes at all. Moreover, TCP rearranges data packets
in the order specified fact which adds extra cost, while UDP has no inherent order as all packets are
independent of each other. To sum up, TCP is heavy-weight as it requires three packets to set up a
socket connection, before any user data can be sent. TCP handles reliability and congestion control.
On the other hand, UDP is lightweight. There is no ordering of messages, no tracking connections,
etc. All the above result is greater frozen time during dump, as the data transfer costs more in our
GlusterFS configuration.

Regarding the frozen time during restore, we shall notice here again that the GlusterFS configuration
results in very poor read performance. One possible explanation behind this is how GlusterFS locates
the data. GlusterFS spreads load using a distribute hash translation (DHT) of file names to it’s subvolumes
and locates data algorithmically using a Hashing Algorithm. Knowing nothing but the path name and
file name, any storage system node and any client requiring read or write access to a file in a Gluster
storage cluster performs a mathematical operation that calculates the file location. All the above result
in the poorer read performance of the GlusterFS compared to NFS export during restore. To sum
this up, it is important to make clear that we do not conclude that GlusterFS generally has poorer
performance than NFS when used to share data between two nodes, but for our testing scenario it is
not suitable.

Although, by now we understand that GlusterFS is not the best option for our usage scenario, we
shall study the behavior when GlusterFS related file transfer occurs on top of IPoIB. The results of
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Figure 3.5: GbE vs IB interconnect and GlusterFS on 250MB dirtied memory
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this test are shown in Figure 3.5. It is clear that there is indeed some speed up both on dump and
restore phases, since communication between the nodes is a lot faster. However, the overhead here is
not only the link speed but also the userspace operations that need to be done in terms of the FUSE

filesystem.
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Chapter 4

Add libvirt support for Save and Restore functionality for
Linux Containers

Libvirtis a collection of software mostly implemented in C with main goal to manage the virtualization
capabilities of recent versions of Linux and other OSes. It provides a common way for managing
multiple different virtualization providers and hypervisors and generally virtualization technologies
like virtual networking and virtual storage. Libvirt consists of three main components: an API library, a
daemon (libvirtd), and a command line interface called virsh. Libvirt’s utilities offer various operations
to be performed on the guest OSes such as start, stop, pause, save, restore, and migrate, within the
limits of the hypervisor for those operations. Libvirt also offers node resource operations which are
needed for the management and provisioning of guests such as interface setup, firewall rules, storage
management and general provisioning APIs. Lastly, it is also possible to use libvirt to control domain
instances on remote hosts, as long as there is a running libvirt daemon.

4.1 Libvirt architecture & libvirt-Ixc internals

At this point is is clear that libvirt offers a generic way of handling different virtualization technologies.
For handling the multiple different virtualization providers and consequently the hypervisor specific
calls libvirt architecture introduces the idea of Drivers. For all supported hypervisors there is a referring
driver, resulting in the existence of the following internal drivers:

e [LXC - Linux Containers
e OpenVZ

e QEMU

e Test - Used for testing

e UML - User Mode Linux
e VirtualBox

e VMware ESX

e VMware Workstation/Player
e Xen

e Microsoft Hyper-V

e IBM PowerVM (phyp)

e Virtuozzo

e Bhyve - The BSD Hypervisor
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Figure 4.1: libvirt drivers
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Each driver is responsible to load the driver’s specific functions, in order to be used by the public
API of libvirt. When using an API call, one should choose one of the available drivers to perform that
call on. For the majority of supported hypervisors, access to libvirt drivers is performed as follows.
First the client application connects to a so called remote driver, providing URI to identify the specific
driver they want to connect at. Then the remote driver routes the calls to libvirtd daemon via an RPC
call. libvirtd daemon in turn polls the requested drivers asking them to perform the requested operation.
When libvirtd gets a reply, it passes the results back to the client application which in turn decides
what to do with them. Figure 4.1 visualizes the above-described process as if a client application
issues a command via virsh CLIL

For the purpose of this thesis we are going to deal exclusively with the LXC driver, that is the one
who manages Linux Containers. It is important to mention here that the libvirt LXC driver, sometimes
also called libvirt-1xc has no dependency on the LXC userspace tools, which we used in order to create
the Linux Containers for our testing scenarios earlier in Chapter 3. Instead, libvirt LXC driver directly
utilizes the required kernel features to build the containers.

In terms of technical implementation, every Linux Container created with libvirt toolkit has a
controller process whose binary is provided in the container’s XML configuration file and is usually
in form of ”/usr/libexec/libvirt_Ixc”. libvirt-Ixc’s functionality is to set up the container and provide
console access to the container. In order to achieve isolation of libvirt Linux Containers heavily
utilize the functionality of clone() system call with the required flags. By default, the flags used are
CLONE_NEWPID, CLONE_NEWNS, CLONE NEWUTS, CLONE NEWUSER, CLONE NEWIPC
and CLONE NEWNET which specify which namespaces the calling process does not share with the
container. So, libvirt-Ixc process from the hosts OS, calls clone() system call in order to create a new
isolated process, from which the container will be generated from. As for the container to have stdin,
stdout, stderr libvirt-Ixc utilizes the use of pseudoterminal interfaces(PTYs). A pseudoterminal is a
pair of virtual character devices that provide a bidirectional communication channel. One end of the
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Figure 4.2: Pseudoterminals & libvirt-lxc
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channel is called the master; the other end is called the slave. The slave end of the pseudoterminal
provides an interface that behaves exactly like a classical terminal. The container is supplied in with
the slave end of the PTY, whilst the container’s controller process is supplied with the master end, and
in this way the container is provided with a virtual console. For Linux Containers, the slave ends live
inside the container in form of /dev/pts/* files and the master end exists in the host OS in /dev/ptmx
device, as shown in Figure 4.2. When the container setup is complete, libvirt-1xc executes container’s
init process, which is provided by the user in the XML configuration file, where the container’s
information are stored. libvirt-Ixc controller who is the parent process of the container, receives a
SIGCHLD signal in case the container terminates, crashes, or generally changes state and invokes
the appropriate operations. On the other hand, if the controller process is killed, the container dies a
well. The way the usage of the host’s resources is restricted in the container’s environment is cgroups.
Among others, with cgroups the container has limited memory usage, CPU usage and Block 10, all
of which are configurable through container’s XML. Lastly, in order that the container gets different
root filesystem than the process who has cloned him, pivot_root system call is used.

4.2 Basic usage for libvirt Linux Containers

Libvirt Linux Containers can be managed among other tools with virsh CLI, by issuing
virsh --connect 1lxc:/// $COMMAND. Bellow, follows an overview of some basic usage of libvirt
LXC containers using virsh. As previously mentioned, information about the configuration of the
container are stored in a XML file, which basically looks like the following.
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Function Command

Load containers configuration into libvirt (for persistent domains) virsh -c 1lxc:/// define guest.xml
Remove containers configuration from libvirt (for persistent domains) | virsh -c 1xc:/// undefine guest
Starts the container virsh -c 1xc:/// start guest

Stops the container virsh -c 1xc:/// shutdown guest
Forcefully stops the container virsh -c 1xc:/// destroy guest.xml
Creates container (used for non persistent domains) virsh -c 1lxc:/// create guest.xml
Starts the container virsh -c 1xc:/// start guest
Connect to container’s console virsh -c 1xc:/// console guest

Table 4.1: virsh command for LXC

1
2
3

O 0 3 &N L K~
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12
13
14
15
16
17
18
19
20
21

cat sh\_container.xml
<domain type='1lxc’>
<name>vml</name>
<memory>500000</memory>
<0S>
<type>exe</type>
<init>/bin/sh</init>
</0s>
<vcpu>1</vcpu>
<clock offset="utc’/>
<on\_poweroff>destroy</on\_poweroff>
<on\_reboot>restart</on\_reboot>
<on\_crash>destroy</on\_crash>
<devices>
<emulator>/usr/libexec/libvirt\_1lxc</emulator>
<interface type='network’>
<source network='default’/>
</interface>
<console type='pty’ />
</devices>
</domain>

In Table 4.2 one can see the basic command used on LXC containers.

4.3 Save and Restore implementation for the LXC driver

Bellow we will outline the steps we followed in order to add Checkpoint and Restore functionality
[22] in Ixc driver by mimicking the functionality of the 1xc-checkpoint and 1xc-checkpoint -
r commands that exist in LXC userspace tools. As with the LXC tools approach, the underlying
technology we use is CRIU, which we integrate into the sources of libvirt, thus allowing libvirt to
call CRIU binaries. With our implementation we are going to support two extra commands for the
libvirt-1xc driver:

e virsh -c 1xc:/// save guest checkpoint_directory
evirsh -c 1xc:/// restore checkpoint_directory

The first, saves the present state of the ”guest” container into a collection of files in the directory
specified. The second, restarts a container which was previously saved with virsh save command
into a collection of files.

In terms of technical implementation, we have expanded LXC driver source namely src/Ixc/Ixc_driver. {c,
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h} files, by adding two new functions: IxcDomainSave and IxcDomainRestore.
When virsh save command is ran the libvirtd daemon polls Ixc driver which invokes the IxcDomainSave

Ixc driver specific function. Firstly, it performs some locking operations, since container’s state is
about to be changed from RUNNING to STOPPED and thus during the state change queries from other
threads can result in unexpected behavior. In order to perform effective locking we have introduces job
control mechanism to the Ixc driver [1][3] [2] [4] [5][6][7] . Then some further checks are performed,
like checking if the container is running so that it can be saved or if the container is persistent so that
the appropriate structures are reorganized after the state change. Furthermore, the XML configuration
file of the container should be saved with the checkpoint files, so that it can be used to when restoring.
Then, IxcCriuSave function is called, that is a newly defined function in src/lxc/lxc_criu. {c, h} which
is a wrapper for CRIU binaries in order to dump the running container. In this file criu dump is called
with the appropriate options some of which are:

e —cnable-external-sharing, —enable-external-masters: These flags enable external shared or slave
mounts to be resolved automatically on restore when CRIU is asked so.

e —ext-mount-map” ”/dev/console:console, —ext-mount-map”’, ’/dev/tty1:tty 1: These two are external
mount and should be handled explicitly so as to restore them. The same should be done, for
higher numbered ttys as well.

e —cxternal tty[rdev:dev]: That is because the container’s master end of the tty is outside of
what is dumped. If this option is not passed, CRIU will complain about a slave end without
corresponding master end.

e —tcp-established to handle TCP connections, —file-locks to dump file locks, —link-remap to allow
one to link unlinked files etc.

IxcDomainRestore function, which is defined inside src/Ixc/Ixc_driver{c, h} and is the first function
invoked after virsh restore command is ran, comes with a more complicated implementation. To
fully understand how we implement the restore operation, we should take a closer look into what
we checkpointed earlier with virsh save command. The files CRIU produces store the information
for the container, meaning the subtree starting from the container’s init process among with all other
processes inside the container. libvirt-Ixc process, that is the controller of the container as we described
earlier is not dumped, and therefore on the restore scenario it should be reconstructed. After libvirt-Ixc
process is setup as needed, we will be ready to call our CRIU wrappers, to restore the previously saved
container as a child of the libvirt-Ixc process. Similarly as before, before invoking any CRIU operation
that is about to change the container’s state from STOPPED to RUNNING we have to make sure to
perform the needed locking operations in order to ensure consistency. In order to support Restore
operation by making as few changes as possible, we have changed virLXCProccessStart which is
located in src/Ixc/Ixc_process{c, h} into a more generic one. This function used to start a libvirt-Ixc
instance with the referring container. Our modified version extends the previous one as takes one
extra argument: a directory file descriptor and in case of container restore which is used to point to
the directory to find the CRIU image files. The basic setup jobs the controller code needs to perform
remain as before, with some slight modifications. For example, the controller still needs to create
the /dev/ptmx instances in order to control container’s console from libvirt-lxc, but does not need to
perform namespaces setup, cgroup setup, and setup of the pseudottys inside the container since all
these information are stored in the dumped files and will be handled by CRIU when restoring. In
other words, in the case of restoring, libvirt-Ixc process performs a subset of the operations compared
to a normal initialization of a container. After all required operations are completed, IxcCriuRestore
function as implemented in src/Ixc/Ixc_criu.{c, h} is invoked and restores the container from the saved
state as a child of the libvirt-1xc process. This function is again a CRIU wrapper, for the criu restore
command.

Figure 4.3 visualizes the virsh save operation as implemented internally and Figure 4.4 visualized
the virsh restore operation.
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Figure 4.4: virsh restore implementation
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Chapter 5

Conclusion

5.1 Concluding remarks

Previous work on Linux Containers Checkpoint/Restart, aka LXC checkpoint command, is not
implemented in a way that will support effective Live Migration. On the other hand, other implementations
for Live Migration of libvirt Linux Containers [23] are not considering the crucial aspect of merging
their implementation with libvirt project and focus more on the research part. With this thesis, we
tried to address the main difficulties when live migrating a Linux Container and implemented Save
and Restore support for libvirt-1xc driver.

5.2 Future work

After sending the above described implementation’s patches to libvirt list, we realized that there
are some basic design decisions that need to be reconsidered in order that our Checkpoint/Restore
implementation can be extended for the Live Migration scenario. Currently, our implementation of
Checkpoint saves the snapshot to disk, into a collection of files. Then during Restore operation these
files are read from the directory they are stored at, and the container get reconstructed. However, in
the case of Live Migration, saving files to Disk and reading from Disk during restore will result in
non optimal downtimes as seen earlier in Chapter 3. On the other hand we cannot rely on solutions
like NFS exported directories to enhance downtimes, since we need to keep the dependencies and
requirements as few as possible. Therefore we realized the need to patch CRIU in order to be able
to stream the produced files instead of storing them on directories. In this way, the Ixc-driver can
then decide either to store the files on disk on the simple checkpoint/restore scenario or use the
internal streaming protocols libvirt has, to send the data to destination host, where the container will be
restored. In this way, there is not overhead for storing the files if not necessary which will surely result
in lower downtimes, but instead CRIU can stream the data via sockets where needed. The latter, is a
work in progress [24], and will enable us to merge the patches for the Save/Restore implementation
in libvirt project. We are also working on a project to support Live Migration of Linux Container in
libvirt [25] again having in mind to merge the patches with libvirt project. To end this, there are some
more things to be done to enhance our Save/Restore implementation for libvirt. Some of these are:

e Use CRIU in order Save/Restore network connections.

e Currently our implementation support only one pty per container. Support for higher numbered
ptys has a straightforward implementation as well.

e Support dumping of containers with mounts of type efivarfs.
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Kepaiarwo 1

Ewcayoyn

1.1 Kivntpo

O1 ey voAOYiES EUKOVIKOTOINGTG O EMIMESO AELTOVPYIKOV GUGTIULATOS T TEAELTOIO YPOVID YPN-
GUOTOOVVTOL KOl OVOTTUGGOVTOL GE HeYOAo Pabpd Aoy tov vynimv tovg emddcewv. H Google
pe to Kubernetes [1], n Canonical pe 1o LXD [2] kot 1 Redhat pe to Openshift [3] eivon pepikd
omd To TOPUSEYILATO HEYAA®Y ETALPUDY TOV KOTATLAVOVTOL LLE TEXVOAOYIEG EKOVIKOTOINONG EMUTE-
d0V AELTOVPYIKOD GUGTHLLOTOG OVOTTOCCOVTAG TIG KOUTAAANAN MGTE VO TPpowOnbovv otnv mopaymyn.
[MopdAinia pe To peyGAo QT OVOLLOTO GTOV YMPO TNG TANPOPOPIKNG, LEYAAOS aptOLOC amd Tonpieg
OVATTOGGOLV EPYOAELD KOl AELTOVPYIKG GUCTLOTO EMIKEVIPOUEVA GTIC TEYVOLOYIEG EIKOVIKOTOIN-
O1G EMTESOV AELTOVPYIKOD GLGTHHATOG OAAG KOL TPOCPEPOVV TIG VANPEGIEG TOVG YPTCLOTOIDVTOGC
TIG mapomdve texvoroyies. I'o mapddetypa, To eBay kot to Spotify mpoceépovv Tig vanpecieg Tovg
KOOMUEPIVA XPTCLLOTOIDOVTAG TIS TPOAVOUPEPDHEVTES TEYVOAOYIES.

To 1o evpPEMG YPNGILOTOLOVUEVO TPOIOV TNG EIKOVIKOTOINOTG EXUTEIOV AELTOVPYIKOD GUGTH O
T0G givan o1 containers. Ot containers mapéyovv £va eAaPP EIKOVIKO TEPIPAAAOV TOV OTOUOVAOVEL
éva GUVOAO dlepyastdVv Kot teplopilel Tovg mOPOLS oL AVTEG ¥pNnoiponoovyv. H anopdveon avt
e&ao@alrilet 6TL o1 diepyacieg LEsa oTov container dgv UIOPOvV va. dovv Tig dlepyacies £ amd av-
V. AvOAOya Le TV AELITOVPYiO TOV TPOGPEPOLYV, Ol containers UTopovv va daywpiotovyv oe OS
containers [7] [4] kot application containers [11]. Ztnv apdn wepinTmon ot containers TPOGOLOLD-
VOUV €va AELITOVPYIKO GUGTNHA EVA GTNV OEDTEPN TEPITTOGT ATAGL ONLLOVPYOVV EVA ATOLOVOUEVO
nepPdAdov yio va TpéEet pia e@apoyn, Yopic vo Toug mePlopilel ®OTOCO KATL GE AVTH TNV ¥PNON.

Y& avTod T0 TANIG10, OVOYVOPILOVUE TNV ETEPYOUEVT] OVAYKT] VO OVOAVGOVE TNV JadIKOGIO TG
Covtavig petaeopds yio toug OS containers. Me tov 0po (ovtavi PHETOPOPE” EVVOOLLLE TNV Ola-
dkacio amrodnKevong TS KATACTOONS (OVTOVAOVY GTIYHOTOTI®V containers Kot ETOVEKTEAECT] AVTMV
omd To onpeio 610 0moio AToONKEVTNKAY GE GALO PLGIKO UNYAVILLOL, LE TPOTO TETOLO MOTE 1) SLUOIKAL-
ol NG LETAPOPAS Vo UnV gival avTIANTT 00TE Ao TIG EPUPUOYEG TOV TOUVAOV TPEYOVV LEGH GTOV
container o0te omd TIC GLVOESELS O1KTVOVL. H Tapamdvm Aettovpyia, amotelel eEAPETIKG CNUAVTIKO
gpyaAeio Kot pnotuevel Katd kHplo Adyo yia v dayeipion cluster. Avolvtikd Oo peAeticovpe T
0éAN oL TPpooPEPEL 1) {ovTav petagopd Twv containers 6to Kepdaio 2.

H mapovoo simhopotiky epyacia, yopiletal o€ dVo Pacikd puépn:

Y10 TpdTO HEPOG Ba pedetiicovpe v (ovtavn petoeopd Linux Containers peta&d 600 pUGIKGOV
UNYOVNUATOVY Kot B LETPIGOLLLE TOV XPOVO KATA TOV 0TTOioV o1 containers givol "mayopévol”, dniadn
LN OTOKPIGIUOL GLYKPIVOVTOG TV YPNCIHOTOIN T S10pOp®V TPOT®V OTofNKEVGTG KOl LETAPOPAS TV
dedopévov. Oa TOPOVGIACOVLE Y10 TO SLAPOPA GEVAPLA OOV EAEYEMLLE TNV LETOPOPE TA OVTIGTOL O
OTOTEAEGLLOTO KOt B0l TO 0VOADGOVE TOPEYOVTOS AVALOYES TPOTAGELS PeATiong. Znv cuvEyeta Oa
TOPOVGLAGOVLE TV GUVEIGPOPE LG OTO EPYUAELD glkoviKOoToinog libvirt, dote va mapéyel 500 véeg
Agrtovpyiec: TNV amoBKeLoN TG KaTAoTaoNG £vOG {dvTavoy container og apyeio Kot TNV EXOVAQOPE
oV omtd avTd oL Ba ovopdlovpe amd e0® Kot oto e&ng Save kot Restore. Kat otig 600 mapamdve
viomomoelg Oa ypnoonomocovpe to gpyoreio CRIU to omoio pog mapéyel 1podmo va amobnkevouvie
TNV Katdotoom TV containers o€ apyeio mov Oa xpnoyLorotovvTot yio TNV ETavapopd TV containers
o€ 0e0TepO Ypovo. To CRIU Ba to mapovcidcovpie ektevig oto Kepdiato 2.
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Mnyoviopog AmoONkeven KOTAGTHONS KO LOVTOVI] HETAQOPE License
chroot No varies by operating system
Docker No Apache Licence 2.0
Linux-VServer No GNU GPLv2
Imctfy No Apache Licence 2.0
LXC No GNU GPLv2
LXD Partial Apache Licence 2.0
OpenVZ Yes GNU GPLv2
Virtuozzo Yes Proprietary
Solaris Containers Partial Proprietary
FreeBSD jail Partial BSD Licence
sysjail No BSD Licence
WPARs Yes Proprietary
HPUX Yes Proprietary
iCore Virtual Accounts No Proprietary
Sandboxie No Proprietary
Spoon No Proprietary
VMware ThinApp No Proprietary

Table 1.1: Yroompi&n anobnkevong katdotoong Kot {ovTavn HETAPOPE o8 TEXVOLOYIEG EIKOVIKO-
TOINONG EMMEIOV AELTOVPYIKOD GUGTILLUTOG

1.2 Yndapyovoeg Avoelg

Tnv otiyun cuyypaeig authg TG SITAGUOTIKNG EPYOCING, VTAPYOVY KATOIEG VAOTOINGELS EIKOVL-
KOTOINGoMG EMMESOV AELITOVPYIKOL GLOTHHATOS TOL Voot pilovv {wvtavn petapopd. O [Mivakag 1.2
Oglyvel TNV KOTAGTAON Y1a TIC L0 YVOGTEG VAoTomoels. Elval edkolo va mapatnproetl Koveic 6Tt ToA-
AEC oo TIG TEYVOAOYIEG TTOV AVAPEPOVTUL OEV £YOVV DAOTOIGELS AVOLYTOD KMAKe (open source) Kot
Y 0vTO TOV AOYO TANPOPOPIES GYETIKE e TNV VAOTOINGN TS {OVTOVIG LETAPOPEG OTIS AVTIGTOLXES
TEYVOLOYiEG Elva SuoEVPETES.

Ao T1c mapamdve VAOTOMGELS, optopéveg oyxetilovtot otevd pe TV vAomoinon {ovtavig peta-
@opdg Linux Containers mov 0o LLEAETGOVLLE GE LTI TNV Epyacio. Zvuykekpiuéva, To OpenVZ kot to
Virtuozzo [8] vroompilovv {mvtavn petapopd ypnoiporoidvog to epyoieio CRIU [5]. EmmAéov,
to project P.Haul [9] elvat éva project v amd 1o CRIU, mov £xel oxomd vo vAomotoel T {ovtavn
LETOPOPA Yo d1apopeg TEXVOLOYies container 6mwc OpenVZ, Docker kot LXC. Qotd00, givar axopa
o€ 0pyKo otddlo. Téhog, To project LXD [2], mov Aettovpyet oav hypervisor yio to LXC eivon emiong
o€ 0TAd10 avamTuéng kot mpokettal vo vrootnpi&et {ovravn petapopd Linux Containers pécm tov
P.Haul.
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1.3  Aopn gpyoaociog
H mapotvoa simhopotikni epyacia sivor opyavopévn g e&ng:

Kepdiato 2: Hapéyovue to avaykaio vrdfabdpo yio v KaTavonoTn TOV EVVOIDV Kol TEYVOAOYIDV
OV YPNCULOTOLOVVTOL GTHV TAPOVSH EPYAGTOL.

Kepdrato 3: Tleprypdopovpe ta Pripota mov akolovdnoape yio v vAomoinon ¢ {oviavig peto-
@opag Tov Linux Containers Kot TpEYOVLE TEPAUOTO LEAETMVTOG TO. OTOTEAEGLOTOL.

Kepdaio 4: Mapovoidlovpe v apyitektovikny g libvirt kot meptrypdeovpe v vAOTOINoT UG,
7oL TopEYEl vooTNPIEN Y TIC Asttovpyiec Save ko Restore yia Linux Containers.

Kepdhiaro 5: Toapéyovpe kdmoto TEAMKE GUUTEPAGLATA Y10 TV TOPOVCH £PYOGio Kol aElohoyoVE

KOTO TOGO KATAPEPE VOl EXTVYEL TOVES GTOYOVS oL TEOMKAV otV apyn. Teikd, cuvintodue yia emt-
TAE0V OOVAELL IOV ATTOUEVEL VO, YIVEL GOV GLVEXELD QLTHG TNG EPYOCTOG.
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Kepdioro 2

YnopaOpo

2.1 Iotopio NG elKOVIKOTOINGNG

Ta tedkevtaio xpovia OAO KoL TO TOAD SLOYKMVETOL TO EVOLUPEPOV TMV ETLYEPNCEWDV Y10, TNV V10-
0¢ton tov Cloud. IIpdécsPaon and moaviov, peimon KOGTOVG Kot ac@dAeln lval KAmolo amd Ta, o
Baocikd TAeovekTnpata TG TEXVOAOYING AVTNG. ATO TNV HEPLE TV TapoyimV TV vanpecsidv Cloud
évag amd Toug TaPAYOVTEG 0EOAOYNONG TNG ATOJ0TIKOTNTOS Evat 0 aplBlog TV guest unyovnudTomy,
oNAad erao&evoduevay IyovnUdToy avd euotkd unyavnuo. Oco meplecodTEPOL guests VadpPyoLV
oavé LUOIKO PNydvnpo TGG0 Mo KPS gival T0 KOGTOC Y10 TOLG TAPOYOVS APOV TOAAG PIAOEEVOV-
LEVOL EIKOVIKA pnyovipato potpdloviat Tig id1ec pUOIKES VTOJOES Kal Apa TO KOGTOG Yo TO KAOE
EIKOVIKO punydvnuo petovetat. H teyvoloyia eikovikomoinong eivol ETOUEVMG OVTY TOV EXITPETEL TV
TALTOYPOVN XPNCUYLOTOINCT TOV PUOIK®Y TOP®V.

H swovicomoinon eivar évag yevikdg 0pog TV VITOAOYIGTIKOV GUGTNHATOV TOV OVUPEPETOL GE
VOV UNYOVIGUO 0QOIPESTC, GTOXEVIEVO GTIV OTOKPLYN AETTOUEPEIDV TNG VAOTOINONG KOl TNG Kol
TAOTOONG OPIGUEVOV DITOAOYIGTIKMY TOPMV OO TOVG YPNOTEG TOV TOPWV AVTMV. ME TNV EIKOVIKOTO-
non givat dSuvaTdv Vo TaPOLCIALETAL EVOG PUGIKOG TOPOS VO PUIVETUL (G TOAAUTAOL KOl VTIGTPOQO,
moALol puoikol mopotl cav évoc. Extog amd v peimwon tov KOGTOVG Kot Y10 TOVG TEAATES KOl Yol
tovg Topoyovg Cloud vanpecidv, 1 gikovikomoinon givor Avon oe TANBmpa GAA®V TpoPAnpdtov
OT®G JXEIPIOT TOP®V, GLVTINPTON SETVErs, VITOYPNGULOTOINCT TV SEervers, OLVOUIKO KATAUEPITUO
@opTiov K.0..

2.2  Topeig elkovikomoinong

Yndpyovv morra gidn gwcovikomoinomng kot dtaympiloviot avaioyo. e TO TEXVOAOYIO TOV EMLYEL-
POVV VO TPOCOLOIMGOLV Kol TOV TPOTO IOV TO TETLYAIVOLV 0LTO. AKOAOVBOHV ToL GNUAVTIKOTEPQL:

o Ewkovikomoinon vitkov. Xe auti TNV LOpe1| EIKOVIKOTOINoNG £va Aoyiopiko eaéyyov (hypervisor)
70 OTO{0 EKTEAEITOL OE TPALYLATIKO VAIKO TPOGOLOLMVEL EVEL VTTOAOYLOTIKO TEPIPAAAOV, TOL OVO-
pdlovpe gkovikn unyovn. H ewovikn punyovi tpéyxet Eva orho&evoievo AOYIGHUKO Kot etvat
OTOULOVAOUEVT OTTO TO VITOAOUTO GUGTNHA. Y TAPYOLV TPELS PACIKOL TPOTOL EIKOVIKOTOINGNG VAL
K0V Kot dtoywpilovTot avAAoYo [LE TO TOGO TO GIAOEEVOVLEVO AEITOVPYIKO GUGTNLA EXEL YVAOOT)
OTL EIKOVIKOTOLELTOL:

— IIMpnG EIKOVIKOTTOINGT: X QVTH TNV TEPITTOOT] TO AEITOVPYIKO GUGTILLO TOV ELKOVIKOD
LYoV LOTOG OEV EYEL YVAOOT] OTL VTOKELTOL GE EIKOVIKOTTOINGT KOl (O EK TOVTOL OeV givai
TPOTOTOMUEVO. AVTO EXEL OG UTOTEAEGILOL TO VALKO VO TPOCOLOIMVETOL OO TO TPUYLLOL-
TIKO pnydvnua.

— Mepudi] EIKOVIKOTOING1: XT1 LEPIKT EIKOVIKOTOIN O, 1] EIKOVIKT Uyavr| eE0LoLDVEL K-
oo PéPog Tov vrokeipevov hardware mepiBdiiovioc. Mio omd Tig LOPQEG TNG LEPIKNG
EIKOVIKOTIOIN GG EVOL 1] EIKOVIKOTTOINGT TOL YDPoL devfiveemv doTe KAOE eKoVIKO un-
xavnuo va £xel aveEapTnTo ympo d1evdiveemy.
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— Hoepagwkovikonmoinon: H mapocikovikonoinon eivorl pio fertimon g teyvoroyiog g
EIKOVIKOTTOINGNE VAKOD 67OV TO PLAOEEVOVUEVO AELTOVPYIKO GUGTNHO EYEL EMIYVMOON OTL
TpéYEL o€ MEPPAALOV TPOGOHOIMONG. ZE AVTO TO TAUIGLO TO PIAOEEVOVUEVO AELTOVPYIKO
GUOTNHO €XEL KOTAAANAO O10LOPPOUEVOVS 001Y0VE CUGKELMY MGTE OVTL VO, EKTEAOVV
EVTOAEG TPOG TO VAIKO VoL EKTEAOVV EVTOAES TPOG TO AoYiopko eéyyov (hypervisor).

¢ Ewovikomoinen o¢ eminedo Aertovpyikov cvotipatog sival pio pébodog ewovikonoinong
OOV TO PLGIKO UNYEVNHO Kot To. elrAogevoeva Tepifaiiovta popdloviot Tov 1610 Tupnva.
2NV TPOYHATIKOTNTA, TO 1010 TO AEITOVPYIKO GUGTNLO TOV PLGIKOD UNYOVILOTOC TOPEXEL LN-
YOVIGUOVG DOCTE VO UTOPOVV VL GUVLTTAPEOLY TOAAOTAG EIKOVIKA OTTOUOVOUEVO TEPPBAAAO-
vta wov ovopalovrat containers. [Topadeiypota g teyvoroyiag avtig eivar ot OpenVZ, LXC,
Docker containers eve otnv id10 katnyopia gikovikoroinong aviikovy Kot ot FreeBSD jails kot
o croot jail.

o Ewkovikomoinon epappoydv 1 onoio avo@EPETOL GTOV EYKAEIGUO TNG EQPOPHOYNG GE £VOL OTTO-
Hovopévo gikovikd mepiBdilov (sandbox). Katd tnv eKTélecn €QopULOYDV GE EIKOVIKOTOLN-
pévo mepPEALOV TPOGPRAGELG GE PUOIKOVG TOPOVG TOV GLGTILATOG EYKAMPBIlovTal Kot ovTIoTOol-
yilovtat o€ mpocPhoelg o€ e1KoVIKoUE TOPOoVG. H xpnotikdtnTa dvThg TG TEXVOAOYING EYKELTal
670 Yeyovog 6Tt pmopet Kaveic va tpé€et epaproyéc og mepidAiovta mov dev £xovv TpoPAepdel
va Ti¢ vrootnpifovv. o mapdderypa to Tpoypoupo Wine emitpénel oe Microsoft Windows
TPOYPAppOT VO, TpEYOVV 6€ Linux cuothuota.

¢ Ewovikomoinemn o1ktoov mov gival 1 51001Kacio TG GUVEVOGTG TOV TOPOV VALKOD Kol Aoyl
GLIKOV G €va eVIOio TPOYPALLLLO SLOYEIPIONC, TO EIKOVIKO O1KTLO.

¢ Ewovikomoinon amwoBikevong mov sival n dadikosioo TG Topovsioong TV TpoyHOTIKOV
AmOONKEVTIKAOV GUOKELMV GAV AOYIKEG LOVAdES (Y. TeyvoAoyia RAID).

o Ewcovikn pvijun Tov ava@EPETOL 6TV TEXVIKT TOV ¥PNOULOTOLEL TO AEITOVPYIKO GVOTN O DOTE
0l €QOPUOYEC VO TIOTEVOLV OTL £XOVV TPOGPUGCT GE GUVEYOUEVO XDPO dELBHVeE®V, OGTOGO
OTNV TPAYLOTIKOTNTO 1] VTN TOVG OV EIVOL GUVEYOLEVT] OTO PLGIKO LEGO amobnKeELONG.

2.3 Linux Containers

2.3.1 Emokoénnon tov Linux Containers

Ot Linux Containers glval pio T€(VOAOYIiQ EIKOVIKOTOINGNG GE ENMIMESO AEITOVPYIKOD GUGTHATOG
7oV divel TNV duvatdTNTA VoL TPEYEL KAVEIG TOAAATAG amopovopéva Linux cuotipata (containers) o€
éva povaodtkd euoko pnydvnua (host). Ot containers polpdlovtol Tov mopiva tov host pnyovipotog
Kol TapEYOVV Eva amoUoVOUEVO TEPBAAloV mov xel TV dikid Tov CPU, pvnqun, block 1/0, diktvo
KO UNYOVIGHO EAEYYOL YPNCUYLOTOINCTG T®V TOP®V TOV GLUGTIHOTOG.

Y épyovv KATO1lEg AmUITNOELS 0Td TO CLGTN A MOTE va givot duvath 1 dnpovpyia Linux Containers,
0l TEPLGGOTEPEG QMO TIG OTOleg mapéyovTal arnd Tov mupfve Tov Linux. Xvykekpipéva, évag Linux
Container ypeldletol amopdvmon yopov ovoudtoy (Namespaces) Tov ¥pnoUYLELOLY Yid TV dNUIoVp-
vio amopovepEVOD TEPIPBAAAOVTOG KOl CZroups OV YPNGLUOTOIOVVTOL Y10, VO TEPLOPIGOVY TNV YPT-
GIUOTOINOT TV TOP®V TOL GLGTHUATOG. TEAOG Yio TNV EVIoYLON TNG ACPAAELNG YPTCILOTOLEITAL TO
SELinux mov e€acpalilel v amopdévmon tov host unyovipotog amd Toug erho&evovievous containers.

Eivol onpovtikd va katavonost Kavelg ta YopaKTpioTIKe Tov d10poporolovy TNV TEYVOAoYin
TV containers amd QLTI TOV EKOVIKOV UNYOVAV Y10 VoL 0VayVOPIGEL TO OQPEAT TTOL TOPEYOVY KoL
TIG TEPUITACELG OTIC OTOTEG 1 XPNON TV containers GUVIGTATOL EVOVTL TV EIKOVIK®V pnyavav. Ot
containers €IKOVIKOTOL00V £voL AEITOVPYIKO OGN TO 0Toio potpdlovtal moALEg epapuoyég. Avti-
Beta, otV TEXVOAOYiO TOV EWKOVIK®V pnyovmv To bAKO (hardware) givat ovtd mov TpocopoumveTaL
KoL TPEYEL TOAATAG AEITOVPYIKA GUGTHUATO. XTNV TPAEN, o1 containers potpalovtal To TVPNVO TOV
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Figure 2.1: [TAfpng €1kovViKOToinoT VAIKO Kol EIKOVIKOTOINGT) EXUTESOV AELTOVPYIKOD GUGTHUATOG
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Bins/Libs Bins/Libs Bins/Libs
Bins/Libs

-

Host Operating System Operating System

Infrastructure Infrastructure

[ =
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AELTOLPYLKOD GUGTIHHATOG TOV UMY OVILLOTOG TOV TOVG GIAOEEVEL, KATLTTOV OEV 10YVEL GTIG EIKOVIKES LN
YovEG, OTmG 1.y, 010 KVM. Opiopévec popéc pdaiota sivol Suvatdv Tov OAoEEVOVEVO PNYEVILLOL VO
potpdaletan Tig PrAodnKeg Kot To EKTEAEGLILO TOV TPOYLOTIKOD UNYOVALLOTOG. AVTOG 0 S1HOlpacOg
apyeiov éxel og amotélespo o péyebog evog container vo, ivol ToAD pikpotepo (Leptkd Megabyte)
amo piog ewovikng unyoving (pepuca Gigabyte). To mapamdvo £xovv cov omoTELEGHA 01 containers va.
glvan o ehappid Texvoroyia Kot yio outd Tov AdYo eivarl Suvatov va prio&evel Kovelg TepiocdTePOLS
containers amd EIKOVIKEC UNYavEG 6To 1010 VAIKO. EmmAéov dedopévou 6Tt ot containers potpalovan
TO AELTOVPYIKO GUGTILO TOV TPUYUATIKOD UNYOVILOTOS, 1| GUVINPNGCT TOV AEITOVPYIKOD GUGTILLO-
TOG OVAYETOL LOVO GTNV GLVTIPNOT EVOG AEITOVPYIKOD TOL KOADTTEL OAN TO EIKOVIK(L LUNYOVILOTOL.
Qo1600, 6TV TEpinton Twv VMs kabéva tpémel va cuvinpeiton Eeympiotd (bug fixes, patches kT)).
Téhog, AOy® Tov dtapolpalOUevol TUPTVA, Ol containers TPEMEL VAL TPEYOLV GE LUNYAVN LA LE 110 Ael-
TOVPYIKO cOOTNHO HE aLTO oV B Tpéyouv avtoi. Anikadn ot Linux Container Tpémel avoyKooTIKA
va erho&evovvtal and Linux pnydvnua, yopic ®otdco va gival avoyKaoTikd i01ec Kot ot S1avopég
(epwtn M Omapén Gentoo container og Debian host). H Ewéva 2.1 mapovcialetl v dapopd petago
TEYVOLOYIDV EIKOVIKOTTOINGNG Tov otnpilovtal 6€ containers Kot ELKOVIKOTOiNoT VAIKOD.

Ot Linux Containers S10pop@®veTal kotd KOplo Adyo amod To mapaKato epyaieio Tov Linux. [12]
[13]

o ATop6veocn y@pov ovopdtmy 1] Namespaces
— Utsname namespace: Ta UTS namespaces TopEyovv anopévmcen 600 TopoUETp®my TOL

ovotroTog: To hostname kot To NIS domain name.

— Ipc namespace: Ta IPC namespaces map€yovv amopévOo™ Yo CLYKEKPLLEVOLG TPOTOVG
EMKOWVOVIOG JEPYACLDY MOTE VAL ELEYYOLV TO. KOVOYPNOTO dESOUEVAL.

— Pid namespace: To PID namespaces mop£youv amopovmoT yio ToV YOpo avoyVoPLeTIKMY
depyaoiog (PID namespace). AvTtd onuaivel 0Tt S1EPYUGING TOV AVIKOVV GE S10POPETIKO
PID namespace pmopotv va £xovv 1o 1010 ewovikd PID omwg @aivetor oty Ewkova 2.2.

— User namespace: Ta User namespaces omopovmdvouy To. ovoyVOPLOTIKE GYETIKE e TNV
acPaAELn OTIOG TO AvayvVepLoTiKd yprot (user IDs) kot opddag (group IDs), tov kotd-
Aoyo piCa (root directory) ko dAra. Avtd emtpénel pia depyacio va ExeL Un Tpovoutovyo
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avayvoplotiko (unprivileged user ID) €@ amd kdmolo user namespace GAAG TAVTOYPOVA
va €yel dkoimopd vepypnot (root) LEGH 6TO namespace.

— Mount namespace: To Mount namespaces TopEYovv omopUOvV®GCT GTo, ONUEIN TPOCAPTN-
ong (mount points) TOv AELITOVPYKOD GLOTHNATOS. AVTO onpaivel 0Tt dlepyacieg oe da-
(POPETIKA mount namespaces ivat Suvatdyv vo. EYoVV SLOPOPETIKT EIKOVO TNG LEPAPYING
TOV GUGTILLOTOG OPYELDV.

— Network namespace: Ta Network namespaces mwopEyovv aropéveoon TV TOp®V TOV GL-
OTNUOTOG IOV oyeTilovTan e TNV SIKTHOO.

— TMoAlamAd /dev/pts
e Control Groups

— CPU (cpu, cpuset, cpuacct): Avtd 10 GOGTNO XPTCLOTOLEITAL Y10, TOV TEPLOPIGHO KA~
TOL®V JIEPYACLDY GTNV YPNCILOTOINOT] CLUYKEKPILEVOL aplOLOV KEVIPIK®V LOVASWOV ETE-
Eepyaoiog kot kaBoPIGHEVOL YPOVOL YPNGULOTOINCTG AVTOV.

— Memory: Avto T0 GOGTNLO YPTCILOTOIEITOL Y10, TOV EAEYYO TNG OEGLEVONG KO YPTCILO-
TOINONG LVNUNG Ao TIG OlEPYAGIES.

— BLKIO: Avtd to chotnpa eAéyyet Tig ToyOTNTEG 010 BACHATOG Kol YPOilaTog 6ToVv 810KO,
NG EVIOAEG TTOL EKTEAOVVTOL OVEL OEVTEPOAETTO, TOVG YPOVOLS OVALLOVIG KO OVOAOYES
Aettovpyiec mov oyetiCovion pe cvokevég amodnkevong (block devices).

— Devices: To devices cgroup cuotnua givat £vag TpOmog EAEYYOL TOV TOLEG GVOKEVES Eival
nwpoomeldoipes and Kamoleg diepyaoies. H mpoxabopiopévn tyun eivan all mov onpaiver
oTL M avtiotoyn depyaocia £yel TpdoPaoct o€ OAEG TIC GUOKEVEC.

— Network: To Network cgroup mopéyetl TpoTO OGTE VoL UTOPEL KAVEIS VO TPOGIDGEL TPO-

TEPOLOTNTO GE KATOLOV TUTO TOKETWV SIKTVOL EVAVTL BAA®V Kol VO EKTEAEGEL AELTOVPYIEC
G€ QVTA TO TOKETO.

— Freezer: To Freezer cgroup emitpénel o€ kdmoieg dlepyacieg vo maydcovv dtav (ntndel
KOl VO GUVEYXIGOUV apyOTEPQ TNV EKTELEST) TOVG WE avTioTolyn eviolr. H dwayeipion tov
depyaciov mpaypatonoteital o onpato ( SIGSTOP, SIGCONT).

o Avvatotntes vaepyprotn (Root Capabilities)

— BombBovv 610 va emiPdreig ydpovg ovopdtev oe mpovopiovyovg (privileged) containers,
nepopilovtag Tig SuVAUTOTNTEG TOL VIEPYPNOTN.

e Pivot root

— eivon pia kAo cvetipatog mov aAAdlet To Tt BAErEL | Kodoboo Siepyacic ®g KaTdAoyo
pila Tov cvoTAUATOG apYEiWV.

— Mandatory Access control (MAC) givo unyovicpoti 6mwg 1o AppArmor kot to SELinux
KOl OV OOLTOVVTOL Yl TNV dnuiovpyic TV containers. 26TOGO GLYVA YPNCYLOTOOHVTOL
vl givo Kpioot yuo TNV ac@aAELd.

Kdémnow and 1o mapandve epyoreio omaitody o mopnvog va gival pubucpévog KatdAinio. Xv-
YKEKPUEVO, Y10 TOVG YDPOVG OVOLATMV TPETEL O TVPNVAG VoL EXEL pLOoTEL pe
CONFIG_<NAMESPACE OPTION> NS egvd 1o SELinux ypetdletor tnv pvouion
CONFIG_SECURITY_SELINUX.

Emumiéov tov topandve epyaieimv yia tnv onpiovpyio evdg Linux Container kpioyieg ivat Kot
ot akoAovbeg KANoelg cuotnuatoc: clone(), netns(), unshare(). H kAnon cvetipartog clone() £xet ma-
popota Aettovpyotnto pe v fork() pe v dtapopd 6t 10 clone() emitpénel amopdvmon and Tovg
YDPOLES OVOUAT®V IOV avapEpape vopitepa. H kKAnon cuotiuatog setns() exitpénel 6Ty KoAOVGO
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dlEPYaCia VO GUUUETAGYEL GE KATOLOV VITAPYOV XDPO OVOUAT®V, Ve avtifeto To unshare() enttpénel
GTNV KaA0VGoa, S1epyacio vo O1LLLOVPYNOEL £va, VEN YDPO OVOUATOV Yo KATO, ard TG TPoovopepHé-
VTEG TOPOUETPOVC.

2.4 Baown dopnf Tov CRIU

To CRIU givau éva mpdypappa mov vaomotet Tic Aettovpyieg Checkpoint/Restore o€ ymdpo ypnotn.
To Checkpoint givar 1 dradikacio g amodnKevLong g KATAGTACNS EPAPUOYDV TOV TPEYOVY KATL
7oV TEPIAAUPAVEL TOV EIKOVIKO Y DPOo devBhveewv, meptypaentéc apyeinv Kot dAlec Pacikég Tapa-
UETPOVG OGS KATAYMPNTEG. XPNOYOTOLDVTAG 0VTO TO EpYaAEio kafioTaTol duvaTo Vo TOYDCEL KO-
veig pia tpé€yovoa QapLOYT, VO amodnKELGEL TV KATAGTAGN TG € £va cUVOLO apyeimV Kot Katd To
d0KOVV VO TNV EMAVEKKIVIGEL 0O TO SN El0 6T onoio taywoe (Restore). To Pacikd yopaktnplotikd
mov Eeywpiler o Tpoypoppa CRIU and avtiotoryo TpoypApULaTo LE TOPOUOL0 AEITTOVPYIKOTN T Elval
TO YEYOVOG OTL EIVOIL VAOTIONLEVO GE YDPO YPNOTN EVD TAPAAANAL EIVOL SLUPOVES GTIC EPAPLOYES TTOV
amobnkevel. Ze avtd to Kepdiato, Ba peremnoovpie 10 ¢ givor vAomoinmuévo to tpoypoppo CRIU
KaBmG Ko KATOoLo TopadELyLOTo GTO OOl 1] YP1oT TOL amofaivel Wdaitepa onUAvVTIKT. AKoAovOovv
opiopéva mreovektipato tov CRIU og oxéon e GAAQ TPOYPAULOTO TOV TPOGPEPOVY TAPOLOL0 AEL-
tovpywomta ([14] [15] [16] [7] [17]).

e Ynootnpilet containers (LXC, OpenVZ, Docker) apo0 koataypdeetl Ty vmopén ydpwv ovoud-
TV, CEroups, YeVSO-TEPUATIKG K.0. TOV EIVaL KATOEG OO TIG TEYVOAOYIEC TOV YPNCULOTOL0V-
VIOl 0TOVLG containers.

e Ot epappoyéc mov eréyyovral and to npoypappo CRIU dev kataiafaivovv 6Tt amobnkeveTon
N KATACTOONS TOVG KOl MG €K TOVTOV 0€V YPELALETOL TPOTOTOINGT GTOV KOJIKE TOVC.

o Agv umdpyel EXPAPLVOT] KO YEVIKA KOTO S10(pOPOTOINGT 6TV EKTELEST] TNG EPAPUOYNG TTOV
&xel emavokkvnOel amo amodnkevpévn Katdotoon og apyeio.

o Ynootnpiletal n amobnKevon Kol ATOKATAGTOCT) GLUVIEGEWDY JIKTVOV.

o Xpnoipomotei un tporomomuévo mopnva Linux aAld amaitel oyetikd kotvovpto (>3.11)
o Agv yperdletar n Tpopodpton PifAodnkedv tptv EEKIVGEL 1] EQAPLOYT.

o Agv amottel SIKOLOUATO VITEPYPNOTH.

To CRIU, y10 va TpoyLOTOTOMGEL TNV AEITOLPYiO TS 0O KEVLGNG KOl ETOVAPOPAS XPTOLLOTOLEL
EKTETAUEVA TIG KATOEIS GUOTNLLOTOG mmap Kot ptrace [ TG onoieg vAomolel To Aeydpevo Paracite Call
Injection 1 éyyvomn mapacitikod kddwka. Mg avti tnv pébodo sivar dvvatov va tpéEet to CRIU pia
KANoM cvoTHHaTog o€ [io EEvn diepyacia, KAVOVTOG mmap GTOV OVTIGTOLYO KOJIKO GTHV VUM TNG
depyaciog Kot HoTEPU PE TNV EVIOAN ptrace vo tov Tpé€el. Me 1o Paracite Call Injection to CRIU
TOIPVEL TOL TEPLEYOUEVA TNG UVAUNG oL oyetilovtal pe TG diepyacieg mov amodnkevel. EmmAéov,
10 CRIU avtiei moAAEG amd TIC AMOITOOUEVES TTANPOPOPIES Y10 VAL EXEL YVMDON TNG KUTAGTOOTG TG
depyaciog mov amobnievel omd to /proc cvoTNUo apyeiov. To cuYKEKPIUEVO COGTNUA APYEIOV TTa-
péxel pio Slemapn yio Tig Sopég dedopévav tov mopnva. ['a tapadetypa, o CRIU ypnoyomotel to
/proc/<PID>/children yio va pédBet tAnpogopiec yio 1o 6&vipo diepyacimv, to /proc/<PID>/pagemap
70 0moio JElyVEL TIG AvTIoTOLYICELG Y10 KOOE diepyacio amd KovViKéG GEMOEG OTNV VAN O PUGIKEG.
TéMog, Yo ToV ELEYYO aVOLYTAOV TEPLYPAPNTOV apyeimV ypnoiponotel to /proc/<PID>/fd evd minpo-
popieg yia Ta onueia Tpocdptnong Ppicketl 6to /proc/<PID>/mounts.

g autd 10 oNElo LmopovLE Vo SOVE KATOEG YEVIKES TANPOPOPIES YO TNV dladtKaGio arrodn-
kevong (Checkpoint) yio tnv nepintmon evog Linux Container:
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o Apyikd cuppaivel To Thyopo TV SlEPYUcIOY TOL container Kot 1) EXAVIPOPE TOVG GTNV TTLO KO-
VIWN YVOotn Kotdotaor. Emmiéov anevepyomotohvtal ot GUVOEGELS LE TO dIKTVO MGTE VA, NV
aAlaEel xopls va yvapilovpe 1 katdotoon kamotog diepyacios. [a to mdyopa tov Siepyacidv
to CRIU ypnowomnotei to cgroup freezer 1 to PTRACE_SEIZE tng kAfong cuothuatog ptrace.

e "Yotepa amodniedeton 1 Katdotaon Tov container o Eva oOvoro apyeiov. [ va metdyel avtd
1o CRIU eite doPdlet To proc cuotnpa apyeiov eite TpE el TAPAGITIKO KMOKU LEGH OTIC S1EP-
YOoiog MOTE VO TAPEL TO TEPLEYOLEVO TNG LVAUNG, OTHLATA KOt AAA avaryvopltoTikd 6nwg PPID,
session ID, Process Group ID k.a.. Ot mAnpo@opiec Tov cLYKEVIPOVOVTOL AodNKeLOVTOL GE
apyeio o popen protocol buffer.

o T&hog TPOoAPETIKE CTANOTAEL 1] EKTEAEST] TOL container GKOTMOVOVTOG OAES TIG GUGYETIGUEVEC
depyaciec kat amonposoptilovtag (umount) To cHOTNA OpYEi®V TOV container.

H Swdwooia g enavagopds (Restore) tov container o€ Tp€yovoa KATAOTAON YiveTal WG ENG:

o Emavaeopd ¢ kotdotacng Tov container and v Katdotaon mov £xel amobnkevtel ota ap-
xeto. Tpaktikd, avtd mov kdvel to CRIU givon va dnpuovpyel moudid pe v ypnon tov fork()
e€avaykalovtog ta ekovikd PIDs va givat idia pe ta PIDs mov giyav ot diepyacieg dtov amo-
OnkevTNKay. XNV cuvéyela To CRIU emavoa@épet Tnv SpOpaGEVT LV, TO CEroups, TOVG
Y®povg ovoudtav, to avayvoplotikd GIS/SID kot dAia. Kotd kbhplo Aoyo ot kKANoelg cuoTh-
HaTog OV Ypnoiponotovval ivol ot clone(), setns(), unshare() ko pivot root(). Xe avtd TO
onpeio 6leg o1 diepyacieg Oa mpénel va glvar TOy®UEVEG,.

o Emavo@opd tov d1epyasidv 6€ TpEYOVGH KATACTOON GE UMEUTAOKN TOV O1KTHOV.

H mo onpavtikn anaitnon and to CRIU eivan n pbOuion CONFIG. CHECKPOINT RESTORE
amd Tov Ttopnva. Me avt v puduion to CRIU éyel mpocfacn og TOAAEG TAPAUETPOVS TOL TLPTVA
oamd ympo ypnotn pe v xprion APL. Exniong yio v mopakorlohnon yeyovotmv GYETIKA LE TO G-
otnuata apyeiov yperdletol v evtoln inotify mov eniong apémnet va ival evepyomompévn amd Tov
VPNV,

2.5 "Eppuwo ko yoyp1 petogopd

H petagopd oto mAaiclo Tng EIKOVIKOTOINGTG OVAPEPETAL GTNV J1adIKAGIN TG LETAPOPAS Uiog
TPEYOVOO, EQAPLLOYNG, EVOG ELKOVIKOD LUNYOVILATOG 1] EVOC container PeTa&d QUOTKOV UNyYovnUaToy.
Amd €00 kot 6T0 €€ O AVOPEPOUOOTE GE UETAPOPA containers oV Kot Ol YEVIKT 10€0 TOPOUEVEL 1)
o kot ota VM.

H tetpupévn popon petapopdgs eivor n yoypn (oftline), oty omoio IpdTA SIUKOTTOVE TNV EKTE-
AgoM TOL container Kot Kol VGTEPO TOV EXAVEKTEAOVIE 0TOV KOUPO Tpoopiopov. Xe kdbe mepintmon
10 cvoTnua apyeimv Tov container mpénel va gival TPOSPAGIUO Kol OO TO OPYIKO KOl TOV TEAIKO
unyavnue, kTt To omoio Abveton pe kowdypnoto storage. Qotdc0 glvar NN nEavEg OTL I yoyxpn
UETAPOPA dEV €ival 1010TEPA YPNGUUN CLPOV TPOUTALTEL TOV TEPUATICLO AEITOVPYIOG TOV AVTIGTOLYOV
container. To TpofAnuo £YKELTOL GTO YEYOVOG OTL GE OPIGUEVEG TTEPIMTMOGELG, OEV Elval duvath 1 dla-
KON TNG AELTOVPYIOG TOV EPAPLOYDY TOV TPEYOLV UEGH 6TOV container. I'o Tapddetypa umopet o
container va givotl to mepiaiiov ektédeong piog epappoyng avaivong DNA mov Oa exteleiton yio
LEYAAO SLAGTNLLO KO OV TEPLATIOTEL 1] Agttovpyia TG Ba xdoel TV Tpoodo TG,

Emopévag, ylo tepurtdoelg 6mov dgv eivat Suvatd To GEVAPLO EXOVEKKIVNONG TOL container, Ldp-
yer M texvikn g Loviavng petapopds. H Lovtavn petapopd avagépetat tnv dtadkacio g Leto-
Qopag evog Lovtavovy container pHeTa&d SO SWPOPETIKMOV UVOIKGOV pnyovnuatov. H pvqun kot n
oVVOESN LE TO OIKTLO HETAPEPOVTOL OA OO TOV aPYIKO KOUPO GTOV TEAKO.

O1 Adyol mov Kablotovv TV Hetapopd xpnowun givar moAloi: apyikd, fonddel otnv cvviipnon
TV servers Kafmg ropel KATO10¢ VoL LETAPEPEL TOVG PIAOEEVOVLEVOLG containers VoG pUGIKOD |-
YOVALLATOG G £Vl AAAO GE TTEPIMTMOOT TTOV VIAPEEL KAmota PAAPT 0TO 0pyIKO Uy AV Lo 1] Yio KATTOL0V
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Figure 2.2: Metaviotevon oe VM ko CT
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place of all processes

AOY® mpémel va tebel exTdC Acttovpyiag. Emiong, elvat ypiotun yio Tov KOTOUEPIGUO (pOpTiov GE Te-
péArovta Cluster: avtd GUUPGAEL GTO VO UMV VIAPYOVY VITOYPTCLULOTOIOVUEVO, UNYAVILOTO EVD
Ao etvar veppoptopéva. Me v {ovtavh petagopd, ival Suvatdv vo LETAKIVEL O J10XEPIOTNG
Tov Server 1 AkOUO KOl KATO0 (UTOUOTOTOUUEVO TPOYPALLO TOVS TPEYOVTEG containers MOTE Vo
emtevyOel BELTIOTN ¥ pNOLOTOINGCT TOV SBESL®Y TOP®V.

2TV TpaypoTkoTTe, Ve 1 WEa ™G {ovtavig pHeTapopds ival mapeppepng Kot oto. VM ko
GTOVG containers, 1 VAOTOINGM TG HETAPOPAS GTOVG containers gival o TOAOVTAOKN dtadikacio amd
ot oto. VM. Kamoteg drapopég peta&d containers kot VMs ov ennpedlovv tng dadkacio g pe-
tapopdc PAémovpe oty Ewova 2.2. H Bacikn 10éa micw amd avtd, eivar 611 to0 VM’s pmopovpe va
TO AVTILETOTICOVUE GOV EVO LOOPO KOVTL e OAN TNV VAL GUYKEVIPMUEVT GE OUTO TO KOVTI, EVD
ot containers gival pio TANOOpa amd depyacieg Kot n pvniun eivor kotaveunpévn og avtés. Emiong
dedopévou OTL 0 container omoTeAEiTAL 0O EVOL GOVOAO SLEPYUCLDY, TO TAYMOUA TOV TPEMEL VO YIVEL
Eexoplotd Yo KaOe depyacia Kot Oyt pe v pia 6nwg oto. VMs. To 1810 1oydet kan Kotd v ¢don
EMOVOQOPAS (restore) 0oV 6Tov container ke pia depyacio Tpémet va dnpovpyndel Eexmplotd Kot
Vo VAPEEL GUYYPOVIGUOS TOV JlEPYACLDY KATA TNV €KKivnon tovg. Avrtifeta, 6to VM 1 emavapopd
glvar amhd vVoOBEST TG ETAVOPOPAS TNS GUVOALKNG LVIUNG ToL VM, TV dnpiovpyio TV GUGKELMV
Ko TV gmavagopd Katdotaong g CPU.

Mopaxdtm O pedetnoovpe tpelc factkéc vAomomoelg {oviavng petagopdg evog Linux Container
ue to gpyareio CRIU, avaroya pe Tov S1001K0cio LETOQOPAS TV LVAUNG TOL container amd Tov KOpUPo
€KKIVNOMG OTOV KOGLO TPOOPICUOV:

2.5.1 Aeemc viomoinon Lovravig petapopdc LXC

Onwg avaeépape kot oty Evotnra 2.4, pe 1o epyaieio avto gival duvatov va arodnikedoet ka-
veig Vv Katdotaon evog container mov TpExel o€ pio cvALoYY| apyeimv. Ta apyeio avtd propolv va
YPNOLOTONB0VV GTNV GUVEKELD YO THV EMAVAPOPA TOV container 6TV KatdoTaon Tov amodniked-
mKe. Av avtd ta apyeio mov tapryaye to CRIU petapepBodv amd tov kOpupo ekkivinong otov kOufo
TPOOPIGHOD DOTE 1 EMAVAPOPA VAL YIVEL GTOV KOWUPO TPOOPIGHOD Kol ETioNG Kot ot dVvo KOuPot Eyovv
TPOGPROOT GTO GLGTNHO APYEI®Y TOV container TOTE EYOVE TNV O amAT duvoTh vAoroinon {wvTo-
Vg petapopdg evog Linux Container ypnoiponotwdvtag to gpyaieio CRIU. H mopandve dadikoscio
oatvetan otv Ewdva 2.3.

QGTOGO VTN M TEXVIKN LETAPOPAG OV EIVOL IKOVOTOUTIKY Y10, TEPIMTMOGEIS OOV Ol containers
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Figure 2.3: An\ (ovtavn petagopd LXC
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v
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Container’s state: RUNNING

\]

Clean up container remains
(filesystem etc)
Container’s state: STOPPED

PUAOEEVODV EQUPLOYES TTOV £X0VV YPAWEL € TOAAEC GEAIdEG TNG UVAUNG. O TEPLOPIGTIKOG TAPAYOVTOGC
GE€ QTN TNV TEPIMTMOT EIVOL O YPOVOG LETAPOPAC TWV 0PYEI®V amd TO Eval PLGIKS PGV Lo 6TO AAAO,
KOl GUVERMG ot ENNPedleTan amd TovV TPOTO KAl VAIKO S1loDVOEONS TV dVO UNYXOVILATOV.

2.5.2 Ylomoinon {ovtaviig petagopdas LXC pe precopy Teyvikn avtiypo@nis Tnv
TTHS

Mia teyvikn peimong TG SIIPKELOS TG KOTAGTOONG KOTA TV 0Toia 0 container givat | amokpict-
pog gtvon n precopy teyviki. H dia@opd avtig G TEXVIKNAG HE TNV TPONYOVLEVT OVTILETMOTION givat
OTL M VAN avTlypageTal omd Tov KOUPo ekkiviiong 6Tov KOUPO HETOPOPAG € TOAAATAGL PpoTa.
e ka0e Prpa aviypdeovtoal Lévo ot oeAIdEG TG VNG TTOV £X0VV OAAAEEL OO TO TPOTYOVLEVO
o, Avti M TeXVIK) Umopel va £xel TOAD OETIKA amOTEAEGILATA EI0IKA GE TEPMTMGELS TOV EYOVLLE
Tov container va YpAagpel o€ TOAAEG GEMOEG TNV UVIUNG, ®GTOGO 1] TAYVTNTO LETAPOPAS OEGOUEVOV
peTad TV 600 EUTAEKOUEVOV UNYAVILATOV VO EIVAL LEYAADTEPT OO TNV TOYVTNTO TOV 1) KV
oAralel

H teyvikn precopy viomoteitan pe to gpyareio CRIU pe v Aeyoduevn edon predump ko ypnot-
pomoldvtog memory changes tracking” [18], pia texvikn wov yiveTal eIkt 6€ KOvoHPLovug TUPTVEG
tov Linux. H mapamdve teyvikn givol Told ypnoyun 3ieitepa av 1 Lviun Tov Yp1CULOTOLEITOL Ao
Tov container givol apketd peyain. Avaeépape v texvikn “memory changes tracking” aAAd yio
Vo KATOAAPOVLE TO TG AELTOVPYEL ElvaL YPNGLLO VO, TOPOVGIAGOVE dVO GYETIKG TPdSpata, patches
oTov Tupnve Tov Linux mov e&dyouv ta Tapakdte dvo apyeio oto /proc pseudo-filesystem:

e /proc/$pid/clear refs: Tpagovrtac tov apbuod 4 o€ avtod 1o apyeio {ntdpe otov Tuprnva vo Kavet
0 oto soft-diry bit yio 6Aec Tic 6eAideg TG diepyacieg pe to 600év PID. Avtd ypnoipomoteiton
pali pe to /proc/[pid]/pagemap amd to CRIU yuo vo ghéyEet moiteg GeAideg TV UvAuNG EXOvV
aAAGEel amd TOTE MOV YPAPTNKE TO apyeio /proc/[pid]/clear refs.

e /proc/$pid/pagemap: Avto 1o apyeio deiyvel v aviioToiynomn amd IKOVIKEG oeMSEG Yo KAOE
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depyacio o€ PLOIKEG GEAIDEC.

To CRIU ypnoiponotei o mopamdvo o0 apyeic. MGTE vo VTooTNPiEel pio To AmTodOTIKN OTa-
Stk eaon amobnkevong g pvaung. Tnv mapamdve Agttovpyio pmopel Kovelg vo TV DAOTOMGEL
oG egng:

O 00 13 &N Lt A W N —

for i in {1..MAX_ITER}; do
criu pre-dump --track-mem --prev-images-dir $checkpointdir/$((i-1))
--images-dir $checkpointdir/$i [options]
rsync [OPTIONS] $checkpointdir/$i/ $dest_host:/$checkpointdir/$i/
done
criu dump --prev-images-dir $checkpointdir/$((MAX_ITER))
--images-dir $checkpointdir/$((MAX_ITER+1)) [options]
rsync [OPTIONS] $checkpointdir/$((MAX_ITER+1))/
$dest_host:/$checkpointdir/$( (MAX_ITER+1))/

XPNCLOTOLDVTOC TNV ETLOYN —prev-images-dir , o ypnotng {ntdet omd to CRIU va yaéet oe-
AMdeg mov eivar id1eg e TNV TpON YOO EVT PhoT amobnkevonc. Av avtd enttiyet, dniadn To CRIU Bper
ceMidec oL dev Exovv YpagTel Eavd, dev Ba Tic Kotaypdyel. Me v emhoyn -track-mem option
Intape and to CRIU va apyikomomoet Tov eheykth aAAaydv yio Tig oeAldec. Av yivel avtd, otnv
EMOUEVT] (ACT amofnKevoNg TG LVAUNG Tov container vVtapyovy ThovotnTeg T0 CRIU va Bpet pn
oMoy LEVEG OEAIDEG OE OYEOT e TNV TponyoLueVT enavainyn. H Ewdva 2.6 oynuotonotet v dio-
dwaoia piog {ovtavhg petagopds evog Linux Container pe tov epyoieio CRIU.

2.5.3 Yhiomoinon {mvraviig petagopag LXC pe postcopy tevikn avirypagig v
pviung

Mia emmAéov viomoinon yia Covrovn petapopd Containers givol 1 postcopy texvikn Kot n 1éa i-
VO TTOVOLLOLOTUTN LLE TIG EIKOVIKEG UMY OVES. AVTH 1) TEXVIKN TPOoTAOEL VoL ETOVEKKIVI|GEL TOV container
GTOV KOWUPO TPOoOPIoHoD YmPIg Vo £YEL TPMTO, PETAPEPEL TIG OVTIOTOLYEC CEAIDEC TNV LVAUNG TOL
container. Ot ogAideg avtibeta petagpépovrar 6tav {nnbodyv, dnradn 6tav o container maeL va dlo-
Baoel N va ypawyel o Kamola cedida mov PpickeTor akdpa otov KOPPo ekkivnong. Xe autn TV Te-
pintmomn, o container KAvel pio PiKpn mTodoT TEPUEVOVTOS Yo TNV GeAida va €pbet kot cvveyilet
KOVOVIK( TNV EKTELEGT] TOL UEYXPL VO, TUYEL TO EMOLEVO pagefault.

To project CRIU, npdceata (Iobvio 2016) eiofyaye pia teyvikn [19] mov emrpénet v vAomoi-
non v {ovtavig HeETapopdg containers [e TV postcopy teyvikn. H Pacikn 1déa micw and avth v
vAomoinomn givor n TeyVIKN ToL "memory externalization” kai 1 KArjon cvotipartog userfaultfd() [20].
H «Anon avth Tapéxet oe xdpo xpnotn Ty duvatotnta va. EAEYYEL Kaveic To pagefaults pe tpomo dio-
Qovn oTic eumAekopeves olepyacies. H ypnotikdmra mov mapéyel to usefaultfd eivar 6t pmopel mhéov
KGO0 TPOYPALLO VAL TPEYEL GE Evav KOUPO EVE UEPOG TNG LVAUNG TOL Vo BploKETOL GE KATOL0 AALO
Quow6 unyavnua. H teyvikn mov eionyaye to CRIU ovopdleton lazy-pages. Axorovbei pio chvroun

TEPLYPOAPN TG ArTovpyiog Tng:

e Ot 5glidec g Lvnung Tev diepyacidv yopilovror og 600 Katnyopies, TIc lazy pages kot TG
VOAOUTES.

e Apyikd pe tnv evtoln criu-dump pe gvepyomompévn v emloyn yo ta lazy pages yivetou
KOTOY PP TG LVIHNG TV dlEPYAcIOV Kol 01 6eAidE TOV dev givan lazy pages amoBnkevovtal
o€ apyeioa.

o Ortav teheidoet | edon katoypaeng (dump phase) to criu Egkivd Evav TCP server o omoiog ta
YEPICETOL TO OLTHLOTO Y10, GEAIOEG GO TNV LEPLE TTOL EKTEAELTOL TO criu restore.
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Figure 2.4: 'Epfo petagopd LXC pe precopy petopopd vipng

Source Host Destination Host

Container’s state: RUNNING

Y
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(container freezes at
dump and get killed

i

Clean up container remains
(filesystem etc)
Container’s state: STOPPED

v

. ‘Restore and Resume
‘Container’s state: RUNNING

e O1 oelideg mov dev givan lazy avtiypagovron poli pe to vwoAowma .img opyeio otov kOpUPo
TPOOPLGHOD.

e Xtov kOpPo mpoopiopov Eexvape pia diepyacio daipova (uffd daemon) 1 omoia Ta Taipvet ta
artpota Yo 6eAideg mov Asimovv kat Oa otédvel artuate otov TCP server tov dump.

e To criu dump Bpiocket Tic {nrodueveg oerideg ko Tig otéAvel otov TCP server.
e H diepyacia uffd avirypdopet tig oelideg mov {ntbnkav otov xdpo devbivoemy Tov container.

o [lapdiinian depyacio uufd petapépel OAeg TIG 0EAIdES TOV container, AKOLLO KoL oV OV EYOVV
{nmOel axopa maote va tepuaticel TNV Aettovpyia g 6Tov oAoKANpwOEL 1) pHeTOPOpPAL.

H Ewéva 2.7 oynuotonolel Tnv Topamdve meptypa@n yio tnv postcopy (ovtavi petagopd container
pe v xpnon tov lazy pages.
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Figure 2.5: 'Epfio petagopd LXC pe postcopy Hetapopd Pvipng
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2.6 Xvveio@opd

Ymv mapovoa SmAopotiky e€etdlovpe v vvota g (oVTOviG HETOQOPAS GTOVG containers
koG Kot g TEYVIKEG TIG amobnkevong/Checkpoint kot emavapopdc/Restore v KotdoToong TV
containers 1ov YPNGLLOTOLOVLE Yio TNV VAoToinon v {ovTavig Hetagopds. Xe avtd To TAaicto,
a&loloyovpe S10Qopa CLOTALATO OTOONKEVONG KOl LETAPOPAG apyeiy Kabmg Kot dikTva S10cvV-
O€0TG LIOAOYLIGTMV OGOV APOPA TIS EMOOGELS TOVG o€ GeEVipL {ovTovig petapopds. [Tapéyovpe pio
viomoinon Lovtavig petapopdgs e xpnomn tov epyoreiov CRIU mapéyovrag Tig avtictotyes HeTpiOELS
Y10 TOVG YPOHVOLG LT OTOKPIGIUOTNTAG TV containers Kot eEnyovpe mmg ivat Suvatdv va Pektiwbovv
T omoteAéopata. TELOG, TapovctalovIE TNV GUVEIGPOPA LG GTO EPYOAELD glkoviKoToinog libvirt,
670 01010 vAomomoape Tig Asttovpyieg Tov Checkpoint kot Restore yio Linux Containers. H wapa-
v GuVELSPOPE givat 0 TPOSPOLOG Yia TNV VAOToinon Tov Lmvtavig petaeopdg Linux Containers
oV libvirt, K4TL TOL ®GTOGO deV gival TO TAAIGIO HEAETNG TG TAPOVGOS EPYAGIUGC.
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Kepdioro 3

A&roroynon s Lovravig petagopdg LXC

e avtd to Kepdhoto, Bo mapovcsldcovple KATOEG LETPNOELS OV TPAUE dOKIUALoVTOC TNV TE-
xvu g Lovtavig petagopdg o€ Linux Containers. ®o a&loA0yNGoVLE TO KOGTOG TG (OVTOVAG LLE-
TAPOPAC CYETIKA LLE TNV YPNOLLOTOINGT dapoOpmV filesystems Kot TpOT®V PETOPOPAS apyei®V, MOTE
ta apyeio mov mapdyel 1o CRIU otov kopPo ekkivnong va yivouv tpocPacia Kot 6Tov Koo tpoo-
piopov. Eniong B peAetnoovpe T emppor| Tov £Xouv d0O S10POPETIKA TPOTLITO TOTIKNG SIKTOMGONG
VTOAOYIOTOV Kol cuykekpluéva ta Gigabit Ethernet ko Infiniband.

INo t1g petpnoeig mov Ba axorovdncovy Bo LELETNCOVE TO TAPOUKAT® YOPUKTNPLIOTIKA piog {o-
VTOVIG LETOPOPAG:

e Tov xpovo Katd Tov omoiov o container gival Toy®UEVOS KATA TNV SIGPKELD TOL 1] KATAGTOON
Tov amodnkeveTal oE apyeia.

e Tov ypévo mov ypetdleton mote o apyeia mov mapdyel 1o CRIU otov kopfo ekkivnong va
Yivouv mpocreAdipa omd ToV YpOvo TPOOPIGHOD.

e Tov yp6vo KaTA TOV OMoioVv 0 container £ivol TAYOUEVOS KATE TNV S1adKOGT0 EXAVEKKIVIONG
TOV GTOV KOUPO TPoOopIGHoD.

Ymv ovvéyeta Oa TapoLGLACOVLE TNV VAOToinon ¢ Lovtovig petagopdc Tov Linux Containers
ypnoomowmvtag to gpyoieio CRIU, Ba mapovoidcovpe to didpopa oevapia {ovtavig LeTApPopag
Kol Oa ToL LEAETI|GOVLLE.

3.1 Ylomoinon {@VTavVIS HETAPOPAS

H vhomoinon pog mov pmopet va kaveig va det oto https://github.com/KKoukiou/lIxc-migration,
givan éva kélvpog yopw omd 1o CRIU project, mote vo pmopei va kaveig va petovaoctevel Linux
Containers mapéyovtag kanoleg Pacikés pubuiceic péow evoc apyeiov, To migration.conf. O k®OUKOC
glvar ypappévo og bash. Ot emhoyég mov givatl duvatég yia Evay xpnotn eivar ot e€nc:

e To 6vopa Tov container 6nw¢ to PAETovv ta LXC tools.

e H [P/hostname tov k6pfov Tpoopiopov.

o Méy10T0G 0plOUOG ETAVOANWEDV Y10 TNV ACT) TPOEPYUTIG TNG amobfkevong GeEAd®V KaTd TO
checkpoint. Avti 1 TopdueTpog gival Eva avdTaTo Oplo ErAVAANYE®Y. QoTOG0 av T TAN00G
TOV 0AAOYLEVOV GEMO®V YiVEL APKETA LKPO 0LOOIPETO CTOUATALE TV PACT] TNV TPOEPYAGIOGC

Kol eavaykalovpe v ekkivinon piog TEMKNIG eAacnc omobKevonc.

e 'Eleyyoc amobnkevong tav apyEimv oty Wviun 1 otov dioko kabmg Kol LETAPOPA TOVG LE
rsync 1 kowoypnoto NFS cvotua apysiov.

Axolovbei éva mapadetypa evog configuration apyiov yio TV VAOTOINGT HOGC:
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cat migration.conf

#Checkpoint data can be stored and tranferred from source to destination
#with the following options:

# 1: checkpoint on disk,rsync,restore on disk

# 2: checkpoint on disk. Destination host shares the checkpoint directory
over nfs, so no rsync is needed.

# 3: checkpoint on tmpfs, rsync restore on tmpfs

# 4: checkpoint on tmpfs. Destination host has nfs over tmpsf on the

# checkpoint directory, so no rsync is needed.

# Options above should be one of the above {1,2,3,4}

# In cases 2 and 4 the nfs server is the destination host
Containers_Name: ul

Destination_Host: root@xenon8.cslab.ece.ntua.gr

Max_Iterations: 3

Checkpoint_Option: 3

3.2 Test: ext4 évavti tmpfs cvoTnua apyei®v pe TNV yP1jon rsync yio
HETAPOPA TMV 0EO0UEVMV o€ EPappoyn) pe 250MB pvijun

e oo 10 test Oa dokipdoovpe Tdg ennpedlovot o1 xpovor g LovTavng LETaPOoPAG oV Ta apyeia
7ov Tapdyel to CRIU amobnkedovtal otov dicko o€ extd 1| otnv pLviun oe tmpfs oot apyeiov.
Yvuykekpipéva Bo peretnoovpe ta akdAovBo cevapia:

o Ta dedopéva amd to criu dump amobnkevovtal e extd cuaTa apyeiwv oToV dioKo 6ToV KOO
eKkivnong. Xtnv GuvEYELD YPTCLLOTOLOVLLE ISYNC Y10l VO LETAPEPOVLLE TA aP)Ela amd ToV apyKd
KOpPo oToV TEAIKO KOPPO, OOV amobnkedovTol 6Tov dioko o€ extd choTN I apyeinv omd OTov
0o xpnowomromBovv otV edon g enavapopdg (restore phase)

e Ta dedouéva amod to criu dump amobniedovial oe tmpfs cOoTUA apyeiv 6TV VAU GTOV
KOUPO ekKiviong. ZTNV CUVEXEWD XPTCLLOTOLOVUE TSYNC Yo VO LETOPEPOVUE T apyeio amd
oV apyIko KOUPo 6Tov TeEAKO KOUPOo, 6oL amodnkevovtal Kot TdAL oty pviun and énov Ba
¥pnopomombovy oty edomn g Emovapopag (restore phase).

H Ewova 3.1 deiyver Tic Tpeig @AcELS TG HETAPOPES Yl To, VO Tapamdve cevapia. [ to ov-
YKEKPUEVO test YPNGILOTOCOLE ol ETOVIANYT TG PACTG KUTOYPOPNG TNG LVAUNG.

Eivar mpogavég 6ti tov facikdtepa poro yia Tig KaBVGTEPNGELG GE AVTO TO GEVAPLO TailEL ) (PAOoT
NG LETAPOPAS TOV apyYElOV Kol VOTEPA 1 PAGCT] KOTAYPAPNS TNG KATAGTAONG Kol Enavaeopds. H pe-
TaPOopa TV apyeimv emnpedleTal Kupimg and Tn ToHTNTO LETAPOPAS dESOUEVOV LETAED TOV dVO pUn-
yovnudtov mov eEaptdtat and v texvoroyia dtacvvoeong (40GbE, 100GbE, Infiniband). Qotdoo,
OYETIKA Ta TEWPApOTH £S€1EAV OTL dgv Eyovpe PeATidoelg pe v ypnon tov Infiniband kot avtd cop-
Baivelr Loym Tov YeYovOTOg OTL 1] atOS0GT) TOVL ISYNC GTO UNYOVIUATO pog eival @paypévn amd v
ovyvotnra g CPU kot oyt amd TNy To0TnNTo LETAPOPAS TV dESOUEVOV.

‘Ocov apopd otnv edon kotoypaens (dump phase), mapatnpovpe 6Tt To tmpfs kot to extd £yovv
101e¢ emMOOGELG 6TO GLYKEKPLUEVO setup. AvTtd cvuPaivel yioti OAa ta dedouéva tov mapdyst to CRIU
xopave oty page cache (RAM) kot cuvendg N ToyvTNTO TPOSTEANGTG TOVG Eivar id10l Kot oTa 600
oevdplo. QoTOGO GTNV MEPIMTMOOT OV TO, OEOOUEVO GTNV TEPIMTMOT TOV extd dev EUEVAYV GUVEXDC
omv RAM Loym mbovod avtayoviopol pe Ghia mpoypdupota, ovtd dgv Ba ioyve aAld to extd
ovotnua apyeiov 8o Tpokaiovoe kabvotepnoelg Adym swapping. H e£qynon yia avtd eivon 61t to
ypéyo kot to dtdPacpa amd o dicKo gival ToAV o apyd and v pvhun. EmmAéov, elvar yvootd
ot 10 ext4 gival éva cvotua apyeio Tov kpatdel nuepordyo (Journal) Twv oAAAYOV OOTE OV VITAP-
Eovv mpofinuota (AOYm gvog BEPLOGHEVOD TEPLOTIGLOV) VA, LTOPEGEL VA, TO EMIOOPODGEL. AVt N
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Figure 3.1: tmpfs évavti ext4 pe rsync og epappoyn pue 250MB pviun

extd vs tmpfs
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Dump time rsync time  Restore time

amofnievon tov Journal Tpocdidel EMTAEOV KOGTOG SIVOVTOC MGTOGO TO, TAEOVEKTNLOTO TOV TPOO-
vaeépape. Ocov apopd oty QAo Tov restore, aPov ta dedopéva gival dha atnv RAM dgv €yovpe
Slpopég.

Opoimg, Adym Tov YeyovoTog 0Tt Ta. dedopéva Ppiokovtar Oia otnv RAM and v ¢don Koto-
YPOONG, N PACT HETAPOPAS TV apyeiwv dev £xel 10popEéG GTO GUYKEKPIUEVO TEIPOLLA, OV YPTOLLLO-
mowovpe extd 1 tmpfs Yo v amobfkevon TV apyeiov.

To 810 axpifdg 1oydEL Kol TNV QACT) ETAVAPOPAS, OOV TO dEdOEVE fpiokovTat €€’ 0AOKATPOL
otV tomiky RAM.

3.3 Test: tmpfs évavtt ext4d pe NFS yia v kowvi] yprjon tov
ocoopévov amé To CRIU ot epappoyn pe 250MB pvijun

e avtd 0 0eVApP10, 0 KOUPOC Tpoopicpov evepyel wg NFS server yuo ta apyeio omd v @don Tov
checkpoint. O ko6pupog ekxivinong, mov givar o NFS client, {ntdet TpdcoPacn eKTEADVTIOC TNV EVIOAN
mount yuo. TOV KaTdAoyo Tov Ppioketal 6Tov KOUPBO TPOOPIGUOV, DOTE Vo YPAWYEL TA GPYELR TOV
checkpoint. "Yotepa, kdbe amomeipa eyypaeng and tov kOppo ekkivnong Bo avavemvel ta apyeio
tov checkpoint ka1 6Tov KOUPO TPOOPIGUOV, DGTE 6TO TEAOG OAN Ta apyeia va givar dtobéoipa 6Tov
KOpPo mwpoopiopov. ['a Ta tests Ba ypnopomomcovpe NFS v3 pe UDP npotdKoAdo PETOPOPAC.

Ymv Ewdva 3.2 Brémovpe T k6GTN Yoo TV @don dump kot restore 6tav ypnoylonotovpue NFS
v Ty e€aymyn Tov dedopEV@V oTov KOPBO Tpooptopov. Yrdpyovv 800 emAoyég Yo To Tdg o NFS
server avTeTmnilel To export, kot eniong 6vo ywn 1o ¢ o NFS client gktedel 10 mount yuo tov
KkatdAoyo mov Ba ypdayet Ta dedopéva amd to checkpoint. Xvykekpiévor:

NEFS server:
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Figure 3.2: tmpfs évavt ext4 pe NFS og gpappoyn pe 250MB pvipn
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e synchronous: O NFS server amoavtdetl 0Tt KAmoo £yypopr| EKTEAEGTNKE LOVO OTAV Ol EYYPUPES
QVTEC TPy HOTOTOIN B0V 6TV GLGKEVT] amodfKeVog (TTY oKANPOC diokog). AvTd onuaivel 6Tt
VoTEPa Ao KAOE EKTEAEST] EVTOAM|G EYYPAPNG, 1 EQAPUOYT LTAOKAPEL LEYPL VA TapeL emPePai-
oo 01t el TpaypoTomonbel 1 eyypan.

e asynchronous: O NFS server divel emPefaionon yia Tig eyypoaeis xopig va tepuével va, Tpay-
patomonBohv 6TV GLOKELN ATOBNKEVOTC.

NFS Client:

e synchronous: O\eg o1 oAhayég Tov yivovtal 6To cOoTNHe apyeimv and tov client yivovtat Ko-
tevbeioy commit otov server. Méypt va oAokAnpwbel Kdmolo eyypaen ot £yypoapEg OV 0KO-
AovBovv pmaivovv g avapovi. o kataddyovg Tov Ppiokovrol Tdve 6e 6KANPoG dioKovs
HDD mov etvon unyoavikoi avtd odnyel e molv peydieg kabvotepnoeis, kabmg to Kabe ypd-
YO 001 YEL GTIV UIYOVIKT KIvon TG KEPAANC TOV H1GKOV EVM 01 VTTOAOITES EVTOAEG EYYPOPNS
Bpiokovtal o€ avopovi.

e asynchronous: Mg ot TV €mAoyN o1 eVTOAEG £YYpa1|g amoBnkevovtal o buffer ko Belti-
GTOTOLOVVTOL MGTE VO, EXLTVYOVV TIG EAMAYIOTES SVVATEG UNYOVIKEG KIVIGELS GTOV 010KO, ovadLo-
TAOOOVTOG TNV GEPA TOV TPAYLLOTOTOLOVVTOL OL EYYPUPES. Me avtr| TNV €TAoYY| ETONEVAG, O1
EYYPOQES OV LTAOKAPOVTAL KOl O EQAPLLOYT GVVEXILEL TNV EKTELEGT] TNE KAVOVIK(L.

INa 1o test Tov akoiovbei pehetovpe TNV async emiloyn yio tov client Evd yio Tov server Kot Tig

dvo emioyéc. Emiong, ypnoyoromoaype pio eravainyn g eaomng Kotoypaens e LiEnG, oniadn
dev vrdpyel pdomn predump.
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Figure 3.3: tmpfs évavt ext4 pe async NFS export pe 250MB pviun kot GbE évavtt IB
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'Onog sivor avolevOEVo, 1) SyNc ETLOYT Yo TOV Server TPOKOAEl Leydleg kabBvoTepoEIS OTNV
(@aoT KaTaypaeng, WK 0tav 1 arodnkevon yivetal og dicko. Avtod cuuPaivel 510t KGO eyypoapn
amd tov client uTAoKApEL TIC EMOUEVES £YYPAPES, KaBDG avauével v emiBefaimon amd Tov server
oTLM €YYpapn Tpaypotorodnke. Kotd tnv odon restore dev vadpyovv peydreg d10popés kabdg dev
yivovtot ToAAES eyYpapEG OAAL KVUpimG avayvdcelg omd tov server. H yprion tmpfs yio amobrxevon
TV apyeiov oty pvAun arofaivel € vTd TO TUPAOELYLLO TOAD XPHOLUN GTNV TEPITTMGT TOL YPN)-
olomotcovpe sync emthoyn otov NES server. QQ61600, 6Tw¢ Kot 6TO TPONYOOUEVO TEIPALLO, GE OAEC
TIG VIOAOUTEG TEPIMTMGELG TO tmpfs choTNU apyeimV £xel TI 101eC EMOOCELS L€ TO extd Kot avTo YioTi
Ta dedopéva e OAN TNV JEPKELD TOV TEPANOTOC PHEVOLVY otV RAM.

Y& autd 10 onpeio, Oo LEAETIGOVE TO KOTA TOGO GTO GUYKEKPLUEVO TEIPOAUA EXYOVIE KAADTEPOLG
1pOVoLg av ypnopomotcovpe Infiniband avtiyio GbE cav diktvo dtacvvdeonc. H Ewkéva 3.3 deiyvet
TOL ATOTEAEGLOTO. GVYKPLONG TV HV0 aTOV PHEBOS®V S10.6VVIEGTG Y10l TV TEPINTOOT] TOL O KATAAO-
yo¢ mtov Ba amoBnkevTovy TO dedopéva etvar dtaBéoipog pécsm NFS kot £xetl ypnoyoromei n emioyn
async yw tov NFS server. Eivot epgavég 61t otnv @don tng anodnkevong Katdotoomng (OVHE TOAD
peyain Bertioon pe v ypnon Infiniband. Avtd onpaivel 61t 0 mTEPLOPIGTIKOC TAPAYOVTUS EOD NTOV
N TodINTO HETAPOPES TV dedopévav, kabmg éxovpe 70% pelmon otovg xpovous katd v edon
amobnkevong. Avapevopevo givatl 0Tt 6TV EAcT emovaeopds oev Exovpe Kapio Bedtimon, Kabdg ta
70 JiKTVLO OgV EUTAEKETOL GE OLTO TO GNUELD AAAA Ta OpYElDl AVAKTOVTOL TOTIKA.
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Figure 3.4: GlusterFS évavti NFS og gpappoyn pe 250MB pvnipn
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3.4 Test: GlusterFS pe ext4 évavtt NFS pe ext4 o€ epappoyn pe
250MB pvijun

To GlusterFS sivan éva cvompo apyeiov viomomuévo o erinedo ydpov ypnot (FUSE). Otav
ypnowomnotel kaveig GlusterFS ta apyeio amodnikedovian e kavovikd choTnua apyeimv OTmg extd,
xfs ko. [a 1o test Tov akolovBel | amobnKevon yivetal oe extd kol TAV® amd aVTO AglTovpYEl TO
GlusterFS ywo tov cuyypoviopd tov apyeiov ota d0o unyavipata. To aroterécpota delyvouvy 0T 10
NES é&yet kahdtepeg emddoelc and 1o GlusterFS oto oevdplo pag, kot 6cov aeopd v ¢don dump
OAAG Kot Yio TV @don restore. Avtd cupPaivel, 516t To NFS oty viomoinon pog ypnowonotet UDP
TPOTOKOAAO Y10, TNV LETAPOPE TOV apyeimv PETOED TV 000 KOUPoV evd to GlusterFS ypnoylomotet
TCP. Yrapyovv kdmoteg factkéc dtapopéc LeTa&d Tmv d00 TPp@ToKOAL®Y Tov Kabiotovy To UDP mio
YP1Y0PO. Oa, S0VUE PHEPIKEG OO QVTES TOPAKAT®:

e To TCP npaypatonotei tputdn yepawio (SYN, SYN ACK, ACK) kdtt mov eacporilel v
agromotio Tov cvvdésemv. To UDP dev mpaypotomotel kaptio yetpoyio.

e To TCP mpaypoatomoiei EAeyy0 GEPAS TOV TOKETMV, KOL VO, 0VASIOTAGEL OVAAOYO DOGTE VAL (TA-
GOLV GTOV TAPOANTTN LE TNV 1010 oE1pd e TV omtoia otdABnKav. Zto UDP dev vrdpyet cuyke-
KPLULEVT] GEIPA TPOCGELEVCTG TOV TOAKETMV.

e To TCP Bewpeitat Wwitepa Papd d10TL yperdlovrol TovAdyiotov 3 makéta yio vo eykadidpubel
1N oVVOEDT.

2TV ovykekpipévn mepintwon mapotnpovpe 61t to UDP mpotdkorro pog £dmoe Told KaAd anote-
Aéopota. Qotdoo og Eva mepPdAdlov Tapaywyng 6mov icwg Ba NTay oNUOVTIKO Vo EILOCTE Glyovpot
vl T0 0Tt dgv €yovv vrdpsel yapéva dedopuéva mov Ba 0dMyHcovy G amotvyio. 6To 6TAd10 restore,
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Figure 3.5: GbE évovtt IB og GlusterFS yio 250MB pviun
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0o énpene va emiéEovpe mpotokoAro TCP mov pog eacparilel a&omiotia. Ocov apopd otV edon
restore, emiong to GlusterFS dev €yel kaAég emdOGEIC KO 0VTO UTOPEL VO OPEIAETAL GTO YEYOVOS TO
g Aertovpyel yia 1o GlusterFS 1 e0peon tov apyeiov. Zuykekpiéva, 0 EVIOTIGHOG TOV opyElV Yi-
vetal pe ahyoptBpikd tpémo pe Evav adkyopifpo Hashing kdti 1o omoio mpokadel kabvotepnoelg otov
EVTOTIGUO TOV APYEI®V GUYKPLTIKG LE TOPOd0GLaKES HEBOSOLG.

e autn Vv edon Ba peretoovpe 10 Katd 1660 Ba iyape Kahdtepeg emddoelg oto GlusterFS av
1N avtaAloyn Tov dedopévey Yvotay mhve and Infiniband diktvo. Znv Ewoéva 3.5 mopatnpodpe 61t
Tpaypatl vEapyE pio fertimon g Taéng tov 10%. To Pacikd KOGTOG MGTOCO deV PEIMVETAL KOOMG
opeileTor amd GALo oTOLYELD TOV TPOTOKOAAOV KoL OYL TNV 1010 TNV LETAPOPA T®V dedopévmy. Téhog,
eivan eppavég 6t to GlusterFS yio 1o okomd pog dev amotelel v Pédtiom emdoyn.
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Kepararo 4

IIposOkn Tov Asrtovpyrwv Checkpoint/Restore otnv
libvirt

H libvirt givan éva guvoro mpoypappdtov kupiog viomompéva oe C mov mapéyel Evav £0KoAo
TPOTO JLYEIPIONG EIKOVIKADV PUNYOVDY KOl GAA®Y AEITOVPYLOV EIKOVIKOTOINGONG, OTMG containers, €1-
KOVIKA SikTua Ko E1KoVIKT amoffkevon. Anotedeiton amo Eva PifAodnkn mov topéyel AP, évav dai-
pova (libvirtd) ko pia Tpdypappe CLI to virsh. O Bacikdg oxomdg e Libvirt eivar va dtayeipileTon
pe Kowod 1poémo moAhamlovg Tapdyovg Kot tepiBdilovta gikovikomoinong. o mapdderypo n evioin
virsh list -all pmopel va ypnoiuomomBei yio vo deiEel ToL VITAPYOVTO EUCOVIKH IYOVILLOTOL Y10l
oAovg Toug vtootnpidpevoug hypervisors (KVM, Xen, VMWare ESX etc). H libvirt mopéyet moAréC
EVTOAEC DOTE VO KAADTTOVTOL OAEG 01 VTOGTNPLLOUEVEG EVEPYELEG OO KAOE TAATPOPLLO EIKOVIKOTOIN-
onec. Mepikég amd avtég elvar: start, stop, pause, save, restore Kot migrate. Av kdmoto Agrtovpyia dev
vrootnpiletar amd v avticToyn teyvoloyia ewovikonoinong 1 Libvirt mpogidonotel pe pnvopoto
Tov Toumov “’this function is not supported by the connection driver”.

Extdoc and Aertovpyieg o€ ewovikonmompéva tepipdilovrarn libvirt tpoceépet kat GAAeS Aettovp-
vieg OTmG EAeYY0 cLGKELMVY amobNKELONG, dlayeipion TOpwV dikTvov K. TEéAog, pe T libvirt pwopel
KovelG voL eKTELEL EVTOAEC KOl G ATOULOKPLGHEVOVG KOUPOLS 0pkel va TPEYEL KOt GE AVTOVGS O SULOVAG
libvirtd.

4.1 H apyprekroviki) g libvirt ko o libvirt-Ixc driver

Onwg ginape, n libvirt mapéyet Evay yevikod kot e0KoAo TpOTo va, dtorxelpiletat Koveig ToAAEG Te-
yvoroyieg eiovikonoinong. ['a va vrootnpilovtat o1 d1dpopot mhpoyot Kot ot avtictolyot hypervisors
Le T1g avaloyeg eEeldcevpéveg Aettovpyieg Tov vrootnpifovv 1 libvirt el yaye v 10éa twv drivers.
Yty libvirt vrootnpiloval ot TaPUKATO TEYVOAOYIEG EIKOVIKOTOINGNG LITAPYEL KOL AP0 VITAPYOVV 0L
avtiotoyyot drivers:

e [ XC - Linux Containers

e OpenVZ

e QEMU

e Test - Used for testing

e UML - User Mode Linux

e VirtualBox

e VMware ESX

o VMware Workstation/Player
e Xen

e Microsoft Hyper-V
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Figure 4.1: libvirt drivers

CLIENT
$virsh --connect Ixc:// list --all

Public API:
Remote Driver

Remote Procedure Call

Management daemon: libvirtd

URI = 1lxc://$hostname/system
P
Driver APT

QEMU H OPENVZ

e Bhyve - The BSD Hypervisor

e IBM PowerVM (phyp)

e Virtuozzo

Kda0e driver givar vehBovvog va e€dyel v Aettovpyieg mov vrootnpilel n avrtictoyn Te(voro-
yio ®oTE VO pmopovv DoTEPO v, ypnoiponomBoiv ard o dnuodcsto API g libvirt. H mpoécPacn ce
KkéOe Evav driver yivetal wg €€ng: 'Eotm 6T 0 ypiot¢ ypnoonolet to virsh cav tpdypapLpa xeipt-
opov. Apywud to virsh Oa cvvdedel otov Aeyouevo “remote driver” kot Bo TOV EVNUEPDGEL LIE TOLOV
amd Tovg dtabéoipovg drivers BEAel va cuvoebel. "'Yotepa o “remote driver” mpomBel Tig KA GEIC 6TO
libvirtd daipova pécw piag kAnong amopakpuouévng dadikaciog (RPC). To libvirtd otnv cuvvéyeia
{nréer amd Tov {nrodpevo driver va ekTehéGEL TNV EVTIOAT. Y OTEPQ TOIPVEL TNV OTAVTNOTY|, EXICTPE-
(€L T0. ATOTEAEGOTO TTio® oTo Vvirsh 1o omoio Ba amopacicel mwg va ta mapovoidost. H Ewova 4.1
GYNUATOTOEL TNV TOPTAVe SlodtKacioL.

310 mhaicto TG TapoHoos SITAMUATIKNG Oa acyoinbovue arokAieiotikd pe tov LXC driver, mov
givar awtog mov yepiletan tovg Linux Containers. O LXC Driver 1 aAAidg libvirt-Ixc dev €xet e€ap-
ton and 1o LXC tools, aAAd avtiBeta onpiovpyel tovug containers €£apyne XPNOUOTOIDOVTIOG TIG
avtioTolyeg Teyvoroyieg Tov Linux.

Ao teyvikn anoym, kaBe Linux Container mov onpiiovpyeitor pe v libvirt £yet pia diepyacio mov
tov eAéyyet. To exteléoipo avtig g depyaciog divetar amd tov xpnotn o€ évo XML configuration
apyelo TOV TEPLEYEL YEVIKA YOPAKTNPIOTIKA TOV container. Xe yevikég ypappeés, n libvirt-1xe diepya-
oia €xel Vv guBOVN vo otioel To TepIPAAiov TOv container Kol Vo SMULOVPYNCEL Hiot KOVGOAD Yol
pocPacn o€ avTOV. Oa TEPIYPAYOLLLE TAPAKATN TEPIANTTIKA TG YiveTon 1 dnpuovpyio evoc Linux
Container otov libvirt-lxc driver. Apyucd exkivoope v controller diepyacio n omoia kévet clone()
Ko dnpovpyet £va Tondi 1o omoio VoTep Ao TIG KATAAANAES TPOTOTOMOELS 6T0 TEPPdALoV Ba ekTe-
Aéoel Ty init diepyacio tov container. o va emtevydei amopdveon g diepyaciog mov Ba yivel o
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Figure 4.2: Wevdoteppatikd ko libvirt-1xc

clone

<g;ad/writ%:> <%ead/wri;;>

/dev/ptmx /dev/pts/*
T ‘ A

Kernel Space

container ond T0 VIOAOUTO GVUGTN O YPT|CLULOTOIEITAL 01 KATAAANAESG TAPAUETPOL OTNV KANOT) GUOTH-
patog clone(). Xvykekpipéva, CLONE NEWPID yia onpuovpyio Kotvodplo xOpov OVOUAT®V Y10, TO
avayvoplotikd PID, ®ote yio mapddetypa va pumopel 1 init Tov container vo AEnet 6Tt £xel PID ico
UE povado, eved mopdrAinia kot 1 init Tov host, exiong va fAénet to PID ico pe povada. Avtictoya
KGOE Evov amd VIOAOITOVE YDPOVS OVOUAT®Y, OTMG 0VTOL TAPoLGLAcTKAY 010 Kepdlato 2 umo-
POVLLE VOl TOVG OTOLOVAOGOVLLE YPTCLLOTOIOVTOS TNV KATAAANAN emihoyn amd tig CLONE NEWNS,
CLONE_NEWUTS, CLONE _NEWUSER, CLONE _NEWIPC kot CLONE NEWNET. Z¢ avtd 10
onpeio n libvirt-1xc diepyacio £xel SNUIOVPYHGEL KATAAANAO ATOLOVOUEVO TEPIPAAAOV Y10 TOV container
KoL TPEMEL v aALAEEL TO KOTAAOYO pilag TOL container 6€ TEPIMTOOT TOL AVTOG eV €lvar 0 910G e
Tov Kat@hoyo pifa tov host. Avtd To mETLYAIVEL pE TNV YPNOT TNG KAONG GLGTHLOTOG pivot root().
Eniong o libvirt-1xc controller, £yl ypéog va mapéyet otov container stdin, stdout, stderr. I'ta v t6 ypn-
oonolel yevdoteppotikd 1 pseudoterminal interfaces (PTYs). Eva ywevdoteppartikd eivar Eva (ghyog
OO EIKOVIKEG CLOKEVEG YOPAKTIPOV TOL TAPEYOVY Eva apPidpopo Kavail emkowvmviag. To éva dipo
TOV KovaAloh Aéyetol master Kot 1o aALo Aéyetat slave. To slave dikpo Tov YEVLSOTEPLATIKOV TaPEYEL
pio S1EMAQT] TOL GUUTEPIPEPETOL UKPIPDG OTMS EVO KAVOVIKO TEPLOTIKO. XTOV container mopEyeTot
o slave dxpo yevdotepuatikov kot otny controller diepyacio divetol To master dkpo. Me avtdv TovV
TpOMO 0 container &ygl TAEOV pio koveoAia. o tovg Linux Containers to master dkpo Ppicketal 6Tov
host otV cvokevn /dev/ptmx evd to slave dkpo Ppicketol 6Tov container otV cvokevt| /dev/pts/*
omws aivetan kot ot Ewova 4.2. Eva emmiéov faotkd Pripa otnv dnpovpyia tov container givon
0 TTEPLOPIOHOG TOL OGOV APOPA TNV YPNOLUOTOINGN T®V TOP®V TOV GLOTHUATOS. AVTd TO TETVY M-
VOULLE LLE TNV XPNON T®V cgroups pe tnv Pondeia tov onoiwv umopovue va eAéyEovpe tnv ypfion g
pviun, g CPU, tov cvokevdv amobrkevong teplopilovtdg tig ota emtBupnTd KoTtdeAlo 6Tmg Bo
éxer oprotei 610 XML configuration apyeio Tov container.

4.2 Xpnon tov Linux Containers péoco tov gpyaieiov virsh

Hopokdto Bo Tapovcidcovpe kamoleg cuvnicpéveg eviorés yia yeiptopnd Linux Containers pe
to gpyaleio virsh. Onmg avaeépape Kot Tapomdve n pOOIIeT TOV TOPAUETPMOY TOV container yivetat
and Tov xpnot péow evoc XML apyeiov dnwg to mapokdto.

1 cat sh\_container.xml
2 <domain type='1lxc’>
3 <name>vmil</name>
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Agrrovpyia Evtoi

DopTOO TOL OPICHOD TOL container 6TV virsh -c 1xc:/// define guest.xml
libvirt (uoévo yuo povipovg containers)

Aq@aipeon tov opiopov Tov container ond virsh -c 1lxc:/// undefine guest
v libvirt (Lovo Yo pdviovg containers)

Exxivnon tov container virsh -c 1xc:/// start guest
Teppoatiopog Tov container virsh -c 1lxc:/// shutdown guest
E&avaykaopévog tepproticuog Tov container virsh -c 1lxc:/// destroy guest.xml
Anpovpyia Tov container (yio Tpoocwpivovg containers) | virsh -c 1xc:/// create guest.xml
Exxivnon tov container virsh -c 1xc:/// start guest
XHvdeon e TNV KOVGOAQ TOL container virsh -c 1xc:/// console guest

Table 4.1: Xpnon virsh pe LXC

<memory>500000</memory>
<0S>
<type>exe</type>
<init>/bin/sh</init>
</0s>
<vcpu>1</vcpu>
10 <clock offset="utc’/>
11 <on\_poweroff>destroy</on\_poweroff>
12 <on\_reboot>restart</on\_reboot>
13 <on\_crash>destroy</on\_crash>
14 <devices>

O 00 3 &N L B~

15 <emulator>/usr/libexec/libvirt\_lxc</emulator>
16 <interface type='network’>

17 <source network='default’/>

18 </interface>

19 <console type='pty’ />

20 </devices>
21 </domain>

Ytov [Mivaka 4.2 pmopei va det kavelg T factkég eviodés yepiopot Linux Containers pe o gpya-
Agio virsh.

4.3 Yhomoinon ocvvaptioemv Save and Restore yia tov libvirt-Ixc
driver

e oot TNV evoTNnTa 0o TOPOVGLAGOLLE TO BT TOV OKOAOVONGOLLE Y10 VO VAOTOUGOVLE TIG
Aertovpyieg tov Save ko1 Restore ya tov libvirt-Ixe driver. Zxomdg va nrav mapéyovpe oty libvirt
TIG aKOAOVOEG dVO VEEC EVIOAEC:

e virsh -c 1xc:/// save container_name checkpoint_directory
evirsh -c 1xc:/// restore checkpoint_directory

O mopandve evioléc Ba Exovv v id1a Asttovpyia pe Tig avtioTotyeg dvo evtorég tv LXC tools.
e 1xc-checkpoint -n container_name -D checkpoint_directory

e 1xc-checkpoint -r -n container_name -D checkpoint_directory

Me v evtolf virsh save Ba pmopel Aowdv o ypnotng Linux Containers mov £yovv dnpovp-
ynOet pe v libvirt va amobniedel v KatdoToon TV containers eved ovtol Tpéyovy. Ommg Kot ta
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LXC tools n Aetrovpyia tov checkpoint/save yivetan pe to epyareio CRIU mov meprypdyape oto Ke-
@aAa1o 2. Avtiototya [ie TV €vIOoA virsh restore Oa umopei o ¥pNoTNG VO EMAVEKKIVIIGEL EVOLV
container otV KatdoToon oL NIV OTav amodnkedtnKe pe to virsh save. Kot og avtf v mepi-
TTOOT 1 TEYVOAOYIO TOV pOg EMTPEMEL TNV AgrTovpyia Tov restore eivar to CRIU.

Mo v vidomoinomn tov mapardve erekteivape apykd tov kKmdua tov libvirt-1xc driver mov Bpi-
oketal ota apyeia sre/lxce/lxc_driver.{c, h} otov xatdroyo g libvirt [6]. IIpocBécapie 600 véeg Gu-
vaptioels mov B vrootpilovrar TAéov, Tig IxcDomainSave kot IxcDomainRestore.

Otav extedeitonn eviod virsh -¢ 1xc:/// save o remote driver mpow0ei Tnv evioln oto dai-
pova libvirtd o oroiog {ntdetl amo tov libvirt-1xc driver va ekteléoet v cuvaptnon IxcDomainSave.
H ouvaptnon avt mpv ekkiviioel v amobfkevon Tng KoTdoToong TOV container Tpoyotonolel
KGATO10VE EAEYYOVE Y10 TO OV 1] GLVAPTNOT KOAEITAL LE TIG CMOTEG GLVONKES OGS Y10 TOPAdELYLLOL O
container pénel va tpéyel. Emiong extelel kanowo kiewdopata ce dapolpalopeveg dopés, MOTE va
amo@evyBel ampocdIOPIoTN GLUTEPLPOPA ATO TOVTOYPOVT TPOSPOCT 0md GALY VALATO. X€ VT TO
onuelo elodyope pio OTOTEAECUOTIKY OVTIILETOMIOT TOV GLYYPOVIGLOD TNG TAVTOYPOVNG EKTEAECTS
evIolmv mive otov 110 container [1] [3] [2] [4] [5] [6] [7] yia tov libvirt-Ixc driver. Xtnv cuvéyeia,
o libvirt-Ixc driver xaAei tnv cvvdptnon IxcCriuSave mov givar opiopévn oto src/lxc/lxc_criu{c, h}
mov etvan évag wrapper yopo ond To CRIU mote va yivel to checkpoint Tov container.

H ovvéptnon IxcDomainRestore, mov opiletot 610 sre/lxc/Ixe_driver. {c, h} koAeiton avrictorya
otav extereiton ) evtod) virsh -c 1xc:/// restore. H viomoinon yw ovt v Agttovpyia dev
glval 1660 amhf OTt®G yio TV virsh -c¢ 1xc:/// save. I'ta va kataldpove Ty vAomoinomn avTig
NG AEITOVPYIOG TPETEL VA KOTAVOT|GOVUE KOADTEPQ TL EYOVUE AmOONKEVCEL GTA OPYEID LLE TNV EVTOAN
virsh -c 1xc:/// save. O container Tov £xet dnpiovpyndei pe v libvirt 6mwg gimapie Tponyovué-
vog amoteAeitat amd dvo pépn. Tnv controller diepyacia libvirt-1xc kot Tig diepyacieg mov amoteAody
Tov container, dnAadn To VITOdEVTPO ToL £xel oav pila TNV init diepyacio Tov container. QoT6C0 O6TAV
amofniedovpe TNV KOTAGTOOT TOL container o€ apyeio pe o CRIU amoBnkedovpe pdvo tic mAnpopo-
pieg y1o. 10 VTOSEVTPO TOL container Kot Oyt yio TV libvirt-Ixc diepyacia. O oyxedlacpdc avtdg opeiie-
Tol 6€ TOAAOVG AOYOLG, £Vag K TV omoimv gival 6Tt 1 libvirt-1xc diepyacio kot o container avijkovv
o€ dpopeTikd namespaces ki1t To omoio to CRIU dgv to vrrootnpilel. Omote, 6tav Egkvodpe v
emovapopa. (restore) Tov container TPENEL TPAOTO VoL dMpovpynoovpe €€’ apyng tnv diepyooia libvirt-
Ixc mov Ba amoteréoel Tnv controller diepyacia yio tov container. OmdTe dnpovpyovLe TNV depyacio
avtn, kot tpoetopaovpe to mepPdAiov 6to omoio Ha ekkvricovpe Tov container. I'o Tapddetypa,
TPETEL VO, ONUIOVPYTCOVLLE TAL Master GKkpo. Yo To WYEVSOTEPUATIKG KaOdC oTa, apyeia vidpyovv poévo
TANPOPOPIES YO TA AKPO TOV YEVIOTEPLAUTIKMY OV Ppickovtay péso oTov container, dSnAodn Tig
oLoKeVES /dev/pts/*.
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Kepararo 5

Xovoyn

5.1 ZXvpmepaopato

O vrdpyovoeg viomomoelg yio. Checkpoint/Restore og Linux Containers dev enttpénovy amodo-
Tikn Covtavn petaeopd (1xc move, , 1xc-checkpoint [-r]). Qotdco, 1o CRIU napéyst to anapai-
ra gpyoieia (predump, lazypages) dote vo emttoyovpe KaADTEPOLS YPOVOLS {OVTOVAG LETAPOPAS
KOl CUVERAOC givol B0 VAOTOINOTMG VO KATAQEPEL KOVELG VO LETOQEPEL TOSOTIKA containers. Ocov
apopd ta epyaieio guwcovikoroinong libvirt, otvmdpyovoes mpoceyyioeis [23] yio Checkpoint/Restore/Live
Migration dgv £(0VV GOV GKOTO TV EVOOUATOOT TOV AEITOVPYIDV TOL VAOTOLOVV LLE TO project. Avti-
Oeta 1 o1k pog viomoinon ywo Save/Restore otov libvirt-lxc driver etvor etioypévn pe tétoto tpomo
wote vo pmopet vo eveouatmdet oty libvirt.

5.2 Merhovrikég KatevOivoerg

"Exovtog oteiletl Ta patches tng vAomoinong pag oty libvirt avoayvopicape 0Tt Tpémel vo vap-
Eovv KAmolEg OAANYEG GTNV TOPOVG VAOTOINGN MGTE VA VOl ETEKTAGIT Kot VoL Uopel vtootnpi&et
apyoTEPO TKOVOTOMTIKY {OVTOVI LETAPOPA. ZVYKEKPIUEVO, 1] TOPOVGO TEYVIKY Elval decuevoUEVN
670 Vo, amodnkevel Ta apyeio mov mapdyel 1o CRIU ctov dicko 1| oTnv LV o€ apyeia mpv To pe-
Tapépel oTov KOUPO Tpoopiopol oe tepintwon Lovtovig petapopds. Avto cuvpPaivel 016t to CRIU
dgV TOPEYEL KATTOLOV TPOTO MGTE TO apyEia OV TapayeL vo, yivovtou stream kotevbeiov péow sockets
TNV EQUPYUOYN TOV TO {NTdel. Xav GuVEYELN TNG TAPOVCAG SOVAELNG, £XOVIE GKOTO VO, ETEKTEIVOLE
v apyrtektovikn Tov CRIU [24] oate va vrootpilel TV Tpocwpivi) amobdnKevon Tov apyeiov 6
sockets péypt avtd vo, {nmBovv and v diepyacio Topainmtn. Me avtd Tov TpOTO, YAITOVOLUE TNV
nepttty Sradikacio amodnKevong apyeiwv oTov SioK0 TOV GTNV TEPITTOON Lo {OVTOVIG LETUPOPAS
Ba amodeybel 1Waitepa onpavtucd. [apdAinia dovievovpe oty Asttovpyla g CoVTOvig HETAPO-
pag [25]. Téhog vapyovV KATOEG PEATIOGELS TOV TPETEL VOL YIVOLV GTNV TOPOVGH VAOTOINGT] Y10, VO
&xel T pn Asrtovpywotnra. Kdamoieg amd avtég eiva:

o XeIPIopo TV cuvoécemv dkTHoL e To gpyareio CRIU.

e Y7ootipi&n moALamA®V ttys 6TV TEPINT®ON OV O container vl pLOPGHEVOG Vo €XEL Kot
GAAeg exTOG NG ttyl.

e Ymootipi&n containers e mounts tomov efivars.
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