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Anoryopeieton 1 avTiypagn, amobrixeuon xou dtavour| Tng mopoloos epyactag, E& ONOXNHEOU
1) TUAUATOC AUTAS, YLt EUTopixd oxomo. Emtpéneton 1 avatinwor, arobrixeuon xou Siovour)
Yo OXOTO U1 XEEOOOKOTUXO, EXTOUOELTIXNC 1 EPELYNTIXNC PUOTNE, UTO TNy Tpolmdbeon va
AVOUPERETOL 1) TUNYT} TROENEUGTC o Vo Slatnee(ton To mopdy urfvupa. Epotiuata tou ago-
polV TN xeNon NS epyaciag Yo xEpd0oXOTIXG OoXOTd TEENEL Vo ameubivovTon TEOS Tov
ouyypapéa.

Ou amodeig xou Ta CUUTERAOUATA TTOU TEPLEYXOVTAL OE QUTO TO EYYEUPO EXPEALOLY TOV CUY-
yoopéa xou dev meEmel va epunveLBel 6Tl avTimpocwnebouy Tig enionueg Béoeig Tou Efvixod
MetoéBou ITohuteyveiou.



ITepiAndm

Tao dnuocLo xo LWOWTLXA UTONOYLOTIXG VEQY €lvol TOND SNUOPINAS NUCELS andxXTnong mo-
ewV xaL ONuLoLEYde CUCTAOWY UTONOYLG TV VLo TNV EXTENECT) TONUTIAOXMV UTONOYLIOUWY
%ol TOANES POPES TTAVW OF HEYANOUS Oyx0UG BEBOUEVLDV. (oTOCO 1) CUVTARNOT 1| 1) ATOXO-
Tdotaon {NULOY Utopel Vo AmoQEREL AEXETA UEYANT] OE OLAEXELA BLUXOTT) UTNEECLLY Xk VOl
TEOXONETEL 0OVOULXES {NULEC TOCO GTOV YENO TN TOU UTONOYLOTIXOU VEQOUS OGO Xl GTOV
TdEOX0. LTOYOS TNG TAPOLCUS OITAWUATIXNAS EIVAL O EVIOTLOUOC AVOUINLDY OE UTONOYLO Ti-
x00¢ xoufoug, mapaxoroudivtag ) xenowonoinon Twv tépwv toug. I To oxond auTod
OnuLovpyolUe €va GOVONO BEBOUEVWY TTOU ToPOUGLALEL TEPLOBIXOTNTA, YPTOLLOTOLOVTAS TN
couita a€loNGYNoNG cucTNUdTEY enelepyaciog dedopévwy yeydhou 6yxou HiBench. Eni-
ong a€LONOYOUUE TOV EVIOTUOUS OVWUOALOY ot dedopéva and To cUvoro dedopévov Google
Cluster Data. Téxoc vhonoloue oe Apache Spark yia €éx8oor evtoniopol avouaiody Po-
owouévn atov anyoplfuo Robust PCA xou a&iohoyolue v Suvatdtnto x\MUdxnchc Tou.
Ao To evpfuatd pog 1 epappoyy wog uedodou, 6tog tou Robust PCA, yia tov un emfPie-
TIOUEVO EVIOTIUOUO AVOUOALDY OE DEBOUEVA YPOVOTELR(Y, anattel TNV Unaplr TeplodixoTNTaC
X0l OTIC TMEPUITWOELS TOU AE(TEL ONtovpyoLVTal TOANES Aavhoouévee evdeilec. And tny
GXAT, 1 Vhomoinon oe Apache Spark mapéyel oyedov yoouuxt| emitdyuvon pe Ty adEnon
TV EQYATAYV, GTOV XEOVO UTONOYIOUOU TV TOAVMY ONUEIDY AVOUOALDY.

AgEeic Khedid

Evtomoude Avouoiidv, Mn EmfBienduevog Evtoniopos Avopaiudy, Robust Principal
Component Analysis, Etcoywyn Avouaidv, Trohoyiotixol Kéufor, Ildpol Yuothuartoc,
HiBench, Google Cluster Data, Apache Spark, Scala, Breeze






Abstract

Public and private cloud infrastructures have become a very popular way of acquiring
resources on demand and deploying computing clusters that perform complex computations,
and most of the time on large amount of data. However, maintenance or recovering from
failures can be the reason of significant service downtime and can impact economically
both the cloud platform user and the service provider. The goal of this work is the
identification of anomalous events on compute nodes, by monitoring their resource usage.
In order to study this, we create a dataset that presents seasonality in its data, using
the big data benchmark suite “HiBench”, where we inject resource anomalies at certain
points. On this dataset we apply an unsupervised anomaly detection technique called
Robust Principal Component Analysis, in order to identify the anomalies in the data
set. Additionally, we reconstruct the resource usage data from the “Google Cluster Data”
dataset on a per node basis, and we evaluate whether we can apply a similar technique.
Finally, we implement a version of the algorithm in Apache Spark and evaluate its ability
to scale by adding additional workers in the Spark cluster.

From our tests, it turns out that the application of Robust PCA, as an anomaly detection
technique, relies heavily on the existence of seasonality and its correct identification for
the analysis. Moreover, this technique cannot be applied to the Google Cluster Data, due
to lack of seasonality on the majority of the compute nodes and the extremely dynamic
workload of the system. To conclude, the Apache Spark implementation seems to be
scaling almost linearly in our tests, and this is because of the coarse grained approach
we took in the solution of the problem.

Keywords

Anomaly Detection, Unsupervised Anomaly Detection, Robust Principal Component
Analysis, Anomaly Injection, Compute Nodes, System Resources, HiBench, Google Cluster
Data, Apache Spark, Scala, Breeze






Evyapioticeg

Me 1 Simhopatin auty| epyoacio oNUatodoTelTon To TENOG NS QOLTNONEC YOV GTO TUHUA
HXextpordywv Mrnyovixddv xow Mrnyovixdv Hxextpovixwy Trnoloyiotedyv tou Efvixo) Me-
toofiov Ilohuteyveiou.

Apyxnd, Bo HBela var o Evar UEYENO EUYUPIOTE) GTNV OLXOYEVELY HOL TIOU UE OTHELEE OE ONT)
T OLIEXELX TV GTIOLDWY OV, AANG XL GTOUG GTEVOUS HOU PINOUS TTOU ATay BimAha Hou xa
ue Bornoav otny eniteun Twv cTOYWY YOU.

‘Eneita, Ba R0eda va euyaplotion 6xoug toug xabnyntéc twv touénv Aoyiopxon xo YTro-
NOYLOTIXGY LUOTNUETWY, XS 1) oy A TOUC YLoL TO AVTIXEUEVO TOUG Xal 1) UPNAA ToldTnTaL
TV poldnudtwy frav Pacwde mapdyovtag yior TNV eEENEY HOU O QOLTNTAC X O UMY OVL-
%OC, AANE O YL TO ONO ol AUEAVOUEVO EVOLAPEROY OV GTA UTONOYIC TIXE GUGC THUATAL.
Oa HBeka va suyoptotThow Wwiatépws tov Kabnyntg E.M.II Nextdpio Kolbpn yia tnv gu-
xauplol TOU UoU €BmOE Vo EXTOVACK T1) BIMAWUATIXY Uou epyacia mdve o éva medio mou
oyomed xou ETBUUED Vo GUVEYIOW TS HETETELTO OTIOVDES OU.

TéNog, de yiveton va Eexdow tov epeuvnty Iodvvn Kovotavtivou yio tnv xabodrynon xou
) Borbeiar mou You mapelye xaTd TN Sdexel AUTAS TNG Epyaciag, AANG xou Tov uToYPLo
o1ddxtopa Iodvvn Tavvaxdmouio yio tn Boribeia xou Tic oupPouléc tou oe teyvind InTh-
MOTOL IOV AV TLUETOTUOAL.

lecypryrog Homadnuntelou

Ab¥jva, Mdptioc 2018
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Kepdiawo 1

Ewooyoyn

To tekeutala ypdvia 1 dvOBOE TOV UTONOYLIOTIXMV VEQOYV X0l UTNRECLOY TopoY NS UTO-
douric (IaaS) xou mhatpbdpuac (PaaS), éxouv xdvelr oauobnth v mapousio touc. ‘OXo xou
TEPLOCOTERES Evall OL ETALEE(EC TOU ETUNEYOUV VAL UETAPECOUY TOUS EEUTNEETNTES X0 TIC ECW-
Tepéc umnpeaieg Toug, amd To WIwTXG Toug dixTuo ot utneeoiec dnwe To Amazon AWS
xot to Microsoft Azure. Startups teyvoloylag emitayOvouv T dnuiovpyla TOL TEOIOVTOC
TOUG, EXUETONNEVOUEVES TIC UTNEEGIES TOPOY NS TAATPOPUOS, ATOXTWVTNG UTOOOUY e
XL UE UIXPOTERO XOOTOG. ALUBIXTUAXES EPUOUOYES UE EXATOUULELN YENOTEG ETUAEYOLY VL
VOWLAoOoLY LTodouY) ot Vo eEUTNEETOVY TOUS YENOTEC TOUC amd BLaPOPETIXE XEVTRa, Lol
VO TOUG TIOREYOUY XONVTERT]) EUTELRLOL XENONG XAk YL VAL UELWDCOLY TO AELTOLEYIXO TOUG XO-
ovtoc (my. Netflix, Slack). Emotiuoves xaw gpeuvntéc mou dev €xouv tomuxi| utodouy yia
NV EXTENEST] TWV TPOCOUOLDOEMY TOUS, OTEEPOVTAL OE UTONOYLO TS VEPY (Slamavemo tn-
Hoxd, dnuéotar xou WWwTXd) Tou Toug Tapéyouv Hovides enelepyaciog eW8X00 GXOTOY XL
emTorOVoUY To €pY0 TOUC.

1.1 Kivnteo

61600 auUTéC oL UTOBOUES, oY Xou TaEEXOUY UEYINT agloTLo Tlol UNOTIOLOVTOS BLdpopeS
dukeldeg aopalelag, avtiwetwniCouv tpoPNruata Bhafcv mou umopel va dlatapdEouvy TNV
TOEOX Y UTNPECLOY XAl XUTA GUVETELNL TNV XAVOVLXY| AELTOURYIA TWV EPYACLOY TWV YENOTWV
Toug. Autd ta TpoPAAuata cuviBug ogethovtal xuplng ot auéela Tou avBpnnivou Tapdryo-
VT, OTwe AavBaouévn eyxatdotaon, Adbog cuvtrenon, Adbog duuyelpion 1 Adbog plBuon.
ANXeg Qopéc Ouwe o TEOPAAUATA TEOEPYXOVTAL UG AVETMAVIEXES ACTOYIEC UAXOU, OTWS
XOPTWY BIXTVOV, TEOPOBOTIXWY, CXANE®Y dloxwy. Eve, dANeg @opéc mpocpyovtar and tnv
Omopgn xaxdfoulou Noylouixov.

To ocupntoOuaTe 0VTd OUNS YiVoVTol TO €VTOVO OE MEPLTTMOELS LBLOTIXWY UTIONOYLO TIXWY
EYXATAC TACEWY PEQIXDV BEXAB0Y xOUPwy. TéTolec eyxataotdoelc telvouv v aueNoly Oi-
x\eldeg aopaneiog (6Twe TAEOVaOUS OE BloX0oUC) YL VoL UELOGOLY TO XOGTOC.

'Etol, 0 evIomoudg avOUOALOY O aUTd T GUCTHUATO PAVETAL VoL Elvol TOND ONUAVTLIXOC,
%o umopel va untodelel oe TL ogeiletan 1) Buokettoupyia ) 1 acToyla ToLU CUCTAUATOC,
OANG XalL O OPLOUEVES TEQLTTWOELS VoL DWOEL TATPo@oplar Yo it BAEBT Tou axdua dev €xel
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TPEL TNV TINYET] EXTACH TNC.

Qotéo0 tétoleg eyxataotdoelc ouvnbileton vor avohauPavouy TV eEXTENEST] OOV €p-
yoouwy ol onoleg cuvéyelo e€ehiocovton xou oAN&louv. Eivar eqguetd, Nowndy, va nopotner-
COUUE ATOBOTIXG AVWUANES OF €val TETolo TepLBAANOY UdVo TapaxoXoubovTag TNV Xehor
TOPWV TOU GUC THUITOG;

1.2 31oy0g TNG SIMAUATIXNG Epyaciog

‘Etol, 616)0¢ auth g Simouatin’c epyaotiog elvon vor eEETACOUVUE TOV EVTIOTIOUO OV~
HOALOY o€ €va TERLBAANOV GUGTABMY UTONOYLOTWY, UE TPOTO TOL VoL U1 XeELGLETAL QUG TNEY
novteonoinon xou eniBAed TNC CUUTERLPORAS TWV UNYAVNUETWY XOL VOl UNV ETLPEREL TON-
e eapanpéves edomoioeic. Eve emnhéov Bétoupe cav npotindbeon vo un yvwpeilovye
QLo xou TNV axELPT| CUUTIERLPOEE TWV EPYACLOY TOU EXTENOUVTAL.

1.3 Xvuvelocpopd TNg SITAORXTIXNAG Epyaciog

INo to oxomd autéd dnuovpyolue €va GUVONO BedoUévey, and Tapaxorolinon ndpwv
WO WBWTIXAC CUCTABUG UTONOYLOT®Y, TO OTolo GUANEYOULUE Yia Tepimou 2 efBouddec.
Avaxtolue xou ene€epyoaldpacte Ta SEBOUEVH TOU TUPEYOVTOL VLo TOUS TOPOUS GUG THUATOSC
o710 ohvolo dedouévov Google Cluster Data xou to avdryoupe oe xd0e exovind unydvnua.
Aoxyudloupe war TEXVIXT EVEEONS AVOUANWY PE Bdoel Tov alyoelbuo Robust Principal
Component Analysis, tnv onola uomoloVue xou 6to Apache Spark. Téhoc nopoucialouye
HETEHOELC Xak DoXIES YOpw Amd AUTEC TIC UNOTIOLACELS.

1.4 Opydvwon TNg SITAORXATIXNAC EpYACIAS
H opydvowon mou axorlouBel 1 Simhoyotiny epyacto etvar 1 axdXoudn:

Kegdhawo 2: ITapouoidlouye o anopaltnto Bewpntind xou teyvoroyixd unéfabeo,
YOl VoL UTORECEL O VALY VG TNG VoL XATAVONOEL Bacinég apy€e xon Unyaviolons, Tou
oxetiCovton e auTy| TN SImAwUaTXy epyacia.

Kegdhawo 3: Ilopoucidlouue tov alyopluo mou Bo yenowdomoijcouue yio Ty
€0PECT) TWV AVWUANLOV.

Kegdhowo 4: Ilopovoidlovue tar chvora Bedouéva Tou Yenodonolhdnxay yia tnv
amot{unon Tou aAyopiduou xou TNV anddocT ToU TEALXOU GUC THUATOG.

Kegdhawo 5: Iapouoidlovpe Tnv uNomolnon g anodounons TvaxXmy Tou Xenol-
womoteltan yiar Tov eviomoud twv avouaniey oto Apache SPARK.

Kegpdhowo 6: Hopouotdloupe omoTeENEGUATA TEOCOUOWCEWY YLl THY OmOGI0GT] TOU
OUG THUATOC WS TIPOS TNV EVPECT] VOUINLOY.
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Kegpdhowo 7: Kdvouye wia 6Ovodn Twv anoTeENeoUETOY %ot TEOTENVOUUE UEANOVTIXES
gpyaoiec.



Kegpdlaro 2

OezswpenTtixo xo Teyxvoloyixo
Y rofBabeo

2.1 AXyéeBpol EVgeong Avopoiov

Méooa ota ypdvia €xouv yenoonondel Bidpopeg TEXVIXES VLol TNV EVEECT] AVWHUUALWY CE
TOANEC eopuoYEg. T TeEXVIXEC QUTEC UTOPOUUE VO TIC EVTGEOUNE GE TRELS UEYINES XTI YO-
plec. T un emPrenduevn ebpeon avopoiiody (Unsupervised Anomaly Detection), tnyv emi-
BAembuevn ebpeon aveuowy (Supervised Anomaly Detection) xou tnv nui-emfBNenduevn
elpeom avopomy (Semi-supervised Anomaly Detection).

o Teyvixéc Unsupervised Anomaly Detection epapuélovtoan oe ahvora dedopévawy yia
Ta omolo dev €youpe xoplo EvoelEn. T Ty edpeon TwV avwpaALdY yivetan 1 undbeon
OTL TO UEYOAUTERO U€POC TV OedoUEVWY elval QUaLONOYIXA Xl BEwpolV avouahieg
owTd Tou Ot Tanpldlouv Ue ToV X0PLo OYXO0 TV DEBOUEVOV.

o Ou teyvixéc Supervised Anomaly Detection anattolv dedopéva, to omola €youv yop-
%oploTel UE ETIXETEC XU Y WEOTEL OE QUGLONOYIXA ot a@loa. AUTEC oL TEXVIXES
ouvifwe tepthaufdvouy v extaidevon evie todvounth (classifier) ye ta guotoro-
YId xou T apUoLxal SEBOUEVOL Xl TNV AVATTUEN EVOC UOVTENOU TOU GTNV GUVEXELDL
unopel vou xopaxtnellel vEo SEdOUEVA GOV AVOUAND 1 OYL.

o Ou teyvixée Semi-supervised Anomaly Detection omoutoldv éva chvoro dedouévav
TIOU TIEPLEYEL UOVO QUOLONOYLXA oTuela. AUTEC oL TeEXVIXES Tephaufdvouy TNV xato-
oxev] LOVTENOU amd Tal QUOLONOYLXA Sedopéva xon Soxuudlouy Ty mhovdtnTo véa
dedouéva va elvan avouola 1 oL, Bdoel Tng e£660U TOU HOVTENOL.

X1y nopodoo BITAOUATIXY, WO TOCO, Ao ONOVUAC TE UE TEYVIXES UN) EMPAETOUEVNS EVPEDTS
AVOUOALWY TIEVE O BEBOUEVAL YEOoVooElp®Y. XT1 PiBAoypaplo yior TNV €0pECT AVWUANLODY
ywelc eniBredn, avouokio Bewpeitor xdnoto onuelo Tou cuUVONWY dedopévry, To onolo ano-
x\lvel and N vopua.

Or dudpopeg teyvixéc xou anyoplduol un emPBAETOUEVOL EVIOTULOUO) AVOUINLDY, UTOROUY VOl
evtoybolv oe névte Poowés ouddec.
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Teyvixéc Paotopévec otov xovtvotepo yeitova (Nearest-Neighbor)

Teyvixéc Paotopévee atny opadonoinon (Clustering)

Teyvinéc Paotopéves otn otatiouxy avéhuon (Statistical Analysis)

Teyvixéc Paotopévec otny elpeot vnoywewy (Subspace)

Teyvixéc Paotopévee otny xoatdradn (Classification) tov dedopévov

And T mopandvew ouddeg emAEYOUUE Vo avapepbolue exTeVECTEPU OE TEXVIXES €0pE-
ONG UTOYWEWY, X CUYXEXELWEVY 6Toug anyoplBuoug Principal Component Analysis xou
Robust Principal Component Analysis, xafd¢ Oo pog @avoiv yerowol otny nopela tng
OLMAWUATIXC Epyaoiog.

2.1.1 Principal Component Analysis (PCA)

H Avéluorn oe Kiplec Tuviothoee (Principal Component Analysis) avoxahOgtnxe
am6 tov Karl Pearson to 1901,0av avoloyio tou Bewpriuoatog aldvev tng unyavixnig. T
dexaetia Tou 1930 avantiydnxe aveldptnta and tov Harol Hotelling, o onolog édwoe xau
OVOUOL GTNY TEYWXY QUTH.

H avdhuor oe xUplec UV TMOOES Vol PLot O TATLO TIXT| SLadIXaGial TOU UETATEETEL £Val GUVONO
(mbovd e€aptnuévav) YETOBANTOV O €va GUVONO TUMV YRoUXS aveEdptnTov LeTaPAN-
v, ou xanolvta Kipiee Luviothoee (Principal Components).

H teyvinn) auty| xenowonoteiton xuplong cav epyaheio yior TNV BlEpeLYNTIXT AvAUGCT) BEDOUE-
VoV ot yioe T dnuoupyio povtélov medfiedng. O unoloyiouds TV xVELwV CUVC TWOWY
unopel va dievepynOel eite ye v anoclVOEon TOV WBLOTWOY Tou Tivaxa CUOYETIONG TV
0EBOUEVOY, E(TE UE TNV ATOCUVDEST] LOVIBWTS TWHS Tou Tivaxo dedouévmy, cuvRbng LeTd
TNV XOVOVIXOTOINOT TwV BEQOUEVWY.

Baowd yopaxtnelo tind authc tng TeEX VXS elva:

e To m\Afoc Twv xVplwv cUVIGTEOWY Urtopel va etvon (0o 1 WxedTtepo Tou TAYBoUC TV
oEYHWY LETABANTOV.

o H mpitn xdpla cUVIGTOGC €XEL TN HEYANDTERT) OUVATY| DLAXVUAVOT).

e ‘OXec o xbpleg ouvictoeg elvon dlatetaypévee oe gbivouoa oelpd, 6cov agopd TN
OLUXVUAVOT) TTOU TEELYPAPOLV.

o Kdbe xiplo ouvictdoo elvar %30Ty ue ONeC TIC TEOTYOUUEVES.
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Syfuo 2.1: PCA piag ToNUUETOBANTAC YXAOUCLOVAG XOTAVOUTHC

O PCA [22] unopel va Bewpnfel we évag opboydviog veauuinds UETAoNUATIONOS TOU Ue-
TaoynuatiCel o 6edopuéva o VEO GUCTNUO CUVTETAYUEV®Y, OTIOU 1) UEYONUTERT) DlaxUUavo
Twv TEOPLONNDY TV dedouiveoy PeloxeTton OTN TEMTN CUVIETAYUEVY] TOU GUC TAUUTOS XAl
axoloubolv ol utdloineg pe pBivouoa celpd.

2.1.2 Robust Principal Component Analysis (RPCA)

O PCA, av xou to 1o dLadedopévo oTaTloTiXo epYANElD avEAUGNE BEBOUEVODY Xal UElw-
ONG TV JLAOTACEDY TOUG, EXEL EVAL UEYANO UELOVEXTNUA, Efval TOND ETUPEETAC O AANOLW-
uévee Tiég Bedouévay Tou unopel va BEcouv TNy eyxLEGTNTA Tou ot aupLBolia.

Me auth| Ty agopur| €xouv yivel apxetéc Tpoondbeieg xou €xouv TEoTaldel ApXETES TEXVIXES
amo Bidopoug epeuVNTES yia va dlopbnlel autd to mpdPAnua. To 2011 o Emanuel Candes
xou dANot, éxavay wa dnuooieuvon e titho “Robust Principal Component Analysis?” [7]
mpoonafwvTog Vo avTigetonicouy To Teofinua auvtd tou PCA.

Ye auty T dnuocieuon mpotelvouv TNy &R WO

e Eotw 6t éyouue évav nivaxa molvpetafintdyv dedouévov M € R™*™2 | ydvovtag
TOND Y oN0REG UTOBETELS, UTTOPOUUE VAL ATOBOUHCOUIE AUTOV TOV Tiivoxa 6€ B0 TVIXES
Ly € R™*™ ya Sy € R™M*™2 610u 0 mpdTto¢ amoTeNEl TN CUVGTOON YoUNAAG
td€nc (Low Rank Component) tou M xou 0 8etepog amoTteNel TNy apoud cUVIG TOOA
(Sparse Component) tou M.

Aelyvouv 6tL auth| 1 anocUVleoT uropel utoXoyio el anodoTxd péow xLETHC PeXTic ToToM-
one (Tructable Convex Optimization) xou tpoteivouv tov alybplbuo Principal Component
Pursuit (PCP) mou emh\Vel npooeyyiotind to npdPAnuo:
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exayotonoinoe || L[« + A||S|h
ue otoyo L+S=M

‘Onou o 6poc ||L||« avtiotorgel oty nuclear norm tou L xau o époc [|S||1 otnv mpdtn
vopua tou S. To A elvon par petaAntAh mov opileton lon pe 1/4/n, ye to n = max(ny, nz).

H vomoifion tou Principal Component Pursuit (PCP) unopel va yivel pe Sidpopec pedo-
doug, OTwC:

e Alternating Lagrange Multiplier (ALM) [7]
e Accelerated Proximal Gradient (APG) [13]
e Alternating Direction Method of Multipliers (ADMM) [30]

"Evo nopddelyuo EXTENECTC TNG ATOOOUNONE TUVEXWY OIVETAL TUQUXATO:

0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9

0.793 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9

M 0.1 0.856] 0.3 0.4 0.5 0.6 0.7 0.8 0.9
0.1 0.2 0.3 0.124 0.5 0.6 0.7 0.8 0.9

0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9

0.1128 0.19439 0.2548 0.2356 0.4247| 0.5098 0.5546/ 0.6788 0.7647
0.1136 0.1962 0.2564 0.2975 0.4275 0.5132 0.5985 0.6832 0.7656
I_ 0.114 0.197] 0.2574 0.2987 0.4291 0.5151 0.6008 0.6858 0.7726

0.109 0.1833 0.2461 0.2835 0.4102 0.4925 0.5744 0.6557 0.7386
0.1128 0.19549 0.2548 0.2956 0.4247| 0.5098 0.5946/ 0.6788 0.7647

0 0 0 0 0 0 0 0 0

0.5296 0 0 0 0 0 0 0 0

S 0 05094/ 0 0 0 o 0 0 0
0 0 0 -0.01 o [i] 0 0 0.0199

0 0 0 [1) 0 0 0 0 0

Yyhuor 2.2: Tlopdderypo anodounong mvixwy pye Robust PCA

2.2 Yvothpota IHagaxololLOnong

2.2.1 Ganglia

To Ganglia etvar €vor Noyiopixd avorytod xooixa, diabétet BSD license xan 1 ovdmtuly)
tou Eextvnoe oto University of California, Berkeley. Anotelel évo xhoxdoo xortave-
Unuévo clo TN TapaxoXoLBnang vt LTONOYLOTIXG cuaTHoTa LYNAAC anddoong, OTng
unohoyiouxd cuoThuata T éyuatos (Grid). Expetadkeletou eupéng dadedopéves teyvo-
Noyiec, 6nwc XML (Extensible Markup Language) yiot tnv avanopdo taon twv Sedopévoy,
XDR (XML-Data Reduced) yia t cuunay gopntétnta twv dedouévov, xar RRDtool yia
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TNV AmOBAAEUCT]) XU ATEUOVIOT) TWV DEDOUEVOV.

XENOWOTOWOVTSC TEOCEXTIXY EMNEYUEVES BoUéS Bedouévav xau anyoplBuous, to Ganglia
TETUYOUVEL VoL €XEL TOND WxeY| emPdpuvor avd xoufo xou ToXD yeydho cuyypoviouo. Eiva
drabéoo yioo ToXNES apytextovixéc (1386, x86 64, iab4, sparc, alpha, powerpc, m68k,
mips, arm, hppa, $390) xou yenouonoleito yLo TNy TapaxoXolinon YAEdwy cuo TNUETOV
TAYXOOUIOG.

Ganglia Monitoring System

Gmond \
Daemon
e =]

Server 1

/ Gmetad Gmond \
—Q o

User Ganglia Server Server 2

Gmond \
Daemon
e ~]

Server N

Yo 2.3: Mo turuxy| apyittextovixny Tou Ganglia

To Ganglia anotehelton and névte gpyaeio:

Ganglia Meta Daemon (gmetad), to onolo cuX\éyel Teplodxd tic petprioec and
Toug xoufoug.

Ganglia Monitoring Daemon (gmond), to onoflo €yl T SuvaTOTNTO Vo TOEAXONOU-
Ol Bidpopa LTOCLG THUATA EVOC UTONOYLO TIXO) XOUBoU, 6Twe Tov enelepyaoTr, TNV
uvrun, tov dloxo xou to dixtuo, xou va Tor avapépel xevipixd oto Ganglia Meta
Daemon.

Ganglia Metrics (gmetric), o onoio eivou piar e@oppoy Yeouuuls EVIONDY Tou Xen-
oeleEL yia TNV eloarywyr) ot Bdon tou Ganglia napaueTeOTOMNMUEVOY UETEHOEWY ot
ToV XeNO TN, OXETIXA HE Toug xOuPoug Tou TapaxoloubolvTo.

Ganglia Statistics (gstat), to onolo eivon yio eapuoy| YpouNc EVIONDY TOU XeNot-
peveL oty avalfTnomn xow avdoupoT HETpRoewy and TN Bdon Sedopévwv tou Ganglia.

Ganglia PHP Web Frontend, to onolo mapéyel tn duvatdTnTal aneixdviong Tov Oe-
OOUEVWV OE TPUYHATIXO YEOVO UE OUCLICTIXO TEOTO YLo TOUC OLOYELPLO TEC XAl TOUG

XENO TEC.
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2.2.2 'AXN\eg mnyEg peTpriosnv

[Tépa and to Ganglia, undpyoLY XL AANEC TNYES PETPNOEWY TTOL UTtopEl Vo Blvouv onua-
VIIXES TANPOPORIES YIoL TNV XATAOTAOT Wi UG Tada utoloyotixey xéufov (Cluster).
Tétoiec mnyég unopel va eivar o Cluster Hypervisor tou cucthuatog, okd xou o Cluster
Job Scheduler.

2.3 Mnyaveg xou Epyareio Extéleong

2.3.1 Apache Hadoop

To Apache Hadoop [2] eivou éva framework mou emitpéner tnv xotaveunuévn eneepyo-
olo UEYINOV OuddwY cpxelwy O GUCTABES UTONOYLOTOV XETOLLOTOLWVTOSG OTAS TROY P~
HATLIO T LoVTEND. Efvon oyedlaouévo vor xAUaxOVEL and €vay server ot (IAEOES, OTou o
xabévoc Toug mpocpépel anofnxeuTixd YWEo xar TdEoLC Yo ToTXOVS LTooyiopoLs. To
Hadoop avti va otnpileton oto LS yio vo mapéyel udmAT Biabeciudtnra, €xel oyedloo el
va evtomilel xou va xeplletan g aocToxlec o010 eminedo tng epoppoync. ‘Etol urnopel va
Topéyer VPN Sobeoipdtnta eved TEéxel Tdvw o ULl cuoTAd uoloyoTwy (cluster of
computers), ot onolot unopel vo elvon emtppeneilc oe aoTo)lEC UNLXOU.

To Apache Hadoop anotelelton and T mopoxdte LOVAOES:

Hadoop Common

To Hadoop Common nepihopPdvel ta fondnuxd mpoypdupata mou utootneilouvy Tig
d\\ec povadec tou Hadoop.

Hadoop Distributed File System

To Hadoop Distributed File System (HDF'S) eivou évo xotaveunuévo chotnua apyelwy,
OYEDLAOUEVO VoL NELTOURYEL VW € LAXO Tou Beioxoupe ebxola otny aryopd. ‘Exel toxNég
OUOLOTNTEC UE GANGL UTIEQYOVTA XUTAVEUNUEVO CUCTAULATA dEYElDV, 0NN OL BLapPORES TOU
elvon opxetd peydrec. To HDFS elvon moX0 avextixd oe o@dipata xan €yel oyedoo el
i Vo TR€YEL OE LA YN0l x6ctoug. Mnopel va anofnxedosl moXb peydha apyela oe
éva TARBog xouPov evtodg tou cluster Tou, mEdyua TOU TO XAVEL TOND YUY ETUNOYT Yo
v anofrxeuorn moXd peydhwv data sets, eved mapdAANAa Topéyel LYY anddoon GV
TEOGPacT TWV BEDOUEVOV.

To HDF'S apyixd avamtiydnxe yia va yenowonoindel og unodour| yia tn unyovh avalritnong
Apache Nutch, odX& t\éov éxel yiver xoupdtt tou Hadoop framework.
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Metadata (Name, replicas, ...):
/home/foo/data, 3, ...

Namenode

Metadata ops

Read Datanodes Datanodes

' | |
O O N - Replication BB =
A

m O Blocks
e _ —
Rack 1 Wite Rack 2

Yo 2.4: H apyitextovixr tou HDFS

Ynpilel éva mopadoctoxd Lepapyind LOVTENO 0pYdveong Twv apyelny, mou yoldlel apxetd
ue TOND dLadedouEVa UTdEYOVTA CUCTHUATA apyelwy, 6Twg excivo tou Unix, TouldyloTtov
oTo PdT Tou xeHo . dotdco ecwtepd to HDES Swatnpel xdbe apyelo cav po oepd
arnd blocks (Blou peyéhoug (extdc lowg and to teENeuTaio), Tor omtola avortiBevTon xon orvorro-
EAYOVTOL YLl AVOY T OF CQPANUATA OF TUPUUETEOTOLROWO apldud xoufwv Tou HDE'S cluster.
To HDF'S Suabéter apyitextovins xbplou/deutepedovtoc (master/slave). Eva HDFES cluster
anoterelton and €vav NameNode xau ta DataNodes. O NameNode etvor o xUploc server
Tou BlarelplleTon TO YWEO OVOUATOV TOU UG TAUATOS oEYElWY, OANE xan puBuilel TNV mEd-
ofoon Twv meEatwy ota apyelo. Xt dixanodooio tou NameNode eivar 1 extéheon hertovp-
VIOV 6T dvorypa/ x\elolo apyelov xar yetovouacio apyeiov xat xatoNdyov. Emmiéov o
NameNode opilel ye notov tpémo Oa potpactoly ta apyeio oto cluster. Me tn oelpd Toug oL
DataNodes, etvon exeivol mou duaelpilovton tov anofnxeutind yhpo éve ctov x6ufo tou
cluster mou teéyouv. Elvor unebBuvol yio vo eEUNNEeTOUY UTACELS EYYQEUPHEC XU AVAY VOOTS
am6 TOUC TENATES, X VoL EXTENOVY EVTONESG amd Tov NameNode oyetind ye tnv dnuovpyia,
dlarypapn xou avamoporywyr) ot block Twv apyelwy.

Hadoop YARN

To Hadoop YARN Bpioxeton otnyv xapdid tou Hadoop xou anotekel faocixd tou ctol-
xeto, mou emTEénel o dANeg umyavéc enelepyaciag dedouévov va €yxouv mpocfoor oTo
dedopéva mou Peloxovtar oe éva HDF'S cluster.

To YARN pnopet va yopaxtneiotel ooy éva framework ypovodpoporéynong epyootédv (job
scheduler) xou Storgeipione ndpwv pac cuotddac utoloylo oY (cluster resource manager).
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Client

l“m" J ResourceManager Jq—

&

NodeManager | NodeManager

Container Container Container
Map Task Application * Reduce Task
Master

Eyfua 2.5: Apyrtextoviny) Tou YARN

Baowd péen tou Hadoop YARN eivou:

¢ ResourceManager: O ResourceManager eivon 1 xuplopyn oy mou Soyeiptleton
TOUG TOPOUG Yia ONEG TIG EQapUoYés aTo cluster. O ResourceManager dofétel évay
dpoporoyNTH 0 omolog elvon LTelBUVOC yia TNV avdbeon Tépwy o xdbe epopuoy Tou
Teéxel oto cluster, hoyuPdvovtac unddy Tou meploplopolE Tou cluster xau Gpia oL
éxel Béoel o xproTne.

e NodeManager: 'Evac NodeManager tpéyel oe xdbe x6ufo tou cluster xou etvon
umeLBuvog Yo TNV exxivnon Tev containers TV EPUPUOYGY, TNV TapaxoroVbnon Twv
TOPOY TOU XEMOWOTOLLY, xou To omola avagpepel otov ResourceManager.

e ApplicationMaster: O ApplicationMaster elvon pio ovtoTnTa TOL Blarmporypotede-
TaL TOUG TTOPOUG WLlag EQappoyie, ue Tov ResourceManager xon cuvepydleton Ye Toug
NodeManagers yia voo exTENECTOUV Ol eMPEpoUS Olepyaoieg tng epapuoyrc. Kdde
eoppoy dladétel Tov Buxd tng ApplicationMaster xau amd TNV onTx ToL CUCTH-
uatoc o ApplicationMaster etvou évo container.

e YARN container: 'Eva YARN container etvor éva chvolo mopwmv mou é€xel dobetl
an6 tov ResourceManager oe o empépoug diepyosia Tng egoppoync xou emBAEneTan
ané tov NodeManager tou x6éufou otov omolo tpéyet.

Hadoop MapReduce

To Hadoop MapReduce Bocileton 6to YARN xon avohoufdivel Tnv mopdAAnin eneéep-
yoota og Yeydho cOvora dedopévmy. ‘Eyxel ndpel v ovopaacio tou and toug dvo Pacixoic
alyoptbuoug tou, Tou ovoudlovtar “Map” xou “Reduce”. Kotd tn diaduacio tou Map éva
oUVONO dedouévov petaoynuatileton oc €va dANo, Omou To oTou el OTdvE O TAELABES
(key/value pairs). To Reduce hopBdvet w¢ eicodo to anotéeopa evoc Map, to enelepyd-
Ceton xou ouVOUALEL NS TAELEOES o€ éval UxpdTERO GUVONO.
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..Fleducefj- K I . :
Reduce() |

Eyfua 2.6: Iopdderyuo Map Reduce

2.3.2 Apache HBase

H Apache HBase [3] eivan pa avouytol x@dixa un-oyeotoxt fdon dedouévov oyedio-
ouévn oe avtiotoiyia ue to Bigtable tng Google. Ilopéyel tn duvatotnTar amobrixevong
TOXND UEYIAWY TUVAXOV XL TNV XAVEL WOAVIXT] ETLNOYY| Yio opoud DEBOUEVA 1| BEDOUEVAL UE
dapopeTiny) OLdpbowor, v eMTEETEL TNV TuYaio Xou TEaryUoTixo) xedvou Tpoécfact ot

ALTAL.

H HBase evooyotwvetow pe to Hadoop xar doukelel anpofAnudtiota ye dANa €p-

yokela tpdofaone uéon tou YARN. Anotelel péhog tne owxoyévelog twv Apache Projects.

H HBase Swoféter to e€h¢ (oo Tnelto Tixd:

Foaupixed xon apbpmth x\iudxwnon
Avctnen CUVETELL GTIC AVAY VEIGELS XOUL EYYRUPES

AvTopaTo Mo TOPOUETPOTIOLCUO BlamEOUS TV TixwY xabde To TARfog Tov de-
dopévwy augdveton

TroothpiEn autouatne enovapopds Aettoupyiag puetalld tov RegionServers oe nepl-
TTOOT) CPINUATOS

Baowée xhdoeig mou dieuxorivouy tnyv exténeor Haddop MapReduce Jobs pe mivo-
xec Tic HBase

EOxoXo o1 yerion Java API v npdoBacn and to xerot

Awrtipnon tov HBase blocks oe AavBdvouoa uviun xo gixtea Bloom yio epwtiorta
TEAYUATIXOU YEOVOL

Emtpéner v elayoyn YETEXOV Uéon TOU UTOOLCTHUNTOS UeTEIxwY Tou Hadoop
(Hadoop metrics subsystem) mpoc to Ganglia
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Column Families and columns
CF -= Column family
C -> Column

Row Keys

C3

Cl1 C2

v Value 1
Value 2
Value 3 ]

v Valuen

HBase Table

Yo 2.7: To povténo dedouévov otny HBase

To yovtého dedopévwv tne HBase anotekeitan and ta mopoxdtw otoyelo:

table: Anotelel to yéow opydvoong twy dedouévev oty HBase

row: Méoa oe évav mivaxa (table) to Sedouéva datnpolvian oe ypouués (rows),
ou ornoleg yopaxtnpiloviton and évay povadixd xXewi (rowkey) xar @uholevolv o
1) TEPLOCOTEPES OXOYEVEIEC UmO XONOVES TWOV. Méoa oe €vav mivoxa ol ypauuég
dlatneolvton tadivounuéves Ae&ixoypa@xd ue Bdomn to xAewdl ypeauunc.

column: M xoX6éva opileton and v owxoyévelr xoxévwv (column family) nou
AVAXEL XL TOV OVOUOTIXG TNne Tpoodloptopd (column qualifier). Avagopd ot o
xoNOva pnopel va yivel ye T woppt “columnFamily:columnQualifier”.

column family: M owxoyévelor xoAOVoOV opadonolel TIC XONOVES EVOC TVOXOL XU
auTd de yiveTon LOVO GTA PATIL TOU YENOTY), AANG X0t GTO GUCTNU, xoBNOC Tor UEN)
HLog oxoyEvelag xoXovey anofnxebovton woll oto chotnua apyeiov. Ot ooyéveleg
XONOVWY TEETEL Vo 0plloVTaL XATE TOV OPIGUO TOU OYAUATOS TOU TVOXAL, XOL OV YOl
%30 ypauuy) Tou Tivoxo OLHBETEL ONEC TIC OLXOYEVELEC XONOVWY, O onuolvel 6Tt Ba
€XOLUV ONEC TIAVTA DEGOUE VL.

column qualifier: Avtifeta pe tic 0OYEVEIEC XONOVOY TO OVOUACTIXG TEOGOLOPL-
OTXO Wlog XONOVOG O yeetdletal vor oploTel xatd T Snuovpylo Tou oYAUATOS, UE
ATOTENECUA VO UTHEYEL 1) DUVATOTNTAL Yial BlapopeTind column qualifiers amd ypauun
o€ yeouun Tou (Blou mivoxa.
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o cell: 'Eva xehl elvon 0 cuvduaouds yeauunc xar xoXOVog xou o autd amodnxevo-
vton tor oedouéva. H HBase pog mopéyetl tn duvatdTnTo var XpoTdUE TOANES EXDOOELS
(versioning) evog xeXlov.

e timestamp: To timestamp elvon autd oL Yapaxtneilel TNV éxdoon evog xeNOU.
Amobnxebeton pall ye to xenl xou mpocdopileton elte and to Yerotn elte autdpaT
a6 touc RegionServers.

H HBase vnoctnpilel Ti¢ mapoxdton Aettovpyieg ndvw oto dedouévar
o Get: To Get emioTREPEL YAPANTNELO TIXEL YLOL LAl CUYXEXQULEVT Y PUUUN.

e Put: To Put cite npocBétel véec ypapupéc oe évay mtivaxa (av dev UTdEYEL TO XAEWDL)
elte evnuepdvel T NON UTdEYOUCES.

e Scan: To Scan emoTeéel Eva €val €0POC YRAUUUMY VLol ONAL 1) YOl CUYXEXPWEVAL YO
poxtnelo Tixd. Enlong umopolyv va opiotolv @ikTea Ylol TOV TEQLOPIOUS TWV UTOTENE-
OUATWY.

e Delete: To Delete diarypdeper puo ypauur and tov nivaxa. H HBase, wot6c0, dev duo-
YedpeL Tor BEBOUEVA ETULTOTOU Xou oL dlarypaég yewpilovtan amd T dnuoveyio SELXTEOY
nou ovoudlovtar “tombstones”. To tombstones xaBopilovton poll e tg “vexpés”
Tipéc xotd N ddpxeta Tov peydhov ocupniéocwy (HBase Major Compactions).

Client \ >
HMaster

) - p Zookeeper
Region Region Region
server server server
Region Region Region -

(R - - =
| Region } Region J '~ Region J
\ \

| ! v

HDFS

Yyhua 2.8: H apyitextovixr evog HBase Cluster

‘Eva HBase cluster anoteheiton and tpeic timoug server oe apyrtextovixt] x0plov,/ deute-
pevovtoc (master/slave). Tov HMaster, o onolog eivor unelBuvog yio Ty mopoxorolinon
O wv Tov RegionServers, tic avabéoeic neploydyv, xou yio tn dnutoupryio/evnuéewon /oy papn
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mvdxwv. Toug RegionServers, ol onolol eivon umebBuvol yio Ty e€unneétnon xou tn dla-
xelplon tov mepoymv (regions). Ov RegionServers Louv pali pe to HDFS DataNodes,
Tedrypa Tou Toug divel Two yeryoen tedcfoocr ota dedouéva, apol Peloxovton tomxd (data
locality). Téxoc n HBase ypnowonotei 1o ZooKeeper cov xataveunuévn unnpeoia diopyd-
voong, yLo va Blatneel Ty xatdotaor tov server oto cluster. To ZooKeeper diotnpel tnyv
TAnpogopia yior To mtotol servers eivar “Cwvtavol” xou dlbéotuol, xon Tapéyel EWBOTOLROELS
vl oo toylec.

Read Cache,
LRU evicted
.

Region Server Z
| BlockCache

Region Region

Write Cache, sorted
map of KeyValues in
memory

Mameatara L RMam abara

-I Memstore -I Memstore

HEite L HFila
] HFile ] HFile

Wirite ahead log on )E afs 1
disk- Used for recovery Hfile=sorted KeyValues on disk

Yyhua 2.9: Ta péen evog HBase RegionServer

‘Evoc RegionServer anotelelton amoteeiton and o mopoxdte péen:

e WAL: To Write Ahead Log etvou éva apyelo oto chotnua apyelwv. Xenowonoteiton
Yt TNV anodrixeucT VEwv BeBOUEVWY TIOU BEV €X0UV YIVEL UOVIUA OTO GUCTNUA, XOL
XENOWEVEL ETONG YL TNV AVAXTNOT] OEBOUEVWY OF TERIMTOOT GPINUATOC.

e BlockCache: H BlockCache anotehel tn Navbdvouoa uvAun avdyvoone. Awotn-
el ToxTixd dedopévo ot wviun xou yenotpornotel Totxy teevtaiog yerone (Last
Recently Used - LRU) oty nepintwon mou yeuioet.

e MemStore: H MemStore amoteXel tn AavBdvouvoa uviua eyypoaphc. Alotneel véa
dedouéva mou dev €youv ypagel To dloxo, Ta omola TaEVoUoUVIUL TPV YEAUPTOOV.
A&iCel vo onuewwbel ot undpyer éva MemStore yio xd0e column family yio xdbe
region.

e HFiles: ¥to HFiles dwatnpolvtar ol ypoupuéc Twv mvdxwy oto dloxo.

2.3.3 Apache Spark

To Apache Spark [4] eivon évo avorytol-xOda framework nou extelel unoloyiopoic
dedopévey ot uviun oe cuotddec voloyot®y (cluster computing). H avdntudy tou
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Eexivnoe oto AMPLab tou University of California, Berkeley xou mhéov amotekel péhog
e owoyévelg Tov Apache Projects.

To Spark éyet yiver yvwoto yia TNV ToUTNTAL TWV UTONOYIOUMY TOU OIS KoL Lo TNV
XML WOLLOTNTE TO, xou AéyeTow OTL Umopel va elvon péyetl xou 100 @opég mo yeryopo and
o Hadoop MapReduce otn pvAun xou yéxel xar 10 Qopéc mo yeryopo OTav TEEYEL GTO
oloxo. 'Etol moANéc popéc mpooépeton mg evolhoxtixr 6to Hadoop MapReduce. IIdvw oe
auTd €pyETAL VoL dwoeL emmAéoy PBapltnTa 1 SuvatoTaTy Tou Spark yio avdy vwor dedouévov
and éva Taffoc mnyov onwg HDES, HBase, Cassandra, Hive, Tachyon xou omoiadyitote
GANT) YY) Bedopévwy Bacileton oto Hadoop.

To Spark efvar opxeTd EUENXTO XU PINLXO CGTOV TEOYEUUUATIOTY, xafng uTtooTNe(lel T
veryyoen avdntuin epapuoydy ot Java, Scala, Python xa R. To framework auté Siabétel
eV oxvneric anotiunone (lazy evaluation) mpdryua mou Tou emtpénel va efvon apxeTd
anodotxd otnyv enelepyacion YeYINwY GUVOAWY dedopévov, xabde anobnxedel uévo toug
UETAOYNUATIOHOUE TTOU EXTENEL TV GE AUTA XAl ATOTUYLE T DEDOUEVAL UOVO HTAY TEOLY XTI
yeewdletan. Enlong, to Spark elvan Baciouévo ndvew oe pio douy) dedopévov mou ovoudleton
Resilient Distributed Dataset (RDD), n onola amotelel pior oavomopdotoor evos cuvONoU
0EBOUEVLV UOVO YLt avEy Voo Tou efvon diaotpaouévn otoug xoufoug tou Spark Cluster.

Spark SQL + Streaming MLlib GraphX
DataFrames Machine Learning Graph Computation

Apache Spark Core API

SQL Python Scala

Yyhua 2.10: To yépn tov Apache Spark

To Apache Spark framework amotedelton and 1o Spark Core xou pior opdda BiNiodnxdv
7oL glval X TIOUEVES TdVW GE AUTO.

e Spark Core: To Spark Core eivar 0 OeuéNio 6 ou tou project. Anotehel tn unyavi
HATOVEUNUEVNC EXTENECTC TWV UTONOYLOUMY XL TUEEYEL TN OLOUVOUY) TV XAUTUVEUN-
uévov epyaotdyv (distributed task dispatching), ypeovodpopoléynone xou Baocixddv
AELTOUEYLOY E16630L /eE6BoU.

e Spark SQL: H Spark SQL eivou pior BiiAio8vxn nou napéyel utootiplen ato Spark
Yo dounuéva xon NuL-dounuéva dedopéva. Ernione diver tou diver tn duvatdtnTa var
exteNéoel epwThApaTo TOTou SQL xou elodryel S0 agopeTinég doués, To Dataset xou
to Dataframe.

e Spark Streaming: H Spark Streaming etvou wa BifAiodrxn mou bivelr oto Spark
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N SuvatotnTa enelepyaciog dedouévwy ot TparyuaTind xeovo. Xe avtiBeorn ye dAka
frameworks (Apache Storm, Apache Flink) to spark 8¢ Swatnpel yia cuveyh pof
dedouévov, anNd Paciletar oe pio mini-batch popgy| eneepyosiac xou utoroyiouoo.

Spark MLIlib: H Spark MLIib anoteXel wa sxhipaxcdowrn Bhobnixn vy unya-
vixr) pddnon mou mepléyel anydpelbuoug xou epyanelo yio classification, regression,
clustering, dimensionality reduction xo.

Spark GraphX: H Spark GraphX eivaur pia BiiAio8¥xn nou enexteivel to Spark xou
TAEEYEL TN DUVATOTNTU UTONOYIOUWY OF YEAPOUG.

Worker Node

Executor | Cache
-

Driver Program /ﬁ Task W
-~ /

SparkContext # Cluster Manager
= '\‘ Worker Node |
\—‘ Executor | cache
~

Yyfua 2.11: H apyitextovixy| tou Spark

H apyrtextovir wag egappoyric Spark anoteleitan and tne €€rg ovtdtnTeS:

Application Jar: Eivar éva Jar nou nepiéyet To npdypauua Tou xeNoTr yia to Spark.
ITox\éc pogéc To Jar autd mephaufdvel eniong BiAiobrxec ot onoleg Baoileton To

TEOYEOUUO TOU YENOTN.

Driver Program: To Driver program eivar 1 diepyacio mou teéyel otov Master
x6pPo xou €yel ) main pébodo tng eqapuoyhc. Exel dnuovpyeiton enlong xou to
SparkContext.

Cluster Manager: O Cluster Manager elvou autdg mou doyelplletar Toug TOEOUC
Tou cluster. To Spark mopéyel Tov duxé Tou cluster manager v v mepinTwon
mou BéNouue va teééel oe Standalone Mode, 6ung umopel vo Bourédel eniong pe to
Apache Mesos, Hadoop YARN xou Kubernetes(neipopatixd).

Worker Node: Worker Node unopel va xopaxtnelotel onolocdnnote xoufog cto
cluster mou umopel vo exTENECEL XOOLXA TNG EQPAUPUOYTG.

Executor: Executor ovoudleton wa Siepyaoion mou exxuvelton ylor Wi EQapUoyy| oe
xdnowo Worker Node, exteel didpopa xouudtiar epyaciag xo xpatdel ta dedouéva
oTN UWVAUN 1 oTo dloxo.
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o Task: Task ovoudletan éva xouudtl epyociog mou anocTéXNeT o€ €vay executor
Yol EXTENEDT).

e Job: Job ovoudleton €vog TULIANNAOG UTONOYIOUOS TOU OTOTENELTAL OO TOANG
tasks.

e Stage: Kdbe Job diupeiton oe uxpdtepa civora amod tasks, autd ovopdlovtal stages
70U €€UPTAOVTAL TO EVOL A TO GANO.

2.3.4 Docker

To Docker [11] efvon pior thartpdppa yiar T Smutoveyia, dlayelplon xou avdntun containers

Aoyiouxol. Trootneilel t6co Windows 660 xou Linux cuothuota.

To Docker eivar éva epyoelo mou wPelel TOGO TOUC TEOYEUUUATIO TEG OTO Kol TOUG OLOLYEL-
ptotéc ovotnudtov. T'a toug mpoypopuatioTée, agaipel To Bdpog TG TapauEeTEOTOMONC
xdbe cuo ThRuaTOg, apol Toug Ponddel Vo avamTUGGOLY EQPUPUOYESC AVEESRTNTES Omd TO TEPL-
BéX\\ov 1o onolo Ba tpé€ouv. Etol, Toug EMTEETEL VO EMIXEVTEMVOVTOL GTNY EQIOUOYT XoU
emTarOVEL TNV Bladixacio TapddoomNe XaL EVERYOTOINGNE VEWY Y UQUXTNELO TIXWY YLa EQQUO-
véc. T toug Suayelplotéc cuotnudtov (system administrators) to Docker, diver evei&io
xot ThovOTNTOL UELDVEL ToL CUG THUOTAL IOV XEELGOVTaL.

App 3
Bins/Libs

Guest 0S dop 3

Bins/Libs
Docker Engine

Operating System

Host Operating System

Infrastructure

OB S

Infrastructure

O8O

) .. | .

Yyfua 2.12: Virtual Machines vs Containers

Ta containers eivou autévopa TeptBINNOVTA EXTENEGTC Xou BLBETOUY PUEUOVOUEVOUS THPOUSC
enelepyaoth, uviune, ewoddou/e£6dou oto dioxo xou duxtlou.

Ye avtifeon pe ta Virtual Machines, to containers etvon mo eXagpld xan emPopivouy ToXy
Ay dTERO TO UNydvNua oTo omolo Teéxouv. Autd cuufalvel yioti popdlovton Tov kernel tou
UNYOVARATOS TOU Tot PUINOEEVEL Xou BEV BNULOUEYOUV VO ONOXANEO AELTOUEYIXO GUC TN

Téxoc to Docker péow tou Docker Hub mpoo@épet war o0 peydnn BuBAiobrxn and étoa
containers, viomonuéva and v xowotnta Tou Docker, mou pnopel va ndpel xdmotog xan
va xTloel o Bd Tou mdve o autd. ‘Etol 6e anawtelton 1 dnpovpyia evég véou container
an6d to undév. Xto Docker Hub umopel va Beet xavelc containers yio Wordpress, Mongo
DB, MySQL, ElasticSearch, Hadoop xat di\\at ToXN& dnuogurry frameworks.
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2.3.5 HiBench

To HiBench [10] eivor pio couita yetponpoypappdtoy yia peydia dedouéva (Big Data)
[28]. "Exel oxedaotel yia vo fonbder otny anotiunon xou v mopauetponoinoy Slapdpwny
big data frameworks, oe oyéon ue tn todtnTa (speed), anddoon (throughput) xou yen-
owonoinone tépwv cuoThuatog (system resource utilization). To HiBench nepthopfdvel
xuplwe poptoug epyaoiag (Workloads) yia Hadoop xou Spark, eved teheutoda éxouv opyioet
var tpootifevton xou popToL epyaciog pody dedouévwy (streaming workloads) mou otoyel-
ouv Spark Streaming, Flink, Storm xou Gearpump.

Yuvolwd umdpyouv 19 godptol epyaciac oto HiBench mou unopolv va ywpwotodv o 6
xatnyoplec.

Micro Benchmarks

Sort: Auté to workload howPdvel ¢ elcodo xelyevo, Tou mapdyeton and Tov
RandomTextWriter, xat to to€wvoyel.

WordCount: Auté to workload Napfdver we elcodo xelpevo, nou nopdyetan and
tov RandomTextWriter, xou yetpdel tig epgavioeic xdbe Né&ne péoa oe awto.

TeraSort: To Terasort elvon éva mpdTuTO YETPOTEOYPOUUA TOU €XEL dnutoveyNOel
and tov Jim Gray, to omolo petpdel T0 pdvo mou ypeeldleton Evar GG TNUA YioL VoL
ta€vopnoel évo Terabyte xatoaveunuévov dedouévov.

Sleep: Auté 1o workload doxudlel Tnv anddoon Tou YEovodpouoloynTy Tou xdbe
framework, “xowiCovtag” xdbe diepyacia yio €va cuyxexEéVo aplbud SeuTtepoNé-
TTOV.

Enhanced DFSIO: Auté to workload Soxwdler tnv anédoon tou HDFS oto
Hadoop cluster, dnuiovpy®dvtag peydho aplfud Blepyaotidv Tou eXTENOLY EYYRAUPES
XOl oVOry VOOELS TowTOYeova. AZlohoyel To péoo pubud eloddou/eE6dou yia xdbe Map,
N uéomn anodoon yia xdbe Map xow T cuvolixy| anédoon Tou HDFES cluster.
Ynueidvetar 6Tt To ouyxexplévo workload dev €xel uNonolnon oe Spark.

Machine Learning

Bayesian Classification: Auté to wokrload agiohoyel tnyv enidoon tou NaiveBayesian
Clissification Bacioyévo ot Spark-MLIib xou to Mahout. I'ia tnv extéleor| Tou, to0
workload autd dnuovpyel autdpata apyela Twv omolwv ot AéEng axoloubolv zipfian
xatovour). To Ne€id mou yenotponoteiton etvon to tpoxaboplopévo apyelo ota Linux
mouv Bploxovtan otny Béon /usr/share/dict/linux.words.

K-means clustering: Auté to workload agiohoyel tnyv entdoorn tou K-means clustering,
Booiopévo otn Spark-MLIib xou to Mahout. To cOvolo 8edouévav 6to onolo exte-
Nettou, etvan Baoiopévo oe opoidpopen xatavous| (Uniform Distribution) xou yxoou-
otov) xoatavopr (Guassian Distribution).
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Logistic Regression: Auté to workload doxudlelr v anddoon tou aryoplBuou
Logistic Regression Boacioyévou ot Spark-MLIib xow ukomoteiton pe tnv opBuntxn
ey v Bertiotomoinong LBFGS. To olvolo dedouévwy, méve cTo onolo exteel-
Tan 0 aNyopelbuog, TepLéyel tela dlapopeTind eldn TUTWV Sedouévwy. MuunepLhauBavel
XOTNYOPLXA DEDOUEVA, CUVEYT) DEDOUEVA O BUADLXWY BEDOUEVOV.

Alternating Least Squares: Auté to workload doxudlel Ty ambéd00T TOU aNYyO-
elBuou Alternating Least Squares (Evazhacodueva EXdylota Tetpdyova) Bactoué-
vou ot Spark-MLIib. To 8edopéva eiloddou Tpoépyovton amd €va GUC TNUA TEOTAGEWY
TEOOVTWY.

SQL

Scan, Join, Aggregate: Autd ta workloads eivan Baciouéva otn dnpoacieuon “A
Comparison of Approaches to Large-scale Data Analysis” [21] xou oto vAuo avd-
ntuéne tov HIVE, Hive-396: Hive performance benchmarks [9].

Websearch Benchmarks

PageRank: Auté to workload a&lohoyel tnv anddoon tou aryopifuou PageRank
Booiopévou otnv Spark-MLIib xou oto Hadoop. Ta d6edouéva el0660u mpoépyovton
and dedopéva otol (web data), Tov onolwv ol unep-clvdeouol axolovbolyv zipfian
AATOVOUT).

Nutch Indexing: Auté to workload aglohoyel tnv anddoor Tou LUTOGUG THUATOS
gupetnplou tou Nutch, piag avorytod xMdxo unyavic avalATNong Tou aVAxeL GTNY
owoyéveln tov Apache Projects. To deSopéva eicédou mpoépyovian and dedouéva
1otol (web data), Tov onolwv or unep-cUVECUOL xou oL AéEele axoroubolv zipfian
XOTAVOUTY).

Graph Benchmarks

NWeight: To workload auté urohoy(lel cuoyeTionols uetadh dV0 x0pLUYP®Y TOU
améyouv anootaon N. Elvon évog emavornmtuindg mapdAinhog olyopliuog Baoiouévog
otn Spark GraphX xou to pregel.

Streaming Benchmarks

Identity: To workload auté diafdlel dedopéva and to Kafka xou ypdger oapéowe ta
arotenéopata oto Kafka.

Repartition: To workload autd diafidler dedopéva and to Katka xouw adNédlel to
BoBud mopaAANALOUOU dNULOUEYOVTAC NLYOTERES 1) TEPLOCOTERES DOXIUES Do WELOUOU.
Aoxudler v anodotixdtnTa Twv streaming frameworks vo avaxotavépouy to de-
OouEvaL.
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Stateful Wordcount: To workload autd uetpder MEng mou Argpbnxoav cuvoluxd
and to Kafka »xde pepixd deutepdienta. Aoxwwdlel tnv anddoor tov streaming
frameworks SLTne@VTIC ULl XATACTACY XU TO XOGTOS TOU TEocBétouy Tar onuela
exéyyou (Checkpoints).

Fixwindow: Autd ta workloads Soxwdlouv tnyv anédoon twv streaming frameworks
oe mpdlelc mopadlpny.



Kegpdhoo 3

EVpeon Avopoiioy

It Tov evToTIoNS AVOUONLOY OE (POVOOELES UE TEPLOOXOTNTY, €xouv TpoTtabel apxeTéc
ey vXéc, 6nwe Seasonal Trend Decomposition [8], Classification xow Regression [16].

To Principal Component Pursuit octov Robust PCA éyel. w¢ ouvénelo tng amodounone
TWVEXWYV, TOV EVTIOTOUS onueiny mou dtagépouv ToXND ano o utélotna (outliers) xou yio
auTh Tou TV WLHTNTA el apyloel vo egappoletar ooy pébodoc evtomopol avopomy [1,
12].

H elbpeon avouyoliov yéon tou PCP éxel xpnowonombel enlong and to Netflix, to omolo
€xel Onuovpynoet xon uior BLPAobxn avorytol xohdixa oty mhatgeoue GitHub, mou na-
péxeL wat uhorolnon oe Java [23, 27].

Y11 ouvéyela Tapouctdlouue Twg xenowonoioope TNy Texvixr tou RobustPCA yia evto-
TUOUO AVWUAALDY OTIC YPOVOOELREC aNd TOUC UTONOYLO TIXOUS xoufouc.

3.1 AMXydpebpog

Ytov a\yopbuo 1 meprypdpouye tov tpémo ue tov onolo evrtomilovpe T avwpories. O
oy opLluoC BExETUL WS EICOBO TEELS TUPUUETEOUC:

e I': H enoyixdtnTar mou Bo eopuoctel otn HENETN
e H: Y0voko wotopuxwv onuelwy, ye TARdog mou dioupelton ye to F
o C: X0voho Véwv onueiov, ye mABoc mou dlanpeiton ye to F

I va yivel ) avé\uon elvan onuovTtind ota 600 cbvola dedouévov H xar C, dtav yxwello-
vtow pe v emoxwotnta F, tor omuelon opynic xon téhoug va Peloxovton opxetd xovtd uetall
toug. Hapadelypatog xden, av 1 emoyxoTNTo Hog elvon NUERHOLA X O XUXNOG EEXVAEL OTIC
00:00 xou TeEXeWOVEL 6TIC 23:59, TOTE Tal eMPEPOUE TURUAT TV cuvorwy H xou C meénel va
apytlouv ol VoL TENELOVOLUY TOND XOVTE OE AUTEC TIC POVIXES OTLYHEC.

Emnkedy, yior Ty avoxdiudn g eToyxoTnToS UTopoly Vo Xenolononfody o Tato Tiég

22
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uébodoL 6Twe 0 cuvteNeoThc autoouoyétione (Autocorellation Factor - ACF) xou o pept-
%x6¢ ouviekeo g autoouoyétione (Partial Autocorellation Factor - PACF) [5].

O alyopBuoc 1 unopel va meprypapel we e€ng:

Koatd tnv avé\uor tov 0edouévenv, EVOTOLOUUE Tol 5U0 GUVONA X0 XOVOVIXOTIOLOVUE ToL OE-
oopéva. 'Eneito avadlatdocouue T (povooelpd e Tar onuela o€ dloddoTaty ot Pdoel
e emooTNTaC o €xoupe Béoel. Extelolue tov alydpeibuo Robust PCA xoun Nowfd-
voupe 800 B1odLdc TarToug Tvaxee, Tov L mou amoteNel TN cUVICTOON YAUNAE TEENS ToV
0EBOUEVOY Xol TOV S TOU ATMOTENEL TNV 0P CUVLOTWON UE TS AVOUONES. AoyETwe YE To
av o apywog mivaxag elye apvnTixée Teég N Oxt, ol mivaxeg L xan S petd Ty avdiuot
elvon Suvatov va mepiéxouy apvnTixég TwéS. Etol malpvouue to amdAuTO TV TGOV TOu
mivaxar S, (G TE VoL UTOPEGOUUE VoL DNULOVEYACOUUE Lal XATOVOUY Xat Vo ETUAEEOUNE TIC TLO
ONUAVTIXES AVOUONES. DTN CUVEYELX PIATEIQOVUE TIC AVOUINES Xou BLATNEOVUUE QUTES TTOU
Beloxovton 610 mopdBupo mou pag evOLapEREL.

Algorithm 1: Evtoniopoc Avouoriwv Xe YTrohoyiotuxd Koufo
Input: H, C, F

U=HUC(,

Kavovixonoinomn tov 6edopévay;

Metatpony| oe diodidotato mivaxa Bdoel tou F

L, S = RobustPCA();

Egapuoyr andlutng Tng oTtig TWég tou S;

TopX = Ebpeon touv Top X% twv oy tou S;

Emotpogn tov onuelwv mou Peloxovtar otny tour T'opX N C;

B = I, BNV TR

H yprion tou RobustPCA o tng texvixfic Tou ylot TNy amodounoy Tou Tivoxa Towv UeTer-
oewv [7], xenowwonoteiton wg popo xouti and tov ayéeuo 1. Bt doxwéc tou dieldryoue
001600 1) uébodog Yo TNy amodouncn ukoroinxe €€’ apxhc t6co oe Python 660 xou o
Scala A’.1, wg petapopd pog meodTUTNG LXoToinong o Matlab.

‘Onog avapépbnxe oto xepdiao 2 undpyouv apxetol TpéToL Tou UTopel va uXomoindel o
aNybpuoc avalftnone Tov xOpwwy cunotoody (Principal Component Pursuit) [17, 13,
30, 6]. EmN\éyOnxe vo yiver n ulonoinon pe t uébodo tov IHoxhamhaotaotdhyv Evarho-
ompevov Koatevbivoewy (Alternating Direction Method of Multiplier - ADMM). Auty 1
emhoyn éyive vl n uébodoc ADMM rapoucidlel mo yeryoen oUyxiion Buaidlovtog Nyo
TEPLOCOTERO TO GPANUA OO TIG GANES UEDOBOUC, ONNG o YTl PoUVOTAY TILO UTOOYOUEVT|
TOX T YLoL Lol TGN UXomoinon [19, 20].

H rpétunn ulomoinon mou xenoionoiinxe yio TNV amodounc”) Tou Tivaxo Tov UETRHOEOY
Beloxeton ota mopadelyuota yia tpoceyyloTixous oyoptbuouc towv N. Parikh xou S. Boyd
[18].



Kegpdiawo 4

3Uvola Aesdopévey (Data sets)

4.1 Anpwovpyia Custom Dataset

It v umopéooupe vor amoTiioouue TNy axpifeta Tne TeXVIxAC Tou e@apuo6LoUUE, XPELd-
Copoote €va cUVONO Bedopévmy G6To omolo var Yvopllouue Tou €xouv cLUPEl avoUaies.
01600, av xou LTAEY ALY AEXETE GUVONX BEDOUEVKY TopaxoX0VBNoNEC TPV CLUCTABWY UTO-
NOYIGTOY, xavévo and ta dnuoctia diabéoiua oivola dedouévmy dev Tepielye TNV TANpopopia
mou dyvape. "Etol odnyndrixoue vo dnuiovpyioouue éva dixd Yo cUVONO SedoPEVmY, Tta-
EOXONOLBMVTUC WULol GUCTADN UTONOYLOTWY, GTNV OOl EXTENOVCUUE OV GUYXEXQLLEVA
xeovxd dlao TAuaTo (4 Opeg) éva sUvolo and workloads tne coultag HiBench vy Hadoop
xou Spark.

4.1.1 Cluster Setup

To cluster pog arotekeiton and 5 unyaviuata to onolo dnuoLEYHONXY 6TO WIWTIXS
uTONOYIC TG VEQOS Tou epyacTnpelou, Paciouévo oto OpenStack, xou Siabétouv o e€rig
KOLAXTNELO TLXL:

e OS: Ubuntu 16.04

e CPU: 4 virtual cores
e RAM: 4Gb

e HDD: 60Gb

Emmiéov dnulovpyfioope éva axour Volume twv 20Gb 1o onolo ypdgovton oL yetproeic
ané to Ganglia, xou 6nwe B dolue mopoxdTe yio T Onuovpyio Tou cluster xenowonor-
oope Docker Containers.

Do vae umopotue v avagepbolue edxola ot cuvéyel otoug xoufoug tou cluster, Toug
ovoudloupe Master, Slave 1, Slave 2, Slave 3, Slave 4.

24
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IMapapetporoinorn Ganglia

[opoywerioaue to Volume twv 20Gb otov Master xou ol dafuoveg Tou UG THUATOS TTa-
eaxorolBnone Ganglia eyxatacté@dnxay oto Ubuntu 16.04 tou gilo&evoloe ta containers.
H nopapetponoinon tou Ganglia éywve wg e&vc:

e O Master avéxafe to xabrxov extéleone tou Ganglia Meta Daemon (gmetad). AN-
Na€ape Tov npoxaboplopévo pdxelo anobrixevong e Pdong dedouévwy tou Ganglia
xon pubuioope ™ Bdom va xpatdel 500 Round Robin Archives (RRA) vy xdbe t0mno
uétpnone xou vy xdfe xo6ufo tou cluster. To mpchro RRA Siatnpoloe yetproec 10
OELTEQONETTWY Ylo OLdoTNua 2 efdouddmy eved To delTepo dlatneoloe UETENOES 5
AETTOV yiar Sdo Tnua evog urva. To gmetad pubuictnxe vo xdvel poll yia dedopéva
xd0e 2 Seutepdrenta xou T RRAs anofvixevay 1o uéco 6po yia xdbe 10 deutepdenta
N 5 Aentd avtioTouya.

o Y& xdbe x6ufo exteloltav to Ganglia Monitor Daemon (gmond), to onoio eixe
napopeTpononbel €tol woTte €xel vonua To yeryopo polling tou gmetad amd Tov
Master. An\ady, o xpdvog mou yecorafoloe yio xdfe pétenomn tng xenowonoinong
TV Topwv elye pewwbel apxeTd xou yia TOPOUC TOU UTOPOLUGUUE Vo £xouUe parydala
uetaffory (y. cpu, ram) eiye tebel ota 2 devtepdienta. Eminhéov evepyonolfioopue
7o diskstat module, ypouuévo oe python, mou emitpénel 6to gmond va Ao fdvel mo
AenTouepelc UETPNOELS YLt TO Bloxo.

Docker Images

I tn Snwovpryio Tou cluster yenowwonowiooue Docker containers ye euxéveg (images)
Tou ytloaue yior TIC ovdyxeg wog. Emedrn oot ol xéufol anoutodv tny Umapln evog mpoxa-
Bopropévou mepLdilovtog nopoapeTporoinuévo v Hadoop xan Spark, dnuovpyrooue €va
Baowé (base) Docker image nou mepihdufove ta e€hc Paoxd moxéto xou frameworks:

Iivoxac 4.1: Docker Base Image Packages

‘Ovopa Haxétou "‘Exdoon
Python 2.7.3
JDK 8
Maven 3.5.0
Scala 2.11
Hadoop 2.8.0
Spark 2.1.1

Yt ouvéyela and awtd To base Docker image dnuiovpyfooue Tic exdveg yia Tov Master
xou toug Slaves. H ewdva twv Slave x6ufov dev mephopPdver moANéS adharyég, xabdde
(POPTLHVOULUE AmAG. oL opyEla TapopeTpoTonoNg Twy frameworks xou exBétoupe (expose) Tig
népTeC oL Bo yenotwonomboly and to frameworks.

Avtifeta oty edvo Tou container yia Tov Master, mépo and TN poETOON TwV apxelwy
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TapoueTeonoimong Tov frameworks, xatefdlouvye xan ytilouvue TNV TeENeuTaio €xB00T TOU
HiBench (6.0) yiot 0 teptBdANOV eEXTENEOTC YO, ELOGYOUIE XATINNTAY EYYPAQT OTO EPYO-
Aelo cron yia TNy awtdpatn extéleon Twv workloads xou dnulovpyolue entrypoint script
(oevdplo el0680v) ou dnwovpyel To cluster xdbe opd mou exxivel To container.

To entrypoint script elvar To axdlovbo:

Script 4.1: HiBench Master Entrypoint Script

#!/bin/bash

/usr/sbin/sshd
/root/start_cluster.sh
/usr/sbin/cron

kill -9 $(cat /var/run/sshd.pid)
exec /usr/sbin/sshd -D

Script 4.2: HiBench Cluster Start Script

#!/bin/bash

ssh hibench-slave-1 << EOF
$HADOOP_PREFIX/bin/hdfs namenode -format hibench
$HADOOP_PREFIX/sbin/start-dfs.sh

EOQF

ssh hibench-slave-2 << EOF
$HADOOP_PREFIX/sbin/start-yarn.sh
EOF

ssh hibench-slave-3 << EOF
$HADOOP_PREFIX/sbin/mr-jobhistory-daemon.sh \
--config $HADOOP_CONF_DIR start historyserver
EQF

‘Onog gaiveton and to script o Master cuvdéeton ye ssh otoug xoéufouc xou evepyomolet
tov Namenode touv HDFS cluster otov Slave 1, to Hadoop YARN otov Slave 2 xou to
Hadoop JobHistory Server ctov Slave 3. Autd €yive yia Vo XATAVE(UOUUE TO QPOETO TOU
cluster xaXOtepa, xa0OS YENOWOTOLOVGUUE ONOUE TOUS XOUBOUE TOU YL UTONOYIGUOUC.



KEPANAIO 4. YYNOAA AEAOMENSN (DATA SETS) 27

IMopapetponoinon YARN, MapReduce, Spark

Yto YARN oploope 6Tt 0 xdbe xdufoc €xel Siabéotua 3 cpu-veores xou 3Gb RAM xon
agproaue Slobéoiua oTo Aettoupyd Twv xoufov 1 cpu-veore xar 1Gb RAM.
Ogplooue to Spark oe yarn-client mode xou 6écape to TARBoc Twv executors o 4 xou TO
mlog Twv Tuprveov tov executors oe 3. Enlong 0éooue tn puvAun twv executos xan tou
driver oe 1.5Gb, xou to yéyebog Tou TapaAAnAiopol oo Spark oe 48.
Ynuelwon: O opdudg 48 dev elvon Tuyalog. Xougova ue toug datnentéc tou HiBench
0 TOPOAATALIOUOS oTo Spark mpénel va elvon 4-5 Qopéc peyanitepog and to TARPog Twv
executors eni TOUC TUPHVES TOUC, GTNY TEpinTwon pag 12.
TéNoc oploape tn puvAun mou amontel éva Map Task oe 1Gb xou ™ uvAun nouv amoutel éva
Reduce Task oe 2Gb.

HiBench Runs
Ané ) oouita tou HiBench emhé€ope va extelolue ta mapaxdto workloads xdfe qopd
uE TNV (Olor OELEdL.

1. Sleep (Hadoop, Spark) 7. Join (Hadoop, Spark)

2. Sort (Hadoop, Spark) 8. Scan (Hadoop, Spark)

3. Terasort (Hadoop, Spark) 9. Pagerank (Hadoop, Spark)

10. B i Classificati Had ,
4. WordCount (Hadoop, Spark) ayesian assification  (Hadoop

Spark)
5. DFSIOE (Hadoop) 11. K-means Clustering (Hadoop, Spark)
6. Aggregation (Hadoop, Spark) 12. Alternating Least Squares (Spark)

Koatd ™ dnuroveyio tou Docker image yio tov Master avagépoue 6TL elodryOUIE XATINATAY
EYYPUpT) 0TO gpyoleio cron vyl Ty autdpatyn extéeoy Twv workloads tou HiBench. To
cron efvon éva epyarelo TOU ETUTEENEL TNV AVTOUATY) EXTENEDT] BLEPYACLOY GTO TOQUCKHVLO,
V8 CUYXEXPULEVA TTapaE TpOTIO oL Xpovixd Blac thuata. To cron dafdlet to mpdypopua
EXTENEOTC TOU TRETEL VoL axoXoubioeL, and éva apyelo mou ovoudleton crontab. H eyypopy
Tou elodryoue oto crontab euelg podlel ue TV ToEOXATO

0 */4 * *x * run_hibench_loop.sh

xan optlel Ty extéleon tov HiBench workloads avd 4 wpec xofnuepwvd.

4.1.2 Ewayoyn Avopoioy

Koatd tn dudpxeia extéeone tov workloads emhé€aue Vo €L0dYOLUE OTOXEVUEVA AV®-
uanleg otov Slave-3 oe ouyxexpuévee oTiypéc. Ou avopanieg mou elodyaue ftoy TOTOUL
eneepyao T, UVAUNG, dloxou, BixTtiou xou TAHBOUC EVERYMY BLepyaoL®Y.
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TNy eloayoyh TOV aVeOUIAOY XeNOCWOTONoUUE To EpYaNelo stress, To epyakeio wget,
XAmoLL SCripts mou YTIAEUUE Yiot TOV TEPLOPLOUO TNG TayLTNTAS TOU BXTLOL Xou €val TEo-
voopua oe C yio tn dnuovpyia diepyaolody.

To stress eivar plor amhy) yevvAtela @éptou yio POSIX cuothuata, 1 omola urnopel vor on-
HLOLEYHOEL TIOPUUETEOTOOULO TEXVNTO POETO GToV ENedepyao Ty, oTn uvhAun, oto 1/O xo
o7to dloxo tou cuothuatoc. Eivar ulomoinuévo oe C xou amotelel Bwpedy Noyiopxo Ue
ddeta GPLv2.

‘Etot v va elodryoupe avopoaliec otn xeron tou eneepyacth, te wvAung, 1/0 xou tou
dloxou oTov Slave-3 YENOWOTOLACOUE TIC THPAXATW EVTONES.

# Xpnon 3 nuprivov yia 180 dcutepdlenta

stress -c¢ 3 -t 180

# Anuiovpylo 3 Biepyaotdv mou xotavarovouy 512Mbyte uvAung yia 120 deutepdrenta
stress -m 3 —vm-bytes 512M —vm-keep -t 120

# Anuiovpylo 3 diepyaoldyv mou yedpouv 1Gb oto dloxo vy 300 deutepdienta

stress -d 3 —hdd-bytes 1G -t 300

To wget elvon éva dwpedv epyokelo mou yenowomoleitar ylor TNV AvAXTNOT AEXEWY YEN-
owonowwvtac npwtoxoaka HTTP, HTTPS xow FTP. Eivou éva urn diadpactixd epyareio
YeoUNS EVION®DY Tou umopel va yenotoroindel Tond elxola puéco and scripts, epyooieg
CTON X0 TEPUATLXAL.

To wget 1o ypnowonooope Yo var aLEHCOUUE ToV dyx0 To BedoUEVeY TIou Adufove To oU-
CTNUA OE OPIOPEVES YpoVIXES oTyUéS, xatefdlovtac uéow FTP tnv teheutalo éxdoor tou
Aettoupyxol cucthuatog Debian. Qotdco yio vo anogiyouue Tic eyypapn Tou apxeiou
o710 dloxo, xdvope avaxatevBuvon tne e£660u 6Ny edr) cuoxevy| “Null” tou cuc TAuaTOC.
H evtoly| mou yenoiwonofooue slval 1 mopoxdto:

wget -O /dev/null ftp://ftp.ntua.gr/pub/linux/debian-cd /8.8.0/amd64 /iso-dvd /debian-
8.8.0-amd64-DVD-1.iso

Emnkéov mépa and v adinon tov toxétov 6To 8ixTuo Yéon Tou wget uNomolfooue xd-
Tola scripts vl var meplopicoupe Ty oy dtnTar dixthou Tou Slave-3. Autd emitelyOnxe ye
TN xenon Tou epyorelou tc xou TNV UNOTOINGT OLEKOY UE CUYXEXPWEVT] CUUTEQLPOQRAL.

To tc [14] xenoworoteitar yior Tnv pvBuon tou eXéyyou xivione (Traffic Control) Toxétwyv
duxtbou otov Linux Kernel. O é\eyyoc nephapufdver to e€hc:

e Shaping (Awpdppwon): ‘Otav Néue bt yivetar dioapdppwon oty xivnon dixtiou,
T6TE €VVOOUNE OTL 0 pubUOE YeTABOONG eENEYYETOL Xan Bev elvar 660 0pllel TO LAXO
Tou cuoTApaToC. Alaudepwon uropel va éyoupe elte yioti BENouue va puewdoouue To
e0pog Covng elte yiatl BENOLUE Vo OPANOTIOLACOUNE TIC AMOTOUES AUENTELC O TN POT)
dedopévev (bursts in traffic), v xaXUtepn cupnepLpopd Tou duxtlou.
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e Scheduling (XpovodpouoXéynomn): Méow Tic xpovodpouoNdynone 1 anocToNy mo-
%€tV unopel va Bondnoel otny xo\UTtepn BladEas TIXOTNTA YLo DIXTLOXY XIVNoT Tou
T0 yeeldleTa, XoU TUEAANTAAL Vo ey yudTan €0p0g LWVNG Yo OYXWOOY UETAUPORES.

e Policing (Emtipnon): Avtifetoa e tn Swpdppwon 1 enttipnon yiveton oto toxéta
Ta omolo PTdvouY amd To BixTLO.

e Dropping (Andpeudn): H xivnon dixtiou nou Eenepvdet éva opiopévo edpog Lidvng
umopel va 0dnyfoel otny andppldn Taxétwyv, 1600 eEepYOUEVOY OGO XAl ELGEQYOUEVWY.

INa tov éXeyyo e xivnong dutbou xenoylonolobvTal Tela avTixelpevas:

e Qdiscs: To qdisc anoteXel cuvtopoypapia Tou “Queueing Discipline” (Xuunepipopd
Oupdc), xau amoterel Paoixd otoryelo yior TV xatavonorn tou exéyyou xivnong oi-
xtOou. Kdbe @opd mou o kernel 6éker va otellel éva maxéto o xdmowa Biemopn
(interface) SuxtOou, auTd PTalVEL OE CUYXEXELIEVN OUPE YLl TN DIETOPY|, ENEYXO-
uevn and qdisc. X1n ouvéyela o kernel npoonabel va oteihel 600 TeplocdTEPY TAXNETA
unopel and to qdisc otov 0dNYo BiTLOoL.

‘Eva anhé Qdisk eivou piat ovpd pfifo (pure First In, First Out).

e Classes (K\doeic): Mepixd qdisks pmopolv va anoxticouv xXdoei; yéoa otic omola
urdpyouv dAXa qdisks xar 1 xivnomn Bixtbou umopel va UmeL 6TV oupd OTOLSHTOTE
cowtepol qdisk. Méow Tov x\doewv unopel va oplotel xou TEOTEPAUOTNTA CUYXE-
AEWEVOY TAXETWY.

e Filters (®\tpa): To gpiktpa yenowonowidvron and qdisks mou meptéyouv xNdoel,
xan optlel oe Mol xhdom Ba avticTovotel xdbe moxéTo.

I tov neplopiopd g e€epyduevne xivnone otov Slave-3 xeNoWOTOCUUE TO TTAUEAXETL
script.
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Script 4.3: Traffic Shaping Slave-3 OUT

#!/bin/bash

interface="enp0s3"
bandwidth="10"
sleep_time="180"

tc qdisc add dev ${interface} root handle 1: htb default 11
tc class add dev ${interface} parent 1: classid 1:1 htb \
rate ${bandwidth}mbit
tc class add dev ${interface} parent 1:1 classid 1:11 htb \
rate ${bandwidth}mbit
tc qdisc add dev ${interface} parent 1:11 handle 20: sfq perturb 10

sleep ${sleep_time}
tc qdisc del dev ${interfacel} root

exit O

I tov Teploplopd e etoepyduevne xivnone mpog tov Slave-3 eyxatacthoaue xou TpéEae
€vaL ToPOUOLo Script o O oug Toug dANoug xdpfoug, tou nepldple TNV eEEPyOUEVN XIVNOT)
and autolg mpog TNy dieBuvon tou Slave-3.
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Script 4.4: Traffic Shaping Slave-3 IN

31

#!/bin/bash

interface="enp0s3"
bandwidth="10"
max_bandwidth="1000"
destination="192.168.5.64"
sleep_time="180"

tc qdisc add dev ${interface} root handle 1: htb default 11

tc class add dev ${interface} parent 1: classid 1:1 htb \
rate ${max bandwidth}mbit

tc class add dev ${interface} parent 1:1 classid 1:10 htb \
rate ${bandwidth}mbit

tc class add dev ${interface} parent 1:1 classid 1:11 htb \
rate ${max bandwidthl}mbit

tc filter add dev ${interface} protocol ip parent 1:0 prio 1 u32 \
match ip dst ${destination} flowid 1:10

tc qdisc add dev ${interface} parent 1:10 handle 20: sfq perturb 10

sleep ${sleep_time}
tc qdisc del dev ${interface} root

exit O
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TéNog v TV adENom TV EVERYWY BERYACUOY DNULOURYNOOUE TO TORUXAT® TEOYEOUUAL
oe C mou dnuiovpyel TUPUUETEOTOCILO 0plBUS DIERYAUCLMOY VLol CUYXEXPWEVO XEOVLXO OLd-
oTNU

Script 4.5: Spawn Processes

#include <unistd.h>
#include <stdio.h>
#include <stdlib.h>
#include <sys/types.h>
#include <sys/watit.h>

int main(int argc, char *xargv) {
int i, status;
pid_t pid;
int n = 500; //num of children processes
int sleep_time = 300;

if (argec == 3) {
n = atoi(argv[i]);
sleep_time = atoi(argv[2]);

for (i=0; i<n; i++) {

pid = fork();

if (pid < 0) {
perror("fork");
exit(1);

}

else if (pid == 0) {
sleep(sleep_time);
exit (0);

while (n > 0) {
pid = wait(&status);
n--;

return O;
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Emedr] 0éNape 1 eloorywyr| avoUoNldY Vo YIVEL OE GUYREXQUIEVA XEOVIXE BLac THUXTA Y weic
v enéufacy| pog, enowdonofooue xat TeAL To epyorelo cron. To opyelo crontab mou
onuLovpyiooue elvol To ToEAXATO:

Script 4.6: Anomaly Injection Crontab

# Run cpu load not during benchmark for 2mins

45 6 7 6 * /usr/bin/stress -c 3 -t 120

# Run cpu load during benchmark for 3mins

11 8 7 6 * /usr/bin/stress -c 2 -t 180

# Run cpu/memory load not during benchmark for 2mins

7 15 7 6 * /usr/bin/stress -m 3 --vm-bytes 512M --vm-keep -t 120
# Run disk load not during benchmark for bmins

2 3 8 6 x /usr/bin/stress -d 3 --hdd-bytes 1G -t 300

# Run spawn processes not during benchmark for 2 mins

49 6 8 6 * /home/ubuntu/spawn_procs 500 120

# Run spawn processes during benchmark for 2 mins

56 8 8 6 * /home/ubuntu/spawn_procs 334 120

# Run cpu load during benchmark for 40secs

22 9 8 6 * /usr/bin/stress -c 3 -t 40

# Run Network anomaly (wget) mot during benchmark

37 14 8 6 * wget -0 /dev/null ftp://ftp.ntua.gr/../debian-8.8.0-amd64-DVD-1.iso
# Run disk load during benchmark for 5mins

56 16 8 6 * /usr/bin/stress -d 5 --hdd-bytes 1G -t 300

# Run Network anomaly (wget) during benchmark

28 17 8 6 * wget -0 /dev/null ftp://ftp.ntua.gr/../debian-8.8.0-amd64-CD-1.iso
# Run cpu load during benchmark for 4Osecs

43 1 9 6 * /usr/bin/stress -c 3 -t 40

# Run Network traffic shapping during benchmark for 3mins

48 12 10 6 * /home/ubuntu/traffic_shapping.sh

# Run Network traffic shapping during benchmark for 20mins

37 21 10 6 * /home/ubuntu/traffic_shapping.sh -t 1200

4.1.3 En\oyr Metpuxov

And Tic yetpinég mou xatéypage to cloTNUa Tapaxorolbnone Ganglia emhé€oue va
OUANEEOLUE TIC YETEIXAC Tou avarypdpovTon otov Tlivaxa 4.2, Ytig yetpixée autég, n ou-
VOAWT| o™ Tou enedepyacTr uToloYloTnxe and to dbpoloua TNS XENONG CUC TAUATOS
(Sustem CPU Usage) xou xpriot (User CPU Usage). Enlong n xerion g puvAunc unolo-
viotnxe og 1 Slapopd TNe GUVONXAC UVAUNG UE TNV eNeVBepn uvAun (Free Memory) xou tn
NavBdvouoo uviun (Cached Memory).
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[Tivoxag 4.2: Metpixég xow Movddeg Métpnong

Metpwn

Movéda Métenon

Total CPU Usage

Ilocoot %

CPU Wait Time

Ilococt %

Memory Total Bytes
Memory Used Bytes
Disk Total Bytes
Disk Free Bytes
Disk IO Time AeutepOienta
Network Bytes In Bytes
Network Bytes Out Bytes

Total Processes

Duoinde AplBuoc

Running Processes

Puoinde ApBuoc

34

To Ganglia poagc nopéyel xd0e petpxn oe Eexwerotd RRD apyeio, yio xdbe unydvnua mou
napaxorovbel. ‘ETol yio T GUANOYY TOV UETEIXWY TOU pog eVOLEQepay eEAYOUE TA TEQLE-
youeva Twv RRD opyelwv o popgpry XML xon ot cuvéyeia €yive 1) oUVOECT TV UETEIXWDY
o€ Uepovouéva apyelo yia xdbe unydvnua pe to Script A”.2. To apyela mou dnutovpyolvto
drorywptlouv Tic Tég pe xéupa (CSV - Comma Separated Values format) xon x&0e vpopu
TV apyelov tephouPdvel Ti¢ TWES Ue TNV oeglpd tou @aivovton oto Iivaxa 4.3.

ITivaxog 4.3: Teoppoypdenon Apxelwv Metpxdy

1 | Timestamp 7 | Disk Free

2 | Total CPU Usage 8 | Disk IO Time

3 | CPU Wait Time 9 | Network Bytes In
4 | Memory Total 10 | Network Bytes Out
5 | Memory Used 11 | Total Processes

6 | Disk Total 12 | Running Processes

4.1.4 Ilepuypopn Telwxwv Apyeiov

A6 TNV GUYYOVELOT] TWV HETELXWY OE UELOVWUEVA 0RYEL XUTANTYOUUE VoL EYOUUE Eval
apyeio v xde unydvnua (cuvolixd 5) Tou TEpLEYEL TIC UETEXES Tou Tivaxa 4.2, pe T
Y EOUUOYEAPNOT| O avapépeTon oTov Tivaxa 4.3 xou Briva yetprioeny 10 SeuteporénToV.
Autd ta Bewpolye Paoixd apyelon xou mapdryouue apyelo yior 2 oxouo Priuato UeTEHOEWY, YL
1 Xemt6 xou vy 5 Aentd. ‘Etol xatakryovue ye cuvorxd 15 apxeio. AxorouvbBolv pepixd
yeophuaTa and Ti¢ exTeENécE; Twv workloads Tou HiBench yio tov Master x6ufo.
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Yyfua 4.2: Iopdderyuoa Memory Usage HiBench
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Yyhua 4.5: Iopdderypo AplBuod Aepyoaoiodyv HiBench

4.2 Google Cluster Data

Ta Google Cluster Data [29, 25] eivou éva ahvolo Sedouévwv mou €xel dnuioupyndet
and TNV xatorypoph) Nettoupyiog wog cuotddoac utohoyloTdv (cluster) yevixol oxonov,
Téve and 12500 xéufwv, oe xdmow and ta xévtpa dedouévwyv (datacenters) tne Google.
H mpdytn éxdoomn twv dedouévov €yive dabéoun to 2011 xan 1 teleutalor avavéwor| Toug
€ywve to 2014.

4.2.1 TIlepiypoyph Twv AcSOUEVOV

Yt Google Cluster Data Pploxouue dedouéva mou €xouv culkeybel oe didotnua 29

nuepwv and éva Google Compute cell, énwg ovoudlel 1 Google awtéc Tic cUGTABES UTO-
AOYLOTOV YEVIXOU 0X0ToV. L1 Sidpxela Twv 29 nuepdv ot autod to Google Compute cell
epgaviCovton 12583 pnyaviuoto to onola dpeg dev €xouv TNV (Bl aEYLTEXTOVIXT. Xuvo-
AUXEL TOL UNYOVAROTO XATATACOOVTOL GE 3 TAATPOQUES TV OTOLWY T YUQUAXTNELO TIXE EXOUV
oMNoLwBel Yl Noyoug epmiotevTixdTnTag [24].
H oX\\olworn twv dedouévmv v AOYoUg EUTICTEUTIXOTNTAS WOTOCO OE O TOHATIEL €D, T
OVOUAT TV YENO TWYV, TWV DOUXELWY X0l TWV EQYUCLOYV EYXOVY XATUAXEQUATIO TEL Xol 1) (ENOL-
pomoinom Tov moépwv éxel xavovixorombel oto ddotnua [0, 1] pe Bdon tn peyoritepn T
Tou mapaTnENONXE Yot TNV x&0e xaTyoplot GTO GUVONO TV BEBOUEVOV.

To Data Set autéd pac nopéyel mAnpogopieg vl Ti¢ e€Hg TTUYES Tou cluster:
o Mnyovruata (I'eyovéota, Xopoxtneiotixd)
o Aouvletég xau Epyacisg (Kdxhoc Lone, Ieyovota)
o Ileciopiopoi Epyaciov

e Xenowonoinon Ilopov
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TN CUVEXELL XAVOUUE AVAPOEE GTOL DEDOUEVOL TTOU TTUPEYOVTOL LAl TOL YEYOVOTOL UMY OVTUd-
TV XU Yo TN Xenowonolnon népwv. Extevéotepn avdiuon twv dedopévav Eegedyel and
TO OXOTO TNG TOEOVCUC BITAWUATIXAC EPYACIAS, WGTOCO O AVAYVOCTNG UTOREL VoL AVOTEE-
el otc dnuoatedoelc “Heterogeneity and Dynamicity of Clouds at Scale: Google Trace
Analysis” [26] xou “Characterizing Machines and Workloads on a Google Cluster” [15] o
TEPLGOOTEQQL.

Time and Timestamps

o v xotavonorn twv dedouévoy elvon onuoavtixd va avagepbodue 6o TpdTO XUTA-
YeapNS TOU XEOVOU.
Kdbe eyypapr Tou cuvélou dedouévov avanopiotata wg évag 64 bit axépaog aplduode, xau
delyvel Tov xpdvo ot pxpo-deutepdienta (microseconds), Zexwvdvtac 600 deutepdenta
mew TNV apyY| TNg xotarypapnc. o mapdderypa éva yeyovog mou cuvéPn 20 deutepdienTa
METE TNV aex ) TNS xatorypaprc Ba €xel timestamp (oo pe 620 deutepdAenTa.

Enione elvon onuavtind va onuewdooupe 6t oto Data Set Bpioxoupe duo ypovixéc otiypég
TIOU aVOTAELG TOUY GUUBAVTOL TOU €YIVOY EVTOS TNG TERLOBOU XoTory paPhC.

e Xpovixr Ltvypwn 0: Avoarnaplotd cuufdvto mou Eyvay el TNV ey TNS XAUToY eo-
phe. Onwg yior Topddery o Unyaviuote Tou Teolnhey oy 6T CUCTAO UTONOYLOTHY,
DoUNELEC xan epyaoieg mou elyav KON uToPANOel xTAT.

e Xpovixh Stiypn 263 — 1 (MAXINT): Avaropiotd cupfdvta mou dev éyvay

wéoa oto mopdhupo xotaypaprc. ‘Onwg yior TapddeLyUa, Ulol Ao TOY (ol 6T GUANOYT
OEDOUEVOV TIPOG TO TENOG TOU TopaldpOu XAToYPUPHC.

Ou ypovixée oTiyuéc autée, dung, dev eupavilovton oTo dedouéva yenoylonoinone Topmy.

I'eyovéta Mryavnudtowy

Kdbe unydvnua neplrypdpeton amd €va 1 TEPLOCOTERA YEYOVOTA OTOV TVOXA TOV YEYO-
voTov unyavnudtov (machine events table). Ou nepioodtepes eyypapés meplypdpouy To
unyoviuata tou Beloxovton Ao oo cluster mpwv v exxivnomn Tng xaTorypophc.
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O nivaxog Twv yeyovotoy yio To unyavidorta nepthopPdvel ta e€ic medlo:

Iivaxac 4.4: Google Cluster Data Machine Events Table Row

RN Ilepvypagt
1 | timestamp Xpovuxy) oTiypy) ocuufavrog
2 | machine ID 64-bit povadxo avaryvweloTixd
3 | event type TOnoc yeyovotoc
4 | platform ID To avoryvoploTind TAATQOPUAS
5 | capacity-CPU Koavovixonomuévn T tov o, mupriveyv
6 | capacity-Memory | Kavovixomounuévn Ty tng dwd. pviung

Ou duabéoweg Tiwég mou pnopel vo tdpet o medio “event type” efvon tpeic:
e 0: Xopaxtneiler v npocdixn (ADD) xéufou.

o 1: Xopaxtneiler v agaipeon (REMOVE) xéufou. Agaipeon umopel va yiver Xoyw
AC TOYLWY 1) CUVTHENOTS.

o 2: Xopaxtneiler v avavéwon (UPDATE) tou xéufou. H avavéwon dnhdver 6t ot
TOEOL EVOC XOUPOU IANaZaY.

Xenowwonoinon Iépwv

H ouotdda unoXoyiotov yenowornotel Linux Containers yia tnyv amoudévonon Twv ndpmv
%ol TOV UTONOYIOUO NG yenowomnoinong toug. Ot petprioec ouvhbwg yivovtan og dlaot-
pote Tov 300 SeuTtepONETTWY (5 NETTADV) X0 0popov TNV Epyacior TOV EXTENEITAL OE XETOLO
container. 261660 unoEoOLY Vo LTEEEOLY POREC TOU TO BLAC TNUA LETENONG elvol WXEOTERO
TV 5 NenTwv Yot 1 epyaoio evnuepmOnxe.

Ye xdbe neplodo yetpriocwy, Aaufdvovtar delypata cuvibong xdbe 1 deutepdhento. Autd,
ouwe, 0e oupPalvel TévTa xaBME 0 POEPTOC CUCTAUATOS TO AMOTEETEL XATOIES POPES XL YL
auTO TO NOYo ot xdbe eyypapy| dlvetow To TARBoC TV deryudtov. To delypota autd ot
cuvéyeta tpoatibevton yia xdbe neplodo uétenong xou Pyalvel o uécog 6pog yenotuononong
TOpwYV ylot TNV Teplodo.

Enione mpénel va onueiwbel 6L xdmoleg @opéc oL uetprioelg yio éva container pmopel vo
TEOEEYOVTOL ATO UETEYOELS TONNATAGY sub-containers xoL o€ qUTEC TIC TEQITTWOELS Ol UE-
YIOTEC TWES TOU avaPEQOVTAL VoL AmOTENECUA TNS A0POLONG TWV UEYIOTWY TWWY An6 To
sub-containers.

O mivoxag yenoylomnoinong ntopwv nephaufdvel ta e€rg medlo:
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Ilivaxag 4.5: Google Cluster Data Task Resource Usage Table Row

YA [Tepuypapn

1 | start time Xpovog évaping pétenong

2 | end time Xpdvog téhoug uétenong

3 | jobID Avoyvoplotixd doukelds otnv omnola
avhxel 1 epyaocio

4 task index Acixtne epyaociog, oxetixog ye tn dou-
et

5 | machine ID 64-bit povadxd avaryvweloTixd

6 | mean cpu Méom xenowwonolnor tou cpu

7 | canonical memory MvAun oe xerion

8 | assigned memory MvAun mou avatédnxe oto container

9 | unmapped page cache | MvAun cache mou dev avixel oe xdnota
EQUPUOYT GTO Y&P0 %EHo

10 | total page cache Yuvolur uvhun cache

11 | max memory Mévyiotn yenon uvAung

12 | mean disk I/O time Méoog xpdvog anacydAnong dloxou

13 | mean local disk space | Méon yerion yweou tomxol dloxou

14 | max CPU Méyiotn xenon eneepyacty

15 | max disk IO time MévyioToc Ypbdvog anaoyOANoNG

16 | cycles per instruction | KOx\ol enelepyacty| avo evioln

17 | mem accesses per inst | IlpooPdoeic uvAune avd enelepyaoth

18 | sample portion ApiBude derypdtwv

19 | aggregation type Troloyioude yerione mépwv and sub-
containers

20 | sampled CPU Xpron enc€epyac i oe Tuyaio deutepod-
AETTO TN UETENONS

40
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To nedio “aggregation type” unopel va ndpet Tic Tiwég 0 xou 1. Halpver twr 1 oty nepintoon
TOU O UTIONOYLOUOS TOV PEYICTWV TUIOV TPOEPYETAL antd TNV dfpolon TOV UEYIOTOV THOV
Tov sub-containers xot 0 o OAeC TIC INNEC TEPINTOCELC.

4.2.2 Enoyr Meztguxwv xaw Metatponny Metprioswv avd Mryd-
N3] ¥e1
Do tig Suxée pag avdryxeg enelepyao Tixoue To dedouéva mou pag divovtow oto Data Set
i TN XENOWOTOMNOY TORPMV X0l T UETATREYOUE OE XENOWOTOMST TORWV Ve UnyavnuaL.
Do T petatpony| auty xenoulonoioaue otabepd mopdhupa Twv 5 NeTTOV xou Téve o8 AUTd
opodonooaue TG EpYAciEC TOU EXTENOUVTAY OE Xdbe Unydvnuo xaw eEdryaue TNy UEan Yen-
OUOTONON CUYXEXPLEVOY TOPWY CUGC TAUATOC.

Ané to nedlo mou avarypdpovton oTov Tivoxa 4.5 eTAEEUE VoL GUANEEOLUE TOL TIOEOXATO:

e mean cpu

e canonical memory
e assigned memory

e mean disk I/0O time

e mean local disk space

H emhoyn auty| €ywve Bdoer dVo xputnplwy. Iloeg petpinéc pnopolue va avacuviécouue
GUVOAIXA YLt XG0 pnydvnua xou Toleg HETEWXES Ot umopoly va Jog BMCOLY XAToL XENOULT
TANpOGOpla.

[N v petatpony auth xenolwonoioaue to script A”.3.

4.2.3 Ilepuypoapn Telwxwv Apxeiov

TeXuxd xatanfyouue ye éva apyelo xenoylonomone mopwy yior xd0e unydvnua xou ma-
pdryoupe €va axouo apyelo Tou TepLEYEL ONEC TIC EYYPuPES and Ta emuépoug apyeia. O dlo
auTtol TUTOL aEXElOV, SLUBETOUY BLUPOPETLXY| YEUUUOYEAPNOT).

Ty yeouuoypdynon Twv apyelov v xdbe unydvnua umopolue va T doUUE oTov Tivoxa
4.6. Evey ) ypaupoypdgnon tou apyelov mou TepLEyel ONEC TIG EYYRAPES UTOPOVUE VoL T1)
ooVue oTov Tivaxa 4.7.
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ivoxac 4.6: Teappoypdgpnon Apyeiwv Metpudv avd Mrydvnua (Google Cluster Data)

ITivoxag 4.7: Teapuoyedepnon Apyeiov Metpixdv OXwv tov Mnyovnudtov (Google Cluster

Data)

Tithoc Yyon
Measurement Start AeutepOenTa
Measurement End AeutepdOienTa

Mean CPU Usage

Kavoviorounuévn Ty

Mean Cannonical Mem

Kavovixoromuévn Ty

Mean Disk I/O Time

Kavovixoroumuévn Twh

| | W N~

Mean Local Disk Space

Kavovixoroumnuévn Ty

Timestamp (end of measurement)

Machine ID

Mean CPU Usage

Mean Cannonical Mem

Mean Disk I/O Time

| O x| W N~

Mean Local Disk Space




Kegpdhoo 5

AZworoynomn Teyvixneg

Ye autd TO AEPINNUO TAPOUGCIALOUUE XATOL CTATIOTLXA YLol TNV ATOBOTIXOTNTA TNG UE-
0600uL oL YeNoLOTOLCUUE.
Baowlduevol 610 6UVONO BEGOUEVWY TIOU BNUIOVEYNCUUE XAl TUPOUCIACUUE OTO XEPINOLO
4 eXTENOUUE TPOGOUOUNGELS VLol VAL AELONOYHOOUUE TNV TEYVLXY| EVPECTIC AVWUOALWY, OV
oe dedopéva mou ep@avilouy ENAVUANTTIXOTNTOL.

I Ty arotiunon xenoylonoloVUE Toug TaEAXdTw 3 0pLOUONE:

e Precision (Axpifewa): Aelyver ndoec mparypotind avopoiies evronicoue cuvoixd.
_ TruePositive
P = TruePositivet False Positive

e Recall (Avdeanom): Aceiyvel téoec and tic enBefouwyévec avouaNies EVTOTioUE.
r= TruePositive
" TruePositive+FalseNegative

o False-Out: Aclyvel ndéoec havbacuéves avouahies eviomioaye.
f _ FalsePositive
" TruePositive+FalsePositive

5.1 Aoxipeg oto custom cUVOXO GESGOUEVLV

‘Onog avopépaue 6T0 XePENALo 4, 6T0 GUVONO BEBOUEVHV TTOL SNULOLEYNOUUE, ELGYUE
avouoriec otov xoufo “Slave-3”. 'Etol nopaxdten eNEYYOLHE TNV TEYVIXT EVPECTC OVOULO-
AV Ue To dedouéva mou GUANEYONXaY yia Tov x6ufo auto.

ITowo cuyxexpLéva EXTENOVUE TEOCOUOLOCELS VLo BLAPORETIXO TANBOS LOTOPIXWY BEBOUEVOV
XAl YLOL OLAPOELXY| ETOYIXOTNTAL

It ot .o TopLXd BedoUEva doxudo TNxay: 2 Nuépes, 3 NUEpe, 4 Nuépeg, 5 Nuépeg xou 6 Nuépeg

Do v emoyxdtnTa Soxudo txayv: 60 Aentd, 120 Aentd, 240 Nentd, 360 Nentd, 720 hentd,
1440 Nentd

43



KEPANAIO 5. AZEIOAOI'HYH TEXNIKHY 44

Yto oyxfua 5.1 arotundveton 1 axpifelor Tou akyoplBuou yior Toug BLdopous GUVBUACUOUS
Lo TOPLXWY dEdOUEVOY xai enoyxdtnTog. [lapatneodue 6t yia emoyxdTnTa lom ue 240 Aentd
%o 1o Topxd dedopéva b nuepmv o oXybpbude napouctdlel TNV xokltepn axplfeia (~73%),
ue deltepn xanUtepr axpifeta vl otopxd dedopéva 6 nuepnv (~68%). Autd dev eivon
tuxalo xabcde ta benchmarks and tn couvita HiBench exteNolvtav xdbe 4 dpec, ondte
umopoUUE var Blaxelvouue Uiat LoyueY| ox€or eTadl TNg ETOXOTNTOS TOV BEBOUEVLY Xol TIG
EMOYUOTNTOG TNG AVINUOTG.

Emnkéov, av e€oupéoouye tig emoyixdtnteg 60 xou 120 Aemtodv, mopatneolue 6Tl 660 au-
EavovTan Ta LloTopd dedouéva, amoxtolue xan xoXOTeen axpelfeia. ITop” OXa autd elvan
EUPAVES OTL YLOL ETOYIXOTNTA DLUPORETIXT| AT AUTH TV dEBOUEVWY, 1) axpiPelo TEQPTEL TOND
YOUNNG, AEXETES POpES Xou Xdtw amd to 50%.

TéNog, Oo meplpeve xavelg otu yia emoywotTnTeg 720 xon 1440 hemtwy, 1 axplBeta e Oa viTory
xaxh, yroth efvan axépanat TONNATAGGLAL TNG ENOYXOTNTAS TV dedopévav. Avtibétng, dunc,
1 axpifeto Pploxetor xdtw and 1o 60% xou avtd propel vo dtaxtoroyndel pe tic dapopo-
TOWOELS GTOUG YPOVOUC eEXTENEONS Twv benchmarks. Adyw tou 6Tt xdbe Qopd Siorypdpaue
xau elodyope Eavd to dedopéva oto hdfs cluster, dtnpewvtog éva avtiypago yia e€olxo-
vounan xweov, o pdetog extéreons SANale Ayo and xoufo oe xoufo pe anotéreoua vo
ToEAY OVTAL DLPORETIXOL YPOVOL EXTENECTC.

Precision
100 T T T T T T

80 L ; ; i : . ]

Percentage

60 120 240 360 720 1440
Seasonality (Minutes)

2 days of data . A daysof data oo 6 days of data ===
3 days of data oo 5 days of data  omm

Eyhua 5.1: AxpiPela evtoniopol ye petaPAnTth enoyixdtnTa xou TARH0S 16 TOPXMY OUElwY
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Y10 oxfua 5.2 TopouctdleTol TO TOGOGTO AAVIACUEVWY oVarY VORIOUEVWY AVWUONLGY Yol
AmOTENEL £VOL GUUUETEXO YRAPNUA WS TEOS To 5.1.

False Out
100 T T T T T T

8 | VIR SRS NN, SO T S S

Percentage

60 120 240 360 720 1440

Seasonality (Minutes)

2 days of data o A days of data  oommmm 6 days of data =—=
3 days of data . 5 days of data .

Yyfua 5.2: Actoylec eviomouol ye HeTaPANTY EmoyixdTNTa Xou TARHOC Lo TOPXOY oNuelwY

Y10 oyfuata 5.3 TapouctdlETAL TO TOGOGTO OV VWEICUEVWY OVWUAUAWY ATd TO GOVONO
TV AVOUOALDY, Yia x40 cuVBLaoUO TAYBOUC LG TOoEXWY BedoUEVWY Xal eToxoTnTac. Ko
TN ToEATNEOVUE OTL Yo emoywoTnTa (o e 240 Nemtd AowfBdvoupe v xoX0tepn ovd-
xanon (~86%) xan autd cupPaivel 600 Yl b 660 o Yot 6 NUEEES Lo TOPWY dEBOUEVOV.
IMopatneodue eniong Ot 1 avdxAnon yia wxpéc ETOYXOTNTES X Ayo Lo TOpLXd DEGOUEVA,
xupaivetal ot 1060618 dve Tou T0%, woTéoo aUTd ogeileton GTOV TPOTOU LTONOYILETAY
70 Top X% tov avoualidy, apol epopuoldtoy 6To 6OVONO TV JEBOPEVLV, XL b)Yl AmAS
AUTWY TPOC ENEYYO.

Avtbétoc v peyoritepec enoyxdtntes and 240 Xentd, n avivnon Eenepvder o 70%
uovo i emoyotnTa 720 Nemtdv xou TAYBouc loTopdY onueiny 6 Nuep®v. TG IANES
TEPLTTAOOELS TO TOC0CTO Efval TOND YoNNG xou xupalvetar aro ~36% uéyel ~63%.

‘Onwg xou yioe 70 ypdgnua tng axpifelag, €ToL i €8¢) UTOPOVUE VAL ATOBMOOUUE UTO TO
(POUVOUEVO GTO PETAPANTO YEOVO EXTENECTC, UG XL GTOV TEOTO uToNoYLoUol Tou Top
X% TV TO ONUAVTIXDY AVOUINLDY.
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Recall
100

80 |-

Percentage

120 240 360 720 1440
Seasonality (Minutes)

2 days of data s A days of data  oommmm 6 days of data ===
3 days of data o 5 days of data s

YyAua 5.3: Avdrinon evtomiopol pe HETaANTY emoyxoTnTa xou TAHH0C Lo TopiX®Y onueiwy

5.1.1 Xrwypiotuna Evioniopuéveoyv Avoroiioy

Yo oy UoTo AU TAG TNG EVOTNTOC TUEOUCLACOUUE O TLYLOTUTIO TTOU TEQLEYOUV 0VOLY VORL-
ouéveg avwpanieg and tov xoufo “Slave-3” xou o nopabétovpe ye avtioTolyo oTIydTUTA
TponyoluevNne Nuépag mou dev meptéyouy avwpoiieg. T v eniteudn eugavic olbyxpiong
70 xdbe Leuydpl oynudtov axoloubel (Bl 6plo oTov xdbeTo dEova.

Y10 oyfua 5.4 nopouctdlovpe Eva GTLYUOTUTIO oo auEnuévn xenor encéepyao T,

Y10 oyhua 5.5 napouctdlouvue éva oTiyuotuno and auEnuévn avauovy I0 and tov enelep-
yaoth (cpu wait 10).

Y10 oyfua 5.6 mapouaidloupe €va otypdtuno pe awénuévo xedvo 10 ato dioxo. Xe autod
70 Ypdpnuo o&ilEL VO ONUELOCOVUE OTL 1) ovory VwRLoPEVT avwuoiio de Bploxeton oTo uéyioto
NG AXATAVEAWONG OANSE AlYO TLO UETE.

Y10 oxfua 5.7 nopovoidlovue éva oTIYWOTUTIO 6TO oTolo auinooue To TARBOC TwV Olep-
YOOLWY.

Y10 oyfua 5.8 napovaidloupe éva atrywotuno auEnuévng xivnong dixtoou.
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Yyhua 5.4: Ytrywotuno avopaniag CPU
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Fercentage (%)

Percentage (%)

Yyhua 5.5: Mtrywotuno avopaniag CPU Wait 10

T
| : , ! , | !
A VAN A\
| S A V- N L 1N o A S — R i =N s R L B e e Y N—
w07 1690 oo 1015 o7 1690 oo w07 1700 wor 7 o7 1730 o7 7.8 wor 159
e
cruwatio
: : : : : :
v
nomaies
L ‘ | 1
‘ l
e - NS G | (s .
e 1600 oon 158 Secn 153 ey w06 1700 oan 177 P e o6 1500
oo

48



KEPANAIO 5. AZEIOAOI'HYH TEXNIKHY

10 Time (secs)

10 Time (Secs)

OiskUsage 1
e T T T T T T T
5 4
5L 4
VAVAYNAV. \ / \
o i P SR AN S HIAS M SN T Y L. a S .
061071600 0610716115 0607 16130 06107 16145 08107 17.00 0s0717:25 06107 17:30 06107 17:45 05107 12.00
Date
OiskUsage 1

.V

N

08/02 16:00

08108 17:45

06/08 18:15 06/08 16:20 08102 16:45 08102 17.00 081081715
Date

Yyhua 5.6: MtrywéTtuno avepaiag dioxou

L
08/02 12:00
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Number of Processes

cesses

Number of Fro

Processes

P D e
06107 08100 08107 08:15

A R
06107 08:30 08107 08:45

Running Frocs
Total Procs.

P R S meal o
06107 0300 08/07 0915 08/07 09:45

Date

Processes

SO
08/07 10:00

o ool - L =

i .
06108 08:00 08108 02:15 06108 08:30 08102 02:45

Yo 5.7: MtrywédTtuno

- 1 - 1 .
06108 02:00 08102 09:15 08108 08:2) 08102 09:45

Date

avouoriac TABoug diepyaotov

=
08102 10:00
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Usage (Btesisec)

Usage (Bytesisec)
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5.1.2 EmnuntAéov Yxolioopog

Katd tic doxpéc mou die&nybnoay, elyoaue otn didbeor| yog 3 abvora dedoyévamv, Tou
Tepéypapay TG (BIEC UETEHOELS OANG UE DLaPOoRETIXS BUNTA. XTO TEMTO GUVONO BEBOUEVOV
elyope Pripa 10 Seuteporéntov, oto deltepo 60 deuteporéntwy (1 Xentd) xar oto tpito 300
OeUTEPONETTLY (B NETTV).

Aoxwdlovtog tnv texvixr] ue 1o PrAua 10 deuteporéntwy mapatnendnxay mhpo TOANES
ECPUNUEVES VY VRRIOELS, xUplwe 6NV XaTavdAwoT enegepyao T, xabng Topouctdlel ToNY
andTopeS HETAPONECS.

And v &A1, Soxuudlovtoag Ty TEXVIXT UE Oedouéva BrUaTog 5 AemTHY, elyope TOND Ni-
YEG AVAYVORIOELS AVOUONLOY Xo XAUN\Y avaxAnon. Autd ogeiletan 6To yeYovog OTL OL
AVOUONLES TTOU ELodyoe HTAY UXENC DLAEXELNG XoL TAlEVOVTISC TV UECO 6RO TOV THIWY Yid
5 Nemtd, Uelwve xatd TOND TN GUVELGPOEE TOUC.

Téxog v 1 Nemtd elyope xaXlTepa amoTeNéoUAT, Ao HTAY Wat XaNT) wéam A0Oon YeTal
TV ATOTOPOY PETAPON®Y ot TN HElwoMNE NG CLVELGPOEAS 0To PEGO bpo.

5.2 MeXeétn Google Cluster Data

AvaxtdhvTog xou HENETWOVTAS Tol arvadounuéva dedouéva avd xépfo twv Google Cluster
Data, Swamiot@dnxe 6Tt oL mOPOL TV UTONOYIGTIXOV XOuPwv Bev Tapoualdlouy yevixd
eNOYXOTNTA. AUTO UTOPOUUE VAL TO ATOBDCOUPE GTO OTL ATOTENOUGAY XOUPOUE ULog YEVIXNS
umohoyio Txhc xVPENNG mou NuPave epyacieg unofefrnuévec and xpHoteg ywpelc xdmolo
LOLUTEPO TROYPAUUUATIONS. XTol Tapaxdte mopadelyuota Topadétovue TI¢ TWES TS YEong
xefione CPU xou RAM vy 2 pmavipato mov pe avaryvopto txd 4478867098 /6201459631,
Tou Bev eugavilouvy enoyxdTnIA
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61600 avdueca G6Toug xOUPOUC UTHEYKOUY Xl OPLOUEVOL TTOU ToEOUCLALOUY ETOYLXOTNTA
OTNV XATAVIAWCT] TWV TOPWY TOUS, OTWE YLol Tapddelyua o xoufog 317497335, oung dev
AmOTENOVY 1) VOpUa xat olyoupa Bev elvar TEoXTIXOS 0 ENEYYOS UTAUPENG ETOYIXOTNTAC Lot

xdbe xouPo EexwploTd GTaV AVUPEROUACTE GE TOGOUS TONNOUG.
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5.2.1 EmnuntAéov Yxolioopmog

INo v mepintoon dedopévov onwe twv Google Cluster Data, mpénel vo oxoxoubn-
el BrapopeTnry otpaT YY) EVIOTOUO) avouaaledy. Mo wbéa Paciouévn otny teyvixy Tou
oaxoXNoLBOnxe unopel va elvon 1 e€ng:

Aebdopévou 6Tt yvwellovye Tor 0VOUTA ERYACLOY TOU LTOBAANovVTaL GTouS XOuPouc elvar
v 1 eQapUOoYT EVIOTLOUO) AVOUOALWY O ETINEDO epyaoiog xou apylTeEXTOVIXHS xOuPou,
YENOWOTOLOVTAC WS LOTOPLXE DEQOUEVO TTPOTYOUUEVES EXTENEDELS TNE Olepyaoiag o XOU-
Boug (Brag apyitexToviXic.

Q01600 aLTA N W€ TEPLEYEL dpxeTEC UTOBETELS, OTIKG Yiar ToEABELY U OTL ONES OL Epyaoieg
€ 0LV (BLol DIXOUMOUATO TAVW G TOUE TOEOUC, oL XOuPol (BLag apyLTEXTOVIXAC BlaféTouy TdpoUC
TUEOUOLG ATOBOCTG XA
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Extéleon we Apache Spark

6.1 Ilepuypopm

O o\yopuog edpeong avOUONLOY avd TOEO CUCTAUATOS, OTWS TUPOUCIACTNXE OTO
xe@diato 3, umopel vo uNomonbel o unyavég xataveunuévne avdiuong 6w to Apache
Spark xaw va emitaryuvlel 1 extéNeon TG avaAuoTg.

270 xe@PdNono awTd UTOBETOUUE OTL 1) AVANUCT) AUTH EXTENELTE NUEENOIWS 1) HEPIXES POREC
uéoa oTnV NUEpa YLoL OAOUC Toug xoOufoug Tou TapaxoroufoivTol.

6.2 AZ&wo\oynorn Enidoong

o v agloNéynom e x\wdxnong, vionoinxe éva cluster and 5 xéufouc otnv
unodopr) Openstack tou gpyoas tnplou xou eyxatactéddnxay ta taxéto Apache Hadoop 2.7.5,
Apache HBase 1.2.6 xou Apache Spark 2.2.1. ¥tnv HBase dnpovpyhfnxe évag mivoxog e
6voua “resource usage”, xai opyovednxe oe moxkan\d column families, éva yia xdbe OO
nopou (my. EneZepyacth, MvAun, Aixtuo xtin.) Téhog ta dedouéva éywvav bulk insert
and éva apyelo TSV otnv HBase péow tou epyadeiou importtsv nou Sovéuetan pali ye

v Bdon.
Ta Briwoata mou axolovbolvton yia Ty enihuorn oto Apache Spark efvan tor oxdXouBa:

o Avdxtnomn Tov dedopévav yio xdbe xoufo e scan operation anéd tnv HBase oe Spark
Dataframe

Mertatpont tou Dataframe oe Resilient Distributed Dataset ané Vectors yetpucyv
o Kavovixornoinon ue tov Min-Max Scaler tng BifNio0vxnc Spark MLIib

e Egapuoyr tou RobustPCA (A’.1) ye Map operation 6to RRD pe to scaled vectors

o6
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Yyfua 6.1: Xpdvog extéeong oe Apache Spark pe Siagpopetind mARBoc epyoatody

6.3 XyoAix

YTo TopATdvVe YEAPTUL OEV CUUTERINUPAVOUUE GTO XEOVO EXTENECTC TO YEOVO TOU
ypedletan yio vor popTwboly ta dedouéva, o ypdvog tou aneixovileto tepthopPaver xabopd
TOV EOVO TOU GTUTANAONXE GTOV UTONOYLOUO.

H extéleon oto Apache Spark xafde auldvovtan ol epydteg (workers), eugaviler yelwon
TOU XEOVOU eEXTENEONS. MANCTO GTOV BIMAACLAOUO TWV ERYATWV O XEOVOS EXTENECTG UTO-
dumhaotdletan. Autd etvon Noyxd yiatl xabde n ene€epyacia ndvew oe xdbe Vector tou RDD
elvon aveZdptnyn, o Spark Master egopuélovtoag to Map operation, ynopel vo potpdoet Tig
€PYUCIEC TUPAANTAOL GTOUG EQYUTES.

Ye autd to onuelo gatvetan 1 dOvourn tou Apache Spark cav unyov extéleorng, xabog
oo Lol OELPLAXY) EXTENEDT] UETOPTXOUE OE Wit TUPEAANAT exTéNEDT (coarse grained), amhd
YENOWOTOLOVTAS OPICUEVES A0 TIG BOUES BEGOUEVWY XAl TIC ETOWES CUVIRTHOELS TOU.
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Erioyoc

7.1 33UOvodhn xou JxoAia

O un emPAenduevog eVIOTOUOC AVOUOALDY UE TNV TEVYLXY TOU axoxoubfnxe oty
TopoLoa BIMAWUTIX Bev Umopel vo Oewpnbel amodoTixde xou apxetd axplBric yior vor Tov
EUTLOTEUTEL XATOLOG TUPAS, XaBWC avapépel wg avwpanieg apxetd havloouéva onuelo. 11
Bavotata umopel va BeXTiwbel 1 andd00Y| Tou, aANG auTO aPRVETAL WS UEANOVTIXTY Epyacia.
Emnkéov xablototon oaxatdAAnAn TeXVIXT| YL 0edopéva Tou dev eupavilouy enoxxoTnTa,
onwg autd tov Google Cluster Data, xabwe 1 Baowry tne apyy Beloxeton miow and auty
Vv npoinébeon.

H teyviny| anodounone mvdxwy Pooiopévn otny pébodo evoxhacoduevne xatebBuvong
ywouévwv (Alternating Direction Method of Multipliers), gaiveton apxetd unooybuevn yio
TNV XOWVOTNTA TTOU OGYONELTAL UE AVANUGT) DEDOUEVLV o PNy ovixT| udbnom, xou 1 duvotoTnTa
TUEAANNATIC UNOTIO(NGTC, avolyel TO BpOUo Yia EQopUoYT TNG Ot Tivoxeg BloeEXATOpULRlOY
oTovyElwVv.

7.2 MeX\oviixég Epyaoieg

Yav enéxtoom g nopoLcos StmAnuaTxic epyaaiog Ba uropodoaue va xvndolue otoug
TopaxdTw dEovec:

o Anuovpyio g oNoxANeouévng NOong yLol TNV EloaywYr) UETPNOEWY amd To Unyo-
VARaTa 1 To oLo TNua TapaxoroVbnong oe uia Baon yia Ty encéepyacio xou ebpeo
TV avouady. Iy, Xenowonowdvtag xdmotov dépova (daemon) oo wnyovidoTo
ATy QUG YL TNV e€orywy ) Twv YeTeroeny and TN Bdon tou Ganglia xaw tpowbnon
Tou o€ éva cUotnua publish/subscribe énog 1o Apache Kafka.

e Bektinon tou mARfouc twv Aavboouévey avoryvoploeny avepomy. (. xeon npo-
oappolouevou oplou ue Bdoel Tpomnyolueves EXTENEOELC V) XEmOoLG GANNG TEXVIXTC)

o8
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o Elepelvnom av xdmolo mopodhoyry g amodounone mvdxwy pe tov Robust PCA
unopel va xenowomoinbel yio EVIOTIOUS TV AVWUANLDY GE TEAYUATIXO YEOVO

o MeXétn TEXVIX®Y TOU UTOEOVY VAL ATOBOCOUY OE GEVAQLY EVIOTIOUOU POKY BEBOUEVOV

e Mrogel va xenowwonombel xdmolog un emPrENOUEVOS TEOTOC VLA TOV EVIOTUOUO OVW-
HOALOY o€ Un Teptodixd xou oy duvouixd workloads, (my. Google Cluster Data);
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EningoocOeta Scripts
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Script A”.1: RobustPCA in Scala

import breeze.linalg._
import breeze.numerics. _
import scala.util.control._

class RobustPCA(val data: DenseMatrix[Double]) {
// Number of breakdown matrices
private var n_matrices: Int = 3
// Penalty parameter
protected var lambda: Double = 1.0
// Parameters related to convergence
private var max_iter: Int = 1000
private var eps_abs: Double = le-6
private var eps_rel: Double = le-6

protected var rho: Double = 1.0
private var logs: Boolean = false
// Data

private val dim_x = data.rows
private val dim_y = data.cols

//private var data = data
// Main variables
protected var admm_x1
protected var admm_x2
protected var admm_x3
// Auziliary variable
protected var admm_z = DenseMatrix.zeros[Double] (data.rows, this.n_matrices+*data.cols)
// Dual wvartable

protected var admm_y = DenseMatrix.zeros[Double] (data.rows, data.cols)

// Number of iterations

private var iter = 0

// Restduals and tolerance

private var eps_primal = 0.0;

private var eps_dual = 0.0;

private var resid_primal = 0.0;

private var resid_dual = 0.0;

DenseMatrix.zeros[Double] (data.rows, data.cols)
DenseMatrix.zeros[Double] (data.rows, data.cols)
DenseMatrix.zeros[Double] (data.rows, data.cols)
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//Prozimal operator of the 11 morm for Matriz and Vector
private def prox_l1l(data: DenseMatrix[Double], lambdat: Double):
DenseMatrix[Double] = {
for (i <- 0 until data.rows) {
for (j <- O until data.cols) {
data.update(i, j,
math.max (0.0, data(i, j) - lambdat) - math.max(0.0, -data(i, j) - lambdat))

}
return data
}
private def prox_l1(data: DenseVector[Double], lambdat: Double):
DenseVector [Double] = {
for (i <- 0 until data.length) {
data.update (i,
math.max (0.0, data(i) - lambdat) - math.max(0.0, -data(i) - lambdat))
}

return data

//Prozimal operator of matric
private def prox_matrix(data: DenseMatrix[Double], lambdat: Double):
DenseMatrix[Double] = {

val svd.SVD(u,s,v) = svd.reduced(data)

val pf = diag(prox_11(s,lambdat))

return upf*v

}

private def avg3(xl: DenseMatrix[Double], x2: DenseMatrix[Double],
x3: DenseMatrix[Double]): DenseMatrix[Double] = {

val sumx = x1 + x2 + x3

return sumx / 3.0

}

private def frobenius_norm(data: DenseMatrix[Double]) : Double = {
math.sqrt(sum(data.map(x => math.pow(x, 2.0))))
}

// Tolerance for primal residual

private def compute_eps_primal (admm_x123: DenseMatrix[Double]): Double = {
val t_norm = math.max(frobenius_norm(admm_x123), frobenius_norm(-admm_z))
return math.sqrt(dim_x * dim_y * n_matrices) * eps_abs + eps_rel * t_norm

}
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// Tolerance for dual residual
private def compute_eps_dual(): Double = {
val t_norm = math.sqrt(n_matrices) * frobenius_norm(rho * admm_y)
return math.sqrt(dim_x * dim_y * n_matrices) * eps_abs + eps_rel * t_norm

}

// Dual residual
private def compute_resid_dual(new_z: DenseMatrix[Double]): Double = {
return frobenius_norm(-rho * (new_z - admm_z))

}

// Primal residual
private def compute_resid_primal (admm_x123: DenseMatrix[Double]): Double = {
return frobenius_norm(admm_x123 - admm_z)

}

def run() {
val g2_max = max(data)
val g3_max frobenius_norm(data)
val g2 = 0.15%g2_max
val g3 = 0.15%g3_max

val loop = new Breaks
loop.breakable {
for(i <- 0 until max_iter) {
iter = i

// y step update
admm_y :+= avg3(admm_x1, admm_x2, admm_x3) - (data / (1.0 * n_matrices))

// x step update

admm_x1 = (1.0/(1.0 + lambda)) * (admm_x1 - admm_y)
admm_x2 = prox_l1(admm_x2 - admm_y, lambda*xg2)
admm_x3 = prox_matrix(admm_x3 - admm_y, lambda*g3)

// z step update

val admm_x123 = DenseMatrix.horzcat(admm_x1, admm_x2, admm_x3)

val new_z = admm_x123 + tile(-avg3(admm_x1, admm_x2, admm_x3)
+ (data / (1.0 * n_matrices)), 1, n_matrices)

resid_dual = compute_resid_dual (new_z)

admm_z = new_z

resid_primal = compute_resid_primal (admm_x123)
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// Calculate tolerance values
eps_primal = compute_eps_primal (admm_x123)
eps_dual = compute_eps_dual()

// Convergence test

if (resid_primal < eps_primal && resid_dual < eps_dual) {
loop.break

}

def low_rank : DenseMatrix[Double] = admm_x1.copy
def sparse_component : DenseMatrix[Double] = admm_x2.copy
def noise : DenseMatrix[Double] = admm_x3.copy

65
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Script A’.2: Combine HiBench Data to Single File

66

import xml.etree.ElementTree as ET
import datetime as DT
import math, os, argparse

rra_order = {'day': 0, '2-weeks': 1, 'year': 2}

output_file = "combined_ganglia_data.out"
filenames = ['cpu_system', 'cpu_user', 'cpu_wio', 'mem_total',
'mem_free', 'mem_cached', 'disk_total', 'disk_free',

'diskstat_vdal_io_time', 'bytes_in', 'bytes_out',
'proc_run', 'proc_total']

output_headers = ['timestamp', 'cpu_total', 'cpu_wio', 'mem_total',
'mem_used', 'disk_total', 'disk_free', 'diskstat_vdal_io_time',
'bytes_in', 'bytes_out', 'proc_run', 'proc_total'l

#{step, pdp_per_row, lastrecdate, values[]}
rra_data = {}

def combine_metrics(input_dir, output_dir, rra_selected):
for £ in filenames:
fpath = os.path.join(input_dir, f+'.xml')

tree = ET.parse(fpath)
root = tree.getroot()
step = int(root.find('step').text)

lastupdate = root.find('lastupdate').text
lastrecdate = (int(lastupdate) / 10) * 10

rras = root.findall('rra')

rra = rras[rra_selected]

database = rra.find('database')

pdp_per_row = int(rra.find('pdp_per_row').text)

rra_data[f] = {'step': step, 'pdp_per_row': pdp_per_row,
'lastrecdate': lastrecdate, 'values': []}
for row in database.iter('row'):
value = float(row.find('v').text)
rra_data([f] ['values'] .append(value)
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step_list = [rra_datalkey]['step'] for key in filenames]
pdp_per_row_list = [rra_datalkey] ['pdp_per_row'] for key in filenames]
lastrecdate_list = [rra_datalkey] ['lastrecdate'] for key in filenames]
values_len_list = [len(rra_datalkey] ['values']) for key in filenames]

step = step_list[0]

pdp_per_row = pdp_per_row_list[0]

num_of records = values_len 1list[0]

recstep = step*pdp_per_row

endrecdate = min(lastrecdate_list)

startrecdate = max(lastrecdate_list) - recstep*(num_of_records-1)

#resize all value lists
for £ in filenames:
stream_end = rra_data[f]['lastrecdate']
stream_start = stream_end - recstep*(num_of_records-1)
if stream_end > endrecdate:
diff = (stream_end - endrecdate)/recstep
rra_datal[f] ['values'] = rra_datal[f]['values'][:-diff]
rra_data[f] ['lastrecdate'] = endrecdate

if stream_start < startrecdate:
diff = (startrecdate - stream_start)/recstep
rra_data[f]['values'] = rra_datal[f]['values'][diff:]

values_len_list = [len(rra_datalkey] ['values']) for key in filenames]
if not all(x==values_len_list[0] for x in values_len_list):

print "Something went wrong while resizing values list"

exit()

baserecdate = startrecdate
out_path = os.path.join(output_dir, output_file)
g = open(out_path, "w+")
for i in xrange(values_len_list[0]):
cpu_total = (rra_datal['cpu_user']['values'][i]
+ rra_datal'cpu_system'] ['values'][i])
mem_used = (rra_data['mem_total']['values'][i]
- rra_data['mem_free']['values'] [i]
- rra_datal['mem cached']['values'][i])
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output = []
for key in output_headers:
if key == 'timestamp':
output . append (baserecdate)
elif key == 'cpu_total':
output . append(cpu_total)
elif key == 'mem_used':
output . append (mem_used)
elif key in ['cpu_system','cpu_user', 'mem_free', 'mem_cached']:
continue
else: output.append(rra_datalkey] ['values'][i])
line = ",".join(map(str, output))
g.write(line+"\n")
baserecdate += recstep
g.close()

if __name__ == "__main__":

parser = argparse.ArgumentParser(description="Combine Ganglia Data")

parser.add_argument ('input_dir', metavar='input_dir', type=str,
nargs=1, help='Input Directory')

parser.add_argument ('output_dir', metavar='output_dir', type=str,
nargs=1, help='Output Directory')

parser.add_argument('rra_selected', metavar='rra', type=str, nargs=1,
help='RRA to collect', choices=['day', '2-weeks', 'year'])

args = parser.parse_args()

input_dir = args.input_dir[0]

output_dir = args.output_dir[0]

rra_selected = rra_order[args.rra_selected[0]]

combine_metrics(input_dir, output_dir, rra_selected)

print ("Exiting...")
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Script A’.3: Reconstruct Google Cluster Data Resource Usage per Machine

import os, gc, math
import pandas as pd
from collections import defaultdict

root_dir = '/media/sf_clusterdata-2011-2'

output_dir = 'google_data/vm_usage'

output_header = ['sample_start_time','sample_end_time', 'number_of_tasks',
'extended_task_usage_list', 'mean_cpu', 'canonical_memory',
'assigned_memory', 'mean_disk_io_time', 'mean_local_disk_space']

i 3
#### Calculate task usage weight
T B
def calculate_task_usage_weight(sample_start_time, sample_end_time,
task_measurement_start, task_measurement_end):
weight = 0.0
sample_duration = sample_end_time - sample_start_time

if sample_start_time == task_measurement_start
and sample_end_time <= task_measurement_end:
weight = 1.0
elif sample_start_time == task_measurement_start
and sample_end_time > task_measurement_end:
weight = ((task_measurement_end - task_measurement_start)
/(sample_duration * 1.0))
elif sample_start_time < task_measurement_start
and sample_end_time <= task_measurement_end:
weight = ((sample_end_time - task_measurement_start)
/(sample_duration * 1.0))
elif sample_start_time < task_measurement_start
and sample_end_time > task_measurement_end:
weight = ((task_measurement_end - task_measurement_start)
/(sample_duration * 1.0))
return weight

BURHAABRU LR AR R LR R R R RRRR L BB L RR LR L A
#### Find next machine state
AR AR RU LR R R LR R R R R L R LR L R A
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def find_current_machine_state(machine_id, sample_start_time,
machine events, current machine state):
ret_val = False
#machine events ttem order [0: 'timestamp', 1: 'event_type',
# 2: 'platform_<d', 3: 'cpu', 4: 'memory']
event_list = machine events[machine id]
start_index = current_machine_state[machine_id] ['ref']

for i in xrange(start_index+1, len(event_list)-1):
if (event_list[i] [0] <= sample_start_time \
or (event_list[i] [0] >= sample_start_time \
and event_list[i] [0] <= sample_start_time + sample_duration))\
and not event list[i+1][0] - event 1list[i] [0] < 100000:
ret_val = True
current _machine state[machine_id] = {
'start': event_list[i] [0],
'update_time': event_list[i+1][0], 'ref': i,
'cpu': event_list[i][3], 'memory': event_list[i] [4]
}
break

if not ret_val and event list[-1][1] in [0,2] and \
(event_list[-1][0] <= sample_start_time \
or (event_list[-1][0] >= sample_start_time \
and event_list[-1][0] <= sample_start_time + sample_duration)):
ret_val = True
current_machine_state[machine_id] = {
'start': event_list[-1][0], 'update_time': None, 'ref': -1,
'cpu': event_list[-1][3], 'memory': event_list[-1][4]

return ret_val

e e e

#### Output sampled data to file
e e 3

def write_sample_in_file(output_dir, machine_id, record):

output = []
for key in output_header:
if key == 'extended_task_usage_list': output.append(len(recordl[key]))

else: output.append(recordlkey])
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line = ','.join(map(str, output))
vm_usage_output =
open(os.path.join(output_dir, str.format("{0}.dat", machine_id)), 'a+')
vm_usage_output.write(line+"\n")
vm_usage_output.close()

HERAARBAARRAARRRAARBAARBAARRRRARBAARH
#### MAIN
HURAARBAARRAARRAAARBAARBAAARRAARBAARH

machine_events_colnames = [
'timestamp’,
'machine_id',
'event_type',
'platform_id',
'cpu',
'memory’

task_usage_colnames = [
'start_time',
'end_time',
'job_id',
'task_index',
'machine_id',
'mean_cpu_usage',
'canonical_memory_usage',
'assigned_memory_usage',
'unmapped_page_cache_memory_usage',
'total_page_cache_memory_usage',
'maximum_memory_usage',
'mean_disk_io_time',
'mean_local_disk_space_used',
'max_cpu_usage',

'max_disk_io_time',

cpi',
'mai',
'sample_portion',
'aggregation_type',
'sampled_cpu_usage',
'measurement_period'
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#read machines and events

current_machine_state = {}

machine events = defaultdict(list)

machine_events_dir = os.path.join(root_dir, 'machine_events')

for fname in sorted(os.listdir(machine_events_dir)):
if not fname.endswith('.gz'):
continue
fpath = os.path.join(machine_events_dir, fname)
machine_events_df = pd.read_csv(fpath, header=None, index_col=False,
compression='gzip', names=machine_events_colnames)

#itertuples order [1: 'timestamp', 2: 'machine_id', 3: 'event_type’,
# 4: 'platform_4d', 5: 'cpu', 6: 'memory’']
for event in machine_events_df.itertuples():

#machine events ttem order

#[0: 'timestamp', 1: 'event_type', 2: 'platform_ <d', 3: 'cpu', 4: 'memory']

machine_events[event[2]] .append([event[1], event[3], event[4],
float(event[5]), float(event[6])])
#current machine state
#[start, update_time, ref to machine_events list order, cpu, memory]
if not event[2] in current_machine_state:
current_machine_statel[event[2]] = {
'start': event[1],
'update_time': None,
'ref': 0, 'cpu': float(event[5]),
'memory': float(event[6])}
elif math.isnan(current_machine_state[event[2]]['cpu']) or \
math.isnan(current_machine_statel[event[2]] ['memory']) or \
(event[1] - current machine statel[event[2]]['start']) < 100000:
current_machine_state[event[2]] = {
'start': event[1],
'update_time': None,
'ref': current_machine_state[event[2]]['ref'] + 1,
'cpu': float(event[5]),
'memory': float(event[6])}
elif current_machine_state[event[2]] ['update_time'] is None:
current_machine_statel[event[2]] ['update_time'] = event[1]
# print filename in the end of processing
machine_events_df = None
gc.collect()
print fname
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#process task usage

machine_sampled_usage = {}

sample_duration = 300000000

curr_sample_start_time = 600000000

curr_sample_end_time = curr_sample_start_time + sample_duration
task_usage_dir = os.path.join(root_dir, 'task_usage')

for fname in sorted(os.listdir(task_usage_dir)):
if not fname.endswith('.gz'):
continue

fpath = os.path.join(task_usage_dir, fname)
task_usage_df = pd.read_csv(fpath, header=None, index_col=False,
compression='gzip', names=task_usage_colnames)

#i1tertuples order
#[1: start_time, 2: end_time, 3: job_tid, 4: task_indez,
#5: machine_id, 6: mean_cpu_usage, 7: canonical_memory_usage,
#8: asstigned_memory_usage, 9: unmapped_page_cache_memory_usage,
#10: total_page_cache_memory_usage, 11: mazimum_memory_usage,
#12: mean_disk_to_time, 13: mean_local_disk_space_used,
#14: maz_cpu_usage, 15: mazx_disk_io_time, 16: cpt, 17: mat,
#18: sample_portion, 19: aggregation_type, 20: sampled_cpu_usagel
for task_usage in task_usage_df.itertuples():

starttime = float(task_usagel[1])

endtime = float(task_usage[2])

#change sample period
if curr_sample_end_time <= starttime:
sample_adjust_factor =
int(starttime - curr_sample_end_time)/sample_duration + 1
if sample_adjust_factor > 1:
print "EMERGENCY: SAMPLE ADJUST FACTOR IS GREATER THAN 1"
curr_sample_start_time =
curr_sample_end_time + (sample_adjust_factor - 1) * sample_duration
curr_sample_end_time += sample_adjust_factor * sample_duration

#calculate weight of mean measurements
weight = calculate_task_usage_weight(curr_sample_start_time,
curr_sample_end_time, starttime, endtime)
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#add code for total cluster utiliation
if not task_usage[5] in machine_sampled_usage:
machine_sampled_usage[task_usage[5]] = {
'sample_start_time': curr_sample_start_time,
'sample_end_time': curr_sample_end_time,
'number_of_tasks': 1,
'mean_cpu': float(task_usagel[6]) * weight,
'canonical_memory': float(task_usagel[7]) * weight,
'assigned_memory': float(task_usage[8]) * weight,
'unmapped_page_cache_memory': float(task_usage[9]) * weight,
'total_page_cache_memory': float(task_usage[10]) * weight,
'mean_disk_io_time': float(task_usage[12]) * weight,
'mean_local_disk_space': float(task_usage[13]) * weight,
'extended_task_usage_list': []
}
elif machine_sampled_usage[task_usage[5]] ['sample_start_time'] ==
curr_sample_start_time:
machine_sampled_usage[task_usage[5]] ['number_of_tasks'] += 1
machine_sampled_usage[task_usage[5]]['mean_cpu'] +=
float(task_usage[6]) * weight
machine_sampled_usage [task_usage[5]] ['canonical_memory'] +=
float(task_usage[7]) * weight
machine_sampled_usage[task_usage[5]]['assigned_memory'] +=
float(task_usage[8]) * weight
machine_sampled_usage[task_usage[5]] ['unmapped_page_cache_memory'] +=
float(task_usage[9]) * weight
machine_sampled_usage[task_usage[5]] ['total_page_cache_memory'] +=
float(task_usage[10]) * weight
machine_sampled_usage[task_usage[5]] ['mean_disk_io_time'] +=
float(task_usage[12]) * weight
machine_sampled_usage[task_usage[5]]['mean_local_disk_space'] +=
float(task_usage[13]) * weight
else:
#check if current machine status is valid for the old sample Tange
#and find a valid status tf <t isn't
if not current_machine_state[task_usage[5]]['update_time'] is None and \
current_machine_state[task_usage[5]] ['update_time'] <= \
machine_sampled_usage[task_usage[5]] ['sample_start_time']:
if not find_current_machine_state(task_usage[5],
machine_sampled_usage[task_usage[5]] ['sample_start_time'],
machine_events, current_machine_state):
print "COULD NOT FIND CURRENT MACHINE STATE "+str(task_usagel[5])
print machine_sampled_usage[task_usage[5]]
print machine_events[task_usage[5]]
print current_machine_state[task_usage[5]]
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#write record to file with cpu and memory percentages

#(lookup the machine capacity)

write_sample_in_file(output_dir, task_usagel[5],
machine_sampled_usage[task_usage[51])

#keep extended task list in temporary wvar
#maybe check 1if tasks in list don't contribute in this sample period,
#so0 previous periods should be calculated
machine_sampled_usage[task_usage[5]] = {
'sample_start_time': curr_sample_start_time,
'sample_end_time': curr_sample_end_time,
'number_of tasks': 1,
'mean_cpu': float(task_usagel[6]) * weight,
'canonical _memory': float(task_usage[7]) * weight,
'assigned_memory': float(task_usagel[8]) * weight,
'unmapped_page_cache_memory': float(task_usagel[9]) * weight,
'total_page_cache_memory': float(task_usagel[10]) * weight,
'mean_disk_io_time': float(task_usage[12]) * weight,
'mean_local_disk_space': float(task_usagel[13]) * weight,
'extended_task_usage_list': []

if curr_sample_end_time < endtime:
s = machine_sampled_usage[task_usage[5]] ['extended_task_usage_list']
s.append (task_usage)

# print filename in the end of processing
task_usage_df = None

gc.collect()

print fname

for machine_id in sorted(machine_sampled_usage.keys()):
write_sample_in_file(output_dir, machine_id, machine_sampled_usage[machine_id])
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