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ATayopeVETOL 1 AVTILYPOLPT], ATTOONKEVOT KOt O10LVOUT] TNG TAPOVGOS EPYAGING €€
OAOKAN POV 1} TUAUATOG OVTAG, Yo EUTOPIKO okomd. Emtpéneton | avatdnmon,
amofnKevon Ko Svourn Yoo oKomd U KEPOOOGKOMIKO, EKTOUOEVTIKNG M)
EPEVVNTIKNG VO, VIO TNV TPOVTOOEST] VO AVOPEPETAL 1 TNV TPOEAELONG KOl
va, dtatnpeital to mapov pivouc. Epotmiuata mov a@opodv T ypnon g
€PYOCiOg Y10 KEPOOGKOTIKO GKOTO TPEMEL VAL AELHVVOVTAL TPOG TOV GLYYPAPEQL.

Ot amoyelg Ko To GLUMEPAGLOTO TTOL TEPLEYOVIOL GE OVLTO TO E£YYPOPO
EKPPALOLV TO GLYYPAPEN KOL OEV TPETEL VAL EPUNVEVTEL OTL OVTITPOGOTEVOVV TIC
enionpueg Béoeic tov EOvikov Metadfiov TloAvteyveiov.






Iepiinyn

Moteopueg 6mwg to Ethereum éyovv avadeydei og m yvevid towv blockchain
CLUCTNUAT®V TOV ETITPETOVV TN ONULOVPYIC TOADTAOK®OV KOTOVEUNUEVOV EQUPUOYDV TEPOL
amd To KpuITOVOUiGHaTo, VTOGTN PILOVTAG £Vl TPOYPAULUATICTIKO TAGIGLO Ylo. TV VAOTOINGoN
Kol Vv kAnon gEunvov copforaimv. Ot yvacelg Hog oyeTikd Le TG TlavEg epapproyEg ™G
teyvoloyiog blockchain dievpvvovtor ovveydc. To blockchain dev akolovBel Oleg Tig
TPOJOYPAPES TOL TAPAIOGLOKOD HOVTEAOL GUVOALAY®V TV Pdcewv dedopévav. H Bacun
dtopopd glvar 1o vtd eE€taomn poviédo amotuyiog. Eved ol kataveunuéveg Paoeic dedopévmv
AELITOVPYOVV COLPOVA LE EVa OTAG LOVTELO amoTuying, 0 oyedlacog Tov blockchain e€gtdlet
éva gxBpuco meptfdiiov 6mov ot koot mapovstalovy fulavtivi) copmeppopd. Xto Bulavtivo
HOVTELO ATTOTVYI0G, TO KOGTOG TOL EAEYYOL TAVTOXPOVICUOD £ival TOAD LYNAITEPO, KATL TOV
elvon évag amd Toug KOpLovg A0Youg mov ta cvotrpota blockchain dev kaldmTovY TANPWOS TIG
OTOUTNOELS OmAd00NG TOV Katovepnuévav gpapuoydv. Ot cvvariayés emefepydlovron
Sladoytkd, amotuyydvoviog vo  aflomouoovy  TANP®G TG CUYYPOVES TOALTLPNVES
OPYLTEKTOVIKEG.

Xe avtn Vv gpyacio, opilovpe 10 TPOPANUA TG EQOPUOYNS TOVTOYPOVIGHOD GE
ovotiuata blockchain kot e€etalov e 0pLopéveg ETAVOGTATIKEG AVGELS TOV TTPOTEIVOVTAL OTNV
epeuvnTikn  Piprtoypagio. Zyeddleton, vAomotleitar Kot OOKIUALETOL TEPAUATIKG ol
EKTEAEOTIK pnyovn €vog kopuPov diktvov blockchain mov ypnowpomolel éva ypdonuoa
egaptong. H oyxedlaon tng pnyovic mepthopPdvel emiong €va oOVOAO  TEXVIKMV
Beltiotomoinong, mpoxelwévov va  emtevyfel vymAdg Pabudg toavtoypoviopov. Iho
GLYKEKPLUEVA, OVTEG OL TEYVIKEG TEPLAAUPAVOLY ol OEEAUEVT] VIILATOV, TNV GTPATNYIKY| TOV
TEUAYIOUOD GUVOAAQYDV KOl TN ¥pNoN TOAAATAGV OevBivoewv. o v mepapatikn
a&loldynomn g anddocN g TOV VAOTOUEVOD GUGTILATOS, ONUovpynOnkay téccepa Evmva
cuuporata, avilmvtag éumvevon and to Ethereum.

Aé€ag Kierowa

Blockchain, Eieyyoc tavtoypovicpov, I'paeog e&aptong, E&umvo cuuforaio



Abstract

Platforms such as Ethereum have emerged as the generation of blockchain systems that
permit building complex distributed applications beyond the cryptocurrencies by supporting a
programming framework for the implementation and invocation of smart contracts. Our
knowledge over the potential applications of blockchain technology is constantly being
expanded. Blockchain does not follow every specification of the traditional transactional model
of databases. The key difference is the failure model under consideration. While distributed
databases operate under a crash failure model, the blockchain design considers a hostile
environment where nodes exhibit Byzantine behavior. Under a Byzantine failure model, the
overhead of concurrency control is much higher, which is one of the main reasons that
blockchain systems do not fully address the performance requirements of efficient distributed
applications. Transactions are processed sequentially, failing to fully exploit modern multicore
architectures.

In this thesis, we define the problem of applying concurrency to blockchain systems
and examine certain revolutionary solutions proposed in the research literature. An execution
engine of a blockchain node that employs a dependency graph is designed, implemented and
experimentally tested. The design of the engine also includes a set of optimization techniques
in order to achieve a high degree of concurrency. More specifically, these techniques include
a thread pool, the strategy of transaction chopping and the use of multiple addresses. For the
experimental evaluation of the performance of the implemented system, four smart contracts
were created, drawing inspiration from Ethereum.

Keywords

Blockchain, Concurrency control, Dependency graph, Smart contract






Evyoprotieg

®a NBeha va gvyapiotnom tov K. Nektdpto Kolvpn yia v gukaipio mov pov d60nke va
SOVALY® TTAV® OTO BEHN AVTNG TNG OIMAMUOTIKNG EPYACING GE GLVEPYAGCIO LLE TO EPYOCTIPLO
Computer Systems Laboratory tng oyoinc. Eipo evyvopmv yoo v kabodiynon kot
BonBewa mov élafa and v k. Katepiva Adxa. TTapdAinia, Oa n0eia va gvyapiotiom v
OLKOYEVELD WOV KOl TOLG (IAOVLG LoV oL HE OTNPLENY GE OAN TNV TOPEin TG OKAONUOIKNG
0T0O100pOping Hov.

10



11



Iepreyopeva

L BT 1 P 7
B0 TUEG .o e 10
1 ERG Oy @Y oo 18
2 OeOPNTIKO YOPUOPO ... 21
2.1  ZVotmpa Awoyelptong BAomg AESOUEVOV . ..ovieiiiiii i 21
2.2 KOTOVEHNUEVO ZOOTIHOL « vttt entente et ete et et eeteeneeeeaneeeenaeanenns 22
2.3 Mnyavn Avtrypo@ng KotaoTioE®DY ....oviiiiii e 24
2.4 KOTOVEUNUEVI] ZUHQOVIO «..etetineint ettt et 24
2.5  Toavtoypoviopds Kot TTOPOAAAMOOC . .oveeeeite e 26
2.6 Kpumtoypa@ukd EpYOAeion ......oovneiii e 27
2.6.1  ZUVOAPTNGOT ZUOVOWTG tenneenttantenieateeieeteateeeeaeeneeeaeaeanenss 27
2.6.2 AévdpoMerKle ... 27
2.6.3  WNOWK] YITOYPODT «eunnrrenneeneeetteateateeaeeeeeeeeeeeeeaeans 29
3 Teyvoroyia Blockchain ... ... 31
3.1 BIOCKChAIN ..t 31
3.2 Zvpoovio og Blockchain ............ooiiiiii 35
3.2.1 AROOEEN EPYOOTIOG o ovveneeeee et 35
3.2.2 ATOOEIEN ZTOUYMHOTOG « v veneveenreenneeenaeenneeeneeenneenneeanaeanneannans 37
3.2.3 Ilpaxtikn Avoyn Bulavtivdv ZQOAUGTOV «..ovvveieiiiiniieenenn, 37
324 AZIOTIOTO YAIKO ..ottt ettt e 37
3.2.5 OLOCTOVOIOKT ZUVOIVEGT] ©.uuvieneteeiteteaiteeieeaneeenneanneennnens 38
3.2.6 AAL0 TTpOTOHKOAAD ZUVOIVEGTIC «.veeeeeniieieiieeeeeeeee e 38
3.3 TIpokANoelg Kot EEEMEEIG .ovveneii i e 38
3.3 1 EREKTOGULOTIITO £ enveeeeteetee et et e e e e et e e e et e e e e eaeenens 38
3.3.2 TopaPiocn [OIOTIKING ZMNG «nvenreeneeeeee et e e e 39
3.3.3 BulovTivi] ZOUTEPIQOPA - nveeerenteaneenteate ettt eeeeeeeeaennes 39
.34 BUypNOTIOl .ottt e 40
3.4 Blockchain and Kotoavepnuévn Baon AgSOUEVOV .....evvneeieieiiiiene.. 40

12



4 "EAEYY0G TOVTOYPOVIOHOU ...t 44

4.1 TavtoxpOVIGHOG KOl ZEIPLOTOMGULOTIITO « v veeeeeneeenneeeneeenneeenneenneennns 44

42  Amnoiotddo&og kat Ate1660E0g ‘Eheyyog TavtoypoviooD .....eevveveenn.n.. 46

43  AkyopBuor tov EAEyyov TauTOXpOVIGHOU ..oveiniiiiiiiiiiiiiieeeeaa 46

4.3.1 Basic Two-Phase LOCKING .........c.ccoiiiiiiiiiiie, 47

4.3.2 Basic Timestamp Ordering ..........ccoeeieriiiiiiiiiiiiiiiiieeeans 47

4.3.3 Multi-version Concurrency Control ................ccooiiiiiiinn... 48

4.3.4 Speculative Concurrency Control .............ccooiiiiiiiiiiiiiiiin, 48

5 Tavroypoviepoc og Blockchain ... 50

5.1 AVAALGN TOU TTPOPANHOTOC <.ttt ettt e eaes 50

5.2 TIPOTEIVOUEVEG AVGELC .vvtentitt et et et et ettt et et et eeeeaeens 52

5.3  EKTéAeon-Zelpl-EmKOPMON oottt 54

6 Mnyoavi] Tovtoypovng EXTELEGNG ..o 56

6.1  A€EaPEVI NNUATOV «.eoniiti e 56

6.2  TEUOYIOHOC ZUVORAAIYNG +nvenreententeententente et eteate et enteeteeneanaeaneanns S7

6.3  Xpnon [HoAAATADY ALEVOVVOEMVY ....evtiriii it eaaaas 58

6.4  TPA@OCEEAPTNONG «onveieeenee e 59

6.4.1 Exom E&APTMOMG «vvenvieneiiie e 60

6.4.2 Kotaokeun IPaQOv ..o 62

6.4.3 EKTEAeoT IPA@OU «.oovvni i 64

6.4.4 YTOAOYIOTIKO KOGTOG . vvveniiiiaiieiei e 66

7 Tepopatiki] ASIOAOYNON .. v 70

7.1 APYITEKTOVIKT ZUOTIHOTOG «uveetentenneentennaenneeneenneeneeneenseaneannennens 70

7.1.1  Mnyovi Tavtoypovng EKTEAEONG ovvvveei e 70

7.1.2 En{nedo ATOONKEVOTG o vvnneitt ettt et 71

7.2 Tetpopotikn EYKOTAOTOON .ouvieeiieiiieeee e 72

7.3  Teipopo MeBO30V — TEUOYITUOG ZOVOALOYTIS «onveereenrereenranreaneennenens 72

7.4  Tleipapo MeBooov — Xprion THoAlamAdv AtevBOvee®vy ....oovenvinennn.... 74

7.5  Telpapa Xvompatog — Mnyovy Tavtdypovng Extéheons .....c.ovveee... 77

8 BTl OY0G ..o 98
BlBAIOYPUQIO ..o e 100

35 B O UM oo, 41

13



Kotaloyog Xynuatov

Yympnao 2.1
Xyqpo 2.2
Xyqpe 3.1
Yympa 3.2
Xyfqpe 6.1
Xyfqpe 6.2
Yympna 6.3
Xympa 7.1
Xyfqpoe 7.2
Yypa 7.3
Xympa 7.4
Xyqpe 7.5
Yympno 7.6
Xympa 7.7
Xyfqpo 7.8

Yypna 7.9

Mn YoV OVTLY POLPTIG KOTOUGTOAGEDV «eveenreenreeenreenneeanaeenneeanaeanneannnns 25
AEVOPO MIETKIE ..o 28
Aopn dedopévav blockehain ... 32
Stpopata Aoytoukov blockchain ... 36
Kotookeun YpEQOU E0PTNOMNG « . vveenreeeeeee e 61
EKTELEOT YPAPOU EEAPTNONG v envveneeeeeee et 65
Aoun YPAQOU Y10l TPEIS KOUPOUG +.vveeneeenteeiee et eieeeeeieeeaeeaaennn 67
AZLOAOYNOM TEUAYLTHOD GUVOAAGYDV «.eneeeeneeenneeenteenneeanneenneannaenns 73
A&loAdymon (pNong TOALATADY OLEVOVVGEDY . .enviiiiiiiiiiiiieaieaae 76
Kotavoun koppotidv cuvaAlaydv e1.6000v Yo Eumva, copforaid ....... 78
[Mokvomta e£4poNGg CLVORDV BAPLAS EYYPOPTS v venrreenreenreenneeannann. 79
E&étaon évtaong eEaptnong Yo AUCLION ... 80
E&étaon évtaong e€aptnoncywe Ballot ... 81
E&étaon évraong eEaptnong y Banking ... 82
E&étaon évtaong e€aptnong yw Shop (1 collector) ......oovvviiviiiinni. 83
E&étaon évtaong eEaptnong v Shop (20 collectors) ............cooeee, 84

14



Yynpoa 7.10
Xyfqpae 7.11
Xyqpa 7.12
Yynpoa 7.13
Xynpa 7.14
Xynpa 7.15
Yynpo 7.16
Xyqpa 7.17
Xyqpa 7.18
Yynpoa 7.19
Xyfqpae 7.20

Yypa 7.21

E&étaon peyébovg block yia Auction ... 85

E&étaon aptOpod vpdtomv yioo AUCHION ..o 86
Daoelg TavTOYPovNG EKTELEONG YLoL AUCLION ..vvviei i, 87
E&étaon peyébovg block yra Ballot ... 88
E&étaon aptBpod vipdtovyo Ballot ... 89
daoeig tavtoypovng extéheong yia Ballot ... 90
E&étaon peyébovug block yra Banking ... 91
E&étaon aptBpod viudtov yio Banking ..........oooviiiiiiii 92
daoeig tavtdypovng extéreong ya Banking ...l 93
E&étaon peyébovg block yia Shop (20 collectors) .......ooovevviiiinnnn.n. 94
E&étaon aptBpod vnudtmv yo Shop (20 collectors) ......oooveviiinennn. 95
daoeig tavtoypovng extéleong yia Shop (20 collectors) .................e. 96

15



Koataloyog IIvakov

ivaxog 7.1 TIpodiaypaéc dtokooth PAong dedopEVOV ..........

MMivaxag 7.2 XtoTioTikd oTotyeia ¥piong moAlamimv dtevdhveewv

16



17



Kepaiawo 1

Ewcayoyn

Ot avBpwror motedovy ot 01 VEoAoYIoTES B, TOVS oToUaKPDVOLY oo To. Aabdn. Kavovy labog.
Me t00¢ vToloyIoTEG Kavovue AdOn ypnyopotepa.

Avtd 10 amogbeyuo omodidetal otov pnyavikd vmoroyiotd@v Adam Osborne.
Avopeifoia, ot vmoAoylotés eivon ampOPAETTEG PNYXOVEG OV GLUVIEOVTOL LE OKOUN 7O
anpoPrenta  Oiktva. To ocLOTAUATO OTOTLYYOVOLV KOl Ol GUVOEGELS EMKOWMOVIOG
kabvotepovv. To Awadiktvo tov Ilpayudtov (Internet of Things) cvvdéer dropopetikég
GLGKEVEG, YEQPUPDOVOVTOS TO YACLA LETAED PLGIKAOV OVIOTHTMV KOl EIKOVIK®OV ototyeimv. Evd
0 YMPLOKAOG TPOYPOUUUATIGHAG YIVETOL OTASIOKE Lo TOYKOGHLO YAMGGH O1HLOVPYLIKOTNTOG, Ol
VTOAOYIOTEG OV Umopovv va owafdoovv to avlpomvo pword. Mmopovv pdévo va
aKolovOnoovv odnyieg. Le €vav TPOoodeLTIKE YnNElokd KOGHO, TO CLGTHUATO TPETEL VO,
gyyvmvtar Tov vymAotepo duvatd Pabud allomotiog oe €va gxbpikd kot ava&lomoTo
nepBaArov. Avti n TpdKANoN lval 0 TLPNVOG TNG EMLCTUNG TOL KOTAVEUNIEVOD AOYIGHOV,
OOV TO GUGTI AT VTOAOYIGTMOV AVTILETOTILOVTAL WG KOUPOL EVOS YPOPTLLATOG TOV OTTOLTOVY
opBd ovvioviopo. Avti 1 opdda KOUP®V Umopel va TopovuslocTel ¢ £va evViaio GOOTNUO
amEVAVTL GE £€VOL XPNOTN, OOV VO UNV LIAPYEL ECMOTEPIKT] OLVOM LAMKOV, AOYIGHIKOD 1
dedopévav. Tétowa cvomuata yopaktnpilovior Katavepnuéva. ‘Eva and ta mo dnpoiin
obyypova katavepnuéva cvatipoto eivol to blockchain, 6rov ta dedopéva avrypheovtal e
TOAAOVG KOUPOVG TTOV dEV EUTLGTEVOVTAL TANPMS O VOGS TOV GAAOV.

O mpoypappotiomg Satoshi Nakamoto mopovcioce [o €mOvVOCTATIK TPOGEYYLON
OTOV KOTOVEUNUEVO Aoyiopd e TV eloaywy tov Bitcoin 1o 2009 [1]. Eivan éva cvotnpo pe
YMowKd VOUIGHO OV OVTIUETOMILEL TO TPOPANUA TG KAKOBOVANG GLUTEPLPOPAS GE EVa
dnuoacto diktvo. H mpdn yevid teyvoloyiag blockchain Bacileton otov oyediooud tov Bitcoin,
O6mov pia cuvaAloy”| acyoAEiTaL LE TN peTapopd Kpurtovopoudtov. Adlo blockchain 6mmg
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to Ethereum [2] éyovv epeaviotel ®g 1 debTEPN YEVIA GLOTNUATMOV 7OV EMTPEMOVV TN
onNuovpyic.  TOAVTAOK®V — KOTOAVEUNUEVAOV — EQAPUOY®OV  TEPO  OmO TG  GLVOAAAYEG
KPUTTOVOGHATOV. Ol YVOOE HOG CXETIKA HE TIC TOAVEG £QOUPUOYEG TNG TEXVOLOYIOG
blockchain dievpivovion cuveydg e T0 epeuVNTIKO EVAILPEPOV GE TOUELS Ommg 1 avdivon
dedopévarv [3], o1 emyepnoeig [4] kot ot tpamelikég cuvoriayég [5]. Eivon povo 0éua ypdvou
péxpt va dovpe to blockchain va mailovv mo onuavtikd poAo Kot 6 GALOVG ETLGTILOVIKOVGS
TOpELG.

Qot6o0, N teyvoroyia blockchain dtaeépel amd to cvpPatikd povVTELO cLVOALAYDV
TV BAcemV 0£00UEVOV KOt TO EAATTOUATO, TNG OTOKOAVTTOVTOL CTASILKA LLE TNV EKTETAUEVT
xpnomn ™g. Ocov apopd v kabvotépnon kot v amddoot), Ta {NTHHOTO TV SUPOPETIKMV
emmédwv Aoyloukod ¢ teyvoroyiag blockchain dev éyovv emivbel. Kotd cvvéneia, ta
ovotnuota blockchain dev kaddmtovy TANP®G TIC ATONTAOELG AmOS00TG OMOTEAES LOTIKDY
Katoveunuévev epappoyov [6]. H ektedestikcn pnyovn eivon avopeiofimmta £va and to mo
evolapépovtor tunpate tov blockchain, to omoio mpéner va e€etacbel. Ot cvvoAlayég
emeepyalovtor SladoyKd, OmOTUYYOAVOVTAG VO EKUETOAAELTOVV TANP®G TO. TOAVTVPN VO
nepifariiovia. To mpdPfAnua tov cuyypovicpov ota cvotriuato blockchain dev éxer o
TETPLUUEVT] ADOM, OAAG  &ovv mpotobel OploUEVEG TPOGEYYIGES OTNV  EPELVNTIKN
Biproypapic.

H &&étaon tov mpoavapepBévtog TpofANpaTog arotelel ToOV TUPNVA TG TOPOVCOS
mhopoatikng epyaciag. Ot kbpleg ocvvelspopés Ppiokovian ota Kepdhowa 5, 6 won 7.
[Swaitepng onpaciog ivon:

e H olvroun Piploypopikn HEAETN OPICUEVOV EMOVOUCTUTIKOV TPOCEYYICEWV GTO
TPOPAN O TOV TOVTOYPOVIGHOL 6TNV TEXVoroyia blockchain.

¢ O oyedlacpds Kol 1 VAOTOINGT Lo UNYOVIG EKTEAECNG TTOV YPTGLULOTOLEL EVaL Y PO LLaL
e€aptnong Kot £vo GLVOAO OPLCUEVAV TEXVIK®DV PelTioTomoinog (deapev vipdtov,
TEUAYLOUOG GUVAAAAY DV, XPNOT TOAAATAMV O1ELOVVGEMV) TPOKEIUEVOL Vo emTELYOEL
VYNAOS Pabpog TavTtoypoviGHOD.

e H mnepoapatikn aéoddynon g omdO06NG TOV  VAOTOMUEVOL  GLOTHHATOG
ypnoyomolovrag téccepo. £Epmvo ovuforato (Smart contracts), tov omoimv 1
dnuovpyia ivar umvevopuévn amd to poviélo tov Ethereum.

To vorowmo Koppdtt TG TOpovsag epyaciog opyavavetol g e&Ng. To Kepdioio 2 mapéyet
10 Bewpnrikd vmoPabpo. H teyxvoloyio blockchain kot o éleyyoc tavtoypovicpod
neprypagovtol ota Kepdiowo 3 ko 4 avtictowya. To Kepdriato 5 cuintd 1o mpdfinue tov
eAEYYOL TavTOXPOVIGHOD og éva ovotnua blockchain kot avalvel cuvomtikd Tn GYETIKN
Biprioypagio otov Topén Tov TawTOYXPOVIGHOV og cvothuata blockchain. To Kepdialo 6
TapoVolalel o pnyovn extéleonc v toutdypovn enelepyacia. To Kepdiowo 7 deiyvel
pUOION TG TTEWPAUATIKNG Stodkaciog Kot TNV a&loAdynon TG amdO0oNG TG VAOTOUEVING
exteleotikng pnyavng. To Kepdiaio 8 ohokAnpavel tnv epyocio pe Tov €miA0yO.
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Kepaiaro 2

OczopnTiko Yropabpo

2.1 Xbdotnpo Awyeipiong Baong Asdopévav

2Ooppovo pe toug Ramakrishnan kow Gehrke [7], o Baon dedopévov pmopel vo
oplotel MG o GLAAOYN SOUNUEVOV TANPOPOPL®V, 1 OTolo. EAEYYETOL MO AOYIOUIKO TTOV
ovopdletan cvotnua dayeipiong Pacemv dedopévav (DBMS). H ypiion evog DBMS evioybet
Vv aveEopmoio, TNV AKEPALOTNTA KOl TNV OGOAAELD TOV ATOONKEVUEVOV TATPOPOPLOV KoL
OlELKOAVVEL TNV TTPOGPaoT oTa dedopéva, TNV avVAVNYT OO GPAALOTO Kol TNV ovATTLEN
epappoywv. Ta dedopéva mov vrofdriovior oe enelepyacio and éva DBMS umopodv va
avamopactaBouy amd €va HOVIEAD TOV JloTNPEl YOPOKTNPLOTIKE LYNAOL EMTESOL Kot
OTOKPUTTEL AEMTOUEPELEG amobnKeLoNS YoUNAod emmédov. Avtd TO oYNHa ovopaletal
povtého dedopévav. ‘Evag ypnomg umopel va alinroemopd pe 1o DBMS dnovpydvrog
OLTILOTOL TTOV 0KOAOVOODV TOVG KAVOVES O YADGSGAS epotnudtov, 6mmgn SQL [8].

H extéheon evog mpoypdppatog mov opiletat amod to ypnot o évo DBMS pmopet va
ONMOVPYNOGEL Ol GUVOAAQYT, 1| OmOloL EPUNVELETOL OO TO CUGTNUO OC o aKoAovdia
npa&ewv avdyvoong Kot eyypooens [9]. Kédbe cuvariayn mpémetl emiong va mpocdiopilet pio
amo TIG dVO MEPIMTOCELS MG TEAMKT TNG EVEPYELX: déouevon (commit) 7 akvpwon (abort). Ztnv
TPAOTN TEPIMTMOT, 1| GLVAAAAYT] OAOKANPOVETOL [LE EMTUYIO. XTNV TEAELTOIO TEPITTMON, M
ocvvoliayn teppatileror kot ot gvépyeleg g mpenet va avorpefovv. Ot gvépyeleg mOADV
ocuvaAlaydV pmopovv va emeEepydlovrol tavtdypova omd to DBMS yia Adyovg mov
oyetiovrar pe mv amoddoot. O tpdmog pe Tov omoio £va cvoTua xelpileton Tig ToVTdHPOVES
EKTEAECELG KAl TNV TTPOGPAOT) GTNV KOWVOYPNOTN UV OTOTEAEL OVTIKEIPLEVO TOL EAEYYOL
Tavtoypovicpol. Emeldn ot cuvalhoyég amoTeAoVV TOV TUPIVA TNG TAVLTOXPOVNG EKTEAECT|C KO
OVAKTNONG OO 0LOTOYIEG TOV GLGTHUATOC, Elval EENPETIKA GNUOVTIKO Vo yapoakTpilovTon omd
TEGGEPLS WOL0TNTES YVOOTEG G v teg ACID [9]:

21



o  Aromkornyra: Eite extehobvion OAeg ot evépyeteg pog cvvorroyng eite kopio. Ot
YPNOTES OEV TPETEL VAL ALVIGLYOVV YLl TNV EMIOPOCT TOV MNHTEADV GLVOALAY®V. Mo
Baon dedouévav dev pumopel va mapapeivel e evoldpeon Katdotaor. O SlayelploTic
avaKTONG TPEMEL VO SLOGPOAILEL TNV OTOHKOTNTO LLOG CUVOAALYTG.

o Jvvémeia: Kabe cuvaliayn Bo mpémel va dwotnpel T cuvéneia g Pdong dedouévav,
otav dgv vmapyel towtodypovn ektéreon GAAwv ocuvvodiaydv. H Swatpnon g
GUVETELOG TMV CUVOALAY®V Elvat VBV TOL ¥pPNOTN.

o  Amouovwon: Ot cuvaAlayEC TPOGTATEVOVTOL OO TIG EMATAOGELS TOL TAVTOYPOVOL
TPOYPOUUATIOUOD GAA®V GUVOAAQY®V. Mol TEYVIK TOL €AEYYOL TOLTOYPOVIGLOV
KPOTd TIG GUVOALAYEG OTTOLLOVMUEVES.

o  AvOektikotyta: MoMc 1o DBMS evnuepmdoel tov ypfotn OTL o, GLVOAAQYN
OAOKAN OO KE EMTLYMG, TO ATOTELECUATA TNG B0l TPEMEL VO TOPOLUEIVOLY OKOUN KOl
0LV TO GUOTN O OIOKOTIEL TPV EULPOVIGTOVV OAES 01 aAAaYEG TOV 6TO OioKo. O vrevthuvog
avékmong gtvat vtetBvvos Yo v £yyOmnom g SIPKELNS TOV GUVIAALYDV.

HEeKlvovtog amd TG oyeolokés Pacelg osdopuévov, €vo tumkd DBMS vrootipile
gvypnotio péca and ™ yAowocsa SQL kot tic wiotnteg ACID. Ot oyeciokés Phoel dedopévmv
TOPEUELVAV GTO EMIKEVIPO TOL EVOLAPEPOVTIOS £MC OTOV TO. CLGTNUATA APYLoAV VO divouv
TpoteEPOOTNTA. OTN NAOEGIUOTNTO KOL TNV EMEKTAGIUOTNTA EKTEADVTIOS VTOAOYICUOVS GE
noAlamAovg kopPovg. To NoSQL [10] kat to NewSQL [11] elvat ot 600 Eeymplotég Kivioelg
KAT® omd avtny ™ véo Katevbuvvon Kotavepnuévng oxediaons. Xto mpdTo, TO cVVOETO
oYecLOKO HOVTEAD Kol M loyvpn onuactoroyio ACID eykotoAeimovior Kot mwapéyovrol
OLOLOPPADGLUEG EMAOYEG £TGL MOTE 1] GLVETELD VO StakLPEVETAL Y1 Y AP TNG OLADECIUOTNTOC.
10 televtaio, to oyectokd poviédo kot 1 onpactoroyic ACID amokabioctavror ywpic va
Bvcualeton peydrog Pabudc emekTacipdTNTOC.

2.2 Koatavepnuévo Xvotnno

‘Eva katavepmpévo oot gtvar éva SiKTuo duTOVOU®Y DITOAOYIGTIKOV GUOTNHATOV
TOV (P CLLOTOLOVV KATAAANAO DAIKO KOl AOYIOUIKO TPOKELLEVOD VAL TOPEYOLV [0, VIINPESLAL,
omw¢ opiletar amd tovg Coulouris, Dollimore kot Kindberg [12]. Avtd to cvotiuota
VTOAOYIOTAOV ovamapiotaviol o KOpPol evoc ypaeruatos. H kopla dapopd peta&d evog
KOTOVEUNUEVOL GLUGTNLLOTOG Kol EVOG ATAOD SIKTHOL VITOAOYIGTAV ivat 0 0pBOS CLVTOVIGUOG.
Y éva KoTaveUUEVO GOGTN LA, Ol KOUPOL TPETEL VoL EMKOLVOVOVY OVTOAALAGGOVTOG UNVOLATO
€161 MOTE 01 O1AOLKAGIEG TOVG VO cLuVTOVILOVTal GOGTA. ¢ amotédeopa, VTN 1 opdda KOUPwV
Tapovcldletorl g £va eVioio GHGTNLA GTOV YPTOTY, GOV VO UNV VIEPYEL ECMTEPLKT] KOTAVOUN
TOpV (VAIKO, AOYIGHLKO, dedOpEVQL).

O oyedraopdg Kot 1 avarTuén evog KATOVEUNUEVOL GLGTNUOTOG Uopel vo amodetyDel
peyaan mpoxinon. e avtiBeon pe évo DBMS, 6mov n mapdAinin extéleon cuvarlaydv ivort
TPOULPETIKY, O TOVTOYPOVIGUOG ANASPAUATICEL ONUOVTIKO POLO GE £VOL KATAVEUNLEVO GUGTI L.
Agv vrapyel morykOGH0 poAdL, OAAG 01 KOUPOL £Y0VV PLOLKA POAOYL Y10 VO TTOPAKOAOVHOVY
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TNV OPO KoL AOYIKA pOAOYLOL Y10, VO TOPAKOAOVOOVV TO 0woTO TPoypappe yeyovotev [13]. H
KaBvoTépnon, mov eivar 0 ¥poVog HETAED NG VIOPOANG EVOG OUTNLOTOG GTO OIKTLO KoL TNG
Tp®O NG emPePainong amodoyns amd To GVGTN UM, deV UTOpEL va TapakoAovdnBel ebkoia Loy
G avBaipetng KoBVoTEPNONG TOV TPOKUAEITOL OO EMKOWVMVIN, VITOAOYIGLOVS Kot LEPIKEG
BAGPES. XNV TPOYUATIKOTNTO, O EVIOMOUOS COOAUATOV GE £VOL KATOVEUNUEVO TTEPPAAAOV
elvar amiotevto SVGKOLOG, KOG dev LITAPYEL KATOLO KEVIPLKO GVGTNHA OV Vo Yvopilel v
aAnO1v KaTAoTOGT TOL GLGTIUATOG,.

Mo cvumepupopd evog KOpPov umopel va yapaktnpiotel o¢ Polaviivip 6tav givar
avbaipem Aoy kokdv mpobécewv 1 anpocsdokntov cuvinkav. Ilepryphost m yeipdtepn
JLUVOTNH TEPITTOOT) ATOTVYI0G, OTNV OTolo UTOPEL VAL TPOKVWYEL OTOL0INTOTE 100G COAALATOC.
Yvykekpipéva, ot Pulovtivég amotvyieg ovpuPaivovv 0tav €va ototyeio mapdyel un £yKvpo
dedopéva AOY® KaKOBOVLANG GLUUTEPLPOPAG 1) GOAALATOG VALKOD, AOYIGHLKOV Kot OtkTvov [ 14].
O 6pog Bulavtiveg oyetiCetan pe to mepignuo Ipopinpa tov Bulaviivav Ztpamyov [15],
CUUQMVO LLE TO OTTO10 [0l ORLAO GTPATN YAV TOL O101KOVV £vol TUa ToL BulavTivod oTpaton
neptkukA®vovy ™ Poun kot n emifeon tovg Bo amotvyel €dv HOVO HEPOG TOV GTPATN YDV
anoaciocel va emitedel oty mOAN. [pénet va emitevybetl cuppmvia yia to av Oa emtefovv 6A0L
ot otparnyoi N Oxt. 261660, KATOLOL GTPATIYOl Umopel va, ivar TPoddTES.

Mo amotuyio pmopet va givat kaBopiotikn og évo DBMS, aAld pumopet va €xet pepikn
eMidpaon o€ v KOTOVEUNUEVO GOUGTNUO, TTPAYO TOL CNUOIVEL OTL TO CVOTNUO UTOPEl va
Aertovpynoel akdua Ko Otav Kdmolwot kouPor amotvyovv. Ilpokepévov va amopevyfodv
pepovouévo onuetoa actoyiog oe éva katavepmuévo mepiféAiov, o mAgovaouog elvol
onUavTIKOS. Me GAla AGY10, TO KOTOVEUNUEVO GUOTIHO TPETEL VO TOPEYEL VIINPECIOL AKOLLOL
Kol av Kamotot Kopupor mapovoidlovv onuadie Pulaviiviig coumeprpopds. Mia and Tig
pefodovg Yo TN dScPdiion Tov TAeovacov ivon 1 avttypaen [16], n omoio vayopevel OTL
avtiypaeo Oedopévov  Slatnpobvtol 6€ TOAALOLG KOUPOLE TOL OIKTVOV (SLOYEIPLOTES
avVTIYPAOWV).

O opiopdg g ovvémetlag Ba mpémetl va enektabel dote M KoToveunuévn poduon va
KoAvmter ™ pébodo aviypaens. H ouvvémewn sivor po 1810TnTe. TOL  KOTOVEUNUEVOL
GLOTNUOTOG OV SlOGPAAILEL OTL kABe drayelplotig KOUPov 1 avtrypdeov €xel v idta Oy
TOV OEOOUEVOV OTOLOINTOTE GTLYLN], OVEEAPTNTA OO TO TOLOG MEAATNG £XEL EVILEPDGEL TOL
dedopéva. H dtac@diion avtig ¢ 1010tNTog amontel 0Tt évag Sl EPLOTNS OVTLYpAQmV
eQapUOLEL AELTOVPYIEG OTA AVTTYPOPA TOV LE OVOKTNGILO TPOTO, TPEY L. TOV GNHOEVEL OTL Lol
Aertovpyio o€ €va OLOYEIPLOTH AVTLYPAP®VY OEV QPN VEL OLGVVETN OTOTEAEGLATO EAV OTTOTVYEL
ev uépel [16]. Ymbpyovv opiopéva emimedo ocvvénelog kat kdbe cvomuo o mpénet va
Baoiletal oe éva and avtd, avdioya pe Tig avdykeg tov. H 1oyvpn cvvéneio onpaivel 6t 10
KATOvVEUNUEVO cLOTNUO CLYKAIvel g pio povo Ty ko o mehdtng owPaler mévta to
OTOTEAEGHO TNG TEAELTOUOG AswTovpylog evnuépwons (mpoéceata dedopéva). H acbevig
oLVETELD O aiVEL OTL £vag TEAATTNG Uopel va daPacel po Tadotdtepr k6001 SEGOUEVAV.

2oppova pe to Beodpnuo CAP [17], elvar adbvato va dwc@aiiotel TOG0 1) cuvETELD
660 Kot 1 dtefectpotnTo 68 £vo OvVaEIOTIGTO KATOVEUNUEVO cvotnua. Me dAdo Adyia, TO
Oeopnua g CAP Baocileton omv advvopio €yyvnoemg 1060 S aoPAAELNG OGO KOl TNG
dwbeciomtog o €va grfpikd katoveunpévo meptfaiiov. And TPAKTIKN Amoyr, 6€ Eva
OlkTVO OV VIOKELTOL GE AOTOYlEC EMKOWMOVIAG, €ivol AdLVOTO Yo OTOWONTOTE VN PEGIL
[oT00 Vo VAOTOMGEL o ATOKT AEITOVPYiol 6TV KOWVOYPNOTN VAU TTOV VO EYYLATOL TNV
amokplon o€ kaOe aitnuoe. Opopéva cvotpata Buctdlovv mm dabecipdmra yio va €(ovv
ocvvénela. AAlo. cvotiuato Topéyovy évav acbevi Pabud ocvvénelag, £tol dGTE Vo glval
eyyunuévo éva vymiod eninedo dubecpudtnrog [18].
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2.3 Mnyovi Avtrypagnc Kataotdoemv

H oavtiypaen eivon po pébodoc yia ) Pedtioon g avoyng oe ocedipoto, TG
dtafecipomTog Kot g amddoonc. 'Eva amd ta mo Kotvd mapadetyoto avitypoeng eivat autd
™™g Mnyovi Avtypaenic Kataotdoemv (Replicated State Machine), 6mov pio vietepuiviotiky
UNYOVY KOTACTOONG QVILYPAQETOL TANPWGC, £TCL MOTE VO AEITOLPYEL MG oL pnpyovn evioiog
Kotdotaons mopd v onotuyio optopévev depyostav [19]. Ot cuvadrayés amoTeAovV TIC
€10600VG TNG UNYOVIG KOTAGTOONS Kol KAOE GUVOALOYY] UTTOpEl Vo TPOKOAESEL Pl LeTABaom
KOTAOTOONG KoL VO EMGTPEYEL VO OTOTELECUO. AVTN 1] LETAPOIOT) KATAGTOONG EKTEAEITON AT
L0 VIETEPUVIOTIKI] GLVAPTNGN, 1| Omoio ovTIoTOXilel o GLVOAAQY KoLl TNV TPEYOLGOQ
KOTAOTOON GE [ VEN KOTAGTAOT] KOl Lo TIUN EMGTPOPNG, COUPMVO LE TH AOYIK oW oo
TNV VINPECia TOV TOPEYEL TO KaTtovepnuévo cvotua. Eropéveg, o Mnyoviy Avtrypaeng
Koataotdoewv Oa mpémel va £xet Pt cuvenn Oym tov apyeiov Kataypopg GLVOAALYDOV.

To povtého g Mnyavi Avirypaeng Koataotdoemv eyyvdtot avoyn évavtt Bulaviivav
AGTOYLOV OTOV TANPOVVTOL OPICUEVEG TPOoDTOOETELS. ALT 1 1B10TNTA Elval YVOOTH ¢ Avoyn|
oe Buloavtiva Zedipoto (Byzantine Fault Tolerance) kou cuvavtdral cuyva ot Piprioypapio
pe to ovpPoiiopd BFT. Ta cpdipato aming amotuyiog GCVGTHUATOS iVl GYETIKG EDKOAO VO
OVTILETOMOTOVV, EMEWON oyeTilovion pe TN Olokom| (oG olodwkasiog kot oyt pe avbaipeta
avévtiun coumeptpopd. H avoyn cpoipdtov amotvyiog uropei vo Sloc@aAlcTEL Le T xprion
Kavovo omANG TAELOYNEIlOG Kol ovOTATOL opiov aoctoyldv f yio mAn0og diepyacimv
ovoTipatog ico pe 2f + 1. Qotoco, ta Pulaviivd cedipoata eivol mo cvvheta. Xe éva
ocvotnua pe N depyacieg kot f fulaviivd ceaApaT, TO avAOTITO OPLOo Yia TO f TPOKVTTEL OId
mv avicomta f < N /3. Zuvenmg, n avoyn o€ £va. 1o ToAd Boulavtive c@aipa tpoimoditet
ot épovpe Tovhdyotov N = 4 digpyaoieg [15].

2.4 Koatavepnuévn Zopeovio

To mpoPAnpa TG cvvaiveonc, mov opiletot ®g 1 EMITEVEN KATOVEUNUEVIG CLLPOVING
YO [0 TPOTEWVOUEVY] TIU TOPA TNV TAPOLGIO GOAAUATOV, £xel pehetndel exTeEVDS 01N
Biproypapia, cuvdéovtag To media TG KPVTTOYPAPio Kot TOV Kataveunuévov Aoytopot. H
avoyn ™G VTaPENS KOUPOV TOV UTOPEL VO CLUTEPLPEPOVTOL ALOAIPETA EIVAL YOLPOKTNPLOTIKO
KOUUATL TOL TpoPANuoTos. Aldpopo TPOTOKOAAX GTOXEVOLYV GTNV  EMIAVGCY  TOUL,
Stuopariloviac Tig OepeAddel 1O10TNTECG NG OKEPAOTNTOG, TNG CLUPOVIOG KOl TOV
teppatiopov [20]. Zmyv mepintwon g Mnyov g Avtypagnc Kataotdoewv, n Kataveunuévn
ocuvaiveon toodvvapel pe copeovio yioo éva GOVOAO TIUADV OV AVIITPOCOTEVOLY TNV
KOTAOTOGN TOV GUOTHHATOG 1] L00OVVOLLA Y10 T GELPE TOV EIGEPYOUEVOV GUVOALLYDV.

H actyypovn Aetrtovpyia épyxetor pe moAlovg meploptopovs. ‘Eva punqvopo pmopel va
Oeopnbel yopévo evod amidg kabBvotepel. Mo vanpecia pmopel va Bewpnbel otL dev
amokpiveTol 060 givar akopa evepyn|. Ta punvopata evOEYETAL VO OTAVOLY GTOVG TPOOPLGLOVS
TOVG LE OLAPOPETIKT GEPA. AVTN M 1N VIETEPLLVIGTIKY TTTUYT VOGS AGVYYPOVOL dIKTVOV BETEL
o€ kivouvo v emkovavia LETAED KOUP®V, oL 0moiot Ogv UTOPOVV VoL EMTVYOVV E AGPALELDL
L0 KOTOVEUNUEVT CLUUPMVi, ETEON Ol dlodIKaGIEG UTOPEL VO OTOTUYOLY TNV KOTOAANAN
oty Yo va amotpanel n ocvvaiveon [21]. Katd cvvéneia, oe éva acvyypovo meptBEALOV dev
umopei va emtevydel ocvvaiveon, éva copmépacia Tov amodeiydnke and tovg Fischer, Lynch
katl Paterson to 1983. Avtd to {\mpo pmopel va Eemepaotel pe T ypron oxupOTEPOV
VTOOECEMV GLYYPOVIGHOV 1 UM VIETEPUVIGHOD GTO TPOTOKOALO TOV GUOTH UOTOC.
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Yyqpa 2.1: H Mnyavi Avtiypoaeng Katootdoemv vayopedel 0Tt | TEMKN Katdotaon gival
avTypappévn oe 6Aovg Toug KOpPovg. Ot kKoot cupEVoHV Yyl TN GEPE TOV GLVOAALY DV
OV OOCTEALOVTOL OTO TO YPNOTH KOl EKTELOVV TIG OAAAYES TTOV® GTNV TPEYOVGO. KATAGTAOT).



2.5 Toavtoypoviopdc kat lapoiiniopog

Mo AMlota gvepyeldv (aviyvmon, €yypaoer, 0EGUEVOT, OKVP®OT)) amd £vo. GUVOAO
ocuvaAloydv oynuatiler éva ypovompdypoppe. H cepd pe v omoia gpeaviCovrar dbo
evépyeleg pog ovvarraymg T og Eva ypovompOypapLpa. TPEMEL va elvon 1 101a e TN Gelpd pe
v omoia eppaviCovtorl oto T. Eva ceipromomoipo tpdypappo € £€vo. GOVOLO OECUEVUEVDV
SUVAALAYDV Elvar Evol XPOVOTTPOYPOULLO TOV OTTOIOV 1) EKTEAECT] KATAANYEL GE 0L KATAGTOO)
Baong dedopéveov mov eivol TOVOUOLOTLTN UE TNV KoTdotoon TG Paong dedouévav mov
TPOKVTTEL OO TNV EKTELECT] TOV GLVAALAYDV e KATTOW GEPKT oEpd [9]. Oa mpémel va
onuelmbel 6ty €va 0e00UEVO GUVOAO OECUELUEVAOV GLVOALAY®V 000 OlPOPETIKA
YPOVOTPOYPALUOTO HE SUVATOTNTO GEPLOTOINoNG Oev Tapdyovv amopaitnto Tnv idlo
Kataotaon s Pdong dedopévov. Iapdyovv to 1510 otryndtumo pdvo edv ival 16odH VU [LE
Vv 10l GEploKn Gelpd.

H tomuc ovvéneia evog kOpPov mov e€ac@orileton amd TV 1610TNTO TG GELPLOTOINONG
Beopeitar oxetikd oocBevig. KabBdg m extéheon tov 10100 cLVOAOL GUVOAAAYDV G©F
SLLPOPETIKOVG  KOUPOVG Hmopel vo avtloTolel o€ SLOPOPETIKES GEIPLOKES EVTOAEG, O
VIETEPUIVIOUOG OEV E1VaL EYYUNUEVOG. XE VA KATAVEUNUEVO GVGTN IO TTOV JTVEL TPOTEPALOTNTO
ot SwBeopomra, pmopel va apkel n wwdTa ™G ogpromoinons. Qotdco, oplopéva
CLOTNHOTO UTOPEl Vo amonTovV LYMAOTEPA Emmeda VIETEPUIVIGHOV. Avt| 1 vrdbeon
ov{nreitan ektevag oto Kepdiono 5.

Evd ot 6pot tov tavtoypovicod Kot TOL TOPOAANAIGHOD (PN CLLOTOLOVVTOL GUYVE
evaAlaKTKd, dev elval mavopoldtvmol. O TawTOoXPOoVICHOS Ooc@AALEL TNV KATAAANAN
Ol ELPLOT TOAAATADV EPYOCLOV, DGTE VO LTOPOLY VA TPOOSEHOLV Kil VAL OAOKAT pwBovV o€
EMKAAVTITOUEVEG Y POVIKESG TTEPLOOOVE, EVA 0 TAPAAANAIOUOS £fval | TOPAAANAN EKTELEOT dVO
N meptocdTEp®V epyactdv. O TpdTog 0pog oyetiletor pe v molv-gpyaoia (multitasking), evod
0 devtepog pe v molvenefepyaocio (Multiprocessing). Me dila Aoy, 0 cvyypoviouds
ocvoyetileton oe peyddo Pobud pe 1O SLYXPOVICUO TOV AELTOVPYLOV GE KOOYpnoTa
OVTIKEIPHEVO OEOOUEVOV, KATL TOV Ogv glval OamopoiTnTO OTNV TEPITTOON TAPAAANANG
extéleons. Avti M odkplon Talptdlel PLE TOV OPLOUO TOL EAEYXOV TOVTOYPOVICUOD G M|
dpaGTNPLOTITA GUVTOVIGHOD KOl GUYYPOVIGHOD TOVTOHYPOVOV TPOGPRACEDY GE KOWOYpNoT
dedopéva og mePIPAAAoV TOALDV xpnotov [22].

H enilvon ovykpovoewv elvalr 10 kOplo HEANUO ©TO TPOPANUHO. TOL €AEYYOL
TAVTOYPOVIGHOV. AVO gvEPYELES OTO 1010 AVTIKEILEVO JEQOUEVMV EPYOVTOL GE GUYKPOVGT EQV
TovAdyLoTOV pio amd avtég eivon Aettovpyia eyypapng [9]. Me Bdon avtdv Tov opiopd, dVo
TOVTOYPOVEC AELTOVPYIEC OVAYVMOOTNG G KOWOYPNOTA OEG0UEVA. OV ATOTEAOVV OTTEIAT] Yl TO
ocvotua. Ot cuykpovoelg amotelovy T pila POV OePEMOIGV OVOUOADY TOV UTopEl va
TPOKOLYOLV AOY® TNG TOVTO(POVNG EKTEAEONC GLVOAAAYGDV. AdY® OpPIGUEVOV TOTTMOV
oVYKPOLONG, €V, XPOVOTPOYPOUUN 7OV TEPhapPavel 600 CUVETEIG Kol OAOKANPMUEVEG
ouvoAloyég pumopel va TpEEeL o€ P GLVET PAom SESOUEVMV KOl VO TNV OPI|GEL GE ALCLVENT)
Katdotoon. Avtég ot aveUaAlES TEPIAAUPBAVOVY TV OVAYVOOT] U OEGUEVUEVAOV OEOOUEVOV
(cvyKpovoN EYYPOPNG-OAVAYVOONG), TIG OAVETAVIANTTEG AEtTOVPYieg avayvmong (cOykpovon
AVAYVOONG-EYYPAPNS) KOl TNV OVIIKATACTOOY U1 OEGHELUEVMV dedopuévav (chyKpovon
eyypapnc-eyypapng). Otv €vvoleg Touv  €AEYYOVL  TOLTOYPOVICUOD KOl TNG OLVOTOTNTOG
oglplomoinong cvinrovvron Aentopepéotepa oto Kepdiaro 4.
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2.6 Kportoypoagwd Epyaieia

2.6.1 Xvvdptnon Xdvoync

[ToAAég epappoyéc amartodv cUVAPTAGES OV gival anpdPrenteg N mapEyovy Evav
TPOTO AVTIGTOIYIONG MG LEYAANG GVUPOAOCELPAG E1GOS0VL GE L LKPOTEPT GLUPBOAOGELPE
€£600v. 'Eva kpuntoypapikd epyaieio mov mopadoctokd eEumnpetel Evav T1€1010 oKomd givat
po. cuvapton cOVOyYMG, YVOOTH KOl ®G GLVAPTNOTN KOTAKEPUATIGHOV. Mo Guvdptnon
KOTOKEPUATIGHOV AAUPAVEL ELGOO0VG KATOLOV UNKOLE Kot TIG CLUMLELEL 6 €EOO0VE LIKPOV Kl
otabepod pnkovg [23]. To gbpog €600V lvar HiKpOTEPO amd TO €0POG £1GOJOV, EMEWN Ol
€€odol otafepov pKovg mopdyovtol amd €60d0vg avbaipetov unkovc. H vmoloyiotikn
TOAVTAOKOTNTO [0S CLVAPTNONG KOTAKEPUOTIGLOV EIVOL TOAVMVLLLKT, TPAY LA TTOL O UOAVEL
OTL 1 EKTEAECT] TOV VTOAOYICUAOV TNG ELvaL OmTAT).

Mo koA GLVAPTNOY KATOKEPLATIGHOV TPETEL VOL EIVOIL TPOKTIKE L] AVOLGTPEWYLT KOt
avOekTiKN 6€ GLYKPOVGELS KATAKEPLATIGLOV [23]. Mo 6hyKpouGoT KOTOKEPUATIGHLOV 0pileTan
¢ éva {evyog dtakprtddv otoryelwv mov mopdyovv Ty idta ££080 dTaV PN GLLOTOLOVVTOL MG
€1l00001 G [0 CLVAPTNOT KATAKEPUATIOUOV. Ol GUVOPTNGEIS KOTAKEPUOTIGLOD UTOPOVV VO,
YPNoYWomomBovv yoo T ONUovPYio. TVAK®OV KOTAKEPUATIGLOD TTOV EMTPETOVLY YPNYOPES
avalntoelg moivmiokdmtag O(1l) katd v amobnkevon evog cvvorov otoyeimv. ITo
OLYKEKPLUEVA, €AV TO €VPOG €000V OGS GLVApPTNOoNG Kotakeppatiopov H éyel uéyebog N,
101€ éva otoyelo x amodnkevetal otn oepd H(x) evog mivoka peyédovg N.

2.6.2 Aévdpo Merkle

To dévtpo Merkle givar éva dvadikd dévtpo Pabovg log(m) mov ypnoiponolel éva
obvoro otoveiov X, X5, X3, ..., Xy Yoo TV apyikonoinon tov. Kdbe @OAAo tov 8évtpov
neplEyet éva atoryeio amd to ohvoro. Kabe dALog kKOpPog 6To dEvTpo ivat T amoTELES O L0
ocuvapmong Katakeppotiopod H mov Aappdvel og 10000 T1g TIHEG TV BuyaTpik®dv KOUPoV
mG. H ovvéptmon mov maipvel g €i6odo 10 cbvoro twv otoyeiov Xq, X,, X3, ..., Xy, Kot
emoTpépel ™V Ty g pilog HETA TOV VITOAOYIGHO OA®V TV Tw®V oto dévipo Merkle
ovpPoriletal og R,,. Edv 1 ouvapmon H eivon avBektikn ot cvykpovon, 1ot 10 R, elvor
emiong avlextikd ot chykpovon yia kibe otabepd Oetikd axéparo m [23].

‘Eva and to mheovekmporo g xpriong evog dévepov Merkle eivat 6Tt dtevkoAvvel
dwdtkaoia emaAnfevons. ‘Eva oyetikd mopddstypo eivor n mepintmon avioAloyne apyeiov
peTaEy mEAATN Kot olokopotn). Ag vmobécovpe 0Tl évag ypNoTng £xEl TE0oEPA GTOXEL
X1, X5, X5 xar X,. O ypnog umopet va vroloyicel mv T hy g pilog Tov dévrpov Merkle,
omov hy = R, (X1, X5, X3, X,) ka1 va avePdost To cuvoro tav otoyeiov X, X,, X5 kol X, og
éva Odwaxoptotn. Otav ypedletor €va cuykekpipuévo ototyeio X;, o ypnomng umopel va 1o
{nmoet. O drokopiomg Ba mpénetl va emotpéyel to X; pall pe v anddeién ot to otoryeio
etvan €ykvpo. o mapddstypa, €av o xpnome {ntmoet 10 X3, o dtakouotg Ba mpémel va
emotpéyel to X3 pali pe 1o X, kot to hy (Zymua 1.2). Me avtdv tov 1pdmo, 0 xpfotng Uropet
va, emaAnBevoel TV €yKvupoOTNTO TOL {NTOLUIEVOL oTolYEloV VTOAOYiLovTag ek vEou TV adia
g pilag, ¥PNCOTOLDOVTOS TIG TANPOPOPIES TOL TOPEYOVTAL AT TOV dlakopoty. Edv n véa
TN elvat ion pe hy, TOTE TO EMOTPEPOUEVO GTOYELO Eivan £YKVPO.
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hg = Ry(X1, X3, X3, X4) = H(hq||h2)
hy = H(H(X1)||H(Xz))

‘ hg 1 Ry = H(H(X3)I1H (X))

IR Y

Yypa 2.2:'Eva 6évopo Merkle a&lomoiei éva ohvoro avtikeipévoy Xy, X,, X3, ..., X yia v
APYLKOTOINOoN TV GUAL®V TOV Kot LITOAOYILEL TIG TIHEG TV VTTOAOIT®VY KOUP®V pe T forfeta

wag ovvaptnong covoyng H. Otav to 6évopo Eekva pe téooepa avtikeipeva (m = 4), to
VYOG Tov givar ico pe 2.
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2.6.3 PYnowkn Yroypoon

Ot ynouwkég VTOYPAPES YPNOLULOTOLOVVTAL KUPI®MG GTNV OGVUUETPT KPVTTOYpOpia
(yvoot kot o¢ kpurtoypagio dSnpuoctov kKAEWL00). Opiopéveg Aettovpyieg opilovrat yio
onovpyia KAEW00, TNV LIOYpaEn Kot TNV emoAnfevon avtictowa [24]. Ymdpyovv dvo
Baoucég Teyvikeg yia Tic ymoakés voypagés. H mpdm pébodog ypnoipomotet éva mopaptnpa,
oV onpoaivel 6Tt amotteiton To apykd Pvopa PeTaEd TOV AMOGTOAEN KOl TOL TOPOANTTIN.
Avtd @aivetol 6€ GUOTNHOTO TTOV YPNOLUOTOLOVV GLVOPTNACELS KUTOKEPUATIGHOD 1 TOV
alyopiOpo kpvntoypdononc ElGamal [25]. H devtepn pébodog oyetiletan pe mv avakmon
UNVOLOTOC, TOV GNUOIVEL OTL TO aPYLKO UMvupa Pmopel vo avoamapoydel and v vIoypoen.
Avtd Tapatnpeiton og GLoTHUATO TOL Y prcipomolovy RSA [26].

‘Eva amhd oyfua vmoypaeng £xel o000 TAELPEG GE Eva KOVAAL €mKOWV®VING: TOV
amootoAréa S Kot Tov erainBevt) V. O anootoréng S amoktd 600 KAEILH YPTCLULOTOUDVTOS TN
Aettovpyion yevvnTplog KAEWOIOV. Avtd to kAewd1td cvuPoiilovian og Ks ot Ky. Tlpwv v
OTOGTOAN €VOG M, O OMOGTOALNS S LVTOYPAPEL TO UVULO YPTCLLOTOUDVTAG TN Agttovpyia
vroypaeng kot To KAEWL Ks. H vmoypaen e€aptdrot amd 1o pvopa Ko supuPoAiletor og o.
To Levyog (m, o) amootéldeton kaon To KAeWi Ky dnpooctiedetar. O emainbevtig V pmopet va
emaAndevoetl edv 1 VTOYPAEY] Elvat Eykvpn N Oyl KE TN ¥PHON TS CLVAPTNONG EMAABEVONG
Kol TOL KAEWO00 K. AvTo TO amAd oynpo £xel TOAAG TAEOVEKTIUOTO, KOL LLELOVEKTI LOTO, KO
elvorl £vol OVTITPOCMTEVTIKO TOPAOELYHO. YNPLOK®OV VITOYPUP®V UE TN XPNoN ONUOCLOV Kol
WOIOTIKOV KAEOLOV.

Ynrépyovv 010popotl TPOTOL VAOTOIGONG HOG oLVAPTNOTG Onpovpyiag KAELSL0V.
[Ipotov, pmopel va Pacileton o a&lomioTovg EEvoug opyaviopovs. Qotdco, N vedbeon Tmv
EVTILOV EEVAV 0pYaVIGUAV dgV givat BActun kot Kavelg dev pmopet va eyyun 0l v eykopotta
oV (gVyoug KAEWIDV TTov ypnoipomolel. Mo aAAN pébodog eival 1 dnpiovpyio evog 16Tod
gumoToovVNG, Omov kébe ypnotng umopel va mapéyel éva £ykvpo (edyog KAEWODOV Yo
OPLOUEVOLS aTtd TOLG LTOALOITOVG XPNOTES. XE ALTO TO GEVAPLO, EEAKOAOVLOOVY Vo VG PYOLV
Oépata epmotoochvig mov pénel va AneOovv vroym. Télog, pio mopadociakn Avon sivol M
VrapEN VIOYPAPAOV ToLv Pacilovtol 6TV TaTOHTNTO, OTTOL 1) dNLovPYic KAEWIOV e&apTdTot
and TNV TavtdTTO TOL YPNOoTN [24].
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Kepaiaro 3

Teyvohoyia Blockchain

3.1 Blockchain

Amo TV mAevpd ¢ doung dedouévmv, to blockchain givon pia akolovdia amd block
7oL amodnkevel eyypapéc cuvariaymv. Kabe block cuvdéetal pe tov mpokdtoyd tov pécw
evOg KPLTTOYPAPLKOD OElKTN, 0 OmOlog €Vl OVGLAOTIKG U0 TIUY] KOUTOKEPUOTIGHOD TOL
nponyoduevov block. To mpdto block tov blockchain dev £xel mponyoduevo block. Amd v
TAELPE TOL GLOTHATOG, éva blockchain givan éva Katavepnpuévo cOGTNHO TOV AVATOPAYEL
O0edOUEVO, 0€ TOAAOVG KOUPOLG 7OV Ogv  EUMOTELOVTIOL TANPOS O €vag TOV OGAAOV
YPNOWOTOLOVTAS TO LOVTELD TS Mnyovnig Avtrypaoenc Kataotdoemv [19] mov meprypdpetot
0TO TTpoNyovUEVO KePdAato. Ot kopPot yapaxmpilovior elkpiveig 1 kakOBovAol, avaroyo
He 1o av Tapovotdlovv Pulavtivi) CLUTEPLPOPA.

H npdtn yevid tov blockchain Baciletar otov oyediooud tov Bitcoin [1], 6mov o
cuvaAdoyn mepropileton o kpvmrovopicpata. AAla blockchain 6mwg To Ethereum [2] kot to
Hyperledger Fabric [27] égouv avadeybel wg n devtepn yevid blockchain mov emtpémel ™
oMoV PYia TOAVTAOK®V KOTOVEUNUEVOV EQAPUOYDV TEPOL OO TOL KPVTTTOVOioHOTH. AVTA TO
blockchains pmopodv va vrootnpiovv &vmva cuuforato (smart contracts) mov emitpémovv
OTOVG YPNOTEG VO KMOIKOTOLOVV Kol VO EKTEAODV avBaipeTovg VTOAOYIGHOVS TAVED GTNV
aivoido tov block. Ot kotootdoeg g aAveidag poviedomolovvial wg Aoyaplacpoi. Ot
oLvaAlaYEG 6TV aALGid Taipvovy TN popen KAfoewv cvufolaiov (contract calls) mov
TPOTOTOLOLV TNV KATAGTOGT TOV GUOTHUATOG e PAon T GEPA TOVS, 1 OTolo CLHPMOVELTAL
amd eLMKpvelc kKOpuPovg 6To 0ikTLO aKoAOVODVTAG Eva TPWTOKOALO cuvaiveong [28].
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genesis block

— 000 +——

Previous Block Hash Previous Block Hash
Merkle Root Hash Merkle Root Hash
Nonce Nonce
[ R X ] [ X X ]

Block x Block x +1

Typa 3.1 H doun dedopévov blockchain propel va avaroapactadel cov akolovbio amd
blocks mov amodnkedel cuvarrayéc. Kabe block mepiéyet évav katdAoyo cuvarliaymdv pali pe
éva. oOVOAO TIUGV, Ommwg v Tun ™G pilac evoc dévopov Merkle mov emkvpdver v
OKEPALOTNTO TMV GUVOALUYDV.
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‘Eva tomko block oe éva blockchain amotedeiton amd o emikepaida, dedopéva
CLVVAAAAYDV Kol TPOGOETEG TANPOPOPIEG TOV EMTPETOVV TNV OVOYVMPLOT] TOV OTtd TO OIKTVO.
INa mopdderypa, €va block Tov poviélov Bitcoin €yetl pio emkepaAiido mov meplapupaver v
ékdoon tov block, v iy katakeppotiopov pog piloag 6évipov Merkle mov cuvowilet kot
EMOANOEVEL TNV OKEPALOTITO TOV GUVOAAAYDV, TNV T KOTAKEPUOTIGLOV TOV TPOTYOVLEVOD
block, pa ypovikn onpaven (timestamp), tov Tp€yovia 6TOY0 KATAKEPUATIGHOD Kot TO TESI0
nonce. Iepiéyet emiong éva LeTPNTN CLVAAAAYDV, £VO. GOVOAO GUVOAANY®V Kot TO pEYEDOg Tov
block.

Ot ahvaideg amd block pmopolv va y@piotovv gupémg oe dVo KaTyopies: SNUOGLES Kot
WOOTIKEG. TNV TPMTN TEPIMTMON, ONMOOcMTOTE KOUPOoG umopel va evtaybel ot va
amoywpNoel and 10 dikTLO, HOKoVTag UE €V TANPOG ATOKEVIPOUEVO GUGTNHO OUOTIL®V
kOuPov mov pmopel va mpootatevtel and emiBécelg Sybil [29]. Env dAAn mepintoon,
emPariovtar mePlopiopol amd £vav OpyOVIGHO GYETIKA [E TOV EAEYYO TAVTOTNTOG KOl TNV
avayvopion tov Koppov. Ta mepiocodtepa dnuocia cvotpato blockchain ypnoipomolodv
naparroyés tov Proof-of-Work (PoW) ¢ mpmtokorlo ocvvaiveong, to omoio &ival
VTOAOYIOTIKG aKPPO KOl [ VIETEPUVIOTIKO, EVO TO TMEPLGGOTEPA OLOTIKG GLOTHUOTO
blockchain vioBetovv évav amd Tovg unyavicpovs amd v epevvntikn PipAtoypagia yio v
KOTOVEUNUEV GLVOLvEST, €lTe YPNOILOTOIDVTOG TOVG amevbeiag elte AvVOTTOGGOVTOG
napoAlayés tovg. Oa mpémer vo onuelwbdel 6tt vdpyovv blockchain mov cvvévalovv
SLOQOPETIKEC TTLUYEG TOV ONUOCIOV KOl 1OIOTIKGOV GLOTNUATOV, OT®G TO CONnsortium
blockchain [30].

H mopomdve Suwikpion petafd ocvompdtov pmopel va €ivol moAOTIUN Yoo o
OepeMdon avaivon g texvoroyiag blockchain. Qotdco, m mANPNG Katavonon g
CUYKEKPLUEVIG OPYLTEKTOVIKNG OolTel Uit To AEnTOUEPN TAELVOUNGCT TOV OVTIGTOL(®V
ocvotnudtov. Ot Dinh et al. [31] etonyayav po Aertodtepn ta&ivounon mov Poaciletor og
TEG0EPLG OLOLOTAGELS: KATOUVEUNLEVT] AAVGION, KPUTTTOYPOPLKA G LULATO, CLVOIVEST Kot £EVTVOL
couPorota. AvtéG ot OlaoTACELS UTOPOVV VO OMELKOVIGOVV EMOPKAOS TO Oepeldon
YOPAKTNPIOTIKG VO cuatipatog blockchain.

H xotavepnuévn aivcida eivor pia avttypopévn dopn 0E00UEVMOV TOL KOTOYPAPEL
OAOKANPO TO 1GTOPIKO TOV AETOVPYLDOV EVIUEPOGNG TOV EYIVOAV GTIG LETOPANTEG KOTAGTAGG
tov blockchain, vrofétovtag 6t o choTnu EEKIVA e OPLOUEVES QPYLKEG TILEG KOTAGTAONC.
Me dAla Aoywo, M alvoida amoteAeiton omd po tagivopmuévn A{oTo GUVOAAXYADV TTOV
aVTLYPAQETOL 6TOVG KOUPOVG TOVL SIKTOOV. AVTITPOCMOTEVEL £vo. CNUOVTIKO HEPOG TOL
oTpopatog amodnkevong tov blockchain kot pmopel va elvor vmevBvvo Yo TOAAEC
avenaicOnteg dtapopés pnetalh cuoTUATOV. AVTEG 01 SLOPOPES LTOPOVV VO EVTOTIGTOVY GTO
LOVTELOD dedOUEVDV, 6TO TAN00G 0AVGId®V TOV VITOGTNPILEL VAL GLGTNLLA KO GTNV 1OLOKTNGlL.
[IpdTov, 01 IANpoPopieg TOL amodnKeLOVTAL GTNV AAVGIdN 0KOAOVOOVV TIC TPOSLAY POPES TTOL
TOL HOVTELOV OedopEVOV. To HOVTELD OE0OUEVMOV SLEVKOAVVEL TIG AOYIKEG AEITOVPYIES TTOL
EKTEAOVVTOL OO TNV EQPAPULOYT TAVE omtd TV aAvcioa. [ mapddetypa, pmopet va vioBetndet
évag mivakag Cevyoug KAEWOIOV-TIUNAG 1 €va LOVTEAO AOYOPLGLOV-YXPIOTN, OVAAOYO LE TN
Aoy Kot To okomd Tov cvotuotog blockchain. Xe kd0e mepintwon, o1 Aoelg amodrKevong
OE0OUEVOV OTOTEAOVY KOUUATL LYIoTNG onpaciog kabe kopPov yio mv amodnkevon g
TAPOLG KOTAGTOONG TOVL ovothiuatog [32]. Aebtepov, ot mAnpogopiec HmOPOLV va
amoOnkevTOVV o€ pia 1) TEPLOcOTEPES Kataveunuéveg aivoidec. Ot Yu et al. [33] mepiéypayav
éva PedTiopévo emyelpnuatikd povtédo mpoteivovtag o véo aivcida (state blockchain) yia
éval 1810TIKO dikTvo molamdmv blockchain mov mepildpfove 16 éva blockchain cuvaiiayodv,
éva blockchain Aoyapraocpov kon £va blockchain pnvopdtov. Téhog, 1 1dlokTnoia TG alvoidag
pmopel vo mOIKIAAEL amd EVIEAMG OVOLYTH] OTO KOWO £€m¢ avotnpd eleyyduevn amd &vav
0pYOVIGLOG.
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Ot KPLTTOYPOPIKEG TEYVIKEG PN OLULOTTOLOVVTOL GE peyddo Pabud yio v aviyvevon
napaPioong tov dedopévov blockchain kot v gyydnon g akepordmtog, n omoio ival
Lot onuaciog €W0wd yioo oNUOGLO. GLGTAHATO OTOV dgv VIAPYEL TpokaBoplouévn
EUMIOTOOHVI. Tuykekpipéva, Eva Tomiko block oe éva ocbotnua blockchain mepiéyet tnv Tun
KOTOKEPUATIONOV g pilag o0évtpov Merkle wor v iUy  KOTOKEPUATIGHOV TOL
nponyovuevov umhok. Onmg meprypdpetor 6to Kepdiato 2,  yprion evog dévtpov Merkle kot
LL0G KOANG GUVAPTNONG KOTOKEPLATIOUOD UTOPEL Vo S1EVKOADVEL T d1adkocio e 0gvong
KOl VO EVIOYVOEL TNV OVTIOTOON €VOC KOTOVEUNUEVOD GUOTHHOTOS £VavTL KOKOBOLANG
ocvoumeprpopds. To dévipo Merkle dracparilel 6T1 omowdNTOTE QALY GTNV KATAGCTOON
odnyel o€ o véa TN KOTOKEPUOTIGUOV pilag, KaBMDg To GUALN TOL dEVIPOV TEPLEXOVV TIG
KOTOOTAGELS KOl 01 E6MTEPLKOT KOUPOL TEPLEYOVY TOVE KATOKEPHUATIOUOVS TOL eapTdVTOL AT
TIC TIHEG TOV BuyaTpikdv KOUP®V Tovs. [ mapddetypa, To Ethereum ypnoipomotet éva dévepo
Merkle Patricia [34], Tov omoiov ta @UAAN gival KOTAGTAGES TNG LOPPNG KAELSLOV-TIUNG. Me
avtov tov Tpomo, M pila Tov Oévrpov Merkle mpootatedel To apyelo KatAypaPNg TO®V
GUVOALO YDV, JATNPOVTOS £TGL TV oKePALOTNTO TG Kotdotaong tov blockchain. EmmAéov,
kaBe block ocuvvééetoan pe 10 mponyodUEVO TOL HECH WIOG TWNAG KOTOKEPLOTIGLOV,
oynuotifovrog (o aAvcido OeKT®V. AOY® QUG NG AAVGIONG KPUTTOYPOPIKMOV JEIKTMOV
Kotokeppatiopov and to éva block oto dAAo, 1o 16Topikd Tov blockchain eivon acparéc. Ocov
aeopd 1o HovTélo acedlelag tng teyvoAoyiag blockchain, to chompo mpodmobétel
dwbfeotpdO T AOCVUUETPNG  Kpumtoypagiac. Ot TtovtdtnTeg YPNOTN KOl GLVOAAAYNG
TPOEPYOVTIOL OO TOTOMOMTIKA OMudctov kAewdrod. Kabdg ta ovotiuata blockchain
evoéyetal va Aertovpyobv og €va availomoto mepIPAAAOV, 1 AGPUANG dloyeiplon KAEOIOV
eitvan vyiotng onuaciog. Ot Dinh et al. [31] ypdeovv yia TV épevva TOL EXEKTEIVEL TOV QPYIKO
oyxedtacpo Tov blockchain pe moAdmAoka TPOTOKOAAL KPLTTOYPAENGONG TOL GTOXEHOLV GTN
Beltimon ™G ac@ILELOG KOt TG ATOS00TG LLE ECOTEPIKESG TEYVIKES OTMG ATOJEIEELS UNOEVIKNG
YVAOONG, OLOOIKEG VTTOYPAPES Kol AELOTGTO VAKO.

H ovppovia mailer kabopiotikd polo oto €xfpucd mepiPdArov €vOC GUOTHUATOG
blockchain. Emetdn] n aAvcida eivor o avtiypoppévny dopn mov datnpel v TpEyovca
KOTAOTOON TOL GLUOTHHATOG, O1 AELTOVPYIES EVIUEPMONG TPETEL VO CLUPMVOVVTOL OTTO OAOVG
toug elMKkpveig képupovuc. Eva katavepnuévo cvotmpo mov Paciletor oty vrdBeon 6tL 6oL
ot KopPot givar stlkpiveic pmopel v KataAnEel 6€ GUUPMOVIO e TETPLUUEVO TPOTO. Q6TOGO,
avt M vdbeon eaivetal mopdioyn. Koatd cvvéneia, yio v vrdpéer avoyn o€ Polovtivég
amotvuyles, éva ocvotnua blockchain amoutel éva aglomoto npwtdéxoiro. H Bifiioypaeio yio
TNV KOTAVEUNUEV GLVOIVEST EYEL EL0OYAYEL TOAAOVG UNYAVICHOVG OV gival KATAAANAOL Yio
éva. ovomuo blockchain [28, 35, 36]. Oa mpémel va onuelwbel 6t1 vIdpyel £vo AGHA
TPOTOKOAL®V ovvaiveong micw and T cvotiuato blockchain. Ta dnudowa blockchain
YPNOOTOOVV KVUPIOG TPOTOKOAAN Tov Pocilovtor 6€ LTOAOYIGUOUS, VM TO. 1OLOTIKG
blockchain ypnowwomolobv kvpiwg mpwtéKoAla mov Pacilovion oty emkowmvia. Ot
aAlyoplOpol GLUEOVING AVOADOVTOL EKTEVAS TOPUKATE.

Ta é&umva copPoroia amotelodv v Tehevtaio KOpLo LOovVAde €VOS GLOGTNHATOC
blockchain mov e&etaletar oto mhaicio avtig g tagvounone. ‘Eva évmnvo cvufoiaio
OVOQEPETOL GE EVOV VITOAOYIGLLO OV TTPOYLATOTOLELTOL atd GAOVG TOVG KOUPOVG 6TO GHGTN A
blockchain 6tav exteleitar wa ovvarlayr. Ot mapdupetpor tov £€vmvov cupPoraiov
ovpeovouvtal amd kabe kouBo. Me avtdov tov evupd oplopo, £va  blockchain éyet
evoopatopéva Eumva cupolato Tov epapuodlovy T AOYIK| TOV GUVOAALY®V TOVG OGOV
aeopa TNV eMKLP®ON Kot TNV ektédeon. [a to vorowto g perétng, eetdlovpe povo
¢Eumvec ovuPdoelg mov opilovror amd to xpnotn. Eva chomua mov emrpénet v avamtoén
¢Euvmvav copforainv eCoptdtor oe onUavTiKO Babud amd T YAOCCH TPOYPOUUUATIGULOD Kot
10 TepPdArov extédeong. Ocov apopd ) yhdooa, To Bitcoin kot to Ethereum amotedovv tig
dvo axpaieg meputtmwoelg. To Bitcoin mpooeépel meplopiopévo apldud evioddv, evd To
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Ethereum vrootnpilel éva TANpeg Tpoypappatiotikd Thaicto Toov Turing-complete yio tnv
ektéleon avbaipetwv vroloyloudv. Meta&d tov 600 akpainv teputtdcewv, To Kadena [37]
kot to BigchainDB [38] mapéyovv mepiocotepn ekepootikdétnta and to Bitcoin kot
PN OOTOLOVV TOAVTAOKT] KO TEPLOPLOUEV ONUACLOAOYIO Yo To. £EuTTva GLUPBOANLE TOVC.
Oocov apopd 1o TeptPAALOV YpOVOL EKTELEOC, TO TEPLCCOTEPH, GLOTUATO EKTEAOVV EEVLTTVEC
ovupaoelg otov 010 xpovo ektédeong pe TV vmdloutn otoifo tov blockchain. T
napaderypa, to Kadena avolver copporoio ypoupéve otn yAOOOH TOV KOl TO EKTEAEL
amsvbeiog wg npoypappata Haskell. Qotoco, To Ethereum £yet tn d1kn Tov €1koviky punyavi
Yoo TNV ektéleon tev evtoAdv kon to Hyperledger Fabric ypnowomotei Docker yio v
ekTéAEOT TOV GLUPOACI®V TOL.

O poavagepbeiceg doTACES (KOTAVEUNUEVT] 0ALGIO0, KPUTTOYPOPIKA GYN LT,
ocoppovia, €&umveg GLUPACELS) UTOPOLV VO EVOOUOTOCOVV  ENOPKAG T  Pacikd
YOPOKTNPIOTIKA TOV SLAPOPETIKMV EMTEOMV AoylokoD g teyvoroyiag blockchain (Ewodva
2.2). Avto T0 o pNUEVO LOVTELO AOYIGUIKOD amoTeAEiTal amd To eninedo amobnKevong, 10
KPUTTOYPOPIKO EMIMEDD, TO EMIMEDO EKTEAEONC, TO EMimedo ocvvaiveong kol To eminmedo
epappoyns. 'Eva  vmoloyiotiké ocOommuo mov dwbéter tov  amapaitmrto eEomhoud
(eme€epyaotig, diokoc, GLVOESELG SIKTVOV K.O.) UTOPEL Vo KOADWEL TIG avAyKeS EVOC KOUBOL
blockchain kot va coppetéyel evepyd 610 avtiotoryo diKTvo.

Me Bdon v apyitektovikny tov, éva cvotnua blockchain uropel va eyyon0el moAlég
1010t TEC, OTT™G deiyvouy ot Zheng et al. oy épevvd Tovg [39]. TTapéyel amokévipmon, Kabmg
deV LIAPYEL AVAYKT V1oL AELOTOTN KEVIPIKN vinpecio. [Ipoceépet empovi e TNV avOekTiK
Katoveunuévn aivoida. Eyyvdton évav opiopévo Pabud avovopiog, emedn kovévag EEvog
opyoaviorog o yvopilel evaicOnteg mAnpogopiec ypnot Kot ToALATAEG dlevdvvoelg pmopoHv
vo. ypnowpomoovv yio v ektéheon Asitovpydv oto blockchain. Téhog, evioyber
duvaTOTNTO ELEYYXOV [E TN SPAVELD TV OTOONKEVUEV@V OESOUEVMV.

3.2 Xvpgovio og Blockchain

e éva ovotnua blockchain, moAlol kopPot mov dev eumotevovion o €vag Tov GALO
TPEMEL VO KATOANEOLV GE CULPOVIO TYETIKA LLE TN GEPA TV GUVIALAY®V. AV glvol EQIKTN M
ocuvvaiveon oto gyfpikd meptfdArov Tov diktvov blockchain, amatteiton éva KoAd oxediacuévo
TpOTOKOAL0. Ontmg emonudvOnke mopamdve, VTapyEL £vo PAGUO TPOTOKOA®Y GuvoiveEoNS
micw and cvotipate blockchain, Eekvovtag and Kabapd vroroyiotikd, 6mws to Proof-of-
Work [1] éo¢ kaBapd Paciopéva otny emkovovia, Ortwg to PBFT [40]. Avtd to mpotdkoAila
€YOVV OlPOPETIKA TAEOVEKTNUOTO KOl HELOVEKTNUOTO OGOV o@opd TNV KOTOVOIAMON
evépyelag, 1n Owyeiplon tavtdtTog Kor TNV avoyn oty gxfpikn ocvumepipopd. o
dlepeuvnoovpe KAmoleg peydhes olyoptd ke ouKoYEVELEG TNG KATAVEUNLEVIC GLVAIVESTC.

3.2.1 Amndbdosién Epyocioc

Opropévor képpor oto diktvo blockchain mpocmabodv va Bpovv po Avon oe €va
KPLITOYpopikd tpdPAnua. H Avon eivat éva tuyaio amotéleoua n (NONCE) TOL IKOVOTOLEL TNV
akodAoLON cuvBn Kk, 0mov H glvat o GuVAPTNOT KOTOKEPUATIGHOV, t €lvon éva dedopévo Oplo
Kot k elval éva 6uvoro mpochetov mapapétpmv tov block.

Hn||K) <t
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Smart Contarcts Application

PoW, PoS, PBFT, ... Consensus Protocol
Compiler, VM, Docker, ... Execution Engine
Merkle tree, Hash function, Cryptography

Digital signatures, ...

Distributed ledger Storage

Tympa 3.2: ‘Eva ovomuo blockchain pmopet va avamapactabei and mévie otpdpato
AOYIGUIKOD, CUYKEKPIUEVA TOL CTPOUOTO TNG EPAPUOYNS, TNG CLHEMOVIOG, TNG EKTEAEONS, TG
KPLTTOYPOPLOg Kot TNG 0modnKeEVON G AVTIoTOLY L.
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Ortav PBpedel éva cmwotd amotéheoua nonce, to block mpowbeiton oe eninedo diktvov GTOVG
KOUPOLG, 01 0moiol TPEMEL VO EMKLPMGOVY TNV VIOAOYIGTIKY| €PYAGiO. AVTN N OTPATNYIKN
ovvaiveong ovopdleton AmddeiEn Epyoaciog (Proof-of-Work v oaAlog PoW) kot
xpPMNOooToOMmONKE Yo Tpd™ Popd oto Bitcoin, pali pe Tov kavovae T pakpvuTEPNS 0ALGIONG,
cOLEOVa e Tov 0moio o aAvcida amd blocks mov yiveton peyalvtepn ot cvvéyela kpivetan
o¢ avbevtikn [1]. Opiopéveg mapordoyéc avtod Tov TPOTOKOAAOL &xovv avamtuydel
TPOKELIEVOD va PeATiobel N cuvolkn anddoon tov cuethuatog blockchain [41, 42, 43].

3.2.2 Anddsién ZToryquatod

Eneion n Andoeién Epyociog dev elvon gvepyelokd amodotikn, oyedidotnKe (o véo
OTPATIYIKT Y10, VO LELDGEL GNUOVTIKG TO KOGTOG TNG (pdong dnpovpyiog tov block. Boaoiletat
otV menoinon 6t ot kOpPor pe peyadvtepo vroOAouta Aoyoplacuod o Ba emtebodv oTO
diktvo. Eva otoiynpa aviumposwnevet T d€oevo Tov KOUPoL va Slortnpr el To dTKTLO VYLEC.
‘Evag dnpovpydc M evig block mpémet va Bpet éva tuyoio nonce n mov vo, IKAVOTOLEL TNV
ako6AoLON cuvinkmn, 6mov H glval pio cuVAPTN O KATOKEPUATIGHOV, t Elvar Eva 0edopEVO OpLo,
k etvar éva cuvolo mpdcsbetwv Tapapétpmv UITAok Kot S €ivat fio. GuVAPTNOT) TOL EMGTPEPEL
TO GTOlYM L.

H(nl|lk) < S(M) - t

Mmopel va pavel 6Tt 660 peyodlvtepo eivor to otoiynua S (M), t1déc0 mo edkoro givat va Ppebdel
70 N. AVTO TO GUVOLVETIKO TPMTOKOALO ovopdletatl Amodeién Xroynpatog (Proof-of-Stake 1
almg PoS). Agdopévov 6t 1 emAoyn Paoel Tov vroloimov Tov Aoyaplocuol givat apKeETH
GOtk emedn To mAovototepo dTopo sivon ERato 6t Ba Kuprapyet oto dikTvo, £xovv culnTnoet
Toparloyég Tov TpOTOoKOALOV, 0Ttm¢ To Delegated Proof-of-Stake [44].

3.2.3 Tpaktikn Avoyn Bulavtvov Xeooipdtov

Ta mpwtoKoila mov Paciloviar otnv Amodelén Epyaciog etvar mBavoroyikd, evd 1
[paktikn Avoynn Bulaviivav Zeoipdtov (Practical Byzantine Fault Tolerance 1 aAiudg
PBFT) elvat évog adyopBupog avarapoaywyng v v avoyn Pulaviiviig coumeptoopds pe
vieteppviotikd tpomo [40]. Anpooievtnke amd tovg Castro kou Liskov to 1999 «xau
epapuoomke apyotepa oty ékdoon 0.6 tov Hyperledger Fabric. To mpmtokoAro dtoc@arilel
O6tt uohc mpootebei éva block, eivar oplotikd kol dev pmopel vo avtikataotadst 1 va
tportonomBel. OLOKAN PN N Srodikacio puropel va yopilotel o€ Tpio 6TAOWL: TPO-TPOETOLLOGIA,
TPOETOLUACLO KoL OEGHELON. Xe KAOE pdion, Evag kOpuPog Ba e1céhBel oty emdpevn eaon eav
&xel AMaPel yneovg mtepiocdtepovg amod to 2/3 dhwv Tov kopPov. Eropévog, to PBFT amottel
vo gival yvootn 1 tovtomro kabe kopPov. To Tendermint [45] evioyver to apyikd
npwtokoAo PBFT exyopovtag dvica Papn otig yneovs. Aideg maporrayés tov PBFT
Bewpovvtan to Parallel BFT [46] kot to Optimistic BFT [47].

3.2.4 A&dmoto Yakd

To kOpro (Nuoa pe v Anddeén Epyaciag kot v [paktuay Avoyn Buvloavtivav
YpoApdtov ivor n vedBeon 0t Pulaviivi cuumeptpopd puropet va Tapotpnoel oto dikTvo
blockchain. Qoto6c0, pe ™ ypnon a&lomotov VAKoO 1 Puloviivy dpactnplotnta propel
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gvkola vo mapakorovOnBel. H dwbeopomta tov Intel SGX [48] kat ARM TrustZone [49]
TaPEYEL EVAL KOADTEPO LOVTELO EUMIGTOGHVNG, OOV Evag KOUPog pmopet va edeyyBel aiomota
Y10 OPIGHEVEG 1OLOTNTES, OTMG TO AOYIoUKO oV ekteAeital. To Sawtooth [50] avtikabiotd o
PoW pe to Proof-of-Elapsed-Time (POET), 6mov ka0e kopupog ekterel a&lomioto vAKO 0nTmg
1o Intel SGX mov dnuovpyet Toyaiovg ypovodiakontec. O mpdTog KOUPBOC TOV 0TOiov TO
xpovouetpo €xel An&el umopel va mpoteivel to emduevo block. AMa mpotdkolro mov
a&lomotovv avtn TN pébodo ivar o A2M [51] kou o Hybster [52].

3.2.5 Ouoocmovolokn Xvvaiveon

H teyvikn Opoonovolaxng Xvvaiveong yopilel o 0iKTvo 68 LIKPOTEPESG OUADOES TOV
ovopdlovtor opoomovoieg kKo Pacileton oty 10éa 0Tl 1 kaBoAKN cvvaiveon umopel va
emrevydel pe v Tomk cuvaiveon KAOE OLOoTOVOLAKOD GUYKPOTHHOTOS. Me AL AdYLa, Ot
TOMIKEG GUUPMOVIEG UTOPOVV VoL GLYKATVOLVY €161 MoTE va emttevybel KaBoAkn cuvaiveon. Ot
Stellar [53] kot Ripple [54] égovv opoomovdieg, ot omoieg ekteloVV TOMIKA TPOTOKOAAD
ovvaiveonc LETOED TOV HEADV TOLG Kol OladidoVV TIG TOMKES CLUUPMOVIEG GE OAOKANPO TO
diktvo, vmoBétovtag Ot M KaBoAkn ocvvaiveon upmopel va emtevyBel VIO OPIGUEVECS
npovmoBéoelg. To Byzcoin [41], to Elastico [55] kot to Algorand [56] eivatr vppidikd
TPOTOKOAAN TOV GVVOVALOVY OLAPOPETIKA oTotXEla TG ATtdoegng Epyaciag, tng Tpaktiknig
Avoyng Bulaviivov Zeoipdtov kot g Opoomovolakng Xvvoiveong TPOKEUEVOL Vo
Bertidoovy to cvomua blockchain og eninedo enekracipdémTOg.

3.2.6  A\io [Ipotdéxorho Xvvaiveonc

Avt N xomyopia mepthappdver kvupiowg aiydpiBpovg mov Paciloviar oty vEdbeon
o6tL opiopévor kOpuPor eivon elkpiveic M oyetiCovron pe blockchains pe  povadikd
yopoktnpotikd. I'a mapddetypo, to Multichain [57] avalauBaver nepiocdtepovg and Evav
a&lomotoug KOUPovg mov avagépovtior g apyn. e ke apyn olvetar éva ypovikd Oplo
npocaptnong evoc block otnv alveida. Avti 1 oTPATNYIKY ATOPEVYEL TIC ATOTVYIES EVOG
onueiov, evd mapdAinia eEac@arilel Icoppomnévo POpTo epyaciog LeTaED TV apydv. Eva
GAA0 oyeTikd mapddetypo givar to cvotmuo IOTA [58] mov ypnowponmotel ™ Ok TOL
ovvaiveon otV omoia to block oynuatilovv éva katevbuvopevo un KuKAIKO ypaenuo Kot oyt
aivoido ko kaOe block mepiéyer udvo pio cuvariaym.

3.3 Ipoxioseig ko EEehierg

3.3.1 Emekrocwotnta

H avénon tov amotnoemv Siktiov £xel ®G amoTéEAEGH LEYOADTEPO POPTO Epyaciog
7oL Tpénel va yeptotel va cvotnua blockchain. Qotoco, o Tepropropévo néyebog evog block
npokaiel TNV kaBvoTépnon MOAAGDV cuvaAlaydv, gvd TOo peydio péyebog evog block
emPpadvvel v tayvmTo dddoong oto diktvo blockchain. H teyvikn mpoxinon g
emektaopnotntag £voc blockchain cvuotiuatog eivotl éva amd o o EVOLAPEPOVTO EPEVVITIKA
Oépata o Tedevtaia xpovia, KaBMOg N enekTacldTTO GLVIEETAL OTEVA e TNV gmidoon. H
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emidoon pmopel vo. VTOAOYIGTEL YPNOLUOTOLMVTAG TIC UETPNOELS TG KaBLGTEPNONG KoL T™NG
andooons. Xe o wpoomadeia va emextofel 0 oplopdg mov mapovsialetor oto Kepdiowo 2, 1
KaBvotépnon givan o ypdvog peta&d e vrofoing pog cuvaAiayng oto diktvo blockchain kot
¢ Tpotng emPePfaiwong amodoyng amd to cvotnua. H anddoon eivon o puBpog pe tov omoio
TPOYUATOTOLOVVTOL £YKVPES cLVOAayEG amd o ovotnua blockchain oe pio kabopropévn
XPOVIKT TtEPi0d0 Kal eKQpaletar g cuvarrayEg ava devteporento (tps). To Bitcoin pmopet
va emttiyel povo 7 tps kai to Ethereum éyet anddoon nepinov 30 tps.

H épevva yia 1o Béua ¢ emextactpnotnTog £l PEATIOCEL TNV KOTAVONGCT LOG Y10, TO
ovotnuata blockchain. Ouv Dinh et al. [31] ypnowonoincav £va TAQIGLO GUYKPLTIKNG
a&tordynong mov ovopdleton BLOCKBENCH yio ™ oweloywyn pog orokAnpopéving
akloloynone tpudv  peydlov 1wtkedv ovotnuatov  blockchain. Xt pelétn toug
emonuaivetor ott ta blockchain Bo mpémer va emavacyedioctodv PeAtictomoldviag To
oTpOUaTd ToVg Eeywplotd. Avtd onuaivel 6Tt ot punxavicpol cuvaiveong, 1 €16000¢ Kot 1
€€000¢ TOV Olokov, T0 €Vpog LOVNG OIKTVOV Kol M €KTEAEST cLuvOAlAYdV Ba mpémel va
avtipetomilovtal pepovopéva, £tol ®ote va gvtomilovion Kot vo avtipetomifovior To
erattopata tov blockchain. X kabe nepintmon, 10 ydoua anddoong peta&d twv blockchain
Kol TV Paoev dedopEvaV Tapapével TOAD peydrlo. Ot opoldtnTeg Kot ot dtapopés Hetalhd
Baoemv dedopévav kot teyvoroyiog blockchain avaivovtor Aentopepéotepa mapoakdatm.

‘Exovv mpotabel Sudpopeg Avoelg kApdkmong. I[ToAAd mponyuéva mpoTOKOAA
ovvaiveong £xouv oyed0oTEL TO TEAELTOLO XPOVIO KOl O UNYOVIGUOS GUVOTVESTG TADEL VO Elval
10 onpeio GLUEHPNONG ATOSOGN G TOL cuaThaTog [42, 43, 55, 56, 59, 60, 61, 62, 63]. Ot Ruan
et al. [6] depedvnoav 10 medio TOV VPPOIKOV GLOTHUATOV 7OV cLVOVAloLY Ta
yopoktnpotikd tov blockchain kot tov Paoswv dedouévov. Emumdéov, 1 epguvntikn
Biproypapio. oyetikd pe TOV TOLTOXPOVIGUO Yioo cvothiupata blockchain epmlovtileton
ocuveymg Kot cuinreiton oto Kepaiato 5.

3.3.2 IapoBioon Idwwtikhc Zong

H apyrtextovikn blockchain eyyvdtot évav opiopévo abpd avovopiog, emeidn Kavevag
TPiTOg opyavicuog o€ dtotnpel evaictnteg mAnpoopieg ypnotn Kol mWOAAEG OevBvvoelg
Hwopovv vo. ypnotpomotnfovv v thv ektéleon Aettovpyidv oto blockchain. Qotoco, 1
Slppon OTOPPHTOV TANPOPOPLOV Eivol o avnovyia o optopéva cvotruate blockchain
OOV Ol TIHEG OAMV TV CLVOAAUYDV glvar dnpocla opatég [64, 65]. Yrdpyovv AdGEC Tov
avietonifovv avtd to ua, ommg to Zerocash [66], To omoio givor éva. oot TOV
gyyvator VYNAOTEPO Padud aveovopiog S10TnPOVTOG KPLEA TO TOGEH TMV GUVOAALYDV KoL TIG
a&leg TV VOUIGHATOV.

3.3.3  Buvlovtivn Xoumeptoopd

Ot npoypappatiotéc tov blockehain o mpénel mavta va Tpocéyovv Tic vrobicelc Tov
Kévouv 6cov apopd ™ Pulavtivy cvumeprpopd. ‘Eva oyetikd mapdderypo pog afdoiung
vofeong umopel va Bpebei otnv mepimtmon g eymiotikig eE6pvéng twv block otny Tpdn
ékdoomn tov Bitcoin. Baci{opevor amy vedbeom 6t to blockchain eivar emppenés oe embécelg
opddmv KakOBovAwv ypnotdv povo edv Katéxovv to 51% tng cLVOMKNG VTOAOYIGTIKNG
oyvog, ol ypfotec umopel vo miotebovv o0tL to blockchain eivolr aceoiéc pe peydin
mBavotnta. Qotdco, ot kouPor pe woyd pkpdtepn and 51% eEaxorovBodv vo elvon
emkivovvor [67]. Xvykekpipuéva, KakOBovAot xypnog He Eva LEPOS TNG VITOAOYLIOTIKNG 1oYV0G
Bo umopovoav v kpatioovv kpvppéva ta véa block yopic vo to petadmdoouv,
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OTOKOAVTITOVTOG TEMKA 0T TNV KPLEY 0AVCId0 GTO KOO HOVO GV 1KOVOTOLOUVTOL
oplopéveg amantnoels. Edv avt n véa advoida givon peyaldtepn omd v Tp€yovca onpdcia
aAvoida, Ba yivel 0ektn amd OAOLG TOVG EVTIHOVS KOUPOVG. Xe o TpoomdOela emMiAvoNg TOV
npoPAuotog g eymtotikng e£6pvéng, to ZeroBlock [68] emtpénel T dnuovpyia block kot
TV 0odoyn amd To dKTLO PECH GE £Vl LEYLOTO YPOVIKO 01T L.

3.3.4 Evypnotia

H am6doon kot 1 ac@diela givar ot dvo KOpleg avnovyieg evOg TPOYPUUUATIOTH TOV
oxedalel éva ovotnuo owayeipiong oedopévev. Otav 1 amdo0oT €lval ONUAVTIKY, Ol
epapproyés Pacilovian oe Paoelg dedopévav. QoT0c0, 0TV Ol EPOUPLOYEG EKTELOVVTOL GE LN
a&omota ko grbpika mepifdirova, to blockchains givon mo a&iomiota [6]. To onuavtikd
Kevo amddoong kabiotd capég 6tt To. blockchain dev givon akdun £roa yia palikny xpnon.
AvT6 T0 (N TNHO EMOEVAOVETAL OO T OLGKOALL peTaopds evog EEvmvou cupfoiaiov amd To
€va GOGTN O OTO AALO AOY® TOV SLOPOPETIKMOV TPOYPUUUATICTIKAOV LOVTELDMY TOVG.

3.4 Blockchain and Katavepnuévn Baon Agdopévav

Youemva pe tovg Ruan et al. [6], ot alvoidec and block Bacilovion oty acedieia,
EVD Ol KOTAVEUNIEVES PACELS SEOOUEVOV ETKEVTPOVOVTIOL GTNV ATO00T, OAAN Kol ot dVO
UTOPOLV Vo EEETAGTOVV MG KATOVEUNLUEVO GUGTNUATO GUVOAALYDV GE £V YDPO GYEOLAGLLOD
HE TECOEPIC OLOCTACELS: AVTLYpoPn, TOLTOYPOVIcHOS, omobnkevon kat dtopolpacuds. H
tehevtoia didotaon eivor yvoot) wg sharding. ITo cvykekpiuéva, o xdpog Aapfaver vedyn
T OVOTIOLPOYOUEVO, DEOOUEVE, TOVG SLALXEIPIOTESG OVTLYPAQ®VY KOL T GUVETEW. VIO GLVONKES
amotvyiag. E€etaler mv avtiotdOuion petald amddoong ko opfotntag 6tav o1 GUVOAALYEG
extelovvtor tavtdypova. IlepirapfPaver povtéda dedopévov katr pedddovg mpocPaong.
Algpgvvd emiong ™V TEYVIKN TOL OOUOPAGHOVL [55, 69], oyetikd pe ta Spolpacuéva
OEOOUEVOL KOL TNV OTOUIKOTITO TMV GUVAALAY OV HETAED TOV S WPLCUEVOV TUNUATOV GE £Vl
diktvo.

XpNGHOTOIDVTOG TOV TPoovapePHEVTO YOpo oxedlacov, ot Ruan et al. die&nyoyav
L0 TTELPOUATIKY HEAETN og Téaoepa Kotavepunpéva cvothuata. Empefaiooav o6tt to yboua
amodoong petaéy twv blockchains kat tov katavepnuévov paoemv dedopévav givatl peydro
Kol T0 HovTélo avtypagng mov Paciletor oe cvvaliayés meplopilel Tov TALTOYXPOVIGUO,
YEYOVOS OV TEPLOPILEL TNV EMIPAOT] TOV OLAPOPETIKADOV TPOGEYYIGEDV AVTLYPAPNG KOl TMOV
HOVTEA®V aTTOTUYI0G OTNV HEYIGTN OLVATH ATOGOOGT TOV GLCTHUATOS. L26TOGO, 1| EPYAGLO TOVG
onuovpymoe éva mioicto yioo v a&loldynon HEAAOVIIKOV VRPOKAOV GLGTNUATOV TOL
ovvovalovv yopaktpiotikd toco tov blockchains 6co kot tov Bdoewv dedopévov.

Mo Tpocéyyion vPpLoKoy oyedNAcHoD givar 1 dNovPYic YOPUKTNPLOTIKOV PAcNC
dedopévov maveo omd oe éva  blockchain. Tlapadeiypoata avmg m™¢g mpocéyyiong
neptrapfavovy ta BlockchainDB [70], Veritas [71] kot FalconDB [72], to omoio Topéyovv
Kowvd Kot emaAnBevotipa eninedo amrobnkevong yio ToAlovg KOUPOLE oL OV EUTIGTEDOVTOL O
évag tov GAlo, ypnowpomowwvtag blockchain yw tov amobnkevtikd ydpo. Mio GAAN
npocéyylon eivor n Tpocsbnm yapaktnplotikdv evog blockchain oe po Baon dedopévov.
[apadeiypota avtig g npocéyyione mepthoupavovv to BigchainDB [38], Blockchain
Relational Database [73] ka1 ChainifyDB [74], ota omoia ka0g kOpuPog ektedel cuvolhayég
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ot Own Tov Pdomn 6edopévev GOUEMOVO LLE L0 GUVOALKT GELPA TTOL EMITLYYAVETOL UECH
ovvaiveonc. Téhog, oplopéves kevipikéc Pacelg dedopévav katl Baoelg dedopévaov oto cloud
Bacilovtol o o KOTAKEPUOTIGUEV OALGIdN Yo eToANOedoIeS GUVAALOYES, AVIADVTOG
éunvevon and ovotuata blockchain. Xoapakmpiotikd mapadeiypota Oewpovvrar to Spitz
[75] xou LedgerDB [76].

3.5 Ethereum

To Ethereum givar éva chotpa blockchain mov akoAovdei 1o cuvarveTikd pHoviéAo Tov
Nakamoto [1]. To cbomuo mpénel va Stoo@aAicel Ot OAOL 6GOL OAANAOETMOPOVY LE TO
blockchain éyovv éykvpa dedopéva, mpdyupa mov onuaiver Ot1 KGBe €AKpVAC KOUPOg
Aertovpyei pe v idta tpérovca Kotdotaon. Omwg kot to Bitcoin, to Ethereum gyyvdror avtiyv
MV €YKLPOTNTOL HE UEYOAN TOOVOTNTO YPNOLUOTOLOVTIONS TO GUVOLVETIKO TPMOTOKOAAO
Amddeién Epyaciog e opiopéveg SlopopeTIKEG TOPAUETPOVS GUGTHLOTOC, OTTMG TO UEYENOC
tov block kat to puOud dnuovpyiag tov block. Onwg neprypdeton mapandvm, ot kOpUPoL Tov
dnpovpyodv to block mpénel va amodei&ovv ™ S0VAELL TOVG AVVOVTOG £Vl KPUTTTOYPOUPLKO
TPOPAN U TOV amaTel LEYAAT LTOAOYIGTIKN 1Y V. Evag té€totog kopuPog mov Avvel to TpdfAnpa
umopel va tpoteivel pa taSvounpuévn AMota otnpdtov (CuVOALAY®OV) HeTAdIdOVTAS EVa VEO
block oto diktvo Ethereum. AAlot koppot Tpénet vo emkvpdoovy To £pyo Tov. Av to block
emkvpmbel pe emruyio, mpootibetor oto blockchain ko kdbe ekpivig képuPog pmopei va
EVNUEPMDOCEL TNV TOTIKN TOL Kotdotaon. H xatdotoon mov mpokdntel amd v ekTéAeon ™G
GUVOALAOYNG OVATOPICTATOL OG o GLAAOYN amtd CeVyn KAEWOIOV-TIUOV HE TN HOPPN €VOC
dévtpov Merkle. To ETH &ivat to kpurtovouopa tov Ethereum.

To Ethereum emexteiver ™ Aertovpywodmnta tov Bitcoin vmootnpiloviag éva
OAOKANPOUEVO TAGIGLO TpoYpappaticpol Turing kat ™ yAd®ooo wpoypappaticpon Solidity,
N omoio EMTPEMEL GTOVS TPOYPOUUATIOTEG VO EQOPUOLOVYV CUVOETES QMOKEVIPMUEVES
eQapUOYEG e TN xpNom EEvmvav cvpPoraimv. Yio0etel £va pLoviédo xpriong AOyoplaou®y.
Yrdpyovv 0600 TOTOL AOYOPLOCUADV: AOYOPLOGHOL YXPNOTOV Kol Aoyoaplacpol EEuvmveov
ovpPoraiov. Evac Aoyapracpdg ypriotn cvoyetileton pe tig mAnpoopieg tov ETH, evad kd0e
Aoyapracpdg E€vmvov cvpPoraiov €xel emmAéov €va OXETIKO eKTEAEOIUO KmAkO. Kdbe
cuvoAdoyn mpaypotomoteiton Hetah evog Aoyaplacol OmOGTOAEN KOl VOGS AOYOPLOGHOD
napoinmn. H mietoymoeio Tov cuvorldaydv etvor Eva amd to Vo 101: po petopopd a&iog 1
po kKAnon ocvpPoiaiov. To mpdTo €ivon o kaboapd ypnuotikny petopopd ETH and évav
amocToAén o€ évav mopoAnmtn. To televtaio evepyomolel v eKTELEGN TOV KMOIIKA TOL
oyetileTan pe Tov AOyoploG O TOPOANTTTN.

H xatdotaon aAralel 0tav ektedeiton o cvvoAdoyn. Kotd mv extéleon mg, o
cuvaAdoyn KAong cvpPoraiov pmopet va kaAéoel Asttovpyieg AV EEuTvev cupforaiwv.
O teppatiopds TG EKTELECTC TG CLVOAANYT G OloPaAileTan, ETELON KAOE LITOAOYIOTIKO B
ovvenmayetal £vo K0otog mov ekppdletal o Gas. O amoostoléng kabopilel Eva péyloto oGO
Gas mov eivar drotebepévog va mAnpmacet (Gas limit). Av n ypémon vrepPet to 6pro Gas, o
amooToAéns yavel To Gas tov kot 0 vVwoAoyiopdg teppatiletatl kot emaveépyetat. O KwdKog
é€umvov cvpPolaiov amoteAeitor amd o akoiovbio evtoddv bytecode mov katavaidvovv
wa opiopévn mocotnta Gas. Ot odnyieg bytecode pmopovv va epumvevtolv Kot vo eKTeEAEGTOVV
a6 v Ewkovik Mnyovr tov Ethereum (Ethereum Virtual Machine 1| aAog EVM) yia va,
YepLotel TV Katdotoon tov dévipov Merkle evnuepdvovtoc tigc Tiuég TV avtiotoyymv
KAEWOLDV.
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To neppdriiov tov EVM pmopel va avomapactadel og o pobn otk cuvaptnorn mov
Tapayel VIETEPUIVIOTIKT 5000 Yo puo dedopévn €i6000. AapPavel v Tp€Yovca KOTAGTUCN
Kol €va. GOVOAO GUVOAAAYDV G €1G000 Kol Tapdyet o véa Kotdotaon og ££060. Me dila
Aoy, ot kavoves adhoyng ¢ Katdotaong tov Ethereum and block oe block opifovrot amd
10 EVM. Ene1dn 1o EVM éyel oyediaotel og unyavi evog vijuatog (single-threaded), mov dev
pumopel va ekteléoel mopdAANAn enefepyacio. cUVOAAAY®OV, Ol GLVOAAOYEG EKTEAOVVTOL
GELPLOKA.

To povtého tov Ethereum kot ta €Evmva cuuPoroid e€etdlovior 6TO MEPAUATIKO
pépog avtng g epyaciog. H mapandve meptypaer touptdlet oto diktvo Ethereum petd tnv
avtiotoym evnuépmon Aovdivov otig 5 Avyovotov 2021. Tlpénet va onueiwdel o1l Kdmola
oty to Ethereum o evnuepmBel, 0AALALOVTOG TO GUVALVETIKO PNYOVICUO TOV a0 ATOOEEN
Epyaciog oe Amooeiln Ztoymporog Kot viofetdvtag £va TpmTOKOALO dtapotpacuod. Ot

mAnpoopieg Pacilovron 6€ TANPOPOPIES TNG EMioN UNG TAATEOPLOG EQappoync Ethereum [77].
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Kepaloro 4

"Eleyyoc Tavtoypoviopov

4.1 Toavtoypovicpos Kol LELPLOTOLNGLUOTNTO.

Ot cvvorrayég oe éva DBMS ektelovv Aettovpyieg o oy€om Le TOVC TEPLOPIGHOVS
TOV OOUEVMV. Xg v GUGTN L0 TOAAATADY TUPNVEOV, 1] ATOS0GT TOV AEITOLPYLOV GTH BAcn
dedopévVmV pmopel va meploptotel Aoy ¢ un a§lomoinong Tov Tépwv OGOV aopd T ULviun
KO TNV DTOAOYLOTIKY] 10YV, LE ATOTEAEGHLA TO YOLUNAO BaOo TovToYPOVIGHOD. QGTOGO, 1] OTTAY|
YPNOT TOALOTADV EMEEEPYASTOV YOPIG SLYXPOVICUO elvar por acHVET) amdeact). e €va
ABMX moALOmA®V ¥pNoT®dV, oL TanTdypoveg TpocsPhoelg mpémel vo. cuvtovifovtal cmaotd,
dltnpavtoag v akepoardmrTa e Pdong dedopévav kot v yevdaicOnon 0Tt Kabe xpotg
yewpileron éva amokAelotikd cvotpa. O €Aeyy0g TOVTOXPOVIGUOD UTOPEl VO OPLOTEL MG M
dpaoTNPOTNTO. TOV GLYYPOVIGHOD AEITOLPYIOV GE U0 Kowoypnotn Pdon dedopévov,
amoTPEMOVTAS TOPEUPOAEG UETAED TV XPNOTOV TOL £YOLV TAVTOYPOVA TPOGRAUCT GE QLTHV
[78]. Ot cuykpovGEIS GTO KOLVOYPNOTA SEGOUEVOE TTPOKVTTTOVY OTOV 01 AELTOVPYIEG EVILEPMONG
OV EKTEAOVVTOL OO £VaL YPNOTN TOPEUPAIVOLV GTIG AELTOVPYIES AVAKTINONG KOl EVILEPWOTG
oV ekTEAOVVTOL OO GAAOV. O GUYYPOVICUOG GE [ KaTovepunuévn pvbon pmopel va eivat
KON 0 SVGKOAOG AOY® GPOALATMOV Kol SIOLLOLPAGLOD SIKTVLOV.

To wpdPANpa TOV EAEYYOL TOLTOYPOVIGHOD umopet vo BempnBel avdroyo pe avtd Tov
apo1Boiov ATOKAEIGHOV GTa AELTOVPYIKA GuoTipata. To Tp®dTO aPopd TO GLYYPOVIGUO TG
TPOGPACNG TOALDV ¥PNOTAOV 6€ o Paon doedopévov, evd to devtepo oyetileton pe 1o
oLVTOVIOUO NG TTPOGPOUONG HECH TALTOYPOVMOV SLEPYOCLOV GTIG TNYEC VOGS GUOTNHATOC
VTOAOYIOTY], OTMG UVNUY, OLOKELEG €16000V kot €£6d6ov kou o emefepyaoctc. H Paocikn
Slpopd  petalL TV dvo mpoPAnudatov  éykertor otov Pobud  avompommrag. [T
CLYKEKPLUEVA, 1] GEPA LE TNV OToiaL dVO OlEPYGIES YPNOLUOTOLOVY KOWVOYPNGTOVS TOPOVG
umopel va gtvan £vo aonpuovto CRTnpa Yo To Aeltovpytkd cvotnua. 26T000, 1) GEPA LE TNV
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omoia dV0 Aettovpyieg TpayLaTomolovV dALayEG o€ i Pdon dedopEvav UITopEl va el LEYOAN
onuacio kot e€aptdrot and Tig TPOGOoKieg ToL YPoTn Tov Kabopilovv TG TPOdypaPES TOV
OYMNUOTOG EKTELEOT|C.

Tomkéc avopaiies g acvLVIOVIOTNG TaLTOYpPOVIS TTPOcPacns meptlapupdvouy
YOLEVN eVUEPMOT] Kot TNV acvveny avaktnon [78]. To tpdto {Rtnua mapovsialeton dtav
V0 AeLToVPYieg EMYELPOVV VO EVILEPOCOVY TO. KOLVOYXPNOTA 0£d0ULEVE TAVTOHYPOVa, OOV N
pio Aertovpyio avtikafiotd Vv €yypaen mov evnuépwoe M GAAn Asrtovpyia. To tehevtaio
Mmuo mopovotaletar dtav pio Agttovpyio emyelpel vo oloPdoet dedopéva mov Exet
EVNUEPDGEL TTPOCOAT o, GAAN un deopevpévn Aettovpyio. H avtipetdmon téroimv
AVOUOMOV omontel évtovn mpoomdbela oe éva Kotoveunuévo mepPiAilov Adym mbavov
ATVYNUATOV Kol SOKOTNG TNG EMKOVOVIAS. Mia gupémE OmOdEKT| TPOGEYYIoN Yo TNV
emiAvon Tov TpoPAnuatog ivor n arocHvlesn Tov 6€ V0 WKPOTEPE TPOPANLATO Kot KAOE
Abon eréyyov tavtoypovicpod Bo mpémel va avtipetomilel Kor To SVo avTd TpoPfANUaTaL:
oLYYPOVICUOC 6E GVYKPOLoT TOTTOV read-write Kot cuyypPovIopdg e chyKpovon Tumov Write-
write.

H ocvvénela oe xabe mepintoon e€aptdtor amd v Vmapén evog GEPLOTOW GOV
ypovompoypappatos. H €vvolo €vOg GeplomotGLov Ypovompoypdupotog €onydn oto
Kepdrato 2. Ewdwotepa, éva GEPLOTOMGUYLO YPOVOTPOYPALULD GE £VOL GUVOLO OEGUEVUEVMOV
CLUVOALO YDV ToPAyeL €va VEO oTIYOTLTO BAong dEOUEVMV TTOV €ivol TOVOUOLOTUTO LE TO
OTIYIOTUTIO BACNG OEOOUEVMV TOL TPOEPYETAL OO TNV EKTEAECT] TNG GLVOAANYNG LE KATOLO0
oelprokt] akorovBio. Ot cuvarlayég oe éva DBMS Ba mpémel vo avTimpooomevovy mANpeLg
Kol £YKUPOVG VITOAOYIGLOVG, TTPAYIO TOL Gnuoivel 0Tt KABe GuvaAloyn UTOpEl vo Topdyet
OMOTA ATOTELEGHOTO KOL VO, APNVEL TN Pdion 0e00UEVMY GLVETY OTOV EKTEAELTAL OV TNG KO
N Pdon dedopévav eivar apyikd ce cvvemn koatdotaon. To Aoyikd cOvolo avdyvoong
(readset) pog cvvorlhayng opiletor MG TO GUVOLO TOV GTOYEIOV AOYIK®V SEGOUEVOV TOL
dtafalel n cvvodhayn. Avtiototyo, To AoyikO cOVOAO gyypapng (Writeset) pag cuvaAloyng
opiletol g T0 GLVOLO TV AOYIKAOV GTOLXEI®MV OV EVI|LEPMVEL 1] GUVALAALYY.

H 13w0mrta g oegiplomomoipdmtog uUmopet vo. oplotel e auoTNnpovs O0povg
e€etalovtog To KPUMpLo NG GEPLokng toodvvapiog [79]. Avo ektedéoelg elvol VITOAOYIOTIKG
soduvapes edv minpovvrot dvo mpoimobécels. [lpmtov, kdbe Aertovpyio avaktnong npénet
va dwPaler Tipéc mov moapdyovtal amd TG i0leg Aettovpyieg evnuépOoNG Kot oTig 000
eKTELEDELS. AgVTEPOV, 1| AEITOVPYIN TEAKNG EVUEP®ONG TTPEMEL VoL Elvar 1 1010 Ko 6TIg dv0
exkteréoets. Emopévacg, 1o kpitplo g oeplakig 160dvvapiog vayopedel OTL o EKTELEST
elvol oEPLOTOMGIUN OV Vol VITOAOYIGTIKA 1GOdVVAUT [E KATowa oelplakT) ekTédeon. Epdcov
vroBétovpe OTL Ol GEIPLUKEG EKTEAECELS €lval omOTEG, KAOE celplomomaoiun exktéleon eivon
emiong ocmoTN, ANATNPAOVTOG T1 GUVETELX TG PAoNG dedopEVMV.

Bo ekppboovpe TOpa ToV Tpoavapepfivia oplopd pe pobnuotikovg 0povg. Ag
vroBéoovpe 0Tt 10 J eival éva 6HvVoAD amd OAeg TIC TMOAVEG TEPIMTMGELS TNG KOWOYPNOTNG
doung dedopévav oTig omoieg Umopovv va €xovv mpdcPacn ot cuvariayés Ty, Ty, ..., Ty,
OpiCovue o opddo cvvapticewv Fr.(S;) mov Aopfdvovy o katdotoon S; g
KOOy pNoTng SoUNG 000 UEVOV MG GOS0 KO TOPEXOVV L VEX KATAGTAOT) TNG KOWVOYPNOTNG
doung dedopévov og £Eodo avaroya pe ™ covarrayn T;. Me dhka Aoy, kGOe cuvapmon Fr,

ekppaleton ponpatikd og Fr,: J—=J, Taplyovtog o vée KaTaoTaon avaAoyo Le TNV 0pYIKT
Katdotaon kot T ovvarioyn T;. Zmv axkdiovdn eEicoon, to cvpPforo ° exepaler ™
Aettovpywk] ovvBeon. Av M apylkn katdotaon sivolr Sy Kol M TEMKN KOTAGTOON TNG
TOVTOYPOVNG EKTEALEONC ElVaLl S, TOTE 1] TOWTOY POV EKTEAEOT EIVOIL GOCTN EQV VIAPYEL KATOLN
petdbeon  tov {1,2, ..., m} €161 OOTE:

o

J— o o (o)
Sy = Fro " Fro s € o ° Froy (So)
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Onwg avagpéptnke mopamave, LIEPYOVY TOAAEG OPYITEKTOVIKEG EMAOYEC YioL Eva
DBMS, avaioya e TIG QmOLTGEL TOV ¥PNOTY|, KOL TOL EMITEON VIETEPULVIGLLOD GE TAVLTOYPOVN
dtokdpaven mokiAdovy aviroya. Onmg avaeépdnke oto Kepdhato 2, ) oepronoinom dev et
EYYVTOELG VIETEPVIGHOD KoL OTOPPINTETOL OTO GLOTIUOTO TTOV ATOLTOVV HEYOADTEPO Pabpod
ovvénelag. o mopddetypa, €vo chHoTnUo UTOpEl Vo YPELOOTEL VO EKTELEGEL GUVOAAAYES LE
TAVTOYPOVO TPOTO TOL IGOJVVAEL [LE L0 CUYKEKPLULEVT GEPLKT EVIOAT]. Ba SlepELVI|GOVLLE
VTN TNV LIODEST OTO EMOUEVO KEPAAMLO.

4.2 Amaio1000E0¢ ko Aro1000E0g Ereyyog Tavtoypoviepod

Ot ovpPatikég ADGELG EAEYYOL TAVTOYPOVIGHOD UTOPOVV Vo Ta&tvounBoiv evpémg m¢
amoolddoteg 1 aotdoosec [80]. Ov amouctddoor alyopiBuol €Léyyov TOVTOYPOVIGLOV
TOPOKAUTTOVV OTOWLONTOTE TOVTOYPOV EKTELECT] GUVOALAY®V AUECMG MOAMG EVIOMGTOOV
OLYKPOVGELS TOL O HITOPOVCAY VO 0dNYNOOVV GE OLOVVERY| KOTAOTOOY), EUTOdilovTag TNV
EKTEAECT OTOLOVONTOTE YPOVOTPOYPALLUATOS TOV OgV glvan celptomot|oipo. Ot amactO00EES
uébodol cuyva ypnotomoovy To pnxavicpd kiedopotog (lock), pumopodv vo exktelécovy
Eava TG oLVOALAYEG LOVO GE TEPITTOON AdEE0O0V Kot EIvOL OTOTEAEGLOTIKESG Y10l POPTIOL
epyociog pe vymAd enineda cuykpovcemv. H évvola tov adteEO0mv TeptypleeTot TAPUKAT.
Mia tomikn amoiciddoén Avon eivor 1o Pooikd Kieidopa dvo edcewmv (Basic Two-Phase
Locking i aAlumg 2PL) [78].

Ot alyopBpot Tov a1etdo0E0L eLEYYOL TaVTOYPOVIGHLOD PBacilovton otny eAmidn 0Tt O
Oo TpokvYouV cLYKPOoLGES UETAED TV cLVAALAY®VY. Agdopévov OtL O YpNoILOTOLEiTOL
unyoaviopds KAedmpotog, oev mpokaiovy adié€odo (deadlock) kat emtpémovv tnv extédeon
ocuvoAloydv pe kivouvo emavekkivmong oe mepimtowon oacvvémelng. Q¢ €k TovTOVL,
avoAQUPavouy TV gyydnom SuvatOTNTAS GEPLOTOINONG, WITOPOVV VO EKTEAEGOVV Eava TIC
ovvaAlay£ég otav eviomilovtol cLYKPOVOELS KO ELVOL OTTOTEAECUOTIKES Y10 (POPTIO EPYACING LE
YOUNAG emimeda dopdyms. Ot tvmiég aciddoéeg Aboelg mepthopfavovy to Basic Timestamp
Ordering [78], tov é\eyyo tavtoypovicuov moAlamAdv ekdocemv (Multi-version Concurrency
Control) [81] kot To Snapshot Isolation [82].

4.3 AkyoprOpor tov EAéyyov Tavtoypovicpov

H mapandveo ta&ivopnon tov AOcemv Tautoypovicpol 0 cLAAUPAvEL OAEG TIC
OTOPOITNTEG AEMTOUEPELES TOV OULPOPETIKAOV oAyopiBuwv. Ymapyovv moAAEG OepeMdOels
péBodoL oV EyyLMOVTOL £V OPIGUEVO EMIMEDD GUVEMELNG, TOPOAAAYES TOVG Kot LPPLOIKEG
AGelg. Ba TOPOVGIAGOVIE OPLGUEVOLS KOVOUG OAYOPLOLOVS EAEYYOVL TOTOYPOVICHOD. Oa
TPEMEL Vo oNUEIOEL OTL VAP oLV Ko GAAES olyoptBkég AVoelg mov dev mopovoidlovTal
TOPOKATO. ZVYKEKPLUEVO, £VO CUGTNIO UTOPEL VO EKTEAEL CUVOAAAYES LLE TOVTOYPOVO TPOTO
KATAoKELALOVTOG Kot  okOAOLOMVTAC €va  KATELOLVOUEVO YPAENUO. 7OV  CVATOPLOTA
e€aptnoelg TOAGV dlepyactdv Peta&d Tovg. Avti 1 néBodog, n omoia Paciletal ot yprion
eVOG YPAPNLOTOG EEAPTNONG, TEPLYPAPETAL AETTOUEPDG 6TO Kepdiato 6.
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4.3.1 Basic Two-Phase Locking

H pabnpatikn féon tov TpoPARHaTOg TOL EAEYYOL TAOVTOXPOVIGHOD dEXETOL TO BOCKO
KAeldopa dvo epacewv (Basic Two-Phase Locking 1 allimg 2PL) w¢ tomkn Avon [78]. Mo
ovuvoldayn €xel 000 cOVOAW, TO oOVOAO avdayvmong (readset) kot To GOVOAO €YyYpagng
(writeset), mov oyetilovTon L TIG AELTOVPYIES OVAKTNONG Kol EVI|UEPOONG OVTIOTO . XE EVal
unyoavioud mov Pacileton oto Kheidmpa (lock), vadpyovv eniong dbo tHmOL KAEWBAPIDOV: pia
KAeWOP1d aviyvmong kot po kKAewaptd yypaens. H mpdtn hedopid propet va etvar ko,
eva M 0evTepN elvan amokAglotikr|. H 1dtoktneio tov kKheldapidv Oepelmvetal o 3OO0 KAVOVEG:

i) Ouvovvarlrayés T;, T; dev umopodv va Sradétovy KAESopiEg o€ GUYKPOVON TAVTOXPOVO,
(Vi,j omov i # j).

i) H ocvvaloayn T; dev pmopei va amokTioel KAEWSOPLEG LOMG TapUdMGEL TNV KupLoTnTo
pag kiedaptag (Vi).

O mpdTOg KOVOVAS VITAyopeLEL OTL HTaY LITAPYEL GVYKPOLGT HETOLD dVO GLVAAAAY DV,
O0gv  Umopovv va  ekteAécovv  Aertovpyieg towtoxpova. Ot avTIKPOLOUEVEG KAELOAPLES
avaépovial 6To 1610 oTolyElo dedopuEvev. 1o mAaiclo Tov cuyypoviouov read-write, n pio
KAewopld etvar KAEWapd avadyvoong Kot 1 GAAN KAEWOPLd £YYPUENS. XTO TANIGLO TOL
ovyypoviopov Write-write, ko1 ov 00 KAewdoplég sivan KAedaptés eyypaeng. O dedtepog
KOVOVOG DITOYOPELEL OTL KAOE GLUVOALNLYT TTPETEL VO 0KOAOVOEL Eval TPOTOKOALO dVO PACEMV.
g IPAOTN QACN, N CLVAALAYN ATOKTAH KAEWDOPLEG YOPIG VoL ATEAEVOEPDGEL KUl amd AVTEG.
Me v anelevfépwon oG KAEWDAPLAS, 1| CUVOALUYY EIGEPYETOL GTNV ETOUEVT] GAGCT, KOTA
Vv omoia mpémel va TG ameAgvbfepmoel Ohec. O emtuyng M EQPVIKOS TEPUOTIOUOS MIOG
GLUVOALOYNG 00N YEL GTIV AVTOUTN OTEAEVOEPWOT OAOV TV EVATOUEIVAVTIOV KAELWOOUATOV
g [78].

O oaAyopiOuoc tov basic 2PL ocuvodedetar oamd pie povado AOYIGHIKOD OV
Swoyepiletar T1g KAeWaplés. Mo cuvoidayn pmopel va akoAovBel o amAn oTpatnyiky,
CUUQMVO LLE TNV OTO10 OTOKTA KAOE amanTtoVEVO KAEIO®U TPV OO TNV KUPL0 EKTEAECT] TNG.
Av 0 dpoporoynT¢ oL eneEepydleTon To ATHUOTO KAEWOMUOTOS OEV UTOPEL VOL TOLPOLY PN GEL
10 dKaimpo KAEWMOUUTOG GE L0 GLVOAANYY, OUTH 1| CLVOAAAYT ToTtoBETEITOL GE Hiat ovpPd
avapovnc. H mepintwon pog cuvailayng mov TopapéEVEL 0OPLOTA GE 0L OVPA CLVOLLLOVIG
neptypaeetor ¢ adiE€odo (deadlock). Avtd to TpdPAnuo propei va emdvbdel pe nedddove Tov
eotialovv otV TPOANYN ade6oov N oty aviyvevon adeE6dov, ot omoieg avEAvouy Ta
YeVIKA €£00a cuvtpnong kKAEWapldg [83].

4.3.2 Basic Timestamp Ordering

Mo celpd celplonoinong umopel va oploTel €K TV TPOTEPOV LE TNV avaBeon puog
YPOVIKNG c@payidog o€ KaOe cuvaiiayr mptv and v enesepyacia. Kabe ypovikn onuavon
elvol LOVOOTKT) Kol ek ®PELToL omd £va Sl EPLOTH GUVOALAY®V. AVTH 1| GELPE TOL TPOKVTTEL
oo TN YPOVIKT CNHAVOT) Elvar pio yKupn oelpd celplomoinons Kot kabe cuvaiiayn Oo mpémet
va ™ oéPeton. Otov moAréS cuvorrayég mpoomafovy va amoktnoovv tpdsPacn oto 1610
oTOLYELO OEGOUEVMV, 1] GUVOAAQYN LLE TN WKPOTEPT YPOVIKT GHjHavoT ekTeleiton TpdTn. H un
gyxopn extéleon poGg cuvoAlayMg Ba 0dNYNoEL GV EKYDPNOTN LG VENS KoL LEYUADTEPNG
xpovikng onpavons. Ot potolopéveg ocuvaArayés Savopyilovv pHe TIG VEES XPOVIKEG TOLG
onuavoelg [78]. O éleyyog tavtoypovic o Tolhondmv ekdocemv (Multi-version Concurrency
Control) [81] elvou puo evpémg ypnotpomotovpevn toparraym tov Basic Timestamp Ordering.
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‘Eva. kowvd mapdmovo yio T0 TPpOTOKOALO €ivar 1 TEPAOTIOL TOCOTNTO UVIUNG TTOV
amatteital yio v vAomoinon tov. Evag tpdmog petplacpon avtod tov tpofAnuatog eivot n
SLypoen TOALDY YPOVIKOV GOpayidmv. Amorteitor mePLOodIky GLALOYT GKOLTOIDV Y10, TNV
anehevBépmon avevepydv dedopévmv. Emmiéov, 10 pikpOTEPO TPOPAN O TOV GLYYPOVIGLOD
write-write umopei vo. avtipetoniotel oamd £va dpoporoynt mov a&lonotei to Basic Timestamp
Ordering, aALd vdpyet kou pio teyvikn Pektiotomoinong mov ovopaletoan Kavovag Eyypagenc
Thomas [84]. Zopupwvo pe aLTAYV TV TEYVIKY, U0, GUVOAAOYT TOV EMLYELPEL VO, TOTOOETNGEL
OTAPYOUOUEVES TATNPOPOpiec 6T Phorn OESOUEVOV EKTEADVTOG oL AEITOVPYIOL EVIUEP®ONG
pmopet va ayvondei, ovti vo amopppBet.

4.3.3 Multi-version Concurrency Control

Mia Béon dedopévmv Tov ypnotuomolel Ereyyo tavtoypoviopod Multi-version drotnpel
TOALEG £K0OGELS TV oTotyelmv Tng. Kabe Aettovpyia evnuépwong oe éva otoryeio dedopévav
mapdyel éva véo avtiypa@o avtod tov ototyeiov. Kdébe Aertovpyia avakmong Swpdalet
dedopéva amd pio amd TG ekdO0ELS TOV {NTOVUEVOL GTOLYEIOV, KAOIGTOVTAG TO GVGTN IO TTLO
€VEMKTO G TPOg TN cvvémeld. Mia cuvarlayn dev pmopel vor dtofacetl po EKd00T TOL OEV
&xel mapaybel. O mepiocdTepol opiopol amd ) Pacikn Oewpia ceplomoinong enekteivovtal
oe o Paon OedOUEVOV TOAAATAGV €KOOCEWV AVTIKOOIOTOVTOG OMAMS TNV £VVOlo TOV
"otoyeiov dedopévav" pe tov 6po "ékdoom". Q¢ mpwtOKOALO Tov PacileTor ce ypovikn
ofpavon, to Multi-version vroyopedetl 6Tt kdbe Aettovpyia ovayvmong Kot £Yypaeng Exet
YPOVIKN GNHOVOTN TNG GLVOAAAYNG Tov TNV €£€dwae Kal kde €kdoom QEPEL TN YPOVIKN
O HLOVOY TNG GLVOALNYNG TTOL TNV £ypawe. Mia Bdon dedopévev TOAATADY eKOOGEMV EXEL
™ SvvaTOTNTO Vo PEATIOCEL ONUOVIIKG TOV TOVTOYPOVIGUO OTNV EKTEAEGT GLVOAAUYDOV,
EMELON UTOPEL VAL OTTOPVYEL TIG GLYKPOVGELS avayvwons-eyypoeng [81].

4.3.4 Speculative Concurrency Control

Opiopévotl adydpifpot yio tnv exilvon Tov TpofAHATOS TOL EAEYYOV TOVTOYPOVIGHLOV
elvol KataAAnAotl Yo epappoyés Pacewv 0ed0UEVOV GE TPAYUOTIKO YXpovo, Pacilovion og
€101KOVG VITOAOYIGHOVS KOt £YYVAVTOL OTL LTopovV va fpeBovv Kot v EKTEAECTOVV GELPLOK(L
xpovompoypappata 660 To duvatdv vopitepa. To Speculative Concurrency Control cuvdvalet
TO, TAEOVEKTILOTO TOV ATAIGIO00E0V KOl TOL 0LGLOO0E0L EAEYYOV TAVTOYPOVICHOV. ATt TN pio
TAELPE, O1 GLYKPOLGELS EvTOTILOoVTOL OGO TO dLVATOV VOPITEPX, KADIGTOVTOS TOL EVOAAAKTIKA
YPOVOTPOYPAUUATO SloBEGIa YpTyopa. AT TNV GAAN TAELPA, Ol VTIKPOVOUEVES GUVOAAOYES
EMTPEMETAL VO EKTEAOVVTOL TALTOY POV, OTOPEVYOVTAS dokoneg kabvoteproels. Ocov apopd
TNV VTOLOYLOTIKY] 16YV, 01 KEPOOOKOTIKEG AVGELS OmatTOVV 0PKETOVG VITOAOYIGTIKOVS TOPOVG
Kot 1 vdbeon dpbovov Topwv givor avaykaio [85].
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Kepailao 5

Tavtoyxpovienog o Blockchain

Me Baon 1o Bempntikd vToPabpo mov YTicTNKE Ao TO TPONYOVUEVA KEPAA LA, UTOPET
VoL YIVEL KOTOVONTO OTL 1] EQAPUOYT TAVTOYPOVNG XPNoNG o€ Eva cvotnua blockchain dev eivat
acnpavtn vrobeon. H Paocikn dtapopd PeTald TV Kataveunuévay PAcemv de00UEVOV Kot
TV cvotudtov blockchain givon to vio e€étaon poviélo amotvyiog. Evd ot kataveunuéveg
Baoelg dedopévav Aettovpyoly vd Eva Lo PovtéELO amotuyiag, o oxedtocuog Tov blockchain
eetdler éva axpog exfpucd mepiPdAiov O6mov ot koOpPor mapovoidlovv  Pulovtivi
ooumeptpopd [15]. Yno éva Pulaviivd poviélo amotuyiog, To YeVIKO KOGTOC TOVL €AEYYOL
TOVTOYPOVIGHOV £ival TOAD LYMAGTEPO. Le aLTO TO KEPAANL0, opilovpe 0pBA To TPOPAN LA TOV
TaVTOYPOVIGUOV oTnV Te)voloyia blockchain, mapéyovtag Tovg Adyovg yia Tovg omoiovg dev
etvar edkoAo va Bpedel o amotedespatikn Avor. Emumdéov, e€etdleton GYETIKN EMOTIHOVIKTY
gpyaocio oTov Topéa TG Towtoypovng ektédeong oe blockchain amd e&éyovreg emotyuovec.
Télog, cuintdpue to mpdtLIo Extéheon-Zepd-Enucopwon.

5.1 Avdivon tov Hpofqpatog

H teyvoloyia blockchain dev kaAvmier TANPOC TG OMOITHOCES €MIOOONG TMV
Kotaveunuévov gpoppoymv [6]. To ydopo amddoong peta&d cvotnuatmv blockchain kot
Bacewv dedopévev mapopével Tohd peydro. H dtadoyikn ekTELEST) TV GUVAAALYDV EYYLATOL
TN GLVETEW KOl TNV OTAOTNTA, OAAQ €mnpedlel apvntikd TNV ENEKTOGIUOTNTO KOl TNV
amddoon. Ta erottdpato g Tpérovcog mhatpopuag blockchain amokaAvmtovial otadokd
He TNV ekteTOpévn ypnomn ovotnudtov blockchain. Agdopévov 6t ta €Evmva cvuforaia
nepAopuPdvouv ™ AOYKN TOV €Qappoy®V, pmopel vao givor emBuumtod va mePLoplotel M
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TPOCPUON GE AUTEC e TN YPNON VTOAOYIOTIKA W1 TPUKTIKOV KPLATOYPUPIKMOV TEYVIKAOV.
[TapOdro mov o1 TPOTAGELS SLOUOIPACHOD UTOPOLV VO BEATIOGOVY TN GUVOAMKN ATdOOGT TOV
GLGTNUOATOS SLOLPAOVTOS TOVG KOUPOVG 6TO diKTLO 0 TOAAATAES OVEEAPTITEG OUAOEG, 1) OVGLAL
KaOe opadog eEakorovdei va givat Eva pikpd cvotua blockchain 6mov ta é€vava cupforata
exteEloVVTOL pe ogplakd Tpoémo. Ewdwd oe dnuoocio diktvo, 6mov tor E&vmva cupforoia
eKTELOVVTOL SadOYIKA piot @opd amd to dnpovpyd tov block kot moAlég popég amd Tovg
emaAn0evtéc [86], ot 1 dadOYIKN EMKHPOGCT ATOTVYXAVEL VO EKUETOAAEVTEL TIG GUYYPOVECS
ToAVTOPNVES apyrtektovikés. Emopévag, n teyvoloyia blockchain dev pmopei va kodvyet tig
aVAYKeS LEYOAN G KAHOKOG KOTOVEUNUEVOV EPAPLOYDOV AGY® TNG TEPLOPIGUEVN G ATOO00TG Kol
NG EALELYMG TOVTOYPOVIGLLOD.

‘Evag xopupog oe blockchain pmopel vo e€etaotel kdtw and técoeplg SOOTACELS
(kotavepmpuévn oAvcida, KPLITOYPAPIKA GYNUOTH, cuvaiveon, &&vmveg cupuPdoelg) mov
TEPLYPAPOVY EMAPKDG TO, OEUEAMMDIN YOUPAKTNPLOTIKA TOV SOUPOPETIKADV EMTES®V AOYIGUKOD
¢ teyvoroyiag blockchain, 6nmg mapovotaloviar oto Kepdhato 3. ‘Exet yivel onpaviiky
akadnpaikn mpoondbeo yioo TV eméktaon cvotnudtev blockchain Peltictomoidviog ta
OTPOUATE TOVG EEYOPLOTA. ZTNV TPOLYLOTIKOTNTO, Ol HXAVIGHOL GLUVOIVESTG, 1) £10000G KOl 1|
€£000¢ TOV dlokov, 10 €Vpog LMVNG OKTVLOL Kal M eKTEAEST cLvaAlaywv Bo mpémel va
avTiLeTOmoVTalL pHepOVOUEVA, €TOL OCTE Vo evtomifovtonl Kol vo ovTyeTonilovtor to
EAUTTOMOTO TOV OVTIOTOY®MV GLOTNUAT®V. ATO T eMinedo ALOYIGUIKOV TOL TopovctdlovTot
oto Kepdiaro 3, n unyavn exktéheong eival avopeiopnmmTo 1 o oot Tikny Tnyn otopdyme
npog avtipetdnion. H cupedpnon anddoong tov cuotnudtmv blockchain petotonileton otnv
EKTELEOT GLVOALO YDV Kot EEVTVOV GUUPOAAI®Y, E1GAYOVTOG TNV OVAYKT) Yo VEES TEYVOLOYIEG
OV UTOPOVV VO EKUETAAALEVTOVV TOAVTOPN VA TEPPAALOVTA Y10 TAPUAANALG 0.

H dueon gpappoym tavtdypoving ypnong otny texvoroyia blockchain dev eivar omin
vdBeon. Ot k6puPot pmopovv va evepyov avbaipeta, oTEAVOVTOS YeLon UNVOLOTO G€ AAAOVG
KOuPovg. O unyaviopuog cvvaiveong Pacileton og kKdmoto Pabud oty teMkn mopddoon TV
pnvopdtov. To mpotvno g Mnyoavig Avtiypagns Koatoaoctdoewv anattel vieteppiviotikd
avtiypao katd v evnuépmon g katdotaong tov blockchain. H woyvpn acedieio kat 1o
AoY1Kd KO0TOG emiKovmviag dgv mpémetl va. Buatdlovton yio xapn ¢ Pertiotomoinong g
unyovng ektédeong. Emmiéov, ta éEumva cupforata xpnotpomolody YAOCGGEG Tov pmodifovv
TO YPNYOPO EVIOMIGUO ovykpovoewv. O KkowvdypNnotog YOpoc omobnkevong pmopel vo
oloPootel Kot vo Tpomomonbel TavTOYPOVO, 0ONYDOVTOC GE L0 OGLVEM] TEMK KOTAGTAOT).
‘Eva goptio epyaciog pe vynin dwopdyn ocvwnBwg mepléyel cLVOALOYEG TOL EKTEAOVV
OVTIKPOVOEVEG AELTOVPYIEG GE LEPLKES OMLLOPIAELG EYYPOUPES KO OLVTEG OL AEITOVPYIEG UTOPOVV
Vo, aVIKOLV G€ pioL | TEPLOGOTEPEG EPOPUOYES TTOL YPNOLUOTOLOVV oL Kotvoypnotn Paon
dedopévav. Me avtdv tov Tpdmo, Ba tpémnet va emvonBel po katdAAnAn Avon, dtaceaiilovtog
OTL 1) EKTELEST) TNG CLVOALAYTG EIVOL GELPLOTONGLUN.

YUVEMMG, M €YyONON TG GEPLOTOMCIUOTNTAC Elvon amopoitnt) aAAd Oyl ETOPKNG
npobmdOeon. [ mapdderypa, oe €va dnuocio cvompa to EEvmva cvpPorata extelovvToL
dtadoykd oe 600 dlapopetikd Thaiota. Extelovvtal pia popd amod o onpovpyd tov block kot
eKTELOVVTOL EOVEL TOAAEC POPEG amd TOVG emoAnBevTéG. O dnpuovpyds Exel Eva 16YVPO KivTpo
vo. ekteAécel Tapddnia tor Evva cupfolota, exeldn M dnuovpyio mepiocodtepmy block
eépvel vymidtepeg avtopolPéc. Kabe kopupog oto ovom o mpénet va ekTeAEGEL TO apyElo
KOTOYPOPNG CUVOAAAYDV KOl VO ETAAN0€0GEL TV €YKLPOTNTO TNG TEAIKNG KATAGTOONG. AV 1
TeEMKN KatdoTtoot eivat Eykopn, To block yiveton amodextd kat o dnpuovpyds Tov aviopeifetor.
Awagopetikd, to block amoppintetar. Av n punyovh extéheong enefepyaletol artpoto pe
TOVTOYPOVO TPOTO, 01 GLYKPOLOUEVES KANGELS cupPoAaimy Ba mpémel va eKTEAODVTOL PE TNV
{0l oepd amd To OMpovpyd kol KABe emoinbevty. QoTOCO, OV TEPIMTOON ™G
oglplomomolpndm o, o emainfevting pmopel vo amoppiyel sopoiuéva éva €ykvpo block
EKTELDVTOG 000 GLYKPOVOUEVEG KANGELS LLE GELPA SIULPOPETLKT] OO QLUTTH) TTOL EKTEAEGTNKE OO
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10 dnovpyd tov. Emopévag, kabmg pmopel va vadpyovv cuykpovoelg mov oynpatilovv
eEapmoeilg petald tov cvpporaimv, N mapdAAnin ektédeon EEvmvov copforaimy dev elval
aceaAng [86, 87].

Eneon n akpiprg dpopordynon tov cuvarliaydv pmopel va dtapépel and koppo oe
KOUPO, 0 TAPUAANAIGLOG EYEL £VaL LN VIETEPLUVIOTIKO YOPOKTNPO, O OTOI0G £PYETAL GE GLECT)
GUYKPOVOT) LE TIG AMATNGELG TOL UNYOVIGHOD cuvaiveons, 0 omoiog PacileTon g éva aveTnpod
EMIMESO VIETEPUIVIGHOD, £TGL MOTE Ol KOUPOL Vo LTopovV VoL GUYKAIVOUV GE [0 KOTAGTAOT)
ovpeoviag. H ovvénela mov dtacpaiiletal and v 1010TNTe TS GEPLOTOMSIUOTNTOS Elvor
oxetkd acBeviic. H ektéheon tov 16100 GLUVOLOL GLVOALAYDV GE JLAPOPETIKOVS KOUPOLG
UTopEl Vo aVTIGTOLXEL GE OLOLPOPETIKES GELPLOKES EVIOAEG. KaBdg 01 cuvaldayEg £xouv ¥povikn
ofuavon kat opadomotovviar oe block, avti va vroayopevetar 6t TO TOPAAANLO
YPOVOTPOYPOULE Vol 16000VOUO HE KOTOWO GCEPOKO, TPEMEL VO OVTIOTOLKEL oe €va
CLYKEKPLUEVO CEPLOKO TPOYpappo He Pdon TG xpovikéc onuavoels. Me 1 déopevon
OLVOAAQLYDV QVOTNPA GCOUPOVA LE T GELPA GLVOALAYN G pnéoa oto block, n telikn Katdotoon
elvar 16000vaun 6€ S0POPETIKOVG KOUPOVG, TpOAO TTOL 1) TTPAYLLOTIKY EKTEAECT) UITOPEL Vol
Slopépet.

5.2 TIpotewvopeveg AVGELS

®o ocv{ntioovpe pepkég 0EOAOYEG AVCELS OGTOV TOUEN TOV TOVLTOYPOVIGUOVD GE
blockchain. Ot Amiri et al. [88] mpoteivovv évar vEO mapAdetlypor TOV EMTPEMEL QLT TNV
TapIAMAN extédeon cvvorraydv. ‘Evo cvompo emiong oyedidleton Ko kataokevdletot
CUUQMVO LLE TLG TTPOOLAYPOPES ALTOV TOL TALPAJEYLATOG. ZE AVTO TO EMTPENTOUEVO GVGTN LA,
dtvovtonr cvuykekpipévolr poAoL 6Tovg KOUPoVGS. ZvyKekpéva, Kmolol KOPPol cupuemvoHV ylo
TN GUVOAIKT GEPE OA®V TMV GUVOAAYDV Kol dnpovpyodv éva ypdonua eEdpmong, evod
KATO101 AALOL EKTEAOVV TIG GLUVOAAAYEG OKOAOLOMVTOG TO YPAPN U EEAPTNONG KO TN AOY1KT
LG M TEPIGGOTEP®V EPAPUOYDV. To cVOTNUA £YEL SOKIUAOTEL TELPOUUATIKE OGOV apOpd TO
uéyebog tov block, tnv emextacipdmra Kou ta ToAAamdd kévrpa dedopuévov (data centers). Ta
OTOTEAEGLOTO VL EATTLOOPOPO., ELOKA GE POPTIO EPYOGIOG YOUNANG StopdyG.

O1 Gorenflo et al. [89] éxavav opropéveg arlayéc otnv ékdoon 1.2 tov Hyperledger
Fabric. Avtég ol BedtioTomooelg eEAEyyovToL TEWPALOTIKG OG0V apopd To péyebog tov block
Kol TNV enektacipnora. Empedlovv Tig @doelg g onpovpylog Kot e emKOPOONG, 08V
aAdlovv 10 TPWTOKOALO ovvaiveong, eivon apolfaion opboymdvieg Kor Umopovv v
viomomBovv pepovouéva (plug-and-play). Tleptoupdvovy v  oavéAivon dedopévmv
metadata, tnv tavtdypovr enelepyacio GLVOALAYDY 6T EAGT dnpovpyiog, ™ xpnomn Tivoka,
KOTOKEPUOTIGLOV GTI UVILUT, TO SLAYOPIGUO TOP®V, TN XPNOT KATUVEUNUEVOL GUUTAEYUATOG
(cluster), v mpoocwpivi| amobfikevon kot Tov Topariniiond otn edon ™mg emkdpmong. H
ot ta plug-and-play tng mpotetvopevng apyItekTovikng SIEDKOADVEL T LEAAOVTIKT EpEVVAL.

Ot Dickerson et al. [86] mpoteivouv o, Avon tavtdypovng eKTéAESTG TOGO Y10 TOV
dnpovpyo tov block 660 kat ya Tovg emainbevtéc. Ipoteiveton 6t KAOE KAo™ EVOG EELTVOL
ocvopporaiov upmopet vo ovripetomlsTor ®G 0. KEPOOOKOMIKY OTOMIKY EVEPYEWN, WE
OTOTELEG LA TN ONHLOVPYI EVOG GELPLOTOINGLLLOV YPOVOTPOYPAUUATOC. Anpiovpyeiton emiong
éva yphonuo e€dpmong €161 dcte Ot €MoANBEVLTEG Vo UTopohV Vo EKTEAOVV GMOTH TIG
ouvoAdoyés. Qg ek TOOTOL, U0 PN VIETEPUIVIOTIKY] KOL L0 VIETEPUIVIGTIKY] TPOCEYYLoN
YPNOYOTOOVVTOL OTIS (ACELS OMUIOLPYIOG KOl EMKVPMOONG OVTIioTOLYO. 2T1 MEAETN,
emonuaiveTol 6Tt To TPOTOKOAAO GLUE®VING UTOPEl Vo amoTeAESEL EUTOOL0 ATAOSOOT|G.
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O1 Sergey et al. [87] avaAivovv kot cuykpivovy opiopéva mtpofAanuote ota blockchain
KOl GTOV EAEY(O TOVTOYPOVIGLOV, TAPEYOVTOS Mo EEKAOAPN TPOOTTIKY| Y10 TOV TOPAAANAIGLO
oV ektéleon EEumvov cupuPoAaiv. ZOUEOVO PE TN KEAELTN, VTOPYEL Lo LOYLPY GYEoT
HETAED TMV TOPATNPOVUEVOV GUUTEPPOPADV £ELTVOV GUUPOANIOV KOl T®V UEAETNUEVOV
Oepdrtov tovTo)povicol (ATopKOTNTA, TOPEUPOLES, CLYYPOVIOUOS, 1B1OKTNGI0 TOPWV K.0..).
Ta £éEumva cvpPoioto pmopoldv vo OMEWKOVIGOUV OPIGUEVES TTVYEG TNG TOVTOXPOVNG
oLUTEPLPOPAS, cvumeptiapfavopévey nmudtov edéyyov tavtdypovns xpnons. Ewdwd pe
TNV EIGOYOYT] KAEWOOPIDV Y10 ATOKAEIGTIKN TPOGPaon, OV elvorl ODGKOAO VO PAVTOCTEL KAVELG
Qo Kotdotaon oty omoio £vag GLYKEKPEVOS AOYOPLOUGUOG Ogv ameAevfepdvel mOTE TO
KAeldopo avayvmong, eumodilovtag OAOVS TOLG GAAOLS VO UTOPOVV VO KAVOLV €YYpPaQn.
Qot000, 1N TOVLTOXPOVN] EKTEAEGN TOL O GULVOOEVETOL OO KOTAAANAO pNYOVICUO
GLYYPOVIGLOV UTTOPEL VO EKONADGEL GLYKPOVGELS TTOV 00N YOUV GE ATMAELL TNG OKEPAULOTITOG
™G HVNUmG.

Ou1 Pang et al. [90] mpoteivouv o Adon mov ypnoipomotel éva Katevbuvouevo
ypaonpa. H katackeun evog ypagriatog eEApTong PEATIOVEL TNV TALTOYPOVY EKTELECT), EVAD
TOPAYETOL VO aPYEl0 KATOYPOPNS YPOVOTPOYPAUUATOS HE VYNAO TOPOAANAIGUO Y10 TOVG
enaAnBevtéc. To KOGTOG EMKOVOVING LELMVETAL LLE TN XPNON EVOG adlyopifpov drapepiopdTov
YPOONUOTOG 7OV  ONUIOVPYEL €va apyelo KATOYpOQNS YPOVOTPOYPALUATOS HE AEMTH
evatoOnocia. ‘Eva vieteppuiviotikd a1otd66050 mpwtdkoiro mov Pociletor 610 TEUOYIGUEVO
ypaonua e£aptnone Uropet vo yxpnotomombel ylo TV ooTEAECUOTIKY EKTEALEDT] OA®V TOV
¢Eumvav cvpPoraimv og TolvmOpnveg emoAnBevtés. H Abom €xet dokipaoTel Telpapotikd 66ov
a(popa TO AOY0 EMTAYLVONG Kol TO KOGTOG EMKOLVOVIOG.

Ot Wang et al. [91] swonyoyav o Movada Emne&epyaciog Beltiotomoinong
Svyypovicpob kot por Movédda Awayeiptong Ipoypoppatiopod Zuvailay®dv TpokeLéVoL va
emtevyfel vyYMAGS deiktng TawToypovicoV. H tpdm povéda teptiappdvel dvo Tunpoto mou
KOTAYPAPOLV GTOTICTIKG OTOLYEID. OYETIKA UE TG CLYKPOVOELS GE TPUYLATIKO XpOVO Ko
dtopov T1g cuvarrayég EEumvev cupfolaimv oe coumAéypato pe v eneEepyacio TV
GLALEYOUEV®V TTANPOPOPIDYV, EANYLICTOTOLMVTAS TOV OPOUO TOV GUVAALAY®DV TOV TPETEL VO
exteleotovv. H devtepn povada ypnoiponotet Evav Bertiopévo aiydpipo mov Paciletoan og
€101KOVG  VTOAOYIGLOVG Yo TNV €VPECT] €VOG  GEPLOTOU|CLLOV  POVOTPOYPALLOTOG,
Aapfavovtog vIoyn To ypOVOo EKTEAEONG, TO TOGOOTO GUYKPOLONG KOl TOVS Ol0BECIILOVG
TOPOLG. AVTN 1| GTPOTNYIKN EMTPENEL TNV TOVTOYPOVT eKTELEOT EELVTTVEOV GLUPBoAai®Y oE Eva
poVo KopUATL TOV KTHOL Kot TapEYEL avTioTaon o€ ToAA0VG KOoUs TpOTovG emifeomg.

Or Saraph et al. [92] e&étacav pa Grinotn oTpaTnyIKY. ZOUPOVO UE T UEAETT, TLO
eMOETIKES OTPATNYIKES, OTMG 1| EKTEAECT] TOALATADYV TAVTOYPOVOV PAGEMV, ATOPEPOLYV UIKPO
npocheto 0peroc. QQ6TOCO, T MEPOUATIKO OTOTEAEGHOTO VTOJELKVOOLY OTL O TO TOAAG
VIOGYOUEVOS TPOTOG Yo va. avénbel mepatépm 0 mapaAAnMopos oty ektédeon EEvmvav
ovpPorainv gvor 1 HEI®ON TOV TOGOGTOL GVUYKPOLONG, {GMG HE TN HEIWON TOV TEPITTOV
GLYKPOVCEMV, KAUODS 01 TEPIGGATEPES GUYKPOVGELS TPOKOAOVVTOL QIO OPLGLEVOL OTLLOPIAT
ocupuporata o€ o mepiodo peyding dtopdyms. Ot cvykpovcelg Ba pmopovcay vo peiwdovv
EMEKTEIVOVTAG TN UNYOVI] EKTEAEONG YL VO TOPEYEL LIOGTNPLEN EOIKADV  AEITOVPYLDOV
(commutative operations).

Télog, ot Anjana et al. [93] mpoteivouv éva amoteleopotikd mhaiclo yo tnv
TOVTOYPOVN EKTEAEON CUVOAAAYDV EELTTVOV GLUPBOANI®Y TOGO Y10 TO dNovpyd GGO Kol Yo
toug emanOevtéc. Tlapovordleton pia oo6d0én mpocéyylon mov Pacileton oto Basic
Timestamp Ordering [78] kot ctov éAeyy0 TOWTOYXPOVIGHOL TOAAATA®Y ekdocewv (Multi-
version concurrency control) [81]. 'Eva ypdenua e£dptnong onuovpyeital ¥pnoiHomoidvTog
o Piprodnirn yopic kieidopo kot amodnkevetar oto block pali pe ¢ cvvollayéc.
Kataypdoset T1g 6y€oelg ouykpovons HETOED T®V GLVOAAAY®DV Kot M HovpyeiTal ToVTdpove.
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KaBmg o1 GLVOAAAYES exTEAODVTOL AtO StapopeTikd vipata. Tedkd, fondd Tov emoAnBevty
HE TNV TOVTOY POV EKTEAEOT) TOV EELTTVEOV GLUBOACTIWV.

5.3 Extéleon-Lepd-Emkopoon

To dnuocia ko Wwtikd cvotiuate blockchain ypnoiponolovv kvping To TpdTLTTO
Yeipa-Extéheon (Order-Execute), to omoio vmayopedel 6Tt 1) pAcT GLUE®VING TAV® 6T GEPE
TOV GLVOAAOY®DV TTponyeitol ¢ edong extéleonc. To Ethereum [2], To Tendermint [45] kot
to Multichain [57] eivon pepikd oyetikd mopoadsiypota. To Hyperledger Fabric [27]
nopovotalet £va véo povtédo yio wiwtikd blockchain aAldalovtog ™ oepd g extéleong kot
NG GLUEOVING. Avopepouaote oe ovtd ®g o TpdTLTo Extéleon-Lepd-Emkdpwon (Execute-
Order-Validate). EtonyOn yia mpodtn @opd otnv Eve [94], émov ot opdtipotl koufot eKtelodv
GLUVOALOYEG TOVTOYPOVO YPNCULOTOLMVTAS Lo 0G1dd0EN oTpatnyikn, N onoio Paciletatl otnyv
VO0ECN OTL 01 GVYKPOVGELS VO GTTAVIES. XT1 GLVEXEL, Ol KOPOotl emainBgvovv 6Tt 6Aot poli
@TAvVoLV otnV 101 Katdotaotn €600V, YPNCYLOTOLOVTOS VO TPOTOKOALO GUVOIVEST|G.

Y10 cvotpa tov Hyperledger Fabric, or meldtec otéhvouy atrpato 6€ £Vo VTOGHVOAO
opoTIH®Y KOUPV mov €xovv mpodcPacn ce mAnpoopieg EEvmvev cupuPoraiony. Avtol ot
kouPot ovoudlovrar vrootnpiktég (endorsers). Kabe vrootnpiktig extelel o, onthpota pe
TAVTOYPOVO TPOTO KOl GTEAVEL TO OMOTEAECUN TNG €KTEAEONG TiG® oTOLG MeAdteg. Mua
TOALTIKY] £YKPLoNG LILayopevEL OTL, OTAV £vog TEAATNG AAPEL ApKETEG EYKPIoELS, ONUOVPYEL pa
ouvaAlayT TOL TEPIAAUPAVEL OAES TIC EYKPIGELS KoL TN OTEAVEL GE £V VTTOGVVOLO KOUP®V OV
kaBopilovv TV TEMKY| GEPEA TOV GUVOALAY DV, YPNCLLOTOLOVTOAS £VO TPMOTOKOALO CLUEMVIOG.
Avroi ot kopot (orderers) givat vrevBVVOL ATOKAEIGTIKA Y10t TN GELPA Kot Oyt yio. TV ophoTtnTo
N ™mv gykvpotnta. Anutovpyodv ta block kat to petadidovv oe kabe koOuPo. Téhog, kabe
KopPog emkvpmdvel pa cuvailayn eviog evog block eléyyovtag v moATiKy £yKpLong Kot TIG
OLYKPOVGELS oviyvoong Ko gyypaens. Eqv n emxvpwon evor emituoyng, m xotdotoon
EVILEPDVETOL.

To mapdaderypo Execute-Order-Validate eivot puo emovootatiky mpocéyyion yio )
Beltiotomoinon g ektéleonc cuvolhaydv og cuothiuata blockchain. To Hyperledger Fabric
BedTiddvel T GULVOMKY OTOJOCT EKTEAMMVTIOG OCUVOAALAYEC TOPOAANAQ Kol EVICYLEL TNV
aceaAela potpdlovtag Toug KOuPovg oe opddes. 26t060, £xel LYNAO TOGOCTO HOTOiOONG
(abort rate) oe @optovg epyaciag pe vYNAO eminedo draudyns. Exovv mpotadel avamdpevkro
Beltiotomomoelg yioo to poviédho Execute-Order-Validate mpokeipévov var tkovomrombovv ot
OTTOUTNOELS OOO00N G LeYAANG KATHOKOG KATavEUNLEVOV EQaproy®V [89].
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Kepaiaro 6

Mnyoviy Tavtoyxpoving Extéleong

Mépog g epevvnTiKng Piprloypaeiog aviipetomlel v TeQVIK TPOKANGN NG
emeKTaoILOTNTAG otV Te)voloyia blockchain ypnowonoldvrag éva ypdenua eEdptnong, to
omoio dtawpilel T AOYIKT TOV EAEYYOV TAVTOXPOVIGUOD OO TNV EKTELEGT TNG GLVAALAYTNC.
Avt 1 10éa vioToteiton yoPilovtag TO0 TPOTOKOAAO GE dVO PACEIS: TNV KATACKELT] Kol TV
extéleon tov ypaenuatog. H pnyovn tavtdypovng ektéleonc authg NG  €pyaciog
xpnoponotel Eva ypdonua e£aptnong yo va xewpileton amotelecpatikd eoptia epyaciog pe
OVTIKPOVOUEVEG CUVOAAAYEC ¥®PIG VoL EKTEAOVVTOL OAEG E GEPLALKO TPOTTO 1] VO LOTOLDVOVTOL
ot ene€epyaouéveg cuvarhayés. O oyxedlaopog e wnxavng tepthopupavel exiong évo GHVOAO
TEYVIKOV PEATIGTOMOINGNG TOV UTOPOVV VO EQAPLOCTOVV LELOVOUEVAL.

6.1 AeCapeviy Nnudrtov

Onwc avapépOnke oto Kepdraro 2, 0 Tavtoypoviocog dtacaiilel 0Tt TOAAEG epyacieg
ocvyypoviCovtal KaTIAANAL, OGTE VAL UTOPOVY VO, GLELDOGOVV TPOOOO GE EMKOAVTTOUEVES
YPOVIKEG TEPLOSOVC, EVM O TOPUAANAGHOG ElvaL 1] EKTELEST) GVO 1] TEPLGGATEPWY EPYACLDOV TNV
to1a ypovik otryun. O mopaAnAcopdg epmodiletor amd Ta VYNAQ ETITEON GLYKPOVGEMYV, TOV
TPOKOAEITOL 0O TOAAATALS EVEPYELEG OV GLYKPOVOVTOL GTO 1510 OVTIKEILEVO dedoUEVOV,
kaflotdvTog ™V e€milvon TOV GLYKPOUCE®MV TOV TPOTAPXIKO OTOXO TOV  EAEYYOL
TOVTOYPOVIGHOV. Mol LovAda EVTOADY IOV UTOPEL VO S0 EPLOTEL OVeEAPTNTA TO AEITOLPYIKO
GUGTN O TPOKELUEVOL VoL eMLTELYOEl TapadinAiodg ovopdletar vijpa extédeong [95].

"‘Evo vijua pmopet va oplotel og 1 Pikpotepn akoAovdio TpoypoaTIGHEVOY EVIOADV.
Xvyypoviletor amd Eva OpoUOAOYNTH KOt 1) DAOTOINOoN TOV £apTATOL OO T YOPUKTNPLOTIKA
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TOV AEITOLPYIKOD cvoTaToG. Ot digpyacieg cuvB®G amoTELOVLVTAL OO TOAAG VALOTO, Kol
glvor onuovTiKd 100 TOALTVUPNVO CLCTHHOTO VO £(OLV TN OLVOTOTNTO VO TO EKTEAOVV
Tavtoypova, potpdlovtog mtdépovg Omme N pwvnun. H katavopn @dptov epyaciog petadd tov
vnudtov gtval éva koo mpofAanpa mov eetdletol amd T OKOMA TNG OTOTEAEGUOTIKOTNTOG
KOl TNG CUVETELOG.

Ac vmoBécovpe OTL LTAPYOVY N AVEEAPTNTES EPYOCIES ETOUUES Y10 EKTEAECT KOL M
vipata. Av 0 aplpog Tov epyactdv givol icog 1 KpOTEPOG amd ToV aplipd TV VUATOV
(n <m), 1o APOPANUO TG KoTAVOUNG @OpTOL gpyaciag HeEToE) TV VNUATOV £)El pLo
TETPLUUEVT] Ao, KaBdG kKaBe vipa Ba efvan vtevBovo yia to modd pia epyacio. Qotdc0, 0V 0
apBudg TV epyacldv gival peyoAuTtepog amd tov apipd tov vnuatev (n > m), amoreiton
po néBodog mov yyvdtat dikoun Kotavoun, £T6l MOTE KOVEVO VIO VO NV DITEPPOPTOVETOL
pe pochHetn S0VAEL. YTTdpyovv 600 TPOTOL LLE TOVG OTOIOVG UITOPOVLLE VO TPOGEYYICOVLE TN
Abo™ avTov TOV TPOPANUATOG.

H omA mpooéyyion Paociletar oe kadd kabBopiopévo Prpato ektédeons. Kobmg
VILAPYOVV TEPLGGOTEPES EPYACIES OO VIILLOTO, M €PYACIES LTOPOVV VO ETAEYOVV TLYOIOL Yol
extéleon. Otav avtég ov epyociec oAoKANpmOOLV emTLXDG, £vol AAAO VTOGUVOAO T®V
VIOAOITOV Epyact®dV pe péyedog m umopel va dpoporoyndel yio ektéheon. Avt 1 dadikacio
ocvveyiletal péypt va adELBGEL TO GUVOLO TOV VIOAOIT®MV £PYACLOV. AVTH 1 TPOcEyylon gival
amAn, oAAG pmopel va elval ovOTOTELEGUOTIKY OTOV OPICUEVEG EPYACIEG EIVOL CNUOVTIKE
BapOtepeg amd GALeG OGOV 0POPE TO VTOAOYLIGTIKO KOGTOG, ENEWON GE ALTHV TNV TEPITTOON
éva VIO, VoL OO OANLEVO EVA AL VILOTOL TO TTEPLULEVOLV VO, TEAELMGEL.

Mo mo amotedeopatikn peBodog givor  xpron wog oegapevng vnuatov [96]. Ta
CUCTIUOTO TOAAMV VIUAT®V UTOPOVV Vo ONHUIOVPYRCOVV KOl VO KATOOTPEYOLV £VOL VILLOL
HEC® NG OECHEVONG KoL TNG OTOOEGUELONG UVIUNG, KATL TOL pmopel va givor emimovo kot
YPOVoPopo ce mePLOOOVS LYNAOD QopTiov epyaciag. H deCapevny vnuatov eivor éva potifo
oyediaong AoYIoKoD Tov avTILETORILEL T TO {RTUa 1e T PN oM VO TPOoKaOOPIGUEVOL
mAn0ovg vnudtov, dceorilovtog v emavoypnotporoinon tovg. Mo epyacio pmopet va
eEumnpemBet and Eva vipa ot oegapevn mov dev givar amacyoinuévo. Otav dgv vdpyovv
dtabféotpa ypota ot 0eEaEV, 1| EPYOCLO TEPLULEVEL GE L0 OLPA Kol EKTEAELTAL OTO VoL VILLOL
oA ohoxkAnpwBel m mpomyovpevn epyacio ™. To kdotog TG Snpovpylag kot NG
KOTOOTPOPNG AVTIOTOLYO LELMVETAL, KAODS 01 VO OVTES PAGELS TPOYLOTOTOLOVVTOL LOVO id
QOpA OVA VI L.

H oanddoon pag de€apevnc vnudtov eoaptdtor and to uéyedog g (apdpdg tomv
vnudtov mov yevvnnkov). Eav n opddo vinudtov eivor moAd peYAAN, OpiGHEVO VILOTOL
EVOEYETAL VAL UMV XPNOLLOTOMOOVV, LE OTOTEAEGHO VO GTLTOAOVY VITOAOYLIGTIKOVS TOPOLG.
Edv n opdda vipdtov givatl modd pkpn, 1 amoTEAECUATIKOTNTA TG OUA0S VIUAT®V TiBETON
o€ Kivovvo, kaBmg Ba Enpene va etyav dnuiovpyndel mpodcheta vijpaTa oo vo XEPLoTOVY TOV
emmAéov OpTo gpyaciac. Emouévmg, n dpactnptomto 6to SiKTLO, 1 YOPNTIKOTNTO TOL
CLGTNUATOG Kol Ot LTOAOMEG PLOUICELS TOV CLGTHUOTOG TTPETEL VAL ANEOOVY LVIOYM TPV
TPOGOL0PLoTEL 0 OPLOUOG TOV VIHATOV TNG OEEAUEVIC.

6.2 Tepoyopds Xvvorioyng

Y10 mlaicto Tov  oLUPaTKOD  EAEYYOL  TOLTOYPOVICUOV, Ol  GUVOAAOYEG
OVTILETOTLOVTAL G OTOUIKES LOVADES, TV OTOlV Ol Agttovpyieg eneEepydlovtal dtadoyLKd.
Avti 1 TPOGEYYIoT ATOTLYXAVEL VO AELOTONGEL TANPWG TO GVYYPOVO TOALTHPNVO VLAIKO,
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KaBmg OV VIAPYEL TOWTOYPOVN EMEEEPYTIO ECOTEPIKA TNG GLVOAAAYNG. Mol KOV TEYXVIKN
OV AVTIHETOMLEL 0LTO TO (TN €TVl 0 TEROYIGLOG cuvairayTg [97], cOpemva pe TNV omoia
Lo GUVOAAOYT UTTOPEL VOL YOPICTEL GE KOUUATIO OKOAOVODVTAG TNV EGMOTEPLKT TNG AOYIKN, GE
pia Tpoomdela va emttevydel kahbtepog mapariniicpds. Ta cuotipate cuvallaydv cuyvd
OULAOOTOLOVV TIG CLVOAANYEG o€ Opddeg. O TepoIGUOS GUVOAANYNG TOPAYEL KOUUATLO Ot
ké0e cvuvallayn oe kabe opdda. ‘Eva koppdtt cvuvordayng amoteleitor and €vo GHVOAO
JlodaooldV  amodnkevong mov Aettovpyel mWhvw o€ opopéva  aviikeipevo ot Pdon
oedopévav. Mmopel vo OVTIHETOTIOTEL OC OTOMIKY HOVAd0 TOV UTOpPel Vo eKTEAECTEL
TOVTOYPOVOL.

Oa efetdoovpe plo LTOOETIKY KATAGTAON TPOKEMEVOL va dgi§ovpe TN Oetiky
eMidpaon OV UTOPEL Vo EYEL O TEUOYIGUOS GuVaALUY®V. Ag vtoBécovpe 6tL Eva DBMS mov
XPNOWOTOLEL EAEYYO TAVTOYPOVNG Asttovpyiag pe unyaviopds kiedopatog (lock) Aoppdavet
po. ovvoddoyn T. Avt n cvvadlayn mepiéxel o000 avedptnteg Aettovpyieg 0y, 0, mOL
AELITOVPYOLV GE OLAPOPETIKA avTiKeipeva TG Paong dedopévav (dev vrdpyel cOyKpovon
LETAED OUTMV TOV AELITOLPYLDV). AV OV EPUPUOGTEL O TEUOYIGULAG GUVOALAYNG, 1| GLVOAANYN
T Ba Khewdwoet Ta amapaitnTo ovTiKeieva Kot o Tpoympnoel oty eKTELEST TNG AstTovpying
0;. Katd v ektéheon tov 0,  Aettovpyia O, mpEMeEL va TEPIUEVEL TOPE TO YEYOVOS OTL Kot
o1 000 Agttovpyieg Ba pmopovioay va Exovv exkteheotel TapdAAnAa.

O TtepaylolOg T®V CLVOAANYDV GE KOUUATIO Utopel vo BEATIOGEL TV amdOOGT TOL
OLOTNUOTOG, OAAG LITOPEL VO OONYNOEL GE [N GEIPLOTOMCIUES EKTEAEGEC cuvaAAaydv. H
extédeon TV Tepayiov Oa Tpémetl vo vl GEPLOTOMCLUN, OCTE N EKTELEON TWV GLUVAAALY DV
va glval Emong GEPLOTOWGIUN. AVTA 1 10€0 EMTPETEL GTOVS YPNOTES VO ATOKTOVV HEYAADTEPO
Babud tavtoyxpovicpov, Satnpdvtag cuyxpoves v opfotnta. O tepaycds GLVOAALYDV
UTOPEL VO TOUPUKAUYEL TIG L] GEIPLOTOWGIUEG EKTELECELS EKTEAMVTOS OTUTIKN OVAALGN T®V
OYE0EMV UETAED TMOV KOUUOTIOV cLVOALAYNGS. Mia kot avolvtikny pébodog Pacileton oto
SC-ypaonua [97], adlAd Exovv e€etooTel ko GALES TEXVIKEG pe peyoldtepn Aemtouépeta. [98].
H péboodog tov tepayiopod cuvaliaydv eréyyeton melpapatikd oto Kepdiato 7.

6.3 Xpnon Horhamiav AlevBdveemv

To ovotiuata blockchain 6o mpénel va emavaoyedotobv Peltiotomoldviag To
OTPOUOTA TOVG EEXMPLOTA, MOTE TO EALATTOLOTO TOVG VO EVTOTICOVTOL Kot VO AVTIHLETOTLOVTOL
opBd. ‘Exet 1on emonuaviel 6t 600 ocvvordayés evtdg tov idov block pmopodv va
TPOKAAEGOVV GUYKPOLGT armodnkevong av £xovv TpodcPacn otny id1a Kataydpnon 6To dEVIPO
Katdotaong evog kopPov blockchain kot tovidyiotov pio amd avtéc Tic npooPdoelg sival
Aertovpyior evnuéP®ONG. Xe o TPoomdlelo evioyvong TG TavTdOYPOVIG AElTovpyiag o1
unyovn ektéheong, oo Garamvolgyi et al. [99] mpdtetvay Eva 6HVOLO TEYVIKMOV TPOKELUEVOD VL
LETPLOOTEL 1 EMIOPACT) TOV EYYEVAOV GLYKPOVGEMY TG EQPAPUOYNG o€ éva diktvo Ethereum.
Avti g Pertiotomoinong evog dpopoAoyntn, M KOPlOL HEPIUVO TOLG NTAV 1) eE0AELYM
OPLOUEV®V KOVAVY TTNY®OV dtapdyng oto EEvmva cupforaia. Or Garamvolgyi et al. viootpiéav
HE amodelKTIKA otolyeia tn 0éon Ot M meplopopévn emtevsiun ToyxdTa o€ €va dikTLO
Ethereum ocg clOykpion pe T oeplokn ektéleon pnopei vo Pedtiobel pe ™ ypnomn TpLdv
TEYVIKOV: TN YPNOT TOALOTADV O1EVOVHVGEWV ATOCTOALN, TNV EPAPLOYT TOAADY LETPNTAOV KoLl
TNV E10AY®YN WG VENS EVIOANG OTN OGNUOGLOAOYIO TNG EKTEAEGTIKNG Hnxovig tov Ethereum.
AVTA®VTOG UmVELOT) omd TIC dVO TPATEG TEYVIKESG, 1| UNXAVI] TOVTOXPOVNG EKTEAEONG UTOPET
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Vo PNOLOTOGEL TOAAEG SLEVOVVOELS Y100 VO HEIMGEL TO TOCOGTO GUYKPOLONG KOTH TNV
extéleon cuvaliaydv EEumvev cupforaimy.

Oa efetdoovpe  éva  BeopnTikd  WOPAOELYHO  TPOKEWEVOL  vo.  @ovel 1
OTOTEAEGUOTIKOTNTO NG XPNONG TOAAATAGV dlevbivoewv. Ag vmobBécovpe 6t 600
ovvallayég Ty, T, extelovV PETOPOPE EVOG KPLTTTOVOUIGLOTOG GE [0l O1EVOLVGT TOPOANTTTN
R amnd 115 dtevbivoelg amoctoréa Sy, S, aviiotouya. AvTéc ot GuVOAAAYES glvar VITO Stopdiym
kaBag €xovv v 0w dtevBuvorn moapaAmTn R Ko mPEMEL Vo EKTEAOVVTOL GELPLOKE. Av 1
dtevbvvon R avtikatoaotadel amd dVo dapopeTikég devdivoelg Ry, R, mov aviietoryohv 6Tov
1010 Tapa AT, VIELPYEL TPOTOC VO EKTEAEGTOVV Kol 01 VO GLVAALAYEG TOPAAANAL oV 1) pio
ypnowonotetl To Ry kol 1 GAAn ypnoponotel 1o R, ¢ dtevbovvon mopadnmer, EMAVOVTOS TN
ovYKpovor. Ag vrmobécovpe toOpo OTL ol GAAN ovvaddaynq Ty extedel o Agttovpyia
aVAYVOONG OT0 VLTOAOTO TOL AOYOPLOUGHOL TOV TPOAVOPEPHEVTOC TOpPOANTT. AV 0
TOPOANTTTING YPNOLLOTOLEL pOVO pia dtevBuvon R, n cuvarlayn Tpémet vo, 010 BAcEL TO LTOAOITO
pog devBuvvone. Qotdco, edv 0 mOPAANTTING XpNotorolel dvo devBuvoels Ry kat Ry, M
ouvaAdoyn Tpénel va StoPfdoel To VTOAoTo 6V0 devBuvoemv. Q¢ amoTELECHA, UTOPEL VO YiveL
KaTavonTo OTL 1 ¥pon TOAAATA®Y Otevdiveewy etvar mo moAdTIUN 6€ peydAlovg eOPTOLS
gpyaciag.

Y10 povtédo tov Ethereum, ov Aoyoplocpoi kot ta é€vmvo copforaia Lopovv vo
OVTITPOSOTEVLOVTOL ATTO TOAAES O1ELOVVGELC, HELDOVOVTOS TNV THAVOTNTO GVYKPOLONG LETAED
800 cuvaALay®V. TV TporypoTkotn T, 0o Tpénet va onuetmbel 6t to cuothpote blockchain
TELVOLV VAL £Y0VV PHEYAAO QPOPTO EYYPAPDOV, KAOIGTMOVTAG OLUTHY TNV TEYVIKN KATOAANAT Yol TO
eMINEdO €QAPUOYNC ) TN unxavn exktédeong evag kopPov blockchain. H uébodog moAramhmv
dtevBuvoemv eléyyetan metpapatikd oto Kepdiato 7.

6.4 I'pagog EEaptnong

O1 Topadoc1aKEG TEXVIKEG EAEYXOV TOVTOYPOVIGLOL VITOYOPELOLY OTL KAOE GUVAALAYY
eAéyyetal amd évo VAUO gpyociog mov givar vrevbuvo ylo TV emiAvomn Kot TV eKTEAEOT
OLYKPOVGEMV, KOTOVOAMVOVTOG TOPOVLE TOV GLOTHUOTOS, OTm¢ pvnun. Koatd ocuvvémela,
VIApYEL £va avATUTO Oplo 6TOV 0plBRd TOV VNUATOV oL PTopovV va onpovpymBodv yia
tavtoypovn enelepyacia. Emmiéov, o @Optog epyaciog pe vynidé emimeda cuyKpoOUGEMV
EMOELVOVEL TNV EKTELECT] TMOV GLVAAAAY®OV Kol TN YPOVIKN] KaBVOTEPNON TOV GLGTIUOTOC.
Etvon onuavtuco vo emvonBovv véa mpoTdKoAla Yo TanTdypovn EKTELEST) Yio TNV eMSIEN
KOAOTEPNG GLVOMKNG amodoons. Ocov apopd tnv teyvoAoyio blockchain, onuavtikn
aKadNUoikn épevvo avTinetonilel to {TNUO TG EMEKTACIUOTNTOS EVOOUATOVOVTIOS GTO
TPMOTOKOAAO TN YPoM EVOS Ypapnuatog eEdptnong [88, 90, 93].

H punyovi tavtdypovng extéleong outng e SUTAOUOTIKNAG EPYACLAS YPTOLUOTTOLEL EVal
ypaonua e£aptnong, TPOKEUEVOD VoL YEIPLOTEL AMOTELEGHATIKA KATOW GpOPTIOL EPYACIAG LE
OVTIKPOVOUEVEG GUVOAAAYEG YWPIG Vo eKTEAOVVTOL OAEG JLOLOOYIKA 1) VO ETOVAPEPOVTOL
(akvpadvovtal) ot emeEepyocpéves ocovarlayés. H unyovi) exkpetaAdedeton emiong e
CUUTANPOUOTIKO TPOTO TIC TEXVIKEG OV TEPLYPAPOVIOL GE OVTO TO KEPAAOLO. AVTEG Ol
TEYVIKEG LITOPOVV Vo epappoctolv pepovouéva (plug-and-play). O opiopds tov ypoaenpatog
e€aptnong kot ot ovo BeueMddelg aAyoplOpol TG UNXOVAG TOVTOXPOVNG EKTEAEONG
napovotalovior mopakdto. O évag alydplOpog dnpovpyel 1o ypaenua kot o dAlog eival
vrevBuvog Yo v exktédeot). H pedémn elvon oe peydro Babpo epmvevspévn and to €pyo Tov
Yao et al. [98], mov amoterel akpoywviaio AiBo 6Tov Topén TNG TAVTOYPOVIG EKTEAECT|G UE TN
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xpnon ypaepnuatog e&aptnong. I'ia Adyovg mAnpotnrag, Ba meptypayove AETTOUEPDG TOVG
TPOoOVaPeEPBEVTES aAYOPIO OGS, 0ALE GLUVICTATOL GTOV OVOYVAOGCTN VO EAEYEEL TNV EPEVVNTIKT)
dovAeLd TOVG ameVBEeiag amd T ONUOCIELUEVN EPYOGIO TOVG.

6.4.1 Xyéon E&hptnonc

H eneéepyacio tov cvuvorlaydv Kotd opdadeg ypnolpomoteiton cvvilwg yuor
Beltiwon g amddoons evog cuotpatos. OvolaoTikd, LeydAes OUAOES EPYOCLAOV EKTEAOVVTOL
avtopata, teptopilovrag v aAAnAenidpacn HeTa&D TOL XPNOTN Kol TOV GLGTIOTOG. X€ EVa
ovotnuo blockchain ot cuveliayés opadomolobvtol Kot Kataypa@oviol o€ o aAAnAovyio
a6 block, axolovBmdvtog éva cuvavetikd TpmTOKOALo. Mmopel va yivel KaTovonto Ot ot
LEYAAES OUAOES GUVOAAUYDV OTOLTOVV TEPLGGATEPOVG TOPOVG KO YPOVO Yo EKTEAEST], LE
amotéleopa avénuévn kabvotépnon. O TepoIGHOG GUVOAAAYDOV UITOPEl Vo, LETPLACEL TNV
apynTik emidpacn 1tng emeepyaciag vmoloylotikd Papidv opddwv ywpiloviag TIig
OLUVOALOYEG GE UIKPOTEPO KOUUATIOL EMITPETOVTIOS OTNV EKTEAEGTIKN LYOVI TOL KOUPOL
blockchain va mapaiiniicer v extéheon oe eminedo Asitovpyidv. Onwg oavapépbnke
TOPOTAVE, £VO KOUUATL GUVAALAYNG QOTEAEITOL OO £VOL GHVOAD SAOIKOGLAOV arodnKevong
OV AEITOVPYEL GE OplopéVa avTikeipeva TG Paong dedopévmv. Mmopel va avTiHeTOTIOTEL G
OTOMKY MHOVAde 7Tov Umopel vo  EKTEAECTEL TOLTOYPOVO. OV EQPOPUOCTEL O CMOTOG
GLYYPOVIGLLOG.

H exteleotikn umyovi evog kouPov blockchain pmopei vo emeepyaotel atopkég
povadeg, ol omoieg pmopel va eivon gite cuvaliayég eite koppdrtio. AveEaptnta amnd v
TPOEAEVGT TOVG, AVTEG O1 LOVADES UTOPEL VOl EpYOVTOL GE GCVYKPOLGT) TAV® GE TOAAEG EYYPOPES
ToV gmmédov amobnkevong. Ot cuykpovoelg onpovpyodv pa oyéon eEdptong petald Tov
HOVAd®V, TPAYHO TTOL OMUOIVEL OTL OPICGUEVEG AEITOVPYieg TPEMEL VO, EKTEAOVVTOL TPV OO
GAAES. AVTEG OL GYECELS LTOPOVV VO, ATTELKOVIGTOVV MG OKLEG GE £vaL YPAPN L0 OTTOV 0L KOPLPES
AVTITPOGOTEHOLV TIG LoVAdeg. Avti 1 doun dedopévmv ovoudletor ypaenua eEdptnong [98].

Ot ovpPatikéc aoldo0Eec Kot amalclO00EEG TEYVIKEG EAEYXOV TOLTOYPOVIGLOV
dtapépovv amd ) puéhodo tov ypopruatog e&dptnong. ‘Eva adiéodo (deadlock) pmopei va
TPOKVYEL 6€ Eva TPWTOKOALO OV Paciletal 6e puNyavioud KAEWODUATOS, TO OTOI0 EMAVETOL
LE TN HOTOLMOT HOG GUVOAAAYTG. X€ £Va TPOTOKOALO OV PBacileTon GE YPOVIKT GILOVOT), Ol
AKVPAOGCELS Etvol cLVNOIGUEVEG OTOV LIt GUVOAAYT EKTEAEITOL TPOWPA UE ALGLOO0ED TPOTO.
[Mapdra avtd, n yprion evog YpaeUotog e£APTNONG UTOPEL VO EAAYLOTOTOLOEL TO TOGOGTO
nataioong (abort rate) ywpic vo dtakvPevetor 1 1816TNTO TG GELPLOTOMNGIUOTNTAS, ETELON
Sty mpilel T Loyikn ToL EAEYYOL TOVTOYPOVIGHOV At TV EKTELEON TNG GLVOALAYNG. AVT N
10€a vAomoteitan ypilovtag T0 TPWTOKOALO GE dVO PAGELS: TNV KOTAGKELT KO TNV EKTEAEOT
TOV YPOPNHOTOG EEAPTNONG.

Ot 6VuYKpOoVGELS TOV TPOKAAOVVTAL 0O TOALES GUVOAAAYEG LTOPOVV VO 03T YI|GOVV GE
L0, OGVVETN TEMKN KOTdoTaon evog cvotnuatog blockchain. Opiopéves ovykpohoelg mov
TPOEPYOVTOL amd TO OCULVOAO OVAYVOONG Kol TO GUVOAO EYYPOUPNG TMOV TOVTOYPOVOV
GLUVOALOYDV UIopohV Vo emAVOoVV e T dnpovpyia VOGS YPOPNLLOTOG GELPLOTO U GLULOTITOG
[100], To omoio koataypdeer T oyxéon ovykpovong UeTAED ovTOV TV cuvoiiayov. H
KATAOKELT] €VOG Ypoenuatog e€aptnong and éva ypdenua cvykpovong Bupilel to KAooko
npoPAnpo feedback vertex set problem [101], 6mov 1 agaipeon £vog VTOGLVOLOL KOPLPDOV
evog KoTeLBLVOLEVOL YPAPOL KOOIGTA TO TEAIKO YPAPN QL L] KUKALKO.
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Xyquo 6.1: O alyoépiBuog Yo ™V KOTOOGKELY] TOL YPAPNUOTOS YPNCLHLOTOlEl o
TPOKAOOPIGUEVT CTPATNYIKY TEUAYLIGHOD GUVOAAAYDV Ylol TN dNpovpyia Twv Koppatidv. Ot
KOUPOL TOL YPOPNUATOC OVIITPOGHOTEVOLV TO. KOUUATIOL KOL Ol OKUES AVTUTPOSHOTEVOLY TIG
oyéoelg eEdptong peta&d avtdv tov Koppatidv. Ta otado (i), (ii) xau (iii) deiyvovv v
KOTAOTOON TOV YPOPILLOTOG LETA TNV TPootnkm twv cuvarllaydv T;, T, kot T avtictouya.



6.4.2 Koatookevn I'pdoov

Ot ovvaArayég dpopoloyovvtal pe TaStvounpévo Tpdmo, enetdn kdbe cuvadiayn Exet
[ Lovadikn xpovikn ofjuavon (timestamp). Eva covolo koppatidv dnuovpysitot amd kaoe
oLVOALOYT, AKOAOLODVTOG Lo TPOKAOOPIGUEVY] GTPATNYIKY] TEUOYIGHLOD GLVAAANYDV. XTO
Kepdrato 4, opilovtal To cuvoro avayvmong readset Kot 10 GOVOLO Yypaenc writeset pog
ocvvallayme. Avtol ot optopoi umopodv vo ypnoipomomBodv avdioyo yio TERd)L
cuvaAloyng. Ot cuykpoLGES oV dNovpyolV €EAPTNGELS UTOPOLV VO TPOKOWYOLV GTIG
HETAPANTEG TNG KATAOTOONG TOV OVTIGTOLXOUV GTO OTOLXELD QVTMV TOV GLUVOA®V. AVo TOTTOL
OYECEMV ££APTNGNG ONULOVPYOVVTOL HETAED KOUUOTIADV:

o JYyéon Aoyikns Eldptnons. Avo xoppdatio g 010G GUVOALOYNG OEV LITOPOVV Vo,
EKTEAEGTOVV TOPAAAN A e€0LTiOG TG ECMTEPIKNG AOYIKNG TNG GLUVOALAYNG.

o JYyéon Xpovikng Eéaptnong: AVo KOpPATIO SIOQOPETIKOV GUVOALAYDV OV UTOPOHV
VoL EKTEAECTOVV TOPAAANAL £E0nTiOG GLYKPOVGE®V GE KOWA avTikeipeva e PAong
OEOOUEVMV.

Mo amh TpocEyylon Y TNV KOTOOGKELT Ypaenuatog eivor m e&éraom «débe
dUVaATOTNTOG, ELEYXOVTOG £VOL KOUUATL LE KAOE AALO KOLLUATL TOL £XEL TPOCTEDEL OTO YPAPTLLOL.
Avt 1 mpocéyylon tomov g dvvaung (brute force) sivar avomoteleopotiky Kobmg
Baciletat g KaBapn VITOALOYIOTIKT 1oY1 Kot Oyt 6€ KATOW 5LV AVCT|. TNV TPAYHOTIKOTNTA,
éva ypaoenpo mov dnpovpyndnke pe avtdv tov tpdémo o mepiéyel peydro aptbpd akumv, n
TAEloVOTNTO TOV omoimv Ba fTav achuaven. Ot Yao et al. [98] eiofyoyav po kodvtepn Adon
nov ghaytotonolel Tov aplud tov eréyymv mov mpémel vo meptlapPaver o aiydpidpoc. Ag
vroBécovpe 61t to L(k) elvar To TEAELTOIO KOUUATL TOL EKTEAEGE L0 AELTOVPYIOL EYYPOPNG
010 avrtikeipevo k. INa kabe avrikeipevo dtampeitorl £va kupiapyo cuvoro kouuatiov D (k)
(dominating set). 'Eva kvpiapyo cdvoro Ba mepiéyel povo to koppdtt L(k) 6tav dev vapyovv
EMOUEVH KOUUATIO TTOV £Y0VV TPOGPaon 6To k 1 Ba mepiéyel OAa To. Koppdtio Tov dafalovv
k petd to L(k). EXéyyovtog kGOe KOPUATL e TOL KOPUATIO. GUVAAANYAG OTO KVPLop)Y O GOVOAQL,
TO TEMKO Ypaenuo meplappavel pévo TG aKUES OV Eivol amapaitnTeg Yo TV TaVTdH POV
extéleon.

O ahy6p10L0g KATAGKELTG YPAPT LOTOG TOLPVEL G £1G000 £VOL GOVOAO GLUVAAALY DV Kot
otadlakd mpoohitel kOpPovg ko akpég otn doun (Aiyopupog 1). XpnoipomotoOue pio
petaPAntn évoeiEng flag (k) ywo o eyypagn k yio va ehéyEovpe av vdpyet to kopudrt L (k).
Avtdg o deikng apytkonoteiton pe v iU False kat aAralel oe True pOMG avaivBel Eva
KOUPATL mov ekterel o Asrtovpyio eyypaeng (ypappés 1, 11 won 21). Ot cvvarioyég
OVOAVOVTOL HE TOSEWVOUNUEVO TPOTO pE PAom TN HOVOOIKN TOLG YPOVIKY GNLOVOT KOl O
aAyOplOLOGC ¥PNOIHOTOLEL Lot TPOKAOOPIGUEVY] CTPATNYIKY TEUOYIOUOD GUVOAAOYDV Yol VO
onovpynoet ta Koppdtio (ypopun 3).

["a ka0e avtikeipevo k oto omoio £xel mpdSPaon Eva KOUUATL p;, TPOGOHETOVE AKUES
OTO YPAPN L0 KoL EVI|ILEPMOVOLLLE TO Kupiapyo cvvoro D (k) kot to koppdtt L(k) (ypoupés 4 -
33). Edv to kvpiapyo cvvoro D (k) eivor kevd, To KOUUATL E1GAYETOL GTO GUVOAO. AV eKTEAEL
po Aettovpyia €yypaenc 6o k, TO KOUUATL p; TEPLEXEL TNV MO TPOGPATI AELTOVPYIN EYYPOAPTS
oto k (ypoapuég 7 - 13). Av to xvpiapyo cvvoro D (k) dev givatl kevo kat to p; YpAaQeL 610 k,
TO KOUUATL p; TEPLEXEL TNV TEAEVTA TTPAEN EYYPAUPNC OTO K KOl TO GUVOAO TTPETMEL VAL TEPLEYEL
poévo p;. To wxvpilapyo cOvoro mepleiye mPoNyovpéEves €ite KOUPATIO TOL EKTEAOVCOV
Aertovpyieg avayvoong eite to L(k). TlpoocBétovpe T1¢ KatdAAnies akuéc oto ypaenua
(ypaupég 14 - 22). Av to kupiapyo ovvoro D (k) dev givar kevo kat 1o p; droPdaler povo k, o
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aKpq mpémel va ouvdécel To. koppdatia p; ko L(k). Av to xvpiapyo ocOvoro mepieiye
nponyovuévag L(k), 10 oOvolo Tpémel Todpa va TepPLE)EL LOVO TO KOUUATL p;. AV T0 6HVOAO
neplelye mponyovpévmg ToAd Koppdtio mov daPalov to k, T0O KOUUATL P; EGAYETOL OTO
ocvvoro (ypoppés 23 - 31). Téhog, a@ov mpooteBobv OAEC Ol OmOPOLITNTES OKUEC TTOL
OVTITPOCOTEVOVY GYECELS YPOVIKNG EEAPTNONG, EGAYOVUE TIG OKUEG TOV aKOAOVOOOV TNV
€0MTEPLKN AoYIKN ™G eEeTalOevng cuvoriayng (Ypauun 34).

AlyoprOpog 1: Kataockevdlovpe yphonua e£dptnong G yio Eva GOVOLO GUVOAALY®V S

1 flag <« InitializeValues (False);

2 for T in S do

3 | {p1, 02, -, Pm} < SplitIntoPieces(T);

4 | for p;, in {py,ps -, Pm} do

5 | | G .AddNode (p;) ;

6 | | for k in readset(p;) U writeset(p;) do
7 | | | if |D(k)| =0 then

8 | | | | D(k).insert (p;) ;

9 | | | | if k in writeset(p;) then
10 | I | | | L(k) < pi;

11 | | | | | flag(k) <« True;

12 | | | | end

13 | | | end

14 | | | else if k in writeset(p;) then
15 | | | | for p; in D(k) do

16 | I | | | G .AddEdge (pj, D)7
17 | I | | end

18 | | | | D(k).clear () ;

19 | | | | D(k).insert (p;) ;

20 | I | | L(k) < pi;

21 | | | | flag(k) < True;

22 | | | end

23 | I | else

24 | | | | if flag(k) then

25 | | | | | G .AddEdge (L(k), p;);
26 | | | | | if D(k) ={L(k)} then
27 | | | | | | D(k).clear () ;
28 | | | | | end

29 | | | | end

30 | | | | D(k).insert (p;) ;

31 | | | end

32 | | end

33 | end

34 | G .AddLogicDependencyEdges ( {p;, P2 0, Pm} )
35 end
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‘Eva oyetikd mopdderypo goivetor oto Zynua 6.1, 6mov tpeig suvorhayés T, T, ko T
yopilovtar og xoppdtio. Kabe otddo tov aiyopibpov mepihapfével v KatdoToon TOV
YPOENUOTOG Kol To Kuplopyo GOVOAQ Yyl To. avtikeipeva g Pdong dedopéveov. ITo
oLYKEKPLUEVO, TO otddlo (i) deiyvel OTL N ekTédeon TV TUNUATOV cvvollayng Ty, kot Ty,
TPEMEL Vo, Tponyeitar ¢ extédeong tov tepoayiov Ty3. Me Ak Adyw, to wopudtt Tis
eCaptatan and o koppdto T3, kot T, AOY® cuykpoOGE®V avayvoons-eyypaens. Metd mv
eloaywyn e cvvarrayng T;, Ta Kopiopyo cuvora eyypapmv A kot B mepiéyovv 1o Koppdtt
T} 5 mov givat to Televtaio koppdtt wov ypaeetl oto A kot B. Ta dAha otddo mapovsialovv
TNV KOTAGTOON TOV YPOPTLOTOS KOt TA Kupiopyo GOVOAN LETA TNV EIGAY®YN TOV GUVOAALY DV
T, ka1 T avtictoyo.

6.4.3 Extéleon 'pdoov

H extédeon tov ypaenuatog e£ApTnong Umopel Vo EKTEAECTEL YPTCLUOTOIDVTOG HLoL
oudda vnuatmv. Onwg avaeépbnke mopandve, pio deapevi vipdtov £yl tpokafopiouévo
péyebog won Swayepileton éva GuVoAO VEdTwV, dSlocPaAilovTag TV ETOVOYPNCLLOTOIN oY
tov¢. M gpyacio umopel va e&umnpemBel amd Eva dabéotpo vijpa otn de&apevn. Otav kabe
Vo etvon amacyoAnEVO, 1) Epyacio TEPYEVEL GE L0 OVPE Ko EKTEAEITOL A0 Eval VIO LOALG
oAokAnpwbel n mponyobuevn epyacia tov. H amddoon g delapevig e€aptdtar and tov
ap1ud tov vnudtov. Eav n opddo vnudtov ivol Told peydn, opiopéva vijHaTo EVOEXETOL
VoL UV ¥pNoLHomom0ovv, Pe amoTEAEGLO VO GTATOAODV DTOAOYIGTIKOVS TOPoLG. Edv 1 opdda
ynudtov givotl moAd HIKpr, 1 OTOTEAEGUOTIKOTNTO TNG OUAdAG VUATeV TiBeTon 6g Kivouvo,
kabag Oa Empeme va elyav dOnuiovpyndel Tpocheta viipata Yo va xELpLoTovy ToV emnpocheto
@Opto epyacioc. Emopuévmg, ta yapaktnploTikd Tov Ypoenatog EApTnong Kot o aptfpdc tov
VNUATOV €YOLV ONUOVTIKO OVTIKTUTO otV amddoorn Tng ektédeong mov Paciletor ot
deEapevn ViHaTOV.

Oa e£eTd.oOVUE TO VTOAOYIGTIKO KOGTOG TNG PAOTG EKTEAEGTG TALPUKAT®, OAAL TPMTOL
TPENEL VL OPICOVE TOV ahyOp1Opo ekTéLEOTS. Ot KOPLPES TOV YPAPNLLOTOG Ie PN deVIKO Pabpd
EMAEYOVTOL EMOVOANTTIKG Yoo €MEEEPYOCiOl KOl a@oupodvial omd TO YPANUa. AvTy 1
dradwacio emavalappavetor £0g 0TOL dev EYOLV UElvEL KOPLOEG 6TO Ypdonua eEapTnong.
AxolovBmvTag avt TNV oAl adyoplfkn dtadikacio, kdOe kKOUPOG GTO YpAen Lo eKTELEITOL,
xopic va dakvPedetor o avotnpds Pabudg cuvémeiag [98].

AkyépOpog 2: Extelovpe ypaonua eEdpmmong G pe ) xprion n vijudtov

1 pool « ThreadPool (n);

2 while not G.empty () do

3 | {vy, vy, .., v} < G.GetZeroInDegreeNodes;
4 | for v; in {v,,v,,...,v,} do

5 | | G.Delete (V;) ;

6 | | pool.enqueue ( ExecutePiece (v;) );
7 | end

8 | pool.wait () ;

9

end
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chopping Tll : R(A)
I,———— T2 : R(B)
Ty3: W(A),W(B)

chopping T21 : R(A)
y—4 T2z : R(B)
T3+ R(C),W(C)

T3, : R(C)
chopping T3, : W(C)

3 Ts3 : R(A),R(D)
T3, : W(E)
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Xyquoe 6.2: O olyoplOpoc eKTEAEONG EMALYEL EMOVOAANTTIKG KOPLEOEG TOV YPOPNUOTOG
e€aptnong pe undevikd Pabud kot Tig agaipel amd To yphoenua. Avtiy 1 dladikacio
emavalaUPAVETOL PLEXPL VO UMV LETVOUV KOPLQES OTO YPAPTLLOL.
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O aAyopBpog extédeonc maipvel To Ypaonuo eEaptnong kot Tov aptipd tov vipdtov
¢ €lcodo kot enegepyaletor OAa Ta KOpUATIo Pe TavTd)povo Tpomo (Alyopiuog 2). I'a va
dMGOLUE EVO GYETIKO TOPASELY L, TO ZyNHa 6.2 deiyvel TNV EKTELEON TOV YPOPNHOTOSG TOV
&xel katookevaotel oto Zynua 6.1, emonuoivovtog to SlopopeTikd oTddto g ektéleonc. H
ouvONKN TEpUATIGUOD amotTel va ekteleitonl KO KOUPOS 6TO YpagnLLa.

6.4.3 Ymoloyiotikd Koctoc

Onwg avaeépdnke mopamdve, 1 omddoon TG 0e&aUeVIS VLATOV TTov ivorn vTevBouvn
Y10 TNV EKTEAECT] TOV KOUUOTIOV GUVOALAYNG e€apTdtan amd To TpoKabopiopévo peéyeddg Tov
Kol 70 ypaenua e&dptnong. O mapalinAopog dev eivat 100VIKOS GTO GLGTILOTA VITOAOYLOTMV,
KOG Aertovpyovv cOUpmVa Le Kdmolo Ttepdplo ocpdaipatoc. Eva vijpa cvyypovileton and
TO0 AETOVPYIKO GUOTNHA LE €va YeVIKO KOGTOG Tov Og Bewpeitatl apeintéo. [laporia avtd, n
akolovdn e&étaon Pociletor ommv vmdbeon evog moAvTOPNVOL TEPLPAAALOVTOS TOL
ypnoyonotel C TupNVES PE AUEANTEN SLOGTHUATA SQAAUATOV, dmov C > 1.

Ac vmoBécovpe 011 mpémel vo dnpovpyncovpe éva ypdonua eEdpTnong mov
nepthapPdvel pévo dvo koppdtio cvvarraync. To ypdonua €xel T0 TOAL piol aKpun, wov
onuaivel 0Tl Ta KOUUATIOL HUmopovV gite va xovv oyéon e£apmmong eite Oxl. v TPpAOT
TEPIMTMOT, TO YPAPNUO TPEMEL VO eKTEAESTEL oeplakd. O aptBudg twv mopnveov eival
aveEAPTNTOG KOl O GLVOAMKOG ¥POVOG EKTELESTC VTTOAOYILETOL G TO AOPOLGLLOL TOV YPOVOL TOL
domavATOL Yoo TNV EKTEAECT] KAOE KOUWUATION avtiotolyd. XTnV TeAevToia TEPIMTWOOT, TO
yphonuo propet vo exteAecTel mapdAANAa omd 10 choTna TOAA®V Tupnvev. Exedon € > 1,
0 GLVOALKOG YPOVOG EKTELEDNG Elval {GOC LE TOV XPOVO TTOV OVTIGTOLYEL GTO KOUUATL TOV OTTO10V
N ektéleon KPATNOE TEPLGGOTEPO. XTNV TETPLUUEVY] OUTN TEPIMT®OTN SO KOUUOTIOV
GLVOALOYNG, 1] GUVOALKT] ATOOGT| TOL TOAVTVPNVOL TEPLBAALOVTOG e€apTdTon Ao TNV VIaPEN
LL0G OKUNG TOV GUVOEEL TO KOUUATLO (XELPOTEPT TEPITTMGT)) N TNV ATOLGIO AVTNG TNG OKUNAG
(KaAvTEPN EPiITTOON).

Ac vmoBécovpe TOpa OTL TPENEL v ONUOVPYHGOVHE Eva YpAagnuo eEAPTNONG TTOV
neprloppdavel tpia Koppdtio covaAlayng Py, Py, P3 kot to mepidiiov éxer C = 3 mopnvec.
Yrbpyovv mévte mOOvVEC OOUES YPUPNUAT®OV TOL UTOopPoLV vo, dnupiovpyndodv amd Tov
adyopOpo katackeung (Euova 6.3). Avtég ot SopéG avTimpoo®mnehovy TV Thavi €l60d0 TOV
alyopiuov ektédeons. Agvmofésovpe 0t Ta koppdtia Py, Py, P3 €400V DTOAOYLOTIKO KOOTOG
my, my, M3 avtictowya, Omov m; < m, < ms. To VIOAOYLIGTIKO KOGTOG AVTIGTOLYEL 5TO YPOVO
EKTELEOTG OV TO KOWUATL EKTEAECTEL pepovmpéva. Xto Zynua 6.3(i) ta Koppdtio Tpénet va
EKTELOVVTOL pE OEIPLOKO TPOTO. X1o Xynua 6.3(i) 6V0 Kouudtio TPEMEL VO EKTEAEGTOVV
OELPLOKE Ko £va, KOppdTt umopel va ekteleotel aveapmra. Xto Zynua 6.3(iii) dvo koppdtio,
EKTEAOVVTOL TOPAAANAC Kot €VO. KOUUATL TEPLUEVEL KOL T OVO TPV TNV EKTEAECT] TOVL. XTO
Zyquo 6.3(Iv) 300 KOUUATIOL HTOPOVV VO EKTEAEGTOVV TOVTOYPOVA LETE TNV EKTEAECT] TOV
TPAOTOV KOUUOTIOV. 210 oyfua 6.3(V) kot to Tpio KOUUATIO UTOpPOVV VO EKTEAEGTOVV
ToPAAAN AL

Avoivovtag kéBe doun ypapnuatog Eexympiotd pe tpelg mopnves (C = 3), umopel va
yivel katavontd ot ot teputtdaoelg (1) kat (V) sivorl axpaisg Katootdoelg Tov onoimv 1 e&étaon
TPOCPEPEL TO OVAOTATO KOL TO KATMOTATO OPl0 VTOAOYIOTIKOD KOGTOUG OVTIGTOLYO. XINV
nepintwon (i) o xpodvog extéleong eivan i6o¢ e To GBpolopa Tov ¥POVoL oV damaviONKe Yo,
Vv ektéleon kabe koppatiod, eved otny mepintwon (V) o xpovog ektéleong sivon 160G e TO
YPOVO TTOV OVTIGTOLYEL GTO KOLUATL TOV OTTO10V 1) EKTEAECT| dUpKeTE TEPLocdTEPO. E1ducotepa,
TO VO Kol TO KAT® Opto vwoloyilovron og eENg:
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chopping

> {Py, P, P3}

(ii)

QQQ o0

(iii) (iv)

000

Yympo 6.3: Otav tpion Koppdtio GUVOALAYNG TPETEL VO GLUTEPIANPOOVY GTO YpaEn QL
e&aptnong, vdpyovv mEvie mMOavEG SOUES YPAUPNUATOG TTOV HITOPOVV VO O1Hovpyndovy amd
ToV aAyopOpo katackevnc. Ot teputmoelg (i) kKo (V) avIimpoosmmedouy T xElpOTePT Kol TV
KAAOTEPN TEPITTMOON EKTEALEONG ALVTIGTOLYO.
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UB3=m1 +m2 +m3

LB3 = m3

Av 10 Yphenuo eEAPTNONG EXEL SOUN TTOV OVTIGTOLYEL O GAAN TEPITTWON, O XPOVOG EKTEAEDTG
nepropiletatl amd avtd To. OpLo.

Qo61660, LOVO T0 6eVApLo Omov C = 3 €xel AneBel vtoyT. Oa tpénel va eEETAGOVE TO
1010 TpOPAN A Yo Evav aptBud mopnvev mov dev ivan icog pe tpetc. ITo ouykekpiuéva, dtav
YPNOYOTOOVVTOL TEPLEGOTEPOL amd Tpelg mupnves (C > 3), 1o oamotedécpato  eivon
TOVOLOLOTLTIO, OAAG £YOVLLE TTEPIGOELN TOPWV VAKOV. ATO TNV GAAN TAELPA, OV TO GUGTNLLOL
ypnoyonotel povo 6vo mupnves (C = 2), o vynAoTePog Padog TVTOXPOVICHOD deV PUTOpEel
va, emtevydel otV mepintoon (V), aAAd ot GAAeg TeputtdoElg dgv emnpedlovtol and v
aAAOYY.

AxoOUN Kol 6TV TEPIMTOON TEPIGTELNG TLPNVOV, UTOPEL VoL YiveL KaTavonTtd Ot pacn
EKTEAEONG TOL YpaPripatog eEdpmong elvar apyn Otav mn doun mepiéyel kOUPovg mov
oynuatiCovv peyaia povoratia (long paths). Exovpe ) yeipdtepn mepintwon 6tav oAOKANpo
10 Yphonuo eivar éva peydho povomdti. 261060, 1 ATOLGio LEYAAMY OOPOUMY EMTOYVVEL
1 dradwkacio ektédeons, KaBdg 1 KaAvtepn epintmon eivon éva ypaenpo yopic okpés. Ag
VTOOEGOLVE OTL TPEMEL VO ONHLOVPYNCOVUE VOl YPAPN U TOL TEPLAAPAvVEL N Tepdyio
ocuvvallaymg Py, Py, ..., B, e vTOAOY10TIKO KOGTOG My, M5, ..., M, avTioTOYA. Ta dve Kot KAT®
opla Tov akyopiBuov ektédeong vtoroyilovtal wg €ENG:

UBanl +m2+”'+mn

LB,, = max(m;)

Mo o pnyovn tovtdypovne ektéheong mov adlomolel tovg alyopiBupovg &vog ypdeov
e&dptnong, av E,, eival 1o cuvolikd vtoloylotikd KOGTOG TNG EKTELEONG Y10 T KOUUATIOL, TOTE
wavomoteiton  ouvOnkn LB, < E,, < UB, v xéfe n.
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Kepdaharo /

IHewpopatikn ASlodoynon

Me Baon ™ oyxedioon ™G HUNYovNG TAVTOXPOVNG EKTEAECTG TOV TOPOVGLAGTNKE GTO
TPONYOOUEVO KEPAALO, 1 omoio TEPIAAUPAVE TOVG AAYOPIOOVG KOTOGKEVTG KOl EKTEAEONG
TOV YPOENUOTOG €EAPTNONG KOl €VOL CUVOAO TEXVIKMOV PBEATIGTONOINGONG TOL UTOPOLV Vo
EQOPULOCTOVV UEUOVAOUEVA, £VO, GOGTNLLO VAOTTOTEITOL KO EAEYYETOL TTEWPOUATIKO G TPOG TNV
amdd00T. AVTO TO GUGTNUE OTOUOVAVEL dVO OO T EMIMESN AOYIGUIKOD TNG TEYVOAOYIOG
blockchain 6nmg mapovoialovtotl 6o Kepdiato 3, xpnoiomolidvtag m Hnxovn Toutdypovng
exktéleong (front-end) kat to otpodpo amodnkevong (back-end). H unyavn pumopei va extelel
GLVOALOYEG TOCO e GEPLOKO OGO Kol LE TAVTOXPOVO TPOTO, TOPAYOVTOS ATOJEIEES Yol TIg
GLVOALOYEG TTOL EKTELOVVTOL KoL OVOLAVTIKG opElal KaTay papng xpovou.

7.1 ApTeKTOVIKY] LVOTHATOS

7.1.1 Mnyovi Tovtdypovne Extéleonc

IMa tovg oKomovG VTG T HEAETNC, VAOTTOIONKE (o pyovn extéleonc oe C++, Tov
EMTPENMEL TNV TAVTOXPOVN €KTEAEON GLVOALAYDV o TeplBdAlov moAl®v vnudtov. To
QITAUATO GUVOAAOY®V 7OV 0KOAOVOOOV TO poviého TV cvvoAlaydv tov Ethereum
emAéyoviat omd £va ohvoro Yo va oynuaticovv éva block. ‘Eva aitnua éxel og amotéleoua
N SN ovpyio oG ATOMKNG LOVASOS TOV UTOPEL VAL YELPLOTEL COGTA 1) UNYOVY|. XTH GUVEELD,
po. povada ympiletal oe Koppdtio. X1 @AoT KOTOOKEVNG TOV YPOPNUOTOS £GpTnoNg, To
KOUUATIOL GuVAAAAYG TpooTifevTotl KaTAAANAL ot dour. Avtd To Kopudtio vtoBdAloval
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oe emeepyacio ot PAOT EKTEAECNC (PN OLLOTOIMVTOG Mol OEEAUEVT VILATOV, 0KOAOLODVTOGC
™ AOY1KT €vOg £EuTvov cupoAaiov.

H exteleotucn punyovn cuvdvdlet tig teyvikég mov avaivdnkav oto Kepdioo 6. ITo
OCLYKEKPLUEVD, YPNOLUOTOLElL TOAAG VNUATO, TEUOYIGUO GUVOAANY®V KOl  TOAAUTAES
dtevBvvoelc. H tedevtaio 10éa viomoteiton oe éva and to téccoepa EEvmva cuUPOraLo TOV
vAoTOMONKOY Yoo ™V TEPAUATIKY] 0E0AOYNoN Tov cuotnuatog. O ypfotng Umopetl vo
KkaBopicel TOV TOTO TNG EKTEAEOT|G (CELPLOKT] 1] TAVTOYPOVT]), TO GLVOAO OEGOUEVOV ELGOJOV, TO
uéyebog €16660v, to péyebog tov block kor tov aplBud tev vnudtov. H mepopotikn
gykotdotaon cvinteiton pe TePLoCOTEPEG AENTOUEPELIES TOPOUKATO.

7.1.2 Eminedo AmoOnkevonc

H pmyow ektéheong cuvodevetot amd pa Pon dwtetaypévav kAetdiov-tipmy [102].
O dSwokopiotg (server) dmuovpyeitan ypnoipomoidvtag to Node JS [103], to omoio €xet
oxedloTEL  yloo TN OMUovpyie  EMEKTAGIU®MV  EPAPUOYDOV OSIKTHOL YOPIG KAEWDOUATO
YPNOYOTOLDOVTOS £V, GVYYPOVO HOVTEAD €16030V Kal ££0d0v mov Paciletan oe cuuPdvia
(events) yopic amoxielond. Tvykekpyéva, aglomotei Eva Bpdyo mov Paciletar oe cupPdavta
(events) yia to BEATIGTO TPOYPOUUUATIOUO EPYACLDV.

Aitnpo Tomog Iopaperpor Ieprypaon
Awypboetor €va ototyeio amd ™ Pdon
Delete PUT type, key dedopévav.

Emotpépeton pio avagopd Katdotoons
Health Check GET - TOL YHPOL amodNKELONG.

o [Ipaypoatomoleitonr  apyuconoinon  evég
Initialize POST type emmédov g Paong dedopévav.

Ewsdyeton  éva  otoyelo ot Pdon
Insert PUT type, key, value | gegopévov.

Emotpépeton £va ovvolo otoyeimv mov
Query All GET type avikovv oe évo emimedo NG Pdong
OedoUEV@V.

Emotpépetor éva otoryeio tng Paomg
Query GET type, key dedopévav.

Enavagépeton évo eminedo tng Pdong
Reset POST type dedopévav o apyikn (kevn) katdotoon.

MMivaxag 7.1: Tpodiaypagég dakopotn Pdong dedopévev. O mivakag meplEyel TANPOPOPIES
OYETIKA LE TO. onT ot Tov popet vor dgxbel kot vor eEVTNPETACEL O SLOKOMLGTIG, EKTEADVTOG
OPLOUEVEG EVEPYELEG TAV® OTY| PACT) dEdOUEVOV.
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O Tpodraypapég Tov dlaKopotn Tov emmédov anodnkevong Ppiokovtot otov [ivaka
7.1. K&mota outfjuoto amoitovy opiopéves mapapétpovs. Ilo ovykekpipéva, 1n TopapeTpog
type avtiotouyel oe éva yopmAdtepo emimedo g Pdong dedopévav, 1n TOPAUETPOC key
avtiotoryel og €va KAeldl oto kabopiopévo emimedo ™G PAONG OEOOUEVOV KOL 1) TOPAUETPOG
value avtictoy el otV TLUN TOL KOOOPLGUEVOL KAELOLOV GE £val EMITEDO TNG PACNC OEOOUEVDV.

7.2 Tlapapotikny Eykoerdotaon

Ké&be otddo g mepopotikis aSloAdynons TPoyLOTOTOLEITOL GE VITOAOYLOTIKO
ovotnuo. Intel Core i7-3540M 3GHz CPU pe téooepig mopnveg, hyperthreading kot 8GB
RAM. Kabe mopnvag dwbétel otk 64KB L1 cache. To cvomuo nepiiaufdaver emiong
256KB L2 cache kouw 4MB L3 cache. To punyévnuo tpéyer Aertovpycd cvompo Ubuntu
18.04.2 LTS. Ta a1thuoto GUVOAAAYDV TOL YPNOLUOTOLOVVTAL MG £16000¢ akolovBolv To
HovTéLO TV cuvailaydv tov Ethereum. Téooepa éEvmva cvufoiato dnpovpyoHvTol yio TOvS
OKOTOVG avTG TG HeAémG. [a kibe cvpPforato onpovpyndnkay €61 GUVOAN OEdOUEVOV LIE
20000 ocvvariayég To kaBéva. Kdbe chvolo dedopévav £xel SOPOPETIKT TUKVOTNTO (OG TPOG
T1g €yypapés. H mukvotnta eyypa@®dv €vog cuvoAov dedopuévmy opileTal MG TO TOCOGTO TMV
GLUVOALOYDV IOV TTOPdyoLV TOVAAYIGTOV Eva Koppdtt mov PacileTon e Agttovpyia €yypaeng
peta t aadikacio tepoyiopov. Emopévag, o cuvaiiayr mov yopiletol 6€ KOUUATIO TOV
EKTELOVV LOVO AELTOVPYiES OvVAYV®ONG 08 CUUPBAAAEL 6TV AHENGT TNG TLKVOTNTOG EYYPOPNG
TOV GLVOLOL OESOUEVOV.

7.3 Meipapa Medo6oov — Tepayyropdg Zvvarioyng

H apyrtextovikn Tov cuotpoatog mov e&etdotmke oto Kepdhato 6 ekpetaliedetan pio
OTTAN TEYVIKY KOTNG CLUVOAAOYDV. X€ [0 TPOCTAOELN KATOVONONG TOV TAEOVEKTNUATOV TOL
TEUAYIOLOV, Tpaypatoroteitan va melpapa oe C++. YAomomOnke o dsEapevy vipdtmv
TPOKEUEVOD VO EKTEAEGTOVV TO, KOUUATIO GLVAALAYNG TavTOYpova. Ag vobécovpe Ot o
ovvolayn T éxel 128 aveEapinteg evépyeleg (operations) kot dev VIAPYovY GLYKPOVGELG
peta&y avtomv. H cuvalhaym propel va yopiotel o€ p ioa koppdtio (v eivar pikto). O xpovog
extéheong ng cvvaArayng T petpréton petaaArovTag Tov aplipd Tov vipHdtov otn oegapevn
Kol Tov aptiud Tov koppotiov. H ektédeon mg cvvaiiaymg T meptypapetot otov AAyoplOpo
3. I'a avtd 10 meipapa, k givar o suvoiikods appnog tov tepayiov cuvailayms. Yrnobétovpe
O0tTL M ovvhptnon ExecutePiece () eival po vroioylotikd Popid akorovdio evioimv. ITo
ovykekpluéva, kbbe mpaln avtiotoyel oe HeyaAo aplBpd VIOAOYIGU®V TAVE® GE Vo LEYAAO
Tivoka.
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Transaction Chopping - Piece Number (p) Examination

30000
*—o—o0—o0—0—®—o9—0—0
27500
25000
22500
o)
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£ 20000 -
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E 17500 A
15000 A
12500 A
10000
0 20 40 60 80 100 120
Thread Number [threads]
Transaction Chopping - Piece Number (p) Examination
18000 { hg = p=2
- p=4
- p =32
~¢ p =64
16000 -
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¥
[}
E 14000 A
¥
£
=
12000 -
10000
T T

T T
0 20 40 60 80 100 120
Thread Number [threads]

Yympa 7.1: A&oAdynon tepayiopod cuvoAloymv. Kot ta dvo daypdppato areicoviCovv to
YPOVO EKTEAEGNC OVAAOYO UE TOV aplOUO TOV KOUUOTIOV CUVOAAXYNG Kol TOV aplOud tov
vudtov (opiopéveg TIHEG amd TO TPMTO SAypappio EYOVV amopovmbel Kol omeukovioTel
AEMTOUEPMG OTO OEVTEPO SLAYPOLLLAL).
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AlyopOpog 3: Extelovpe cuvarlayn T pe n vijpoto Kot Topdpetpo e.60dov k

pool « ThreadPool (n);

{p;, P2, .., Pm} < SplitIntoPieces(T,k);
for p; in {p.,py ..., Py} do

| pool.enqueue ( ExecutePiece (p;); )
end

G WDN R

Ta arotedéopota ™G TEPAUATIKNG dtadikaciog Tapovstdlovtol 6To Zyfua 7.1, mov
delyvel ) oyéon petashd Tov ypOVOL EKTEAECTS, TOV APIOLOL TOV VIUAT®V Kol TOV GUVOALKOD
ap1Bpov tepayiov. To TpdTo ddypappa tepthapfavetl kibe eEetaldpevn Tiun, Evo To deHTEPO
OLAYPOLLLO OTTOLOVMVEL GUYKEKPUEVES TIUES OO TO TPAOTO OAYPOUUO Yo o EgKABapn
OTTELKOVLOT).

Ta amoteléopata emaAnBevovy TV dmoyn Ot 0 TEUUYIGUOG CUVOAAAYDV EMTPETEL
VYNAOTEPO PaBd TOPUAANAMGLOV, 0AAG VITEPYOLV Kot AALA EVOLOPEPOVTH GUUTEPAGLLOTO TTOV
umopovv va g&ayBovv amd 1o oynua. Otav n covolhayn T exteheital g Eva HEPOVOUEVO
Koppdtt (p = 1), n anddoon etvan otabepd kokr. Otav n cvvadrayn T ekteheitor o dVO
Koppdtwo (p = 2), n amddoon gival KOAHTEPN KOl PTAVEL GE £VOL AVDTEPO OPLO UE TN XPNoN
povo dvo vnudtwv. Otav n cvvordoyn T ektedeiton og Téccepa koppdto (p = 4),  anddoon
pmopet va PeAtiobel meportépm pe ) xpron HOVO TEGGAPOV VNUAToV Kot dgv ypedlovtol
A 0 vijpaTo Yo va emtevyfel autd to amotéhespa. Qotdc0, OTav 1 GuVOALAYT Yopiletal og
TE60EPO KOUUATIO GUVAALAYTG, ETELON TO GVGTI O DITOAOYIGTH TOL TTELPALATOS EXEL TEGGEPLG
TUPNVES Ko 1 cuvlptnon ExecutePiece () dev ektedel Aettovpyieg e160d0v/eE06d0V oA
AmTA0VC VITOAOYIGHOVGS, OVOUEVETOL OTL 1) (PNOT TECCAP®Y VIUATOV Oa TPOGEEPEL 1oL KOAT|
extipmon yw m BEATIoTN 0wdd00T oV Umopel vor emtTOyEL To cvotnua. Emopuévmg, n avénon
TOV apBIoL TOV VIUATOV BedTidvel oTabepd v amddoon otav 1 cuvarroyn T yopileton o
TeEPLocOTEPO KOpUATIa (p > 4), aAAd T0 cOoTNUO dev pUmopel va EemepAGEL GNUAVTIKE AL TV
TNV eKTipnon.

7.4 Tleipapa Mg0660ov — Xpnion [Horhamhdv Atev0dvoewmv

Exteheiton éva meipapo pe vipato oe C++ mpokelpévou va aloAoynbel m Oetikn
emidpacn ™G xpNong MOALUTAGV OlevBivoemv oe €vo SiKkTLo oL OlBETEL OPKETOVG
Aoyapracpovg. YAomotOnke o OeEapeV] VI HATOV TPOKELUEVOV VAL EKTEAEGTOVV TO KOUUATLOL
oLvoAAaYNG TavTdypova. Ac vrobicovpe 0Tt o cuvariayn T éxel 100 evépyeieg (operations)
OV UETOPEPOVY £VOL TOGH £VOG GLYKEKPLUEVOD KPVTTOVOUIOUATOS Amd £va AOYUPLOGUO OF
évav dAAo. YroBétovpe 0Tt kGOe gvépyeta €yet o povaolkn dtievbuvon amoctoréa, Tpay o
OV ONUOIVEL OTL 01 GLYKPOVGELS UTOPOVV VO, TPOKLYOLV UOVO TAvm oTn dtevbuvon Tov
ToPOANTTN. YToBétovpe emiong OTL 0 mOPUANTING UITOPEL Vo, XPNOLUOTOMGEL T dlevBhvoelg
Kol KaOe evépyela avTiotoryel Lovo og pia amod Tig r dtevbiveelg. Ot dievbouvoelg Tapoinmtodv
KatovELovTon dlkoto LETOED TOV AETOVPYL®OV, £TGL MOTE 1] GLVAAANYN VO UTopel va YwptoTel

0€ P KOUUATIOL TOL €Yovv ToV 1010 apBud evepyeltdv (av givor duvatov) Kol p = 100/r-
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Yuykekpipéva, ot TPAEelc mov avTioTolXovV otnv 6w Stevbuvon MoPUANTTT) UTOpPOvV Vo
opadomombovv oe €va KOUUATL, EMELON TPEMEL VO EKTEAECTOVV WE GLYKEKPLUEVN aepd. O
xpOvog extéheonc e cvvoliayng T petpiéton petafdiiovtag tov aptfpud Tov ViHdTov ot
de€apevn katl Tov aplpd tov devbivoemv tov mapainmtn. H ektéleon g ovvordoyng T
neprypagetal otov AAyopdpo 3. O aplBpuog tov vudtov n kot po Topduetpog k divovatl og
eloodoc. 'a avtd 10 Eeipapa k eival 0 GuVOAKOS aplBog TV d1EVBVHVCEMY TOPUANTTOV. €
avty ™ pLOBon, vroBétovpe Ot N cvvdptnon ExecutePiece () sival pio akoilovbia
EVIOLDV OV EKTEAOVV L0l ATTAT] LETAPOPA amd Evav Aoyaplacpd og dAro. [To cuykekpipéva,
N 1éBodog sleep () YPNOLOTOLEITOL £TCL MGTE TOL VIILLOTO VO, LTOPOVV VO TOPAIDGOLY Y10,
KATO10 YPOVIKO OLACTI L TOVG TOPOVG TOV EMECEPYOOTY GE GAAO VIUOLTO, TPOGOLOLMVOVTOG
TN GLUTEPIPOPA AELTOVPYIDV E1GOO0V Kot €£0J0V.

To amoteléopota ™G TEWPAUATIKNG Oladikaciog mopovotdlovtal 6to Zymuo 7.2,
oglyvovtag ™ oyéon HeTaEd TOL YPOVOL EKTEAEOTG, TOL APOUOD TOV VUAT®V KOl TOV
GLVOMKOV apBpov dtevBbveewv mov ypnoiponolelt o maponmine. To mpdTo Sdyporpipio
nephopPavel ke eEetalodpevn T, VO TO SELTEPO OAYPOULLO OTTOUOVAOVEL GUYKEKPLUEVES
TILEC OTO TO TTPDOTO SLAYPOLLLUOL Yol pa 7o EeKABapn amelkovion. Ta oTatiotikd ototygio Tov
APOPOVV TIG GUYKPOVGELS LETAED TV gvepyaldV Ttapovoidlovtal otov [Tivaka 7.2.

Ta amoteAécpata deiyvouv OTL 1| XPp1 N TOAALATA®Y 01eVBVVeE®VY EMTPENEL LYNAOTEPO
Babuo mapaAiniicopov, emeldn 10 mOCOGTO GUYKpovong pelwveral. Otav n cvvaidayq T
EKTEAELTOL OG PELOVOUEVO KOUUATL ETELON O TOPAANTTNG XPNOIHOTOLEL PLOVO i dtevBuvon
(r = 1), n anddoon eivar otabepd kaxn. Otav n cvvaray T extedeiton o €ikoot KoppaTio
(p = 20), n anddoon pmopei vo Pedtiwbel Tepartépm pe ™ ypNomn €ikoot VIUATOV Kot dgv
ypeldlovron GAAo vipota Yy va emrevydel avtd to amotédecpa. Otav o mapoAnmIg
yPNoyomolel ekatd dtopopeTikég dtevbuvoelg (p = 100), n advénon tov aptdod Twv vpdtwv
Beltidverl otafepd TNV 0mdO0CT, PTAVOVTOG TEMKA a T (KATOTOTO Op1o).

H Boown dogopd HETOEDL 0VTOD TOV TEPAUATOG KOl TOV TPONYOVUEVOL Elvar 1)
TPOGOUOIMOT) TNG GLUTEPIPOPES €GOS0V Ko €£600V. Otav éva vijla TEPUEVEL Lo OTTAVTN O
N eivon oxdémpa avevepyod, GAlo vipoto Uropovy va vTofAnBovv oe emnelepyacio and Tov
eneepynsTn TOV VITOAOYIOTIKOV GLOTNHATOG. ETopévag, n avénon tov aptd ol towv viuatomv
Kol TOL aplOpod TV SevBHvoemV HELDOVEL TO XPOVO EKTELECNC GE 0L GLUYKEKPLUEVT] TIUT,
TOPOLO OV TO VIOAOYIGTIKO GUGTNHA £XEL LOVO TEGGEPLS TUPNVEG. AVTN N O£ EVIGYVETOL
emiong and To ETOUEVO TTEIPALLOL.

Xpnon Horhomhdv Alevfvveemv — ITvkvetnTo 6€ ZuyKpovoelg
Ap1Ouog AevOvveewy Hapainary | Elaptnioeis | Kouudatia | Makxpvtepo Movomrartt
1 99 1 99
10 90 10 9
20 80 20 4
50 50 50 1
100 0 100 0

MMivaxkag 7.2: Ztatiotkd otoryeio ypnong moAlamimv oevfiveewv. O mivakog meptéyet
TANPOPOPIES MOV UTOPOVV Vo YPNCLHOTOMBOLV yloL TNV eKTIUNoN NG TLKVOTNTO GF
OLYKPOVGELS LETOED TMOV EVEPYEIDV TNG CLVAALAYNIG.
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Multiple Addresses - Recipient Addresses (r) Examination
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Multiple Addresses - Recipient Addresses (r) Examination
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Yyqua 7.2: A&oloynon ypnong moAlomimv Sevbbvoeswv. Kot to 0o Saypdupata
aneikoviCovv o xpovo extéheong avdioya e Tov apldud Tmv d1evBHVCEMVY Y10 TOV TOPAATTN
Kol Tov aptipd Tov viipdtov (0pIopéVeg TIUEG OO TO TPAOTO SLdypaLpLo £X0VV AmOHOVOOEL Kot
OTTELKOVIOTEL AETTOUEPMG GTO OEVTEPO OLAYPOLLLLLAL).

76



7.5 Heipapa Xvotqpatos — Mnyavi) Tavtoypovng Extéleong

To telkd meipapLo TG £pYOGLOg EMKEVIPMOVETAL GTN LETPNON TOV TOGOGTOV eEAPTNONG
HETOAED  KOUMOTIOV CLUVOAAOYNG Kol TNG omddoong ¢ TPog TOV YPOVO  EKTEAEONG,
petafdiroviog tov aplBpd Tov yuatov, tov apliud Tov Kovov ovTIKEEVOY ot Pdon
dedopévov  (avoroya pe to efetaldpevo Evmvo cvpPorao) kot To péyloto aplOud
ovvolaydv oe évo block. To mpdto cvuPoraio ovoudletar Auction, émov ot yproteg
UTopovV vo LTORAAOVY KATOLO TPOGPOPA UEXPL Vo, ANEEL 1] TEPTIOOOG VITTOPBOANG TPOGPOPDOV.
To devtepo cupPorato ovopdletar Ballot, 6mov ot yneopdpot pmopodv gite va yneicovy viép
LG TPOTOONG TNG ETIAOYNG TOVG €iTe va avaBEécouv v yneo tovg e dAlov ymeoedpo. To
Tpito ovuPforato ovopdleton Banking kot viomoiel Ti¢ mo amiéc Aettovpyieg yioo €val
Kpumtovoucpo,  (éAeyyog vmoloimov, avaAinym, Koatdbeomn, petopopd). To televtaio
ovpporato ovopdletor Shop, 6To 0moi0 O AYOPAGTES LITOPOVV VO AyOPAGOVV £VOL TPOIOV TN
EMAOYNG TOLG. Mia ayopd av&dvel TNV TPEYOLSA T TOL TPOTOVTOG Kol TPOLYLLOTOTOLEITON
KAnomn ocvpPolraiov oto Banking, ®ote n petapopd va oAokAnpwbei pe emrvyio petald tov
ayopaotn Kot Tov TOANT. Avtd 1o €&umvo cupPOANO EMITPENEL TN YXPNOT TOAAUTADV
o1evfivee®mv AOYOPLOCHOD Y10 TOV TWANTN, GTOV OTO10 aVOPEPOUAOTE KOl L€ TOV OPO TOL
ovAréx (collector).

Ot 6elideg MOV aKOAOLOOVV TTEPLEYOLY TAL SLOYPALLOTO TTOV TPOEKLYOAV KOTA TNV
nelpapatiky otodtkacio. To Zynua 7.3 delyvel TNV KATOVOU TOV KOUUOTIOV GUVOAAAYNG OTA
oLVOLO JESOUEVOV TOV TEGGAp®V EEuTvev cupPoiaiov. Ta Zynmuata 7.4-7.9 aneikoviCovv
NV €VToon O¢ TPog TV e£apon TV cuvorlov dedopévav kabe cuppoiaiov. Ta Zynupota
7.10-7.12 dnuovpynbnkav and 1o meipapa ndve oe coppdroto Auction. Ta Zynuota 7.13-
7.15 dnpovpyndnkav amd to meipapo v oe cvuPforaro Ballot. Ta Tynuata 7.16-7.18
onuovpymnkav amd 1o meipapo miveo oe ocvpPoioo Banking Ta Eyquota 7.19-7.21
dnuovpynnkay amd to meipapa tdve o copforato Shop.
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Pieces

10000

Auction - Piece Distribution

Bl Read-based Pieces
EEm Write-based Pieces
Bl Total Pieces

o 20% % 100%

o 0%
Dataset Write Percentage

(@)

Banking - Piece Distribution

Ml Read-based Pieces
EEm Write-based Pieces
B Total Pieces

20% 0%

% 0%
Dataset Write Percentage

(©

Ballot - Piece Distribution

EEl Read-based Pieces
M Write-based Pieces
B Total Pieces

o 0% % 100%

% 0%
Dataset Write Percentage

(b)

Shop - Piece Distribution

EEl Read-based Pieces
EEm Write-based Pieces
Bl Total Pieces

o 20%

0% 0%
Dataset Write Percentage

(d)

Yyqua 7.3: Katovoun Koppati®v cuvaldaydv €106dov yio é&vmvo copforota. To
Stoypappato ametkoviCovv Tov GuVoMKO aptfpd KOUUATIOV, TOV aptdid TV KOUUOTIOV TOV
EKTEAOVV TOVAAYIGTOV o Aettovpyio £YYpaENS Kol TOV PO TMV KOUUATI®V TOV EKTEAOVV
HUOVO AELTOLPYIEG AVAYVMOTG.
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Dependency Intensity of Heavy-write Datasets
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Yyqpa 7.4: Tokvommrta e&aptmong ocuvvolov Papiac eyypaensc. To Papdtepo cHvoro
dedopévav kabe cHpupaong éxel avalvdel mg TPog Tov GUVOALKS aplipnd cyéoemv eEApTNoNg
Kol T peyodvtepn dtadpopn, 6tov OAES Ol GLVAAALYESG OLLALOOTOLOVVTOL GE £VOL UTAOK.
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Auction - Maximum Number of Dependencies Auction - Average Number of Dependencies
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Yympa 7.5: EEEtaon éviaong e€dptnong yio Auction. Tao Stoypdppata aretkoviCovv 1o Babpo
e&aptnong peta&d TV KOUUOTI®V cuVoAlaync avaloya pe to péyebog tov block kat to cuvoro
OEdOUEVOV E1GOOO0V.
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Ballot - Maximum Number of Dependencies Ballot - Average Number of Dependencies
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80000 { == 60% write 80000 | == 60% write
== 80% write == 80% write
§ = 100% write g = = 100% write
g 60000+ g 600001
= >
9 9
2 2
E 5]
£ 40000 4 £ 40000
(=% [=1
[ o
3 3
20000 20000 |
04 ® 01 ®
0 2500 5000 7500 10000 12500 15000 17500 20000 0 2500 5000 7500 10000 12500 15000 17500 20000
Block Size [trans/block] Block Size [trans/block]
(a) (b)
Ballot - Total Number of Dependencies Ballot - Maximum Longest Dependency Path
100000 - {3 -] 40001 &= 0% write
= 20% write
e 4 3500 1 o 40% write
80000 == 60% write
< <] 3000 | X 80% write
I g = 100% write
> N . » . S 2500 |
g 60000 4 > > L 2
g A -\ &' 2000
I == 0% write
g 400007 == 20% write g 1500
g o= 40% wr@te 2
= 60% write 1000
20000 == 80% write
= = 100% write 500 1
o1 @0—0® [ @ 04 @ ®
0 2500 5000 7500 10000 12500 15000 17500 20000 0 2500 5000 7500 10000 12500 15000 17500 20000
Block Size [trans/block] Block Size [trans/block]

(c) (d)

Ballot - Average Longest Dependency Path

4000 1 =& 0% write
== 20% write
3500 1 e 20% write
== 60% write
3000 7 Xm 80% write
2 = 100% write
= 2500
=
2
' 2000 -
2
L)
B
T 1500 -
o
@
o
1000
500 4
01 d ®

T T T T T T r T
0 2500 5000 7500 10000 12500 15000 17500 20000
Block Size [trans/block]

(e)

Yypa 7.6: E&€taon évraong e&aptnong yw Ballot. Ta dwaypdppata argikoviCovv to Babpo
e&aptnong peta&d TV KOUUOTI®V cuVoAlaync avaloya pe to péyebog tov block kat to cuvoro
OEdOUEVOV E1GOO0V.
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Banking - Maximum Number of Dependencies Banking - Average Number of Dependencies

&= 0% write &= 0% write
50000 | == 20% write 50000 | == 20% write
== 40% write == 40% write
== 60% write == 60% write
40000 - == 80% write 40000 | =Xf= 80% write
A = 100% write 0 = 100% write
o o>
B B
= 30000 = 30000
> >
9 [
2 2
[T} [
B 2
€ 20000 A T 20000 A
o o
o o
10000 4 10000 -
04 ® @ 0 ®
0 2500 5000 7500 10000 12500 15000 17500 20000 0 2500 5000 7500 10000 12500 15000 17500 20000
Block Size [trans/block] Block Size [trans/block]
(a) (b)
Banking - Total Number of Dependencies Banking - Maximum Longest Dependency Path
—} {] &= 0% write
50000 | A 1200 { T 20% write
4 == 40% write
N == 60% write
40000 Ll 1000 1 === 80% write
é g = = 100% write
2 S 800
= 30000 =
> >
2 2
% _ § 600 |
g 20000 =& 0% write T
g == 20% write & 400
== 40% write
10000 4 = 60% write AN
== 80% write 2004
= 100% write
0| BH0—0® . ® o ® °
0 2500 5000 7500 10000 12500 15000 17500 20000 0 2500 5000 7500 10000 12500 15000 17500 20000
Block Size [trans/block] Block Size [trans/block]

(c) (d)

Banking - Average Longest Dependency Path

=& 0% write

1200 4 == 20% write
D= 40% write
== 60% write

1000 + =i&= 80% write
= 100% write

800 +

600

Dependency [edges]

400 4

T T T T T T r T
0 2500 5000 7500 10000 12500 15000 17500 20000
Block Size [trans/block]

(e)

Yympa 7.7: E&raon évtaong e€aptnong yio Banking. Ta diaypdappoto aretkoviCovv to Babpo
e&aptnong peta&d TV KOUUOTI®V cuVoAlaync avaloya pe to péyebog tov block kat to cuvoro
OEdOUEVOV E1GOO0V.

82



Shop (1 collector) - Maximum Number of Dependencies

Shop (1 collector) - Average Number of Dependencies

&= 0% write

== 20% write
= 40% write
== 60% write
== 80% write

= = 100% write

T T T T T T
7500 10000 12500 15000 17500 20000
Block Size [trans/block]

(b)

T T
0 2500 5000

Shop (1 collector) - Maximum Longest Dependency Path

&= 0% write

== 20% write
= 40% write
== 60% write
== 80% write

= = 100% write

2N

80000 | == 0% write 80000 -
== 20% write
70000 § == 40% write 70000
== 60% write
60000 -v- 80% write 60000
g = 100% write g
2 50000 - 2 50000
fA A
> >
S’ 40000 S’ 40000 |
1) [T
E E
S 30000 - T 30000 -
o o
=] o
20000 - 20000
10000 § 10000 A
0- L L ] 0
0 2500 5000 7500 10000 12500 15000 17500 20000
Block Size [trans/block]
(a)
Shop (1 collector) - Total Number of Dependencies
80000 4 , -]
20000
L
70000 - v v
~ ﬂ
60000
- — 15000 1
g p > > g
2 50000 - Lt g
fA A
2 40000 z
< ) < 10000 4
] R (N 3
g 30000 @~ 0% write 5
g == 20% write 2
20000 4 == 40% write 5000
= 60% write
10000 4 == 80% write
== 100% write
01 @e—0® L ® 01
0 2500 5000 7500 10000 12500 15000 17500 20000

Yympa 7.8: E&Etaon évtaong eEaptnong yu Shop (1 collector). Ta diaypdppata anetkoviCovv
70 Baduod e&dptnong peta&d TV KOPUATIOV GUVOAAAYNG avaroya pe to péyebog tov block kat

Block Size [trans/block]

(c)

T T T T T T
7500 10000 12500 15000 17500 20000
Block Size [trans/block]

(d)

T T
2500 5000

Shop (1 collector) - Average Longest Dependency Path

=& 0% write
20000 e 20% write
D= 40% write
== 60% write
o
_ 15000 | W BD':W”t.e
2 = 100% write
o
o
A
>
£ 10000 4
@
©
g
@
o
@
o
5000 -
04

T T
0 2500 5000

TO GOVOAO OedOUEVDV E1GHO0V.

T
7500

(e)

83

T T T r T
10000 12500 15000 17500 20000
Block Size [trans/block]



Shop (20 collectors) - Maximum Number of Dependencies

80000 1 == 0% write
== 20% write
70000 1 = 40% write
== 60% write
60000 1 =iZ= 80% write
é = 100% write
2 50000
fA
>
S’ 40000
1)
=l
§ 30000 -
(=3
o
[s]
20000 -
10000 §
04 o] ®
0 2500 5000 7500 10000 12500 15000 17500 20000
Block Size [trans/block]
(a)
Shop (20 collectors) - Total Number of Dependencies
80000 1 —} -]
—
70000 - v v
~ ﬂ
60000
w
1] . i i
2 50000 Ll »
fA
>
S’ 40000
o
= =
é 30000 4 =@~ 0% write
g == 20% write
20000 4 == 40% write
= 60% write
10000 4 == 80% write
== 100% write
01 @e—0® L ®
0 2500 5000 7500 10000 12500 15000 17500 20000

Yympa 7.9: E&étaon évraong e€aptnong ywa Shop (20 collectors). Ta diaypdppota
ameikoviCovv To Babpod e€dptnong petabd TV KOUUATIOV GUVOAAAYNG avAAOYa LE TO HEYEDOC
tov block kat to 6hvoro dedopévav £16080V.

Block Size [trans/block]

(c)

Shop (20 collectors) - Average Number of Dependencies

80000 -

70000 -

60000

50000 -

40000

30000

Dependency [edges]

20000

10000

0

&= 0% write

== 20% write
= 40% write
== 60% write
== 80% write

= = 100% write

T T T T T T
7500 10000 12500 15000 17500 20000
Block Size [trans/block]

(b)

T T
0 2500 5000

Shop (20 collectors) - Maximum Longest Dependency Path

3500

3000 4

2500

Dependency [edges]

= = N
Q w (=]
5] 3 5]
[=] o [=]
L : L

500 4

&= 0% write

== 20% write
= 40% write
== 60% write
== 80% write

= = 100% write

A

T T T T T T
7500 10000 12500 15000 17500 20000
Block Size [trans/block]

(d)

T T
0 2500 5000

Shop (20 collectors) - Average Longest Dependency Path

35007 =& 0% write
== 20% write
3000 1 == 40% write
== 60% write
2500 4 v B0% write
2 = 100% write
g
& 2000 4
>
g
2
8 1500 4
g
@
o
@
2 1000 -
500 4
04

T T
0 2500 5000

T
7500
Block Size [trans/block]

T T T T T
10000 12500 15000 17500 20000

(e)
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Auction - 0% Write - Block Size Examination

T T T T
4000 6000 8000 10000

Block Size [trans/block]

(e)

T
0 2000

Auction - 20% Write - Block Size Examination

17000 1 =@~ Serial
== Concurrent (12 threads)
6000 16000 - o
15000 +
5500
v S 14000 4
E =@ serial E
2 5000 1 == Concurrent (12 threads) % 13000 |
F F
12000 H
4500
11000
4000 4 a
AN 10000
T T T T T T T T T T T
0 2000 4000 6000 8000 10000 2000 4000 6000 8000 10000
Block Size [trans/block] Block Size [trans/block]
(a) (b)
Auction - 40% Write - Block Size Examination Auction - 60% Write - Block Size Examination
21000 4
20000 - 20500 1
—e
18000 4 20000 +
19500 +
i 18000 1 §
£ £ 19000 A =@~ serial
" . —[} Concurrent (12 threads)
£ 17000 - £ 18500
F [S
16000 —A 18000
17500 +
15000 .
=@- serial A
== Concurrent (12 threads) 17000 y A
T T T T T T T T T T T
0 2000 4000 6000 8000 10000 2000 4000 6000 8000 10000
Block Size [trans/block] Block Size [trans/block]
(c) (d)
Auction - 80% Write - Block Size Examination Auction - 100% Write - Block Size Examination
21000
=@~ serial
20500 4 50500 4 == Concurrent (12 threads)
20000
20000
—_ — 19500
9 ]
E 19500 &= serial E
T == Concurrent (12 threads) o 190007
E £
£ 19000 | 5
18500 1
18500 1 18000
18000 17500 4
T

T T T T
4000 6000 8000 10000

Block Size [trans/block]

(f)

T
2000

Yyfqpo 7.10: E&taon peyéboug block yio Auction. Ta dwaypdupoato anetkoviCovy 1o xpdvo
ektéleong avaloyo pe to péyebog tov block xon tov tOmO TG ektédeong (oEplakn M

TOVTOYPOVY).
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Auction - 0% Write - Thread Number Examination

._._._._._._._.
6000
5500
i
E == Serial (2000 trans/block)
‘3 5000 == Concurrent (2000 trans/block)
E
=
4500
4000
T T T T T T T T
2 a4 6 8 10 12 14 16
Thread Number [threads]
(a)
Auction - 40% Write - Thread Number Examination
20000 + . . . . . . . .
19000 4
— 18000
2
E == Serial (2000 trans/block)
" 1& Concurrent (2000 trans/block)
£ 17000 -
=
16000
15000
T T T T T T T T
2 a4 6 8 10 12 14 16
Thread Number [threads]
(c)
Auction - 80% Write - Thread Number Examination
._._._._._._._.
20500
20000 +
'E 19500 A
g =@~ serial (2000 trans/block)
T 19000 4 == Concurrent (2000 trans/block)
E
=
18500
18000
17500 T T T T T T T T

Thread Number [threads]

(e)

Time [msec]

Time [msec]

Time [msec]

Auction - 20% Write - Thread Number Examination

.—.—.—.—.—.—.—.
16000 4
15000 H
14000 4
=@~ Serial (2000 trans/block)
13000 - —A— Concurrent (2000 trans/block)
12000
11000 4
10000
T T T T T T T T
2 4 6 8 10 12 14 16
Thread Number [threads]
Auction - 60% Write - Thread Number Examination
20500
.—.—.—.—.—.—.—.
20000
19500 A
19000 -
=@~ Serial (2000 trans/block)
== Concurrent (2000 trans/block)
18500
18000 -
7 ‘Kﬂ/ﬂ—_ﬁ_-ﬂ\g——ﬂ—ﬂ
T T T T T T T T
2 4 6 8 10 12 14 16
Thread Number [threads]
Auction - 100% Write - Thread Number Examination
18600
18500
18400
18300 4
18200 =@~ Serial (2000 trans/block)
1 == Concurrent (2000 trans/block)
18100 A
18000 4
17900 H
17800 | @—ip——P——9—0—0—0—@

8 10 12 14 16
Thread Number [threads]

(f)

[Sp
N
o

Yyfqpo 7.11: E&€taon apifpod vnudtov yio Auction. Ta dtaypdppata ametkoviCovy 1o xpovo
ekTéAEONG avaAoyo pE ToV aplipd tTov VNudTov Kol Tov TOmo TG ektédeons (oeplokn M

TOVTOYPOVY).
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Auction - 0% Write - Phases of Concurrent Execution

Auction - 20% Write - Phases of Concurrent Execution

=#)- DG Construction 5000 | == DG Construction
1750 == DG Execution (12 threads) == DG Execution (12 threads)
15001 4000
1250 1
i 1000 4 § 3000
E E
g £
E 7501 E 20001
500 4
1000 4
2504
—e —e
0 04 ——0—
T T T T T T T T T T T T
0 2000 4000 6000 8000 10000 [} 2000 4000 6000 8000 10000
Block Size [trans/block] Block Size [trans/block]
(a) (b)
Auction - 40% Write - Phases of Concurrent Execution Auction - 60% Write - Phases of Concurrent Execution
8000
=#)- DG Construction 8000 | =@~ DG Construction
7000 4 == DG Execution (12 threads) == DG Execution (12 threads)
6000
6000
5000 A _
) g
@ @
E 4000 E
‘; ; 4000 +
E £
= 3000 - =
2000 2000 4
1000 4
o —— @ ol —e
T T T T T T T T T T T T
0 2000 4000 6000 8000 10000 o} 2000 4000 6000 8000 10000
Block Size [trans/block] Block Size [trans/block]
(c) (d)
Auction - 80% Write - Phases of Concurrent Execution Auction - 100% Write - Phases of Concurrent Execution
=@ DG Construction =@~ DG Construction
8000 { == DG Execution (12 threads) == DG Execution (12 threads)
8000
6000
6000
o o
L L
& &
E E
g 40001 £ 4000
F [S
2000 2000 -
04 —— ® 04 — 0 ®
T T T T T T T T T T T T
0 2000 4000 6000 8000 10000 0 2000 4000 6000 8000 10000

Block Size [trans/block]

(e)

Block Size [trans/block]

(f)

Yo 7.12: ®doeig tootodypovng ektédeong yia Auction. Ta diaypappoto ametkovilovv o

xpOvo ektéleonc avaroya pe to péyebog tov block kat v alyopibuikn edon (katackeon 1
extéleon).
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Ballot - 0% Write - Block Size Examination Ballot - 20% Write - Block Size Examination

8500 =@~ Serial
4750 A == Concurrent (12 threads)
—e
4500 4 8000
4250 4
g T 7500 A
b i - &
E 4000 =@ serial E
m == Concurrent (12 threads) o
£ 3750 £ 7000
F F
3500 4
6500
3250
3000 - A 6000 A
T T T T T
ZDUO 4000 6000 8000 10000 ZDUD 4000 6000 8000 10000
Block Size [trans/block] Block Size [trans/block]
(a) (b)
Ballot - 40% Write - Block Size Examination Ballot - 60% Write - Block Size Examination
=@~ serial 16000 4 =@~ Serial
12500 A == Concurrent (12 threads) == Concurrent (12 threads)
12000
15000 -
11500
T @ < —®
2 11000 4 2 14000
E E
@ 4 v
£ 10500 2
F F
10000 - 13000
9500 4
9000 4 12000 4
A PN A
w
8500 4 . ’,J . .
ZDUO 4000 6000 8000 10000 2000 4000 6000 8000 10000
Block Size [trans/block] Block Size [trans/block]
(c) (d)
Ballot - 80% Write - Block Size Examination Ballot - 100% Write - Block Size Examination
22000
19000 4 =@~ serial =@~ serial
== Concurrent (12 threads) == Concurrent (12 threads)
21000
18000 -
20000
© 17000 - ]
@ A
E £ 19000
L L
£ E
16000 18000
150001 17000 1 ‘\ﬂ.
16000 +
14000 + T T T T T T
2000 4000 6000 BOOO 10000 0 2000 4000 6000 8000 10000
Block Size [trans/block] Block Size [trans/block]

(e) (f)

Yyfqpo 7.13: E&étaon peyéboug block ywa Ballot. To Siaypdupata aneikoviovv 10 xpovo
ektéleong avaloyo pe to péyebog tov block kon tov tOmO G extédeong (cEplakn 1
TOVTOYPOVY).
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Ballot - 0% Write - Thread Number Examination

8 10 12 14 16
Thread Number [threads]

(e)

[SH
N
o

Ballot - 20% Write - Thread Number Examination

4600 - .—.—.—.—.—.—.—. .—.—.—.—.—.—.—.
4400 8000 -
4200 1
7500
'E 4000 + -g
é 2800 == Serial (2000 trans/block) é =@~ Serial (2000 trans/block)
o —A— Concurrent (2000 trans/block) w 7000 4 —A— Concurrent (2000 trans/block)
E £
F 3600 | =
3400 6500
3200 4
6000 -
3000
T T T T T T T T T T T T T T T T
2 a4 6 8 10 12 14 16 2 4 6 8 10 12 14 16
Thread Number [threads] Thread Number [threads]
(a) (b)
Ballot - 40% Write - Thread Number Examination Ballot - 60% Write - Thread Number Examination
.—.—.—.—.—.—.—. .—.—.—.—.—.—.—.
11500 1 14000
11000 +
13500
'Y 10500 4 N
é == Serial (2000 trans/block) E 13000 =@~ Serial (2000 trans/block)
o == Concurrent (2000 trans/block) o == Concurrent (2000 trans/block)
£ 10000 £
= F 12500
9500 1
12000 1
9000 1
11500
T T T T T T T T T T T T T T T T
2 a4 6 8 10 12 14 16 2 4 6 8 10 12 14 16
Thread Number [threads] Thread Number [threads]
(c) (d)
Ballot - 80% Write - Thread Number Examination Ballot - 100% Write - Thread Number Examination
oy | —O—O——0—0—0—0 17600 | @ Scrial (2000 wansfblock)
== Concurrent (2000 trans/block)
15400 q 17400 A
15200 + 17200 H
§ 15000 1 : § 17000 4
£ =@~ serial (2000 trans/block) £
E 14800 == Concurrent (2000 trans/block) g 16500 1
F F
14600 4
16600
14400
16400
14200 H
16200 1 . . . . . . . .
14000

2 4 6 8 10 12 14 16
Thread Number [threads]

(f)

Yyfquo 7.14: E&€taon apOpod vnudtov yia Ballot. Ta diaypdppata ameikoviCovv to xpovo
EKTEAEONG OVAAOYO LE TOV apPlOUd TOV VIIUATOV KOl TOV TOTO NG €KTEAEONC (CEPKN M

TOVTOYPOVY).
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Ballot - 0% Write - Phases of Concurrent Execution Ballot - 20% Write - Phases of Concurrent Execution

1400
=#)- DG Construction 2500 1 =@~ DG Construction
== DG Execution (12 threads) == DG Execution (12 threads)
1200 4
2000 1
1000 A
Y 8001 % 1500
@ @
E E
@ L
2 600 5
= F 10004
400
500 +
200
——
01 01
T T T T T T T T T T T T
0 2000 4000 6000 8000 10000 [} 2000 4000 6000 8000 10000
Block Size [trans/block] Block Size [trans/block]

(a) (b)

Ballot - 40% Write - Phases of Concurrent Execution Ballot - 60% Write - Phases of Concurrent Execution
=#)- DG Construction 5000 1 @@= DG Construction
3500 == DG Execution (12 threads) == DG Execution (12 threads)
3000 4 4000 +
2500 4
oy T 3000
b &
E 2000 4 E
@ L)
E 1500 E 2000 -
1000
1000
500 4
0 0
T T T T T T T T T T T T
0 2000 4000 6000 8000 10000 0 2000 4000 6000 8000 10000
Block Size [trans/block] Block Size [trans/block]
(c) (d)
Ballot - 80% Write - Phases of Concurrent Execution Ballot - 100% Write - Phases of Concurrent Execution
6000 | == DG Construction 7000 4 =@~ DG Construction
== DG Execution (12 threads) == DG Execution (12 threads)
5000 4 6000
4000 1 5000 1
¥ 3
& @ 4000
E 3000 | E
L L)
E E 3000 1
2000 4
2000
1000 1000 4
04 0
T T T T T T T T T T T T
0 2000 4000 6000 8000 10000 0 2000 4000 6000 8000 10000
Block Size [trans/block] Block Size [trans/block]

(e) (f)

Yyfquo 7.15: ddoeig tavtdypovne extédeonc ya Ballot. To daypdppata aneucovilovv to
xpOvo ektéleonc avaloya pe to péyebog tov block kat v alyopibuikn edon (katackeon 1
extéleon).
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Banking - 0% Write - Block Size Examination

Banking - 20% Write - Block Size Examination

1 F Y =@~ Serial
5000 6500 == Concurrent (12 threads)
6000
4500 _.
o o
b - &
£ @ sl £ oo
T 4000 4 == Concurrent (12 threads) m
E £
F [S
5000
3500
4500
2000 4 —A W
T T T T T T T T T T T T
0 2000 4000 6000 8000 10000 [} 2000 4000 6000 8000 10000
Block Size [trans/block] Block Size [trans/block]
(a) (b)
Banking - 40% Write - Block Size Examination Banking - 60% Write - Block Size Examination
£500 =@~ serial 10500 4 =@~ Serial
7 == Concurrent (12 threads) == Concurrent (12 threads)
10000 | —
8000
9500 4
'g 7500 -g
0 -9 % 90004
E £
@ 1 v
y 7000 £ 85004
F [S
6500 8000
6000 4 7500
A 7000 4 — A
5500 T T T T T T T T T T T T
0 2000 4000 6000 8000 10000 o} 2000 4000 6000 8000 10000
Block Size [trans/block] Block Size [trans/block]
(c) (d)
Banking - 80% Write - Block Size Examination Banking - 100% Write - Block Size Examination
12000 4 13000 q
11500 ~ 12500 7
11000 12000
< 10500 < 11500
b : 3 B
£ &= serial 2 =@- serial
‘g 10000 1 == Concurrent (12 threads) ‘g 11000 4 == Concurrent (12 threads)
£ £
F [S
95001 10500 4
9000 7 10000 4
8500 4
9500 +
\ A —L‘!
8000 - = K
T T T T T T T T T T T T
0 2000 4000 6000 8000 10000 0 2000 4000 6000 8000 10000

Block Size [trans/block]

(e)

Block Size [trans/block]

(f)

Yo 7.16: E&€taon ueyébovug block yio Banking. To dwaypdppata areikoviCovv to ypodvo
ektéleong avarloyo pe to péyebog tov block kon tov tOmO g extédeong (cEplakn 1
TOVTOYPOVY).
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Banking - 0% Write - Thread Number Examination

5000
4750 4
4500 4

4250 4

Time [msec

48
w =1
o =1

L L

3500 4

3250 4

3000 A

r——0—0—0—0—0—0

== Serial (2000 trans/block)
== Concurrent (2000 trans/block)

2 a4 6 8 10 12 14 16
Thread Number [threads]

(a)

Banking - 40% Write - Thread Number Examination

7500

7250 4

7000 -

6750

6500

Time [msec]

6250

6000

5750

I
I

== Serial (2000 trans/block)
== Concurrent (2000 trans/block)

8 10 12 14 16
Thread Number [threads]

(c)

[N
&
)

Banking - 80% Write - Thread Number Examination

11500 -

11000 -

10500

10000 -

9500 4

Time [msec]

9000

8500

8000 1

I
I

=@~ serial (2000 trans/block)
== Concurrent (2000 trans/block)

Yyfqpo 7.17: EEEtaon aptOpod vudatmv yio Banking. Ta dtoypaupota areicoviovy to xpovo
EKTEAEONG OVAAOYO LE TOV apPlOUd TOV VIIUATOV KOl TOV TOTO NG €KTEAEONC (CEPKN M

8 10 12 14 16
Thread Number [threads]

(e)

[SH
N
o

TOVTOYPOVY).

92

Time [msec]

Time [msec]

Time [msec]

Banking - 20% Write - Thread Number Examination

5800

5600

5400

5200 4

5000 -

4800 4

4600

4400 4

r——0—0—0—0—0—0

=@~ Serial (2000 trans/block)
== Concurrent (2000 trans/block)

8 10 12 14 16
Thread Number [threads]

(b)

oo
&
)

Banking - 60% Write - Thread Number Examination

10000 -

9500 4

9000

8500

8000

7500

7000 A

=@~ Serial (2000 trans/block)
== Concurrent (2000 trans/block)

8 10 12 14 16
Thread Number [threads]

(d)

o
&
o

Banking - 100% Write - Thread Number Examination

12000

11500

11000

10500

10000 -

9500 +

=@~ Serial (2000 trans/block)
== Concurrent (2000 trans/block)

6 8 10 12 14 16
Thread Number [threads]

(f)

[Sp
N




Banking - 0% Write - Phases of Concurrent Execution Banking - 20% Write - Phases of Concurrent Execution

1400 | =)= DG Construction =@~ DG Construction
== DG Execution (12 threads) 2000 { == DG Execution (12 threads)
1200 1
1000 4 1500 4
o o
2 800 - ]
E E
o w 1000
£ 6004 £
F [S
400 1
500
200 A
—e
01 01
T T T T T T T T T T T T
0 2000 4000 6000 8000 10000 [} 2000 4000 6000 8000 10000
Block Size [trans/block] Block Size [trans/block]
(a) (b)
Banking - 40% Write - Phases of Concurrent Execution Banking - 60% Write - Phases of Concurrent Execution
2500 =#)- DG Construction =@~ DG Construction
== DG Execution (12 threads) 3000 { = DG Execution (12 threads)
2000 2500 4
= = 2000 4
) o
@ 1500 @
E E
o v 1500
£ E
F 1000 =
1000 1
500
500
— e —e
01 01
T T T T T T T T T T T T
0 2000 4000 6000 8000 10000 o} 2000 4000 6000 8000 10000
Block Size [trans/block] Block Size [trans/block]

(c) (d)

Banking - 80% Write - Phases of Concurrent Execution Banking - 100% Write - Phases of Concurrent Execution
=@ DG Construction =@~ DG Construction
3500 { == DG Execution (12 threads) 4000 | == DG Execution (12 threads)
3000
3000 4
2500 4
o o
3 4
£ 2000 £
E E 2000 4
£ 1500 5
1000 4
1000 +
500 +
—e —-e
04 0
T T T T T T T T T T T T
0 2000 4000 6000 8000 10000 0 2000 4000 6000 8000 10000
Block Size [trans/block] Block Size [trans/block]

(e) (f)

Yo 7.18: ddoeig tavtdypovng extéleonc yo. Banking. To dwaypdppota ansikovilovy 1o
xpOvo ektéleonc avaloya pe to péyebog tov block kat v alyopibuikn edon (katackeon 1
extéleon).
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Shop (20 collectors) - 0% Write - Block Size Examination Shop (20 collectors) - 20% Write - Block Size Examination

4400 A
=@~ serial
4200 - == Concurrent (12 threads)
8500 1
4000
< 3800 — 80007
¥ 3 ;
E E =@~ serial
3 3600 4 o == Concurrent (12 threads)
E £ 1
£ £ 7500
3400
3200 1 7000 -
3000
—A —A
T T T T T T 6500 +— T T T T T
0 2000 4000 6000 8000 10000 0 2000 4000 6000 8000 10000
Block Size [trans/block] Block Size [trans/block]
(a) (b)
Shop (20 collectors) - 40% Write - Block Size Examination Shop (20 collectors) - 60% Write - Block Size Examination
=@~ serial 16000 4
== Concurrent (12 threads)
12000
15500
o o
@ 11500 4 o
é E 15000 @~ serial
m o == Concurrent (12 threads)
E £
F F
11000 14500
10500 4 14000 -
A
S
T T T T T T T T T T T T
0 2000 4000 6000 8000 10000 0 2000 4000 6000 8000 10000
Block Size [trans/block] Block Size [trans/block]
(c) (d)
Shop (20 collectors) - 80% Write - Block Size Examination Shop (20 collectors) - 100% Write - Block Size Examination
@ serial 24000+ ? @ serial
19000 ~ == Concurrent (12 threads) == Concurrent (12 threads)
23500 4
18500 - 23000 4
o "0 22500
3 i
£ 18000 £
@ v 22000 4
£ £
F F
17500 21500
21000
17000
20500
T T T T T T T T T T T T
0 2000 4000 6000 8000 10000 0 2000 4000 6000 8000 10000
Block Size [trans/block] Block Size [trans/block]

(e) (f)

Yyfquo 7.19: E&Etaon peyéboug block yia Shop (20 collectors). Ta diorypappota arsikoviovv
TO XPOVO eKTELEON G avaAOYa e To péyebog Tov block ko Tov TOmo g ektéleong (oetplokn M
TOVTOYPOVY).
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Shop (20 collectors) - 0% Write - Thread Number Examination

.—.—.—.—.—.—.—.
4000
3800
7 3600
£ == Serial (2000 trans/block)
T == Concurrent (2000 trans/block)
E i
= 3400
3200 1
3000 4

8 10 12 14 16
Thread Number [threads]

(a)

S
&
o

Shop (20 collectors) - 40% Write - Thread Number Examination
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11750 4
11500
E 11250
E == Serial (2000 trans/block)
I == Concurrent (2000 trans/block)
E 11000 4
=
10750
10500
10250 1 T T T T T T T
2 a4 6 8 10 12 14 16
Thread Number [threads]
(c)
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E
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£
=
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Thread Number [threads]
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Time [msec]

Time [msec]

Time [msec]

Shop (20 collectors) - 20% Write - Thread Number Examination
8500 A ® © e o o o o o
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8000
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=@~ Serial (2000 trans/block)

7500 4 == Concurrent (2000 trans/block)
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6750 1

8 10 12 14 16
Thread Number [threads]

(b)

oo
&
)

Shop (20 collectors) - 60% Write - Thread Number Examination
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Thread Number [threads]

(d)

Shop (20 collectors) - 100% Write - Thread Number Examination

22500 =@~ Serial (2000 trans/block)
== Concurrent (2000 trans/block)

22000 4

21500 4

21000 4

205001

Thread Number [threads]

(f)

Yyfquo 7.20: E&étoon oapbuod vnudtov yio. Shop (20 collectors). Ta Siaypaupato
amelkoviCouv 10 YPOVO EKTEAEOTG aVAAOYO HE TOV apliud TOV VNUATOV Kol ToV TOTO TNG

extéleong (oelplakn 1 TaVTOXPOVY)).



Shop (20 collectors) - 0% Write - Phases of Concurrent Execution Shop (20 collectors) - 20% Write - Phases of Concurrent Execution
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Shop (20 collectors) - 40% Write - Phases of Concurrent Execution Shop (20 collectors) - 60% Write - Phases of Concurrent Execution
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Shop (20 collectors) - 80% Write - Phases of Concurrent Execution Shop (20 collectors) - 100% Write - Phases of Concurrent Execution
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(e) (f)

Yyqpo 7.21: ®doeic tawtodypovng ektéheong yvio Shop (20 collectors). Ta Swoypaupato
amekovilovv To xpovo ektéleons avaroya pe to puéyebog tov block kot v aiyopiBuikn edon
(xotaokevn N eKTELEDT)).
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Kepaiaro 3

Enihoyog

To cvetiuata blockchain pmwopodv va xpnoipomomOovy yio 01kovoKég, KOVOVIKEG,
TOMTIKES, EKTAOEVTIKEG KOl EMLOTNLOVIKEG dpacTnplotntes. To eminedo KotavOnong GYETIKA
ue tic mbavig spapuoyég g teyvoroyiog blockchain avEdavetal cuveymg pe to epguvnTIKO
EVOLOQEPOV GE TOUELG OMMG O EMLYELPNUATIKOS, O TPUTEQKOC Kol oTaTIoTIKOS. 261660, 1
teyvoloyion blockchain Swopéper amd to ocvopPatikd poviélo cuvallaydv Tov Pacewnv
dedopévov. Xe éva diktvo blockchain, n ocuvvémela OQuoialetar yio v gyydmon g
dtofecloTTOg Ko TG avoyns ogoiudtmv. Emouévog, oe epoappoyéc OTov amaiteitot
avotnpoc Pabude ocvvénetag, to blockchain pmopei va unv givan n katodAnAdtepn Avon. H
YEQEOP®OON TOV YAGHOTOS HETaED Katovepumuévov Pacemv dedopévemv Kol GLOTNUAT®OV
blockchain amattel po véo mpocéyyion oyediacuov, 16l ®ote KAPE eninedo AOYIOHIKOD TOL
kouPov blockchain va Beltictonoleitan Egympiotd. Zvinmooue 1o B£pa ToL TAVTOYPOVIGHOD
oe éva ovotnuo blockchain. M pnyavr tovtoyxpovng extéheong viomomdnke Kot
OOKILACTNKE TELPAUATIKA. AV Kol ToL AmoTeEAEGHOTA glvar EATIO0QOpa, TPEMEL Vo onpetwbel
OTL N onuavtikn Pedtioon ™mg eaong extéleon Oa anotoHoe T0 HETPLOUGUO TOV EMTTOCEMY
TOV GLYKPOVGEMY KOL 1) TTLO EVOLALPEPOVGO LEAALOVTIKY KatevBuvon mephapufavel Aettovpyieg
mov meplopilovv ™V TPOGPaoy omd TNV EKTEAECTIKN) UNYOVY] OTO €MImEd0 amobnkevong
(commutative operations).
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Chapter 1

Introduction

People think computers will keep them from making mistakes. They are wrong. With computers
you make mistakes faster.

This is a famous quote attributed to computer scientist Adam Osborne. Indubitably,
computers are unpredictable machines that are connected to even more unpredictable networks.
Systems crash and communication links lag. The Internet of Things (IoT) connects different
devices, bridging the gap between physical entities and virtual components. While computer
programming is steadily becoming a global language of creativity, computers cannot read
human minds. They can only follow instructions. In a progressively digital world, systems must
guarantee the highest possible degree of reliability in a hostile and undependable environment.
This challenge is the core of distributed computing, where computer systems are treated as
nodes in a graph that require coordination. This group of nodes can be presented as a single
system to a user, as if there is no internal distribution of hardware, software or data. Such
systems are referred to as distributed. One of the most popular modern distributed systems is
blockchain, where data is replicated over multiple nodes that do not fully trust each other.

Software developer Satoshi Nakamoto presented a revolutionary approach to
distributed computing with the introduction of Bitcoin in 2009 [1]. It is a system with a digital
currency that tackles the problem of malicious behavior in a public network. The first
generation of blockchain technology is based on the design of Bitcoin, where a transaction is
restricted to cryptocurrency. Other blockchains such as Ethereum [2] have emerged as the
second generation of blockchain systems that permit building complex distributed applications
beyond the cryptocurrencies. Our knowledge over the potential applications of blockchain
technology is constantly being expanded with the research interest in fields such as data
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analytics [3], logistics [4] and banking [5]. It is only a matter of time until we see blockchains
playing a more prominent role in other scientific realms as well.

Nevertheless, blockchain technology differs from the conventional transactional model
of databases and its flaws are gradually being exposed with the extended use of blockchain
platforms. As far as latency and throughput are concerned, the issues of the different software
layers of blockchain technology have not been resolved. As a consequence, blockchain systems
do not fully address the performance requirements of efficient distributed applications [6]. The
execution engine is arguably the most challenging source of contention to address. Transactions
are processed sequentially, failing to fully exploit multicore environments. The problem of
concurrency in blockchain systems does not have a trivial solution, but some approaches have
been proposed in the research literature.

The examination of the aforementioned problem is the core of this diploma thesis. The
primary contributions can be found in Chapters 5, 6 and 7. Of particular significance are:

e A brief bibliographical study of certain revolutionary approaches to the problem of
concurrency in blockchain technology.

e The design and implementation of an execution engine that employs a dependency
graph and a set of certain optimization techniques (thread pool, transaction chopping,
multiple addresses) in order to achieve a high degree of concurrency.

e An experimental evaluation of the performance of the implemented system using four
smart contracts, whose creation is inspired by the Ethereum model.

The rest of this thesis is organized as follows. Chapter 2 provides a solid theoretical
background. Blockchain technology and concurrency control are described in Chapters 3 and
4 respectively. Chapter 5 discusses the problem of concurrency control in a blockchain system
and briefly analyzes the related work in the field of blockchain concurrency. Chapter 6 presents
an execution engine for concurrent processing. Chapter 7 shows the experimental setup and the
performance evaluation of the implemented engine. Chapter 8 concludes the thesis.
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Chapter 2

Theoretical Background

2.1 Database Management System

According to Ramakrishnan and Gehrke [7], a database can be defined as a collection
of structured information, controlled by software called database management system
(DBMS). The use of a DBMS enhances the independence, the integrity and the security of
stored information and facilitates data access, crash recovery and application development.
Data that is processed by a DBMS can be described by a model that keeps high-level
characteristics and hides low-level storage details. This descriptive schema is called a data
model. A user can interact with the DBMS by creating requests that follow the rules of a query
language, such as SQL [8].

The execution of a user-defined program in a DBMS can create a transaction, which is
interpreted by the system as a sequence of read and write operations [9]. Each transaction must
also specify one of two cases as its final action: commit or abort. In the former, the transaction
is completed successfully. In the latter, the transaction is terminated and its actions thus far
must be undone. Actions of several transactions can be interleaved by the DBMS for reasons
related to performance. The way a system handles concurrent executions and access to shared
memory is the subject of concurrency control. Because transactions constitute the core of
concurrent execution and recovery from system failures, it is of utmost importance that they
are characterized by four properties known as the ACID properties [9]:

e Atomicity: Either all actions of a transaction are carried out or none are. Users should
not have to worry about the effect of incomplete transactions. A database cannot be left
in an intermediate state. The recovery manager should ensure the atomicity of a
transaction.
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e Consistency: Each transaction should preserve the consistency of the database, when
there is no concurrent execution of other transactions. Maintaining transaction
consistency is the responsibility of the user.

e Isolation: Transactions are protected from the effects of concurrently scheduling other
transactions. A concurrency control technique keeps transactions isolated.

e Durability: Once the DBMS informs the user that a transaction has been successfully
completed, its effects should persist even if the system crashes before all its changes
are reflected on disk. The recovery manager is responsible for warranting the durability
of transactions.

Starting with relational databases, a typical DBMS supported easy-to-use SQL
language and intuitive ACID transaction semantics. Relational databases remained mainstream
until systems began prioritizing availability and scalability by performing computations in
multiple nodes. NoSQL [10] and NewSQL [11] are the two distinctive movements under this
novel distributed design direction. In the former, the complex relational model and the strong
ACID semantics are abandoned and configurable options are provided so that consistency is
compromised for the sake of availability. In the latter, the relational model and ACID semantics
are restored without sacrificing much scalability.

2.2 Distributed System

A distributed system is a network of autonomous computer systems that utilize
appropriate hardware and software in order to provide a service, as defined by Coulouris,
Dollimore and Kindberg [12]. These computer systems are referred to as nodes. The major
difference between a distributed system and a simple network of computers is coordination. In
a distributed system, nodes need to communicate by exchanging messages so that their
processes are properly coordinated. As a result, this group of nodes is presented as a single
system to the user, as if there is no internal distribution of resources (hardware, software, data).

Designing and developing a distributed system can be proven challenging. In contrast
to a DBMS, where parallel execution of transactions is optional, concurrency plays a significant
role in a distributed system. There is no global clock, but nodes have physical clocks to keep
track of the time and logical clocks to keep track of the correct schedule of events [13]. Latency,
which is the time between submitting a request to the network and the first confirmation of
acceptance by the system, cannot be easily monitored because of the arbitrary delay caused by
communication, computations and partial failures. In fact, fault detection in a distributed
environment is incredibly difficult as there is no central authority that holds any instance of
global truth.

A behavior of a node can be characterized as Byzantine when it is arbitrary due to bad
intentions or unexpected circumstances. It describes the worst possible failure se mantics, in
which any type of error may occur. In particular, Byzantine failures occur when a component
produces invalid data because of malicious behavior or a hardware, software and network error
[14]. The term Byzantine is related to the famous Byzantine Generals Problem [15], according
to which a group of generals who command a portion of the Byzantine army circle Rome and
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their attack would fail if only part of the generals decided to attack the city. An agreement must
be reached on whether to attack or not. However, some generals may be traitors.

A failure can be decisive ina DBMS, but it can be partial in a distributed system, which
means that the system can still operate if some nodes fail. In order to avoid single points of
failure in a distributed environment, redundancy is important. In other words, the distributed
system must provide a service even if some nodes show signs of Byzantine behavior. One of
the methods for ensuring redundancy is replication [16], which dictates that copies of data
(replicas) are maintained in multiple nodes of the network (replica managers).

The definition of consistency should be expanded for the distributed setting to cover
the method of replication. Consistency is a property of the distributed system which ensures
that every node or replica manager has the same view of data at a given time, irrespective of
which client has updated the data. Ensuring this property requires that a replica manager applies
operations to its replicas in a recoverable way, which means that an operation at a replica
manager does not leave inconsistent results if it fails part way through [16]. There are certain
levels of consistency and each system should rely on one of these, depending on its needs.
Strong consistency would mean that the distributed system converges on a single value and a
client always reads the result of the last update operation (latest data). Weak consistency would
mean that a client may read an older version of data.

According to the CAP theorem [17], it is impossible to guarantee both consistency and
availability in an unreliable distributed system. In other words, the CAP theorem is based on
the impossibility of guaranteeing both safety and liveness in a hostile distributed setting. From
a practical standpoint, in a network subject to communication failures, it is impossible for any
web service to implement an atomic operation to shared memory that guarantees a response to
every request. Some systems sacrifice availability in favor of consistency. Other systems
provide a weak degree of consistency so that a high level of availability is guaranteed [18].

2.3 State Machine Replication

Replication is a method for enhancing fault-tolerance, availability and performance.
One of the most common paradigms of replication is that of the Replicated State Machine,
where a deterministic state machine is fully replicated across a set of processes, such that it
functions as a single state machine despite the failure of some processes [19]. Transactions
constitute the inputs of the state machine and each transaction may cause a state transition and
return a result. This state transition is performed by a deterministic function, which maps a
transaction and the current state to a new state and a return value, according to the logic behind
the service that the distributed system provides. Therefore, a Replicated State Machine should
have a consistent view of the log of transactions.

State Machine Replication guarantees tolerance against Byzantine failures when certain
conditions are met. This property is known as Byzantine Fault Tolerance (BFT). Crash faults
are relatively easy to handle, because they are related to a halt of a process and not to arbitrarily
dishonest behavior. Crash Fault Tolerance (CFT) can be ensured with the use of a simple
majority rule and an upper limit of failures f for a total number of 2f 4 1 processes in the
system. Nevertheless, Byzantine failures are more complicated. In a system of N processes
with f Byzantine failures, the upper limit on f is derived from the condition f < N /3.
Consequently, to tolerate a single Byzantine process we require at least N = 4 [15].
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Figure 2.1: State Machine Replication dictates that the resulting state is replicated across
multiple machines. The machines agree on the order of transactions sent by the client and
execute them against the state.
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2.4 Distributed Consensus

The consensus problem, defined as reaching distributed agreement on a proposed value
in the presence of faults, has been extensively studied in the literature, connecting the fields of
cryptography and distributed computing. Tolerating the presence of parties that may behave
arbitrarily has been a hallmark of the problem. Various protocols aim to solve it, guaranteeing
the fundamental properties of integrity, agreement and termination [20]. In the case of State
Machine Replication, distributed consensus is tantamount to the agreement on a set of values
that represent the state of the system or equivalently on the order of incoming transactions.

Asynchrony comes with many limitations. A message might be considered lost while
it is simply delayed. A service might be considered unresponsive while it is still active.
Messages might arrive at their destinations in a different order. This non-deterministic aspect
of an asynchronous network endangers the communication between nodes, which cannot safely
reach a distributed agreement, because processes can fail at the exact opportune times to
prevent consensus [21]. As a consequence, in an asynchronous setting consensus is not
achievable, a conclusion that was proven by Fischer, Lynch and Paterson in 1983. This issue
is called FLP Impossibility and it can be overcome by the use of stronger synchrony
assumptions or non-determinism in the protocol of the system.

2.5 Concurrency and Parallelism

A list of actions (read, write, commit, abort) from a set of transactions form a schedule.
The order in which two actions of a transaction T appear in a schedule must be the same as the
order in which they appear in T. A serializable schedule over a set of committed transactions
is a schedule whose execution results in a database instance that is identical to the database
instance that results from executing the transactions in some serial order [9]. It should be noted
that for a given set of committed transactions two different serializable schedules do not
necessarily produce the same database instance. They only produce the same instance if they
are equivalent to the same serial order.

The node-local consistency that is ensured by the property of serializability is
considered to be relatively weak. As execution of the same transaction set on different nodes
might correspond to different serial orders, determinism is not guaranteed. In a distributed
system that prioritizes availability, serializable scheduling may suffice. However, some
systems may require higher levels of determinism. This hypothesis is extensively discussed in
Chapter 5.

While the terms of concurrency and parallelism are often used interchangeably, they
are not identical. Concurrency ensures that multiple tasks are managed appropriately so that
they can make progress and complete in overlapping time periods, whereas parallelism is the
simultaneous execution of two or more tasks. The former term is related to multitasking, while
the latter term is connected with multiprocessing. In other words, concurrency is highly
correlated with the synchronization of operations on shared data objects, which is not necessary
in the case of parallel execution. This distinction fits the definition of concurrency control as
the activity of coordinating and synchronizing concurrent accesses to shared data in a multi-
user environment [22].
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Resolving conflicts is the main concern in the problem of concurrency control. Two
actions on the same data object conflict if at least one of them is a write operation [9]. Based
on this definition, two concurrent read operations on shared data do not pose any threat to the
system. Conflicts constitute the root of three fundamental anomalies that may occur due to
concurrent execution of transactions. Because of certain types of conflict, a schedule involving
two consistency preserving and committed transactions can run against a consistent database
and leave it in an inconsistent state. These anomalies include reading uncommitted data (write-
read conflict), unrepeatable read operations (read-write conflict) and overwriting uncommitted
data (write-write conflict). The notions of concurrency control and serializability are discussed
in greater detail in Chapter 4.

2.6 Cryptographic Primitives

2.6.1 Hash Function

Many applications require functions that are unpredictable (random oracles) or provide
a way to map a long input string to a shorter output string. A cryptographic tool that
traditionally serves such a purpose is a hash function. A hash function takes inputs of some
length and compresses them into short and fixed-length outputs [23]. The output range is
smaller than the input range, because outputs of fixed length are produced from inputs of an
arbitrary length. The computational complexity of a hash function is polynomial, which means
that performing its computations is a simple task.

A good hash function must be practically irreversible and collision resistant [23]. A
collision is defined as a pair of distinct items that produce the same output when used as inputs
in a hash function. Hash functions can be used to build hash tables that enable fast lookups of
complexity O(1) when storing a set of elements. More specifically, if the output range of a
hash function H has a size N, then an element x is stored in row H (x) of a table of size N.

2.6.2 Merkle Tree

A Merkle tree is a binary tree of depth log(m) that uses a set of items X;, X,, X3, ...,
X,,, for its initialization. Each leaf of the tree contains an item from the set. Every other node
in the tree is the result of a hash function H that takes as inputs the values of its child nodes.
The function that takes as inputs the set of items X;, X,, X3, ..., X;,, and returns the value of
the root after calculating all the values in the Merkle tree is symbolized as R,,,. If H is collision-
resistant, then R,, is also collision-resistant for any fixed positive integer m [23].

One of the advantages of using a Merkle tree is that it facilitates the process of
verification. A relevant example is the case of exchanging files between a client and a server.
Suppose that a user has four items X;, X,, X5 and X,. The user can calculate the value h, of
the root of the Merkle tree, where h, = R,(X;, X,, X3, X, ), and upload the set of items X, , X,
X5 and X, to a server. When a certain item X; is needed, the user can request it. The server
should return X; along with proof that the item is valid. For instance, if the user requests X,
the server should return X5 along with X, and h; (Figure 1.2). In this way, the user can verify
the validity of the requested item by recalculating the value of the root, using the information
provided by the server. If the new value is equal to h,, then the returned item is valid.
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hg = Ry(X1, X3, X3, X4) = H(hq||h2)

hy = H(H(X1)||H(Xz))

‘ hg 1 Ry = H(H(X3)I1H (X))

ENlEniEnE

Figure 2.2: A Merkle tree uses a set of items X;, X,, X5, ..., X,, for its leaves and calculates
the value of every other node with the help of a hash function H. When the tree is initialized
by using a set of four items (m = 4), the depth of the tree is equal to 2.
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2.6.3 Digital Signature

Digital signatures are mainly used in asymmetric cryptography (also known as public
key cryptography). Certain functions are defined for key generation, signing and verification
respectively [24]. There are two basic techniques for digital signatures. The first method uses
an appendix, which means that the initial message between the sender and the receiver is
required. This is seen in systems that employ hash functions or the ElGamal encryption
algorithm [25]. The second method is related to message recovery, which means that the initial
message can be reproduced by the signature. This is observed in systems that use RSA [26].

A simple signature schema has two sides in a communication channel: the sender S and
the verifier V. Sender S acquires two keys using the key generator function. These keys are
symbolized as K and K,,. Before sending a message m, sender S signs the message using the
signing function and the key K. The signature depends on the message and it is symbolized as
o. The pair (m, o) is sent and the key K is published. Verifier V can verify whether the
signature is valid or not with the use of the verification function and the key Kj,. This simple
schema has many advantages and disadvantages and it is a pertinent example of digital
signatures with the use of public and private keys.

There are several ways to implement a key generation function. Firstly, it may rely on
trusted third parties. However, the assumption of honest third parties is not well-founded and
no one can guarantee the validity of the pair of keys used by them. Another method is the
creation of a web of trust, where each user can provide a valid pair of keys for some of its peers.
In this scenario, there are still trust issues that should be taken into consideration. Finally, a
traditional solution is to have identity-based signatures, where key generation is dependent on
the identity of the user [24].
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Chapter 3

Blockchain Technology

3.1 Blockchain

From a data structure perspective, a blockchain is a sequence of blocks that stores
transaction records. Each block is linked to its predecessor via a cryptographic pointer, which
is essentially a hash value of the previous block. The first block of the blockchain is called the
genesis block and it has no parent block. From a system perspective, a blockchain is a
distributed system that replicates data over multiple nodes that do not fully trust each other
using State Machine Replication [19]. The nodes are characterized as honest or malicious,
depending on whether they exhibit Byzantine behavior.

The first generation of blockchain is based on the design of Bitcoin [1], where a
transaction is restricted to cryptocurrency and the states are modeled as Unspent Transaction
Outputs (UTXO). Other blockchains such as Ethereum [2] and Hyperledger Fabric [27] have
emerged as the second generation of blockchain to allow building complex distributed
applications beyond the cryptocurrencies. These blockchains can support smart contracts
which allow users to encode and execute arbitrary Turing-complete computations on the ledger.
The ledger states are modeled as accounts instead of UTXO. Transactions on the ledger take
the form of contract invocations that modify the system state based on their order, agreed on
by honest nodes in the network following a consensus protocol [28].

A typical block in a blockchain consists of a header, transaction data and additional
information that allows it to be recognized by the network. For instance, a Bitcoin block has a
header that includes the block version, the hash value of a Merkle tree root that summarizes
and verifies the integrity of the transactions, the hash value of the previous block, a timestamp,
the current hashing target and the nonce. It also contains a transaction counter, a set of
transactions and the block size.
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Figure 3.1: The blockchain data structure can be described as a sequence of blocks that stores
transaction records. Each block holds a transaction log along with a set of values, such as the
hash value of a Merkle tree root that verifies the integrity of the transactions, the hash value of

the previous block and the nonce.
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Blockchains can be broadly divided into two categories: permissionless (public) and
permissioned (private). In the former, any node can join and leave the network, resembling a
fully decentralized peer-to-peer system that can protect itself from Sybil attacks [29]. In the
latter, restrictions are enforced by an organization regarding the authentication and the
identification of the nodes. Most permissionless blockchain systems employ variants of Proof-
of-Work (PoW) as their consensus protocol, which is computationally expensive and non-
deterministic, whereas most permissioned blockchain systems adopt one of the mechanisms
from the research literature on distributed consensus, either by using them directly or by
developing variants of them. It should be noted that there are blockchains that combine
different aspects of permissionless and permissioned systems, such as consortium blockchains
[30].

The distinction between permissionless and permissioned systems can be valuable for
a fundamental analysis of blockchain technology. Nevertheless, fully understanding the
blockchain architecture requires a more detailed classification of blockchain systems. Dinh et
al. [31] introduced a finer taxonomy that relies on four dimensions: distributed ledger,
cryptographic schemas, consensus and smart contracts. These dimensions can competently
depict the fundamental characteristics of a blockchain system.

The distributed ledger is a replicated append-only data structure that records the entire
history of update operations made to the states of a blockchain, assuming that the system starts
with some initial states. In other words, the ledger consists of an ordered list of transactions
that is replicated over the nodes of the network. It represents a significant part of the blockchain
storage layer and it can be responsible for many subtle differences between blockchain systems.
These differences can be detected in the data model, the total number of ledgers that a system
supports and the ownership. Firstly, the information stored in the ledger follows the
specifications determined by a data model. The data model facilitates the logical operations
performed by the application on top of the ledger. For instance, a key-value table or a user-
account model may be adopted, depending on the logic and the purpose of the blockchain
system. In any case, data storage solutions are a vital component of each node for storing the
global state of the system [32]. Secondly, the information can be stored in one or more
distributed ledgers. Yu et al. [33] described an improved business model by proposing a new
ledger (state blockchain) for a permissioned multi-blockchain network that already included a
trading blockchain, an account blockchain and a message blockchain. Finally, ledger
ownership may vary from completely open to the public to strictly controlled by one party.

Cryptographic techniques are heavily used to detect tampering of the blockchain data
and guarantee integrity, which is crucial especially for permissionless systems where there is
no pre-established trust. In particular, a typical block in a blockchain system contains the hash
value of a Merkle tree root and the hash value of the previous block. As described in Chapter
2, the use of a Merkle tree and a good hash function can facilitate the process of verification
and enhance the resistance of a distributed ledger against malicious behavior. The Merkle tree
ensures that any change in the state results in a new root hash value, since the tree’s leaves
contain the states and the internal nodes contain hashes that depend on the values of their child
nodes. For example, Ethereum employs a Merkle Patricia tree [34], whose leaves are key-value
states. In this way, the Merkle tree root protects the log of transactions, thus maintaining the
integrity of the blockchain state. Furthermore, each block is linked to the previous block via a
hash value, forming a chain of pointers. Because of this chain of cryptographic hash pointers
from one block to another, the block history is secured. As far as the security model of
blockchain technology is concerned, the system assumes the availability of asymmetric
cryptography. User and transaction identities are derived from public key certificates. As
blockchain systems may operate in an untrustworthy environment, secure key management is
of utmost importance. Moreover, Dinh et al. [31] discussed the research that extends the
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original blockchain design with complex cryptographic protocols that aim to improve security
and performance with esoteric technigques such as zero-knowledge proofs, group signatures and
trusted hardware.

Consensus plays a pivotal role in the hostile environment of a blockchain system.
Because the distributed ledger is a replicated append-only structure that holds the current state
of the blockchain, update operations must be agreed on by all honest nodes. A distributed
system that relies on the assumption that all nodes are honest can reach an agreement in a trivial
manner. Nonetheless, this assumption seems unreasonable. Consequently, in order to tolerate
Byzantine failures, a blockchain system requires a reliable protocol. The literature on
distributed consensus has introduced many mechanisms that are suitable for a blockchain
system [28, 35, 36]. It should be noted that there is a spectrum of consensus protocols behind
blockchain systems, starting from purely computation-bound to purely communication-bound.
Permissionless blockchains mainly use computation-based protocols, whereas permissioned
blockchains mostly employ communication-based protocols. Consensus algorithms are
extensively analyzed below.

Smart contracts constitute the final major unit of a blockchain system that is examined
in the context of this taxonomy. A smart contract refers to a computation executed by all nodes
in the blockchain system when a transaction is performed. The parameters of the smart contract
are agreed on by every node. With this broad definition, a blockchain has built-in smart
contracts that implement their transaction logic in terms of validation and execution. For the
rest of the study, we only consider smart contracts that are user-defined. A system that allows
the deployment and invocation of smart contracts can be characterized by the programming
language and the runtime environment. Regarding the language, Bitcoin and Ethereum
constitute the two extreme cases. Bitcoin offers a limited number of opcodes for stack-based
scripts, whereas Ethereum supports a Turing-complete programming framework for the
execution of arbitrary computations. In between the two extreme cases, Kadena [37] and
BigchainDB [38] provide more expressiveness than Bitcoin, reject Turing-complete scripts and
use complex and constrained semantics for their smart contracts. As far as the runtime
environment is concerned, most systems execute smart contracts in the same runtime as the
rest of the blockchain stack. For instance, Kadena parses contracts written in its own language
and executes them directly as Haskell programs. However, Ethereum has its own virtual
machine for executing its bytecodes and Hyperledger Fabric employs Docker containers to
execute its contracts.

The aforementioned dimensions (distributed ledger, cryptographic schemas, consensus,
smart contracts) can sufficiently encapsulate the basic features of the different software layers
of blockchain technology (Figure 2.2). This abstract software model consists of the storage
layer, the cryptographic layer, the execution layer, the consensus layer and the application
layer. A computer system that has the necessary hardware equipment (CPU, disk, network
connections etc.) can address the needs of a blockchain node and actively participate in the
blockchain network.

Based on its architecture, a blockchain system can guarantee several properties, as
demonstrated by Zheng et al. in their survey [39]. It provides decentralization, as there is no
need for a trusted central agency. It offers persistence with the tamper-resistant distributed
ledger. It guarantees a certain degree of anonymity, because no third party keeps sensitive user
information and multiple addresses can be used to perform operations on the blockchain.
Finally, it enhances auditability with the traceability and the transparency of the data stored in
the blockchain.
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Figure 3.2: A blockchain system can be represented by five software layers, specifically the
application layer, the consensus layer, the execution layer, the cryptographic layer and the
storage layer. The application logic is seen in the deployment and invocation of smart contracts.
An ordered log of transactions is agreed on by all nodes using a consensus protocol and the
transactions are executed against the state of the system. The resulting state is stored in a
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distributed ledged which is secured by cryptographic primitives.
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3.2 Blockchain Consensus

In a blockchain system, multiple parties that do not trust each other must come to an
agreement on the order of transactions. If consensus is achievable in the hostile environment
of the blockchain network, a well-designed protocol is required. As pointed out above, there is
a spectrum of consensus protocols behind blockchain systems, starting from purely
computation-based such as Proof-of-Work [1] to purely communication-based such as PBFT
[40]. These protocols have different benefits and drawbacks in terms of energy consumption,
identity management and tolerance to adversarial behavior. We will explore some major
algorithmic families for consensus.

3.2.1 Proof-of-Work

Some nodes in the blockchain network try to find a solution to a cryptographic puzzle
based on hash functions and values. These nodes are called miners and the solution is a random
nonce n that satisfies the following condition, where H is a hash function, t is a given threshold
and k is a set of additional block parameters (usually the hash value of the Merkle tree root and
the hash value of the previous block).

H(n||K) <t

When a correct nonce is found, the miner creates the block and forwards it on the network layer
to its peers, who have to validate the computational work of the miner. This consensus strategy
is called Proof-of-Work (PoW) and it was first used in Bitcoin, along with the rule of the longest
chain, according to which a chain that becomes longer thereafter is judged as the authentic one
[1]. Some variations of this protocol have been developed in order to improve the overall
performance of the blockchain system [41, 42, 43].

3.2.2 Proof-of-Stake

Because PoW is not energy-efficient, a new strategy was designed to substantially
reduce the cost of the mining phase. It relies on the belief that nodes with bigger account
balances would not attack the network. A stake represents the commitment of the miner to keep
the network healthy. A miner M has to find a random nonce n that satisfies the following
condition, where H is a hash function, t is a given threshold, k is a set of additional block
parameters and S is a function that returns the stake.

H(n|lk) <S(M) -t
It can be seen that the greater the stake S(M), the easier it is to find n. This consensus protocol
is called Proof-of-Stake (P0S). Since the selection based on account balance is quite unfair

because the single richest person is bound to be dominant in the network, variations of the
protocol have been discussed, such as Delegated Proof-of-Stake [44].
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3.2.3 Practical Byzantine Fault Tolerance

The protocols that rely on PoW are probabilistic, whereas Practical Byzantine Fault
Tolerance (PBFT) is a replication algorithm to tolerate Byzantine faults in a deterministic
manner [40]. Published by Castro and Liskov in 1999 and later implemented in the version 0.6
of Hyperledger Fabric, the protocol ensures that once a block is appended, it is final and cannot
be replaced or modified. The whole process can be divided into three phases: pre-preparation,
preparation and commit. In each phase, a node would enter the next phase if it has received
votes from over 2/3 of all nodes. Therefore, PBFT requires that the identity of every node is
known. Tendermint [45] enhances the original PBFT protocol by assigning unequal weights to
votes. Other variants of PBFT include Parallel BFT [46] and Optimistic BFT [47].

3.2.4 Trusted Hardware

The main issue with PoW and PBFT is the assumption that Byzantine behavior can be
observed in the blockchain network. Nevertheless, with the use of reliable hardware Byzantine
activity can be easily monitored. The availability of Intel SGX [48] and ARM TrustZone [49]
provides a better trust model, where a node can be reliably checked for certain properties, such
as running software. Sawtooth [50] replaces PoW with Proof-of-Elapsed-Time (PoOET), where
each node runs trusted hardware like Intel SGX that generates random timers. The first node
whose timer has expired can propose the next block. Other protocols that leverage this method
include A2M [51] and Hybster [52].

3.2.5 Federated Consensus

The Federated Consensus technique partitions the network into smaller groups called
federates and relies on the idea that global consensus can be achieved with the local consensus
of each federate. In other words, local agreements can be converged so that global consensus
is reached. Stellar [53] and Ripple [54] have federates, which run local consensus protocols
among their members and propagate the local agreements to the entire network, assuming that
global consensus can be achieved under certain conditions. Byzcoin [41], Elastico [55] and
Algorand [56] are hybrid protocols that combine different elements of Pow, PBFT and
Federated Consensus in order to improve the blockchain system in terms of scalability.

3.2.6 Other Consensus Protocols

This category mainly has algorithms that rely on the assumption that certain nodes are
honest or relate to blockchains with unique features. For instance, Multichain [57] assumes
more than one trusted party which is referred to as authority. Each authority is given a time
slice via round-robin scheduling, during which it can append new blocks to the chain. This
strategy avoids single-point failures while ensuring balanced workloads among the authorities.
Another pertinent example is the system IOTA [58] that uses its own consensus in which the
blocks form a directed acyclic graph as opposed to a chain and each block contains only one
transaction.
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3.3 Challenges and Advances

3.3.1 Scalability

Increase in the network demands results in heavier workloads that the blockchain
system has to handle. However, limited block size would cause the delay of many transactions,
while large block size would slow down the propagation speed in the blockchain network. The
technical challenge of scaling a blockchain has been one of the most interesting research topics
for the last few years, as scalability is strongly connected to performance. Performance can be
calculated by using the metrics of latency and throughput. In an effort to expand the definition
presented in Chapter 2, latency is the time between submitting a transaction to the blockchain
network and the first confirmation of acceptance by the system. Throughput is the rate at which
valid transactions are committed by the blockchain system in a defined time period and it is
expressed as transactions per second (tps). Bitcoin can only achieve a throughput of 7 tps and
Ethereum has a throughput to about 30 tps.

Research on the topic of scalability has enhanced our understanding of blockchain
systems. Dinh et al. [31] used a benchmarking framework called BLOCKBENCH to conduct
a comprehensive evaluation of three major permissioned blockchain systems. In their study, it
is pointed out that blockchains should be redesigned by optimizing their layers separately. This
means that consensus mechanisms, disk 1/0O, network bandwidth and transaction execution
should be handled individually so that the flaws of blockchains are identified and dealt with.
In any case, the performance gap between blockchains and databases remains too big. The
similarities and differences between databases and blockchain technology are analyzed in more
detail below.

Various scaling solutions have been proposed. Many advanced consensus protocols
have been designed in recent years and the consensus mechanism ceases to be the performance
bottleneck of the system [42, 43, 55, 56, 59, 60, 61, 62, 63]. Ruan et al. [6] explored the field
of hybrid systems that combine the characteristics of blockchains and databases. Furthermore,
the research literature on concurrency for blockchain systems is constantly being enriched and
it is discussed in Chapter 5.

3.3.2 Privacy Leakage

The blockchain architecture guarantees a certain degree of anonymity, because no third
party keeps sensitive user information and multiple addresses can be used to perform operations
on the blockchain. However, privacy leakage is a concern in certain blockchain systems where
the values of all transactions and balances for each public key are publicly visible [64, 65].
There are solutions that deal with this issue, such as Zerocash [66], which is a system that
guarantees a higher degree of anonymity by keeping the transaction amounts and the values of
coins hidden.

3.3.3 Byzantine Behavior

Blockchain developers should always be careful of the assumptions they make in terms
of Byzantine behavior. A pertinent example of an ill-founded assumption can be found in the
case of selfish mining in the first version of Bitcoin. Relying on the assumption that the
blockchain is susceptible to attacks of colluding selfish miners only if they hold 51% of the
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overall computing power, users may think that the blockchain is secure with a high probability.
Nevertheless, nodes with less than 51% power are still dangerous [67]. In particular, selfish
miners with a portion of the computing power could keep their mined blocks hidden without
broadcasting them, eventually revealing the private branch to the public only if some
requirements are satisfied. If the private branch is longer than the current public chain, it will
be admitted by all honest nodes. In an effort to solve the problem of selfish mining, ZeroBlock
[68] allows blocks to be generated and accepted by the network within a maximum time
interval.

3.3.4 Usability

Performance and security are the two main concerns of a developer who designs a data
management system. When performance is important, applications rely on databases.
However, when applications are running in untrusted and hostile environments, blockchains
are more reliable [6]. The significant performance gap makes it clear that blockchains are not
yet ready for mass usage. This issue is exacerbated by the difficulty of porting a smart contract
from one system to another due to their different programming models.

3.4 Blockchain and Distributed Database

According to Ruan et al. [6], blockchains rely on security, while distributed databases
focus on performance, but they can both be examined as distributed transactional systems in a
design space with four dimensions: replication, concurrency, storage and sharding. More
specifically, this space takes into consideration replicated data, replica managers and
consistency under failures. It examines the trade-off between performance and correctness
when transactions are concurrently executed. It includes data models and access methods. It
also explores the technique of sharding [55, 69], regarding partitioned data and atomicity of
cross-shard transactions.

Using the aforementioned design space, Ruan et al. conducted an experimental study
on four distributed systems. They verified that the performance gap between blockchains and
distributed databases is large and the transaction-based replication model restricts concurrency,
which limits the impact of different replication approaches and failure models on the system’s
peak performance. However, their work created a framework for evaluating future hybrid
systems that combine characteristics of both blockchains and databases.

One hybrid design approach is to build database features on top of a blockchain.
Examples of this approach include BlockchainDB [70], Veritas [71] and FalconDB [72], which
provide shared and verifiable storage layers for multiple distrusting parties by using
blockchains as an integrity-protected storage. Another approach is to add blockchain features
to a database. Examples of this approach include BigchainDB [38], Blockchain Relational
Database [73] and ChainifyDB [74], in which each node executes transactions on its own
database according to a global order achieved through consensus. Finally, some centralized
and in-cloud databases rely on a hashed chain for verifiable transactions, drawing inspiration
from blockchain systems. Examples include Spitz [75] and LedgerDB [76].
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3.5 Ethereum

Ethereum is a blockchain system that follows the Nakamoto consensus model [1]. The
system must ensure that everyone interacting with the blockchain has valid data, which means
that every honest node works with the same current state. Like Bitcoin, Ethereum guarantees
this validity with a high probability by using the consensus protocol PoW with some different
system parameters, such as the block size and the block generation rate. As described above,
miners must prove their work by solving a cryptographic puzzle that requires a lot of computing
power. A miner that solves the puzzle can propose an ordered list of client requests
(transactions) by broadcasting a new block to the Ethereum network. Other nodes must validate
the work of the miner. If the block is successfully validated, it is added to the blockchain and
each honest node can update its local state of the blockchain. The state resulting from
transaction execution is represented as a collection of key-value pairs in the form of a Merkle
tree. Ether (ETH) is the native cryptocurrency of Ethereum.

Ethereum extends the functionality of Bitcoin by supporting a Turing-complete
programming framework and the Solidity programming language, which allows developers to
implement complex decentralized applications with the use of smart contracts. It adopts an
account model in its state. There are two types of accounts: user accounts and smart contract
accounts. A user account is associated with its ETH balance information, while each smart
contract account further has an associated executable code. Each transaction occurs between a
sender account and a recipient account. The majority of transactions are one of two kinds: a
value transfer or a contract call. The former is a purely monetary transfer of ETH from a sender
to a recipient. The latter triggers the execution of the code associated with the recipient account.

The state changes when a transaction is executed. During its execution, a contract call
transaction can call functions of other smart contracts. The termination of transaction execution
is ensured, because each computational step incurs a cost denominated in Gas. The sender
specifies a maximum amount of Gas it is willing to pay (Gas limit). If the charge exceeds the
Gas limit, the sender loses its Gas and the computation is terminated and rolled back. The smart
contract code consists of a sequence of bytecode instructions that consume a certain amount of
Gas. Bytecode instructions can be interpreted and executed by the Ethereum Virtual Machine
(EVM) to manipulate the state of the Merkle tree by updating the values of the corresponding
keys.

The environment of the EVM can be represented as a mathematical function that
produces deterministic output for a given input. It takes the current state and a set of
transactions as input and produces a new state as output. In other words, the rules of changing
the state of the Ethereum blockchain from block to block are defined by the EVM. Because the
EVM is designed as a single-thread engine, unable to perform parallel transaction execution,
transactions are processed serially.

The model of Ethereum and its smart contracts are examined in the experimental part
of this thesis. The description above fits the Ethereum network after the London update on 5th
August 2021. It should be noted that at some point Ethereum will be updated, transitioning its
consensus mechanism from PoW to PoS and adopting a sharding protocol. The information is
based on the documentation in the official Ethereum blockchain app platform [77].
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Chapter 4

Concurrency Control

4.1 Concurrency and Serializability

Transactions in a DBMS perform operations with respect to the constraints of the data.
In a multicore system, the throughput of operations to the database can be limited due to the
underutilization of resources in terms of memory and computational power, resulting in a low
degree of concurrency. Nevertheless, simply using multiple processors without
synchronization is an imprudent decision. In a multiuser DBMS, concurrent accesses must be
properly coordinated, preserving the integrity of the database and the illusion that each user is
operating a dedicated system. Concurrency control can be defined as the activity of
synchronizing operations on a shared database, preventing interference among users who are
simultaneously accessing it [78]. Conflicts on shared data occur when update operations
performed by one user interfere with retrieval and update operations performed by another.
Synchronization in a distributed setting can be even more difficult due to crashes and network
partitions.

The problem of concurrency control can be seen as analogous to that of mutual
exclusion in operating systems. The former is concerned with synchronizing access by multiple
users to a database, while the latter is correlated with the coordination of access by concurrent
processes to the recourses of a computer system, such as memory, 1/O devices and CPU. The
key difference between the two problems lies in the degree of strictness. More specifically, the
order in which two processes utilize shared resources might be an inconsequential issue for the
operating system. However, the order in which two operations perform changes in a database
can have significant importance and is contingent upon the expectations of the user that
determine the specifications of the execution schema.
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Typical anomalies of uncoordinated concurrent access include the lost update and the
inconsistent retrieval [78]. The former issue occurs when two operations attempt to update
shared data simultaneously, where one operation overwrites the record that the other operation
updated. The latter issue occurs when one operation attempts to read data that another
uncommitted operation has recently updated. Dealing with such anomalies requires strenuous
efforts in a distributed setting because of potential crashes and communication interruption. A
widely accepted approach to solve the problem is by decomposing it into two major
subproblems and every concurrency control solution should address both subproblems: read-
write synchronization and write-write synchronization.

Consistency in each case depends on the existence of a serializable schedule. The
concept of a serializable schedule has been introduced in Chapter 2. In particular, a serializable
schedule over a set of committed transactions produces a new database instance that is identical
to the database instance that is derived from the execution of transaction in some serial order.
Transactions in a DBMS should represent complete and valid computations, which means that
each transaction can produce correct results and leave the database consistent when it is
executed alone and the database is initially in a consistent state. The logical readset of a
transaction is defined as the set of logical data items that the transaction reads.
Correspondingly, the logical writeset of a transaction is defined as the set of logical data items
that the transaction updates.

The property of serializability can defined in strict terms by examining the criterion of
serial equivalence [79]. Two executions are computationally equivalent if two conditions are
satisfied. Firstly, each retrieval operation must read values that were produced by the same
update operations in both executions. Secondly, the final update operation must be the same in
both executions. Therefore, the criterion of serial equivalence dictates that an execution is
serializable if it is computationally equivalent to some serial execution. Since we assume that
serial executions are correct, every serializable execution is also correct, preserving database
consistency.

We will now express the aforementioned definition in mathematical terms. Suppose
that J is a set of all possible instances of the shared data structure that transactions T;, T,, ...,
T, can access. We define a group of functions Fr, (S;) that take an instance S; of the shared
data structure as input and provide a new instance of the shared data structure as output
depending on the transaction T;. In other words, each function Fr, is mathematically expressed

as Fr,: / - ], producing a new state depending on the initial state and the transaction T;. In the

following equation, the symbol ° expresses functional composition. If the initial state is S, and
the final state of the concurrent execution is Sy, then the concurrent execution is correct if some
permutation 7 of {1, 2, ..., m} exists such that:

J— o [e] [e]

As mentioned above, there are many architectural choices for a DBMS, depending on
the user requirements, and the levels of determinism in concurrency vary accordingly. As
mentioned in Chapter 2, serializability has no determinism guarantees and it is rejected by
systems that require a stronger degree of consistency. For example, a system may need to
execute transactions in a concurrent manner that is equivalent to a specific serial order. We will
explore this hypothesis in the next chapter.
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4.2 Pessimistic and Optimistic Concurrency Control

Conventional concurrency control solutions can be broadly classified as either
pessimistic or optimistic [80]. Pessimistic concurrency control algorithms circumvent any
concurrent execution of transactions as soon as conflicts that might lead to an inconsistent state
are detected, preventing the execution of any schedule that is not serializable. Pessimistic
methods often utilize the locking mechanism, may restart transactions only for deadlocks and
are efficient for workloads with high levels of contention. The concept of deadlocks is
described below. A standard pessimistic solution is basic Two-Phase Locking (2PL) [78].

Optimistic Concurrency Control algorithms rely on the hope that conflicts between
transactions will not occur. Since locks are not used, they are deadlock-free and they permit
the execution of transactions at the risk of having to restart them in case of inconsistency.
Therefore, they assume the guarantee of serializability, may restart transactions when conflicts
are detected and are efficient for workloads with low levels of contention. Standard optimistic
solutions include basic Timestamp Ordering [78], Multi-version concurrency control [81] and
Snapshot Isolation [82].

4.3 Algorithms of Concurrency Control

The classification of solutions as pessimistic or optimistic does not capture the nuances
between the different solutions of concurrency control. There are many fundamental methods
that guarantee a certain level of consistency. Not only are there systems that employ variations
of these basic protocols, but there are hybrid solutions as well. We will present certain common
concurrency control algorithms which can solve the subproblems of read-write synchronization
and write-write synchronization. It should be noted that there are other algorithmic solutions
that are not presented below. In particular, a system can execute transactions in a concurrent
manner by constructing and following a directed graph that represents dependencies of several
operations towards each other. This method, which is based on the use of a dependency graph,
is described in detail in Chapter 6.

4.3.1 Basic Two-Phase Locking

The mathematical foundation of the problem of concurrency control accepts basic Two-
Phase Locking (2PL) as a standard solution [78]. A transaction has two sets, the readset and
the writeset, that are related to its retrieval and update operations respectively. In a lock-based
mechanism, there are also two types of locks: a readlock and a writelock. The former lock
can be shared, while the latter one is exclusive. The ownership of locks is governed by two
rules:

) Transactions T;, T; cannot own conflicting locks at the same time (Vi, j where i # j).

i) Transaction T; cannot obtain locks once it surrenders ownership of a lock (vi).
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The first rule dictates that when there is a conflict between two transactions, they cannot
perform operations simultaneously. Conflicting locks refer to the same data item. In the context
of read-write synchronization, one lock is a readlock and the other is a writelock. In the
context of write-write synchronization, both locks are writelocks. The second rule dictates
that every transaction has to follow a two-phased protocol. In the first phase, the transaction
obtains locks without releasing any of them. By releasing a lock, the transaction enters the next
phase, during which it has to release all its locks. Successful or sudden termination of a
transaction leads to the automatic release of all its remaining locks [78].

The algorithm of basic 2PL is accompanied by a software module that manages the
locks. A transaction can follow a simple strategy, according to which it obtains every required
lock before its main execution. If the scheduler that processes the lock requests cannot grant a
lock to a transaction, that transaction is placed on a waiting queue. The case of a transaction
staying in a waiting queue indefinitely is described as a deadlock. This problem can be resolved
by methods that focus on deadlock prevention or deadlock detection, which increase the
overhead of lock maintenance [83].

4.3.2 Basic Timestamp Ordering

A serialization order can be defined a priori by assigning a global timestamp to every
transaction before processing. Each timestamp is unique and is assigned by a transaction
manager. This timestamp order is a valid serialization order and every transaction should
respect it. When multiple transactions try to access the same data item, the transaction with the
smaller timestamp is executed first. Invalid execution of a transaction will lead to the
assignment of a new and larger timestamp. Aborted transactions are restarted with their new
timestamps [78]. Multi-version concurrency control [81] is a widely used variation of the basic
Timestamp Ordering protocol.

A common criticism is the vast amount of memory necessary for the implementation
of a timestamp-based algorithm. One way of mitigating this problem is the deletion of old
timestamps. A periodic garbage collection is required to free inactive data. Furthermore, the
subproblem of write-write synchronization can be tackled by a scheduler that employs basic
Timestamp Ordering, but there is an optimization technique for the scheduler that is called
Thomas Write Rule [84]. According to this technique, a transaction that attempts to place
obsolete information into the database by performing an update operation can be ignored,
instead of being rejected.

4.3.3 Multi-version Concurrency Control

A database that uses Multi-version concurrency control has multiple versions of its data
items. Every update operation on a data item produces a new copy of that data item. Every
retrieval operation reads data from one of the versions of the requested data item, rendering the
system more flexible in terms of consistency. A transaction cannot read a version until it has
been produced. Most definitions from basic serializability theory extend to a multi-version
database by simply replacing the notion of “data item” by “version”. As a timestamp-based
protocol, Multi-version dictates that each read and write operation carries the timestamp of the
transaction that issued it and each version carries the timestamp of the transaction that wrote
it. A multi-version database has the potential to significantly enhance concurrency in
transaction execution because it can avoid read-write conflicts [81].
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4.3.4 Speculative Concurrency Control

Some algorithms for solving the problem of concurrency control are characterized as
Speculative. These algorithms are suited for real-time database applications, rely on redundant
computations and guarantee that serializable schedules can be found and executed as early as
possible. Speculative concurrency control combines the benefits of Pessimistic and Optimistic
concurrency control. On the one hand, conflicts are detected as early as possible, making
alternative schedules available quickly and resembling pessimistic techniques. On the other
hand, conflicting transactions are allowed to proceed concurrently, avoiding unnecessary
delays, which can be also observed in optimistic solutions. As far as computing power is
concerned, Speculative solutions require enough computing resources and the assumption of
abundant resources is a necessity [85].
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Chapter 5

Concurrency in Blockchain

Relying on the theoretical foundation built by the previous chapters, it can be
understood that applying concurrency to a blockchain system is not a trivial matter. The key
difference between distributed databases and blockchain systems is the failure model under
consideration. While distributed databases operate under a crash failure model, the blockchain
design considers a hostile environment where nodes exhibit Byzantine behavior [15]. Under a
Byzantine failure model, the overhead of concurrency control is much higher. In this chapter,
we properly define the problem of concurrency in blockchain technology, providing the reasons
why it is not easy to find an efficient solution. Moreover, related scientific work on the field of
blockchain concurrency by prominent academics is examined. Finally, we discuss the
Execution-Order-Validate paradigm.

5.1 Analysis of Problem

Blockchain technology does not fully address the performance requirements of efficient
distributed applications in terms of throughput and latency [6]. The performance gap between
blockchain systems and databases remains too big. The sequential execution of transactions
guarantees consistency and simplicity, but it adversely impacts scalability and performance.
The flaws of the current blockchain platform are gradually being exposed with the extended
use of blockchain systems. Since smart contracts include the logic of applications, it might be
desired to restrict access to them with the use of computationally impractical cryptographic
techniques. Even though sharding proposals can improve the overall system performance by
dividing the nodes in the network into multiple independent shards, the essence of each shard
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is still a small blockchain system where smart contracts are executed in a serial manner.
Especially in the permissionless setting, where smart contracts are executed sequentially once
by the miner and many times by the validators [86], such sequential validation fails to exploit
modern multicore architectures. As a consequence, blockchain technology cannot meet the
needs of large-scale distributed applications due to limited throughput and lack of concurrency.

A blockchain node can be examined under the scope of four dimensions (distributed
ledger, cryptographic schemas, consensus, smart contracts) that sufficiently describe the
fundamental characteristics of the different software layers of blockchain technology, as
presented in Chapter 3. Significant academic effort has been expended on scaling blockchain
systems by optimizing its layers separately. In fact, consensus mechanisms, disk 1/0, network
bandwidth and transaction execution should be handled individually so that the defects of
blockchain systems are identified and dealt with. From the software layers presented in Chapter
3, the execution engine is arguably the most challenging source of contention to address. The
throughput bottleneck of blockchain systems is being shifted to the transaction and smart
contract execution, introducing the pressing need for new technologies that can exploit
multicore environments for parallelism.

Directly applying concurrency to blockchain technology is not a simple task. Nodes can
act arbitrarily, sending false messages to other nodes. The consensus mechanism relies one
way or another on the eventual delivery of messages. State Machine Replication requires
deterministic replicas when updating the blockchain state. Strong security and reasonable
communication cost should not be sacrificed for the sake of optimizing the execution engine.
Furthermore, smart contracts use Turing-complete languages, which hinder prompt conflict
identification. Shared storage can be simultaneously read and modified, leading to an
inconsistent final state. Workloads with high contention usually contain transactions that
perform conflicting operations on a few popular records and these operations can belong to one
or more applications using a shared database. In this way, an appropriate solution should be
devised, ensuring that transaction execution is serializable.

Nevertheless, the guarantee of serializability is a necessary but not a sufficient condition
and a hypothetical example is adduced as pertinent evidence. More specifically, in a
permissionless system, smart contracts are executed sequentially in two different contexts.
They are executed once by the miner and re-executed many times by the validators. The miners
have a strong incentive to parallelize smart contract execution, because creating more blocks
brings them higher rewards. Every peer in the system has to execute the transaction log and
verify the validity of the final state. If the final state is valid, the block is accepted and the miner
who appended this block is rewarded. Otherwise, the block is discarded. If the execution engine
processes requests in a concurrent manner, conflicting contract calls will have to be executed
in the same order by the miner and every validator. However, in the case of serializability, the
validator may incorrectly reject a valid block by executing two conflicting calls in an order that
is different from what was executed by the miner. Therefore, as there may be conflicts that
create dependencies between contracts, parallel execution of smart contracts is unsafe [86, 87].

Because the precise timing of transactions might differ from node to node, parallelism
has a non-deterministic character, which is in direct conflict with the requirements of the
consensus mechanism, which relies on a strict level of determinism so that nodes can converge
into a consensus state. The node-local consistency that is ensured by the property of
serializability is considered to be relatively weak. Execution of the same transaction set on
different nodes might correspond to different serial orders. As transactions are timestamped
and grouped into blocks, instead of dictating that the parallel schedule is equivalent to some
serial schedule, it must correspond to a specific serial schedule based on the timestamps. By
committing transactions strictly according to the transaction order in the block, the final state
is equivalent on different nodes, even though the actual execution might differ.
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5.2 Proposed Solutions

We will discuss some noteworthy approaches and solutions in the field of blockchain
concurrency. Amiri et al. [88] propose a new paradigm that permits that parallel execution of
transactions. A system is also designed and built following the specifications of this paradigm.
In this permissioned system, nodes are given specific roles. In particular, orderers agree on the
total order of all transactions and generate a dependency graph, while agents execute the
transactions following the dependency graph and the logic of one or more applications. The
system is experimentally tested regarding block size, scalability and multiple data centers. The
results are promising, especially in workloads of low contention.

Gorenflo et al. [89] made certain changes in the 1.2 version of Hyperledger Fabric.
These optimizations are experimentally tested regarding block size and scalability. They affect
the ordering and validation phases, do not change the consensus protocol, are mutually
orthogonal and can be implemented individually (plug-and-play). They include a metadata
analysis, the concurrent processing of transactions in the ordering phase, the employment of an
in-memory hash table, the separation of resources, the use of a distributed cluster, caching and
parallelism in the validation phase. The plug-and-play property of the proposed architecture
facilitates future work.

Dickerson et al. [86] propose a solution of concurrent execution for both the miner and
the validators. It is suggested that each invocation of a smart contract can be treated as a
speculative atomic action, resulting in the creation of a serializable concurrent schedule. The
miner executes the transactions in a concurrent manner using abstract locks and inverse logs to
generate a serializable execution. A dependency graph is also created so that the validators can
execute the transactions correctly. Therefore, a speculative (non-deterministic) and a
deterministic approach are used in the mining and validation phases respectively. In the study,
it is pointed out that the consensus protocol can be a performance bottleneck.

Sergey et al. [87] analyze and compare certain problems in blockchains and
concurrency control, providing a lucid perspective on parallelism in smart contract execution.
According to the study, there is a strong relation between observable smart contract behaviors
and studied concurrency topics (atomicity, interference, synchronization, resource ownership
etc.). Smart contracts can illustrate certain aspects of concurrent behavior, including issues of
concurrency control. Especially with the introduction of locks (exclusive access), it is not
difficult to imagine a situation in which a particular account never releases the reader-lock,
blocking everyone else from being able to change the state of the contract in the future.
However, concurrent objects whose implementation does not utilize proper synchronization
(locks, barriers) can manifest data races under interference (simultaneous accesses) leading to
a loss of memory integrity.

Pang et al. [90] propose a solution that employs a directed graph. The construction of a
dependency graph and batch processing improve the concurrent execution on the miner and
produce a schedule log with high parallelism for validators. The communication cost is abated
with the use of a graph partition algorithm that generates a schedule log with fine granularity.
A deterministic optimistic protocol based on the partitioned dependency graph can be used to
execute all smart contracts efficiently on multicore validators. The solution is experimentally
tested regarding speedup ratio and communication cost.

Wang et al. [91] introduced a Concurrency Degree Optimization Processing Module
and a Transaction Scheduling Management Module in order to achieve high concurrency. The
former module includes two subunits that record statistics about conflicts in real time and
divide smart contract transactions into clusters by processing the collected information,
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minimizing the number of transactions that should be executed. The latter module uses an
improved speculative algorithm that relies on redundant computing to find a serializable
scheduling, considering execution time, conflict rate and available resources. This strategy
enables the concurrent execution of smart contracts in a single shard and provides resistance to
several common attack modes.

Saraph et al. [92] examine a greedy speculative strategy as well. According to the study,
more aggressive strategies, such as running multiple concurrent phases, yield little additional
benefit. However, the experimental results suggest that the most promising way to further
increase parallelism in smart contract execution is to reduce the conflict rate, perhaps by
reducing unnecessary conflicts, as most conflicts are caused by some popular contracts in a
period of high contention. Conflicts could be reduced by extending the execution engine to
provide explicit support for common commutative operations.

Finally, Anjana et al. [93] propose an efficient framework for concurrent execution of
smart contract transactions for both the miner and the validators. An optimistic approach based
on basic Timestamp Ordering [78] and Multi-version concurrency control [81] is presented. A
dependency graph is generated using a lock-free library and is stored in the block along with
the transactions. It captures the conflict relations among the transactions and is generated
concurrently as the transactions are executed by different threads. It eventually assists the
validator with the re-execution of smart contracts.

5.3 Execute-Order-Validate

Permissionless and permissioned blockchain systems mainly use the Order-Execute
paradigm, which dictates that the ordering phase precedes the execution phase. Ethereum [2],
Tendermint [45] and Multichain [57] are some pertinent examples. Hyperledger Fabric [27]
presents a new paradigm for permissioned blockchains by switching the order of the execution
and the ordering phase. We refer to it as the Execute-Order-Validate paradigm. It is first
introduced in Eve [94], where peers execute transactions concurrently by employing an
optimistic strategy, which is based on the assumptions that conflicts are rare. The peers then
verify that they all reach the same output state, using a consensus protocol.

In the system of Hyperledger Fabric, clients send requests to a subset of peers that have
access to smart contract information. These nodes are called endorsers. Each endorser executes
the requests in a concurrent manner and sends the result of the execution back to the clients.
An endorsement policy dictates that, when a client receives enough endorsements, it generates
a transaction including all the endorsements and sends it to a subset of peers that establish the
total order of transactions, using a consensus protocol. These nodes are called orderers and they
are responsible solely for deciding transaction order, not correctness or validity. Orderers create
blocks and broadcast them to every node. Finally, each peer validates a transaction within a
received block by checking the endorsement policy and read-write conflicts. If validation is
successful, the state is updated.

The Execute-Order-Validate paradigm is a revolutionary approach in optimizing the
transaction execution in blockchain systems. Hyperledger Fabric improves the overall
performance by executing transactions in parallel and it enhances security by diving the nodes
into groups. Nonetheless, it has a high abort rate on workloads with a high level of contention.
Optimizations have been inevitably proposed for the Execute-Order-Validate model in order
to meet the performance requirements of large-scale distributed applications [89].
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Chapter 6

Concurrent Execution Engine

Part of the research literature addresses the technical challenge of scalability in
blockchain technology by using a dependency graph, which separates the logic of concurrency
control from the execution of the transaction. This idea is realized by splitting the protocol into
two phases: the construction and the execution of the graph. The concurrent execution engine
of this thesis employs a dependency graph in order to efficiently handle workloads with
conflicting transactions without executing all of them in a serial manner or aborting the
processed transactions. The design of the engine also includes a set of optimization techniques
that can be implemented individually.

6.1 Thread Pool

As mentioned in Chapter 2, concurrency ensures that multiple tasks are synchronized
appropriately so that they can make progress in overlapping time periods, whereas parallelism
is the simultaneous execution of two or more tasks. Parallelism is impeded by high contention,
caused by multiple actions conflicting on the same data object, rendering the resolution of
conflicts the primary goal of concurrency control. A unit of instructions that can be managed
independently by the operating system in order to achieve parallelism is called a thread of
execution [95].

A thread can be defined as the smallest sequence of programmed commands. It is
synchronized by a scheduler and its implementation is contingent upon the characteristics of
the operating system. Processes usually consist of multiple threads and it is critical that
multicore systems have the ability execute them concurrently, sharing resources such as
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memory. Distributing work among threads is a common problem which is examined in terms
of efficiency and consistency.

Suppose that there are n independent tasks ready for execution and m threads. If the
number of tasks is equal or less than the number of threads (n < m), the problem of work
distribution between the threads has a trivial solution, as each thread will be responsible for at
most one task. However, if the number of tasks is larger than the number of threads (n > m),
a method that guarantees a fair distribution is required so that no thread gets overloaded with
additional work. There are two ways we can approach the solution to this problem.

The straightforward approach is based on well-defined execution steps. As there are
more tasks than threads, m tasks can be randomly picked for execution. When these tasks are
completed successfully, another subset of the remaining tasks with size m can be scheduled for
execution. This procedure continues until the set of remaining tasks is empty. This approach is
simple but can be inefficient when certain tasks are significantly heavier than others as far as
computational cost is concerned, because in that case a thread is busy while others wait for it
to finish.

A more efficient method is the use of a thread pool [96]. Multithreaded systems can
create and destroy a thread via run-time memory allocation and deallocation, which can be
arduous and time-consuming during periods of high load. A thread pool is a software design
pattern that addresses this issue by managing a set of threads, the size of which is
predetermined, ensuring the reusability of threads in the pool. A task can be served by a thread
in the pool that is not busy. When there are no available threads in the pool, the task waits in a
queue and is executed by a thread as soon as its previous work is done. Creation and destruction
overheads are abated as they are incurred only once per thread.

The performance of a thread pool depends on its size (number of spawned threads). If
the thread pool is too large, some threads may not be used, wasting computational resources.
If the thread pool is too small, the efficiency of the thread pool is compromised as additional
threads should have been created to handle the extra workload. Therefore, the request activity,
the system capacity and the system configuration must be taken into consideration before the
number of threads is determined.

6.2 Transaction Chopping

In the context of conventional concurrency control, transactions are treated as atomic
units, whose operations are processed sequentially. This approach fails to fully exploit modern
multicore hardware, as there is no concurrent processing within a transaction. A common
technique that tackles this issue is transaction chopping [97], according to which a transaction
can be divided into pieces following its internal logic in an attempt to achieve better parallelism.
Transactional systems often divide transactions into batches. Transaction chopping produces
pieces from every transaction within each batch. A transaction piece consists of a set of store-
procedures that operates on some records in the database. It can be treated as an atomic unit
that can be executed concurrently.

We will examine a hypothetical situation in order to demonstrate the positive impact
that transaction chopping can have. Suppose that a DBMS which uses lock-based concurrency
control receives a transaction T. This transaction contains two independent operations 0;, 0,
that work on different records of the database (there is no conflict between these operations).
If transaction chopping is not applied, transaction T will lock the necessary records and proceed
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to have operation 0; executed. During the execution of 0,, operation O, has to wait despite
the fact that both operations could have been executed in parallel.

Chopping transactions into pieces can improve the performance of the system, but it
may lead to non-serializable executions. The execution of pieces should be serializable so that
the execution of transactions is serializable as well. This idea allows users to obtain more
concurrency while preserving correctness. Transaction chopping can circumvent non-
serializable executions by performing static analysis on the relations between transaction
pieces. A common analytical method is based on the SC-graph [97], but other techniques with
finer granularity have been examined as well [98]. The method of transaction chopping is
experimentally tested in Chapter 7.

6.3 Multiple Addresses

Blockchains should be redesigned by optimizing their layers separately, so that their
flaws are identified and properly dealt with. It has been already pointed out that two
transactions within the same block can cause storage conflicts if they access the same entry in
the state tree of a blockchain node and at least one of these accesses is an update operation. In
an effort to enhance concurrency in the execution engine, Garamvolgyi et al. [99] proposed a
set of techniques in order to mitigate the effect of application-inherent conflicts in an Ethereum
network. Instead of optimizing a scheduler, the primary focus was on eliminating certain
common sources of contention in smart contracts. Garamvolgyi et al. supported with evidence
the statement that the limited achievable speedup in an Ethereum network compared to the
serial execution can be improved by using three techniques: the usage of multiple sender
addresses, the implementation of partitioned counters and the introduction of a new instruction
in the EVM semantics. Inspired by the former two techniques, our concurrent execution engine
can use multiple addresses in order to reduce the conflict rate while executing smart contract
transactions.

We will inspect a theoretical example in order to manifest the effectiveness of using
multiple addresses. Suppose that two transactions T;, T, perform a transfer of a cryptocurrency
to a recipient address R from sender addresses S;, S, respectively. These transactions are in
contention as they have the same recipient address R and they must be executed serially. If
address R is replaced by two different addresses R;, R, that correspond to the same recipient,
there is a way to execute both transactions in parallel if one of them uses R, and the other uses
R, as the recipient address, resolving the conflict. Suppose now that another transaction T;
performs a read operation on the account balance of the aforementioned recipient. If the
recipient uses only one address R, the transaction has to read the balance of one address.
However, if the recipient uses two addresses R, and R,, the transaction has to read the balance
of two addresses. As a result, it can be understood that the use of multiple addresses is more
valuable in write-heavy workloads.

In the Ethereum model, accounts and smart contracts can be represented by multiple
addresses, reducing the probability of conflict between two transactions. In fact, it should be
noted that blockchain systems tend to have write-heavy workloads, rendering this technigque
suitable for the application layer or the execution engine of a blockchain node. The method of
multiple addresses is experimentally tested in Chapter 7.
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6.4 Dependency Graph

Traditional concurrency control techniques dictate that each transaction is handled by
a worker thread that is responsible for conflict resolution and execution, consuming resources
of the system, such as memory. Consequently, there is an upper limit to the number of threads
that can be created for concurrency. Moreover, workloads with high contention exacerbate the
transaction throughput and latency of the system. It is crucial that novel protocols for
concurrent execution be devised to pursuit better overall performance. As far as blockchain
technology is concerned, considerable academic research addresses the issue of scalability by
incorporating in the protocol the use of a dependency graph [88, 90, 93].

The concurrent execution engine of this thesis employs a dependency graph, in order
to efficiently handle workloads with conflicting transactions without executing all of them
sequentially or rolling back (aborting) the processed transactions. The engine also exploits in
a supplementary manner the techniques described in this chapter. These techniques can be
implemented individually (plug-and-play). The definition of the dependency graph and the two
fundamental algorithms of the concurrent execution engine are presented below. One algorithm
generates the graph and the other is responsible for the execution. The study is heavily inspired
by the work of Yao et al. [98], which is a cornerstone in the field of concurrent execution with
the use of a dependency graph. For the sake of completeness, we will describe the
aforementioned algorithms in detail, but the reader is advised to check their work directly from
the published paper.

6.4.1 Dependency Relationship

Batch processing is commonly used to improve the performance of a system by
executing tasks in batches automatically and restraining the interaction between the user and
the system. Batching is a basic feature of blockchain systems. Transaction records are stored
in a sequence of blocks following a consensus protocol. It can be understood that large batches
require more resources and time for execution, resulting in increased latency. Transaction
chopping can mitigate the negative effect of heavy batch processing by splitting transactions
into smaller pieces, allowing the engine of the blockchain node to parallelize the execution at
level of operations. As mentioned above, a transaction piece consists of a set of store-
procedures that operates on some records. It can be treated as an atomic unit that can be
executed concurrently if proper synchronization is applied.

The execution engine of a blockchain node can process atomic units, which can be
either transactions or pieces. Regardless of their origin, these units can conflict on several
records of the storage layer. Conflicts create a dependency relationship between units, which
means that certain operations must be executed before others. These relations can be depicted
as edges in a graph where the vertices represent the units. This data structure is called a
dependency graph [98].

Conventional optimistic and pessimistic concurrency control techniques differ from the
method of the dependency graph in many ways. A deadlock can occur in a lock-based protocol,
which is resolved by aborting a transaction. In a timestamp-based protocol aborts are common
when a transaction is executed prematurely in an optimistic manner. Nonetheless, using a
dependency graph can minimize the abort rate without compromising serializability, because
it separates the logic of concurrency control from the execution of the transaction. This idea is
realized by splitting the protocol into two phases: the construction and the execution of the
dependency graph.
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Figure 6.1: The algorithm for graph construction uses a predetermined partitioning strategy of
transaction chopping to generate the pieces. Transactions are processed in an ordered manner
based on their unique timestamp. The nodes of the graph represent the pieces and the edges
represent the dependency relations between those pieces. Stages (i), (ii) and (iii) show the state
of the graph after adding transactions T;, T, and T respectively.
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Data races caused by multiple transactions can lead to an inconsistent final state of a
blockchain system. Some conflicts that are derived from the readset and the writeset of
concurrent transactions can be resolved with the creation of a serializability graph [100], which
captures the conflict relationship among these transactions. Constructing a dependency graph
from a conflict graph is similar to a classic feedback vertex set problem [101], where a feedback
vertex set of a directed graph is a subset of vertices whose removal makes the graph acyclic.

6.4.2 Graph Construction

Transactions are processed in an ordered manner, because each transaction has a unique
timestamp. A set of pieces is created from each transaction, following a predetermined
partitioning strategy of transaction chopping. In Chapter 4, the sets readset and the writeset
of a transaction are defined. These definitions can be used accordingly for transaction pieces.
Conflicts that derive dependencies can occur on the records of the state that correspond to the
items of these sets. Two types of dependency relations are established between transaction
pieces:

e Logic dependency relation: Two pieces within the same transaction cannot be executed
in parallel due to the internal logic of the transaction.

e Timestamp ordering dependency relation: Two pieces from different transactions
cannot be executed in parallel due to conflicts on shared records.

A straightforward approach to graph construction is the examination of every
possibility, analyzing one piece with every other piece that has been added to the graph. This
brute force approach is inefficient as it relies on sheer computing power rather than a clever
solution. In fact, a graph that was created in this way would contain a large number of edges,
the majority of which would be inconsequential. Yao et al. [98] introduced a better solution
that minimizes the number of checks that the algorithm has to include. Suppose that L(k) is
the latest piece that performed a write operation on record k. For every record a dominating set
D (k) of pieces is maintained. A dominating set will contain only the piece L(k) when there
are no subsequent pieces accessing k or it will contain all the pieces that read k after L(k). By
analyzing every piece with the transaction pieces in the dominating sets, the final graph
includes only the edges that are essential for concurrent execution.

The algorithm of graph construction takes a transaction set as input and progressively
adds nodes and edges to the structure (Algorithm 1). We use an indicator flag (k) for a record
k to check whether the piece L(k) exists. This indicator is initialized with the value False
and it is changed to True as soon as a piece that performs a write operation on that record is
analyzed (lines 1, 11 and 21). Transactions are processed in an ordered manner based on their
unique timestamp and the algorithm uses a predetermined partitioning strategy of transaction
chopping to generate the pieces (line 3).

For every record k that is accessed by a piece p;, we add edges to the graph and update
the dominating set D (k) and the piece L(k) (lines 4 - 33). If the dominating set D (k) is empty,
the piece is inserted in the set. If it performs a write operation on k, piece p; contains the latest
write operation on k (lines 7 - 13). If the dominating set D (k) is not empty and p; writes on k,
piece p; contains the latest write operation on k and the set should contain only p;. The
dominating set previously contained either pieces that perform read operations or L(k). We
add edges to the graph accordingly (lines 14 - 22). If the dominating set D (k) is not empty and
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p; only reads k, an edge must connect the pieces p; and L(k). If the dominating set previously
contained L (k), the set must now only contain piece p;. If the set previously contained multiple
pieces that read k, piece p; is inserted in the set (lines 23 - 31). Finally, after all the necessary
edges that represent timestamp ordering dependency relations have been added, we insert the
edges that follow the internal logic of the examined transaction (line 34).

Algorithm 1: Construct dependency graph G for a transaction set S

1 flag <« InitializeValues (False);

2 for T in S do

3 | {p,, P2, .., Pm} < SplitIntoPieces(T);

4 | for p;, in {p:,ps -, Pm} do

5 | | G .AddNode (p;) ;

6 | | for k in readset(p;) U writeset(p;) do
7 | | | if |D(k)| =0 then

8 | | | | D(k).insert (p;) ;

9 | | | | if k in writeset(p;) then
10 | | | | | L(k) < p;;

11 | | | | | flag(k) < True;

12 | | | | end

13 | | | end

14 | | | else if k in writeset(p;) then
15 | | | | for p; in D(k) do

16 | | | | | G .AddEdge (pj, pi);
17 | | | | end

18 | | | | D(k).clear () ;

19 | I | | D(k).insert (p;) ;

20 | | | | L(k) < p;;

21 | | | | flag(k) < True;

22 | | | end

23 | | | else

24 | | | | if flag(k) then

25 | | | | | G .AddEdge (L(k), p;);
26 | | | | | if D(k) ={L(k)} then
27 | I | | | | D(k).clear () ;
28 | | | | | end

29 | I | | end

30 | I | | D(k).insert (p;) ;

31 | | | end

32 | | end

33 | end

34 | G .AddLogicDependencyEdges ( {p;, P2 «»Pm} )i
35 end
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A relevant example is shown in Figure 6.1, where three transactions T;, T, and T; are
divided into pieces. Each stage of the algorithm includes the state of the graph and the
dominating sets for the records. More specifically, stage (i) shows that the execution of the
transaction pieces T;; and T;, must precede the execution of piece T;5. In other words, piece
T;; depends on pieces T,; and T;, because of read-write conflicts. After the insertion of
transaction T;, the dominating sets of records A and B contain the piece T;5 which is the latest
piece that writes on A and B. The other stages present the state of the graph and the dominating
sets after the insertion of transactions T, and T; respectively.

6.4.3 Graph Execution

The execution the dependency graph can be performed by using a thread pool. As
mentioned above, a thread pool has a predetermined size and manages a set of threads, ensuring
their reusability. A task can be served by an available thread in the pool. When every thread is
busy, the task waits in a queue and is executed by a thread as soon as its previous work is done.
The performance of the pool depends on the number of spawned threads. If the thread pool is
too large, some threads may not be used, wasting computational resources. If the thread pool
is too small, the efficiency of the thread pool is compromised as additional threads should have
been created to handle the extra workload. Therefore, the characteristics of the dependency
graph and the number of threads have a significant impact on the performance of the pool.

We will examine the computational cost of the execution phase below, but firstly we
have to define the execution algorithm. Vertices of the graph with zero in-degree are iteratively
selected for processing and removed from the graph. This process repeats until there are no
vertices left in the dependency graph. Following this simple algorithmic procedure, every node
in the graph is executed, without compromising the strictness in terms of consistency [98].

Algorithm 2: Execute dependency graph G with n threads

pool < ThreadPool (n);

while not G.empty () do

{vy, vy, ..., v} < G.GetZeroInDegreeNodes;
for v; in {v,,v,,...,v,} do

| G .Delete (v;) ;

| pool.enqueue ( ExecutePiece (v;) );
end

|
|
|
|
|
| pool.wait () ;

© 0 9o O W N =

end

The execution algorithm takes the dependency graph and the number of threads as input
and processes all pieces in a concurrent manner (Algorithm 2). To adduce a pertinent example,
Figure 6.2 shows the execution of the graph that is constructed in Figure 6.1, highlighting the
different stages of execution. The condition of termination requires that every node in the graph
IS executed.
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Figure 6.2: The execution algorithm iteratively selects vertices of the dependency graph with
zero in-degree and removes them from the graph. This process repeats until there are no vertices
left in the graph.
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6.4.3 Computational Cost

As mentioned above, the performance of the thread pool that is responsible for the
execution of the transaction pieces depends on its predetermined size and the dependency
graph. Parallelism is not ideal in computer systems, as they operate under a margin of error. A
thread is synchronized by a scheduler and its implementation depends on the operating system.
Thread synchronization has an overhead that should not be neglected. Nonetheless, the
following examination relies on the assumption of a multicore environment that utilizes C cores
with neglectable error intervals, where C > 1.

Suppose that we have to create a dependency graph that includes only two transaction
pieces. The graph has at most one edge, which means that the pieces can either have a
dependency relation or not. In the former case, the graph must be executed serially. The number
of cores is irrelevant and total execution time is calculated as the sum of the time spent for the
execution of each piece respectively. In the latter case, the graph can be executed in parallel by
the multicore system. Because C > 1, total execution time is equal to the time that corresponds
to the piece whose execution took longer. In the trivial situation of two transaction pieces, the
overall performance of the multicore environment depends on whether there is an edge
connecting the pieces (worst case) or not (best case).

Suppose now that we have to create a dependency graph that includes three transaction
pieces P;, P,, P; and the environment has C = 3 cores. There are five possible graph structures
that can be generated by the construction algorithm (Figure 6.3). These structures represent the
possible input of the execution algorithm. Suppose that the pieces P,, P, and P; have
computational costs m,, m, and m respectively, where m; < m, < m5. The computational
cost corresponds to the execution time if the piece is executed individually. In Figure 6.3(i) the
pieces must be executed in a serial manner. In Figure 6.3(ii) two pieces have to be executed
serially and one piece can be executed independently. In Figure 6.3(iii) two pieces are executed
in parallel and one piece waits for both of them before its execution. In Figure 6.3(iv) two
pieces can be executed concurrently after the first piece has been executed. In Figure 6.3(v) all
three pieces can be executed in parallel.

By analyzing each graph structure individually with three cores (C = 3), it can be
understood that cases (i) and (v) are extreme situations whose examination offers the upper and
lower bounds of computational cost respectively. In case (i) the execution time is equal to the
sum of the time spent for the execution of each piece, whereas in case (v) the execution time is
equal to the time that corresponds to the piece whose execution took longer. In particular, the
upper bound and the lower bound are calculated as:

UB3:m1 +m2 +m3

LB3 = m3

If the dependency graph has a structure that corresponds to another case, the execution time is
restricted by these limits.

However, only the scenario where C = 3 has been taken into consideration. We should
examine the same problem for a number of cores that is not equal to three. More specifically,
when more than three cores are used (C > 3), the results are identical, but we have an excess
of hardware resources. On the other hand, if the system employs only two cores (C = 2), the
highest degree of concurrency cannot be achieved in case (v), but the other cases are unaffected
by the change.
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Figure 6.3: When three transaction pieces must be included in the dependency graph, there are
five possible graph structures that can be generated by the construction algorithm. Cases (i)
and (v) represent the worst-case and the best-case situations respectively.
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Even if there is an excess of cores, it can be understood that the execution phase of the
dependency graph is slow when the structure contains nodes that form long paths. The worst-
case situation occurs when the whole graph is a single large path. Nevertheless, the absence of
long paths accelerates the execution procedure, as the best-case situation is a graph with no
edges. Suppose that we have to create a graph that includes n transaction pieces P;, P,, ..., P,
with computational costs m;, m,, ..., m, respectively. The upper and lower bounds of the
execution algorithm are calculated as:

UBn=m1 +m2++mn

LB,, = max(m;)

For a concurrent execution engine that employs the algorithms of the dependency graph, if E,
is the total computational cost of execution for a graph with n transaction pieces, the condition
LB, < E,, < UB,, is satisfied.
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Chapter 7

Experimental Evaluation

Based on the design of the concurrent execution engine presented in the previous
chapter, which included the construction and execution algorithms of the dependency graph
and a set of optimization techniques that can be implemented individually, a system is
implemented and experimentally tested in terms of performance. This system isolates two of
the software layers of blockchain technology as presented in Chapter 3, using the concurrent
execution engine (front-end) and the storage layer (back-end). The engine can execute
transactions both in a serial and a concurrent manner, producing receipts for the executed
transactions and analytical time logs.

7.1 System Architecture

7.1.1 Concurrent Execution Engine

For the purpose of this study, an execution engine was implemented in C++, permitting
the concurrent execution of transactions in a multithreaded environment. Transaction requests
that follow the model of Ethereum transactions are selected from a transaction set to form a
block. A request results in the creation of a transaction unit that can be properly handled by the
engine. A transaction unit is then divided into pieces. In the construction phase of the
dependency graph, transaction pieces are appropriately added to the structure. These pieces get
processed in the execution phase using a thread pool, following the logic of a smart contract.

The engine combines the techniques analyzed in Chapter 6. More specifically, it
employs multithreading, transaction chopping and multiple addresses. The latter concept is
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realized in one of the four smart contracts implemented for the experimental evaluation of the
system. The user can determine the type of execution (serial or concurrent), the input dataset,
the input size, the block size and the number of threads. The experimental setup is discussed in
greater detail below.

7.1.2 Storage Layer

The engine is accompanied by a database server that manages an ordered key-value
database [102]. The server is created using Node JS [103], which is designed to build scalable
network applications without locks by using an asynchronous, event-driven, non-blocking I/0
model. In particular, it employs an event-driven loop to optimally schedule tasks. Input and
output operations are slow compared to accessing memory and refer to the interaction with the
disk of the system and the network, such as reading or writing disk data, making HT TP requests
and managing databases.

The specifications of the server of the storage layer can be found in Table 7.1. Certain
requests require some parameters. More specifically, parameter type corresponds to the
sublevel of the database, parameter key corresponds to a key in the specified sublevel of the
database and parameter value corresponds to the value of the specified key in a sublevel of the
database.

Request Type Parameter(s) Description

The server deletes an entry in the
Delete PUT type, key database.

The server returns a report concerning the
Health Check GET - status of the storage layer.

Initialize POST type database.

The server initializes a sublevel of the

The server inserts an entry in the database.

Insert PUT type, key, value
The server returns all the entries in a
Query All GET type sublevel of the database.
The server returns an entry in the
Query GET type, key database.
The server resets a sublevel of the
Reset POST type database.

Table 7.1: Database server specifications. The table contains information about the requests
that the server can accept and serve, performing certain operations on the database.
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7.2 Experimental Setup

Every stage of the experimental evaluation is conducted on a computer system with
Intel Core i7-3540M 3GHz CPU with four cores, hyperthreading and 8GB RAM. Each core
has a private 64KB L1 cache. The system also includes a 256KB L2 cache and a 4MB L3
cache. The machine runs Ubuntu 18.04.2 LTS. Transaction requests that are used as input
follow the model of Ethereum transactions. Four smart contracts are created for the purpose of
this study. For each contract six datasets of 20000 transactions were generated. Each dataset
has a different write intensity. The write intensity of a dataset is defined as the percentage of
transactions that generate at least one write-based piece after the chopping procedure.
Therefore, a transaction that is divided into pieces that perform only read operations does not
contribute to the write intensity of the dataset.

7.3 Method Experiment — Transaction Chopping

The architecture of the system examined in Chapter 6 exploits a simple transaction
chopping technique. In an effort to comprehend the benefits of chopping, an experiment is
performed using multithreading in C++. A tread pool is implemented in order to execute
transaction pieces concurrently. Suppose that a transaction T has 128 operations and there are
no conflicts between these operations. The transaction can be divided into p pieces that have
the same number of operations (if possible). The execution time of transaction T is measured
varying the number of threads in the pool and the number of pieces. The execution of
transaction T is outlined in Algorithm 3. For this experiment k is the total number of transaction
pieces. In this setting, we assume that the function ExecutePiece ()is a computationally
heavy sequence of instructions. More specifically, each operation corresponds to a considerable
number of calculations on a large array.

Algorithm 3: Execute transaction T with n threads and input parameter k

pool « ThreadPool (n);

{p1, 02, -, Pm} < SplitIntoPieces(T,k);
for p; in {p{,py ...,Pm} do

| pool.enqueue ( ExecutePiece (p;); )
end

G WDN R

The results of the experimental process are presented in Figure 7.1, showing the relation
between the execution time, the number of threads and the total number of pieces. The first
diagram includes every examined value, while the second diagram isolates specific values from
the first diagram for a more lucid depiction.
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Figure 7.1: Transaction chopping evaluation. Both diagrams depict the execution time
depending on the number of transaction pieces and the number of threads (certain values from
the first diagram have been isolated and depicted in detail in the second diagram).
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The results illustrate the point that transaction chopping permits a higher degree of
parallelism, but there are other interesting conclusions that can be drawn from the figure. When
transaction T is executed as a single piece (p = 1), performance is steadily poor. When
transaction T is executed as two pieces (p = 2), performance is better and reaches an upper
limit with the use of only two threads. When transaction T is executed as four pieces (p = 4),
performance can be further enhanced with the use of only four threads and no more threads are
needed to attain this result. Nevertheless, when the transaction is divided into four transaction
pieces, because the computer system of the experiment has four cores and the function
ExecutePiece () does not perform 1/O operations but simple calculations, it is expected
that using four threads would offer a good estimation for the optimal throughput that the system
can achieve. Therefore, increasing the number of threads consistently improves the
performance when transaction T is divided into more pieces (p > 4), but the system cannot
significantly surpass that estimation.

7.4 Method Experiment — Multiple Addresses

An experiment with threads is performed in C++ in order to evaluate the positive impact
of using multiple addresses in an account-based network. A tread pool is implemented in order
to execute transaction pieces concurrently. Suppose that a transaction T has 100 operations
that transfer an amount of a specific cryptocurrency from one account to another. We assume
that each operation has a unique sender address, which means that conflicts can only occur on
the recipient address. We also assume that the recipient can use r addresses and each operation
corresponds to only one of the r addresses. Recipient addresses are fairly distributed among
operations so that the transaction can be divided into p pieces that have the same number of
operations (if possible) and p = 100/r. In particular, the operations that correspond to the
same recipient address can be grouped in one piece, because they have to be executed in a
specific order. The execution time of transaction T is measured varying the number of threads
in the pool and the number of recipient addresses. The execution of transaction T is outlined in
Algorithm 3. The number of threads n and a parameter k are given as input. For this experiment
k is the total number of recipient addresses. In this setting, we assume that the function
ExecutePiece ()is a sequence of instructions that perform a simple transfer from one
account to another. More specifically, the method sleep () is used so that threads can
relinquish CPU time to other threads, simulating the 1/0 behavior of the operation.

The results of the experimental process are presented in Figure 7.2, showing the relation
between the execution time, the number of threads and the total number of addresses that the
recipient uses. The first diagram includes every examined value, while the second diagram
isolates specific values from the first diagram for a more lucid depiction. Statistics concerning
the conflicts between the operations are presented in Table 7.2.

The results illustrate the point that using multiple addresses permits a higher degree of
parallelism, because the conflict rate decreases. When transaction T is executed as a single
piece because the recipient uses only one address (r = 1), performance is steadily poor. When
transaction T is executed as twenty pieces (p = 20), performance can be further enhanced with
the use of twenty threads and no more threads are needed to attain this result. When the
recipient uses a hundred different addresses (p = 100), increasing the number of threads
consistently improves the performance, eventually reaching a value (lower bound).
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Figure 7.2: Multiple addresses evaluation. Both diagrams depict the execution time depending
on the number of addresses for the recipient and the number of threads (certain values from the
first diagram have been isolated and depicted in detail in the second diagram).
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The key difference between this experiment and the previous one is the simulation of
the 1/0 behavior. When a thread waits for a response or is intentionally inactive, other threads
can be processed by the CPU. Therefore, the augmentation of the number of threads and the
number of addresses asymptotically decreases the execution time to a certain value, even
though the computer system has only four cores. This idea is also bolstered by the next
experiment.

Multiple Addresses — Conflict Intensity
Number of Recipient Addresses | Dependencies Pieces Longest Path
1 99 1 99
10 90 10 9
20 80 20 4
50 50 50 1
100 0 100 0

Table 7.2: Multiple addresses statistics. The table contains information that can be used to
estimate the conflict intensity between the operations of the transaction.

7.5 System Experiment — Concurrent Execution Engine

The final experiment of the thesis focuses on measuring the dependency rate between
transaction pieces and the performance in terms of execution time, varying the number of
threads, the number of shared data-objects (depending on the smart contract) and the maximum
number of transactions in one block. The first contract is called Auction, in which bidders can
bid in an auction until the bidding period is over. The second contract is called Ballot, in which
voters can either vote to a proposal of their choice or delegate vote to another voter. The third
contract is called Banking and it implements the simplest functions for a cryptocurrency (check
balance, withdraw, deposit, transfer). The final contract is called Shop, in which buyers can
buy a product of their choice. A purchase raises the current price of the product and a contract
call to Banking is made so that a transfer is completed successfully between the buyer and the
seller. This smart contract permits the use of multiple account addresses for the seller, also
referred to as collector.

The following pages contain the diagrams that were produced by the experimental
process. Figure 7.3 shows the distribution of the transaction pieces in the datasets of the four
smart contracts. Figures 7.4-7.9 depict the intensity in terms of dependency of the datasets of
each contract. Figures 7.10-7.12 were generated by working on the smart contract Auction.
Figures 7.13-7.15 were generated by working on the smart contract Ballot. Figures 7.16-7.18
were generated by working on the smart contract Banking. Figures 7.19-7.21 were generated
by working on the smart contract Shop.
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Figure 7.3: Distribution of transaction pieces in input datasets for smart contracts. The
diagrams depict the total number of pieces, the number of pieces that perform at least one write
operation and the number of pieces that perform only read operations.
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Dependency Intensity of Heavy-write Datasets
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Figure 7.4: Dependency Intensity of heavy-write datasets. The heaviest dataset of each
contract has been analyzed in terms of total number of dependency relations and longest path,
when all transactions are grouped into one block.
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Figure 7.5: Dependency intensity examination for Auction. The diagrams depict the degree of
dependency between transaction pieces depending on the block size and the input dataset.
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Ballot - Maximum Number of Dependencies Ballot - Average Number of Dependencies
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Figure 7.6: Dependency intensity examination for Ballot. The diagrams depict the degree of
dependency between transaction pieces depending on the block size and the input dataset.
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Figure 7.7: Dependency intensity examination for Banking. The diagrams depict the degree of
dependency between transaction pieces depending on the block size and the input dataset.
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Figure 7.9: Dependency intensity examination for Shop (20 collectors). The diagrams depict
the degree of dependency between transaction pieces depending on the block size and the input
dataset.
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Figure 7.10: Block size examination for Auction. The diagrams depict the execution time
depending on the block size and the type of execution (serial or concurrent).
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Figure 7.11: Thread number examination for Auction. The diagrams depict the execution time
depending on the number of threads and the type of execution (serial or concurrent).
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Figure 7.12: Phases of concurrent execution for Auction. The diagrams depict the execution
time depending on the block size and the phase (construction or execution).

178



Ballot - 0% Write - Block Size Examination

4750
4500 4
4250 4
o
% -
E 4000 =@ serial
m == Concurrent (12 threads)
£ 3750
=
3500 4
3250
3000 N
AN
T T T T T T
0 2000 4000 6000 8000 10000
Block Size [trans/block]
(a)
Ballot - 40% Write - Block Size Examination
=@~ serial
12500 == Concurrent (12 threads)
12000
11500
— —e
g 11000 4
E
@ 4
£ 10500
=
10000 -
9500 4
9000 +
)
8500 1 T T T T T
0 2000 4000 6000 8000 10000
Block Size [trans/block]
(c)
Ballot - 80% Write - Block Size Examination
19000 4 @ serial
== Concurrent (12 threads)
18000 -
© 17000 -
&
E
L
E
F 16000
15000 w
14000 o

T T T T
4000 6000 8000 10000

Block Size [trans/block]

(e)

T
0 2000

Ballot - 20% Write - Block Size Examination

8500 =@~ Serial
== Concurrent (12 threads)
—e
8000
T 7500 4
@
@
E
L
£ 7000
=
6500
6000 A
Y
T T T T T T
[} 2000 4000 6000 8000 10000
Block Size [trans/block]
Ballot - 60% Write - Block Size Examination
16000 - =@~ serial
== Concurrent (12 threads)
15000 -
g —e
v
E 14000 1
v
£
=
13000 4
12000 4
A A A
S aa
T T T T T T
o} 2000 4000 6000 8000 10000
Block Size [trans/block]
Ballot - 100% Write - Block Size Examination
22000
=@~ serial
== Concurrent (12 threads)
21000
20000
o
o
A
£ 19000
v
£
=
18000
170007 ‘\ﬂ.
16000 +
T T T T T T
0 2000 4000 6000 8000 10000

Block Size [trans/block]

(f)

Figure 7.13: Block size examination for Ballot. The diagrams depict the execution time
depending on the block size and the type of execution (serial or concurrent).
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Figure 7.14: Thread number examination for Ballot. The diagrams depict the execution time
depending on the number of threads and the type of execution (serial or concurrent).

180



Ballot - 0% Write - Phases of Concurrent Execution Ballot - 20% Write - Phases of Concurrent Execution

1400
=#)- DG Construction 2500 1 =@~ DG Construction
== DG Execution (12 threads) == DG Execution (12 threads)
1200 4
2000 1
1000 A
Y 8001 % 1500
@ @
E E
@ L
2 600 5
= F 10004
400
500 +
200
——
01 01
T T T T T T T T T T T T
0 2000 4000 6000 8000 10000 [} 2000 4000 6000 8000 10000
Block Size [trans/block] Block Size [trans/block]

(a) (b)

Ballot - 40% Write - Phases of Concurrent Execution Ballot - 60% Write - Phases of Concurrent Execution
=#)- DG Construction 5000 1 @@= DG Construction
3500 == DG Execution (12 threads) == DG Execution (12 threads)
3000 4 4000 +
2500 4
oy T 3000
b &
E 2000 4 E
@ L)
E 1500 E 2000 -
1000
1000
500 4
0 0
T T T T T T T T T T T T
0 2000 4000 6000 8000 10000 0 2000 4000 6000 8000 10000
Block Size [trans/block] Block Size [trans/block]
(c) (d)
Ballot - 80% Write - Phases of Concurrent Execution Ballot - 100% Write - Phases of Concurrent Execution
6000 | == DG Construction 7000 4 =@~ DG Construction
== DG Execution (12 threads) == DG Execution (12 threads)
5000 4 6000
4000 1 5000 1
¥ 3
& @ 4000
E 3000 | E
L L)
E E 3000 1
2000 4
2000
1000 1000 4
04 0
T T T T T T T T T T T T
0 2000 4000 6000 8000 10000 0 2000 4000 6000 8000 10000
Block Size [trans/block] Block Size [trans/block]

(e) (f)

Figure 7.15: Phases of concurrent execution for Ballot. The diagrams depict the execution time
depending on the block size and the phase (construction or execution).
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Figure 7.16: Block size examination for Banking. The diagrams depict the execution time
depending on the block size and the type of execution (serial or concurrent).
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Figure 7.18: Phases of concurrent execution for Banking. The diagrams depict the execution
time depending on the block size and the phase (construction or execution).
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Figure 7.19: Block size examination for Shop (20 collectors). The diagrams depict the
execution time depending on the block size and the type of execution (serial or concurrent).

185



Shop (20 collectors) - 0% Write - Thread Number Examination Shop (20 collectors) - 20% Write - Thread Number Examination

® ©® e o o o o o 8500 A ® © e o o o o o
4000 -
8250
3800 8000 |
% 3600 - 3 7750 |
E == Serial (2000 trans/block) E =@~ Serial (2000 trans/block)
T == Concurrent (2000 trans/block) m 7500 4 == Concurrent (2000 trans/block)
E 1 £
£ 3400 S
7250 A
3200 1
7000 4
3000 1 6750 1
T T T T T T T T T T T T T T T T
2 4 6 8 10 12 14 16 2 4 6 8 10 12 14 16
Thread Number [threads] Thread Number [threads]
(a) (b)
Shop (20 collectors) - 40% Write - Thread Number Examination Shop (20 collectors) - 60% Write - Thread Number Examination
L] o e oo —o—o—o—@ 15400 1
11750 | 15200
15000
11500
—_ — 14800 4
) v
2 11250 1 B ] i
£ == Serial (2000 trans/block) E 14500 | =@~ Serial (2000 trans/block)
I == Concurrent (2000 trans/block) M == Concurrent (2000 trans/block)
E 11000 £
= F 14400
10730 1 14200 -
10500 14000
10250 1 T T T T T : T 138004 T T T T T T T
2 4 6 8 10 12 14 16 2 4 6 8 10 12 14 16
Thread Number [threads] Thread Number [threads]
(c) (d)
Shop (20 collectors) - 80% Write - Thread Number Examination Shop (20 collectors) - 100% Write - Thread Number Examination
19000
=@~ Serial (2000 trans/block) 22500 4 =@~ Serial (2000 trans/block)
18750 == Concurrent (2000 trans/block) == Concurrent (2000 trans/block)
18500 220001
< 18250 4 I
3 i
£ £ 21500 A
=~ 18000 =
@ v
£ £
F F
17750
21000 4
17500
17250 20500
T T T T T T T T T T T T T T T T
2 4 6 8 10 12 14 16 2 4 6 8 10 12 14 16

Thread Number [threads] Thread Number [threads]

(e) (f)

Figure 7.20: Thread number examination for Shop (20 collectors). The diagrams depict the
execution time depending on the number of threads and the type of execution (serial or
concurrent).
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Figure 7.21: Phases of concurrent execution for Shop (20 collectors). The diagrams depict the
execution time depending on the block size and the phase (construction or execution).
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Chapter 8

Conclusion

Blockchain systems can be used for financial, social, political, educational and
scientific activities. Our level of understanding over the potential applications of blockchain
technology is constantly being elevated with the research interest in fields such as data
analytics, logistics and banking. However, blockchain technology differs from the
conventional transactional model of databases. In a blockchain network, consistency is
sacrificed in favor of availability and partition tolerance. Therefore, in applications where a
strict degree of consistency is required, blockchain may not be the appropriate solution.
Bridging the gap between distributed databases and blockchain systems requires a novel design
approach so that each software layer of the blockchain node is optimized individually. We
discussed the topic of concurrency in a blockchain system. A concurrent execution engine was
implemented and experimentally tested. Although the results are promising, it should be noted
that significantly improving the execution phase would require the mitigation of the effects of
conflicts and the most interesting future direction involves common commutative operations.
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