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ITepiAnyn

H avantuén powv epyaciag punxavikng pdbnong eivar pa SvokoAn kat xpovoPopa da-
dwkaoia, evw 1 Stayeiplor avTWV 0TO VTTOAOYLOTIKO VEQOG KAl T} HETAPOPE TOVG ALVALfLe-
oa oe StapopeTika meptParlovTa anattel cuxva Tponyuéveg texvikég deflotnreg. To
Kubeflow, éva ¢pyo avoiktod kwdika mov ypryopa avadeikvietat wg n de facto mhart-
Qopua yla eyyeveig 0to vé@og (cloud-native) epyaoieg pnxavikng pabnong (MLOPps),
@Aodotel va dwoet Avon oe avtd ta TPOPARHATA, ETUTPETOVTAG THV EVKOAT, QOPNTH
Kat KALakoVevn avantuén powv epyaciag unxavikng padnong oto Kubernetes. Méxpt
Twpa, xpnotponolovoape to Kale, éva Python epyaleio vynhod emmédov, yia tnv evop-

XnoTpwon Twv Sopkav ototxeiwv Tov Kubeflow, evtog ¢ idiag ovotoiyiag (cluster).

H tpéxovoa mpocéyylon, woTdo0, EVOEXOUEVWE ATTOTVYXAVEL VAL EEUTINPETIOEL OPLOLE-
va evllapépovta oevdpla, ouvnOlopEva e peYANEG ETILXELPTIOELS, TTOV CUXVA TiepLAapL-
Bavovv Eexwplotég ovaTolyieg mov atoxevovv ot Stagopetikd otadia avantuéng (a-
vantun, mapaywyn) 1 kOkAovg {wng porg epyactwy pnxavikng pabnong (mpoemetep-
yaoia dedopévwv, exnaidevon povrélov, eEumnpeTnon atnUdtwy), £XovTag £Tot TOAD
SagopeTikég anartnoelg kat tpodiaypagés. Kamoleg ovotoryieg pmopel va mapéxovv
TPOoPact o€ TEPLOPLOUEVEG VTN PECiEG OTWG Aipveg dedopévwy (data lakes) kat amoBe-
THPLA AVTIKELLEVWY, EVD AANEG Umopel va emw@elobvTan ano e&edikevpévoug voAo-

YLOTIKOVG TOPOUG (TL.X. KAPTEG YPAPIKWY, VTOAOYLOTIKEG OVOKEVEG LYNANG eMidoom).

H napobvoa StmAwpatikn epyacia eMKeVTpOVETAL 0TO 0XESLAOUO Kat TV VAOTIOIN o™ €-
VOG UNXAVLOpOD IOV SLEVKOAVVEL TNV EKTENEDT] [LaG OAOKANPWUEVNG POT|G EpYATiog -
Xavikng pabnong oe diagopeg tonobeoies, evopxnotpwvel Ta Pripatd tng kat Staxelpi-
Cetan T16 petald Toug e§aptioets. Eidkdtepa, 0 0TOX0G eivat va eMITpEWEL TNV avamTuén
evoG kavovikov Kubeflow Pipeline kat va mpoogépet To pnyaviopo mov Ba kataotroet
EPLKTT TNV EKTEAEOT] TWV SLAKPLTWV TUNUATWV aVTOV o€ SlaopeTikég Tomobeoieg. Av-
16 Oa eTpEYEL OVOLAOTIKA OTOVG EMOTHROVEG SeSOUEVWY VA EKTTALSEVOVY TO HOVTENO
Tovg o¢ a Tomobeoia kovtd ota dedopéva, aflomolwvtag omotadnmote Stabéoun &-
Eeldikevpévn viodopr, Kat va To «oepPipovv» oe KdmoLa &AAN, TILO KOVTA 0TIV TEAKN
npoPAentikr epappoyn. Tia va to emrdxovpe avtd, Ba aflomou|oovpe TIG VIIAPYOLOEG
napoyés twv Kubeflow Pipelines, omwg 1 kpuen pvrun (caching), kat 6a avantofov-
HE £V UNXAVIOHO Yia TN HETAQOPA TwV e§apTroewy HeTadd Twv Prudtwy and ) pia

tonoBeoia otV emMOpEVT.
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Abstract

Developing Machine Learning Pipelines is a hard and time-consuming process, while
managing these in the cloud and transferring them between environments often re-
quires advanced technical skills. Kubeflow, an open-source project that is rapidly be-
coming the de facto cloud-native MLOps platform, aspires to provide a solution to these
problems enabling the simple, portable and scalable deployment of Machine Learning
Workflows on Kubernetes. Until now, we have been using Kale, a high-level pythonic
Kubeflow orchestrator, to orchestrate Kubeflow components within the same EKF clus-
ter. This means that a Data Scientist defines a workflow within their Jupyter notebook

and then submits it to run in the same Kubeflow instance.

The current approach, however, may fail to capture some interesting scenarios that are
common in large enterprises, often involving separate clusters and deployments that tar-
get different development stages (development, production) or workflow lifecycles (pro-
cess, train, serve), thus having wildly varying requirements and specifications. Some of
these might provide access to limited services like data lakes, build systems and arti-
fact repositories, while others might benefit from specialized computing resources (e.g.

GPUs, HPC devices).

This diploma thesis focuses on the design and implementation of a mechanism that
facilitates running an end-to-end MLOps workflow across locations, orchestrating its
steps and managing dependencies between them. More specifically, the goal is to allow
developing a normal Kubeflow pipeline and provide the mechanism to enable running
its distinct parts in different locations. This will essentially allow Data Scientists to train
their model in a location close to the data, leveraging any specialized infrastructure at
their disposal, and serve it in a different one, closer to the end-user predictive applica-
tion. In order to achieve this, we will harness existing Kubeflow Pipelines features, like
caching, and develop a mechanism to migrate inter-step dependencies between loca-

tions.

Keywords

Kubeflow, Split Pipelines, Caching, Data Migration, Kubernetes, Argo Workflows, Kale,
Rok
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AvtiIIpoAoyov

H mapovoa SimAwpatikn anotelel anAwg To eMOQPAYIOpa Uag TOAVETOVG TIPOOTIA-
Oelag, eminovng eviote, aAld wg eni To mMAeioTov WSlaitepa SIOAKTIKNAG. XTIG YPAHUES
mov akoAovBody, Ba fBela va avagepbw ota atopa mov cvvetédecav kaboploTika
TPOG TNV EMUTUXT OAOKANPWOT] TNG, €iTE WG PHEVTOPEG KAl ApwYoi, eite amAwg wg ov-

vodounopot.

Eektvavtag, 8e Oa pmopovoa mapd va evxaplotow Tov eMPAETOVTA TG SUITAWUATIKAG
pov, KaBnyntn Nektdpio KoQupn, o omoiog and ta mpdta kioAag pabnipata 0to pakptvo

50 e&aunvo pov evatdlae TNV aydmn ya TV EMOTAUN TWV VTOAOYLOTWY.

Tavtoxpova, ogeidw va ekppdow THV evyvwHooLVN pov Tpog Tov Addktopa Bayyé-
An Kook, yta tnv evkaipia mov pov £8woe mpLv amod mePImov EVALON XPOVO, Va Yivw
HENOG TG okoyévelag TG Arrikto, kabBwg kat yia tnv adidAewttn otrpi€n éktote. H
kaBodnynon tov oe OAa Ta 0TASIA EKTTOVNONG TNG SIMAWHATIKAG, And TNV EMAOYT| TOV
Bépatog, Tn oxediaon, Tnv vAomoinom, LEXPL Kal TNV TPOETOLHATia TG TApoLGiaoTg,

v pe KATaALTIKY.

Evtog g Arrikto, eixa v TOXn va yvwpiow Kot va cuvepyacTw pe e§atpeTikong av-
Bpwmovg kat unxavikobs, oe éva mepPAAlov Tov fe aykdAiaoe and TV TPWTN OTIYUN.
AoBavopatl TNV avAaykn va evXAPLOTHOW IOLATEPWG TOVG CLUVEPYATEG KAl HEVTOPEG LLOV,
Stefano Fioravanzo xou HAia Katoakiwpn yia tnv kaBodrynon, tn otabepr| evBappuv-
OT) KAL TNV aveKTipnTn yuxohoykn voothpi&n, kabwg kat tovg MavwAn Av8povAiddkn
kat Kootr) AwAo yia Ty Kpiotn ouveloQopd TOVG 6TO KOUUATL THG VAOTIOINONG Kat TNV
eumnetpia mov anéktnoa dovhevovtag padli tovg. Ogeilw, 8e, va avapepBw e18ikd oToVG
@ilovg, ovvadérpouvg kat ovvodotndpovg Kwotr, Iavayiwtn, Kovotavtivo kat Tpnyod-
pn 1oL He TNV Tapéa kat T Porfeld Tovg, kavay iowg N Stadkaocia TnG SUTAWHATIKAG

Aiyo 1o ebkoAn.
Evxaplotw, TeAikd, Toug 9iAovg kat Tovg S1kovg oL TIOV NTAV TAVTA eKEL.

Doiffos Kaleuxepns
Oxtwpfprog 2022
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Eloaywyn

2e auTO TO TPWTO KEPAAALO Ba TAPOVOLATOVE EVa TIEPIYPAUA TOV AVTIKELHEVOD TNG
napovoag SIMAwpATIKNG. Oa EEKIViOOVE TTApEXOVTAG Hiat COVTOWUN EMOKOTINGT TNG
epyaoiag mov €xovpe avahdfel, ADVTAG yla TIG EAAEIYELG TWV VPLOTAHEVWY ADOEWY,
TPOTOV TIPOXWPTIOOVIE € [ia DYNAOL eTUMESOV TEPLYPAPT] TOV TPOTELVOUEVOV HNXOL-

viopov. Télog, Ba mapovatdoovpe cuvomnTikd Tn Sour TG SIMAWUATIKAG.

1.1 Kivntpo

H pnxavikn pdBnon eivat évag 6pog mov xpnotpomoteitatl ToAd ovxvéd, OAo Kat Ttio ¢vVto-
va 11 Tedevtaieg dvo dekaetieg. Dvoikd, oUTe N €vvola OUTE OL TIEPLOCOTEPESG ATIO TIG
OXeTIKEG TEXVONOYiEG eival Wdlaitepa VéeG. XNV MPAYHATIKOTNTA, O (010G 0 OPOG XpO-
vohoyeitat otn dekaetia Tov 1950, dtav o Arthur Samuel, évag pnxavikog g IBM,
TaBlaopévog pe “to yevikotepo mpOPANpa TNG OLYYPAPNG EVOG TIPOYPAUHATOG TTOL Oa
gawvotav va tapovotdlet vonpoovvn ” [1], avéntule éva mpdypappa mov mailet vtapa
Kat éxel TNV Ikavotnta va pabaivel povo tov [2]. Avto Baoi{otav og pa ovvapTnon a-
nwAetag (loss function) mov vtOAOYI(e TV TMBavOTNTA va KepSioet To Tayvidt pe Baon
v Tpé€xovoa Béon, mapopola pe avth mov PAEmovpe 0TOVG akyopiBpovg EVIOYVTIKNAG
padnong.

Amoé TOTE, 1) pnxavikn pddnon €xet Stavdoel ToAd dpopo. Adtap@opriTnTa, ToANE Xp1i-
Hoata €xovv Sloxetevbel otn oxeTkn épevva e okomd TNV avantvln véwv akyopid-
nwv. H mpooeatn ekpnktiky avOnon g dev Ba nrav moté Suvatr, wotdco, Xwpig

TG paydaieg texvoloyikég e&ehielg otov Topéa NG amobnkevong kat NG emeepya-



2 KEQAAAIO 1. EIXATOI'H

OTIKNG LoXVOG. Znuepa, N unxavikny padnon (MM) eivan eaupeticd Stadedopévn. A-
TIO TA AVTOKIVOVEVA AUTOKIVITA KAl TOVG €IKOVIKOVG fonbovg uéxpL tnv aviyvevon a-
VemOOUNTWV UNVURATWV NAEKTPOVIKOD TAXVIPOEIOL KAl TO CVOTNHHA CVOTACEWY TOV
Netflix, éxet Sielodboet oe kdBe TTLXN TNG KABNpEPVNG pag (wrG. YTO To Tpiopa avTo,
OL ETIXELPTOELG- aveapTiTwG kKAddov- avaykalovtat va eEetdoovy Tnv texvoloyia av-
1| TLO TIPOCEKTIKA, OLVELSNTOTOLWVTAG OTL 1] SuvaTdTNTA Va e€dryovv dopunpévn yvwon
and pa TAnBwpa Sedopévwy Tig kaBloTd mo anmoteAeopaTikE, xapilovtag Tovg mAeo-
VEKTIUA EVAVTL TWV AVTAYOVIOTOV KAt ETTPETOVTAG TOUG Vo avayvwpilovv dueoa véeg

TN y£G €608 wV.

AvoTtuxwg, vrapxet pa Oepediwdng Stapopda petadd g dnuiovpyiag evog povtélov
MM oo Jupyter notebook kat Tng avantvéng-evowpdtwong evog povréhov MM ok ¢-
V& GO TIHA TTAPAYWYNG TTOV TPOCPEPEL EMUXELPNUATIKT agia. XTnV TPaypatikotnTa, 0
KUKAOG (WG plag TUTIKNAG pong epyaaciog Unxavikng pabnong amoteleitat and moANd
moAvTAoKa oTolkeia, OTwg 1 oVANoyN kat 1 poenegepyaoio dedopévwy, N ekmaidev-
on, pvOuion, avantvén kat mapakolovdnon povtéAwy, n avdivon kat enefnynon Twv
anote eopatwyv kat ToAAG dANa. Eivat uotko, emopévwg, va anattel 0tevi) ouvepya-
oia petafd opadwv kat emyelpnoLlak@Y AeltovpyLdy, and tnv Emotrhun Aedopévov kat
™ Mnxaviki Aedopévwv €wg Tnv Ao@dieta kat T Mnyavikiy MM. ®uokd, xpetdletat
ETYELPNOLAKT] AVOTNPOTNTA TPOKEWWEVOL OAeG avTég ot Stadikaoieg va Statnpovvtat
OVYXPOVIOHEVEG Kat Va Aettovpyovv tapdAAnia. To MLOps eivat pa mpooéyylon mov

TePIAQUPAVEL TOV TTELPAUATIONO, TNV EMAVAANYT Kal Tr ovvexr Peltiwon Tov khkAov

{wn¢ TNG HNXAVIKNG nadnong.
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To MLOps Paociletal otig apxég kat Tig mpaktikég DevOps mov avéavovv tnv amote-
AEOUATIKOTNTA TWV POV gpyaciag, pe mapadeiypata mov mepthapBavovv Tn ovvexn
olokAnpwon, mapddoon kat avantuén. Otav egappdfetat otn dtadikaocia pnxavikng
nadnong, to MLOps mepthapfavet Tig Stadikaoieg kat Ta OXeTIKA epyaleia OV eMITPE-
TIOVV 0TOVG eMOTHHOVEG SedOpEVWY VA STHLOVPYODV AVATIAPAYWYLUES, POPNTEG GWAN-
vwoelg (pipelines) unxavikng padnong, va ovokevalovy Kat va emavayprnotuonolovy Ta
nepBAAAOVTA AOYLOIKOV TOVG, Va tapakolovBolv T por| epyaciag oe oOAOKANpO TOV

KUKAO {wN¢ TNG Hnxavikng padnong kat va cuvepydlovrad.

To Kubeflow, pa miat@oppa avoiktov kwdika kat epyaletodrkn MM, @ihodolei va
YEPUPWOEL TO XAopa UETAED TWV TEXVONOYLWV e TIG OTolEG eivat N8N efotkelwpévol ot
emoTnpoveg dedopévwy kat Twv PéATIoTWY pakTikwy (best practices) mov anoppéovv
and TG apxés tov MLOps, kabBiotwvtag v avantuln povtéhwv pnxavikig pdbnong

oto Kubernetes mpoott.

1.2 Awtvnwon IIpoPAnuatog

Avapeiopritnta, To Mo kpiotpo ovotatikd tov Kubeflow eivat to Kubeflow Pipelines
(KFP), pa mhat@oppa yia t Snuovpyia kat Ty avantu&n gopntav kot KAHakoOpe-
VOV poav gpyaciag unxavikng pddnong (MM) mov Pacifovtal oe meplékteg (containers)
Docker. Evag aywyog i owAfjvwon (pipeline), otnv opoAoyia tov KFP, eivat ovotaoti-
KA 1 TTEpLypagr| pag pong epyaciog MM, ekppacuévn wg 6OVOAo SLakpITwy epyactwy,
avtoTeAwV, SnAadn, Pnudtwy g Stadikaciag MM pe ovykekpipéveg el008ovg kat e€0-
dovg, Ta omoia oLVEEovTal HeTAED TOVG O€ Evav YpAQo yLa TNV EKTENEDT) TNG EKAOTOTE
epyaoiac MM. Katd tnv extéAeon pag owAnvwong pe to KEP, kaBe Pripa exteleital wg
nepLekTng oe éva Kubernetes Pod, xdpn otov vrokeipevo unxaviopo Argo Workflows.
[Teploootepeg Aemtopépeleg oxetikd pe To Kubernetes, to Argo kot to KFP napartife-

VTalL 0TI avTioTolyeg evotnTeg YmoPdbpov (2.2, 2.3, kau 2.4.1, avtiotoiya).

Méxpt twpa, xpnotpomnotovoape o Kubeflow kat, ovykekpipéva, to KFP yua tnv evop-
XNOTpwoN TNG ekTéAeON G cwAnvwoewv MM oe pia povo ovototyia (cluster) Kubernetes.
[Tpaypartt, to Kubeflow mapéyet pa eaupeticn mhat@oppa yia tny vootripEn olo-
KANpov Tov kUKAoL {wrg Tov povTéAov MM, amd tnv avantuén £wg TNy mapaywyr,

ETUTPEMOVTAG OTOVG ETOTHHOVEG SeSOUEVWY VA AVATTTOOOOLY, Va Telpapatifovrat, va
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ekTtauSevovV Kat va «oepPipouv» TO HOVTENO TOVG, XWPIG va XpetaleTal va eyKaTalei-

Youv mOTE TN cvoTolxia.

Av kot BoAiko, avto to “pipeline” dev hauPdvet vtoyn tov €vav aplBud mapapETpwy
IOV ATOPPEOLY ATIO TO YEYOVOG OTL T avanTuEn TpoildovTwv MM eivat eyyevwg pia Sta-
dwkaoia mov ektulicoetal oe moAamAd Prjpata. Kdbe éva and avtd, and tn cvAloyn,
™ pelétn kat tnv mpoenegepyaoia Twv dedopévwy, pEXpL TNV avantuvn, v ekmnai-
devon kal TNV EVOWUATWOT TOV TPOKVTITOVTOG HOVTENOL 0TO TIEPIPAAAOV TTapaywyn,
Tapovotalet To StkO TOL CVVOAO XAPAKTNPLOTIKWV KA, WG €K TOVTOV, anattioswy. Ei-
vat, Katé OLVETELA, TIPOPAVEG OTL T eKTENEDT) OAOKANPNG TNG POTIG EPYATIAG OF i HOVO
tomoBeoia, Sev eyyvatat t Béktiotn aflomoinon twv Stabéopwy topwy, obte TNV &-

TIAPKT] LKAVOTIOINOT TWV CUYKEKPLUEVWY ATIALTT|TEWY.

; - . " ; e
f Dev Location Q\ f Training Location G\ / Serving Location h\
resources, e.g. GPUs,

closer to the
edge
HPC devices

o < £ XILINX T
P Jupytér NVIDIA B o
~ ol Uber '

access to training
data and limited

services, e.g. data

lakes

- specialized
familiar dev computing

environment

restricted
computing
resources

N AN

Ixnua 1.1: Kokdog Zwhs MM: Anauthioeis & XapaktnpioTiki

Onwg anekoviletal 6to oxrpa 1.1, TPOKELEVOL VA EVTOTIICOVE TIG AVAYKEG (LG POTIG
gpyaciag pnxavikng pabnong, aifet va tnv avalvoovye o€ TpeLG SLAKPLTEG PATELG TOV
KUKAOL (wn|G: avamtugn, ekmaidevon Tov HoVTELOL KAt EVOWHATWOT auTo OTNnV Ta-
paywyn. H «ek tov éow» gumetpia pag vmodeikvoet 0TL, kKabe pia amod avtég, ovvibwg
avtioTotyifetal o pia Eexwptotn «tomobeaion, kat avTod eivat anoAvtws Aoyko! H ava-
TTVEN EVOG HOVTEAOV TIG TIEPLOCOTEPEG POPEG TIPAYHATOTIOLEITAL «TOTIKAY . AVTO pmopel
va Tavtifetal {le ToV opnTo LITOAOYLOTH TOV EMOTAOVA SeSOUEVWY, [UE LA EIKOVIKT
unxavn (virtual machine, VM) mov Ppioketal 0To VEQOG, 1] AKON KAl [E [ GVOTOL-
xia avantvéng, mov potpdlovtal eplocdTepoL XproTeg 1) opadeg. Movadikdg okomog
ToL TTEPIPAAAOVTOG avamTLENG €ivatl va TTapExeL 6TOVG eMOTHHOVEG SeSouévwy Ta eQO-

S, wote va eivau oe Béon va mpaypatomolovy ypriyopeg «emavalyelg» (iterations),
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XpnotpomotwvTag epyaleia we Ta onoia givat ndn efotkelwévol, kat va ovvepyalovtat.

Amé v &AAn mAevpad, N ekmaidevon povTéAwy eivar pa StaBonta emimovn epyaoia.
Ag mapovpe ya mapadetypa to povtélo Stable Diffusion mov kvkho@opnoe pooea-
Ta [3], To omoio dnuovpyndnke amd tnv Stability.ai kot To LMU tov Movdyov yia va
TapéxeL €va LoXVPO epyaleio yla Tn Snuiovpyia ELKOVWY amd KEIEVO, EMNPEATUEVO a-
16 ta povtéha DALL-E 2 tng Open AI [4] kot To Imagen [5] tng Google Brain. Ze
avtifeon pe 6,TL ioxve makaldTepa oXeTKA pe TN ovvBeon etkovag, To Stable Diffusion
dev amattel KATOLOV VIEPUTONOYLOTY Yl va TpEeL, agov a ovpfatikn kdpta ypa-
QKDY apKel yla va vtooTnpi&el TNV ekTéNeoT) Tov. AvTO eival eQIKTO Adyw Tov OTL,
Katd v ekmaidevon Tov, IpopodotnOnke pe Stoekatoppdpla eikdves (SnAadn pepika
terrabytes dedopévav), n ovoia Twv onoiwv anootdxOnke oe éva poviého MM Alywv
Hovo gigabytes [6]. IIpog To okomd avto, 1 dradikaocia ekmaidevong mpaypatomnotOnke

otnv vmep-ovototyia 4.000 A100 Ezra-1 Al tng Stability oe pua mepiodo evog prva.

Akoun kat av to Stable Diffusion dev pmopei va BewpnBei kaBoAikog kavovag, wg ma-
padetypa apkei ya va avadei§et tnv adtapeoprntntn andeta, 6tin eknaidevon povté-
Awv punxavikng padnong amattei pio vrodoun pe tpooBaot ota dedopéva exmaidevong,
KaBwg kat Loxupovg e€etdikevpévovg VITOAOYLOTIKOVG TOpovG. To mepiPdAlov mov me-
pLypagpovpe Sev CUUTITTEL, TIG TTEPLOCOTEPEG POPEG, OVTE e TN CLOTOLXiA AVATTVENG,
ovTe pe Ty Tonobecia OOV EVOWHATOVETAL TEALKA TO TapayOUEVO HOVTEAO, 1) OTIolA
onuepa pmopei va eivat omotadnmote ovokevr| (edge-device), and éva polot €wg éva
avto-odnyovpevo avtokivito. Edv, opwg, n Tumikn pony epyaociag pnxaviknig pabnong
elval €K TWV TPAYUATWY KATAVEUNUEVT O SLaPOPETIKEG OVOTOLXIEG Kal ToTobETieg, ya-
Ti ) extéheon Kubeflow Pipelines va mepropiletat oe pia povo tonobeoia; Q¢ andvtnon

0ToV TPOPANUATIONO avTO, etodyovpe TNV évvota Twv Split Pipelines!

1.3 IIpotervouevn Avon

2ty napovoa dimhwpatikr Oa mapdoyxovpe £vav unxaviopo kat pa proof of concept
(PoC) vhomoinom yia tn StevkOAVVOT TNG KATAVEUNUEVNG EKTENEOT|G POWY EPYATIAG -
Xavikng pddnong oto Kubernetes pe to Kubeflow. To épyo avtd, mov ovolaotikd €xet
oxedlaoTel yla va eMTPETEL TO «XWPLOHO» Twv Pnpdtwv evog Kubeflow Pipeline mov

agopovv TNy ekmaidevorn (training), aPevog, Kal EVOWUATWOT)], APETEPOV, EVOG HOVTE-
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Aov otny mapaywyn (serving), kat Tnv ekTéAeon avtwv oe StapopeTikég Tomobeoieg, Oa

avagépetal e@eng wg Split Pipelines.

To v emitevén avtot, Ba Pactotovpe otnv Texvoloyikn otoifa tov Kubeflow mov v-
nootnpiletal ano tig poég epyaciag Argo kat to Kubernetes, pe tn fonfeia twv Kale kot
Rok, 181oxtnTwv otoikeiwv Aoyiopikov mov anotehodv pépog tng Enterprise Kubeflow
Avong g Arrikto (meploodTepa yla avTd OTIG AvVTioTOLKEG EvOTNTEG YoPabpov, 2.5

Kat 2.6).

H extéAeon evog pipeline o€ pia poévo tonobeoia pe tn xprion avtrg TG vIodoung &i-
vat e€atpetikd evkoAn. To Kale amhomotel onpavtikd tnv avdntuén pipelines, emnitpé-
TIOVTOG 0TOVG eTLOTHHOVEG Sedopévwy va emikevTpwBohy oTov Kwdika TNG ePappoyng
TOUG, AVTL va avaA@VOVTaL € TUTTOTIOUHEVEG SLadIKATIES OXETIKEG Pe TNV avamTuEn.
Tavtoxpova, avtopatomnotei T Aettovpyia petayAwtTiong tov pipeline oe ovotatika
Kubeflow, Ta omoia 6t cvvéyetla petagppalovrat kat ouvévalovtat o€ fua por epyaciag
Argo, évav Topo Tov TepLypaPeL Eva 0UVOLO SLaovvedepEvwy EPYACIWYV IOV UITOPOVV
va ekteheotovv oto Kubernetes. X1n ovvéyela, katd tov xpovo ektéleong, To Kale, pe
™ PorBeta Tov Rok, tng mAatgoppag Staxeipiong dedopévwv tng Arrikto, mapepBaiAe-
Tat yta GAAN [ Qopda, TIPOKELHEVOD VAL KAVEL TO LOVTENO EKTEAEDT|G KAl TOV HNXAVIOUO

Hetapopag dedopévwy 600 To duvatov Mo amho.

Ooo amr katav gaivetatn dtadikacio ek TPOTNG OYewWG, oiyovpa KpVPeL opLopEveg Ta-
yide. Avtég avadetkvoovTal HOALG apxiTOV|LE Va OKEPTOHAOTE TO XWPLOUO Tov pipeline
o€ dla@opeTikég Tomobeoies, YEVVOVTAG KpIOa EPWTAHATA: TTOLOG VAL O HNXAVIOHOG
mov Ba emtpéYel Ty ekTéleon oplopévev Prnudtwy Tov pipeline oe kamola TonoBeoia
Kat Twv VoAomwy ot pia StagopeTikn; Puoikd, Lmopovpe va mepipévovpe 6TL O vrap-
xovv e€aptoeig petadd twv Prpudtwy. e éva pn TeTpipévo pipeline, 6mov oplopéva
Bripata ovvévalovTal yla va EKTEAECOLV [La OIUAVTIKT] EpYAcia, UTOPOVLE (e AoPd-
Aewa va vrtoBéoovpe otL 1 €€080¢6 evog Prinatog Stadidetal wg eicodog o€ £va emopevo.
IToteg axpPpag eivat avtég ot efaptnoeig; Me dAAa AdyLa, Tota eivat Ta KOHUATLA TV
dedopévwv, Tov eivat avaykaio WOTE 1 EKTEAECT] TOV EMOUEVOL PBHATOG Vo OAOKANpw-
Oei pe emrvyia; Kai, Téhog, dedopévon OTL £€XOVE EVTOTIOEL AVTA TA KOHUUATLA, TIOG TAL

HETAPEPOVE ATIO TNV TNYT TOVG OTNV Tonofeoia 6OToOL analTovvTAL

H 8¢a twv Split Pipelines meptotpépetal facikd yopw amo Ta Tapamdve EpWTHHATA,

mov emionpaivovtat wg mpoPAnuata P1, P2 xat P3 oto didypappa tov oxiuarog 1.2,
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omov éva ovvnBiopévo pipeline pnxavikng pabnong anewovietat XwpLoUEVo o€ TPELG
tomoBeoieg. Oa enaveletacovpe avtod To Staypappa oto kepdlato TG Xxediaong (3),
omov Ba emikevTpwholpe 0TV ATAVTNOT AVTOV TWV EPWTNHATWY, EEKIVOVTAG Ao TOV
OPLOHO TOV TPOTELVOUEVOL UNXAVIOHOV Kat, akolovBwg, mpoPaivovtag o fua Pabia
avAALOT TWV EMUEPOVG CVOTATIKWY TOV, TIPOKELHEVOL VAL ATOKAADYOVLE OAEG TIG VTIO-
Kkeipeveg e€aptroets. Téhog, Oa meprypayovpe pia yevikr pebodoloyia ya tov ouyypo-
VIopo (dnA. tn petagopd) mopwv peta&d ovotoiwv Kubernetes, mpotod tnv e&etdiked-
oove yla to Tpéxov (nrovpevo. Enetta, 0to kepdhato YAomoinon (4), Oa meprypdyoupe
TIG AETITOEPELEG DAOTIOINONG TOV EPYANEIOL OVYXPOVIGHOV TTOPWV IOV SNULOVPYTOANE,
MOOTE VoL ETUTPEYOLHE TOV GLYXPOVIOHO Sedopévwy peTald Twv TomoBeotwv extéeong

evog split pipeline.

P2. Investigate Dependencies

P1. Define Mechanism iT< ? MINIO My m
... ) '

Location A Location B Location C

w w w (a
load-data > split-data train-model >‘ evaluate-model > serve-model
[y
.
= N ‘e 2 orgo
\ T 4MINIO

P3. Sync [Meta]Data

Xxnua 1.2: I got 99 problems and Split Pipelines is one...

Ev oAiyotg, o unxaviopog pag eivat amhog: AvePdalovpe kat ektelovpe To idto pipeline
o€ O\eg T1G TomoBeoieg, aflomolwvTtag To choTnpa KpLENG uvnung tov KFP, étot wote
Ta Prpata mov £xovv 18n exteleotel oe mponyovuevn tonobeoia va pnv xpetdletat va
Eavatpé€ouv. Ta va kataotei avTod ePIKTO, OAa Ta HeTadeSoUEVA TTOL ATTALTOVVTAL Yia
TNV AmOPACT) TG AVACVPONG TWV ATOTEAEOHATWY Ao TNV KpuPr} pvrun (caching), padi
pe ta Sedopéva e£680v Twv oAokAnpwpévwy Prudtwy, Tpénel va cuyyxpovilovTat avd-

Heoa o€ OAeg TIG Tomobeoieg.
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1.4 Aopn Aumhwpatikng Epyaciag
To mepiexopevo g mapovoag SIMAwHATIKAG epyaciag StapOpwvetal wg e&ng:

o Kegalato 2: Mia e€epedvnon and katw mpog ta mévw Tov anapaitntov Bewpn-
TIKoV VTIOPABPOL YL TNV KATAVONOT| TWV EVVOLWV TIOV TIPAYUATEVETAL T TAPOLOQ

epyaocia

o Kegalaio 3: Mia e§avtAntikr Stepehvnon Twv Pacikwy CLOTATIKAOV KAl (YL
OHWV TOV AOYIOULIKOV TTOV EUTAEKOVTAL GTOV TIPOTELVOHEVO OXESLAONO, e e0Tia-
on ot 6te€odikn HeAéTN TwV CLOTUATWY peTaPopdg dedopévwy Tov Argo Kat

Kpueng puvrpng tov KFP
o Kegalawo 4: E§€taon tng kOpLwv CLUOTATIKWYV TNG LAOTIOINONG HAG

o KepdAato 5: Mia ovvtoun emokomnon tng npoonddelds pag, akolovBobduevn

and mpoTetvOlevn HeEAAOVTIKY epyacia



YnoPabpo

2e avtn TV evotnta Ba mapdoyxovpe To Bewpnrikd vroPabpo mov amarteital yia TNV
KATAVONOT TWV EVVOLWYV TIOV TIApOoLGtalovTal 0To LTTOAOLTO TNG Tapoboag Epyaciag,
€0TIACovTag 0TI PACIKEG CLVIOTWOEG AOYLOULKOV TIOL AVAPEPOVTAL OTA ETTOUEVA KEPA-

Aaua.

Agdopévov 6tL N mapovoa SIMAWUATIKY KAAVTITEL HeYANO VPG Kat Tiepthapfavel TON-
A& kwvodpeva peépn, Ba mpémet va Eexivijoovpe and Ty apyr, Biyovtag Ty évvola Twv
TIEPLEKTWV, TOL OTIOLA ATTOTEAOVV Ta SOHKA pag oTotela, TpoxwpwvTtag oto Kubernetes,
TOV TIVPTVA TNG VTTOSOWUNG HAG KAl KATAAYOVTAG OTHV TApOLsiaon Twv TEXVOAOYLWwV

nov Oa Tpé€ovpe Tavw og auTod.

2.1 Ilepiexteg 1) Containers

210 oVYXpOVO, TaxEw eEEAOTOEVO TEXVOAOYIKO OIKOOVOTN A, 1 avarTuEn kat Staxei-
plon epappoywv kabiotatat ohoéva kat o moAvmhokn. Néeg texvoloyieg avadvovrat
Slapkwg Kat 1 avdykn yla SIAAETOVPYIKOTNTA, EMEKTACIUOTNTA Kat eVpeiag KAIHAKOG
ovvepyaoia eivat peyakvtepn and moté. Mia Texvoloyia TOL GTOXEVEL OTNV AVTILETW-
TUOT) AVTWV eival Ot TEPLEKTEG T}, OTIWG Ba avapepdpacte oe avtd e@edng, Ta container

[7].

‘Eva container eivat pia Tumomotnpévn povada AoylopikoD Tov TakeTdpel TOV Kwdika
Kat ONeg TIG eEapTNOELG TOV, £TOL WOTE 1) EPAPUOYT] VA EKTENEITAL YpIjyopa Kat agLomt-

ota avefapTnTwg vIToAoyLoTIKOV TepAdAlovTog. YTo avth TNV £€vvola, Ta container
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AmooVVOEOLV TIG EQAPUOYEG ATIO TNV VOGO TOV UNXAVIHATOG OTIOV TPEXOLV. AVTO
StevkoAvvel Tnv ektéheon oe Stapopetikd meptpdAlovta cloud 1| Aettovpyikov cvoTh-

HaTog.

Ta container a&lomolovV pia Hop@Pr} elKOVIKOTIOINONG O€ eMinedo AelTovpytkod GVOTH-
Hatog (OS) 6mov XpnoLHOTOLoVVTAL XAPAKTNPLOTIKA TOV TTUPHVA Yla TNV ATOHOVWON
depyaotadv kat Tov mToooTko éleyxo Twv MOpwv mov eival Stabéotpol oe avtég (Y.
CPU, pvnun, 8iokog). Ztnv mepintworn tov muprva Tov Linux, avtd ta xapaktnplott-

K €ival Ta namespaces Kal cgroups, avtioToa.

2.1.1 Namespaces Kot cgroups

Ta namespaces (xwpog ovopdatwv ota EXAnvika) eivat €va xapakTnploTiko Tov Tuprva
Twv Linux mov xwpilet Tovug TOpovg Tov muprva, £ToL WOTE £V GUVONO Slepyactwy va
PAETteL €va 0DVOAO TTOPWYV, eV KATIOLO AANO GUVONO Stepyactwv PAEmet Eva SlapopeTiko

obvolo mopwv [8].

Ta cgroups (ovvtopoypagia Tov control groups) eivat éva XapakTnpLOTIKO TOL TLPHVA
Twv Linux mov emtpénel Tov MEPLOPLOUS, DTTOAOYLOUO KAl ATOUOVWOT) TNG XPHONG TWV
nopwv (CPU, pvrjung, elcd6dov/efddov diokov, Siktvov k.A.) piag ovAloyng diepya-

olwV.

2.1.2 Containers vs VMs

Otav (Adpe ylo EIKOVIKOTIOINOT, TO TPWTO TPAYHA TTOV HAG EPXETAL OTO HVANO glval
oL elkoVIKéG pnyaveg (virtual machines, VMs), omov évag hypervisor xpnotponoteitat
Yot TNV €LKOVIKOTIOIN0T PLOIKoD VAkov. Kabe VM mepiéxet éva gilogevobuevo (guest)
AELTOVPYIKO OVOTNA, £Va ELKOVIKO AVTIYPAPO TOL VAIKOD TTOV TO AEITOVPYIKO GVOTN-

Ho amattel yla vo ekteleotel, padi pe po epappoyn kat Tig oxeTikeg PiAodnkeg kat

egapTnoeiq.

Ta containers, ano tnv &AAn mhevpd, Pacifovtat 0TV elkovViKoTOINON O€ eminedo Aet-
TOVPYLKOD OLOTHHATOG, TpEXOVTAG anevdeiag mavw and Tov muprva tov kvptov (host)
AetTovpytkov ovoTpatog. g anotéeoua, kabe container mepLEXeL LOVO TNV eQap-

poyn padi pe i PtPAodnkeg kat Tig e€aptnioelg Tg. H amovoia tov gihoevovevov
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A£LTOVPYLKOV GLOTHHATOG €ivatl 0 AOYOG Yla TOV oTtoio Ta container eivat TO00 eEAa@pLa
Kat, WG €K TOUTOV, ypriyopa kat @opntd. Me aAla Adyia, Eektvouv TOA o ypryopa
(8¢ xpetdCetat 1 ekkivnom evOG OAOKANPOL AELTOVPYIKOV CLOTHIATOG) KAl ATTAUTOVY £val
KAdopa TG pviung oe ovykplon pe ta VM. Tlpoxetrtal anhwg ya kavovikég Siepyaoieg

Linux.

2.1.3 Ewoveg Ileprektwv 1 Container Images

Evd éva container avamaplotéd €va avTIKEIHEVO TTOVL eKTEAEITAL, [l EIKOVA TIEPLEKTN
(container image) amotelel pa otatikn avanapdotaon mov kabopilet TNy ektéleon
TOV, TIAPEXOVTAG TTANPOPOPIEG OXETIKA He T O TOV CLOTHHATOG ApPXEiWV TOL con-
tainer, kaBwg Kal TAPAUETPOTIOOELG OXETIKEG He TNV eKTENEOT) TOV. Mia etkdva eival
éva apetaPAnto apyeio mov amoteleital and oTpwpaTa (LOVO yla avAyvwaor)) Tov 6ToL-
PafovTtal Mavw o€ pia YOVIKY €tkova (YyvwoTr Kat wg etkdva Paong), pe kabe otpwpa

Va TEPLyPA@PEL £€va VUVOLO SLlapopwy amod To TPonyoLUeEVO 0Tn oToifa.

2.2 Kubernetes

KaBwg n vioBétnon twv container éyive evpéwg Stadedopévn wg uépog Tov ovyxpovov,
cloud-native tomiov epappoywy, n amAoOTHTA TOL TTAPEYEL £va container TOL TPEEL a-
VEEAPTNTAL YPYOpQA ETUOKIAOTNKE Ao TNV TPOKANON TG avantuing kat Staxeiptong
ekatovtddwv (1] akoun kat xtAddwv) and avtd ot éva kataveunuévo meptBaiiov. E-
TOL, TTPOEKVYE 1 AVAYKT Yl CLOTHUATA EVOPXT|OTPWOTG container, yla Tn Staxeipion

avtav kad’ 0An tn Sidpketa Tov kbkAov {wng Tovg.

To Kubernetes, éva épyo avoiktov kwdika mov avantoxdnke apxikd and tnv Google To
2014, éywve ypriyopa 1o de facto mpOTLTO Yl TAATPOPUEG EVOPXNOTPWOTG container.
To Kubernetes [9], emiong yvwotd wg K8s, eival éva @opnto kal eMEKTAOLLO GVOTN-
MO YLt TV QUTOHATOTIOMOT TNG avAnTuEng, TG KAHAKWONG kal Tng Staxeipiong twv

EPAPHOYWV IOV €ival opyavwpéveg pe Baon container.

ZOugwva pe Ty emionun tekunpiowon [10], avtd eival pepikd amod Ta XapakTnpLOTIKA

nov apéxel To Kubernetes:
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o Avakalvyn vrnpectov kat e§Loopponnon ¢optiov
Mmopovpe va avagepBovpe oe £va container péow tov DNS ovopatog i g IP
StevBuvor|g Tov. To Kubernetes mpoo@épet Suvatdtnteg e§loopponnong tov et-
OEPXOUEVOL QOPTIOV, AAAd Kal KATAVOUNG TNG KukAo@opiag Tov dikThov mpog

Satripnon g otabepdtnTag Tng ocvoTorxiag

« Evopxnotpwon amoBnikevong
Avtopatn mpoodptnon avbaipeTwv cvoTNUATWY anodrkevong, T.X. TOTKOVY a-

TOONKEVTIKWV XWwpwV, dnpociwv mapdxwv cloud, kKAn

o Avtopatomotnpéveg petaaocets tpog TNy embopuntn Katdotaon
H neprypagn g embuuntng katdotaong yia Ta aventuyuéva container apkei
wote 1o Kubernetes va eAéyxet kat va StaxetpiCetar tn petafaon and tnv tpé-

xovoa otny embountn Katdotaon

o Avtopatn dpopoloynon mepLEKT@V
TomoBétnon twv container oe kKOpPoVG CLOTOLXIAG COUPWVA UE TIG ATIAUTHOELG
Toug (.. CPU 1j pviun) e§aogaliCovtag tnv kalvtepn Suvatn xprion twv dia-

Béopwv mopwv

o AvtoOepaneia
Avtopartn emavekkivnon container mov ATOTVYXAVOLY, AVTIKATACTACT KAl TEP-

HaTIOPOG container OV dev AVTATOKPIVOVTAL GTOVG EAEYXOVG LYeiag TTov opilet

0 XpPNOTNG

« Awaxeipion amoppritov kat pvOpicewv
Amobnkevon ko Saxeipion evaicbntwv mAnpogoplwy, 6mws kwdikol TpooPa-

ong, OAuth tokens kot kAeidia SSH

2.2.1 Kubernetes Cluster

Orav wAdpe yia To Kubernetes, ovviiBwg avagepopaote o€ pia ovototyia, Snhadr éva
cluster, ovolaoTiKA éva GUVONO ATtd Unxavnpata, Tov ovopdlovtat kOpPoL, Ta omoia -
KTEAOVV eQaploYEG TakeTaplopéveg oe container. ‘Eva Kubernetes cluster amoteleitat
ano kopPovg-epydreg (worker nodes), ot omoiot eivar viebBLVVOL yla TNV eKTEAEOT] TOV

QOPTOV epyaciag TNG eQapUoyng KaL amod to eninedo eAéyxov, mov eivat vevBuvo yia
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™ Saxeipton Twv kKOpPwv-gpyatwv. Xe mepiPpailovra mapaywyng, To eninedo eAéyxov
katavépetat ouvnlwg o TOANODG VTIOAOYIOTEG, evw €va cluster Tig eplocOTEPES PO-
pég amoTeleitat amo moAlamAog kopPovg, Tapéxovrag avoxrn o o@aApata kot VYnAT

Sabeopotnra [11].

1 )
API server e

Cloud
provider Cloud controller
API manager @
(optional) cc-m,

Controller @
manager Wz
etcd
/ Node Node (persistence store) =

kubelet

ubelcig

. kube-proxy
prog

kubele]
sche
O L0 LG
Lhec,
Control Plane K-prox K-prox K-prox

Control plane —————-

)

@

Ny

2

\.

Node

Ixnua 2.1: Ta ovotatikd piag ovotoyiag Kubernetes

Yroixeia Emmédov EAéyyov

Ta otoryeia Tov emmédov eAéyxov umopodv va ektehobvTalL 0€ OTOLOSTTTOTE Pnxavnua
Tov cluster, AapBavovv ano@aocelg oxeTikd e avto (M.X. Xpovodpopoloynon) kat eivat

vevBuVA Yl TV AViXVELOT) Kat TNV avTanokplon oe cupuPfdavta evtog tov cluster.

 kube-apiserver
To front-end tov emmédov eAéyyov Tov Kubernetes, To omoio ekBétel o Kuber-

netes APIL. XvvnOwg avagépetar amhwg wg API Server ) Kubernetes API Server.

. etcd
AmoBnrkn avTikelpévwy Tov TpooPépel ovvémela Kat VYNAR dtabeoipotnTa kat

Aettovpyel wg o kOpLog amodnkevTikdg XWPogs yia OAa ta dedopéva tov cluster.

o kube-scheduler
[MapakoAovBei yia T dnpovpyia véwv Pod (mepiékteg yia container) xwpig ka-
Boplopévo kopPo kat Ta dpopoloyei o kdmolov kKOpPo e PAon TIG amaLTrhoELg

TOVG O€ TOPOVG, TTEPLOPLOUODVG VAIKOV/AOYLOUIKOV/TOALTIKNG, K.d.



14 KEDAAAIO 2. YIIOBA®PO

« kube-controller-manager
Extelel Siepyaoieg eheyktwv (controllers), m.x. eAeyktrg kOuPwv/epyaciwv. Oa
Siepevviioovpe v £vvola tov eleykth (Paoikd potifo otny avantuén tov Ku-

bernetes) oe endpevn evotnra (2.2.3).

« cloud-controller-manager
Evowpatwvel T Aoyikr eEAéyxov TOv apopd TO VEQOG Kal eMITpETEL T oUVOeon

Tov cluster oto API Tov mapoxov Tov VEQOLG.

Zroixeia Koppov

Ta otoryeia kopPov ektedodvtan oe kabe kOpPo kal eival vrevBLVa yla Tn Statrpnon
g Aettovpyiag Twv Pod kot v mapoxn tov mepipaAlovrog ektéleong tov Kubernetes.
To kubelet, o ovykekpipéva, eivat évag mpaktopag mov dtac@alilel 0Tt Ta container
AetTovpyodv Kat eivat vyt cOpuQWva e TIG TapeXOpeves mpodiaypapés, evw o kube-
proxy eivat vmevBvvog yla ™ dtatrpnon Twv Kavovwy diktdov oTovg kKopPovg. Télog,

amatteital éva container runtime yia tnyv ekté\eon twv container (m.x. containerd).

2.2.2  Avtikeipeva oto Kubernetes

Ta avtikeipeva tov Kubernetes [12] eival ovtotnTeg TOU GLOTAHATOG, Ta oToia Kabi-
otavtal Stabéopa péow tov Kubernetes API kot amoBnkevovtat oto eted. Avta ta
avtikeipeva Aettovpyodv wg «dnAwoelg mpobeong», mov onuaivel 0Tt TEPLYpAPOLY TNV
emBuunTh KatdoTaon TG ovoToLiag. Xe avtd To onueio, eivat (WTIKNG onpaciog va to-
viotei 6Tt To Kubernetes eivat katd kpto Adyo éva SnAwtiko cvotnpa. Me anhd Aoyta,
1 tepLypa@r Tov emdiwkopevov (dnAadn Tov embuuntov) TeAikol anoteAéopatog eivat
emapkng- o Kubernetes mpoonadei ovvexwg va mAnotaoet Ty embountn katdotaon,
TPOXWPWVTAG o€ omoladNmoTe anattovpeva StopBwtikd Prpata. Avtd 8e Oa ovvéPat-
Ve 0g £Va TIPOOTAKTIKO CVOTH A, OTov Ba émpeme va mapéxeTat i avaAvTikr akolovBia
Pnupatwv mpog enitevén tov idov otdxov. ‘Eva mapaderypa propei va pondnoet oty
ATOCAPNVIOT] TWV TAPATIAVW EVVOLWYV (UTTOPOVIE TTPOG TO TTAPOV VAL AYVOT|COVE TV

eldikn opohoyia Tov Kubernetes):
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o AnAwtikd ovotnpa: «Oa mpémet va vapyet €va ReplicaSet pe tpia Pod»

- To Kubernetes Oa Staopalioet 61t éva ReplicaSet pe tpia Pod vrdpyet avé

TAoA OTLYpn

- Av éva and ta Pod okotw0ei, To Kubernetes Oa avixvevoet Tnv amokAion
amno v embopunth kataotaon kat Oa dnuiovpynoet €va véo Pod 1ot wote

va TAnpovvTal Kat TaAL ot TpoPAendpeveg mpodiaypapég
o Ilpootaktiko Zvotnua: «Anuovpynoe éva ReplicaSet pe tpia Pod»

- H napamavw evtoln exteleital apéowg

- To Kubernetes mpoo@épel kat avtod Tov eidovg Tnv mpootakTikn dtaxeipton

QAVTIKEWWE VWY

Ta avtikeipeva opifovtat and tov tomo tovg (kind), tnv ékdoon Tov Kubernetes API
(apiVersion) mov xpnotponoteital yia tr dnpovpyia tovg, Ta petadedopéva (metadata)
7oL Ta TPoodtopifouv povadikd, Omws To dvopa (name), £va HOvVaSIKO AVAYVWPLOTL-
k6 (UID) kat (mpoatpetika) €vag xwpog ovopdtwy (namespace), kabag kat tn Alota
npodtaypagwv Onwg opiletal 0To spec Tovg, To omnoio kabopilet Tnv emBupunTh KaATA-
otaon. Ailet va onpetwBei 6Tt Ta {wvtavd avtikeipeva €xovv emiong éva medio status

TO OTIOLO TIEPLYPAPEL TNV TPEXOVOA KATAOTAOT] TOVG.

Avapeiopritnta, Ta mo cvvnOiopéva avtikeipeva Tov Kubernetes eivat ta Pod [13], ot
HIKpOTEPEG SPOpOAOYNOLHEG HOVADEG VTTOAOYLOHOD IOV HTOpEL Kaveig va dnpovpyroet
kat va diaxelplotel oto Kubernetes. IIpokeitat yia opadeg (ovvnbwg) otevd ovvde-
Sepévwv containers mov polpdlovtal amofnkevtiko xwpo kat diktvakovg nopovg. Ta
Pod éxovv oxediaotel ya va vrootnpilovv moAhamha cvvepyaldpeva containers mov
AmOTEAOVV plat GUVEKTIKT povada vnnpeowwy. Mmopei va éxovpe mOAAd container e-
Qapuoyng mov ektehovvtat o€ éva Pod, yla mapadetypa éva kOplo, main container mov
Aertovpyel wg SLakoUoTrG yla apyeia og évav kovoxpnoto TOpo, Kat £va §exwploTto
“sidecar” container mov evnpepwveL ALTA Ta apyeia pe Paon MAnpo@opia amod pia ano-
Hakpvopévn Ty, Mmopei eniong va viapyovv container évapéng (init containers) mov

Eektvohv kat ohokAnpwvovtal Tptv and omotodnmote container eQappoyTG.

[Mapakdtw Sivetat £vag amAog optopog Pod oe poper YAML (ov xpnoipomoteitat ov-
vOwg yla v avanapdotaon mopwv tov Kubernetes), mov meptypaget éva Pod pe éva

HOVOo container ov ektelei £vav nginx SlakopoTn mov akovel otn Bvpa 80:
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apiVersion: vl
kind: Pod
metadata:
name: nginx
spec:
containers:
- name: nginx
image: nginx:1.14.2
ports:

- containerPort: 80

Mepovwuéva Pod e€atpetika omavia dnpovpyodvtat anevbeiag oto Kubernetes, kabwg
ATMOTENOVV €€ OPLOUOV OXETIKA EQIIUEPES OVTOTNTEG. AVT auToD, ouvrBwg Ta Snpovp-
yoUE XPNOLHOTOLWVTAG TOPOVG POpTOL epyaciag (AAla avTikeipeva Tov Kubernetes),
onwg ta Deployments, Ta 0moia AVTIMIPOCWTEVOLV (LA EYAPLOYT TTOV VTTOCTNPileTaL
and moAamAd avtiypaga (replicas) oe éva cluster, Jobs yia menepaopéveg epyaoieg mov
ekteAovvTaL PEXPL TNV oAokAnpwar) Toug 1) StatefulSets dtav amarteital mapakolovdn-

o1 TNG KATACTAOTG.

Custom Resources

‘Evag mopog (resource) eivan €va «telikd onpeio» (endpoint) oto API tov Kubernetes
TIOV EMITPETIEL TNV AVAPOPA O€ Uiat GVAAOYN amd avtikeipeva. Ta mapddetypa, o ev-
OWUATWUEVOG TOPOG pods mepiéxet pia ovAAoyn avTikelpévwy Pod. Zvxva, véeg Souég
dedopévwv amautovvTal yla TNV avTHETONION E8IKWVY ATAUTHOEWY EPAPUOYADY, OL O-
noieg Sev KAADTITOVTAL A TOVG VTIAPYOVTEG TTOpOLG Tov Kubernetes. Tia 1o Adyo avto,
TPOOPEPETAL 1] SLVATOTNTA EMEKTAOTG TOV Ttapexopevov API pe tnv mpoobrkn edika
TPOCAPHOOEVWY TTOpwV TToV ovopaiovtat Custom Resources (cuvnBéotepa Oa ava-

QepONaOTE 08 ATOVG e TN ovvTopoypagia CR) [14].

‘Eva Custom Resource SnAwvetal péow tov oxetikov CustomResourceDefinition (ov-
vnBéotepa ovvavtatal pe tn ovvtopoypagpia CRD, mopog Tov Kubernetes API), to
omnoio kaBopilet To dvopa kat To oxNpa Tov véou Opov. O optopdg evog CR, amod
HOVOG TOV, ETUTPEMEL TNV ATOONKEVOT KAl AVAKTNON TOPWV AUTOV TOL GUYKEKPLUE-

vov eidovg. IIpokelpévov va eloaxOel omoladnmote mpocbetn emiyelpnolakr Aoykr, Ta
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Custom Resources ovyva ovvdvaovtat pe edika Stapopwpévoug eheyktég (Custom
Controllers), onwg Ba dovpe otV enduevn evotnTa, TPOKEWEVOL Va apopolwbovy

mpaypatika 6to SnAwtikd API tov Kubernetes.

2.2.3 Eleyktég ko Motifo Xepiotn

Ztig ponyolpeveg evotnTeg avagepdrkape ev ovvtopia 0Tl Stapopég peta&d dnlw-
TIKOV KAl TTPOOTAKTIKOV OVOTNHATWY, KaBdg kat otn Stakpion peta&d tng embountng
Kal TNG TPAYHATIKNG (Tpéxovoag) Kataotaong evog avtikelpuévov oto Kubernetes. Ta
ototxeia Tov Kubernetes mov mapatnpovv Slapkwg TNy Tp€Xovoa KATdoTaoT TWV AV TL-
KELWEVWV Kal ETXELPOLV- TTpoPaivovTag oe KatdAAnheg evépyeteg- va Tnv odnynoovv
npog tnv embountr, ovopdlovtat eheyktég 1) Controllers [15]. Avtoi anoteAovy, ov-
OO TIKA, PpOxovGs eEAEYYOV oL TTapakoAovBobv TNV KATACTAOT) TG CVLOTOLKIAG, TTpay-
HatomolwvTag 1 (ntavtag (.. and tov API server) aAlayég omov xpetdletal. Evag
eheykTng mapakolovBel TovAdytoTov évav Thmo mopwv Tov Kubernetes, otoxevovtag
va Taptd&et Ty KatdoTaot| Tov pe avtr ov kabopiletat oTig Tpodiaypagég Tov avTi-

KeLEVOD (spec).

IToA\oi eAeykTég amoTeovy uépog Tov ekteAéatpov Tov Kubernetes, wg tunpa tov kube-
controller-manager, yia Tov Xelplopo TnG PactKG AEITOVPYIKOTNTAG, OTIWG 1) SLaoPAAL-
on 0Tt i opada Pod extedeital 0nwg éxet kabopiotei (m.x. Deploymentn} Job Controller).
2vxvd, WOTOCO, CLVAVTATAL T AVAYKT EMEKTAOTG TOV GCUOTIHUATOG e VEQ, EMTPOTOeTn
Aertovpyotnra. Avto pnopei va emtevyBel péow tng xpriong Custom Resources oe
ovvdvaopo pe Custom Controllers, pa mpakTikn yvwoTn wg potifo xewplotr (operator
pattern), ue otdxo tnVv enéktaon tov API- xwpig va xpetdletal va tponomondei o idtog

o kwdikag Tov Kubernetes.

‘Eva kalo mapddetypa eheykTn, pe Tov omoio Oa aoyxoAnBove o€ emopeveg eVOTNTES, €i-
vat avtd Tov Argo Workflow Controller, o onoiog eivat vmevBvvog yia Tov éheyxo Twv
Argo Workflows (Custom Resources) mov {ovv oo cluster, T dnpovpyia twv KatdAAn-
AWV TTOPWV yia TNV EKTENEDT] EPYACLOV TTOV 0piloVTaL 0TO Spec TOuG Kat, 0TI OLVEXELX,
v evnuépworn tov status twv Argo Workflow CRs pe tig mapayopeveg e£68ovg (m.x.

ATMOTENECUATA EPYATLDV).
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Kubemetes Sustem
ob\‘)ec’rs Resources
watch
Pod lj &—| [Container
Controlers ; T 11
oLume
ervice

Sxnpa 2.2: The Operator Pattern [16]

2.2.4 Storage

Ta container mov ektehobvTal [e KATOLO Un TETPLHPEVO POPTO epyaciag ovviBwg ma-
pd&yovv kamoto idog e£680v, To 0T0I0, TIG TEPLOTOTEPESG POPEG, YPAPETAL TOTILKE. AVTO
ypnyopa kabiotatat mpoPAnuatikd, oe éva ovotnpa 6nwg to Kubernetes, 6mov ta con-
tainer, 6nwg kat ta Pod mov ta oteyalovy, Bewpovvtal egripepeg ovrotnres. Otav éva
container anmotvyxavel, To kubelet amAwg To emavekkivel. Avtd, WOTOCO, £XEL WG ATIO-
Téleopa OAa Ta apxeia mov eixav ypa@tei otov dioko amd To maAto container va xabovv.
AvtilapBavopaoTe, wg ek TOUTOV, OTL 1] Slaxeipton Tov amobnkevtikod xwpov oto Ku-
bernetes 8ev eivatl TeTpLppévn, YU avTo Kat TO (810 To CVOTNUA ELCAYEL TNV APAPECT] TOV
Topov 1) Volume [17], 6ToxXeVOVTAG TNV AVTLHETWOTLON TV {NTnpatwy Statrpnong Twv

amobnkevpévwv dedopévwy Kat kotviig Xprong Tov Stabéotpov amobnkevtikov xwpouv.

Mnopodpe va oke@Tovpe Ta Volumes wg KataAdyovg, TpooapTnéVOVG Oe €va OVYKe-
KPLUEVO [LOVOTIATL OTO TOTILKO CUOTNHA ap)eiwv £vOg container, oL omoiotl UmopovV va
nepLExovv dedopéva, mpooPdotpa ano Ta container mov ektedovvtan oe éva Pod. Ot
1O1aLTEPOTNTEG TOV TPOTIOV e TOV OTOIO dMLOVPYEITAL AVTOG O KATANOYOG, TO PUOLKO
€00 TTOV TOV LTIOOTNPILEL, Ta TTEPLEXOUEVA Kat 0 KUKAOG {wrig Tov e€apTwvTat oe Heyd-
Ao Babuo and Tov cuykekplEVO TOTIO TOHOV TTOV XPNOLHOTOLEITAL YTIdpYOLV E@TipepOL
Topot ov potpdlovtat T Sdpketa (wrg evog Pod. Qotdoo, edw Ba eotidoovpe og To-
Hovg Trov dtatnpodvTal Kat HeTA ToV Teppatiopd Tov Pod kat eivat yvwotoi wg persistent
volumes [18]. @a mapovoLtacove yia To 0koTd avtd dV0 véous Tdpovg Tov Kubernetes

API: PersistentVolume kat PersistentVolumeClaim.
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PersistentVolumes

‘Eva PersistentVolume (PV) eivat éva tufpa anobnkevtikod xwpov o pia cvoTotyia, To
omoio ¢xel Slatebei eite oTatikd and évav Saxelploth eite Suvapkd XpnoLHOTOLWVTAG

i kAdon amoBnkevong (Storage Class).

StorageClass eival évag mopog tov Kubernetes mov emttpénet otovg Sia-
XELPLOTEG VA TTEPLYPAYOLV TIG “KAAOELS” TOL amoOnkevTIKOD XWpPOL TOV
TIPOCPEPOLY, He SLAPOPETIKEG KAAOELG VA AVTIOTOLXOUV VOEXOHEVWG OF
SlapopeTikd emineda MOLOTNTAG VNN PECLWY, 1] € TOALTIKEG Snpiovpyiag a-
VTLypagwv acealeiag, 1 oe avBaipeteg molttikég mov kabopifovtat amod
Tovg dlayelplotég TnG ovotolxiag. Emtpénel étol T duvatdtnta mapoyns
TokiAwv TOTWV persistent volumes, amokpvnTovTag TAWTOXPOVA TIG A€-
TITOHEPELEG TNG VAOTIOINOTG TOVG. Ze emdueveg evotnteg Oa pAnoovpe yia

v kAdon anobnkevong rok.

Ta PersistentVolumes €xovv évav kdkAo {wrig ave§aptnto and kdbe pepovwuévo Pod

TIOV TOVG XPTOLUOTIOLEL.

PersistentVolumeClaims

‘Eva PersistentVolumeClaim (PVC 1| an\d claim) givou éva aitnpa and kdmotov xprotn
yta povipo anobnkevtikd xwpo. Me amha Aoyta, éva PVC eivat yia éva PV 6,11 éva Pod
yta évav kopfo. Ta Pod katavalwvovy mopovg koppwv kat ta PVC katavalwvovyv mo-
povg PV. ITio ovykekpipéva, ta PersistentVolumeClaim propodv va (ntrioovy ovyke-
Kppévo péyedog kat Tpomovg mpooPaocng oto péco amobrkevong (m.x. RWO, RWX),
ue tov idto tpdmo mov Ta Pod umopolv va {ntoovv cuykekpipév mocoTnTa TOPWV
(m.x. CPU xau pvrun). Evag Ppoxog ehéyxov oto control-plane mapakolovbei yia On-
wovpyia véwv PVC, npoonabei va Ppet éva PV mov va tatptalet pe tig kabopiopéveg

anautroelg Tov PVC, kat ta ouvdéet petald toug pe pa avtiotoixion 1-1.

Ta Pod xpnotpomotovv ta PVC yia va anoktoovv mpdoPaoct oe amoOnkevtikd xw-
po. Ta PVC, 6nwg kat ta Pod, eivat namespaced kat wg ek todTov mpémet va {ovv 010

idto namespace pe To Pod mov ta xpnowponotei. H ovototyia evromilet to PVC oto
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namespace tov Pod kat To xpnowomnotel ya va avacvpet to PersistentVolume pe to

oToi0 £XEL AVTIOTOLXLOTEL 2TN OUVEXELR, TO OXETIKO volume pooaptdtal oto Pod [19].

[Mapaxdtw mapatiBetot éva anho mapdadetypa tov g éva PVC (superlmportantClaim)
ovvdéetat pe éva Pod (m.x. myBeautifulPod), emitpémovtag 6To TeAevTAio va Tpocap-
THOEL Kal va anoktroet mpooPaocn oto deopevpévo PV (aRandomVolume) xdtw amo

Tov kataloyo “/var/www/html”.

apiVersion: vl
kind: Pod
metadata:
name: myBeautifulPod
spec:
containers:

- name: myMediocreFrontend
image: nginx
volumeMounts:

- mountPath: ’/var/www/html”
name: aRandomVolume
volumes:

- name: aRandomVolume
persistentVolumeClaim:

claimName: superImportantClaim

VolumeSnapshots

To Kubernetes mapéxel évav TUTOTOINUEVO TPOTIO AVTLYPAPTIG TWV TEPLEXOUEVWY EVOG
TOUOV OF {Ia CUYKEKPLHEVT] XPOVIKT OTLYHT, Xwpig va amatteital 1 dnpovpyia evog e-
VTEAWG VEOL TOHOV, HECW TNG XPNONG OTLYOTVTIWY (snapshots). H Suvatdtnta Afjyng
oTtypotuniwy PVC kat peténeta enavagopdg twv PVC anod avtd, eivat €va avekTipn-
T0 XapaktnpLoTiko Tov Kubernetes mov- pueta&d AAAwv mepmtwoewy xprong- emtpenet
™ Snuovpyia avtypdewv acaleiag Bacewv dedopévwy, mapoyr Kpiown yia peta-
vaotevoelg dedopévwy (data migrations) kat avakapyn and kataotpo@és. IIpog to

Tapov, apkei n eoikeiwon pe Tovg akolovBovg Topovg Tov Kubernetes:
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VolumeSnapshotContent ‘Eva otiypiotumo mov AapBévetat and €vav topo oTo cluster.
Eivat évag mopog oto cluster omwg akptpag évag PersistentVolume eivat évag mo-

pog oto cluster.

VolumeSnapshot Mua aitnon yia éva oTLyHLOTUTIO £VOG TOHOV.

Eivat yia to VolumeSnapshotContent 6, T eivat éva PVC yia éva Persistent Volume.

2.3 Argo Workflows

To Argo Workflows [20] eivat éva cOoTnpHa avolkToD KWSIKA YL TNV EKTENEOT) pOWV €p-
yaoiag (workflows) oto Kubernetes pe tn xprion container, to omoio vAomoteitat wg éva
CRD tov Kubernetes. Me anhd Aoyia, enTpémnel TOV 0pLopo powv epyaciag ekppalo-
vtag Tis eaptnoetg petald twv Pnudtwy Touvg pEow TG XPong evog katevBuvouevou
akvkAkoL ypagov (DAG) kat tnv ektéleot) Tovg oto Kubernetes, 6mov kde Prjpa tpé-
Xel wg €va container [21]. O mo onpavtikdg mopog Tov Argo eivar o Workflow, to

omnoio e§unnpeteil dvo Aettovpyieg:

o+ OpiCeL tn por| epyaciag mov Ba exteleotei (medio Workflow. spec)

o AmoOnkevel TNV kataotaon tng porg epyaciag (medio Workflow. status)

Kabe Pripa, 1 task, otnv opohoyia Tov Argo ekteleital pe fdon kamolo TPOTLTO TO O-
noio e@en¢ Oa amokalovpe template. To template evog Prjpatog ekppalet, OVOLATTIKA,
T0 Tt O Tpékel, mapéxovtag cuviBwg pa Tpodiaypagr container (container spec), opi-
Covtag t Paocikn ewodva (1.x. alpine:3.7), TG el06dovg N/kat Tig e£680vg Tov Prpatog,

kaBwg kat TNV evToAr] el06dov yia To container (entrypoint).

Exovtag 16n piAnoetl yia to operator pattern (2.2.3) kat éxovtag avagépet 0t kabe
Workflow eivat éva Kubernetes CR, pmopovye va voytaotovpe 0Tt éva facikd ov-
OTATIKO TNG apXITekToVIKnG Tov Argo Oa eivat o Argo Workflow Controller. Ae Oa
vneloéABovpe oe mMOANEG AemTopépeleg edw, agov Ba éxovpe Tnv gvkatpia va epPabv-
VOUE TTEPLOGOTEPO O0TA MOpeva Ke@dhata (3.3.2), aAAd HmOpPOVE TTPOG TO TTAPOV VA
¢xovpe voyn 6t Workflow Controller mapakolovOei Stapkwg yia tn dnuovpyia véwv
Workflow CRs kaBwg avta vrtopdAlovrar 6to Kubernetes, Ta omoia avalvet mpokeljié-

VoL va evtomioet TuxOv e§aptroelg Brpatwy, Snuovpyei véa Pod yia tny ektéleon Twv
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PnUATWYV Kat, OTAV ALTA OAOKANPWVOLY TNV EKTENEDT) TOVG ETUTVXWG, CVAAEYEL TVXOV
dedopéva e£6dov kat evnuepwvel avdloya to Workflow.status, emavalapfdvovrag

v idta Stadkacia yia To emopevo Pripa edv xpetaletar.

2.4 Kubeflow

To Kubeflow [22] eival éva cvvolo gpyaleiwv pnyavikng pdbnong yia to Kubernetes
7oL PLAodo&el va kaTaoTroeL TNy ekTéleon powv epyaaciag unxavikng padnong oto Ku-
bernetes amr), popnT Kat eMEKTAOIN. XTOXEVEL 0TNY eEA0PANOT CLVETODG GLpTTEPL-
QOopag petadd tov mepAAovTog avamtuéng, eKTaidevong Kol TAPAYyWYNS, EMTPETO-

VTaG eVKOAN KAdKkwon Pdoet Twv Stabéoipwy Topwv.

2.4.1 Xvotatika tov Kubeflow

To Kubeflow anotelei éva kpapa Snpo@lwv epyaleiwy Kat CUOTNUATWY AVOLIKTOV KW-
dika oL Yaipovv evpeiag amodoyng amd TNV KOWVOTNTA TNG UNXAVIKAG HdOnong. Avta
ektifevtou péow piag evomomuévng ypagikng diemagng (central dashboard) kau mept-
Aappéavovv Notebooks, Tensorboards, Pipelines, KFServing povtéla, mepapara Katib
(AutoML) kat petadedopéva MM (ML Metadata). ITapakdtw Ba egetdoovpe pepika

amo Ta o eVOLAPEPOVTA VTTOCVOTHHATA YLot TOVG OKOTIOVG TN TTAPOVOAG £PYATiA.

(e ) @ )
Katib

Z argo -

@ docker~ "\
<

Kubeflow — O PyTorch

s
Jupyter Notebooks Model Serving
‘.\./

Kubernetes

- 1F TensorFlow

2xnua 2.3: Zvotatikd tov Kubeflow
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Notebook Servers

To Kubeflow mepilappaver vinpeoieg ya t Snuovpyia kat Staxeipion Jupyter note-
books [23], éva epyaleio laitepa ayanntd otovg emotrpoves dedopévwy, To omoio
napéxel éva Stadpaotikd mepBarlov yla enefepyacia kal ektéleon kwdika, Tapovoi-
aom TWV ATOTEAEOCUATWY Kal TTPooOnkn TAOVGLOL KelEVoy oxollaopov. TIpokeital a-

Stap@oprntnra yia éva gpyaleio 8avikd yia Tnv avdntudn kat tn cuvepyaoia.

Xpnouwonolwvrag tr oxetikn vrnpeocia tov Kubeflow, yvwotr wg Notebook Servers
[24], oL xpnoTeg umopovv va dnpovpyrcovv notebooks e fdon eite TN mpoemileypévn
ewcova Docker eite pua Stagopetikn TG eMAOYNG TOVG, 1 onoia evOeEXOUEVWG TiEPLEXEL
amapaitnteg Ptphiodnkes. Tooo 1o ido to Kubeflow, 600 kat Stagopa evowpatwuéva
epyadeia (frameworks) MM, tapéxovv SDKs mov emtpémovy tnv avantvén kwdika yia

NV vAomoinomn Twv Pnudatwy pag porg epyaciog MM.

Kubeflow Pipelines

Avapgifola éva and ta mo onuavtikd ovotatikd tov Kubeflow eivat to ovotnua twv
Kubeflow Pipelines [25], mov ovxvd avagépetat wg KFP, To omoio mpoo@épet pa mAR-
PN TAATPOPUA VLA TNV KATAOKELT] KAl TNV EKTEAEOT] POPNTWY, KAUAKOVUEVWY POV
gpyaciag pnxavikng padnong mov Pacifovtal oe Docker containers. Amoteheital Kvpi-
G amo pa pnyavn ya t dpopoddynon powv gpyaciag MM moAamAav frnpdtwy, n
omoia exTiBetat péow tov UL, alhd kat Tov oxetikod SDK, kat emitpénet Tov opLopo kat
™ Siaxelpion ovvBetwv pipeline 1| pepovwpévwv TENUATWV TOVG (Components), TOV
TIPOYPAUUATIONO eKTEAECEWY (runs) Kal TNV 0pyavwon avtwv o€ melpapata (experi-

ments). Tt eivat Opwg €va pipeline unxavikng padnong kat yoti pag evolagépet;

Tig tehevtaieg dVo dekaetieg, ) ekpnrTikr avénon twv Stabéoipwy dedouévwv, oe guv-
Svaopo pe TNy mpdodo TPog peyaAvTEPT LTTOAOYLOTIKT LOXV KAl TTPOOLTH AoONKeEVTIKT
vrodopr, 00nynoe oty &vOnon tng unxavikng padnong, n omoia €xet eLloxwproeL TAEOV
oe kaBe Pounyavia. Eivat, aAwote, apketd amdo: ta epyaleioc MM emtpémovy oTig
emixelpnoelg va evromifouv taxhtepa kepdopopeg evkatpieg kat mbavovg Kivdvvoug,

npovnobeon oxedov amapaitnTn yia TV emTvyia.

H av&npévn SnuotkdtnTa Twv HovTEAWY HNXavIKNG HABnong, woTooo, avadetkvuet Kot

TNV avaykn kaBopiopol avotnpwv Kavovwy kat PEATIOTWY TPAKTIKWV oL Ba gépovv
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Ta HOoVTEAQ 0NV Tapaywyn Taxvtepa. Emiyelpwvtag va opicovpe kat va Tumomnotn-
oovpe T ovvnOiopévn por epyaciag Tng unxavikng pdbnong mov amoteleitat anod tnv
avantudn, eknaidevon, aflohdoynon kat, TEAKE, TNV EVOWUATWON VOGS LOVTENOL OTNV
TapAywYT], avTIAapBavOpaoTe apéows OTL TPOKELTAL, EYYEVWG, Yia Hia Stadikacia Tov
SapBpavetar oe moAamAd Pripata. KabBéva and avtd pmopei va povtelomondel wg
ta Eexwptotr epyacia, 1 omoia AapPdvet kdmoteg el06d0vG kKt Tapdyet kamoteg e§o0-

dovg, evw evdéxetat va e€aptdtatl and mponyovpeva Pripata.

Develop

Gather Data Build Model
Transform Train Model Deploy Model
Data

Serve Model

Analyse Data Test Model

Design Model

Ixnua 2.4: Mie Tomxy) Poyy Epyaciog Myyavikrc MaByong

Me Baon ta mapandvw, umopovpe va movpe Tt éva pipeline eivau pua meprypagr piag
pong epyaciag MM, ovpnepidapfavopévov dAwv twv Sdopukwv otolxeiwv Tng (com-
ponents) Kat TOV TPOTIOL e TOV OO0 aVTE cLVSLALOVTAL HE TN LOPPT] YPAPTILATOG
(DAG). To pipeline mepthappévet Tov oplopd Twv TAPAPETPOY LGOS0V TTOL ATALTOV-
vTaL yta v ektéleot} Tov, kabwg kal Twv el00dwv/e§6dwv kdbe pepovwuévov Sopukov

oTolxelov.

Zto Kubeflow, éva dopkd otoiyeio Tov pipeline, 1§ pipeline component o6-
nwg O avagépetal epe€ng, elvat éva avtotelég oVVONO IOV TiepLikAeieL TOV
KWIKA TOL XpTOTH, CLOKELAOUEVO WG etkdva Docker, vevbuvo yua v
ekTéeon evog Prjpatog Tov pipeline, .. mpoenefepyaoia dedopévwy, pe-

TaoXNUATIOHOG Sedopévwy, eKTaideVOT HOVTEAWY, K.ATL.

‘Eva amhé Kubeflow pipeline mov ektehel optopévoug amhovg pabnuatikods vtohoyt-

OpOVG QaiveTal TOPAKATW.
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generate-numbers

Output: 17, 42 J— Output: 17, 42
| . j -

4

add multiply
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)/
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‘A

[ Output: 59 —l ( Output: 714 j

add

Output: 773

Xxnua 2.5: Iapaderypo Evog Kubeflow Pipeline

Ortav éva pipeline 6nwg 1o Tapamdvw ekTeAeiTAL, TO CVOTHHA EKKLVEL £Va 1} TIEPLOGOTE-
pa Pod mov avtiotoxovv ota Pripata (components) Tng porg epyaoiag (pipeline). Ta
Pod nepucAeiovv Docker containers, Ta omoia e Tn o€tpd Tovg eivat vtevBuva yia Tnv

ekTéAeon Tov kwdtka Tov xpnotn. ITwg ovpPaivel dpwg avtd;

H amdvtnon edw eivau apketd amAr. Baon tov pnyaviopov tov KFP anotedovv ot poég
epyaoiag Argo mov eidape mponyovpévwg (2.3). Zvykekpuéva, ta pipeline mov €xovv
ypagrei pe tn xprion tov KFP SDK petaylwrttilovtat oe Argo Workflows ano tov pe-
taylwttioth Tov KFP. KaBe Prjpa tov pipeline petagpdaletal ot pia epyaocia (task) tov

Workflow, ) omoia Oa extedeotei o€ éva container.

AoV ohokAnpwBei n petayhwttion, n ektéAeon evog pipeline mpaypatomnoteital pe Tnv
vroBoAn tov avtiototyov Workflow CR oto Kubernetes. O Argo Workflow Controller,
ot ovvéxeta, Oa to evromioet kau Oa avalafet ta vrohowma, avaivovtag To CR kat
ekTEAWVTAG Ta Pripata, emAVOVTAG TUXOV eEapTNHOELG Kat CLAAEYOVTAG Ta TTApAYOpEVA

amotehéopata.
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®@ Pipelines o0 Qrgo

- : generate-num
template: generate-num

:add
:add

- generate-num

s mult
s mult

- generate-num

Ixnua 2.6: Metaydwrtion Kubeflow Pipeline oe Argo Workflow

2.4.2 Kubeflow kat AmoOnKkevon Aedopévwv

To Kubeflow xpnotpomnotei Stapopetikég amobnkeg dedopévwv yia va kaldyet Stagpo-
PETIKA THRUATA TNG EMLXELPNOLAKNG AOYIKNG. AVTO o@eileTal KVPiwG 0T GO TOL WG
ovAloyn aveEdpTnTwy CLOTATIKWY, TA OTIOlA Eival ETTONG £PYa AVOLKTOD KWwOLKaA TTOV
avantoxOnkav pe apxtkd okomo va Aettovpyodv avedptnta and to Kubeflow kat to
owoovoTNUa oL TTapéxel. UG ek TOVTOV, eival Quotkd kabe Eexwplotr vimpeoia va
xpnotporotei To Stkd NG oTpwa amodnkevong, Tov avTaToKpiveTat oTig etdkéG avd-
YKEG TNG, YeYovog mov oe kabe mepintwon avfdvel kat TV TOAVTAOKOTNTA TG apyLTE-

KTOVIKNG HAG.

H AnoOnkn Avtikeipévwv MinlO

To MinlO [26] eivat évag Kubernetes-native, xwpog amobrkevong avTikelpévwy, mov
Xpnotpomoteitat kKupiwg yta tn @OAagn un Sopnpévwv dedopévwv. ITpoopépet pia Ste-
TIALPT) TTAPOOLAL [LE AVTT] EVOG GLOTIIATOG APXELWY, OTIOV TA AVTIKEIHEVA OPYAVWVOVTAL

oe «kovPadeg» (buckets) avti yia kataloyovs.

To MinIO eivat o mpoemAeypévog xwpog anodrkevong avrikepévov Tov KEP, mov (et

oto kubeflow namespace Tov cluster, kat xprowlonoteitat yia va anofnkevovrat:

+ Opiopoi pipeline (dnAadrn Workflow CRs)

- YmoPaMovtat and tov API Server tov KFP
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o Kataypagég (logs) pnuatwv twv pipeline
- YnoBaAAovtat amo ta fripata tov Argo
« KFP artifacts mov mepvodv wg eicodot kat ¢é€odot o€ pipeline
- YmoPalovtat and ta fripata Tov Argo
« KFP artifacts mov vtopdAlovtat wg ontikomotroelg (visualizations)

- YnoBaAAovtat amo ta fripata tov Argo

H Baon Aedopévwv MySQL tov KFP API Server

H eykataotaon tov KFP API Server ocvvodebetat and pia MySQL Bdaon Aedopévov,
1 omoia xpnopomnoteitat ya TV anofnkevon cuunAnpwpatikwy petadedopévwy oxe-
Tikd pe ta pipeline mov petagoptwvovrtat oto KFP (ek166 Twv optopwv Tovg- avtoi a-
noOnkevovtar oto MinlO), cvpunepthapPavopévov Tov 0vVOpATOG, TOL hamespace, TWV
TOPAPETPWY E106SOV Katl TwV ekdOoewV evog pipeline, kabwg kat TAnpoopieg oxeTika
He TG exteéoelg (runs), Ta KFP nepdpata (experiments) mov dnpovpyodvrat yia Tnv
opadomoinon ektehéoewv pipeline, kabBwg kat yia mTpoypappatiopéveg emavalapfavo-
Heveg ekteléoelg (jobs 1 recurring runs). Ot meplocoTeEPEG AN TIG TANPOPOPIEG IOV

amoOnkevovtal edw, eivat dtabéopeg péow tng ypagikng dtemagng tov KFP.

Machine Learning Metadata (MLMD)

To ML Metadata (MLMD) [27] eivat €va €épyo avolkToy kKddika Tov avantoxOnke ap-
Xké ano tnv Google wg avandonacto puépog tov TensorFlow Extended (TFX) kat mpo-
o@épet pia PPALOONKN yia TNV Kataypa@n Kat avaktnon petadedouévwy mov oxeTi-
(ovtat e TNV ekTtéleon powv epyaoiag pnxavikng puddnong. Kdabe extéheon evog pn-
TeTplupévov pipeline, cvykekpipéva, mapayet petadedopéva mov TEPLEXOLY TANPOPO-
pieg oxeTIKA e Ta Sidpopa components, TG EKTEAETELG TOVG KAl Ta TApayOueva Tpoi-
ovta (mx. ekmoudevpéva povtéda). To MLMD mpoopiCetat va pondnoet Toug emotn-
Hoveg dedopévwy va Katavonoovy Kat va availboovv tnv mAnpn yevealoyia (lineage)
Twv Staovvdedepévov Tunudtwy Tov pipeline, cuvtehwvtag otnVy avdde&n g ovvSe-
ONG HETAED KATOLOV TTAPAYOUEVOL HOVTEAOL Kat TOV GLVOAOL dedouévwy, Twv vTep-

TapapéETpwy, kKabwg kat Tng ektéleong Tov pipeline mov To mapryaye.
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To ML Metadata ovvodevetatl and tn dikny Tov anobnkn petadedopévwy, mpoopépo-
VTOG L PN-OXECLAKT] APaipeoT) TAVW Ao £va eMeKTAOLHO entinedo amobrkevong mov-
€Tl TOL TaPOVTOG- VAomoteitat yia SQLite kar MySQL. Xto MLMD kataxwpodvtal, €t-

Swotepa:

o Metadedopéva oxeTIKA pe Ta TPOIOVTA OV TTapdyovTal amd Ta Brpata evog

pipeline (Artifacts)
o Metadedopéva oXeTIKA He TIG EKTENETELG AVTWV TwV Prpdtwv (Executions)

o Metadedopéva oxeTikd pe TiG ekteNéoelg Tov pipeline (Contexts)

To MLMD eykaBiotatat wg uépog tov Kubeflow pe oxond va anotelei tov ovvdetiko
LOTO HETAED TWV VTIOAOLTWY CLOTATIKWV AVTOV, EPOTOV 1] KATAAANAN KaTaypaen Kat
daovvdeon Twv petadedopévwy amotelel T paxokokaAld evog LOXVPOL oxeSLACHOD
MLOps. Ztig Tumikég eykataotaoels Tov Kubeflow, n MySQL xpnotponoteitat wg Béon

dedopévwy, e TIG KUpLeg ovTOTNTEG TIoL amobnkevovtat 6to MLMD va eivat ot €€n¢:

« Context

Mia ovtéTnTa mov poopiletal va evOulakwoet AANEG.

» Execution
Mia ovtoTnTa TOL eKTENEITAL/ TPEYEL.

Mnopei va anotehei uépog evog (1 meploootepwv) Context.

o Artifact
Mia ovtoTnTa OV KatavakwveTat 1) Tapdyetat ano éva Execution.

Mnopei va anotehei uépog evog (1 meplooodtepwv) Context.

Avtég ot ovtoTnTEG avTioToLyiCovTat oe €vvoleg Tov Kubeflow Pipelines 0mwg gaivetat

oT0 oxNua 2.7.

ITio ovykekpipéva, ta Context avtiotoryifovtal oe runs, dnhadn ekteléoeig pipeline,
tov KFP. Kdfe run amoteleitan anod €vav aptOpd Pnudtwv, yr avtd kat avTioTolyi-
Covpe ta Executions oe Prjpata (steps) tov KFP, ta onoia kat kaBiotodpe pépog tov

oxetikov Context. EmmAéov, kde Pripa pumopei va Aappdvet el06dovg kat va mapdyet



2.4. KUBEFLOW 29

€§000VG. AUTEG UTTOPEL VAL AVTIOTOLXOVV O€ OTLYLOTUTIA 10080V Kat eE6d0v 1 kat o€
ekmatdevpéva povtéda (PA. emodpueveg evOTNTEG yia TepLocdTePa), Ta omoia vtoBaAAo-
vtal wg Artifacts. Avtd ta xapaktnpilovpe wg KATAVOAOKOUEVA T} TAPAYOHEVA ATTO

Executions (mov avtiototobv oe Prpata) kat Ta dnhwvovpe wg uépog Twv Contexts

\

(mov avtioTotyovv oe runs tov KFP).

[

Pipeline
ol
Pipeline
- B3
Step
EA — &3

Ixfpa 2.7: Avrioroiyion Opwv tov KFP oe Ovtotntes Tov MLMD

Ot oxéoelg petadd Twv mapandvw ekepalovTatl He Tn Xpron 3 emmAéov OVIOTHTWY TOV
MLMD. Anlwvovpe 6Tt éva Artifact katavalwvetal i mapayetat ano éva Execution
vroPaidovtag éva Event. Xtn ovvéxela, Oewpwvtag 6Tt éva ovykekpiuévo Artifact a-
nodidetau 6o KFP run mov 1o maprjyaye, mpémet va xpnotponotoovpe éva Attribution
yta va ovvéoovpe To Artifact pe To oxetikod Context. Tédog, Sedopévov o1t kabe Pripa
Tov pipeline oyetileTar pe €va ouykekpévo pipeline run, éva Association mpémnel va

vroPAnOei yia va ovvdéoet éva Execution pe 1o avtiototyo Context.

Télog, 0Aa Ta Artifacts, Executions kat Contexts avijkovv o€ kamotov TOmo. Avtdg 8n-
Awvet TiG akpPeic 18totnTeg MOV TPéTEL va opilet pia ovToTNTA. EKTOG amo Tig 1810t T
TovG (properties), oL OVTOTITEG LTTOPOVY TIPOALPETIKA VAL £XOVV TITAEOV Kal avBaipeTa
XapaKTnptoTikd mov dev opilovrat and tov THTo Tovg kat dev ovvodevovTtal amd Tovg

TIEPLOPLOHOVG TIOL ALTOG emiParlel (custom properties).

OAOKANpo T0 oXNpa NG Baong dedopévwy anekovifetat oo Staypappa 2.8, 6oL KA-
T010G PBaBUOG «XWPIKNG TOTUKOTNTAGH EMUKELPEITAL YLt TIG OVTOTNTEG TTOV OXeTilovTaL

ueta&d tovg.
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] Artifact v T ArtifactProperty ¥
id INT(11) artfact_id INT(11)
type_id INT(11) name VARCHAR(255) _1 Eventpath v
uri TEXT is_custom_property TINYINT(1) event_id INT(11)
state INT(11) int_value INT(11) is_index_step TINYINT(1)
name VARCHAR(255) double _value DOUBLE step_index INT(11)
create_tme_since_epoch BIGINT(20) string_value TEXT step_key TEXT "] Execution v
|ast_update_time_since_epoch BIGINT(20) > IdINT(11)
L> type_id INT(11)
W s v last_known_state INT(11) 7 Typel v
] Attribution ¥ id INT(11) name VARCHAR (255) S type = pe_ 4 INT(22)
~] MLMDEnv v i ariifact id INT(11) create_time_since_epoch BIGINT(20) s
dINT(D ast_update_time_since_epoch BIGINT(20) 4T name VARCHAR(255)
| # schema_version lNT[liJ contert i BTCLY execution_id INT(11) = name VARCHAR(255) data_type INT(11)
artifact_id INT(11) tpe INT(11) version U ARCHAR(255) >
> milliseconds_since_spoch BIGINT (20) type_kind TINYINT (1)
- —J ExecutionProperty ¥ description TEXT
execution_id [NT(11) put_ype TEXT Tl Parentype ¥
] context v ) ContextProperty ¥ 5 - name VARCHAR(255) outout spe TEXT type_id INT(11) |
idINT(11) context_id INT(11) ST is_custom_property TINYINT(1) > parent type id INT(11)
type _id INT(11) name VARCHAR(255) idINT (1) int value INT(11) >
name VARCHAR(255) is_custom _property TINYINT(1) context_id INT(11) double_value DOLBLE
create_time_since_epoch BIGINT(20) int_value INT(11) exzcution_id INT(11) string_value TEXT
last_update_time_since_epoch BIGINT(20) double _value DOUBLE " L
= string_value TEXT

] ParentContext ¥
context_id INT(11)
parent_conext_id INT(11)

>

Ixnua 2.8: To Zyrua t¢ Baong Aedouévwy Tov MLMD

Avt6 mov kabioTatal aUEoWS AVTIANTITO and TO MAPATAVW OXHHa givat OTL Ol OXETELG
IOV TEEPLYPAPNKAV TIPONYOLpHEVWG Sev eu@avilovtal oTnv mpaypatikotnta oto did-
YPOUQ, PE TOVG THiVAKES VA TTAPOLOLALovTal «amoauvdeSepévolr, EVIOXVOVTAG ETOL TNV
10€a OTL TpOKeLTaL TEAKA yia pa pn-oxeotakn Paon dedopévwv. Avto ogeiletar oTny
TavTeT] EANEYT TiEPLOPLOUWY EEVOV KAELOLOV, LE TNV AVAPOPLKT] AKEPAUOTNTA Va Pa-

oiletal €€ ohokAfpov ot povadkotnta Twv ovvOeTwV KAESLWV.

2.4.3 Arikto Enterprise Kubeflow (EKF)

H Stavoun avowktov kwdika tov Kubeflow (OSS Kubeflow) mapéxet apretég Pohikég
Aettovpyie, aAAd epgavifet SuoTvxwg pia oepd and eAeiyels. H Stavour| Enterprise
Kubeflow (EKF) tng Arrikto emekteivet Tig Suvatotnteg tng mhatpoppag OSS Kubeflow
He TpOOBETN AVTOUATOTOINOT, AVATIAPAYWYLHOTNTA, POPNTOTNTA KAl XAPAKTNPLOTIKA
aoc@aleiag, evowpatwvovtag dtagopa epyaleia oe pia evomomuévn Avon. Optopéva
anod avtd ta gpyaleia, dnwg ta Kale, Rok kat Rok Registry, anoteAovv kaiplo ovotatiko
NG ADONG TTOL TTEPLYPAPETAL OTNV TIapovoa epyacia Kat Ba cu{ntnBovyv, wg ek TovTOL,

OTIG EMTOUEVEG EVOTNTEG.
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2.5 Kale

H OSS Kubeflow Pipelines mhat@oppa emitpénet otovg emotripoves dedopévwv va opi-
Covv kat va ektedovv oOvOeTeg poég epyaoiog oto Kubernetes. Qotdo0, n) xprion avtrg
™G TAaTQOppag amattel éva eninedo texvikwv deflotiTwy mov viepPaivel ekeivo Twv
TePLOcOTEPWV eMOTNUOVWY dedopévwy. Zvykekpipéva, To OSS Kubeflow amaitei to
TaKETApLopa Twv pipeline components oe containers, pa kovpaoTikn Stadikacio Tov
ovxva ovvemayetal aAAayég otov kwdika TG e@appoyns. Extog avtov, mpokelpévov
va aglononoet kaveig Tnv XL tov Kubeflow yia tn oxediaon twv pipeline, ogeilet va
yvwpilet v ek} YAwooa tov KFP (DSL), yeyovog mov Suoxepaivet akopn meploco-

TEPO TO €PYO TOV.

To Kale [28], éva epyaleio tng Arrikto yia tnv evopynotpwon Kubeflow components,
@A odokei va Eemepaoel avTovg TOVG TTEPLOPLOOVG, TapéxovTag vynlov emmédov Python
APIs mov emtpénovv oTovg emotnpoves dedopévwv va opifovv kat va eKTENOVV Tiepi-
TAOKEG pOEG epyaociog, XpnOoonmolwvTag Ta epyaleia pe Ta onoia eivat 110n efokew-
névot: kwdika Python kat Jupyter notebooks. Ta to okomo avtd, To Kale mapéxet toco

¢va SDK 600 xat pia ypagukr Stemagr| pe tn popen enéktaong oto JupyterLab.

To Kale SDK emutpénel otovg xproteg va ypagovv anmhd kwdika Python kat, otn ov-
VEXELQL, VA TOV PETATPEMOVY 0€ AN pwG avamapaywylpa Kubeflow pipelines xwpig va
anatrtovvTat alkayég otov apyikod mnyaio kwdika. H oxetikn enéktaon tov JupyterLab,
arnod v AN mAevpd, kaBlotd Suvartr Ty ekkivnon evog pipeline run katevBeiav péoa
arno to Jupyter notebook, StevkoAbvovTag Tn ypriyopn avantuén Kal Tov TEPApATIouo.
To Kale dtaovvdéetal, TéAog, appovikd pe To Katib yia tnv ektéAeon netpapdtwv hyper-
parameter tuning, kaBwg kat pe to KEServing, ovtwg wote o xprotng va «oepPipet»

HOVTEAQ e pia HOVO £VTOAT, GVHBAAAOVTAG 0TV eMAVOT) COPAPWY KEVWV AUTOUATO-

noinong tov OSS Kubeflow.
»
(*Kale
, e N [ N )
B e

Kubeflow
Jupyter 'A‘ 6 KFServing

Katib
Notebooks Pipelines HP-Tuning

J

Kubernetes

Cloud Platforms (GCP, AWS ..)
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To 1o onuavtko eivar 6t to Kale xerpiCetar tig e§aptroeig Sedopévwy kat amhomotei tn
Sadkaoia petagopag dedopévov petald twv Pnudtwv tov KFP. Ta components tov
KEP eivai, €§ optopov, avefdptnta kat avtovopa, TpowbwvTag Tny enavaypnopomnoin-
on kot Ty kAakworn. To Kale avaAvel to DAG tov pipeline, evtoni{ovtag tig e§aptn-
oe1g, Kat avalapPdvet tn oelplonoinon twv avtikepévwv e£6dov kat Ty anobrkevon
TOVG 0¢ éva KoLvoxpnoto volume, To omoio mpooaptatal oe kdbe Pripa tov pipeline
(kdBe Prpa exteleitan oe Eexwplotd Pod, cdpgwva pe to pnxaviopov tov Argo). H
dadikaaoia oetpromoinong dedopévwy, yvwotn kat wg marshalling, exteleitar and tov
18tk pnxaviopo tov Kale ov éxet oxediaotel yia va StaxetpiCetat évav aptBuo Siago-
petikwv TOMWV dedopévwv (m.x. Python dicts) pe tpomO Sragavi otov xprotn katd Tnv
OAoKANpwOT TNG eKTENEOT|G TOV Pripatos. AvtioTotxa, Katd tnv £vapén Tng ektéleong
evog Prpatog, to Kale eivar vtevBuvo yia tnv anoocelptomoinon Tuxov OELPLOTIOLHEVWY

dedopévwv eloodov.

H napanavw dtadacia vrootnpiletat and tny mAatgdpua Staxeipong dedopévwv tng
Arrikto, Rok, pe to onoio Oa aoxoAnBovpe meptocdtepo atny enodpevn evotnra. Aglo-
TOLWVTAG TNV TEXVOAoyia Afjyng ottypotdinwy tov Rok, To Kale kataypaget odoxAnpo
T0 meppdAlov oty apxn kat 0to TéAog kabe Prparog Aappdvovrag éva oTIYUOTUTO
Tov vmokeipevov PersistentVolumeClaim, emAvovtag ta {nTipata avamapaywypotn-
Tag Tov OSS Kubeflow kat anaAAdocovTag oploTikd Tovg emoTrpoveg dedopé vy ano
To emunpoobeto Pdpog tng dnpovpyiag etkovwy Docker yia va 6uokgLACOLY TOV KO-
Sika kat TI§ e€aptroelg Tov (Omwe Ba NTav LTTOXPEWEVOL VA KAVOLY €dv ekTENODOAY

amAa Prpata tov KFP).

2.5.1 Evowpdtrwon MLMD

To Kale evowpatwvetat pe to ML Metadata (MLMD) yia tnv kataypa@n petadedopé-
VoV unxavikng pabnong mov mapayovtat anod TG ektedéoelg Twv Kubeflow pipelines.
I[Tio ovykekpLpéva, Kataypa@el TANPOPOPIEG OXETIKA e Ta runs, Ta Hovtéla, Ta ovvo-
Aa dedopévwv kat AN avTikeigeva Tov anotelovv Tig el06dovg kat Tig §680vg Twv
oTolxelwv ot pa por gpyaciog MM, avtd mov vwpitepa ovopdaocape MLMD Artifacts
(2.4.2). To Kale @povriet yia Ty autopartn kataypa@n kat tn owotr Stacvvdeon evog
aptBpov and Artifacts, analldocovtag tov xpnotn and tnyv evBvvn tng aAAnAemnidpa-

ong pe To MLMD. Mepika and avta givat:
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o Exmoudevpéva povrtéda
» Kataypagég (logs) Tensorboard

o Zmypotoma tov Rok (BA. emdpevn evotnta 2.6 yia mepLloooTepeg MANPOPOpies)

Katd ) Sudpreta g extéleong, to Kale ppovrilet emiong yia tn Snpiovpyia evog véov
Context mov avtiotolyei oto pipeline run, kaBwg kat evog Execution yia kde Prjpa. To
tehevtaio Oa amodetxBei eEalpeTikd xpriOLHo TPOXWPWVTAG GTHV AVAALGT TOV XAVt

opov kpueng uvrung (caching) tov KFP o€ emopeva kepdhata (3.3.3).

2.6 Rok

To Rok [29] eivou pua idtokTnTn MAat@oppa tng Arrikto yia tn Staxeipion kat amo0dnkev-
on dedopévwy, n omoia evowpatwveTal £yyevag pe To Kubernetes péow tov mpotvmov
Container Storage Interface (CSI) [30], yia va mapéxet mponypéveg duvatdtnteg amo-
Onkevong, omwg duvapukn Sidbeon volumes, SpopoAdynon pe emiyvwon Tomoloyiag,

KaBwg Kat Afyn oTyltoTOTIWY.

To Rok mpoo@épel éva eminedo Siayeipiong dedopévwv mov dabétet PVC oe Pod e
TpOTO MOV eTLTPETEL O amevBeiag ovuvOedepéves, TomkéG ovokevég NVMe va yivovv
KVPLoG amodnkevTikog xwpog. Ilapdlo mov Ppioketat oty kpion dtadpoun eAéyxov
™G mapoxns kat dtaxeiplong Twv volumes, Sev Bpioketat oty kpiown Stadpoun tng et-
0680v/e£ddov, n omoia péet amevdeiag péow tov muprva Linux kot e§umnpeteitat TeAika

amno T ovokevr) NVMe mov eivat anevBeiag ovuvdedepévn otov idlo puotkod vtohoylotr.

(a) critical I/O path

NVMe

Ixqua 2.9: Rok
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EmnpdobBeta, o Rok emitpémet T Afjyn 0Ty ldOTUTIWY TwV TOTIKWV persistent volumes,
Xwpig va enmpedletal n anddoon ¢ epappoyns, Snhadn xwpic va napepBailetal oto
HOVOTIATL £10080V/e§0S0V TNG EPapHoOYNS, Xdpn 0TIG BekTiwaelg Tov Tuprva Linux tng
Arrikto. To Rok katakeppartilet, agatpei Sumhotuma pépn, kat Tagvopel Ta oTypuoTu-
nia o€ ekd0o0elg, TpoTov anodnkeboel Ta content-addressable Tprpata Tovg oe kamowa
vmmnpeoia amobnkevong avtikelpévoy (.. Amazon S3) mov PpilokeTal KOVTd 0TN OL-
ykekppévn ovototia Kubernetes. H avtiotpoen dadikacia eivau emiong dvvatn, e
70 Rok va emtpénel TV anokatdotaon Twv TePLEXOUEVWY £VOG OTLYHIOTVTIOV O £val
véo Tomko volume. ZvvoAikd, Ba umopovoape va movpe ott to eminedo Staxeipiong Se-
Sopévwv mov mapéxet To Rok cuvdvudlet Tig emdooelg TnG TOMKNAG anodrkevong pe Ty

gvehi&ia TWV KOLVOXPNOTWV CLOTHHATWY ATTOBNKEVONG.

2e vynhotepo eminedo, Ta oTypdTLTIA TOL Rok opadomotovvtal oe kovPadeg mov o-
vopaovpe Rok buckets, ot onoiot meptéxovv cLANOYEG avTikeuévwy. Kabe avtikeipevo
Hmopel va €xet ToAamAég ekdooelg, pe kdbe £kSoom va givat To GTIYHIOTVTIO KATIOLOV
nopov (m.x. evog PVC) oe pia dtagopetikny xpovikr otiypr). Me Tov Tpomo avtd, pmo-
povpe va emavagépovpe Eexwplotovs Topovg onwg ta PVC, N akdpa kat oAdkAnpa
neparlovta omwg ta notebooks otV akptPr) kKATdoTAOT TOVG O€ piat OTOLAOTTOTE

OTLYpr) OTO XpOVO.

. Bucket \_ File
" ROk /B . Forecasting } forecasting-0

@ Snapshot (@) Bucketinfo [ Files [j Policies Tasks Q S

Version name Created! Size 2 *  Events

> 3f0ub69d Added datasets [TiEd ® A minuts ago 5GB (5]
forecasting-0 :

y efc372¢?  data transform e ) i
g SIS 2 minutes age 568 65
B> Z}I’Bb"iu Doyt 1hour ago 5GB [

Ixnua 2.10: Rok Versioning

2.7 Rok Registry

To Rok Registry [31] eivat 1 18toktntn Avon g Arrikto yia avaditnon, avakdoyn kat
KOLVI} XPOT| OTLYUOTUTIWYV [e AAAOVG XPTOTEG, EMUTPEMOVTAG TN Onovpyia ISLWTIKWY

1 dNUOcIWwV opddwy Kat TOV 0pLopd Aentopep@v Alotwv eAéyxov mpooBaong (ACL).
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To Rok Registry ovvdéet moAanAég ovototyieg Kubernetes mov extehovv to Rok, ave-
EdptnTa and to mov Ppiokovtal. AmoBnkedel povo avagopég oe dedopéva, avi yia Ta
dedopéva avtd kabavtd, kat emtpénet ota Rok clusters va ouyypovifovv otrypdtona
Heta&d Tovg, avtalldooovtag content-addressable Tunpatd tovg péow evog SikthoL 0-
HoTpwv koupwv (P2P), xpnotponowwvtag éva povtého dnpoaievong/ovvdpopng (pub-
lish/subscribe), xwpig to idl0 va mapeufdAletar otnyv Kkpion dtadpopr Tov cvyxpo-
viopov dedopévwy. Otav dnuiovpyovvtal véa OTIYUOTUTA, HOVO TA TPOTOTIOLHEVA

TUAHATE Tovg Tpémet va dtaoyiocovv To dikTvo.

Kubernetes cluster 1 Rok Registry Kubernetes cluster 3

@g%%w 990

NVMe DAS NVMe

Insmnce tore I

Kubernetes cluster 2 Shared Storage (On-Prem DC)

\s )

Local NVMe Laptop
SSDs

¢ [El) Rok Cluster+ Kubernetes cluster 4

GCPC\ ud
s‘ rage

Yxnipa 2.11: Rok Registry

To Rok Registry cupaAlel oTny avTIHETOTION TWV KEVWV GOPNTOTNTAG KAl ATPANELOG
tov OSS Kubeflow, emitpénovtag otoug xproteg va potpalovrat dedopéva kat va ov-
vepyalovtat petadd Stapopetikwv ovotorwy. Emtpémnel, eildikdtepa, tn dnpocisvon
KOVPASWV TIOV TIEPLEXOVY OTIYULOTVTIA, KAOIOTWVTAG TOVG 0VOLAoTIKA dlabéotpovg oe
dAAovg XproTeg, ot omoiot- pe TNy KatdAAnAn e§ovotodotnon- propodv pe TN oepd
ToUg va eyypagovv oe avtods. To Rok, émetta, Staopaifet 6Tt ot aAlayég mov mpay-
HatomolovvTal og €vav dnpootevpévo kovPd, Stadidovtal g GAovg TOVG CLVOPOUNTEG

TOVL.
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Yxediaon

Ze auTo To Kepalato Ba meptypayovpe Sie§odIKA TOV TPOTELVOUEVO UNXAVIOHO HAG, O
omoiog emtpémel TV ektéleon Twv Kubeflow Pipelines oe moAlamhég ocvotoryieg Ku-
bernetes, avaAbovtdg tov oe dakpira Pripata kat Stelodvovtag oe kabe va and avtd
EexwploTd. ZKomdg eivat QUOLKA 1) OLKOSOUNOT ULAG OTEPEAG KATAVONONG €Tl TwV Paot-
KOV EVVOLDVY Kal E00TEPIKWV Hnxaviopdv Tov KEP kat tov Argo mov epumAékovtal 0To

oxedtaouo kat Tnv vAomoinon twv Split Pipelines.

3.1 Emokomnon

Ta tehevtaia xpovia, n pnxavikn padnon éxet etofalet oe kdbe onuavtikod kAddo emt-
XELPNUATIKAG SpacTnpldtTnTag, ano Tov Tpane(iko TOHER KAl TIG AVAVEWOLLEG TNYEG €-
VEPYELag £wG TOV OXeSLACHO TIPONYUEVOD LATPIKOD eEOTMALOHOD Kat Ta avTo-0dnyodueva
avtokivnTa. ()G ek TOVTOV, OL EMIXELPTOELG EMSLWKOLY Tidon Bvoia va pumovv oTo may vi-
1, dloxeTeboVTAG TEPAOTIO TOOA XPNUATWY OTN OXETIKN EpELVA. AVOTLXWG, OL ETALPEIEG
Sev pmopovv amhwg va TeTdovv xprjpata o€ emoTrpoves SedopEvwy Kat pnxavikovg
Hnxavikng padnong eAnifovtag oe Bavpata. Zopgwva pe to VentureBeat, o 87% twv
épywv emotrpng dedopévwv dev katapépvovy moTé va Tacovy oty mapaywyn [32].
O AOyoG yla auTo givat OTL 1 aVATTLEN HOVTEAWY ElVaL OTNV TIPAYHATIKOTNTA HOVO éva

KOMUATL TOL TIaGA.

H arfeta eivat 0t éva épyo pnyavikng pddnong dev Eexivd pe Tnv avdntvén tov povte-
Aov. Amauteitat, apyikd, pa TAnfwpa Sedopévwv mov mpénet va pehetnBovv Ste§odukd,

va SiepevvnBoiy, va kabBaplotodv kat va vrtootodv poenefepyacia. H mpooPaon ota

37
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dedopéva, woTO00, AN Kat 0 SLApOLPATUOG TOVG aKOUA Kat EVTOG TwV oplwv {ag Kat
Hovo etaupeiag, dev amotelei aorpavtn vVtOOeon, AOyw TNG KATAKEPUATIOUEVNG 1] [N
OHOLOPOPPNG amobnKeVONG AVTWY, KABWDG Kal AVIOVXIOV OXETIKWYV e TNV TPOOTACIA

NG WIWTIKOTNTAG KAl TG ATPANELAG TOVG.

Amé v GANN TAELPA, £va €pyo UNXAVIKNG HAOnonG dev Tehelwvel Kal [ TNV avAamTu-
&n tov povtédov. To povtého mpémet va ekmaudevtei kat va afloloyndei, odnywvrtag
oe mbavég emavaAnyelg 0to 0Tadlo TG Kataokevng, mptv powdnbei oto mepBaiiov
Tapaywyns, pa Stadikacia mov ovxvd amattei onpavTtikn Texvoyvwoia DevOps. X
ovvéxeLa, éva povtélo mov «oepPipetar oto mepPdAlov mapaywyng mapovotalel é-
va eVTEAWG VEO GVUVOAO TIPOKAT|OEWY Kat EIOIKWV ATAITIOEWY, YU QUTO Kal TPETEL va

eAéyyxeTal Kat va mapakoAoveital cLVeEXWG.

Data
Scientist SecOps
y Data
Engineer DevOps

Xxnua 3.1: H Porj Epyaoiag tov MLOps

[Ipogavag, n Stadikacia mov meptypdetal mapandavw eivat SVoKOAN Kat, epocov dev
HTTOPODLE VA TIEPLUEVOVLE OL EMOTAOVEG deSOUEVWY Vat eivat LONUOVEG Kal 08 TEXVIKA
Oépata, avamogevkta mepthapPdvel évav aplBpd mpoownwy Kal pOAWY, amd unxavt-
KoUG dedopévwy €wg eldkovg DevOps kat ao@AAELaG, OL OTOIOL TTPETEL VAL ETIKOLVWVOVY

KAl Vo GUVEPYALOVTAL ATTOTENEOUATIKA.

Ynoé to mpiopa avto, avadelkvoeTal WG EMTAKTIKN 1 AVAYKN Yia pia TAAT@OpHA IOV
Sievkolbvel Ty mpooPaoct oe dedopéva Kal TNV avTaAAayr aUTWY, TAPEXEL KAVOVES

Kat KATELOLVTIPLEG YPAUUES YIa TOV TIEPLOPLONO TNG POT|G Epyaoiog avamTvéng povte-
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AV, EMUTPETEL TNV Taela EMAVAANYT, TOV TEPAPATIONO Kat TN ovvepyaoia petafd dia-
gopetikwv xpnotwv. To Kubeflow gilodo&ei va amoteléoet Tn Avon, mapéxovtag To
nepPAAAOV kat Ta epyadeio TOV AMAUTOVVTAL Yia THV avamTuEn Kat TV eVopXHoTpw-
on poav gpyaciog pnxavikng padnong oe éva Kubernetes cluster. To tpéxov obvolo
xapaktnptotikwv tov Kubeflow, wotdoo, amotuyxavel evéexopévwg va eumnpetroet
oplopéva evlapEpovTa oevapLa TTov ival cuvnOLopéVa Oe HEYANEG ETLXELPT|OELG: &€-
XWPLOTEG GVOTOLXiEG TTOV GTOXEVOLV O€ SlagopeTikd otadia avantvéng (avantuén, ma-
paywyn) 1 kukAovg {wiig TG pong epyaciag (mpoemefepyacia dedopévwy, ekmaidevon
HovTélov, efumnpétnon autnudtwy), 1) Tapéxovy TPOOPAOT| Oe TEPLOPLOUEVEG VTN PE-
oieq (data lakes, amofetnpla avtikelpévwy) f vmohoylotikovg mopovg (GPU, ovokevég
HPC).

Zto oxfua 2.4 Seifape éva Tumkd mapddetypa wag pong epyaciag unxavikng pdon-
ong, 0mov avtiAneOnkape tnv eyyevn evon g wg pa dtadikaoia mov StapBpwvetat
oe moAlamAd Prjpata. Méxpt avto To onpeio, woTdo0, vTobéTape 6Tt Kdbe Prpa av-
TG TG dadikaoiag ekteleitat otny ida Tomobeoia. Avtd dev pmopei va eivat aAnfeia,
OUwG, epOOOV KABe KoppdTt TNG ponig epyaciag (SnA. avamtuvn, exnaidevon, eEvmnpé-
on atnpdtwy) xapaktnpifetat and eatpetikd SLAPOPETIKEG ATALTHOELS KAL, PUOLKA,

TPOSLaypagEs.
« TomoBeoia avantving @opntog vtoloyoTrg evog emothova dedopévwy 1 kot-
vOXpNOTN cvaToLYia AVATTVENG

- Anatnoeig: Ivwpipo mepipdAlov, .. Jupyter notebooks, Python

- Xapaktnpiotikd: Ileplopiopévot amobnkevtikoi kat VTOAOYLOTIKOL TTOPOL
» TomoBeoia exmaidevong Mia toxvpr ovatolxia ovvBwg 0To VEPOG

- Anatnoeig: Ipriyopn kat oxvpn, kovtd ota Sedopéva ekmaidevong
- Xapaxtnpiotika: E§eidikevpévol vtoloyiotikoi mopot, m.x. GPUs/FPGAs.
[TpooPBaon o€ Aipveg dedopévav 1 amobetrpla avTiKepEvVOV

» TomoOeoia mapaywyng Evag dtakopotrg epappoywv 1 pia edge-device

- Amautnoelg: ATaUTroELG IOIKEG Yl TNV EQAPUOYT

- Xapaktnpiotka: IIpopAeyn (inference) kovtd otnv mnyn dedopévwy, m.x.

0€ aVTO-00NyOoVpEVA AUTOKIVTA
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Aapavovtag ta mapamdvw voymn, Ba pénet va Stapop@woovpe kKatdAAnAa To apxikd
SLaypappa, TPOKEPEVOL AVTO VA AVTIKATOTITPIlEL TNV KATAVEUNUEVT GUOT| TNG POT|G

epyaociag.

/

Dev Location Q\ / Training Location Q\ K Serving Location B\

Develop

Gather Data

Transform
Data

Analyse Data

Design Model

Build Model

Train Model

Deploy Model

Serve Model

Test Model

AN AN /

Ixnpa 3.2: Mia Tomixs Poy) Epyaciag Myyavikhc MaOyons: Avalewpnuévy

Baoel twv mapamdvw, oTig emopeveg evotnteg Oa mpoteivovpe kat Ba meptypdyovpe
gvay unxaviopo mov Ba pag emrpéyet va tpé§ovpe SLaQOPETIKA TURHATA TNG PONG €p-
yaoiag pnxavikng pabnong oe Stagopetikég Tonobeoieg pe tn xprion Tov Kubeflow. Ano

edw kat 070 &N¢, Ba avagepopaote e aLTOV TOV PnXaviopo wg Split Pipelines.

3.2 Split Pipelines

Onwg damotwOnke mponyovpévwg, Ta diagopa pépn evog pipeline pnxoviknig padn-
0NG €XOLV SLAPOPETIKEG AMAUTIOELG, OTOTE ival AoYIKO va emBupolpie kabéva e§ avtwv
va ekTeleoTel oe StagopeTikn Tomobeoia, o€ fua mpoomddela tkavomoinong Twv amat-
THoewv avtav. [a Tovg okomovg avthg TG Simhwpatikng, Oa xpnoionolovye Tov 6po
tonmoBeoia yia va avagepbovpe oe pia ovotoryia Kubernetes, mavw otnv omoia tpéxet
10 Kubeflow padi pe tnv idtoxktntn otoifa tng Arrikto. Me dAa Aoyta, kdBe tonoBecia
TpéxeL TN Avon Enterprise Kubeflow tng Arrikto (2.4.3), mov mpokettal ovolaoTika yia
1o Kubeflow (2.4) evioxvpévo pe Tig Suvatotnreg avtopatiopov tov Kale (2.5) xat Tig

v peoieg dtaxeiptong dedopévwv Tov Rok (2.6).

O otdx06 Hag eivat apkeTd amhog- Béhovpe va avantdéovpue éva povadiko pipeline,

aANd TipaypaTomoLWVTAG TV gKTaidevon Tov povtélov oe pia tomobeoia kat oepPi-
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povtag To o pia AAAn. IIpokelévov va meptypdyouvpe TOV TPOTELVOUEVO UNXAVIOUO
Split Pipelines, Ba xpnowomnorjoovpe wg mapadetypa €va oAy cvuvnOiopévo pipeline
HNXAVIKNG padnong mov amoteleitat amod 5 Prjpata, OTwG anetkovifeTal oxnUaTKd ma-
pakatw (3.3). To ovykekpiévo pipeline poptwvel éva cvvolo dedopévwv (oo idto
onpeio Oa umopovoe emiong va ektehel Kat OTOLOVOONTOTE HETATXNUATIOHOVG TTPOETTE-
Eepyaoiag) kat o xwpilet ota ovvola Sedopévwv ekmaidevong kat Soktung. AkohovBei
N ekmaidevon kat 1 aloAdynon Tov HovTéNov, TPV auTd «oepPLploTeir, evowpatwdei
Sdnhadn oto meptBarlov mapaywyng, ETollo va SexTel autrpata Kat va ekteléoel efa-

YWYT) CUUTEPACUATWY.

N

ﬁj;, 43M|N|o WA \

v

Location A Location B Location C

i A : i~
» » » (<
load-data > split-data train-model evaluate-model serve-model

J

[y

S5 AMINIO e |

Exnua 3.3: Kubeflow Pipeline Xwpiopévo Meta&v Tpiwv TomoOeoiwy

To mapandvw pipeline propei va avantvyOei pe xprjon tov Kubeflow (1] Tov Kale) kat va
ekteleotel oe pia TomoBeoia xwpig Waitepo komo. H katdotaon nepimhéketal, wotod-
00, 0TV pmaivet atn ovlTnon o Staxwplopog TG ekTéeons Tov petald StapopeTikdv
tomoBeotdv. Ta Pripata éxovv el0odovg kat e£6d0vg, yeyovog mov vrodnAwvel, guot-
Kd, tnv vmapén eEaptioewv petagd toug. Ilolog eivan TdTE 0 UNYAVIoUOG oL KaBloTd
epuctn N Aertovpyia twv Split Pipelines; IToteg eivat ot eaptroeig petadd twv Pnua-
Twv Tov pipeline; ITov amobnkevovtay IIdg pmopodpe va Tig ouyxpovicovpe petadd
Stagpopetikwv tomobeotwv; Avtd eival ta Bactka epwtnuata mov Oa efetdoovye oTig

ETTOUEVEG EVOTNTEG.

3.2.1 O Mnxaviopog

O optopodg Tov pnxaviopov eivat LaAAov amhdg- n ektéleon Split Pipelines ovviotarta,

oVOLAoTIKE, o8 Tpia dtakpitd Prpata:
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Split Pipelines = Early Stopping + [Meta]Data Syncing + Caching

H vroBeon eivat amhn: av ektehéoovpe éva Brpa Tov pipeline otnyv tonofesia A, cuA-
Aé€ove oTIdNOTE TAPAYEL KAt TO petagépovpe otny tomobeoia B, dev vdpyet kavévag
Aoyog 1o Prina va ekteheotel Eavd otnv tomobesia B. Avto Paciletan oty kpiown ma-
padoxn 0Tt €va Prjpa Tov pipeline mov ektelei Tov idto kwdika pe To dedopévo ovvolo
eloodwv, Ba ogeilet va mapayet mavta v idla é€0d0. Me avtd katd vov, Ba deifovpe
OTL av ovyxpovicovpe ONeg TIG Tapayopeves e£080vg, Tig Sidpopeg efapTnoelg ot Se-
Sopéva kat petadedopéva, dSnhadr, petadd tTwv Tomobeowwy, Ta endpeva Pripata Tov
pipeline umopobv va ektedeatobVv pe emiTvyia o pia Stapopetikn Tonobeoia, xwpig Tnv
avaykn enavaAnyng ekteAéoewv mponyodpevwy Pudtwyv mov £xovv ndn odokAnpwei

OTNV apxIKN.

Early Stopping

Stop the pipeline run early;
don't let it complete, e.g.
interrupt run after first 2
steps have completed

[Meta]Data Syncing

sync (i.e. transfer) all necessary e
data and metadata between
Locations

Caching

Rely on KFP caching to avoid
rerunning steps that have
already completed on some
previous Location

2xnua 3.4: O Myyaviouos twv Split Pipelines

To KFP Sta0étet Tov 81k TOL UNXAVIOHO KPLQTG VNG, LKAVO VAL aviyVeDEL Ta Pripota
TIOL £XOVV TIPONYOVHEVWG OAOKANpwOEL pe emTuyia Kat va avaktd dueoa Tig §6dovg
TovG anod éva evdidpeco eminedo anodrkevong, xwpic va xpetdletal emavainyn g &-
kTéheong tovg. E@edne, Ba avagepopaote oto ovotnua avtd wg KFP caching. ®a
HTTOPOVOAYLE, GUVETIWG, VL TIOVUE APNPNHEVA OTL OTOXOG Hag ival 1) 1) AelTovpyia Tov
OVYKEKPIUEVOL unxaviopov caching e «katavepnpuévo» TpoOmO, TPOCOUOLWOVOVTAG OV-
OLAOTIKA TIG «TIAPEVEPYELEG» TNG EKTENEOTG EVOG PripaTog. Me aAAa AoyLa, Oa xpetaotei
va ovyxpovicovpe petald Twv tonobeciwy oo ta oxetikd petadedopéva tng cache,
Ta omoia Ba odnynoovy o KFP va anogacioet 6Tt kamoto Prjpa €xel ekTeAeoTEL OTO

napeABov- maporo mov 1 ektédeon Ehafe xwpa ot StagopeTikr Tomobeoia- 6o kal Ta
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npaypatika dedopéva eE65ov mov maprjyaye To Pripa KaTd TNV apxikn EKTEAEOT] TOV, Ta
OTIolaL ATAUTOVVTAL TIPOKELUEVOL TUXOV emOpeva Prjpata, Tov e§apTwvTal anod avTo, va

Eektviioovy kat va oAokAnpwBobv pe emtvxio otny Tehikr Tomobeaia.

3.2.2 'Eva IT\npeg [Tapaderypa

Ze avtr) Ty evotnta Ba e§etdoovpe T AN ekTéleon Tov pipeline Tov mapadeiypa-
106 (3.3), TPOKEILEVOV VA ATTOKTIOOVUE TIAT P emoTTElR TG OANG Stadikaciog TPoTov
dieiodvoovpe Babutepa yla va e0TIA00VE OTIG AeTTTOUEPELEG. Oa EKTEAETOVLE TO YVW-
070 pipeline 5 PrudtwV TOV TAPOVOLACTNKE TAPATAVW Yia TNV TipoemeEepyaoia Twv
dedopévwy e106d0v atnv Tomobeaia A, Tnv ekmaidevon kat v afloAdynon tov povté-

Aov oty TomoBeoia B kat, Téhog, To «oepPipiopa» tov otny Tomobeaia C.

e Brpal
Qg mpwrto Pripa, Oa mpémet va petagoptwoovpe To pipeline oto KFP kat oTig tpetg
TonoBeoieg. AvTo eivat e@ikto gite péow tov KFP SDK eite péow tng ypagikng
Stemagng. A&ilet va tovicovpe OtL pdkettal yLa Tov idlo akppdg oplopd kal oTig

Tpelg Tomobeoieg.

/ Location A \ / Location B \ / Location C \

-~ -

I's = /—‘a /—f'\
load-data X ‘ load-data * ‘ load-data {‘T
— -~ -

( If
split-data A
-~ 2 ) -~
o d oo (3 oo (¢
train-model train-model L train-model

’f‘ ﬂ Z
p
evoluute—mode1‘T ‘ evaluate- modeﬁ‘ ‘ evalucttefmode1‘

S G
split-data ‘f" ‘ split-data ‘?

J

L J L J

-~ -~
\ serve-model / \ ‘ serve-model / \ ‘ serve-model T /
€ ) . @ J « )

Xxnua 3.5: Biua 1: Metagbptwon tov Pipeline kot otig Tpeig TorroBeoieg



KEQAAAIO 3. XXEAIAYH

e Brjpa 2
Metd tn petagoptwon tov pipeline, Eekivoipe Tnv ektéleot| Tov otny Tonobeoia
A, pgow tov KFP SDK 1} Tng oxetikng ypagikng diemagne. Ta mpwta 2 frpata
ekTeElovVTAL Kat OAoKAnpwvovTat pe emtvyia (eppavifovtal fe TpActvo Xpapa
oto Staypappa). Metd to Téhog Tov Pripatog split-data, n extéleon tov pipeline
SlakomTETAL, CLUVETIWG Ta EMOpEVa Pripata epgavifovtal wg ykpt 0to didypappa
(mpokelpévou va kataotel caés 0Tt 8¢ Oa ektedeaToy TOTE). Oa cunTHoOVE

10 oxedlaopo TG mpowpng dtakomrg (early stopping) oe emdpevn evotnta (3.5).

/_ Location A \ / Location B \ / Location C \

-
( » ( (s
load-data Early load-data ‘ load-data
Stopping L ) L

\

8

@ 1 74

split-data 1% _' split-data ‘6 split-data ‘ff‘

-~ i~

. . 6 . 4
train-model train-model train-model

L J L )

Vs e -~

evoluate—mode1‘ ‘ evaluqtefmodé‘ ‘ evolucttefmoden‘f

LU

- i~ g L
\ serve-model / K ‘ serve-model w j \ ‘ serve-model ‘ZT‘ /

Xxnua 3.6: Biua 2: Exkivyon Extéleons oto A + Ipdwpn Awakont

e Bnua3
210 TéAog Tov Tponyovpevov atadiov TG Stadikaciag, To split-data £xet oAokAn-
PWOEL TNV EKTENEDT] TOV, TTapAyovTag Ta ipoenegepyaopéva obvola dedopévwv
ekmaidevong kat dokung. Ymo kavovikég ovvOnkeg, avta Ba tpogodotovvtav
wg eicodol 010 akpPwg emdpevo Prpa, Tov eivat velOBVVO YL TNV ekmaidevon

TOV HOVTEAOV.

2ty mepintwon Hag, wotdoo, avtég ot £€odot, padli pe pia oepd petadedopévawy
kat AMwv egaptrioewv mov Ba diepevvrioovpe oe BaBog oTIg eMOUEVEG EVOTNTEG
(3.3.2 kau 3.3.3), mpémet va petagepBbovv otny tonobeoia B, dote o unxaviopog
caching va Aettovpyroet 6mwg avapévovpe. Avtod akpipwg ovpPaivel otn ov-
VEXELQ, XAPT OTO UNXAVIOUO OLYXPOVIOUOL TTov Ba TepLypdyovpe 0Tn OXETIKN

evotnta (3.4).



3.2. SPLIT PIPELINES 45

/

Location A \ [ Location B \ / Location C \

-

7S ~ e P /;\
{ load-data X Early load-data L ‘ load-data (‘T
Stopping J L Y
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- 7 ( 7
split-data ‘?A? ‘ split-data ‘f" ‘ split-data ‘ff
72> / -~ -~
( . | . (E ( X 44
train-model ‘ train-model ‘ train-model
& | J { J
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. - - 7 . »
evoluate—mode1‘ ‘ evaluate—modeﬁs evuluote—moda‘r
C R — J

-~

%
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serve-model / serve-model / \ ‘ serve-model T /
B — | —— AN J

Ixnua 3.7: Biua 3: Zvyypoviouds [Meta]AeSopévwy and 1o A oto B

Bua 4

A@ob ohokAnpwBei 0 GLYXPOVIOHOG, UTOPOVHE VO EEKIVI|OOVE Hia EKTENETT) OTNV
tonoBeoia B. Aedopévov 6Tt Ta amartovpeva petadedopéva eival twpa dtabéoipa
TOTIKA, 0 pnxaviopog tov KEP caching Oa aviyvevoet 61t Ta §0o mpwta frpata
gxovv 110n exteleotel kat Umopoly, wg ek TovTov va mapaineBovv. Ot é§odot

TV Pnpdtwv Ba avaktnBovv anevbeiag and v cache.

To mapamavw eivan {wTIKNG onpaciag yla TNV €yKupoOTnTA TOL 0XESIATHOD HAgG,
kabwg n avdktnon Twv anoteheopdtwy NG cache amattel éva kKAdopa povo Tov
XPOvoL Tov Ba xpetaldTay Kavovika yia Ty apyikomnoinon evog véov Pod kat tnyv
ekTéleon evog Pripatog tov pipeline. H xpovikr avtr emPapuvvon eivar adbvato
va ayvonOei, eldikd oe ouvOrKeg Tapaywyns. AAwoTe, €va Prjpa 6nwg To train-
model, eival anmolbtwg Bepitd oe mpaypatikég ovvOnkeg va enegepyaletat évav
TePAOTIO OYKO SeSopévwY Kot va eKTENEL EEAUPETIKA ATIAULTNTIKOVG VTTOAOYLOUOUG,

aro dmoyn XpOvoL Kal TOpwY.

Me 115 anapaitnteg e£680v6 TwWV 2 TPOTWVY PHATWY, OTIWGS AVTEG avakTHOnKay
and v cache, to KFP pnopei va mpoxwpr|oet 0tny ektéAeon Twv enopevwy fn-
HATY yla TNy ekmaidevon kat Ty a§loAdynon Tov povtélov, kat AL XprotHo-
TOLWVTAG TNV TEXVIKN TNG TPOwpPNG SLAKOTNG Yl VA OTAHATHOEL TNV EKTEAEOT
TPtV amo Ty évapén tov televtaiov Pripartog. Ta Pripata mov avaktwvTal anod
v cache avanapiotavtat e Kitpvo xpwpa edw, oVTwg wote va Eexwpiovy and

EKELVAL TTOV TIPAYHATIKA EKTEAETTNKAV.
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normally!
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Location C
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[ load-data *
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Yxfipa 3.8: Brua 4: Exxivion Extédeons oto B + Evromopos Cached Steps + Ilpowpn

Awaxonyy

e BAupas

To endpevo Prpa eivar TAEOV apkeTd TPOPAVEG EQOOOV 1| EKTAidEVOT) TOV po-

vTEAOU Kat 1) a§loAdyNnon avtov £xovv oAokAnpwbei, mapdyovrtag To povtélo wg

¢£000, opeilovpe va poPolpe 6TOV GUYXPOVIOHO TwV anapaitntwy Sedopévwv

otnv tomobfeoia C OMwG KAvape TPONYOLUEVWE, TIPOKeILEVOL 1] Stadikacia va

ovveyioel kal va oAokAnpwOei pe To «oepPipiopa» Tov HOVTEAOL.
X ne u pptplop W
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Xxnua 3.9: Brua 5: Xvyypoviouds [Meta]AeSopévawy amd to B oto C

. BI'"lCt6

A@ov ohokAnpwei 0 cuyxpoviopds Twv Sedopévwy, pmopovpe va Eekivioovpe

v exTéAeon Tov pipeline otnv tonoBesia C. Avtr TN Popd, Ta TEGOEPA TPWTA

Brinata Oa PpeBovv oty cache. ‘Etol, To KFP Oa mapaleiyet Tnv ektéleot| Tovg,



3.3. AIEPEYNHXH EEAPTHYEQN 47

AvVaKTOVTaG TIg e§080V6 Tovg amo v cache, TpoTov MpoxwpToEL OTNV eKTéNEDT

Tov TeAevTaiov Prparog, To onoio oAokAnpwvel TNV ektéleon tov pipeline.

/ Location A \ / Location B Location C \
P .
4 Thefirst4 K
load-data Early load-data * steps are load-data
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( "ot
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&
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Xxnua 3.10: BAua 6: Exkivyon keu OLoxkAyipwon Extédeons oto C

p
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i
\ serve-model / k serve-model /
J
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3.3 Awepedvnon E€aptrioewv

2e avtn TV evoTnTa Ba S1elodv ooV LE 0TOVG E0WTEPIKOG Unxaviopovg Tov KFP kat Tov
Argo, TOV VTIOKEIEVOVL OVOTHHATOG EKTEAEOTIG POWYV EPYATLAG, TTPOKELHEVOD Va SLepev-
vrjoovpe Tt QUoN Twv efapToewv petadd Twv Prudtwy evog pipeline kat va dtapop-
Qwoovpe pa otépea katavonon tov KFP caching. Ia to okond avto, Ba kdvovpe éva
Prina miow, opitovtag éva mOAD amAo pipeline 2 Prudtwv pe to Kale, mpokeipévov va
TAPATNPTCOVUE TIWG AVTO peTaPpAleTal o€ [a por epyaciog Argo and Tov pHeTayAwT-
ot tov KFP xat va 1o xpnotponotrjoovpe wg mapdderypa yia va eEepevvioovpe Tig
Baotkég évvoleg YOopw amod tn petadoon dedopévwy (data passing) ota Prjpata tov Argo

KAl TOVG UNXAVIOROUG XPOVOL EKTENEDT|G.

3.3.1 Tpéxovrag Kubeflow Pipelines pe o Kale kat To Rok

To Kubeflow kot To KFP edikotepa mapéxovv mpaypatikd oxvpd epyaleia mov Bon-
Bolv Tovg emoTrpoveg dedopévwy otny ektéleon kwdika Python wg pipelines, oelpég
Pnuatwv mov tpéxovv oto Kubernetes, aflomoidvtag tov container-native pnxaviopo
twv Argo Workflows. Qotdoo, n avantuén evog pipeline pe tn xpron tov KFP SDK

elval KOVPAOTIKT, AMAUTWVTAG TOAD eMMPOOOETO TETPIUUEVO KWOIKA, KAl EMTAEOV €-
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EakohovBel va xpetdletat éva oplopévo eninedo texvoyvwoiag, eite avtd agopa da-
dkaoieg mov evtdooovtat 0tn o@aipa Tov DevOps (.. 1 avaykn dnuovpyiag eukod-
VWV yla TO TAKETAPLOUA TOV KWwSKa Kat Twv e§apTrHoewy Tov) gite anAwg Tnv e8Ik
yAwooa (DSL) tov KFP. Avtd eivan ta ipoBArpata mov gthodogei va Avoet to Kale o
ovvdvaopo pe to Rok. Xpnowpomowwvtag to Kale SDK, ot emotripoveg dedopévwy ov-
olaoTika Sev xpetaletat va kavouv Kapia alkayr otov Python kwdikd tovg, ektog amod
v mpooBnkn emonpelwoewv (annotations) yta Tov mTPooSlOPIOUO TWV CLVAPTHOEWVY
nov Oa petagpactovv oe Prjpata KFP. Tapakdtw mapovotdlovpe £va anhd mpoypat-
ta Python mov ypagtnke pe to Kale SDK kat mepthapPavet 2 Prjpata (pe Tig avéhoyeg
ETMONUELWOELG) TTOV cLVLALOVTAL GTNV KVpLa cLVAPTNOT Tov pipeline, n) omoia onueww-

VeTal avaloyws.
from kale.sdk import pipeline, step

@step(name="addition™)
def add(a: int, b: int) -> int:

return a + b

@step(name="multiplication™)
def mult(a: int, b: int) -> int:

return a * b

@pipeline(name="example-pipeline”, experiment="split-pipelines”)
def ml_pipeline(a: int = 6, b: int = 8):
sum = add(a, b)

res

mult(3, sum)

if __name__ == ”__main__”:

ml_pipeline()

To mpwto Pripa, To omoio ekppdletat amd tn ovvaptnon addition, hapBaver 2 axé-
patovg aplBpovg Kat emoTpéPel To ABpoLopud Tovg, evw To SevTeEPO, OV VAOTOLEITAL
amo Tn ovvaptnon mult, AapPdvel 2 aképalovg Kat EMOTPEPEL TO YIVOUEVO TovG. To
pipeline mov mpok¥TTEL, OTWG OpileTan ot ovvaptnon ml-pipeline, AapPaver 2 axé-
patovg aptBpovg, viroloyilet to aBpotoud tovg, To onoio akolovbwg Tpimhactddet. Tia
napadetypa, av dwoovpe ta 6 kat 8 wg el06d0v¢ Tov pipeline (avTég eival ot mpoemhey-

HEVEG TIUEG), TO TeAKO amotéheopa Ba eivar 42.
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Pipeline kot Brjpata

2to mapandvw mapddetypa opicape éva amho pipeline xpnopomowwvtag o Kale SDK.
[Tio ovykekpipéva, apov ypdyape Tov KOSIKA, EMONUEWOAHE KATAAANAA TIG oLVap-
Troelg mov BéAovpe va ektehodvTal wg Prpata Tov pipeline pe Tov decorator @step.
Otav 1o mpoypappa ekteAeital, To Kale apykonotel éva avtikeipevo Step mov mepié-
XEL OAEG TIG TANPOPOPIEG IOV ATTAUTOVVTAL Ylot TT) HETATPOTT] TOL Pripatog oe éva KFP
component mov Ba evowpatwdei oto mpokvntov Kubeflow Pipeline. Edikdtepa, ov-
urepthapBavel To Gvopa Kat TNV LAOTOINoT Tov PriHatog, TiG el008ovg kat Tig e§0dovg
Tov, TN Aoywkr] marshalling tov Kale mov meptBédAet Tov kwdika tov xpriotn yla tnv
ATOCELPLOTIONMOT TWV €L0OJWV Kat Tr oelptomoinomn Twv e§0dwv, kabwg kat TNV ekova
Docker, padi pe to onueio elo6dov kat ta opiopata tov CLI, pe ta omoia Oa tpé€et To

Argo Workflow container mov 6a SnuiovpynOei yia tnv ektéleon tov Prjpatog.

Ex166 and 11g ovvaptioelg Twv Pnudtoy, éxovpe cuvTtatel pa Kbpla cuvapTNOT, TNV
omoia emonuewoaye pe Tov decorator @pipeline, ) omoia £xeL koo va ovvOvLACEL Ta

npoavagepBévta Prpata, opifovrag tov ypago eaptrioewv Tov pipeline.

Metayhwttion Tov Pipeline

Exovtag avantvget tov kwdika tov pipeline, prmopobpe va to avePaoovpe mpog ekTe-
Aeomn oto Kubeflow, kadwvtag to Kale péow tng ypappns eviohwv kat mapéxovtag To

oxetwko Python apyeio wg dpropa:
$ python3 -m kale pipeline_script.py --kfp

2t ovvéxela, To Kale eivat vmevbovvo yia tn dnpovpyia Tov DAG tov pipeline. ITo
ovyKekpéva, Ba dnuiovpynoet TI§ avamapacTAcELS TwV PUATWY IOV TEPLYpAYapLE
TOPATIAV® Kal, APOV EMKVPWOEL TOV KWLKa TNG KVpLag cuvaptnong, Oa mpofei ot
SLapdpewon Twv MapapETpwy eKTEAEONG TWV PUATWYV TTOL TTEPAAUPAVOLY T OVOA-
Ta Twv volumes mov Oa mpooaptnBolv oe kabe Pripa, Ty etkova Docker mov avta Ba
eKTEAEOOVY, AAAd Kat ToV kKatdloyo omov Ba amoBnkevtody ta dedopéva eodov. Te-

Aog, 1o Kale Oa kataywpioet Ta frpata wg tufpata tov Pipeline.

Ze avtd To onpeio, To Kale éxet OAeg Tig MANpo@opieg mov xpetdletat yia va petayAwt-

TioeL TN por epyaciag pnxavikng pabnong oe éva Kubeflow pipeline. Kafe fripa peta-
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Tpémetal, apyika, oe éva KFP component, To omoio opilet To dvopa tov Prpatog, tnv
vlomoinon, Ti§ et06dovg kat Ti§ eE6dovg. Ta component cuvdvd{ovtat petagd Tovg yla
va oxnpaticovv éva Kubeflow pipeline, To onoio to Kale, pe tn for0eia Tov petaylwt-
Tioth Tov KFP, petatpénet oe éva Argo Workflow CR, to omoio pmopei va vtopAnOei wg
éxet 0to Kubernetes yia va ektedéoel tn porj epyaociag (pa eloaywyn ota Argo Work-
flows divetan otnv avtiotoxn evotnta YmoPdbpov, 2.3). Oa éxovpe TNV evkapia va
emBewprjoovpe Ste§odika to mpokvntov Argo Workflow CR otnyv evotnta Metadoon

Aedopévov (3.3.2).

Marshalling

ITpotov mpoxwproovpe a&ilel va mapabéoovue pueptkéG AeMTOUEPELEG OYETIKA U Eva
evllagépov xapaktnplotikd tov Kale mov éxet dn avagepOei mponyovuévwg, kat Oa
amodelyTel taitepa Xprolpo ot ovvéxeta. Avto eivat Péata o pnxaviopuog oelplo-
noinong (kat anocelplomnoinong) dedopévwy, otov onoio Ba avagepopacte epeng wg

marshalling. O oxeTikog oplopdg mov Ppiokovpe oto Wikipedia eivatr amolvta axpiPrig:

2NV eMOTAEN TV VTTOAOYLOTWY, To marshalling eivai n Stadikaoia peta-
TPOTNG TNG AvATAPAOTAONG £VOG AVTIKEILEVOV 0T VNN O Hio HOpPT)
dedopévwv katdAAnAn yia anobnkevon 1 petadoon. Xpnoupomnoteital ov-
viiBwg otav ta dedopéva mpémet va petakvnBodv petagd StapopeTikv
TUNHATWV EVOG TPOYPAUHATOG VTTOAOYLOTH 1] Al £va TIPOYPAIa O éva

&\ho [33].

To marshalling oto Kale eivat, ovotaoTikd, €vag nyaviopog yia Ty anpooKomTh fe-
tadoon dedopévwy petald Twv Pnudtwy tov pipeline, o omoiog xpnotponotei évav Kot-
voxpnoto gdkelo 6mov to Kale pmopei va oeipromolei kat va anooeiptomolei Sedopéva,
otav ta Prpata tpoomadovv va Stafdoovv kat va ypayouv Tig elcodoug 1) e§6dovg Tovg
avtiototya. To Kale vAomotei fua oetpé ano marshalling backends, 6nwg ovopalovrta,
YLOL TOV XELPLOWO TNG OELPLOTIOINOTG/ATTOOELPLOTIOINOTG SLAPOPETIKWY TUTIWYV dedopévwy
npog/and apyeia. AANA wg Aettovpyodv 0Aa avtd; Oa mpoomabdroovpe va dwoovpe
o ieptypa@n vynAov emméSov 8w, AMOPEVYOVTAG VA UTOVE 0 TOAAEG AeTmTONE-
peLeG OXeTIKA He TN peTadoon dedopévav, n onoia Ba avalvbei extevwg otnv apéowg

ETOUEVT EVOTNTAL.
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Katd to xpdvo extéheone, 6tav éva Prpa Tov Argo apxilet va tpéxel, éva container &-
Kteleital péoa 010 avtiotoo Pod, pe tnyv evioln eloodov kat Ta opiopata CLI mov
npoodiopilovtat 6to oxetikd Workflow. Katd tnv ektéAeon pipeline pe to Kale, to on-
peio el06dov (entrypoint) eivat ovolaotikd pia kAron oto Kale pe kdmola opiopata mov
AVTLOTOLXOVV GTO OVOUA TOV PrILATOG IOV TIPOKELTAL Vo eKTENEOTEL, KaBWG kat 0TIG €L00-
dovg kat e£680vg Tov. To Kale 6a mpoomabnoet, apxikd, va poptwoet Tig TiéG £L06dov
Tov Prpatog. AvTég pmopei va eivat amAéqg TIpéG TTov Tepvave wg opiopata (Tepintwon
Katd tnv omoia dev amattovvtal tepartépw Pripata) 1} oeplomonpéva (marshalled) Se-
Sopéva, Ta omoia mpémel va avaktnOovv amod Tov KovoxpnoTo KATAAOYo Kat Va amooeL-
plomronBovv mptv tpopodotnBovv otn cuvaptnon tov xpriotn. Ta povomatia apyeiwv
Tov avtioTolyovv ot marshalled dedopéva Staxpivovrtal amo pia eidikr cvpporooepd

kale-marshal: mov to Kale mpoc6étet otnv apxn Tov mpaypatikod Lovomatiov.

Ot €€odot Twv Prudtwy UTopovV va eMOTPAPOLV eite WG anAég ovpBolooelpég eite
wg oetplononuéva dedopéva, mepintwon kata tnv onoia To Kale Oa avabéoet oo ka-
TdAAnho backend va oeiplomoinoet To anotéleopa og £va apyeio, TO LOVOTIATL TPOG TO
omoio- pe 1o mpodBepa kale-marshal:- Ba emotpagei wg i e§6dov. Telkd, pe
Pondeia Tov Rok kat xdpn otov pnxaviopd mov Ba avalvoovye ochvTopa, Ta OELPLo-
notnpéva dedopéva Ppiokovy To §popo Tovg TPog To endUevo Pripa Tov pipeline, 6mov

emavohapPaverat n ida dtadikaoia.

Step1
Argo Step starts executing
Kale is invoked in

Marshal the entrypoint
prefix?

Step 2
Kale marshal backends
deserialize marshalled inputs

File path
returned
instead
of value

Step code executes

Moving files ”E“
Step4 between steps?

Kale serializes and writes
output to file

Zxnua 3.11: O Myyavioués Marshalling Tov Kale
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Volumes

2TIG TIPOTYOVUEVEG EVOTNTEG TPaApE e YEDOT amd Tov TpOTOo e Tov omoio to Kale
amAomolel TV avantuén Kat ekTéNeon powv epyaciag unxavikng pabnong, anokpvnro-
vtag oe peydo Pabuo tig Aentopépeteg Aettovpyiag twv KFP kot Argo, emttpénovtog
otov emotrpova dedopévwy va emkevtpwbel oty avantuén tov kwdkd tov. IIpog
avtr) Vv katevBuvon, to Kale tov analldooel amd Tnv avaykn yla xelpokivitn ka-
Taokevn etkovwv Docker yla to maketapiopa tov kwdika, kabwg kat Twv e§aptnoewv

Tov, aflomolwvTag TIg Tapoxés TG TAat@opuag Sayeiptong dedopévwy, Rok (2.6).

Ortav 1o Kale kaheital péow tng ypapuns eviolav (ot idleg apxég Loxvovy kat yla Tnv
eméktaon Tov JupyterLab) yia va exteléoel éva pipeline, {nta and to Rok va Aafet é-
va oTLyoTVTo TV volumes mov cuvdéovtal pe To meptBarllov oTo omoio ekTeAeiTat
(m.x. €va Jupyter notebook). E@eérig, Oa avagepopaote ota oTyltOTUTIA QUTA [E TOV
0po PVC snapshots 1} amA@g snapshots. To Kale (ntéd otn ovvéxeta péow tov Kuber-
netes 1 StaBeon evog kKAwvov kabevdg amod avta ta volumes, ot onoiot poopilovtat
va pooaptnBovv oe kdbe Pod mov Ba dnpovpyroet o Argo yia va ekteéoet £va Pri-
o tov pipeline. ITio ovykekpiuéva, To Kale mpooBétel Ta ovopata twv volumes otn
Aiota volumeMounts tov kdBe Argo task mov dnpovpyeitat katd tn dradikaocia Tng pe-
TayAwtTiong wg pépog tov Workflow, mAnpogopia mov Oa gtaocel, Tehikd, 0Tov oplopo
Tov Pod mov Ba dnpovpynBei yia tnv extédeon Tov ovykekpiuévov Prjpatoc/task, peta

v vrtoPoAr| Tov Workflow CR oto Kubernetes.

O napamdvw pnxaviopog Stao@aliet 6Tt To akptPeg meptBarlov mov eivat Stabéotpuo
™ oTiypr| g petayhwttiong (dnA. dtav to Kale extedeital yia mpwtn @opd), ovpme-
pthapPavopévov Tov kwdika Tov xpnotn (dnhadn Tov mpoypaupatog mov vAomoLel TO
pipeline) kat omoliwvdnmote eykateotnpévwy PtpAiodnkav (cuumepilapPavouévov @u-
otka tov Kale), Oa Bpebei avarloiwto oto kabe Pod mov dnpovpyeitat yio tnv ektéeon
evog Pripatog Tov pipeline. Emmhéov, pe tpomo dtagavr yia tov xprotn, to Kale Aap-
Bdavet PVC snapshots otnv apyxn kat oto télog kabe Prjpatog (cvuvhbwg avagepopaote
o€ avTa wg step auto-snapshots). AvTo TO XAPAKTNPLOTIKO, TEPA ATTO TIG SLVATOTNTEG
ATOCPAAUATWONG KWSIKA TIOV TIPOOPEPEL, ATOTENEL 0€ GUVOVAOHO e TOV UNXAVIOUO
marshalling tov Kale, faoikéd pépog tov ovotrpatog petadoong dedopévwy katd tnv

ekTéNeon Tov Pripartog, Onwg Ba deifovpe oty evoTnTa TOL aKoAoVOEL.
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3.3.2 Metadoon Aedopévwv

To eninedo agaipeong mov mapéyet 1o KFP kat, axoun nepiocdtepo, to Kale otnv ava-
ntvén pipeline pnxavikng uabnong pmopei va mapamlavioet Tovg xproTes, odnywvrag
TOVG VA TILOTEYOLV OTL 1] EKTEAEDT] AVTWV TWV POWV epyaciag eivat To idlo amAn ye tnv
ToTKy ekTéheon evog mpoypappatog Python. Qotdoo, avtd améyxet katd moAd and
v aAnBeta, agov, omwg éxovpe RN avapépel, kabe Pripa Tov pipeline avtiotouyile-
Tat og éva Kubernetes Pod katd tnv extéAeon, kaBlotwvTag ovolaoTika TIG eKTEAETELG
pipeline katavepnuévovg vTOAOYLOHOUVG, e TIG TPOKANOELG IOV aVTO cvvendyetat. H
XpovodpoloAdynon Twv Pnudtwy, n mapakolovdnon tng ektéleong Tovg,  ovAloyn
TWV AMOTEAEOUATWYV Kat ) VTOPOAN] avapopwv oTov XproTn (T.X. Héow Tng Slemagng
TIOL TrapEXeL pia upstream epappoyn, to KFP yia mapddetypa), eivat Oha {otucd pépn
¢ Stadikaoiag, mov ektehovvTtal kupiwg oe eminedo Kubernetes and tov Argo Work-

flow Controller.

[Tap’ 6ha avtd, otV Mapovoa evotnta Oa emikevipwOove o€ pia SLaPopeTIKr TPOKAN-
o1, 1| oToia TVYXAVEL VA AmOoTENEL TALTOXPOVA Kpioo HéPog NG ekTéAeons Twv Kube-
flow pipelines, kaBwg kat To KAeWdi ya TNV avade&n kat katavonon twv egaptrioewy
Hetad twv Prudtwy, mov dVvatal va pag eépet Eva Prjpa o Kovta otny vlomoinon
twv Split Pipelines. ®a avalboovpe, OLVETWG, TOV pnxaviopd petadoong dedopévwv
nov emetpénet T StaPifaon Tipwv kat apyeiwv petald Pnudtwv (Snhadn dagopetikwv
Pod), Eekivavtag and tov Tpdmo pe Tov omoio opiletat kat vAomoteitat 6To eminedo Twv
Argo Workflows kat mpoxwpwvtag ot diepehvnon Tov TPOTOL e TOV OTOI0 O UnxavL-

opog avadvetat péow twv KFP kat Kale.

Argo Workflows

[TpokeluéVvov va KATavoroov e TARPWG TOV TPOTIO e TOV OTIoio AetTovpyei 1 petddoon
dedopévwv oTig pogg epyaciag Argo, faoikn mpovmobeon amotelel pa otépea Katavod-
non tov pnxaviopov twv Argo Workflows 6to o0volo tov, Eektvwvtag and to idto to
Workflow CR. Ka®’ 6An tn Sidpketa tov avtrg tng evotnrag Ha xpnoiponolovpe wg
napadetypa 1o pipeline 2 fnpatwv mov napovotdoape otny evotnta 3.3.1. Otav kaké-
oape to Kale, mapéxovtag tov Python kwdika wg eicodo yia Tnv ektéAeon tov pipeline

oto KFP, 1o Kale mpoxwpnog, apxikd, 0T HETAYAWTTLON TOL O€ pia por| epyaciag Argo,
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omwg meptypagnke mponyovpévws. To mpokvmtov Workflow CR mapatiBetar mapaxd-
Tw. lla Adyovg ontikomoinong, turfpata tov Workflow éxovv mapaleipBei. Eidikotepa,
napaleiyape ta petadedopéva tov CR (nedio metadata), Ta omoia mepthapPavovy emi-
onuewwoels (annotations) kot eTikéteg (labels) mov mpootiBevrat amod Tov peTayAwt-
1ot Tov KFP, ta omoia 8¢ Oa pag amaoxohfoovv diaitepa, kabwg kat Ta templates
TOL AvTIoTOLXOVV oTa Pripata Tov pipeline. Ta televtaia eivou efaupetikd onuavtika
Kal, WG €K ToVToV, Xprifovv Eexwplotng diepevvnong (PA. mapakdtw). Ze mpwto otddio,
Oa emikevTpwOolue 010 oNpeio £L06S0V TNG POTIG EPYATLWY, TO OTIOIO gival To template
Tov avTiototxel 0to DAG tov pipeline (dnAadn example-pipeline), To omoio ovvdeel

o\a ta vitoONoLTTa.

apiVersion: argoproj.io/vlalphal
kind: Workflow
metadata: [...]
spec:
entrypoint: example-pipeline
templates:
[...]
- name: example-pipeline
inputs:

parameters:

{name: a}

{name: b}

- {name: rok_split_a_workspace_z8xrq_url}
dag:
tasks:
- name: create-volume-1
template: create-volume-1
arguments:
parameters:
- {name: rok_split_a_workspace_z8xrq_url,
value: ’{{inputs.parameters.rok split a workspace z8xrq url}}’}
- name: addition
template: addition
dependencies: [create-volume-1]
arguments:
parameters:

- {name: a, value: ’{{inputs.parameters.a}}’}
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- {name: b, value: ’{{inputs.parameters.b}}’}
- {name: create-volume-1-name,
value: ’{{tasks.create-volume-1.outputs.parameters.create-volume-1-name}}’}
- name: multiplication
template: multiplication
dependencies: [addition, create-volume-1]
arguments:
parameters:
- {name: addition-out,
value: ’{{tasks.addition.outputs.parameters.addition-out}}’}
- {name: create-volume-1-name,
value: ’{{tasks.create-volume-1.outputs.parameters.create-volume-1-name}}’}
arguments:
parameters:
- {name: a, value: ’6’}
- {name: b, value: ’8’}
- {name: rok_split_a_workspace_ z8xrq_url,
value: ’http://rok.rok.svc.cluster.local/swift/v1l/kubeflow-user/notebooks/
split-a-0_split-a-workspace-z8xrqgrversion=52a2c3e9-4ace-403c-8679-54651692ea2a’}

serviceAccountName: pipeline-runner

Eotid{ovtag oto template example-pipeline and to napandavw Workflow, éxovpe pia
apketd EexaBapn etkova yla 0AOkAnpo to pipeline. Avtd opilet To dvopa kat TG €L60-
dovg Tov, kaBwg kat Tov AT PN YpAPo Twv egapTroewy uetadd Twv Pnudtwv (dag. tasks).
Edw givat mov ta mpdyparta apxifovv va amoktovv evitagépov. Otav ypdyape Tov Kw-
dwa Python, opioape pnté dvo Pripata yia to pipeline, ta addition ko multiplication.
Evtovtolg, n AMota twv task mov eppavifetat oto tehikd Workflow mepiéxet tpua, pe ta

Pripatd pag va efaptwvtal amd éva Prjpa pe To Ovopa create-volume-1.

Ooo mepiepyo kal av @aivetal apyikd, avto dev Ba mpémet va pag cokdpet laitepa.
onwg meptypayape otnv evotnta 3.3.1, to Kale dnpovpyei évav kAdvo tov volume
7oL LTOOTNPiCeL TO TEPIPANAOV EpYATIAG TOV XPT)OTH, TOV OTOLO GTI OVVEXELX TIPOTAP-
Td og k4O Pripa, ovTwg woTe Ta Pripata- mov €& 0pPLOUOD EKTEAOVVTAL OE SLAQOPETIKA
Pods- va pmopovv ovolaotikd va potpalovtat éva meppdAlov (kodikag, e&aptroeig
BPAL0ONKWY, oetpromonuéva dedopéva). Evkola ovvdyetal and ta mapamdvw 0Tt To
Pria create-volume-1 mov mapatnprioae, EL0AYETAL OTN ot} epyaciag epPoALa amod
1o Kale, mpoxketpévov va xelplotei tn Snpiovpyia evog khwvomnoinuévov volume and 1o

OTLYHLOTLTIO TOV TiEPIBAAAOVTOG Epyaciag Tov XproTh.
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E€aptnoeig Bnpdtwv

To DAG tov pipeline mov mepthappavetat oto avtiotoo template tov Workflow armo-
KaAOTITEL ONEG TG e€apTroElg Twv Prpdtwy. Tlapatnpwvtag To Tapadetypa mo mpooe-
KTIKA, avThapBavopaocte 0tLvndpxovy dvo tonol e§aptrioewy: Ta Pripata evdéxetal va
egaptvral eite and Tig mapapétpoug e.cd6dov Tov pipeline eite anod tig e§68ovg Tpon-
yoopevwy Prpdtwy, 6Twg aneikoviletat 6to aplotepd kat Se&i Stdypapipa Tov oxHaToS

3.12, avtioToiya.

Zmnv mepintwon pag, ya mapddetypa, to create-volume-1 e€aptdtal and tnv eicodo
Tov pipeline mov avtiototxel ot SievOvvon URL tov PVC snapshot, rok_split_a_-
workspace_z8xrq_url, evw 1o addition e§aptdtal anod Tig el0680vg Tov pipeline a kot
b, Tovg axépatovg apBpovg, dnhadr, mov mpoopiletat va mpooBéoel. And tnv AN
nAevpd, Toco To addition 600 kat To multiplication e€aptwvtat ano v £é£odo Tov
create-volume-1,  onoia Oa eivat To volume mov Oa Siatedei yia va mpooaptnOei ota
Pripata, ev to multiplication e§aptdtat emmAéov and tnv ¢£odo tov addition, n omoia
oto mapddetypd pag Oa moAhamAaoiaotel pe To 3. MéxpL avtd To omnpeio, £Xovpe TapeL
HLOL APKETE YEVIKT 1éa OXETIKA e TN Hop@Pr) TwV e§apToEwV OV UTOpEl va euavt-
otovv oe éva Workflow. TIpokeuévov, wotdoo, va pdbovpe mpaypatikd nwg kdbe pia
amd TIG TIHEG AVTEG XPTOLUOTIOLEITAL ATTO KATIOLO Pripa, oPeilovpe va e0TIAOOV|E OTO

avtioTtolo template fripatoc.

— example-pipeline.yaml example-pipeline.yaml
inputs: \ ( inputs: \

parameters: parameters:
- {name: a} - {name: a}
- {name: b} - {name: b}
- {name: rok_split_a_workspace_z8xrq_url} - {name: rok_split_a_workspace_z8xrq_url}
dag dag:
s tasks:
-|name: create-volume-1 naPe{_create-volume-1
template: create-volume-1 template: create-volume-1
arguments: arguments:
parameters: parameters:
- {name: rok_split_a_workspace_z8xrq_url, - {name: rok_split_a_workspace_z8xrq_url,
value: '{{inputs.parameters.rok_split_a_workspace_z8xrq_url}}'} value: '{{inputs.parameters.rok_split_a_workspace_z8xrq_ur1}}'}
name: addition name { addition
template: addition template: fpddition
dependencies: [create-volume-1] dependenciles: [create-volume-1]
arguments: arguments:|
parameters: parameteps:
“{{inputs .p: .a}}'} - {name:| a, value: '{{inputs.parameters.a}}'}
{Inputs. b}}'} - {name:| b, value: '{{inputs.parameters.b}}'}
- {name: create-volume-1-name, - {name:| create-volume-1-name,
value: '{{tasks.create-volume-1.outputs.parameters.create-volume-1-name}}'} valug: '{{tasks.cre lune-1.outputs. p: Lcr lume-1-name}}'}
- name: multiplication - name: multiplication
template: multiplication template: fuultiplication
dependencies: [addition, create-volume-1] dependenciles: [addition, create-volume-1]
arguments: arguments:|
parameters: parameteps:
- {name: addition-out, - {name:| addition-out,
value: '{{tasks.additi itput. ameters.addition-out}}'} valug: '{{tasks.additi itput: ameters.addition-out}}'}

- {name: create-volume-1-name, - {name: create-volume-1-name,
value: '{{tasks.create-volume-1.outputs.parameters.create-volume-1-name}}'} value: '{{tasks.create-volume-1.outputs.p: .create-volume-1-name}}'}

Exnua 3.12: Eéaptiioeic Byudrwy
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To Template Tov Brjpatog

ITpokeluEVOL va KATAVOTCOVUE TL VTTOVOOUV Ot EEAPTNHOELG IOV TIEPLYPAPNKAV TTAPATIA-
Vw, OXETIKA [ TNV ekTéNeon kdbe Prjpatog, Oa mpémetl va epfabvvovpe oto template
Tov Pripatog. ESw, Oa emikevipwBolue oto Pripa multiplication (ta cvpnepaopata Oa
etvat avaloya yia omotodnmote Prjpa). Iia dAAn pa @opd, Ba mapaleiyovpe To THRHA
Tov avTloTolkel ota petadedopéva Tov template, To omoio mepLExeL E181KEG EMOTUELW-

oelg kat eTikéTeg Tov KFP, mov 8¢ pag agopovv 0to mhaiolo Tng mapovoag avaAvong.

Koaté tn perétn avtov tov template, a&iet va Qupopaote pe motov tpdmo dnovpynon-
ke. Onwg avalvetat oty evotnta Metaydwttion tov Pipeline (3.3.1), to Kale mpwta
kataokevdlet KFP components mov @£pouv OAeG TIG anapaitnteg TANPOQOpPIes OXETL-
Kd e TIG €10050vG, TG €§080VG, Kabwg kat TNV VAOTOINGT) TOVG, cuuTep apfavopévng
HLOG EIKOVAG, [l EVTOANG €KKIVIOTG Yo TO container Kol Ta AMALTOVHEVA opiopata
CLI. A6 t petayAattion avtwv twv KFP component, mapayetat pia Aiota and Argo
Workflow tasks, kaBéva pe To 1k6 Tov template, To omoio mepiéxet OAeG TIg TANpOPOpiEG
TIOV ATATOVVTAL, WOTE TO avTioToLyo Pripa va ektedeotei and Tov Argo Workflow Con-
troller oto Kubernetes. Eva ané avta ta template eivat kat to multiplication, mov eivat

vrevBuvo yla TNy ektéAeon TG ovvdptnong mult, anod to mapaderypa tov pipeline -

script.py.

Me dedopéva ta mapandvw, uropovpe va Eektvjoovpe eotialovtag oto medio inputs
Tov Prjpatog multiplication, mov avtioTtokei oTIG £10600VG. ZOppwva e To template,
auTEG eivat 0TV Tpaypatikotnta dvo: addition-out kat create-volume-1-name. ITapd
TO YEYOVOG OTL TA OVOHATO TWV CUYKEKPLUEVWY ELCOOWYV ELVAL APKETA TTEPLYPAPLIKA, eV
EEpovLE TIPAYHATIKA OE TL XPNOLHEVOLY, aKopa. Avtd Oa To avakalvyovpe otadiakd,
KaBwg emKeVTpwWVOHAOTE 08 SlapopeTikd koppdtia Tov template. IIpog To mapdv, apkei

va ovykpatioovpe 60Tt to Prjpa multiplication mepipévet dvo eloddoug.

Exovtag avagepBei 0116 1008006, pmopovye ev ovveyeia va emikevipwhovpe 0To Trpa
container, To omoio meptéxeL TNV VAOTOINOT) TOL PrIATOG Kat, CLYKEKPLHEVQ, TO Paot-
kO image, TV evtoAn évapéng pe ta avtiototxa opiopata tov CLI, ta ovopata twv
volumes mov xpetaletat va mpocaptnBovv otav épbet n wpa 1o Pod, kat mAnpogopieg
OXETIKEG pe TO TEPIPAANOY EKTENEDTG. XNV TIEPIMTWOT HaG, TO image ocvuvayetal avtod-
Hato and to Kale katd tn oTiypn TnG HETAYAWTTIONG KAl AVTIOTOLXEL O [LLaL ELKOVA TTOV

napéxetat and tnv Arrikto yia Jupyter notebooks.
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- name: multiplication
container:
args: [--in, a, ’3’, --in, b, ’{{inputs.parameters.addition-out}}’, --out, out,
/tmp/outputs/out/data]
command: [python3, -u, -m, kale, pipeline-script.py, --step, multiplication]
env:
- {name: PYTHONUNBUFFERED, value: °1’}
image: gcr.io/arrikto/jupyter-kale-py36@sha256:dd3f92[...]
securityContext: {runAsUser: 0}
volumeMounts:
- {mountPath: /home/jovyan, name: create-volume-1}
workingDir: /home/jovyan
inputs:
parameters:
- {name: addition-out}
- {name: create-volume-1-name}
outputs:
parameters:
- name: multiplication-out
valueFrom: {path: /tmp/outputs/out/data}
artifacts:
- {name: mlpipeline-ui-metadata, path: /tmp/mlpipeline-ui-metadata.json}
- {name: multiplication-out, path: /tmp/outputs/out/data}
metadata:
[...]
volumes:
- name: create-volume-1

persistentVolumeClaim: {claimName: ’{{inputs.parameters.create-volume-1-name}}’}

Eioov onuavtikég ya to container mov 8a Snuiovpynei yia v extédeon tov Prina-
106, ival oL TANPOPOpieg OXETIKA e TVXOV Volumes mov mpémel va mpooaptnovv 1o
avtiotoiyo Pod, Ta ovopata Twv onoiwv SnAwvovtat oto medio volumeMounts. Eiduko-
Tepa, T0 volumeMounts opilet To povomatt evtdg Tov container 6mov Ba mpooaptnOel
kaBe volume. AAAG o€ TL avTioTOLKOVY Ta OVOpaTa volume mov divovTal, Me dedopévn
Kamota egotkeiwon pe apyeia YAML oto Kubernetes evkoAa ovpmepaivovpe 0Tt avtd
avagépovtal 6Ta ovoparta volume mov mpoodiopifovtal otn Aiota volumes tov tem-
plate. Zto mapddetypd pag, vdpyet povo €va volume, To create-volume-1, o omnoio

npoopiCetal va mpooaptndel otov katdhoyo /home/jovyan/ uéoa oto container. To
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npaypatiko volume mov Oa npocaptnOei oto Pod, wotdoo, Oa avaktndei amod to dvopa
Tov PVC mov emotpépetat and to Prjpa create-volume-1, SikatoAoywvTtag OvOLA0TIKA

v e&dptnon tov multiplication ano exeivo.

Exovtag mapapetpomnoirioetl to mepipdAlov Tov container, To OVO KOUHATL TOL Agimel
eivat 1 evToln el06dov (command) kat Ta oxeTkd opiopata tov CLI (args), ta omoia
kaBopiouv to Tt akpPig Oa Tpéget katd v extédeon. H mpwtn onuavtikn mapatr-
pnon eivat 0Tt 1 evtoAr| elo6dov kakei To Kale divovrag wg mapdpetpo tov kwdika Tov
XpPNoTn, pe ToVv idlo Tpomo Tov eidape Tponyovpévwg (3.3.1), kabwg kal To dvopa TOV
Pripatog mov Ba extedeotel. Ao Ta mapamdavw cuvdyovpe, BéPata, 6Tt To Pripa Oa e-
kteléoel kwdika Tov Kale. To Kale Oa avalvoet kat maAL tov kwdika Tov XpHoTn, yia
Va €VTOTIIOEL TN OLVAPTNON TOV avTioTolel 0To emBuunto Pripa, Tnv omoia kat Oa e-
KTeAEoEL, TTapéXovTag TIG KatdAAnAeg el06dovg. Avtég avthovvtal and T Aiota Twv

oplopdtwy (args) mov mpooapTatal 0T PACIKT EVTOAT.

2ty mepinTwon pag, ) ovvdptnon mult avapévet dvo opiopata el06dov, TOVG akepai-
ovg a kat b. Amo ) Alota Twv oplopdtwy -in, to Kale 6a kaBopioet Tig Tipég pe TIg
omoieg Ba kAnOei n mult. Edw, To a éxel T otabepr) Tiun 3, yvwotn katd T peta-
yYAwTTion, agov 1o 3 opiletar wg otabepd (hard-coded) otov kwdikd pag (Sev amotelel
egdptnon Priparog). Amo v Al mhevpd, to b dev éxel AdPet akdpa v TeAkn Tov
Tiun. AvtiféTwg, epgavifetal pe pia el8IKn TapapeTpo mov potdlet va deixvet oto medio
inputs.parameters.addition-out tov template. Avtr, Snhwvel wa e§aptnon amnd
1o mponyovpevo Prjpa, addition, ) omoia Oa mpénel va emAvOel katd To Xpovo exTéAe-
onG, HOALS Yivet yvwotr i €£080¢ Tov ovykekpipévov Pripatog (Snhadn to mapayopevo
aBpotopa).

To televtaio koppdtt Tov Tal\ eivat ot ¢€odot Tov Pripartog, mov kabopilovtat oo Te-
dio outputs tov template. Onwg kaBiotatal ocagég, Ta Argo Workflows vrootnpiovv
dvo &idn e€0dwv, TIC TapapETPOLG 1 parameters Kal To «TEXVOLPYTUaTa» 1 artifacts.
[Tpoketpévov va amo@byovpe agevog Tny aBoAn eAAnvikn petd@pacn tov devtepov,
kat va tpo@uAlafovpe and mbaviy ovyyvon pe dGAAovg TOTOG Tapapétpwy (M. Ta-
PALETPOL OTN YPAHT EVTOADV), Oa Xp1OLHOTOLOVE ATTOKAELOTIKA TIG Ay YAIKEG OVOpLaL-
oieg yla va avagpepBovpe atovg dvo tumovg e§0dwv- kat avtioTotxa PéBata el0Odwv-
tov Argo. To Prjpa tov mapadeiypatdg pag gaivetal va mapdyet kat tovg dvo To-

novg e£00wV, ot Stapopés petagd Twv onoiwv Ba avadetyBodv oty emopevn evotn-
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ta. IIpoketpuévov va ohokAnpwaoovpe tnv e€epevvnon Tov template, wotd00, apkel va
onpewwoovpe Tt 1 €£060¢G TOL PHATOG, 1) OTIOiA TAVTILETAL [E TNV TLUT| TIOV ETUOTPEPE-
Taw amo T ovvdptnon mult (dnA. multiplication-out), 6a ypagtei oe éva apxeio (dnA.

/tmp/outputs/out/data).
Parameters vs Artifacts

Onwg avagépbnke mapamdvw, ot poég epyaoiog Argo vrootnpifovv dvo evaAlakti-
kéG peBodovg petadoong dedopévwy, parameters [34] kau artifacts [35]. KdOe pia ano
auTéG ouvodeveTal and évav pnxaviopo ya tn petafifaon dedopévwy petald twv Pn-
Hatwv piag pong epyaciog. Me dAAa Aoyla, mapéxovv SLagopeTikég ADOELG 0TIV TIPO-
KAnon g petagopds tng e€0dov evag Prpatog oty eicodo evog alov. Extog amd
TG SLapopég oTov Unxaviopd, otig omoieg Oa euPabvvovpe ovvtopa, ot dvo pébodot
eivat apketd dtapopeTikég onpactoloytkd. Ta parameters avtimpoownebovy cvuvhOwg
TeTpLppéva eidn dedopévwy mov eivar, emmpdodeta, pikpd oe péyedog. Avtd pnopei va
nephapBavel aptOpovg kat cOvTopeg CLUPOAOTELPES, OTIWG Yo TTapAdELy Lo LOVOTIATLA
apyeiwv. Ta artifacts, and tnv dAAn mAevpd, pmopel va avIIMPOOWNTELOLY OTIONTIOTE,

arnd TOAVTAOKOVG TUTTOVG £wG adopnTeS Haleg dedopévwy.

H onpaocia tng Stdkpiong mov meptypa@eTal Tapamdvw eVICXVETAL TEPAITEPW ATIO TIG
StapopeTikég Sladikaoieg OV LAOTTOLODVTAL ECWTEPLKA ATIO TO Argo yla TNV VTTOOTHPL-
€n Tov xelplopol parameters kau artifacts. ITio ovykekpipéva, Ta parameters, Tov eivat
TETPIUHEVQ, CUVTOUA Kol EDKOAQ OELpLOTIOLOla, armodnkebovtal kata Tir (by value),
anevBeiog ota annotations tov Pod. Me anmAd Adyta, pOAG éva Pripa ov ekteheitat
oe ¢va Pod oloxAnpwoetl Tnv ektéleon tov - pe dedouévo, PéPata, OTL eMOTPEPEL Eva
anotéheopa- 1 £§080¢ Tov avaktatal ano pa AN Siepyacia mov ekteheitan 0To 110
Pod xat ypagetat ota annotations avtov. Ekei tn Bpioket o Argo Workflow Controller,
akoAovBwg, o omoiog evnpepwvel To status tov Workflow CR avaloywg. Xe nepintw-
on mov avtr 1 €£080¢ anatteitan and kdmolo endpevo Pripa, o Workflow Controller
Sbvatar va emhvoel Ty €£ApTnOT, AVTLYpAPOVTAG AAA TNV AVTIOTOLXN T Ao TO

status tov CR.

Duotkd auTh 1 TPOCEYYLOT €XEL EVAL APKETA TPOPAVEG UELOVEKTNHA- Ol TTANPOPOPpI-
eg mov tonmoBetovvtal anevbeiog mMAvw oe kdmolo avtikeipevo Tov Kubernetes (m.y.
status, annotations), anoOnkebovtat otov etcd, mov amotelei To mpokaboplopEvo

Héoo amodnkevong tov Kubernetes, yeyovog mov ovvemdayetat 0tL, ot ev Adyw TAnpo-
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QOpIEG, OPEINOVY VA CUHHOPPWVOVTAL [iE TOVG TTEPLOPLOHOVG TIoL eTPAaAAEL TO idlo TO
Kubernetes. Ta annotations, yia mapadetypa, £xovv 0pilo peyébovg 256kB (otidrmote
vnepPaivel avTd TO Oplo TEPIKOTTETAL) Kal amofnkebovtal wg ovpPolooelpés. Qg ek
TOUTOV, €ival EMTAKTIKY AVAYKN OTOLAdNTTOTE EMOTNUEIWOT) Va €ival OXETIKA GUVTOUN

Kat eDKOAA GELPLOTIOL L.

Amnd v dANn mAevpd, Ta artifacts amoBnkevovrtal kat avaktwvTtal and pa kabopt-
opévn eEwtepikr] amodnkn avtikelpévwy, taketaplopéva wg Tarballs kat cuumeopéva
(gzipped) and mpoemloyn. Ztnv nepintwon tov Kubeflow, o mpoemileypévog xwpog a-
noBnkevong dev eivat aAANog amo to MinlO (2.4.2). Katd tnv évapén g ektéleong evog
Pripatog, ta artifacts e.0080v @opTwvovTan and TNy e&wtepikn} anodnkn avTikewEvwy
Kat anmoovumECovTat, 0VTWG WOTE Vo Uopovy va StaPactovv anod Tov kwdika XproTn
Tov Pripartog. Edv éva Brjpa mapdyet artifacts eE6dov, anod v aAAn, oL avtioTtoryeg €-
£odot cvokevalovtat katdAAnla kat aroBnkevovtat oTnV idta amodrKn AvVTIKEUEVWY.
2T OLVEXELA, TO KAELOL TTOV XPNOLUOTIOLEITAL YLt TNV TTPOOTEAACT) TOVG (T.X. LOVOTIATL
oty anobnkn avtikelpévwy), ypdeetat oto annotation e§6dwv tov Pod (meptocotepa
OXETIKA TIOPaKATw) kat avtipetwniletat and tov Workflow Controller amolbtwg avTi-
otouya pe ta parameters e§080v, dedopévov 0Tt avtd Ta KAedid eivatl anAdg ovpolo-
OELPEG TIOV AVTITPOOWTEVOLY, GVVHOWG, TO LOVOTIATL Yl TNV TTPOCTIENAOT) TWV aApXEiwV

oTov e§wTeptkO amodnKevTIKO XWPO.

ITpoketpévov va meptypdyoupie Tig Stagopé petald Twv parameters kat Twv artifacts
TIPOTYOUUEVWG, AVATIOPEVKTA avapepOrKape 0 0pLOUEVOVG ETWTEPIKOVG UNXAVIOUOVG
tov Argo. Eivat e€aupetikd onpavtiko, opws, va entkevipwdolpe mpog To mapov o1
yevikoTepn 18éa, oToxevovTag oTNY AN e§otkeiwaon e TG StapopeTikég peBodovg pe-
tadoong dedopévwv mov Stabétel To Argo. Xtnv emopevn evotnta Ba éxovpe TNV gv-
Katpio va SLepeLVOOVLE EKTEVIG TOV UNXAVIOUO XPOVOL eKTENEONG TOV Argo Kat va

Stalevkdvovpe TURHATA TNG AP YNONG IOV OKOTIHA apédnkav acar.
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O Mnxaviopog Xpovov Exktéleong tov Argo

Méxpt oTIypunG, £xovpe KaAvyel OLOAOYOLHEVWG TTOAD £€80¢og. Alepevvioapie, ovyke-
kpéva, To Workflow CR, e§etd{ovtag tn Sopr| Tov kat evipueroape oto template twv
Pnuatwv mov amote)el Kat T payokokahid Tov pnxaviopov twv Argo Workflows, to
omoio ovvdéel Ta Prjpata tov pipeline pe ta tasks Twv Argo Workflows mov Oa exte-
Aeotovv wg Pods oto Kubernetes. EmmAéov, otnv evotnta Parameters vs Artifacts
TapaTAv, elxape Ty evkatpio va avagepBovpe ev ovvTopia oe oplopéveg Depediwdelg
€Vvoleg IOV agopovV TN petddoon dedopévov. (UG ek TOVTOV, eilaoTe TAEOV ETOLUOL VAL
npaypatonowjoovpe pia Sie§odikr| e§epedvnomn Tov UNXavIoHoD XpOVoL eKTENETT|G TOV
Argo, ovyKeVTpOVOVTAG OAEG TIG TANPOPOPiEG amtd TIG Tponyovueveg evotntes. H da-
dwaoia mov meprypagetal dw anekoviletal ypagika oto mapakdtw Sidypappa 3.13.
I[Tpog StevkoAvvomn Tov avayvwotn, Ba akoAovBrcovpe TNV apibunon Twv Pnudtwy o-

WG ATEIKOVIfETAL 0TO OXNpa.

To oevapto pag Eexva pe éva Workflow CR mov vtofdAletat oto Kubernetes. Aev éxet
TPAYHATIKY onpacia mwg mpoékvye avto to CR- Ba pmopovoe, yia mapddetypa, va mpod-
KELTAL YLoL [ pOT| EPYAOiag IOV 0 XPriOTNG aVENTLEE XelpokivTa Kat LTTEPANE Ylo eKTE-
Aeomn xpnotponowwvtag o Argo CLI. EvallakTikd, éxovtag katd vov ot éva Workflow
amotelei ovolaoTikd €va avTikeipevo Tov Kubernetes (BA. Custom Resources 2.2.2), 1o
YAML mtov To meptypd@et pumopei emiong va voPAnOei pe évav Kubernetes-native tpo-
no (m.x. xpnowomnowwvtag To kubectl, K8s CLI epyaleio). Dvotkd, 6mwg éxovpe 16N
dlamoTwoel, 0 evkOAOTEPOG TPOTOG Yla Tr dnpovpyia Hiag porg epyaociag, xwpig va
anouteital e€otkeiwon pe container images 1) unxaviopovg petadoong dedopévwy, eivat

Héow tov Kale.

AxkolovBwvTag to potifo Tov Xelptotn mov meptypdetar oto 2.2.3, ta Custom Re-
sources Tov Tpoopilovrat va mapéxovv mpdobetn Aettovpykotnta (SnA. dev xpnot-
HEVOLV aMAWG WG PavTaxTepés dopég dedopévwv), ovviBwg ovvodebovTal amod évav
OXETIKO EAEYKTI] TTOV €ival EMPOPTIOUEVOG e TNV TTapakoAoDOnomn yia TuxOv alhayég
0TIV KATAOTAOT TWV TTOPwV 1o Tov £Xovv avatebel. Ev mpokelpévw, o Argo Workflow
Controller avixvevel T dnpovpyia evog véov avtikelpévov Workflow kat emyelpel va
@épel og mépag TNV ekTéAeot| Tov. Eidikotepa, o Workflow Controller avatvet tnv vmo-
PAnBeioa por| epyaciag yia va dnuiovpynoet éva ecwteptkd DAG, omov kabe kopupog

avTloToLxel ovoLaoTIKA ot éva task (Pripa) mov mpémel va ekteleotel. Tlio ovykekpupé-
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va, evromifet TG e§aptroelg petagd Twv kaboplopévwv task kat cuvexwg mpoonabei va
T1§ emAvoeL Spopoloywvtag Tpog ekTéNeo epyaoieg mov Sev eapTwvTtan and kdmowa

EKKPET GAAN.
To Annotation tov Template

Ta kaBe task oto DAG tov Workflow, o Controller diatnpei pia eowtepikn avamapd-
otaon Tov avrtiototyov template (PA. To Template Tov Brjpartog 3.3.2). Onwg amno-
Seifape, Ta Ppata pe efwtepikég eEaptnoelg mephapfdvouy eldIKES, TPOTWPLVEG TEG
placeholders ota template Twv task tovg, ot omoieg mpémet va avtikataotabovv katd
NV ekTéAeoT), HOAIG OL ava@epopeveg TIHEG Yivouv dabéotpeg. ‘Otav kdbe Pripa mov
nepthapPavetal otn Aiota e§aptioewv (dependencies) evog task éxet odokAnpwBei -
mTuxws (1§ n Alota frav kevr e€apyrg), o Controller amogacilet 0Tt pmopei mMAéov va

dpopoloyroet To ev Adyw task mpog extéleon.

[Iptv to kavel avTd, Ba avaktroel Ta anmoteAéopata TVXOV Budtwy and Ta omoia e-
Eaptatat To ovykekpipévo task (Ba wAfoovpe ya to mov anobnkedovtar avtd, apyod-
Tepa) kat Oa avtikataotroet Tig etdikég placeholder ovpBolooeipés, anodidovtag €va
template BrjaTOG TOL TTEPLEXEL TWPA TTPAYUATIKEG TLHEG KAl OAEG TIG TANPOQPOpPiEG TTOL a-
TatovvTatl yia tnv ektéheon tov. Extog ano ta nedia mov mepthapfdvovral 6To apxikd
template, To Argo mpooBétel To archivelocation, mov mepLéxel mAnpogopieg amapai-
NTeg ya TNV mpooPaocn otnv kaboplopévn amodnkn artifact, cuunepidapPoavopévng
G StevBuvong TG, TwV amaToVeVWY KAWLV TIPOOPaonG/HLOTIKWY, KaBwg Kal TOV
KAewdtov (dnA. To povomdtt) yia Ty mpooméhaon Twv artifact eloodov. Avtd ta dedo-
Héva avakTwvtatl, ovviwe, and éva ConfigMap (dnAadr| éva avtikeipevo Kubernetes)

nov et oo idto namespace pe tov Controller.

Me Bdon to npoene€epyacpévo kal AN pws cupmAnpwpévo template, o Workflow Con-
troller mapayet tnv mpodiaypagr| tov Pod (PodSpec) yia to Pod mov Ba tho&eviioet tnv
ekTéNeon Tov Pripatog. AvTo mepiéxel pio Aiota pe Ta container mov eivatl vedBvva
yta SLaQOPETIKA THIHHATA TOV UNXAVIOHOV Tov Ba teptypdyouvpe oVuvVTopa, kaBwg Kkat
TUXOV petadedopéva mov Ppébnrav oto template, ovviBwg ypapuéva amd upstream
epapuoyés (mx. KFP, Kale), xpriotpa kata 1o xpovo extédeons. To main container,
ETUQPOPTIOUEVO [E TNV EKTEAEDT] TOV KOSIKA XPNOTH, KATaokevdletat Baoet Twv TAN-
POYOPLWYV TTOL OpilovTat oTnVv mpodiaypa@n Tov container, OTwG aAvTH eppavifetat 0to

template katl, cvykekpipéva, TnG Pactkng elkdOvag, TNG EVTOANG L0OS0V, TWV OPLOUATWY
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CLI, twv mpocaptnpévwy volume kat AAAWV TAPAHETPOTIOOEWY, [E TIG TIPAYHATIKEG
TIEG oV TpoépxovTal ano e£68ovg mponyovpevwy Prpdtwy va £xovv ovpmAnpwdel

otnVv mpodlaypaer.

Télog, mptv and tnv voPoAn tov Pod oto Kubernetes, To cupmAnpwpévo template, to
omoio mepLypd@et povadikd Tny ekTéAeoT £VOG Prjpatog, mpootifetal wg annotation oto
Pod. Avto mpoxettat va amoteléoet kaipto pépog tov unxaviopot KFP Caching mov Oa
e§etaotel 0TIG eMOpeveg evoTnTEG (3.3.3). T To Adyo avtd, mtapabétovpe Eva mapdadery-
Ha TOVL ovYKekplévoy annotation mapakdtw (workflows.argoproj.io/template),
onwg avakthOnke and kdmoto Pod mov dnuiovpynOnke yia va ekteléoet to Prjpa mul-
tiplication tov yvwoTtov pipeline. Onwg kat mponyovuévwg, éxovpe mapaleiyel Ta ple-

tadedopéva, kabwg kpivovtal devtepebovta yla TV Tpéxovoa avaivon.

// The workflows.argoproj.io/template annotation
{
”name”: ”multiplication”,
?inputs”: {
”parameters”: [
{
”name”: ”addition-out”,
))value)J . ))14))
s
{

”name”: ”create-volume-1-name”,

»value”: “example-pipeline-c8hzn-split-a-workspace-z8xrqg”

s
»outputs”: {
”parameters”: [
*”name”: ”multiplication-out”,
»valueFrom”: {

»”path”: *”/tmp/outputs/out/data”

Is
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?artifacts”: [

{
”name”: ”mlpipeline-ui-metadata”,
»”path”: ”/tmp/mlpipeline-ui-metadata.json”,
»?optional”: true
s
{
»”name”: “multiplication-out”,
»”path”: ”/tmp/outputs/out/data”
}

]

”metadata”: {

1

»annotations®: {[:]}

»”labels”: {[:]}

”container”: {

3

nnamen : 333 ,

?image”: ”gcr.io/arrikto/jupyter-kale-py36@sha256:dd3f92[.

65

.. ])1,

»command”: [”python3”, *-u”, ”-m”, “’kale”, ”pipeline-script.py”,

»?--step”, ”multiplication”],
»args”: [”--in”, »a”, *3”, »”--in”, ”b”, *14”,
»?--out”, ”out”, ”/tmp/outputs/out/data”],
*workingDir”: ”’/home/jovyan”,
?env”: [ { ”name”: ”PYTHONUNBUFFERED”, ’value”: ”1” } ],
”resources”: {},
»volumeMounts®”: [ { *name”: “create-volume-1”, *mountPath”

”securityContext”: { ”runAsUser”: 0 }

?volumes”: [

1B

{

”name”: ”create-volume-1”,

»”persistentVolumeClaim”: {

: ”/home/jovyan” } 1],

»claimName”: ~example-pipeline-c8hzn-split-a-workspace-z8xrq”

}

»archivelLocation”: {

»”archivelLogs”: true,

P3N, {
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»”endpoint”: ”minio-service.kubeflow:9000”,
*bucket”: ”mlpipeline”,
”insecure”: true,
»accessKeySecret”: {
”name”: ”mlpipeline-minio-artifact”,
?key”: ”accesskey”

b

»”secretKeySecret”: {
”name”: ”mlpipeline-minio-artifact”,
?key”: ”secretkey”

¥
»”key”: ”artifacts/example-pipeline-c8hzn/2022/08/08/example-pipeline-c8hzn-830538904”

Showtime!

‘Exovtag akolovOrioel Ty mapandvw dadikacia, o Argo Workflow Controller vtoBéh-
Aet tehika éva Pod yia v ektédeon tov Prjpatog (1). Avtd to Pod mepiéxet, yevikd, to
main container, vtevBuvo yia TV ekTéEAEOT) TOL KWOSLKA TOVL XPHOTH, OTWG £TMIONG KAt é-
va wait sidecar (opoloyia tov Kubernetes yia éva container mov ekteheitat mapdAAnAa
He To KUPLo), facikd cLOTATIKO TOV UNXAVIOHOV ekTéAeong Tov Argo. EmmAéoy, edv o
template Tov fripatog mepthapBavet omotadnmote artifacts elo68ov, To Pod Oa epiéyet

emiong €va init container [36].

Init Containers: container mov ektehobvTat Tptv and Ta container tng e-
gappoyng. Tpéxovv mavta péxpt TNV OAoKANpwWaOT| TOVG Kat To kKabéva amd

auTd Tipémel va OAokAnpwOei emTuxw¢ TpoTod EEKIvi|oEL TO EMOUEVO.

[t Aoyovg mAnpodtnTag g mapovaoiaong Oa vobéoovpe oL vapyovv artifacts e106-
dov, pe amotéAeopa va ekteheitat tpwta To init. Avto Ba avaktroelto archivelocation
and To template Pripatog kat Ba katefaoet kdbe artifact oe pa mpoowptvry Tomode-
ola tomka (2) péxpt va damotwoet av eivar tarballed 1 oy Edv eival, 161e TO €-
Edyet kat To amoBnkevel 6To povomdtt (path) mov €xet optoTei 0To avtiotoxo medio
inputs.artifacts tov template, katw amod évav mpokaboplopévo katdAoyo mov Hot-
palovtat Ta container Tov Pod (8nA. /var/run/argo). Eav ohokAnpwBei pe emtvyia,

70 init TeppatiCet kat 0 €éAeyxog mepvael 0Ta container TNG EQAPHOYHG.
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To main container apxilet va ektelei Tov emBVUNTO KWOSIKA XPOTN. ZUYKEKPLUEVA, O
Argo Executor ektelel Tnv oplopévn evtolr entrypoint wg vodiepyaoia (3) kat kata-
ypaget TG e£600v6 TNG. Me avTov ToV TPOTO, TA ATOTEAETUATA TTOV YPAPOVTAL OE TOTIL-
Kd apyeia, Onwg to parameter e£680v Tov Prjpatog multiplication and to mapaderypd
HAG, aVTLypa@ovTal 0To Kolvoxpnoto volume mov avagépOnke mapamdvw, KATw anod
T Stadpopr| mov opiletat oo template yia kaBe parameter kot artifact. Me anAd Aoyl
(/tmp/outputs/out/data/multiplication-out eival To path yia o multiplication-

out, BA. template mapandvw):

o Parameters E€6Sov:

Avtiypagetarano to ${path} oto /var/run/argo/outputs/parameters/${path}

o Artifacts E€6Sov:

Avtiypagn and to ${path} oto /var/run/argo/outputs/artifacts/${path}.tgz

To wait sidecar, ev tw petadp, meppével ) Siepyacia main va telewwoet. Otav n tekev-
Taia odokAnpwBei emtuxwg (4), To wait avaktd ta parameters kat artifacts e§68ov ano
1o kotvoxpnoto volume (5), amoOnkevel Ta parameters oe €éva TOTKO AvVTiypa@o evog
avTikelpévou pe Baon to template Tov Prparog (6) kat mpoxwpda otn dlayeiplon Twv
artifact e§000ov (7 kau 8). A&ilel va e€etacovpe Eexwprotd nwg eEelicoovTat ta 2 Tehev-
Taia Pripata, pe okomo va Eedtakdvoupe pia kat kKaAn T ov{itnon nepi parameters Kat

artifacts. Tia apyr, ag BvpunBovpe mwg potdlet to medio outputs tov template:

?outputs”: {
”parameters”: [
*”name”: “multiplication-out”,
»valueFrom”: {

»”path”: ”/tmp/outputs/out/data”

}
1,
»artifacts”: [
{
”name”: ”mlpipeline-ui-metadata®,
»path”: ”/tmp/mlpipeline-ui-metadata.json”,

»optional”: true
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1
{
”name”: ”multiplication-out”,
»”path”: ”/tmp/outputs/out/data”
}

Exovpe ndn Stamotwoet 0TL kdbe Pripa Tov Argo ypaget Tig £6500v¢ TOL 0€ £va TOTIUKO
apyeio, ovvteAwvtag otn petddoon Sedopévwv petald container tov idov Pod. IMapa
TO YEYOVOG, OHWG, OTL 0TNV TepinTwon Twv artifact To apyeio eivan o idio To artifact,
avtd Sev LoXVEeL Yl Ta parameters, OTTOL TO WPEALO ATOTENEOA ELVAL 1) TTPAYHATIKT TL-
py Tov Ppioketat amoOnkevUEVN 0TO E0WTEPIKO TOL apXeiov (Yeyovog mov TovileTat Kat
and to nedio valueFrom pe To omoio mapovolaiovtal Ta parameters oto template). ITio
OVYKEKPUEVA, APOD TO Wait AVAKTIOEL TO ApXELo IOV AVTIOTOLXEL O€ KATTOLO parameter
amod TO KOLVOXPNOTO OVOTHHA apxeiwy, To avoiyel yia va Stapdoel Ta TepleXOUeEVA TOV
Kal TpoXwpda otV mpoodnkn evog mediov value 0TO TOTIKO AVTIYPAPO TOV AVTIKELLE-

vou template (6), evpepwvovtag To medio template.outputs cvykekpipéva.

Amé v dAAn mAevpd, 1 Stadikacia eival apketd Stagopetikn yia ta artifacts. Me tnv
oloxArpwon Tov fripatog, o Argo Executor éxel 1)0n @povTioEL Lo TO TAKETAPLOWA TOV
apyeiov e£08ov o éva tarball kat yia TV avTypagr] Tov TeEdevtaiov 6To KOVOXPNOTO
ovotnua apxeiwv. Ta artifacts, wotdoo, oe avtiBeon pe Ta parameters, mpoopilovrtal
yta va Statnpovvtat pakponpobeopa. Me dAAa Aoyia, 1 petadoon dedopévwv dev ei-
vat 0 Hovadtkog TovG 0KOTOG, APov TTPoopilovTtal va eMBLOCOVY Kal HETA TO TTEPAG TNG
pOTG epyaciog mov Ta mapdayel, mepLExovtag mbavov moAvTIHa anoteAéopata yia Tny
avantuén kat Tov melpapatiopd (my. ekmadevpéva povtéda). g ek TovTov, To Argo
anoBnkevel k&Oe artifact otov mpokabopiopévo efwtepikd xwpo amobrkevong, o omoi-
oG TavTiletal oTnVy MeEpinTwon g and npoemAoyn pe to MinlO. ITio ovykekptuéva,
To wait sidecar avaktd Ta ototyeia archivelocation amoé to template kat amoBnkevet
7o tarball mov avtiotouxei oto artifact oty anoOrkn avrikepévwy (7). Emmiéov, ano-
Onkedel éva avTikeipevo ov meptypd@et To artifact- pali pe facikég mAnpogopieg yia
TNV TPOOTIENAOT] TOV- OTO TOTILKO AVTiypago Tov avTikelpévov template (8), evnuepw-

vovtag to medio template.outputs, cvykekpipéva.
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2T ovvéxela, To wait Tpoxwpd oTNV anodrkevon Twv apxeiwv Kataypaeng Tov main
container wg artifact otnv ida anobnkn avrikewévov (9), kabwg n dratrhpnon avtwv
Kpivetal (WTIKNAG onpaciag yla 0KOTovG anoo@alptdtwong kat metpapatiopod. Téhog,
TPOTOV Teppatioel, ohokAnpwvovtag TNy epyacia tov Pod, mtpocbétet To Tomkod avri-
YPA@O TOL avTIKEILEVOL template. outputs oTo omoio avagepOnkape TponyoLHEVWS,

w¢ éva workflows.argoproj.io/outputs annotation oto Pod (10).
OvE€odot Tov Bijpatog

Onwg avagépOnke mapandvw, TpotoL Teppatioel, To wait sidecar mpooBétel To annota-
tion workflows.argoproj.io/outputs oto Pod, To omoio mepiéxel mAnpogopieg oxe-
TIKA pe 0Aeg TG e§08ovg ov mapdyovtat and to Pripa. Me andd Aoyia, mepLéxeL TIg
TIHEG OAwV TwV parameter 680V, kKaBWG kat Ta KAEWSLA YL TNV TpOooTE AT OAWV TWV
artifact eé£60ov. To ev AOyw annotation mov mapdyetat 6To TéA0G TNG EKTENEOTG TOV
Pripatog multiplication, Sivetat mapakdtw. Oa e§etdoovpie EexwploTd Ta TUAHATA TWV

parameters kau artifacts mov mpoxvmTovv.

// The workflows.argoproj.io/outputs annotation
{
”parameters”: [
{
”name”: ”multiplication-out”,
»value”: »42”,
»valueFrom”: {

»”path”: ”/tmp/outputs/out/data”

}
1,
»artifacts”: [
{
”name”: ”mlpipeline-ui-metadata”,
»”path”: ”/tmp/mlpipeline-ui-metadata.json”,
»?s3”: {
?key”: ”artifacts/example-pipeline-c8hzn/2022/08/08/ \
example-pipeline-c8hzn-830538904/mlpipeline-ui-metadata.tgz”
1
»optional”: true

}s
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”name”: ”multiplication-out”,
»”path”: ”/tmp/outputs/out/data”,
»”s3”: {
?key”: ”artifacts/example-pipeline-c8hzn/2022/08/08/ \

example-pipeline-c8hzn-830538904/multiplication-out.tgz”

”name”: ”main-logs”,
))s 31) : {
»”key”: ”artifacts/example-pipeline-c8hzn/2022/08/08/ \

example-pipeline-c8hzn-830538904/main. log”

EeklvwvTag pe Ta parameters, KATaAyovpe va emainfedoovpe avto mov meptypdyapie
Oewpntikd mponyovpévwg (BA. Parameters vs Artifacts). Eidikotepa, mapatnpodpe o1t
Ta media name kat valueFrom givat TavopoldTuma e ekeiva Tov apyikod template. Avto
elvat avapevopevo, agob Ta ovykekpipéva media dev evnuepwvovtat katd tn didpkela
NG ekTéNEONG, TTapd Xpotpevovy yia Tov kaboptopo tng 0¢ong amd omov Oa avaktnOei
Kdmolo parameter e§68ov. MmopovUe mpdypatt va emPefatdoovle, 6Tt 6T0 TENOG TOV
Bripatog, To parameter e£680V TOL TTPOKVTITEL OELPLOTIOLELTAL WG ATTAT} T KAt WG TETOLA

ovpmepthapBavetat otig e§6dovg (m.x. Pvalue”: »42”).

Amé v dANn TAevpd, ot Tipég Twv artifact Sev epgavifovrat oto annotation, agov To
wait sidecar @povTioe WoTe va ovpmepiAdPel ekel HOVO Ta amapaitnTa oTolxEia Yo TV
npoomnélaoct] Touvg oty e§wtepikn anobnkn avrikeévoy. H emloyn avth eivat kpiot-
un, dedopévou ott Ta artifacts mpoopilovrat va emepdoovy Tovg eyyeveig EpLOpLOpODG
tov Kubernetes mov ovvendyetat n anofnkevon dedopévwv ota annotations. Emnpo-
00eta, pmopovpe mapatnpwvTag T Sopn TWV HOVOTIATIWY TOV ugavifovtal ya Ta
napandve artifacts va ouvayovpe N yevikn ovoppaocn mov tnpei To Argo yia Tny ano-

Onkevon avtikepévwy oe kovPadeg Tov MinlO:

key: <BUCKET>/<WORKFLOW>/<YEAR>/<MONTH>/<DAY>/<STEP>/<ARTIFACT>
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‘Exovpe mAéov OAeG TIG TANPOPOPIEG TTOV ATTAULTOVVTAL YIa V&L ONOKANPWTOVE TV AVAL-
Avon pag. Eidape nwg o Argo Workflow Controller, mapakohovBei tig allayég otovg
nopovg Workflow, evtomilet véa Workflows tov vrtoBaiAovtat 6o Kubernetes kat ¢po-
vtiet yla Tov mpoypappatiopd twv Pods mov Oa extehéoovv Tig kaboplouéveg and tov
Xpnotn epyaocieg. EmmAéov, Tpaypatomotoape [ia avaAvTIKy emoKOTNON TOL Hnxa-
VIOPOV eKTENEONG, 1) oMol ONoKANpwONKe e TG e£6S0VG TwV PrudTwy va ypagovTtat
oTo oxeTwkd annotation Tov Pod. To televtaio koppdtt yia Tnv oAokAnpworn g agn-
YNONG, OLVIOTATAL GTOV EVTOTIONO, amo TV TAevpa tov Controller, Tng oAokAnpwong
evog Pripartog, ovtwg wote va dlaxelplotei T Spopolodynon Tuxov endpevwy, eEaptw-

HeEVWV Brpdtwy.

[Tapd to yeyovog ot o Argo Workflow Controller dev mapepfaivel oty extéleon evog
Pripatog avtn kabavtr, mapakolovlei yia “onuavtikés” allayég 0Ty KATAOTACT] TOV
avtiotoyov Pod. Emopévwg, dtav to Pod ohokAnpavel tnv ektéleon] Tov pe emitvyia,
o Controller avacipet 11 €£680VG TOL A6 TO AvTioTOLKO annotation kat Ti§ TPooBETeL
oto medio status Tov Workflow (11). Ze avtod to onpeio, pnopei va Eepmhokdpet kabe
egaptnuévn epyacia, avtikadiotwvtag Tuxov placeholders pe Tig mpaypatikég TIEG TOV

napnxOnoav anod to Prpa, emavarappdvovrag tny idta dtadikacio and tnv apxn.

apiVersion: vi step Pod
kind: Pod
metadata: MlNIo
annotations: ‘@ )
workflows.argoproj.io/template: {“name": "multiplication”, Q.JBO .
“inputs”: {...}, "outputs”: {...}, "metadata”: {...}, Store logs container
"container”: {...}, "archiveLocation": {...}} Store artifacts Load artifacts
wiorkflows .argoproj.io/outputs: {...} Wait for
name: example-pipeline-c8hzn-830538904 Write template.outputs to mainto
namespace: kubeflow-user workflow.argoproj.io/outputs complete
T— wait ..

Update Workflow CR Save artifacts on template sidecar *
status with outputs Save parameters on template @
Store

S, \\ @ Retrieve stored Pu;:;"s
d Execute parameters and .
— : Observe step e artifacts
1 A

artifacts

'
1
! . inlocal
| © o) 1 code main files
1 E ~ 4 | I [ ]
: L : 4“‘ ( - e »
Workflow -~
Ll : argo
! ! Reconcile Controller
\\_WPEKFEN_V_ -’ g Submit step Pod SUCCESS

Ixfpa 3.13: O Mnyaviouds Xpévov Extédeons Tov Argo
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Kubeflow Pipelines

Ze avtr) v evotnta Ba e§eTdoovpe HePIKEG EVOLAPEPOVOEG AETITOUEPELEG OXETIKA [UE
v diemagen mov mapéxet 1o KFP yia tnv avtipetomnion tng petddoong deSopévwv, e-
otalovtag ota KFP components. Avtr} Sev eival oe kapia mepintwon pia e§avtAntikn
e§epevvN o TIEPLOCOTEPEG TANPOPOPIEG UTTOPOLY va BpeBovv atny emionun Tekunpiw-

on [37]. Ag Eexviioovpe amo pia paAhov amAn epwtnon- Tt eivat éva KFP component;

‘Eva KFP component givat éva avtotehég ouvolo kwdika mov ektelel éva
Brina otn por| epyaciag pnxavikng pddnong. Kabopilet ovykekpipéva tig

el00d0vg, TIg €£080VG KaL, PUOIKA, TNV VAOTIOINOT] TOV.

Oa npoonadroovpe va mpooeyyioovpe to {TNUa péow evog mapadeiyparog. Etnv
TPAYHATIKOTNTA, Do eMIXELPT)OOVHE VA TANGLACOVE 600 TO SVVATOV TEPLOTOTEPO TO
napadetypa tov Kale pipeline mov opicape mponyovpévwg (3.3.1), xpnopomolwvrag
novo epyateio tov KFEP. o to Aoyo avtd, Ba mpémet va opicovpe éva component yia
kaBéva and ta PrApatd pag. Ilpwv and avtd, wotdoo, Mpémet va EeKvijoove and tnv
vlomoinomn. Onwg éxovpe Ndn Stamotwoet, ta Kubeflow Pipelines petaylwtrifovtat oe
po£G epyaciag Argo, doTe va umopovv va ektedeatovv oto Kubernetes. ‘Etot, dtav to
Kubeflow Pipelines ektelei éva component, Eekivd éva container og kdnoto Kubernetes
Pod kat ot eicodot Tov component TEPVOVY WG OpIoUATA TNG YPAUUNS EVTOAWY. Omwg
eldale TPONYOLUEVWG, OL LIKPEG, TETPIUUEVEG ElTOSOL, LTTOPOVV VA TTEPACOVY KATA TN,
evw ot oUVOeTeG eicodol 1) peydha koppatia Sedopévwy TPETEL Vo TTEpVODY WG LOVOTIA-
Twa pog apyeia. Movo éva mpaypa eivat PEPato, woTd00- aveEApTNTA ATO TNV TEXVIKN
Hetadoong dedopévwy Tov XpnoLpoToLEiTaL, TO aoTéAEopa TTPETEL va oelptomotnOel o€

€va apxeio TPOKEILEVOL Vo AEITOVPYTOEL O HNXAVIOHOG TOVL Argo.

2to KFP, o i8106 0 xpriotng eival vmevbuvog yia Ty vAomoinon avtwv Twv- Katd Ko-
pLo AoYyo- SladIkaoTIKOV KOHUATIWV TNG epappoyng Tov. ITio ovykekpiuéva, mpémet va
Stao@alioet 6Tt To component pmopei va AapBavet kat va avalvet Tig etoddovg mov dia-
enuiCet kat va ypagel Tig e£680vg o £va apyeio mptv and v ohokAnpwor} Tov. AvTo,
SvoTvxwg, 0dnyel o SloykwEVEG VAOTIOOELG OTIWG PaiveTal TapakdTw yia To Prjpa-
ta addition kot multiplication, avtiotowxa, omov ta opiopata CLI mov avtiotoryovy
otovg aképatovg aptBpoig etddov Stafalovtar pe t Porbeta Tov argparse kat To

amoTEAEOHA YPAPETAL XELPOKIVITA OTO apXeio e§6dov.
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« addition.py

#!/usr/bin/env python3
import argparse

from pathlib import Path

# Function doing the actual work
def add(a, b, out_file):
c=a+b

out_file.write(str(c))
parser = argparse.ArgumentParser(description="Add two integers’)

parser.add_argument(’--paraml’, type=int, help="The first integer’)

parser.add_argument(’--param2’, type=int, help="The second integer’)

parser.add_argument(’--output-path’, type=str,
help="Path of the local file where the result will be written.”’)

args = parser.parse_args()
Path(args.output_path).parent.mkdir(parents=True, exist_ok=True)

with open(args.output_path, ’w’) as out_file:

add(args.paraml, args.param2, out_file)

 multiplication.py

#!/usr/bin/env python3
import argparse

from pathlib import Path

# Function doing the actual work
def mult(a, b, out_file):
c=a*hb

out_file.write(str(c))
parser = argparse.ArgumentParser(description="Multiply two integers”’)

parser.add_argument(’--paraml’, type=int, help="The first integer’)

parser.add_argument(’--param2’, type=int, help=’The second integer”’)
parser.add_argument(’--output-path’, type=str,

help="Path of the local file where the result will be written.”)
args = parser.parse_args()

Path(args.output_path).parent.mkdir(parents=True, exist_ok=True)

with open(args.output_path, ’w’) as out_file:

mult(args.paraml, args.param2, out_file)

73
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‘Exovtag olokAnpwoel Tnv vAomoinon twv 2 Pudtwy, TpEMeL va SNUOVPYOOVHE £-
va Docker image yia va maketdpovpe kabéva and avtd. Ia Aoyovg amhotnrag Oa
dnovpynoovpe pia povo ewdva mov Ba mepiéxet 2 mpoypappata, addition. py kat
multiplication.py péoa otov @dkelo /kfp/components/, Tnv omoia kat Oa peta-
poptwoovpe oe éva anobetrplo omov to Kubeflow éxet mpooBaom. Xtn ovvéxela, ei-
HaOTE €TOLOL va opicovpe Ta 2 components. ITapakdtw, Exovpe emAégel katdAAnAa
Ta ovopata £.068ov kat e€60ov, WaTe va potdlovy pe to Tapadetypa tov pipeline mov

napaape mponyovpévwg pe to Kale (3.3.1).

« addition.yaml

name: addition
description: Calculates the sum of two integers
inputs:
- {name: a, type: Integer, description: °’The first integer’}
- {name: b, type: Integer, description: ’The second integer’}
outputs:
- {name: out, type: Integer, description: ’The sum’}
implementation:
container:
image: phoevos/dev@sha256:5a0c7[...]
command: [python3, /kfp/components/addition.py,
--paraml, {inputValue: a}, --param2, {inputValue: b},
--output-path, {outputPath: out}]

« multiplication.yaml

name: multiplication
description: Calculates the product of two integers
inputs:
- {name: a, type: Integer, description: ’The first integer’}
- {name: b, type: Integer, description: ’The second integer’}
outputs:
- {name: out, type: Integer, description: ’The product’}
implementation:
container:
image: phoevos/dev@sha256:5a0c7[...]
command: [python3, /kfp/components/multiplication.py,
--paraml, {inputValue: a}, --param2, {inputValue: b},

--output-path, {outputPath: out}]
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Ot oplopoi Twv components givat wg eni to MAeioTov andoi. Opifovv Tig el0Od0Vg Kat
11§ €£600vg ToL Prpatog, padi Le Tov TOTO TOVG KAl TAPATIEUTIOVV GTIV EIKOVA TIOV TIE-
pLExeL TNV VAomoinor tovg. ‘Eva mpdypa, wotooo, eival mpaypatikd afloonueinwto kat
avtd eivat ot Tt placeholder mov xpnoponolobvtal otV evToAr entrypoint yia Tig
TapapETpoug mov dev Ba eivat yvwotég péxpt v wpa ektéleons. To KFP opilet tpeig

tumovg placeholder el0o8ov/e€dd0v:

inputValue: <ovopa-gig0dov>: avtikabiotatar pe v Tipn g kaboplopévng eLoo-
dov.
AvTo gival xpriotpo ya pkpd dedopéva eilo6dov, 0nwg aptduoig i pkpég oupPo-

Nooelpéq.

inputPath: <ovopa-g16680v>: avtikabiotatal e To HovomATL TIPOG TO Apyeio oL a-
notelel TV eicodo.
To component pmopei va Stapdoet Ta meplexopeva avTng TG e.l06dov anod To do-

0év povomatt katd tn Stapketa TNG EKTEAEONG TOV aywyo.

outputPath: <ovopa-e§0dov>: avtikabiotatal e To povomdtt Tov apxeiov 6OV TO

npoypappa Oa ypdyet tnv £€0do

AMG TG avTioTot oDV Ta Tapandve ota parameters kat artifacts mov yvwpiovpe 6t
xpnotporotel To Argo mapaocknviakd; OmoladnmoTe avTioToiylon €XeL VOnpa Hovo &-
@O0V ToANamAd components cuvdvalovtat yia tr Snuovpyia evog pipeline. Katd
HeTayA@TTion avtov, o KFP Ba evtomioet Tuxov e§aptnoeig petadd twv Pnudtwy kat
Ba kabopioel Tov kKatdAAnlo unxaviopo petddoong dedopévwy, avTikabloTwVTAG TOVG
napandvw placeholders pe TG payikég ovpuPolooelpég Tov Argo mov eidape vwpitepa.
Me anha Adyta, o punxaviopog mov Oa xpnotponowmBei kabopiletat and ) uéBodo e106-
dov Tov peTayevEaTEPOL PHATOG Kal, CUYKEKPLUEVA, ATIO TO av TEPLEVEL va Aafet fua
ammAr) T 1} £€va LOVOTIATL TTPOG KATIOLO apxeio amd To omoio Ha avaktroel Tnv mpaypa-
Tkn T, H meprypagopevn avtiotoixion mapovotdletal 6tov akdoAovbo mivaka, yia

éva Prpa B mov AapBaver pia eicodo mapayouevn anod to Pripa A.

Dvuotka, propovpe evkola va emiPefatwoovpe Ta Tponyodpeva eAéyxovTag Ta template
Twv Pnudtwy addition and multiplication mov avacvpovye and Ta oxeTika annotation

Twv avtiotolwv Pod.
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Brpua A

Brua B

Brjpa A

Brjua B

outputPath

inputValue

outputPath

inputPath

output parameter

input parameter

output artifact

input artifact

IMivakag 3.1: Avtiotoiyion Twv KFP Placeholders oe Argo Parameters/Artifacts

”name”: ~addition”,

*outputs”: { *”name”: “multiplication”,

»parameters”: [ ®inputs”: {

{ »”parameters”: [
*”name”: ~addition-out”, {

*valueFrom”: { *”name”: “addition-out”,

»path”: *”’/tmp/outputs/out/data” »value”: ”14”

Listing 1: E€odo: Tov Addition npog Eigédovs Tov Multiplication

A&iCet va onpetwBel 011, edv to multiplication eixe opioet TG €10050vG TOL XpNOLHO-
nowwvtag tov placeholder inputPath, Oa emAéyovray ta artifact yia tn petddoon Se-
dopévwy. Ze auTh TNV MEPIMTWOT), PLOIKA, 0 XpoTNG Oa émpeme emiong va @povtiocel o

0106 va dtaPdoel Ta mepLeXOEVA TOV apXeiov eloddov.

[Tptv kAeioovpe avtr TNV evotnta, aiCel va egetacovpe pia “avwpalio”mov eupavile-
Tl ota template Twv TapadelyHATWV Hag Kal €XOVUE, HEXPL OTLYUNG, AYVONOEL, apov
dev emnpedlet Tov unxaviopod petddoong dedopévwv. IIpooekTikd mapatnpOVTag Ta
napexopeva template, PAémove 611, Ta parameters ov mapdyovtat wg ¢&odot Priparog,
eppavitovrtat emiong oto nedio outputs.artifacts. Ilapolo mov avtd Sev emnpedlet
™ petadoon dedopévwv (agov kavéva Pripa dev mepipévet va AaBet To GUYKEKPLUEVO
artifact wg €l0080), pmopei va mpokaléoel apkeTr) oVyxvom, agov dev evBuypappiletat
pe tn Stadikacia mov mepLypdyape. TNV TPAYHATIKOTNTA, AVTO IOV TAPATNPOVUE OEV
éxeL Kaptio oxéon He To pnxaviopo tov Argo, alAd mpokelTal yia pa ovveldntn oxedia-
otk andpaon and tnv mAevpa tov KFP, £T01 woTe ot Tipég mov mepvovv wg parame-
ters peta&d Twv Pnpatwv va Statnpovvtat avtopata wg avtikeipeva oto MinlO, xwpig

0 XPNoTNG va ypdyel emmA£0V KWOLKA.
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Kale

To televtaio pépog g agprynong agopa to Kale, to epyaleio mov Borinoe otnv a-
vantvn Tov pipeline Tov mapadeiypatog pag eapxns. Ooov agopd tn petadoon Se-
dopévwy, To Kale emtpénel eAdyiota neplwpla o oX€om e TOV TPOTO OV XPNOLHO-
molovvTaL ot vrrokeipevol pnxaviopoi Twv KFP kat Argo, yeyovog mov odnyei oe vynhod
eminedo a@aipeong Kal, QOLKA, o€ ONHAVTIKT] EvKOALa xpriong. Me dAla Adyta, To Kale
poo@épel pia pdAlov amAr diemagr petadoong dedopévwy, XpNOIHOTOLWVTAG HOVO

éva voovvolo Twv Stabéoipwvy xapaktnplotikwy Twv KFP kat Argo.

v mponyovpevn evoTnTa eixape TNV evkalpia va SOVUE €V OLVTOIA TL OLVETAYE-
Tat 1 avantudn evog pipeline pe to KFP. Tpdyape tov Kwdikd Hag, TOV 0pyavwoae oe
Eexwplotd Pripata/apyeia, kataokevaoape ekoveg Docker yia To makeTdplopd tovg,
oxedtaoape mpodiaypa@ég yla Ta component Hag yla Vo 0piOOVHE QVOTNPA TIG €L0O-
dovg kat Ti§ €§080VG TOVG, Kat OAa AVTA HOVO Yia va HTOPECOVE va Ta TpEovpe 0TO
Kubeflow. Av ntpooBécovpie o€ avtd TNV avaykn yia Telpapatiopd mov oxetiCetat pe
Hnxavikn pabnomn, aAld kat yio oux vy anoo@aApdtwon- factko KOHUATL TOV TPOYpapL-

HATLOHOD VTTOAOYLOTWV eVPUTEPA- AVTIAAUPAVOHACTE apéows TNV opop@Ld Tov Kale.

To Kale, wo1600, Mpoo@épel TOAD TepLoaOTEPA ATO TNV ATTAT] AVTOUATOTOINON TNG a-
VATTVENG, XPNOLHEDOVTAG WG KEVTPIKO OTOLELD GTOV TIPAYUATIKO XPOVO EKTEAETTG EVOG
Pripatog. Omwg emainBevtnke mponyovpévwg, To Kale TuAiyet Tov kwdika Tov Xprotn
Kat EAEYXeL TNV EKTENEOT] TOV, avaAbovTag TG e.00d0vG Kat avTipeTwilovTag Tig e€0-
dovg. Ztnv mpaypatikotnra, éxovpe 10N mapatnpnoet 6Tt To Kale mapéyet 1o Sikd Tov
onueio el06dov yla To Pripa, To omoio eivat oe B€on va hapPavel pia Aiota pe ovopa-
Ta apapETpwy £L06dov (-in) kat e§68ov (-out). Avtd eivat (wTiknG onuaciag, emeldn
anmaAldooeL TO XprioTn and TNV avdykn vlomoinong kwdika yia T Staxeiplon Twv o-
ptopatwv tov CLI, emTpémovtdg Tov va emkevipwdel ota TURMATA TOV KOSIKA TTOV

TPAYHATIKA £XOVV OTjuacia.

args: [--in, a, ’3’, --in, b, ’{{inputs.parameters.addition-out}}’, --out, out,
/tmp/outputs/out/data]

command: [python3, -u, -m, kale, pipeline-script.py, --step, multiplication]
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Tavtoxpova, To yeyovog o1t To Kale eivat vmedbBuvo yia v avtipetwmnion twv dedopié-
VoV e1l0080V Kal e§080V, ETITPETEL pia OHAVTIKT amAovoTeVOT TNG Slemagrg Hetddo-
ong dedouévwy, pe avtn va yivetat Tévta pe Baon tny Tiun, 6cov agopd to KFP kat to
Argo. Avto onpaivet 6Tt To Kale xpnowpomnotei povo tov placeholder inputVvalue katd
™ petatponr twv Pnudtwv oe KFP components, 0 0moiog e Tn oelpd TOV HeTaQpi-
{etau o¢ parameters €.0080v 0TV TPOKLTITOLOA poT| epyaciag Argo. Emetta, agov n
ekTéNeoN Tov Pripnatog €xet ohokAnpwOei, To Kale amobnkevet tig e§680vg o€ éva apxeio

aUTOpATA, XWPIG 0 XPHOTNG Va YVwpilet oTIdNmOTE OXETIKA.

To mapamdvw povtéAo poldlel HAANOV LTIEP-ATAOVOTEVTIKO, 0woTd; Edv n petddoon
dedopévwv péow Tipwv eivat apketn, yoti to KFP mapéxet Ty emAoyn inputPath; Tt
yiveTatl pe avTég TIG TIHEG TTOV eivat TTOAD HEYAAEG yla va xwpéoovv oe £va annotation 1)
ToAD ToAvTAOKEG yla va ogtpromotnBovv; Ekel, Aowmov, akptpwg pmaivel o pnxoaviopog
marshalling tov Kale oo matyvidt (3.3.1). Otav o xpriotng Sayetpifetat Sedopéva onwg
AUTA IOV TIEPLYPAPOLLLE, EVOApPUVETAL VA ETUOTHELWVEL TIG OXETIKEG £L00S0VG/eEdS0VG
He Tov TOTI0 MarshalData (autr eivatl n mpoemAoyr o€ mepinTtwon mov dev mapéxovrat

vtodeieig ToMOL).

import numpy as np

from typing import List
from kale.types import MarshalData

@step(name="outer-product”)
def random_outer_product(size: int = 1000000) -> MarshalData[np.ndarray]:
»»?”Calculate the outer product of two random Llists.”””

11

[randint(1, 100) for _ in range(size)]
12 = [randint(1, 100) for _ in range(size)]

return np.outer(l1l, 12)

Ze autr) TV Tepintwon, 1 ¢§080g Tov Prjpatog mepvaetl and ta marshalling backends
tov Kale kat oeplonoteitatl oe éva apyeio, OTwg eidape 0N OXETIKN EVOTNTA. TN OL-
véxeta, avti yla v npaypatikn €€08o tov Pripatog, to Kale amoBnkevet tn dtadpoun
npog ta marshalled dedopéva pe éva mpoBepa kale-marshal: oto kabopiopévo apyeio
e£odov, ov ypnotpomoteitat yia T petddoon dedopévwv. And tnv dAAn mAevpd, dtav
AapBévetat pia Tapdpetpog etoddov ov gépet To podepa kale-marshal:, to Kale a-

KohovBel TV avtioTpogn dradikacia yia TNV AmOCELPLOTOINOT) TOV APXELOL OF i TIUN
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nov Ba Tpo@odotndel 6TOV KWSIKA TOV XPHOTN. ATO TPOETMAOYT, T CELPLOTIOLNPEVA
dedopéva amobnrevovral 0To kotvoxpnoto volume mov eivatl Tpocaptnévo oTo kdbe
Pripa tov pipeline. QoT600, 0 XPNOTNG UMOPEL TPOALPETIKA Va {nTroet T dnuovpyia
evog ipoadetov, Eexwptotov volume edkd yla ta apxeia twv marshalled deSopévwy,

xpnotpomnotwvtag To Kale SDK.

3.3.3 KFP Caching

Exovtag kataxtnoet pa otépea katavonon twv epellwdwv evvolwv oxXeTIKd pe TV
ektéleon Twv Kubeflow Pipelines, kafag kat Tov eowtepikd pnxaviopo tov Argo, eipa-
0T £TOLOL VAL TIPOXWPTOOVE 0T Slepehvnon Tov akpoywviaiov Aifov Tov oxedtaouon
uag, To KFP caching. H évvota tov caching 1 Tng kpueng pviung Hég eivat pdAAov ot-
Kela, [Log Kat XpnolHomoLeiTal EVpEwe 0TO eSO TWV VTTOAOYLOTIKWY OVOTHHATWY, OV-
vBwg yla va meprypayet éva otpwpa armobrikevong dedopévwv vYnAng TaxvTnTAG TO
omoio amofnkevel €va VTOGVVONO AVTWV TIAPOSIKA, OVTWGS WOTE TA LEANOVTLKA AUTH O
Ta yla Ta ovykekpiéva dedopéva va e§unnpetodvrat ypnyopdtepa and o,tt eivat Suva-
TO pe TV mpoomélaon g kOplag B¢ong amobrkevong twv dedopévwv. TevikdTtepa, T0
caching eivat évag unxaviopog mov eMTPETEL TV ATOTEAETUATIKI ETAVAXPTOLHOTION O

dedopévwv mov éxovv avaktnOei ) vITOAOYLOTEL TIPOTYOLUEVWG,.

( Request
First
Request -—
Server Response

Request
Subsequent
k Requests

Request

I
aoe -
Server Response

Cached Response

|
7

Ixnua 3.14: Caching

Ze autn v evotnta Ba efepevviicovpe Tov pnxaviopo caching tov KFP, o omnoiog e-
mutpénet T Statrpnon twv e£6dwv Twv Prudtwy, £ToL WOoTe, £dv To iS1o Prina (dnAadn
0 8106 kWwdkag e TIG idleg el0080vVG) eppavioTei Eava, ot €€0doi Tov va avakTwvTal
anevBeiag amd tnv cache, xwpig va amatteital n enavektéAeon tov Priparos. Oa emt-

kevipwBovpe otny vAomoinon tng cache mov anotelei pépog tov Arrikto EKF, n onoia
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Hotpdletar Tig idteg apxég pe tnv avtiotowyn tov OSS Kubeflow, aAld mapovotdlet dia-

QOPETIKO Paotkd pnxaviopo (ya meploodtepeg Aemtopépeles, PA. 3.3.3).

2NV mponyovpevn evotnta, katd tn diepedvnomn tng petddoong dedopévwy tov Argo,
elyape TNV evkatpia va eEETACOVLE TOV UNXAVIOUO XPOVOU EKTENEDT|G TIOV ETULTPETEL TNV
vnoBoAn pipeline oto Kubernetes pe tn for|0eia tov Kubeflow kau twv Argo Workflows.

Mua amhomomnpévn ekdoxr NG Stadikaciag potalet kdnwg étot (oxnua 3.15):

Pipeline is
compiled toan
ﬂubmit Argo Workflow... Submit artifacts to
Kubeflow ob]ect store
. Pipeline K é @ —

Submit Argo Parse DAG and ‘ . Stepn

Workflow CR execute steps as
Pods Execute \ @
i ‘

steps
__________ . / Step 2
1
9: Observe Workflow @ @
2 | Controller )
: ‘I ‘ 0 O Stepl
1
1
1
1
U

~ — Submlt

’
I
1
1
1
i
1 4 L ~ N
! I Pods for
1 Argo Ong steps
' Workflow ,' Reconcile WITHOUT KFP CACHE!

Zxnua 3.15: KFP Xwpic Caching

O xpriong avantvooet To pipeline Tov, eite xpnoonoiwvrag To Kale eite to KFP a-
nevBeiag, kat o voPariet oto Kubeflow yia va exteleotei oto Kubernetes (1). To KFP
OVYKEKPLUEVQ, eival og Béon va petayAwTTioet To pipeline oe éva Argo Workflow CR, 1o
omoio ot ovvéxela vtoPdAlet oto Kubernetes emkovwvwvtag pe Tov kube-apiserver
(2). O Argo Workflow Controller, axolo08wg, mapakappdvet tn por epyaciag mov
SnpovpynOdnke, TV avalvel yla TOV EVTOTILOUO Kot TNV emiAvon Twv e§apTrioewy Kot
Eextvd t Spopordynon twv Pods yia Ty extéeon tTwv Prpdtwy tov pipeline (4). Ka-
Oe popd mov ohokAnpwvetat éva Prjpa, o Workflow Controller avakta tig é§68ovg Tov,
evnuepwvel avéhoya tnv katdotaon tov Workflow kat mpoxwpd otnv ektéeon Tvxov
enopevwv Pnudatwy, evw ta artifact é£6dov twv Prpdtwv dtatnpovvTtal oe évav xwpo

amofrkevong avtikepévwy 6nwg to MinlO (5).

H mapamdvw agrnynon eivat apKeTa IKAVOTIONTIKN - £XOVE EVAV OTEPEO UNXAVIOUO Yia
™ Snuovpyia cVVOeTWV powv epyaciag Unxavikng HLabnong, Tnv evopxnotpwon Twv
PnuaTwy Toug Kat TN Statnpnon onuavTikwv avtikepévoy. Tt ovpPaivel, Opws, av To

idto Pripa voPANOel SVo Popég; AvTo eival oTNY TPAYHATIKOTNTA Eva e§atpeTKd TLVI-
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Oopévo oevaplo, eldikd oe TEPIMTWOELG XPonG oL TiepthapPdavovy mpaktikég hyper-
parameter tuning, 6mov To idto pipeline umopei va exteleotel xAades Qopég, e OAa
T OTOL el TOV ANV TWV €L0OOWV EVOG HOVO PrIHATOG Va TTApAEVOVV amapdAAaKTa.
Exet vonpa to ido koppatt kwdika, mov ekteheitat 1o S0 meptBarioy, pe Tig idieg
eloodovg, va ekteleotei Eavd; Zra mapandvw, to KFP anavtd katnyopnuatikd «oxw,

el0AYOVTaG TO unxaviopo caching.

Emokonnon

H 18¢a Sev eivat kavovpyta- eivat onpavtikd Pripata mov €xovv 10N ekteheoTel 6T0
napeA8Ov va avayvwpilovtar avaloyws kat 1 ektéAeot] Tovg va mapaleinetal. [a to
Aoyo avtd, ) opdada tov Kubeflow Pipelines vAomoinoe éva ovotnpa caching mov Pa-
oiletar otnVv 16éa Tov kKatakeppartiopov (hashing) tov avrtiotoryov template Priparog
Kal TNG OVYKPLONG TOV amOTEAEOUATOG e TTPONyoVpeveS eppavioets. To oxédo avto
pHotalet ToANG vtooxopevo, apkei To template, Tov eivat Stabéoio ota annotations Tov
Pod katd tnv ektéleon, Onwg ov{ntiOnke mponyovpévwg (StepevviiBnke Ste€odikd oo

mAaiolo Tov 3.3.2), va avTImpoowneveL Hovadikd pia ektéleon PriHatog.

Ta napandvw Aettovpyovv eEapeTikd, OTNV TPAYHATIKOTNTA, OTAV oL eicodot Kat ot é-
£odot twv Prpdtwv Bacilovrat 0Tovg eyyeveig unxaviopos petddoong dedopévwy Tov
Argo, Ta parameters kot artifacts. AvTo eivat Aoyiko, agov To template mepiéxet OAeg TIG
amatovpeves TAnpogopieg mpoketpévov o Argo Workflow Controller va dnpovpynoet
¢va Pod yia va ektedéoet To Pripa, cvpmeptAapfavopévwy Twv OVOUATOVY KAl TWV TIHWV
(1 TG Béong otV MepinTwon Twv artifact) Twv 1068wV, TWV OVOUATWYV KAl TWV TIPOE-
Theypévov Béoewv Twv e£68wV, TNG KO VAG TTOV GLVIOTA TO TTEPIPAANOV EKTENEOT|G KL
NG EVTOANG L0050V, AVOTLXWG, OUWG, AVTOG O HNXAVIOUOG OEV EAPKEL OTNV TEPIMTW-
o pag, Omov peyalo pépog g petadoong dedopévwy Paciletat otn xpron volumes
(33.1).

ITio ovykekppéva, Onwg avapépdnke mponyovuévwg, to Kale Eexivael Aappdvovrtag
¢va PVC snapshot tov kd0e volume mov Ppioketat mpooaptnpévo oto Pod omov mpay-
HATOTIOLELTAL 1] LETAYAWTTLOT KAt 1] apXLKT eKKivion TG ekTéAeonc. Yotepa, Snuiovpyel
évav kKhwvo kabevog amod avtd ta volumes, Tovg omoiovg mpooaptd o€ kdbe Pripa Pod.
210 TENOG TNG EKTENEDT|G TOVG, amo Ty aAAn, Ta Prjpata tov Kale maipvovy éva PVC

snapshot twv pooaptnuévwy volume, emTpENOVTAG TN HETAPOPA eEAPTHOEWV UE TN
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Hopen oetprononpévewy dedopévwv (3.3.1) petald tov Prpdtwv. Me dedopéva ta ma-
pandvw, 1 VAomoinon g upstream cache 8¢ Ba pmopovoe va Aettovpynoet, agov dev
elvat Suvatdv va mpoadiopiotei mota Sedopéva ayyifet kabe Prpa. Ztnv mpaypartikod-
™ta, opeilovpe va vtoBécovpe 0TI, OTav £va Pripa xpnotpomotei éva volume, aAA&Get

OAOKANPO TO TIEPLEXOUEVO TOV.

Ze auth v evotnTa Ba meptypdyoupe Ty vAomoinon pag yia éva ovotnpa caching
Tov Aettovpyel yia Prjpata kataokevaouéva pe to Kale, 6tav n avtoparn Aqyn otuy-
HLOTOTIWV €lval EVEPYOTIONUEVT Kal EQOCOV avTd VITOBAAAOLVY TIG amapaitnTeg TANPO-
@opieg 010 MLMD (2.5.1). Ot k0pteg Stapopég ueta&d tng SIkng pHag mpocéyytong Kot

NG upstream vAomoinong Ba cu{nnBovv cvvonTtikd oty evotnTa 3.3.3.

Apxitektoviko Ynopadpo

H vlonoinom pag yia tnv KEP cache anoteleitat ovotaotiké and tpia KOPUATIA, Ta O-
noila Ba e§eTdoovpe edw v CLVTOIA, TIPLV TTPOXWPTIOOVIE GTOV UNXAVIOHO EKTENEOTG
(3.3.3). O axpoywviaiog AiBog avtod Tov oxediaopov eivat to ML Metadata (MLMD),
70 omoio Aettovpyei wg To eminedo anodrkevong Tng cache, evw éva Mutating Webhook
elvat vevBuvo yla ™ Afyn g andgaong Tov caching. Téhog, évag eAeyKTig, 0 0T0I0G
elval eMEOpPTIOUEVOG He TNy TapakolovOnon yla fripata mov avacvpOnkav and tnv
cache kal TNV eKTEAEOT] TWV AMAPAITNTWV EVEPYELWV YL TT CUVEXLOT] TOV UNXAVIOUOD
powv gpyaciag Tov Argo, ovpnAnpwvet tov oxediaopo pag (KFP Cache Controller).
Evw to MLMD amnote)ei €tot kKt alwg pépog tov Kubeflow, ta ala dbo otorxeia
a@OopoLV ATTOKAELOTIKA TO pnxaviopo tng cache kat eykabiotavrtal wg éva eviaio De-
ployment oto kubeflow namespace. ITapakdtw Oa dovpe opiopéveg Aemtopépeteg yla

KaBéva amnod Ta Tpia KOUUATLA, TIPLY TIPOXWPTTOVE TNV TIEPLYPAPT) TOV UNXAVIOHOU.

« ML Metadata (MLMD)

To MLMD eivat nj payxokokaAid Tov pnxaviopov caching, kabwg kat éva kai-
plo ovotatikd tov Kubeflow yevikotepa. AAwoTe, 0T6X0G TG EVOWUATWOTG
tov oto Kubeflow eivat va anotelei Tov ouvetikd 1010 petald kdbe aAov ov-
0TatikoL Tov (2.4.2), Statnpwvrag petadedopéva OXETIKA e TIG EKTEAETELG TWV
pipeline, 11§ ekteAéoelg Ppatwy kat T yevealoyia Twv mapayouevwv Artifact.

Me avtd katd vov, kat dedopévov 6Tt To MLMD eivat 10n evowpatwpévo otov
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pnxaviopd tov Kale, To omoio avtopatonotel Ty vtofoin TAnpo@opLwy, HoLd-
(et amolvta Moytkr| n) emthoyn Tov wg To eninedo anobrkevong yta tnv cache Tov
KFEP, ago0 1161 mepiLéxel Tig mTANpo@opieg oL amattodvTal yla T Afyn pag amnd-
@aong caching (2.5.1).

To Kale evowpatwvetat pe to MLMD, kataypd@ovtag kot ouvSéovtag Katd-
AnAa ta mapayopeva TpoiovTa, xwpig o XproTng va xpetdletal va avnovxei yU
avTo. ITio ovykekpipéva, 6tav éva Pripa Tov Kale apyiet va ekteleitat, To mpto
Tpdypa oL Kavel eivatl va vitoPdlel Tov eavtd Tov oto MLMD. Ta va to meto-
€L, evtoTiCet apxtkd to Context TOL AVTIOTOLXEL 0TI CLYKEKPLUEVT) EKTENEDT) TOV
pipeline. Edv avtd O Bpebei 0to MLMD (dnhadr av mpokettal yia 1o mpbto
Bripa), To dnuovpyei. X1 ovvéxeta, vtoPfdAlet éva MLMD Execution mov avTt-
oTolXel 0TOV £aVTO TOV, B€TOVTAG TO state avToh oe RUNNING, kat cuvdEovTag
10 pe to Context Tng ektéAeong péow evog Association. EmmAéov, to frina mpo-

o0étet Ta oxetikd Context kat Execution ID ota avtiotorga labels Tov Pod:

— pipelines.kubeflow.org/metadata_context id

- pipelines.kubeflow.org/metadata_execution_id

2T ovvéyela, v 1 AUTOUATH AW OTLYHIOTUTIWY €ival EVEPYOTIOLNUEVT, TO B)-
po avalntd tuxov RokSnapshot MLMD Artifacts e£68ov (Sn\. Artifact pe Type
RokSnapshot) Twv yovikwv Bnudtwv Tov, Ta ovvdéel wg MLMD Artifacts e100-
dov (xpnotpomotwvrtag éva Event) kat mpooBétet ta ID tovg ota annotations Tov

Pod:
- pipelines.kubeflow.org/metadata_input_artifact ids

Metd tnv emiTuyr eKTENEOT TOV PIHATOG KAl EQOCOV Eival EVEPYOTIONUEVT 1] AV-
TOHaTN AfYN OTIYHOTUTIWV, TO Pripta AapPdvel éva OTLYHIOTUTIO TOV EAVTOD TOV,
vroPardet éva RokSnapshot wg MLMD Artifact kat to ovvdéet pe to MLMD
Execution tov wg Artifact e£68ov, mpooBétovtag to avtioTotyo annotation oto

Pod:
— pipelines.kubeflow.org/metadata_output_artifact_ ids

TéAog, evnpepavet To medio state tov MLMD Execution mov Tov avTiotolyei o€

COMPLETED.
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o Mutating Webhook

To Mutating Webhook eivat éva kpioipo cvotatikd Tov pnxaviopov caching tov
KFP, kaBwg eivar vedBuvo yia v npoenefepyacia twv template twv vtoPal-
Aopevwv Prpdtwy kat TeAkd T Afyn g andeaong tov caching. Ia va katavo-
100VHE KAAUTEPQA TOV TPOTIO AetTovpyiag Tov, Oa mpémel mpwTa va edpaldaovple

Kamoto mAaioto yvpw and tovg Admission Controllers tov Kubernetes.

Zhppwva pe Ty Tekpnpioon tov Kubernetes, évag Admission Controller eivau €-
va KoppaTt kwdika mov mapepPaAAetal oTig artioelg mpog tov API server Tov Ku-
bernetes, mptv and N dnpovpyia KATOLOL AVTIKEIUEVOD, AANA pHeTd TNV avbevTi-
Komoinomn kat e§ovalodotnon tov artriparog [38]. To Kubernetes mapéxet pa Ai-
ota and evowpatwpévovg Admission Controllers, wg pépog tov kube-apiserver,
yia To Xelplopo SragopeTikav eldwv mopwv. Ot Admission Controllers pmopodv,
ev yével, va eivau «validating», «mutating» 1} kat ta dvo. Otav pia aitnon @tévet
otov API server mpoonmabwvtag va dnuovpynoet, va dlaypayet 1} vo TpomomnoL-
noeL éva avtikeipevo, ehéyyxetat anod kdbe evepyonowmpévo Controller Stadoyika,

e Tovg mutating controllers va kaAovvtal TpwToL.

Meta&h twv Admission Controllers mov vootnpifovtat and to Kubernetes, v-

néapxovv §vo mov mapovatdfovv Wiaitepo eviiapépoy, ot

- MutatingAdmissionWebhook

- ValidatingAdmissionWebhook

Avtoi ektehobv Ta mutating kot validating, avtiotoga admission control web-
hooks, ta omoia propovv va pvBuiotodv Suvapikd péow tov API [39]. Xe avtn
v evotnta Ba emikevtpwholue 0to mutating admission webhook, To omoio &i-

VAL 0 PUNXAVIOUOG TIOL XPNOLOTIOLEiTAL 0TIV DAOTIOiNoN NG cache.

Mmnopodlpe va oke@tovpe Ta webhooks wg vnnpeoieg oto Kubernetes mov eyypd-
govtat oTov avtiotolyo Admission Controller Tov API server, étot wote av é-
va aitnpa ov Aapfavetar and tov Tehevtaio Taptddel pe kdmotovg tpokadopt-
OHEVOVG KAVOVEG, va Tipowdeital 0NV eyyeypapUéVN VTINPECIA OTO OWHA EVOG
HTTP POST artrjpatog. Ekeivn ogeidet va xepiotei tn dadikacio anodoxng
(admission) xat va e@appodoet omotadnmote Aoyikn petaAafng (mutation). Ta

napandvw Ba yivouv mold mo cagr oTny mopeia, OTav TEPLYPAYOLUE TOV TPOTIO
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fe Tov omoio pvBpiletat to webhook tng KFP cache.

2ty mepintwon pag, To mutating webhook mov avtiotorxet otnv KFP cache tpé-
xet o€ €va Pod padi pe tov cache controller oto kubeflow namespace, wg pépog
tov kfp-cache Deployment, kat ektifetat wg vnpeoia mov akovel otn Ovpa 443,
TapéxovTag povo éva tehiko onpeio AP, to /mutate. O polog tov eivat oty
ovoio apkeTd amhog- mpémel va avayautifet Tig artioel yia Snpovpyia Pods ka,
0€ TEPIMTWOT TOL AvTioToLXoVV ot Prjpata tov Kale, va mpoodiopilet av mpémet

va ekTeAeaTOVV 1) va avaktnBobdv amod tnv cache.

Ta va kataxwprioovpe to webhook oto Kubernetes, xpetdletal va Snuovpyn-
oovpe éva MutatingWebhookConfiguration avtikeipevo, mpokelpévon va ka-

Bopioovpe TOVG KAVOVEG TTOL TIEPLYPAYALE GTNV TIPOTYOVUEVT TIAPAYPAPO.

apiVersion: admissionregistration.k8s.io/vlbetal
kind: MutatingWebhookConfiguration
metadata:
[...]
name: kfp-cache
webhooks :
- clientConfig:
caBundle: °°
service:
name: kfp-cache
namespace: kubeflow
path: /mutate
name: kfp-cache.arrikto.com
rules:
- apiGroups:

)

apiVersions:
- vl

operations:
- CREATE

resources:

- pods

Me amhé Aoy, 1 vVTOBOAT} TOL AVTIKELHEVOL avTOL evipepwvel Tov API server

ot vmapyel £va plugin yia Tov edeykt MutatingAdmissionWebhook, to omoio
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Oa mpémnel va kKAnOei kaBe popd mov éva aitnua yia dnovpyia Pod gtavel otov
API server. Zvykekptyéva, o API server ogeilet va mpowOnoet to ev Aoyw aitnpa
010 kaBoplopévo TeAkd onpeio, MOTE 1 KATAXWPTUEVT DTINPECLA TTOV AKOVEL OF
avtd va xelptotel T Aoywkn g anodoxng. Katd tn Siapketa tng diepedvnong
TOV HUNXAVIOUOD XpOVvov ekTéAeoNS, Oa €xovpe TNV evkatpia va SlepevVI|oOVUE Tt

AKPLPWG KAVEL AVTT 1) VIINPETIA.

o KFP Cache Controller

Ye ovykplon pe Ta mapandvw ototxeia, o pohog tov KFP Cache Controller &i-
vat, 0TV Tpaypatikotnta LaAlov amhdg. Avtdg eivat évag Tumkog Kubernetes
controller (2.2.3) mov mapakolovOei yia véa Pods. Edav éva vmoBAn0év Pod a-
vtiotolyei oe éva Prjpa tov Kale, o controller mpaypatomnotei omoteadnmote evép-
YELEG AmaUTOVVTAL Yl T GUVEXLOT) TNG EKTENEONG TNG porS epyaoias. Duoika,
Onwg Ba Sovpe oty endpevn evOTNTA, oL EVEPYELEG AVTEG eEapTWVTAL O€ PeYAAO

Babuo and v anogaomn tov webhook.

Mnxaviopog Xpovov ExtéAeong

2e avtn TNV evotnTa Ba mpoPolpe o pia AeMTOEPT) TAPOVCLAOT) TOV HNYAVIOHOV EKTE-
Aeong Tov caching. Omnwg éxovpe 116N mepLypdyel, Otav évag Xprotng voPdAlet éva
pipeline mpog extéAeon oto KFP, avtd petaylwtrifetat oe pia por| epyaciag Argo mov
o KFP API server vtopaAlet oto Kubernetes wg éva Workflow CR. O Argo Workflow
Controller to evtomiet, avalvetl Tov ypago efaptriocwy Twv Pnudtwy kat dpopoloyei
Pods yia tnv extéleon} Tovg. (3.3.2). Ze avtd axpipwg To onpeio praivel 0to matyvidt o

Hnxaviopog caching.

ITio ovykexpipéva, mpokelpévov va dnpovpyndel To avrtiotoxo Pod yia éva frpa, o
Argo Workflow Controller kdvet éva aitnua oto Kubernetes API server. Onwg e&n-
ynOnke mponyovpévwg, o tehevtaiog mpowbei To ev Adyw aitnua oe kdbe evepyod ad-
mission controller, dtadoxika. ‘Evag and avtovg eivat kat o MutatingAdmissionWeb-
hook, o omoiog ava(ntd éva vtoPpAndév MutatingWebhookConfiguration e kavoveg
nov taptalovv pe tn {nrovpevn evépyeta API (m.x. Snuovpyia Pod), mpokepévov va
anogacioet av Oa mpénet va mpowdroel To aitnpa oe kamota e§wtepikn vnpeoia. ‘E-
to, evtomilet o webhook tng kfp-cache, 1o omoio powBei to aitnua, 0To CWHA EVOG

artipatog HTTP POST oto endpoint /mutate.
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Webhook

To webhook Aappdvet To mpowBnuévo aitnua kat e§ayet To avtikeipevo Pod mov mpémel
va dnpovpynBei and to cwpa Tov artparog. Edv to Pod avtiotoryel oe éva Pripa tov
Kale, n dtadkacia ovveyifetal pe TV apylkomoinon evog avTikeuévov PodContext yia
™ Stayeipton OAwv Twv TANPoPopLwY oV VITOAOYI{oVTaL KAt AVAKTWVTAL Yia TO OL-
ykekppévo Pod. Katd tn Sidpketa tng apxikonoinong tov PodContext, To webhook
vnoloyiCet To ExecutionHash. To hash tov Execution eivat otnv mpaypatikotnTa T0
hash tov template tov Brjpatog petd and kamoia poemneEepyaoia. Ev ovuvtopia, Ta ovo-
pata Twv PVC avtikaBiotavrat pe 116 Stev@vvoeig URL twv Rok snapshot eloddov, kat
to anoté\eopa katakeppatifetal (PA. Ilpoene&epyacia Template). To ExecutionHash

npooTibeTal ot ovvéxela wg annotation oto Pod (arrikto.com/execution-hash-key).
Ipoenetepyacia Template

Ta ovopata twv PVC yia ta kAwvomowmpéva volumes mov mpooaptavrat oe kae Prina
elvat Stapopetikd petadd Twv ekteléoewy, kabwg e§aptwvtat amod to dvopa Tov Work-
flow. Avta mepihapBavovtal oto template evog Pripatog 1600 oto nedio Twv parame-
ter e.00dov (inputs.parameters), 600 kat oty mpodiaypar} volumes 1 omoia opilet
Ta volumes mov mpémnet va mpooaptnBovv oe €va Pod, Pdoet Tov ovopatog tov PVC.
[Tapd to yeyovog ott 2 ovopata PVC umopei va Stagpépovy, wotoc0, Ta TPAyHATIKA
Rok snapshots mov mepiéxovv ta dedopéva tov PVC evdéxetal va eivan ta idia. ‘Exo-
VTOG aUTO VIIOYT, KaTA TN QAon TG mpoeme&epyaoiag, kabe eppdvion ovopatog PVC
avtikaBiotatat and tnv avtiotoyn Stevbvvon URL tov snapshot mpotod to template

Katakeppatiotei, wote To webhook va AdPet €ykvprn anogaon).

Ia ™ Ayn ™6 andgaong caching, to webhook Paciletal oe opiopéveg mAnpogopi-
g Tov mapéxovtat and to Kale katd tnv mpoemefepyacia kat T HETAYA®TTION TOV
pipeline. ITio ovykekpipéva, To webhook mepiuével va Ppet dbo Pod annotations mov

npootiBevtat and to Kale:

e kubeflow-kale.org/volume-name-parameters

e kubeflow-kale.org/dependent-templates

To mpwTto mepiéxet pia AMiota pe OAa Ta OVOpATA TwV parameter .0OS0V TOL AvaPEPO-

vtat og ovopata PVC. Tia va avaxkahvyel Tig Stevbvvoeig URL twv avtiotorywv Rok
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snapshot, To webhook npénet va evtomioet ta RokSnapshot MLMD Artifacts elc6dov
Tov Brjnatog (PA. 3.3.3 yia meplocdTepeg AemTopépeleq). [a tnv emitevEn avtov, mpémel
va givat og B¢on va avaktrioel Tovg yoveig Tov Pripatog kat ta RokSnapshot MLMD
Artifacts e£680v Tovg, KTt IOV givat Suvato xapn oto SebTepo annotation tov Kale, to
omoio mapéyet pa Aiota pe Oha Ta ovopata template yovéwv (xwpig To annotation, Oa

€TPETE VA VAOTIOLNOOVE €K VEOUL €val HEPOG TNG AOYIKNG avaAvonG Ypdgov Tov Argo).

‘Exovtag Ppet Ta template yovéwy, Ta ovopata Twv avtiotoxwv Pod avacvpovrtatl a-
16 1o medio status.nodes tov Workflow CR. Ztn ovvéyela, and ta annotations Twv
ev Aoyw Pods, to webhook avaktd ta Artifact e£68ov Twv yovéwy, xapn otn Aiota
nov mapéxet To Kale (pipelines.kubeflow.org/metadata_output_artifact_ids).
Ta Artifact e§68ov OOV RokSnapshot mephappdvovv t StevBvvon URL tov oxeTt-
KoV Rok snapshot otig 1810tnTég Tovg. Me Baon Tig mAnpogopieg avtég, To webhook
elvar o Béon va dnpovpynoet avtiotolxioelg petagd TwV HOVOTATIOV TIPOCAPTNONG
(mount paths), Twv ovopdtwv PVC kat twv dtevfvvoewv URL tov Rok kat va mpoyw-
prioeL 0TV avTikataotaon kdbe epgaviong ovopatog PVC pe to avtiotoyo Rok URL

TIPLV OO TOV KATAKEPUATIONO TOL template.

Téhog, a&iCel va onpetwBei 0T, emi Tov TAPOVTOG, 1) TpoemeEepyaacia Aettovpyei HOVO e
éva RokSnapshot Artifact elc6dov, enedn n cvyxawvevon twv PVC snapshot dev eivat

dvvarn.
H Ano¢aon Caching tov Webhook

Metd v apykonoinomn tov PodContext, To webhook mpémnel va anogaocioet av 1o a-
vtioTtowo Prpa pmopel va avaktnOei and tnv cache 1} 6xt. Edv to fripa eivat povadikod
noudi (8ev vapyovv dAAa template oto Workflow DAG mov va e€aptwvtat and tovg
yoveig Tov Pripatog), n Stadkacio cvveyiletal mpokeuévov va kaboploTel €av To ev
Aoyw Pripa €xet exteheotel 0to apeABov. Tia va yivet avto, o webhook avalntd oto
MLMD éva ovpnAnpwpévo (COMPLETED 1§ CACHED) Execution pe to iSto hash mov avrket
oto idto namespace kat éxet éva povadiko RokSnapshot Artifact e§68ov. Edv 6Aa avta
tkavorrotovvTal (etkova 3.16), Ta amoTeAéopATA TOV PIHATOG UITOPOVY Va avakTnBodv

anevBeiag and v cache, evw 1o Pod dev ypetaletat va ekteleoTel.

Edav Bpebei to {(nrovuevo Execution, n Stadwkacia eivat pdAlov amr. Zvykekpiuéva,

10 webhook:
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1. Aumhaotalet to MLMD Execution (mpokettat GAAWOTE ylat fia véa EKTEAEDT] TOV
Prinatog) kat To ovvdéet pe to MLMD Context mov avTIOTOLXEL 0T VEX EKTEAEOT)
Tov pipeline, aAAd kat pe ta idta MLMD Artifacts pe ta omoia ovv8éOnke to

apxik6 MLMD Execution.

2. IIpooBétet 2 labels oto Pod pe Ta avayvwptotika twv MLMD Execution kat Con-
text (Onwg Ba €xave To Kale av 1o frjpa ektedodvtav kavovikd):
e pipelines.kubeflow.org/metadata_execution_id
e pipelines.kubeflow.org/metadata_context_id
3. IIpooOétet 2 annotations oto Pod pe ta avayvwptotikd twv MLMD Artifacts
elo0d0ov kat e£680v (0mwe Ba ékave to Kale av to Pfripa ektedovvTav Kavovikd):
e pipelines.kubeflow.org/metadata_input_artifact_ids
e pipelines.kubeflow.org/metadata_output_artifact_ids

4. TIpooBétel éva annotation oto Pod pe tig e£680v¢ Tov Argo Pripatog, Tig onoieg

Bpiokel 0To 0XeTIKO TESi0 £vOG custom property Tov Execution (PA. Controller).

5. ©¢tel évav nodeSelector mov dev umopei va ikavomownOei, mpokelpévov To Pod

va pun dpopoloynOei moté:
e arrikto.com/non-existing-node: node-does-not-exist

6. IIpooBétet éva label oto Pod yia va dnhwoet 6TL Ta oxetikd petadedopéva ypd-
QTNKAV KAVOVIKA, Yla TNV Tepintwon mov éva cvotatikdo Tov OSS Kubeflow,
0 Metadata Writer tpéxet mapdAAnAa: pipelines.kubeflow.org/metadata_-
written (PA. Arrikto vs Upstream KFP Cache 3.3.3).

7. TIpooBétet éva CacheAnnotation annotation oto Pod to omoio anatteitat anod
tov Controller (PA. Controller) kat mepthapBavetl TNy avtiotoixion Hetagd ovo-

patwv PVC kat Rok URL (arrikto.com/cache-workflow-step).

8. Avtiypagel Ta Rok snapshots Tov Prjpatog oe évav kovPd pe ido dvopa pe 1o
oxeTikd KFP experiment kot evipep@vel Ta ovopata Kat Ta petadedopéva Toug

e Baon to véo run ID kot 6vopa Pod.
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Xxnua 3.16: KFP Caching; BpéOnke Ilponyoduevy Extéleon

Amo v aAAn Mhevpd, edv dev Bpebdei kavéva avtiototryo MLMD Execution (1§ to Pod

dev mAnpoi 11§ mpodiaypagég Tig cache, mX. Adyw moANamAwV yovéwv i Tadlwv), To

webhook emitpénet 61o Pod va vtoPAnOei xwpig va kavet omotadnmote aAlayr (etkova

3.17).
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Sxnipa 3.17: KFP Caching; AEN BpéOnke Ilponyovuevy Extéleon

Controller

Telikd, to Pod vrofarietar oto Kubernetes kat evromi{etat and tov controller tng

cache mov mapakolovBei Stapkwg yia TN Snuovpyia véwv Pod, pihtpapovtag 6oa dev

avtiotoyovy ot Prpata tov Kale (Baoet twv vlotdpevwy annotation). ‘Onwg ava-

@¢pOnke mapamavw, to webhook emonpeiwvel Ta Pod Prnpdtwv mov avaktovral and
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v cache pe éva eldiko CacheAnnotation. Avto XpnotHOTIOLEITAL TPOPAVIDG ATIO TOV
controller yia v avayvwpion twv Pod mov avaktOnkav ano tnv cache. Tnv idia
OTLYHT], WOTOOO, TEPLEXEL [l AioTa and PVCPatches, pe OAEG TIG avVTIOTOLKIOELG OVOUA-
Twv PVC o¢ dievBivoeig Rok URL pe 16 omoieg avtikataotdOnkay mptv tn Sadikacia
katakeppatiopo. Ia to Pripa multiplication yia mapadetypa, To oxetikd annotation

Ba pmopovoe va potalel wg e§ng:

// arrikto.com/cache-workflow-step annotation

{

»”pvcPatches”: [

{
”pvcName”: ”example-pipeline-c8hzn-split-a-workspace-z8xrq”,
?rokUrl”: http://rok.rok.svc.cluster.local/swift/v1l/
— kubeflow-user/split-pipelines/c@lalb6a-e7c0-4a23-b21d-849d5ac46619
« _example-pipeline-pvt48-split-a-workspace-z8xrq
— ?version=1828f9cb-eb22-4e49-9fc9-79e278d2be09”
}

Ta Pod mov avtiotoyodv oe frpata mov avaktiOnkav and tnv cache kat vioBaiAo-
vtat oto Kubernetes dev Eekivovv moté va extehobvtat, agob £xovv kataotel un dpo-
Holoynotpa and to webhook (BA. mapandvw yia tov oxetiké node selector). O con-
troller mpémet va Ta mapaldPel Kat va TpayLATOTOOEL TIG ATApAiTNTEG AAAAYEG, DOTE
o Argo Workflow Controller va ta avtiAng0ei wg emtvxwg odokAnpwpéva Brjpata kot
va ovvexioel TNV ektéleon TngG porng epyaociac. Iia To okomd avto, o controller eivat

ETUPOPTIOUEVOG HE TNV eKTENEOT) TWV €€

1. Evnuépwon tng kataotaong tov Pod and Pending o€ Successful

2. Evnuépwon twv annotation twv PVC mov xpnotponolodvtat and to Pod

To debtepo Pripa avagépetal ato rok/origin annotation twv PVC, to omnoio opiCet
dievBvvon URL tov Rok snapshot pe ta mepiexdpeva tov omoiov Ba yepioet o PVC.
H k\daon amoBrikevong tov Rok vtootnpilet tov tpomo Séopevong WaitForConsumer,
ovpQwva pe Tov omoio, Ta PVCs dev deopebovtal oe PVs uéxpt va dpopohoynbei éva

Pod mov ta xpnowomnotei. To rok/origin annotation pmopei va aAAalet 6co to PVC
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Ppioketal og katdotaon Pending, péxpt va eppaviotel €vag katavalwtng (dnhadr éva
Pod mov exteAeitat) ondte To PVC Ba «evudatwBei» pe ta meptexdpeva tov Rok snap-

shot, 010 omoio mapanépmnel To annotation ekeivn TN XPOVIK OTLYHT.

Ooov agopd ta Pod mov de Ppédnrav otnv cache (e pépovv to avtiotoryo cache anno-
tation Tov webhook), o controller eivat vtevBvvog yia Ty voPolr Twv Argo e£6dwv
Tovg (avakTwvTal and To annotation workflows.argoproj.io/outputs mov mpooti-
Betau amd o Pripa Argo) oto oxetikdé MLMD Execution wg éva custom property, HOALG
oloxAnpwBovv pe emrvyia. Avto eival To custom property TOv ava@Eépaie TPONYoL-

HEVWG, amo omov To webhook avaovpet Tig e§680vG TwV PripdTwy.

Arrikto vs Upstream KFP Cache

e autr TNV evoTnTa TEptypayape évav O10ktnTo pnxaviouo caching mov éxet oye-
StaoTel yla va KaADWYEL TN GUYKEKPILEVT TIEpIMTWON XPHONG Hag, 1 omoia Baciletat o€
peyaro Pabuo otn petddoon dedopévwv péow volumes. Eivat onpavtiko va onpetwdei,
®0TO00, OTL oL Pactkég apxég TnG vAoToINoNG eivat Kovég pe Tnv cache tov upstream
KFP. Kat exeivn mepthapfaver éva webhook mov katakeppartifet to template Pripatog
Twv vroBarlopevwy Argo Pod kat amogaciet av Oa mpémet va exteheatodyv 1} va ava-
KtnBolV amod v cache, kabBwg kat Evav «mapatnpnTi», pe AetTovpykdTnTa TApdpoLa

pe avtr) Tov controller pag.

H x0pia Stagopa ivar 6TL 1 upstream cache dev éxel oxediaotel yla va Aettovpyei yia
petadoorn dedopévwv pe volumes, evw pmopei va xeplotel yevikevpéva pripata KEP
Xwpig TV avaykn ya omotadnnote npoenefepyacia. To upstream KFP xpnotpomotei
éva Eexwploto ovotatikd mov ovopdletat Metadata Writer to omoio Staxetpiletat oxe-
TikéG pe To MLMD epyaoieg yia Aoyaptaoud twv Pod. Ztnv ovaia, eivat vtevBuvo yla
v kataypaen kat dtacvvdeon Twv Context, Execution kat Artifact, alAd kat yia tnv
npoodnkn Twv oxeTikwv pe To MLMD annotation mov eidape mapandvw, Aettovpyieg
nov 01N Sk pag mepintworn vAomolobvtal and Ta idta ta Prpata pe t Pordeta Tov
Kale. Tavtoxpova, OpwG, yla Tnv anobrkevon twv mAnpogoptwv mov oxetilovrat pe
™ Aettovpyia tng cache, xpnowomnoteital pa Eexwptot MySQL Pdon dedopévwv avti
yta to MLMD. TéAog, n) upstream vlomoinon emAéyet- avti va kataotrioel ta Pod pfn-
HATWV OV avaktovTat and tnv cache un Spopoloyrowa- va ta agrioet va tpégovv,

aAlalovtag Ty kaboplopévn eicdva container, OOTE va eKTEAODVTAL ATAWG YPTIIyOpQL.
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3.4 Xvyxpoviopog [Meta]Aedopévwv

Ztnv mponyovpevn evotnta (3.3), ohokAnpwoape pia e§avtAntikr Stepedvnon twv Pa-
OlKWV CVOTNUATWY TTOV epmAékovTal 0TV ekTéheon Twv Kubeflow Pipelines. Eekivi-
oaple amod TNy avantvén tov pipeline pe tn xprjon tov Kale, Stepevvwvtag tnv mpootifé-
pevn aia mov mpoo@épet To Rok oo eninedo Staxeiptong Sedopévwv (3.3.1), kat tpoxw-
prioape epPabvvovrag otov vmokeipevo pnyaviopd twv Argo Workflows, avaivovtog
TG StaBéotpeg Texvikég petadoong dedopévwy tov (3.3.2). Avtd é0ecav Ta Bepéhia w-
OTE VO ITTOPECOVE, EV OLVEYELQ, VA TIEPLYPAYOVE ATIO AKPO OE AKPO TO UNXAVIOUO TOV
KFP caching, o omoiog anoteAei kpioo cvotatikd twv Split Pipelines 6mwg mapovotd-

OTNKAV TIPONYOLHEVWS (3.2).

Me tnv ohokAfpworn avTng NG avaAvong, €Xovpe TAEOV [ia OTEPER KATAVONOT) TOL Tt
OVVETIAYETAL OTNV TiPpAYHaTIKOTNTA 1] ekTéheon evog Kubeflow Pipeline. EmumAéov, é-
xovpe ndn avadei&et OAeg T1g mBavég eaptnoelg petald Twv Prpdtwy, Kabwg kat Ta
npoanattovpeva yia tn Aettovpyia Tov KFP caching, 6cov agopd ta dedopéva kat ta
oxetkd petadedopéva. Xe auth TNV evoTnTa, o CLYKEVTPWOOLUE A T TIAPATIAV®
TIPOKELHEVOL Vo GLVTAEOVE Evay avavTiko Katdhoyo Twv Sedopévwy Tov xpetdletal
va petapepBovv peta&d dvo tonobeotwv yia tnv emitvyn Aettovpyia twv Split Pipelines,
pe xpnomn tov KEP caching. Yotepa, Oa mpoxwprjcovpe otny meptypaen piag Stadikaoi-
QG IOV EMITPETIEL TOV GUYXPOVIOHO Sedopévwy kat petadedopévwy peta&d Tonobeoiwy,

Baotopévn otn AettovpytkoTnTa AYNG otrypotinwy tov Rok kat 6to Rok Registry.

3.4.1 To ITal\A Twv E§aptrioewv

Ag Eekviioovpe SnAdvovtag pntd Tov 0TdX0 pag. YrevBupilovtag to mapadetypa Twv
Split Pipelines mov mapovotaotnke oty apxn avtrg g evotntag (3.2.2), avePalovpe
¢va Kubeflow Pipeline o¢ tpeig tonofeoieg kat Eektvape pia ektéAeon otny tonobeoia A.
Aol ohokAnpwBovv ta mpwta dvo Pruata, n ektéleon Stakontetal. IIpénel va nmpoo-
dopioovpe ta dedopéva mov eival amoAdTwG anapaitnTa oVTWS WOTE 1) EKTENEOT] TOV
pipeline va ovvexiotei pe emrvyia otnv Tomobeoia B. To epwtnua eival paAAov amo:
TL IPETIEL VAL PETa@EPOVE amod Tnyv Tonmobeoia A otnv tonolesia B, wote, 6tav evep-
yormomnBei pia extéleon pipeline otn Sevtepn, ta SVo mpwTa Prjpata va eppavifovtal

¢ amodnkevpéva kat 1 ektéeon va ovvexifetal amod To Tpito Pripa, pe OAeg TG e€ap-
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THoelg eloodov dabéotpeg, odnywvTag oTny eMTUXNUEVT OAOKANPWOT) TWV EMOUEVWV
Pnpdtwv;

‘Exovtag 110n e§€Td0EL TOV UXAVIOUO XPOVOL EKTEAEDNG, AVTIAAUPAVOLAOTE OTL LTTAP-
xovv Téooepa Slakpitd Koppdtia tétolwy dedopévov, pe to kabéva va Ppioketal oe
dagpopetikd amobnkevtiko xwpo: ML Metadata, KFP (Argo) artifacts amoOnkevpéva
oto MinlO, Rok snapshots kat 0Aeg ot GUUTANPWHATIKEG AEMTOHEPELEG YOPW ATIO TIG

ekteAéoelg kat Ta metpapata tov KFP.

MinIO

Kubeflow's default Object
Store; this is where KFP
artifacts are stored

MLMD

The cornerstone of our
cuching mechanism;
contains metadata about
completed steps, most
importantly their outputs

Step Auto-Snapshots Kubeflow Pipelines

Details about Runs and
Experiments; everything
around running a Pipeline
on Kubeflow

The Rok Snapshots
containing the actual data
produced as step outputs
when marshalling is used

Ixnua 3.18: To ITaA twv Eéapriiocwy

« ML Metadata (MLMD)
To mpwto koppatt Tov malA eivat, uokd, n paxokokahid tov KFP caching o-
nwg mapovaotaletal otny evotnta 3.3.3, to ML Metadata. To MLMD eivat o a-
TOONKEVTIKOG XWPOG oL TiEpLEXEL OAEG TIG TANPOQOpPiEG OXETIKA He TO caching,
emTpénovtag 0to webhook va tpoadiopilet av éva Pripa éxet ekteleatel 010 AL
peABOV Kat, av vat, v avakTd Ta anoteAéopatda Tov anevdeiog and Ty KaTaxw-

pton MLMD mov avTioTtotyel 0TV eKTéAEOT) TOV.

Ta va Aettovpynoet to caching pe kataveunuévo Tpomo, ot kataxwpnoeig MLMD

TIOL eival amoADTWG amapaitnTeg eivat ot €§ng:

- To Context mov avtioTtolyei otnv ekTéAeon Tov pipeline otn Tomobeoia A,

kabwg kat Ta oxetika ContextProperties

- Ta Executions mov avtiototyobv otnyv ektéAeon kabe Prjpatog otnv Tomo-
Oeoia A, kabwg kat Ta oxetikd ExecutionProperties
AvTtd eivat amoAdTwg Kpiotpa yia va Aettovpynoet to caching. To webhook

eAéyyel Ta Executions mov Bpiokovtat 60to MLMD yia va mpoodiopioet av
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vndpyet kamoto pe execution hash (arrikto. com/execution-hash-key cus-
tom property) mov tatptddet pe to hash tov mpoenegepyaopévov template
nov efetaletal Xe mepintwon emTvyiog, ot £§0dol TwV PrudTwV AvakTw-
vTal anod To avrtiotoryo custom property Tov Execution

(workflows.argoproj.io/outputs).

- Ta Artifact eé£680v kdBe Pripatog mov ekteleitar otny Tomobeoia A kat Ta
oxetkd ArtifactProperties
Avtd amotedodv pia akopa Bactkr anaitnon, kabwg Katéxovv Kpiotpa e-
Tadedopéva OXETIKA Pe TO pnyaviopd petddoong dedopévwy. Avagpepopa-
oTe Kupiwg ota RokSnapshot Artifact é£6dov mov mepthapfavouy Tig avti-
ototxeg dtevbuvoelg Twv Rok snapshot 011G 1816tNTéG TOVG (URL), T OTOICL
elvau amapaitnta yla ) Aettovpyia tov unxaviopov caching kat tnv ekté-
Aeon NG porig epyaciag yevikotepa, agov to Rok snapshot e£6dov xpnot-
pomoteitat arnd to Rok yia va evudatwoet o PVC mov mpooaptatat kabe

@opa 0To enduevo Pripa (voBétovtag OTL ekeivo Oe PpiokeTal oty cache).
- ZvpmAnpwpatikég ovtotntreg MLMD:
* Ta Associations mov ovvd¢ovv Ta Execution pe to Context tovg
* Ta Events mov ovvSéovv ta Artifact pe ta Execution tovg
* Ta Attributions mov ovvdéovv ta Artifact pe to Context Tovg

* Kabe Type kau TypeProperty mov cuvdéetat pe ta mapandvw

Kpivovtag and tnv mapamdvw AMoTa, eivat Tpo@avEég OTL AKON KAl I CUYKEVTPW-
01 OAWV TV ATAUTOVHEVWYV KATAXWPTOEWV CLVETAYETAL OIUAVTIKO OLoYELPLOTL-
KO KOOTOG. AvTo Sev eival To mpaypatikd mpoPAnua, wotdco. Extog amd Tig
ovTtoTNTEG *Property, 0heg ot dAAeg xapaktnpilovtal and éva adgov aképato a-
VAYVWPLOTIKO TTOV X PN OLUEDEL WG TIPWTEVOV KAELSE KAl XPNOLHOTIOLEITAL VLol TNV -
va@opa peTafd mvakwv (amo@PevyovEe Va XPNOLULOTIOIOOVLE TOV OPO «OXEOT» T
«OLOYETION», Oedouévov OTL Sev vITdpxOLV TpaypaTtikol Teptoptoptol EEvov khet-

S100 1oL va 0pilovy aVoTNPA TIG OXETELS, OTWG avalvBnke oTny evotnTa 2.4.2).

Adyw TV aveTépw, 1 LETAPOPE OVTOTHTWVY HETAED SLAPOPETIKWV EYKATAOTA-
oewv MLMD 8ev eivat tetptupévn, agov Ba anaitovoe tnv allayr Towv TIHWV
TWV AVAYVOPLOTIKWV TWV ELCAYOUEVWY OVTOTNTWV (KATdAANAN evnuépwon o-

TOLWVOTTTOTE AVAPEPOUEVWYV TILVAKWY), TTPOKEPEVOL Va amo@evxBolv ovykpov-
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oelg. Q01600, AVTO dev eivat amodektod- ag avtactodue éva pipeline mov ek-
noudevet éva povtélo oe éva Prina kat To oepPipet 0To emdpevo. Avto gival éva
ovvnOiopévo oevdplo mov vtootnpiletat and to Kale, To omoio emitpénet otovg e-
moTnpoveg dedopévwv va voPdAAovy to povrélo Tovg wg MLMD Artifact xpn-
opomotwvtag To Kale SDK, kat 0tn ovvéyela va to oepPipovy, avagpepouevol 6to
avtiotoio Artifact ID. Tt yivetat av n eknaidevon yivetat otnv tomofeoia A kat
10 ogpPiptopa otnv Tomobeoia B, dpwe; Av e@appolape tnv aAlayn Tov avayvw-
PLOTIKOD TTOV TIEPLYpAPETAL TTapaTdvw, Oa kataAryape pe To Pripa oepPipiopatog

va avagépeTal o€ éva eviehwg StapopeTiko Artifact.

Ta va Eemepdoovpe to mapamavw {Rtnua, Ba mpémet va 1o avTHeTWTIOOVpE WG
npoPANpa ovyxwvevong Pacewv dedopévwv. Mia ocvvnBiopévn Avon yia avtod
eivat n eloaywyr GUID ot Béon Twv apyikwv aképatwv avayvwplotikov. Ta
GUID (1 UUID) [40] eivau maykoopiwg (1] kaBoAwkd) povadikoi 128-bit apiBpoi
AVAPOPAG TTOV XPNOLHOTIOLOVVTAL TNV TANPOPOPLKT, Ot OTtoloL eivat e€aupeTid
aniBavo va emavaAneBodv mapd to yeyovog Ott dev vidpyet KevTpikr apyr Sid-
Beong GUID mov va Stao@alilet povadikotnra. Apkel va TOVUE OTL, LTIAPXOVV
nepinov 75.000.000.000.000.000.000.000.000.000 kOKKOL APHOL 0T Y1), AANA a-
KON kat avtd to mARBog wxpLd pnpootd otov aptdpd twv dbéoipwv GUID,
340.282.366.920.938.463.463.374.607.431.770.000.000.000, yeyovog mov ta kadi-
otd eEaupeTiko epyaleio yla T ovyxwvevon Paoewv Sedopévwy Kat Ty amopuyn

OVYKPOUOEWY.

ITapd To yeyovog OTL auTr) | TPOCEYYLOT UTOPEL, OTNV TIPAYHATIKOTNTA, VA XPT|-
olueboel wg Povipn Avon, amattel onpoavtikég allayég oto backend tov MLMD,
oto frontend tov KFP kat evdexopévwg o€ dANeg epappoyég mov Stacvvdéovtat
pali Toug (m.x. Kale) kat avandgevkta emigépet avnovyieg anodoxng and tnv
KOLVOTNTA, AMALTOVTAG TPOOEKTIKO OXESIAOUO KAl TIPOYPAUHATIONO. XTNV EMO-
pevn evotnta (3.4.2) Ba mapovoidoovpe Evav yevikevpévo, aAld To xovpoeldn
UNXAVIOHO YLa TNV AVTIHETWTILOT] TOV GLUYXPOVIOUOD TWV TANPOPOPLDV CXETIKWV

pe to MLMD.

MinlO
To MinlO eivat n mpoemheypévn anobnkn avtikelpévwv tov Kubeflow (2.4.2),

mov €xel puOoTel wg To kaboplopévo amobetnplo yla Ta artifacts mov mapdyo-
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vtat and ta Prjpata tov Argo (3.3.2). Zto ovpmnav tov Kubeflow, 6mov ot xprioteg
dev avapévetat (1] amatteitat) va yvwpifovv yia 1o Argo Kat To HnXaviopo HeTd-
doong dedopévwv Tov, avtd ovvnBwg avagépovtal wg KFP artifacts (dev mpémet

va ovyxéovtat pe Ta MLMD Artifacts).

ITpoxelpévou va ouvexloTel emTUXWG 1) EKTENEOT) TNG pOT§ epyaciag otn Béon B,
n avaktnon twv e§68wv (outputs) Tov Prpatog anod to avtiotolyo MLMD Ex-
ecution dev apkei- Ta mpaypatikd dedopéva pEmeL eMONG VA GLYXPOVIOTOVV!
2ty nepintwon tTwv KEP artifacts, To custom property tov Execution, outputs-
10 omoio eival amAwg €va avtiypago Tov avrtiotoxov Pod annotation mov dn-
Hovpyeital 0To TEA0G TNG EKTENEONG £VOG PrpaTog- mepthapfavel Hovo Hovoma-

Tia (kAedid) mpog ta mpaypatikd dedopéva mov eivat amoOnkevpéva oto MinlO.

Katd ovvenela, eival emTaKtikn) avaykn Ta avTikKeipeva ota onota yivetat ava-
@opd Kat ta omoia {ovv oto MinlO va ovyxpoviotodv otnv tomobeoia B, yia
Va OVLVEXLOTEL eMITLXWG 1) por| epyaciag. ‘Ocov agopa ta MinlO artifacts, dev
LG ATTAOXOAOVV TIPAYULATLKA OL CLYKPOVOELG LE TPOVTTAPXOVTA AVTIKEIHEVA OTNV
tomoBeoia-0tdX0, dedopévov Ot To Argo @povtiCel va Stapoppwvel Ta KAeOLd
TOUG e Pdon mAnpoopieg povadikég yia tny ektédeon. Ilap’” OAa avtd, Tpog To
TapOV, Oa eMUEIVOVLE OTN YEVIKEVUEVT TAKTIKI] GUYXPOVIOHOD TIOL avapépOnie

napandvw, kat yio Ta KEP artifacts.

» Rok Snapshots
[Tapopota pe 6, meptypdpnke mponyovpévwg yia ta KEP artifacts kat to MinlO,
0 OLYXPOVIOPOG TwV RokSnapshot MLMD Artifact dev apxkei. Anevavriag, amat-
TovvTal eninpooBeta ta mpaypatikd dedopéva. Ia to Adyo avto, eivat (WTIKAG
onpaociog va petagépovpe ta Rok buckets (kovPdadeg) mov mepiéyovv ta ava-
ykaio Rok snapshots. Avtd pmopodv va xwplotodv oe dvo katnyopieg. Amo tn
pio mhevpd, éxovpe Ta apxika Rok snapshot Twv mpooaptnuévwy volume, ta o-
nola AapPdvovTat Katd Tn oTtyun TG HeTayAwTTiong. Avtd arofnkevovrtal oto
bucket notebooks katéd ovpBaon kat n dievOvvon URL tovg ypdeetat otov opt-
opo tov Workflow mov petagoptavetar oto KFP. Avtn n dtevbvvon URL xpn-
owpomoteitan amod to Kale katd tn didpketa tng ekTéAeons ya va evodatwoel To
KAwvomotnpévo volume mov Ba mpooaptnOei oe kabe emdpevo Prpa. Edv avto

To snapshot dev eivau dtabéoipo, To Pripa create-volume-x kat, katéd ocvvémela,
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olokAnpn n ektéleon tov pipeline Oa amotO)eL.

Amé v dAAn TAeVpd, Tpémel emtiong va £xovpie katd vou Ta Rok snapshots mov
AapBavovtat avtopata oto Téhog kabe Prjpatog Tov Kale. Avtd anotehodv kai-
pLO CLOTATIKO TOV UNXaviopol petadoong dedopévwy yla Tn petagpopd oetplo-
nonpévev dedopéva petagd Twv Pnudtwy, evw avtiotoovv kat 6ta URL mov
onwg avagépape mepthappdvovratl ota avriotolya MLMD Artifacts. Avtd to-
noBetovvtal o kovPadeg, To dvopa Twv omoiwv eivat idto pe To oxetikd KEP

experiment.

+ Kubeflow Pipelines
To televtaio koppatt Tov Al eivat Ta CVPTANPwWUATIKA peTtadedopéva Yopw a-
16 11§ ekteéoelg Tov KFP kot ta mepdpata, ta omoia anobnkevovtat otn Béaon
dedopévwv MySQL tov KFP API server (2.4.2). ITIépa amod tTnv evtoAr ekkiviong
fag ektédeong otnv Tomobeoia B, avtd éxovv pikpr onpaocia katd T Stapkela
NG TPAYHATIKAG ekTEAEONG. QoTdoO, amoTedovy éva peydlo pépog tov KEP,
onwg avtd avadetkvoetal péow tov Ul kat Tov SDK. Ze kabe mepintwon, eivat
OTHAVTIKO Vo LeTagépovTtal pali pe to vtoBAndév pipeline, mpokeipévou va Sta-

pn0Oei n ovvoxn avdpeoa oe OAeg TIg TomobeoieC.

3.4.2 O Mnxaviopog Xvyxpoviouov

v mponyodpevn evotnra, efetdoape Ta téooepa Eexwptotd koppatia dedopévwv
Tov Tpémel va petapepBoiv petald Twv Tomobectwv TPOKEHEVOL Va TETOXEL 1] KaTA-
vepnuévn ektéleon evog pipeline. Awkatoloyroale, eldikdTepa, TNV avaykatdTnTA Yo
kaBéva and avtd kat Tpoodilopicaie e apkeTd AemTopePT) TPOTO TO aKpLPEg chVONO a-
TOUTOVHEVNG TTANpo@opiag. oT000, OTIwG NdN avagépOnke otn oxetkn pe to MLMD
EVOTNTAQ, 1] EQPAPUOYT LG AETTOUEPOVG TPOTEYYLONG Hmopel va amodeiyOel apketa dv-
okoAn. Tia 1o Adyo avto, oty mapovoa evotnTa, Ba TEPLYPAYOLLE [La TILO YEVIKEVUEVT
TPOCEYYLoN TOL, av Kat dev eivat tdavikn, Aettovpyei kat ya Ta T€oogpa Koppatia. O
TIPOTELVOUEVOG UNXaVIONOG Paciletat otny Texvoloyia Afjyng Rok snapshot ohoxAnpwv
PVC (2.6) o cuvdvaopd pe to Rok Registry (2.7), To omoio mpoopiletat yLa o XelpLopo

TOL ATPOCKOTITOV GLYXPOVIOHOD UETAED TwV TOTOOETLDV.

H dadikaoia «petavdotevone» dedopévwv (migration) mov Oa pag emrpéyetl va peta-
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@époupe OAa ta anapaitnta dedopéva and tnv tonobecia A otny tonobeoia B, amote-
Agitat ovolaoTika ano dvo @doelg, backup kat restore. H 10éa eivat amhn- emBopovpe
ovoLaoTIKA va Adovpe €va «avTiypago acpaleiag» (backup) OAwv Twv oxeTikwV MO-
pwv oTnyv Tonobeoia A, £€T0L WOTE VA UTOPOVUE G SEVTEPO XPOVO VA EMAVAPEPOVLE
TNV Katdotaot Tovg otnv tonobeaia B. Ilptv mpoxwprioovpe otn Stepedvnon tov Tt a-
kppag mephapPdver kabe @aon, ailel va egepevviioovpe pepikég Oepeliwdelg vvoreg

OXETIKA e [a yevikevpévn Stadikaoia HeTavaoTeLonG Tov Lo TN pileTat anod to Rok.

Mua Tevikevpévn Metavaotevon Aedopévov

ITpoTov TpOoXWPHOOLE OTN AOYIKY TNG HETAVAOCTEVONG TOPWV HeTAED TomoBeTIWY, €i-
vat avaykaio va e&epevvioovpe Tpwta oplopéveg Bepeliwdeig évvoleg tov Rok. Omwg
éxovpe 10N avagépel, To Rok evowpatwvetat pe to Kubernetes péow tov CSI yia tnv
Tapoxn TponypEvwy Suvatotntwy anobnkevong, 6nwg duvapikn dtabeon volume, dn-
{HLovpyia OTLYHOTOTIWY Kat §POHOAOGYN O He emtiyvwon TG Tomoloyiag. Exktog and vy
avtiotouyn kAaon amobrkevong, To Rok mpoo@épet tn Sikr) Tov VolumeSnapshotClass
TIOL VAOTIOLEL TO HNXAVIOHO TTAPOXNG OTLyHoTUTwY volume. Me amAd Aoyia, éva oTty-
HLOTVTIO AVATIAPLOTA £VaL avTiypago evog volume o€ KAMOLO OT(Leio 0TO XpOVO, TO OTOIO
unopei va xpnotpomnowmnBei yia tnv Stabeon evog véov volume (poovpmAnpwuévou pe

TO TIEPLEXOLEVO TOV OTLYULOTVTIOV).

Ot vmnpeoieg draxeipiong dedopévwv Tov Rok, 6mwg 1 dnpovpyia otrypotdnwy, exti-
Oevtat péow tov Rok Gateway, To omoio mapéxet éva API yia tn Siaxeipion avtikepié-
vwv. To Rok Gateway emtpémnel Tnv evowpdtwon e e§wteptkovg mpoundevtés ano-
OnKevong kat vodoylopov péow tng Stemagng vinpeotwv Tov (Rok Gateway Services

API). Mia viinpeoia tov Gateway vootnpiCet ovotaotikd §00 evépyeteg:

o register: KataywpLon evog e§wTeptkol TOPOL WG avTikeipevo Rok

« present: apovoiaon evog avtikelpévov Rok wg e§wtepikd mopo

Zto oevdpto pag, éva PVC anotelei yia 1o Rok évav e§wtepikd mopo. ITpokeipévov
va Aapovle To OTLYHOTLTIO TOV, Oa ipémel va To kataxwpioovpe (register) wg avTikei-
pevo tov Rok. Avto eivan e@ikto péow tov API mov mapéxetar and to Rok Gateway,

EMTPEMOVTAG TN SLAOVVAEOT] e TNV AVTIOTOLXN LTINPETia, OV eival vTevbovvn yla TNV
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kataxwpton twv PVC. Eva ot vinpeoieg mpoopifovtal va mpoo@épouvv To opatd oto
xpnotn APIL n extéheon TG epyaciag KATAXWPLONG TPAYUATOTOLEITAL O TOV O)E-
Tikd Gateway driver, o omoiog eivat vtevBvVog yla TNV TpoeNEEEPYATia TOV AVTIKEL-
névov PVC kat tnv Snuiovpyia evdg VolumeSnapshot omwg opiletal and tnv kAdon
volume snapshot tov Rok. To Rok @povrtiCet, akolovBwg, yia tn dnpiovpyia otrypto-
TONWV TV {nTodpevwy volume, SnAadn tov katakeppatiopd (hashing), Tnv analowen
Sdimhotdmwyv (deduplication) kat TV opydvwon oe ekdooelg (versioning) Twv mepiexo-
HEVWYV TOVG, TPty Ta amoBnkevoel wg content-addressable koppdtia dedopévwv otny
npokaBoplopévn vimpeoia anodrkevong avtikelpévoy (m.x. Amazon S3). Téhog, Ba

Kataywpioel To mpokvITOV oTLyHtoTVLTIO 0TO Rok Gateway wg avtikeipevo Rok.

Amo v dAAn mhevpd, To Rok emitpémel Ty mapovaoiaon (present) evog avTiKeIUEVOL
Rok wg PVC. Onwg avagépOnke mponyovpévwg, avto eival epikto pe tn dtabeon evog
véov PVC kat tov mpoadiopiopod tov Rok snapshot URL, e to mepiexopevo tov onoiov

Ba evudatwei to {nrovpevo volume, péow tov PVC annotation rok/origin.

Exovtag kalbyel Ta factkd oxeTikd pe Tn Afyn ottypotvnwy Rok ano PVC, kabwg kat
v avakataokevr Twv PVC anod ta avtiotoa ottypotuna, a&ifet va mpoxwprioovpe
OTOV UNXAVIOPO TOL Bal eMITPEYEL TNV KOV XPTIOT OTLYHOTUTWV peTa&d Tomobeotwy.
‘Exovpe 110n et 61t to Rok ypnowpomotei tnv évvola twv kovPadwv (buckets) ya tnv
opadomoinon ovvagwv avtikelpuévwy. Extog and tovg tomkods kovPadeg, ot omoiot
nieplopifovtat péoa oe £va povo Rok cluster, To Rok Gateway vootnpiet pn-tomikovg,
Sdnpodotovg kovPadeg ot omoiot Ba avagépovtat epe€rig wg global, mov pmopodv va cvy-
XPOVIOTOVV e dANeG eykaTaoTdoelg Rok, péow evog «opnvove» 1 swarm and Rok Gate-
ways. Mia eldikr) diepyaoia oe kdBe Gateway, o Thrower, eivai vtevBuvn yia To Xelplopo
TV AELTOVPYLOV TTOL antattobVvTal yia Tovg global kovPddeg, ovpmepthapfavopévng tng

petakivnong (piyn kat Afyn) Twv avtiototywv dedopévwy £viog VoG OpIVOUG.

Ot global kovPadeg pmopovv va eivat eite dnuootevpévor i published eite eyyeypap-
pévot 1 subscribed. Ta va dnpootevtel €vag kovPag, amatteital va dnuovpynOei kat
va tov avatebei pa avagopd oto Rok Registry, otnv onoia pmopovv va eyypagody,
éneita, alhot kovPadeg. Avti i avagopd tov Rok Registry mepiéxet to povadiko ava-
YVWPLOTIKO TOV OUIVOVG 010V aviikel 0 kovPdg. Ta mepiexdpeva evog dnpootevpévov
KoL cuyypovilovtal eVTog Tov OUvVovE. AvTioToya, £évag KouPdg pmopei va eyypa-

@ei og kamotla dnpootevpévn avagpopd oe €va Rok Registry, mpoketpévov va yivet péhog
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TOV OUNVOLG Kat va AapPdvet Ta meptexopeva evog dnpoaotevpévov kovpd. O ovyxpo-
VIOHOG pHeTalD TwV pedwvy evog opurvovg cupBaivel achyxpova Kat cuvtovifetal dpeca

amo 1§ Stepyaoieg thrower twv Gateway.

Aappdvovtag voyn Ta mapandvw, n yevikevpevn dtadikaocia petavaotevong dedoue-

VWV givat apKeTa amhr), 0w amelkovifeTar 0to akohovBo Sidypappa.

Rok Registry Reference =

Rok Registry *
Rok Registry Account +
Rok Registry

.
Publish Location A Q
a2 A snapshotis u
Rok object
@’ Step 2

Step1 Publish Rok bucket to

Take aPVC Snapshot a Rok Registry reference
Rok ob]eets are stored ||E| ]
in Rok buckets

sub:crlbo

Snapshot

Restore Async Syncing @

. . .
. — Step 3
Create new PVC ... HEl Step4 ( @l Create Rok bucket +

~ Restore PVC from Snapshot Subscribe it to the

= . Rok Registry reference
Hydratepve ([E) Ll it
from Snapshot
Wait for bucket

contents to be ‘E"
downloaded

Ixnua 3.19: Mia Ievikevuévy Metaviotevon AeSopévawy

[Tio ovykekpiuéva, mpokelpévov va petagpepbei To meplexopevo evog PVC and tnv to-

noBeoia A otnv tonobeoia B, anmartovvtat Ta akohovBa Prjpata:

1. Afqyn PVC snapshot (TomoBeoia A)

2. Anpooigvon tov avtioTtoryov Rok kovPd ot pua avagopa Rok Registry (TomoOe-
oia A)

3. Anpovpyia evog Rok kovPd kat eyypagr) Tov otny mapanave avagopd oto Rok
Registry (TomoBeoia B)
« O oVYXPOVIONOG TOV TIEPLEXOUEVOL TOV KOVBA YiveTal acvyxpova
« IIpotol ovvexioovpe mpémet va PePatwbodpe OTL 0 CLYXPOVIOUOG ExeL ONO-

KAnpwOei

4. Avaxataokevr) PVC and 1o Rok snapshot (TomoOeoia B) (neplooodtepa oxetikd

He auto oty evotnTa 3.4.2)
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Backup

H backup @daon tn¢ yevikevuévng pebodoAoyiag petavdotevong dedopévwv StapBpw-

VETAL OLOLAOTIKA O€ 2 Prjpata, wg e&ng:
Backup = Afjyn Snapshot + Anpocigvon oto Registry

ITio ovykekptuéva, yla kdBe TOpO TOL EPLypAPETAL GTNV TPONYOLHEVT evOTNTa (3.4.1),
TIPETEL TPWTAL Va Kataypayovpe Ta avtiototya dedopéva. O amhobotepog kat Poukd-
TEPOG TPOTIOG Yl va TO EMITUXOVE eivat AapBavovtag éva ottypdtono Rok oAokAn-
pov tov PVC mov vrootnpiCet kaBe pio and tig avriotowyeg anobnkeg dedopévwv. H
AVTLOTOIXLOT) HETAED TWV ATTATOVHEVWY TTOPWYV, TNG amodrkng dmov PpiokovTtal kat Tov

avtiototyov PVC, 6\a oto kubeflow namespace, epgavifetat otov akdAovbo mivaka.

ITopog AmoOnxn PVC
MLMD Artifacts MLMD MySQL DB metadata-mysqgl
KFP (Argo) artifacts MinIO Object Store minio-pv-claim
Metadedopéva exteléoewv KFP | KFP API Server MySQL DB | mysql-pv-claim

Me Béon ta mapamdvw, katd T ¢daon tov backup, npénet va AaBovpe Rok snapshots yia
3 PVCoto kubeflow namespace: metadata-mysql,minio-pv-claim, mysql-pv-claim.
Avtd T1a snapshot amoOnkebovtal oe Rok kovBadeg oto idto namespace. Tia Adyovg a-
TAoVOTEVONG, VTToBéTovpe OTL KABe snapshot anmoOnkevetat oe Eexwplotod kovPa. To
enopevo Pripa, ovppwva pe tn Stadikacia petavaotevong eivat n dnpocigvon avtwv
Twv kovBadwv ot éva Rok Registry. Ag punv Eexvape 6T1, ekTOG and Tovg kovPddeg Tov
nepiéxovv ta PVC snapshot mov avtiototyodv otig anobnkeg Sedopévwv Tov Kubeflow,
TIpEMEL eMioNG va dnpootevoovpe Tovg kKovPadeg mov mepiExovy Ta anaitovpeva Rok
snapshots yta tn petadoon dedopévwy, dnwg meptypdgetat otny evotnta 3.4.1. H mAn-

png Stadkacia tov backup cuvoyiletar oto akdAovBo Sdypappa.

Location A Q

backuy, backup
ML Metadata g Mi,“op g KFP API Server o auto-snapshot

MysQLDB Object Store MysQL DB buckets

Snapshot
+*

Publish

Ixfipa 3.20: Odon 1: Backup
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Restore

‘Exovtag meptypayet to pnyaviopd tov backup, umopodue va Bewproovpe tn @aon tov
restore wg TNV akplpwg avtiotpoen Sadikaocia, n omoia amoteleitat, £v YéVeL, anod Ta

akoAovBa 2 Prpata:

Restore = Eyypagr oto Registry + Avaktnon Aedopévov anod Snapshot

To mpwto Prpa cvviotatal otn dnpovpYia OPLOPEVWY TOTUKWY KOLBASWV KAl TNV €Y-
ypagr avtwv ot avagopés Rok Registry mov dnuovpyndnkav kata mn @don tov
backup. H egyypaen twv kovpadwv otig avagopég Ba tovg mpoobéoet ota avriotorya
OUNVI), EVEPYOTIOLWVTAG TO GLYXPOVIOUO Sedopévwy petagd Twv Rok Gateway. MoAwg
avtdg ohokAnpwOei (OnA. dev vmdpyovv ekkpepeic AYELS), HTOPOVE Va TIPOXWPT -
OOLYE OTNV EMAVAPOPA TV apXIKWV TOpwV and Ta Rok snapshot. Ocov agopd tovg
KovPadeg mov meptéxovv Ta auto-snapshot Twv Prudtwy, agod ohokAnpwbei n Afyn
TOV TIEPLEXOUEVOL TOVG, dev amalteital kapia mepaltépw evépyeta, kabwg to Kale yvw-
pifel TG va Ta xelptoTel katd TNy ektéleon tov Priparog. Tia ta PVC snapshots mov
avtioTolyovv oTig anobnkeg Ttov Kubeflow, mpénel va Staogalicovpe emmpoobeta tnv

«TaPOLVCiaoT)» TOVG.

2y mepinTwon pag, kat ot dvo Tomobeoieg avtioTolyolV o€ eykataotaoelg Tov Kube-
flow kat, wg ek TOVTOL, Avapévovpe 0TL Ba eivat oTNUEVES e Tapopoto Tpomo. Me aAla
Aoy, ta PVC mov (ovv oty tomoBeoia A, mBavov va vdpyovv ndn otnv tonobeoia
B. Avto onpaivel, ovolaoTiKd, 0TL T amAn enavagopd Twv PVC and ta avtiototya snap-
shot, Ba 0dnyovoe oe cuykpovoelg ovopdtwy. IIpokelpévov n katdoTaon otV TEAKN
tomoBeoia va Taptdet pe ekeivn TNG apyIKng, eivat vITIOXpewTikod Ta vapyxovta PVC

va avtikataotabovv. H avtikatdotaon evog PVC ovvenayetat Ta akohovBa téooepa

Pripata:

1. Khipdkwon oe 0 avtiypaga (scale down) tov Deployment mov eivat vevBvvo
yta tn Staxeipion Tov anofnkevtikod xwpov mov vrrootnpiletal and kabe PVC
AvTo eivau {wTikng onpaciog ya tn Statnpnon g ouvénELlag Twv deSopEvwYy.
Katd ) Stadikaocia avrikataotaong tov PVC, kaveig dev Oa mpémet va umopet va
SaBaoetr) va ypayel otny avtiototxn anodnkn. Alagopetikd, avtn Oa propovoe

va odnynOei oe acvven katdotaon, mepLExovrag Anypéva 1 avakptpn dedopéva.
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2. Awaypagn tov matov PVC

AvT6 To Prjpa eival vTOXpeWTIKO Yla TNV emTvXT dnpovpyia Tov véov PVC. Q-

01000, ovvenayetal anwleta dedopévwy, kabwg oha Ta mpoimapxovra dedopié-

va otnv tonofecia B Ba diaypagovv kat Ba avrikatactaBovv and ekeiva mov

HeTa@EpovTal amod Tnyv tonodeoia A.

3. Anpovpyia evog véov PVC kat evudatwon avtov He Ta TepLeXOPeEVa TOV avTi-

ototyov Rok snapshot

4. Enavagopd tov Deployment otnv npdtepn katdotaon (scale up)

Zvvovilovtag, n aon tov restore mePNApPAVEL TNV AVAKTNOT] TWV OXETIKWYV SNHOCLEL-

Hévwv snapshot and pa avagopd oto Rok Registry kat tnv enavagopd twv tpiwv PVC

Tov arofnkwv Tov Kubeflow, akoAovBwvtag tn Stadikacio mov meptypagnke mapand-

V. ZXNHaTiKd, avutd anetkovifetat 6to akohovbo Siaypappa.

PVCin
“kubeflow”
namespace

PVCin
“kubeflow”

nomespacy Location B Q

restore restore restore subscribe to
ML Metadata + MinlO + KFP API Server + auto-snapshot
MySQLDB Object Store MySQLDB buckets

restore

‘e,
PVCin
“kubeflow”
sssss pace

Subscribe
+

Restore

Ixnua 3.21: Odon 2: Restore

[Iptv TpOXWP1OOVHE, Elval AMAPAITNTO VA TOVICOVHE yia GAAN o @opa OTL 1] Ttapa-

navw pootyylon Sev eivat tdavikr. H Afyn kat o ovyxpoviouog snapshot ohoxAnpwv

PVC eivar dvvnrtikd mo apyrn anod tn PéAtiotn, Aentopepny Avor. Tavtdxpova, n anw-

Aeta Sedopévwy mov avandevkTa mpokaleitat oty Tehikr Tonobeoia, og mepinTwon

nov autr) Oev amotelei Téhelo kaBpeptn TG apXikng, dev Hmopei va yivel avekTr| o0TIg

TEPLOOOTEPEG TIEPIMTWOEL,. (Q0TOCO, auTr) 1] AVon Katagépvel va Eemepdoel TG Tpo-

KAnoelg ovyxwvevong dedopévwy Tov meptypa@ovTal oTnY mapaypago 3.4.1, xwpic va

amnoutel adAayég oe eEwtepikd Aoylopko. Amotelel, wg ek TOVTOV, [ia TILO YEVIKT, AANG

kat aitepa Polikn pocéyyion ya v vtootipEn wag proof of concept vAomoinong

TOV TIPOTELVOUEVOL UNYAVIOHOD LG,
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3.5 IIpowpn Awakonn

To televtaio koppatt otny mupapida twv Split Pipelines, 0nwg opifetar otnv mapd-
ypago 3.2.1 eivar n mpowpn Stakomn 1| early stopping, £€vag 0pog mov eloaydyape yia
va meptypdyovpe Tn Slakomr TG ektéAeong evog pipeline petd tnv ohokAnpwon tng
eKTENEOTG KATIOLOV BrHATOG, XWPIG Vo xpetdleTal va meptuévoue yla Ty oAokAfpwon
Tov AR povg pipeline (dnhadn dAwv Twv Pnpdtwy Tov). XpnotlonolwvTag TNy eldikn
DSL tov Kale, pmopovpe evkoha va mpooopotwaovpe tnv mpdwpn Stakomr, opifovtag

Prigata oTn ovvdptnon Tov pipeline mov ekTeAovVTAL VIO OPOVG.

Enavepyopevol oto mapddetypd pag pe ta Prpata addition kat multiplication, pmo-
pOVE va eloAyove a ovvOnKkn yia va edéyEovpe av Ba exteleotel To Brpa multipli-
cation. IIpooBétovpe, €tol, Tnv mapapetpo e106dov Tov pipeline, stop, mov lovTAL e
1 6Tav To notebook exteAeitar oe éva Pod mov mepiéxet T ovpPolooepa split-a oto
ovopd tov kat 0 og k&Be AAAn mepinTwon (oto mapddetypd pag, avtd Oa loodTat pe 1

yta tnv TonoBeoia A xat 0 yia trv TonoBeoia B).

import os

from kale.sdk import pipeline, step

@step(name="addition™)
def add(a: int, b: int) -> int:

return a + b

@step(name="multiplication™)
def mult(a: int, b: int) -> int:

return a * b

@pipeline(name="example-pipeline”, experiment="split-pipelines”)
def ml_pipeline(a: int = 6, b: int = 8, stop: int = 0):
sum = add(a, b)

if stop == @:
res = mult(3, sum)
if __name__ == "__main__ ”:

stopper = 1 if ”split-a” in os.getenv(”HOSTNAME”) else ©

ml_pipeline(stop=stopper)
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Metd T peTayAdTTION, 0 Tapamavw oplopdg pipeline odnyei o pia porn epyaciog Argo
APKETA TTIAPOLOLA [E AVTT| TIOV epEVVI|oape 0Ty evotnta 3.3. H kpila dtagopa eivat 6Tt
To template Tov multiplication éxel avtikataotabei ano éva kale-condition, To omoio
anoTud tr ovvOrkn (mov opiletar and T prytpa where oto Argo template) avaloya
He TNV Tapapetpo Tov pipeline, stop, kat mepidapPdvet to multiplication oo dikd Tov
DAG. Tapakdtw mapovotdfovpe povo ta aAlaypéva uépn tneg pong epyaciag, Ue ta

create-volume-1, addition kat multiplication va mapapévouvv akptBwg ta idia.

- name: example-pipeline
inputs:
parameters:
- {name: a}
- {name: b}
- {name: rok_split_a workspace_ z8xrq_url}
- {name: stop}
dag:
tasks:
- name: addition
template: addition
dependencies: [create-volume-1]
arguments:
parameters:
- {name: a, value: ’{{inputs.parameters.a}}’}
- {name: b, value: ’{{inputs.parameters.b}}’}
- {name: create-volume-1-name,
value: ’{{tasks.create-volume-1.outputs.parameters.create-volume-1-name}}’}
- name: create-volume-1
template: create-volume-1
arguments:
parameters:
- {name: rok_split_a_workspace_z8xrq_url,
value: ’{{inputs.parameters.rok_split_a_workspace_z8xrq_url}}’}
- name: kale-condition-1
template: kale-condition-1
when: ’”{{inputs.parameters.stop}}” == 70"’
dependencies: [addition, create-volume-1]
arguments:
parameters:

- {name: addition-out,
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value: ’{{tasks.addition.outputs.parameters.addition-out}}’}
- {name: create-volume-1-name,
value: ’{{tasks.create-volume-1.outputs.parameters.create-volume-1-name}}’}
- {name: stop, value: ’{{inputs.parameters.stop}}’}
- name: kale-condition-1
inputs:
parameters:
- {name: addition-out}
- {name: create-volume-1-name}
- {name: stop}
dag:
tasks:
- name: multiplication
template: multiplication
arguments:
parameters:
- {name: addition-out, value: ’{{inputs.parameters.addition-out}}’}
- {name: create-volume-1-name, value: ’{{inputs.parameters.create-volume-1-name}}’}

- {name: stop, value: ’{{inputs.parameters.stop}}’}

H extéAeon tov mapandvw pipeline otnv tomoBecia A (to 6vopa tov notebook eivat
split-a), 0a odnynoet otnv ohokAnpwon tov run apéows peta to Prjpa addition, pe
ovvOnKn va anotipdtat wg True. Ao Tnv aAAn mAevpd, otnv tonobeoia B, oAdkAnpo

o pipeline exteleitat kavovika (Ovopa notebook == split-b).

[Tapoho mov 1 mapamdvw TPOCEYYLOT EMTPEMEL KATOLA YeVOOENEYXOUEVT EKTENEDT) €-
vog pipeline mov pnopei va mpocopolwoel Ty mpowpn Slakomn, eival apkeTa meptopt-
OTIKN Kat avatpei Tov kOpto okomd tov Kale, tnv e&dhenyn, dnhadn, g avaykng yia
KOSIKA TIOV €ival AOXETOG UE TNV TPAYUATIKY eTLyelpnotak Aoyikr. Ita to Adyo avto,
Hag eivat oa@eg, 0tL 1 Tpdwpn dtakomr Ba pémet va anotehel avedptnTn Aettovpyia,
vnootnpiiopevn and to KFP kat 1o Argo, 0oTe va EMITPETEL TOV OPLOUO TWV OTUEIWV
SLaKOTIG KATA TNV EVEPYOTIOINTT HLAG EKTEAEOT|G, XWPIG VA AANOLWVETAL O OPLOHOG TOV
pipeline (8nA. to avtiotoio Workflow spec). @aivetat o1t Oa firav e@ukto 1o KFP va
npooBétel To onpeio dtakomng wg annotation oto Workflow (axpipwg mpv tnv voPa-
Aet oto Kubernetes), To omoio o Argo Workflow Controller Oa prnopovoe va avaAvoet
Kat, pe Hkpég aAAay€G 0N AOYIKE TOV XpOVOL EKTENEOTG, VAL TIPOOAPUOOEL TNV EKTENE-

o1 NG pong epyaciog avaloywe.
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YAomoinon

2Ta IpoNYyovUEVA KEPAAALA TTAPOVOLACALLE TO KIVITPO TLOW Ao TO punxaviopo twv Split
Pipelines, ekO¢oape To OepeAiwdeg Oewpntikd vtofadpo kat Sietcdboae 610 owWTEPIKO
TWV CLOTNPATWV IOV VTToaTNpilovy Kat ennpealovy to oxediaopod pag. H katavonon
AUTNG TNG TTOADTTIAOKNG XOpOypa@iag, e OAa Ta eUmAekOpeva kivodpeva pépn, vinpe
TPAYHATL [LLlot ONUAVTIKT TPOKAN 0T, Kabwg Kat factkd Tupa g mapovoag SImAwpa-
TIKNG. AvTo dev onpaivel, wotdoo, OTL To épyo Oev mepthapPave Kat £va ONHAVTIKO
TIPOYPAUHATIOTIKO [EPOG. Xg auTh TNV evotnta Ba emkevipwOolue o oplopéva ev-
Sapépovta koppdtia Tng vAomoinong, epPabvvovrag oTig TeXVIKEG AemTOUEPELEG TNG

dadikaaoiog ovyxpoviopov [petaldedopévwy.

4.1 Metavaotevon Aedopévwv

Eva Baotko ovotatikd tov punxaviopov Split Pipelines kat Tng mpoondOetdg pag, evpo-
Tepa, eivat avap@ifola o ovyxpoviopog [petaldedopévwy, o omoiog meptypdpetat oTnv
evotnta 3.4. Katd 1o oxedtaopd kat Tnv avantuén avtnig TG AETovpylkotnTag, £npe-
e va A ovpe voyn pag oplopévoug mapdyovtes. Tia apxn, n avaykn HeTavAoTELONG
dedopévwv, omwg dtamotwOnke yia o pnyaviopd twv Split Pipelines, ovvéneoe pe é-
va ToAD peyaldTEPO €pY0 IOV OTOXEVE OTN HETAPOPA TOV GUVOAOV TNG OXETIKNG [LE
10 Kubeflow mAnpogopiag peta&d cvotoxiwv Kubernetes, oupneptlapfavopévwv twv
notebook, twv vmpecwwv e§aywyng cvunepacpdtwy (inference services), TOpwv Tov
Kubernetes 6nwg mpo@il xpnotwv, kat dAAwv, mépa anod ta PVC kat tovg kovPddeg Tov

Rok mov 110n avagépape otny evotnta 3.4.2. Katd ovvénela, énpene va oxedidoovpe

109
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éva gpyaleio mov Oa mapeixe pia emekTAopn Stema@n, e OKomd va Kakvyel TNy Tpé-
xovoa, kabwg kat k&Oe peANOVTIKS AioTA TOPWV TIPOG HETAPOPA, KATAANYOVTOG OF€ (LLat
apBpwtn doun, 6mOL KABE TOPOG (TM.X. MLMD, Rok kovpddeg, notebooks) eAéyyovtau

amnod fa ave§aptnn epyaoia.

EmmA£€ov, TpoKeIHEVOL Vo AVTILETWTILOTOVY Kal oL SV0 QACELS TNG UETAVAOTEVOTG de-
dopévwv, backup kat restore, (3.4.2), avantdéape Svo epyaleia, pe tn popen StadpaoTi-
KOV TIPOYPAUUATWV YPAUUNG EVTOAWY, Ta omoia Ba amokalovpe oto efng rok-backup
kat rok-restore, avtiotola. Ia avtd, otnpiytrikape otnv mAovola Ny PondnTikwv
BtPALoOnKwv Tov Rok, aflomotdvtag Tig vtdpxovoeg AoeLS yia Ty avanTun Stemapwv
YPOAUHNG EVTOA@Y, TN Afyn Kat TNV eMKOPWOT TNG L0630V TOL XPHOTN KAl TNV EUPA-
vion g €§odov, dnAadn Tig kKAdoelg ROKCLI kot Question, ot omoieg e§dAhenyav tnv
AVAYKI Yia TETPLHUEVO KOSIKA Kat pag eméTpeyav va emkevipwOovpe otn {nrodpevn

emiyelpnotakn Aoyikr.

Onwg éxel 10N avagepbel oto kepdhato TnG oxediaong, o unxaviopog pag Baoiletat oe
peyalo Pabuo otig mhateodppeg Rok kat Rok Registry. Evtuxwg, to peyalvtepo puépog
TNG ATAUTOVUEVNG AELTOVPYIKOTNTAG YOPW ATO TNV AVTIHETWTILOT TWV AVTIKEUEVWY TOV
Rok- m.x. n kataywplon kat mapovoiaon mTopwv- Kat To XeLPLOHO Twv KovPadwv Ppé-
Onxe 116N vAomotnpévn, Stabéon péow Twv client yia to Rok kat to Rok Registry mov
Stevkolvvovv v mpdoPaocn oto API tov Rok. Amd tnv dAAn mAevpd, yia Ty emt-
kotvwvia pe to API tov Kubernetes xpnotponoimoape ta mepttvAiypata tov Rok yvpw
amo ta povtéla avtikelpévwy Tov Kubernetes mov amAomotovv onpavTikd tnv avantu-
&n. Oa éxovpe TNV gvkatpio va WANCOVHE Ylo TA TAPATIAV®W OTIG EMOUEVEG EVOTNTEG,
omov Oa mapéxovpe €va mepiypappa tng vAomoinong, pe deiypata kwdika. OAOKANpn N
vlomoinon, 6Twg emiong kat ot client kat ot SleMAPEG TOV AvaPEPalLe, eival YPapuEVeg

oe Python.

4.1.1 IIpoamaitodueva

[ va AelTovpynoeL 0 UNXAVIOUOG HAG, VTIAPXOVV OPLOHEVA TIPOATIAITOVHEVA TTOV EVTAO-
ooVTalL OVOLAOTIKA ot VO Kkatnyopie. Amo TN pia mAevpd, vdpyovv mpoimobéoelg
OXETIKEG He TN SLAUOPPWOT| TNG VTTOSONG TIPOKEIUEVOL VAL ETUTVYXAVEL 1] HETAVAOTEV-
on. And tnv aAAn, £xovpe AtydTtepo kpiotueg, ald oiyovpa onuavtikég pubuioeig mov

TOPEXOVTAL KATA TO XPOVO EKTENEOTG WG elgodoL XprioTH.
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» IIpoimoBéoeig Ymodoung

Mia Aettovpyikn eykataotaotn tov Rok Registry

Avo Aetrtovpyikég ovototyieg EKF (tomofeoia A kat B, avtiototxa)

* "Evag xpnotng pe dikatwpata SLaxelploTn Kal 0Tig 600 CLOTOLYIES
* Kataywpnon ovotoiwv Rok oto Rok Registry

* PoBuuon ovotoxiwv Rok, wote va emtpénovv cvuyxpoviouo (dvorypa

KataAAnAwv Bupwv yia Tnv emikovwvia twv thrower)

‘Eva token mpooPaong oto Rok Registry

Ta mpoypappata rok-backup kat rok-restore diaBéoipa

o PvOuioceig Xpnot
AvTég TapEXovTal EOW TOV UNXAVIOUOD EPWTHOEWY TIOL avagépOnke mporyov-

Hévwg. O o onpavtikég eivat ot e&ng:

H 81e00vvon URL tng ovototxiag Rok (ovvhbwg avaktdrtat anod pa peta-

BANTN meptPariovTtog mov éxet puOpLOTEL €K TWV TIPOTEPWYV)

- 'Eva token mpoopaong otn ovotoiyia Rok (cuvfwg avaktatat and pia pe-
TaPAntr mepPAAlovTog ov €xel pLOULOTEL £k TWV TTPOTEPWV)

- H 6tevBvvon URL tov Rok Registry

- To token mpdoPaong oto Rok Registry

- 'Eva mpofepa kovPd Rok: agopd tovg kovBadeg mov dnpovpyovvtat yia
NV anofrKevon TV OTIYHIOTOTWY HETAVATTEVLONG

- 'Eva mpoBepa kovPa Rok Registry: apopd tovg kovPadeg tov Rok Registry
(avagopég) mov Ba xpnotpomonBovv yia Tov cvyxpoviouo (dnpoocievon-

/ovvdpoun Twv avTioTowv TOTKWV Kovadwv)

4.1.2 BaseMigration

[Tpoxwpwvtag otny vhomoinomn, eivat Aoyiko va Eektvijoovpe T Stadikaoio and tnv ap-
X1)> e TNV epyacia BaseMigration mov dnpovpynOnke yia tn cvykévipwon tng Kowvng
Aettovpykotnrag, ovpmepthapfavouévwy twv Pondntikwv pedodwv yla tny avTileTw-

TILOT) TOV XelpLopol mopwv Tov Rok kat tov Kubernetes. Avtr Oa eival n yovikr khaon



112 KE®AAAIO 4. YAOIIOIHXH

kaBe GAANG epyaoiag peTavaoTevong 1000 oty mAevpd Tov backup 600 kat Tov restore.

O 0oplopdg Kal 0 KATACKEVAOTAG THG PALVOVTAL TOPAKATW.

class BaseMigration(object):

22932

»»”Base script to migrate resources in a Kubernetes cluster.

resource_name = “Resource”

@property
def resource_plural(self):

return *%ss” % self.resource_name

def __init_ (self, qctx=None, cli_args=None):
# Store the questions and CLI context
self.qctx = qctx
self.args = cli_args
# Load Kubernetes config
config.load_config()
# Initialize Kubernetes API clients
self.pod_client = client.PodClient()
self.ns_client = client.NamespaceClient()
self.deployment_client = client.DeploymentClient()
self.pvc_client = client.PersistentVolumeClaimClient()
# Use execution timestamp as the migration ID

self.migration_id = timeutils.isoformat(timeutils.now())

Ooov agopd TOV TAPATIAV® KATACKEVLAOTH, VITAPXOLY Alya Hovo Tpdypata d&la ava-
@opdgc. Tia apyr, pmopovpe va enaknBevoovpe 0Tt Statnpei To kaboAkod mAaiolo epw-
oewv (dnA. qctx) kat ta opiopata tov CLI ov petaPipaotnkay KaTd TV apyIKomoi-
nomn. Mmnopovpe péovo va vtoBécovpe TPog To TAPOV OTL AVTEG OL epyacieg kakovvTat
ano kamnota ektéheon tov CLI mov mapéyet 1o avtiotoxo mhaiolo (meploodTepa oye-
TIKA pe avTd apyotepa). EmmAéov, avtog o kataokevaotng eival vmevBuvog yla
@opTwon Twv pubuicewv (config) Tov Kubernetes (uéow Tov oXeTIKOL TEPITLAIYHATOG
tov Rok, config) xat tnv apxikomnoinon twv API client tov Kubernetes mov Oa xpnotpo-
TOLOVVTAL ATO TIEPLOCOTEPEG ATIO (Lt EPYAOIEG HETAVAOTEVONG. ZTNV TPOKEIHEVT)], HAG
evilapépel kupiwg o PersistentVolumeClaimClient, mov Ba xpnotpomotnOel yia tnv

avaktnon kat dnpiovpyia PVC.
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IIpwv mpoxwprjoovpe mapakdtw, agilel va aplepwaovpe Aiyo xpovo yia peletroovpe
OPLOPEVEG aTIO TIG TILO ONpavTikég Bondntikég uebodovg mov vAomotovvTaL WG HEPOG

NG Paoiknig KAAONG HETAVAOTEVOTG.

Awyeipion twv PVC

A¥o amd 1§ o onpavTikég fondOntikég uebBodovg Tng BaseMigration agopovv v a-
vrpetwmnion twv PVC: snapshot_pvc kat delete_pvc. H npwtn napovaotdletat mapa-
KATw Kat £xet okomo T dnovpyia evog PVC Rok snapshot kat Ty kataxwpton avtov
wg avtikeipevo Rok. Qg opiopata, Aappdvet évav apyikonowmpévo Rok client, o dvopa
tov PVC, 1o otrypdtumo tov onoiov (nreita va AngBei, to dvopa tov Rok kovfd, dmov

Oa amoOnkevtel To avtikeigevo kat oploUEVaA TPOALPETIKA HeTAOEIOUEVA OTLYHLOTVTIOV.

To mpaypatikd otrypdtuno AapBavetat pe pa kAron otn pébodo version_register
tov Rok client, n omoia eivaw vevBovvn yla TV Kataxwplon evog avtikelpévov Rok,
XPNOLHOTIOLOVTAG [Lot OLYKEKPLUEVT VTN pecia Tov Gateway kal Tov avtioTtolyo driver.
H vmnpeoia oe avtn Ty nepintwon ovopaletal “dataset”, kat yvwpilet mwg va xetpt-
OTEl TIG TAPEXOHEVEG TTAPAPETPOVG Yl T AN €vOG oTiypdotvmov tov PVC kat tnv

Kataywplon Tov oto Gateway.

def snapshot_pvc(self, rok, pvc_name, bucket, metadata=None):
»»»”Snapshot a PVC in a namespace.”””
log.info(”Creating a snapshot of PVC ’%s’ in namespace ’%s’ ...”,
pvc_name, rok.account)
commit_title = ”Snapshot PVC °%s’” % pvc_name
commit_message = (”Snapshot PVC ’%s’ as part of a cluster migration”
% pvc_name)
params = {”dataset”: pvc_name,
”namespace”: rok.account,
?commit_title”: commit_title,
”commit_message”: commit_message,

”metadata”: metadata}

try:
task_info = rok.version_register(bucket, pvc_name, “dataset”,

params, wait=True)
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except RokClientError as e:
log.error(u”Could not snapshot PVC *%s/%s’: %s”, rok.account,
pvc_name, e)

raise

log.info(”Successfully snapshotted PVC ’%s’ in namespace ’%s’ via Rok”

»” task %s”, pvc_name, rok.account, task_info[”task”][”id”])

Amo v dAAn mhevpd, To delete_pvc gival éva Polkd TePITOALYHa YOpw amod Ty a-
vtioTotxn kAron tov Kubernetes client yia ta PVC, o omoiog xetpiletal tn Staypaen

evog PVC, emotpépovtag HOvo agov To avTIKEiNeVO £XeL SLlaypapel TpayUaTIKd.

def delete_pvc(self, name, namespace):
»»”Delete namespaced PVC.”””
log.info(”Deleting PVC ’%s’ in namespace ’%s’”, name, namespace)

return self.pvc_client.blocking_delete(name, namespace)

‘Eva dANo xpriotpo epyaleio, 0to omoio Oa faciotovpe oe peydho Paduo, eivat ot fondn-
TikéG puéBodot yia Ty KAtpdkwon twv Kubernetes Deployment. Eidikotepa, mapéxovpe
éva mepttvALypa yopw amod tov avtiotoixo Kubernetes client mov emtpémnet tnv mpooap-
Hoyn tov aptdpod Twv avtypdewv (replicas) mov amotedodv uépog evog Deployment.
Onwg avagépetal 0Tn OXETIKI eVOTNTA OXeSIAOHOD, KATE TNV avTikatdotaon twv PVC
1oV Voo TNpilovy pia Pdon Sedopévwy, elvat EMITAKTIKY avdykn va Teplopilovpe To a-
vtiotoxo Deployment oe 0 avtiypaga (scale down), mpokepévov va amo@ivyovye Tnv

EHPAVIOT] ATV VETIELWY.

QoT600, eivat eniong (wTikng onpaciag va Stac@alicovpe oTt To ev Adyw Deployment
Oa emavéNBel oTny TPOTEPT KATAOTAOT) TOV (scale up), HeTA TNV EMTLXT AVTIKATAOTA-
on tov PVC, mpokeipévov va eivat oe 0¢on va hapPavel kat va xetpiCetat peAAovtika
artnuata. Tia to Adyo avto, mapéxovue emmpocbeta évav Polko diayxelploth mept-
BaAAovtog (context manager), Tov onoio Ba xpnotponow)ocovpe yla va eAéy§ovpe Tig

OXETIKEG [E TNV AVTIKATAOTAOT) EVEPYELEG, divovTag pia yevdaioOnon atopkoTnTag.
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def _scale_deployment(self, name, namespace, replicas, **kwargs):

22932

»»”Scale Deployment to match provided number of replicas.
log.info(”Scaling Deployment °’%s’ in namespace °%s’ to %d replicas”,
name, namespace, replicas)

self.deployment_client.scale(name, namespace, replicas, **kwargs)

@contextmanager

def scale_deployment(self, name, namespace, p):
»»”Scale down/up a deployment before/after a task.”””
p.info(”Scaling down ’%s/%s’ Deployment” % (namespace, name))
self._scale_deployment(name, namespace, 0, wait=True)
yield
p.info(”Scaling up ’%s/%s’ Deployment” % (namespace, name))

self._scale_deployment(name, namespace, 1, wait_ready=True)

Awaxeipion Twv Kovpadwv

To Mo onpavtikd pépog Twv Pondntikwv uebodwv tng Paotkng kKAaong agopd avauei-
Bola tn Srayeipion Twv Rok kovPadwv. ITio ovykekpiuéva, £xovpe dnpovpyroet forn-
Ontcég uebodovg ya tn dnuiovpyia tomkwv kovpadwy, Tn dnuoocisvon 1 TNV eyypaen
Touvg (dnA. “throwing”) kot v mapakorovOnomn ¢ dradikaciag oLYXPOVIGHOV TOVG.
Ta 6heg avtég TG epyaoieg Oa Paciotovpe oe pebodovg mov mapéxovrat and tov Rok
client. ‘O\eg o péBodot mov mapovatdfovtat mapakdtw Ba AapBavovy to dvopa Tov
KovPd oTOoV omoio avagépovTal, OTwG emiong kat évav apxtkomotnuévo Rok client. A-
EiCet va onuetwdel 0t1 €vag Rok client avBevtikomoteital katd tnv apyikomoinon xpn-
olpoToLwVTAG £va token (Tapéxet TANPOQOpPIEG OXETIKA UE EVAV CUYKEKPLUEVO XPOTN)

Kat eivat ouvOedepévog te éva ovykekplpévo namespace (Aoyaptacpog Rok).

H npwtn uébodog mov Ba mapovotaoovpe (kat n amhovotepn) eivar n create_bucket,
XTIOPEVT YOpw amo TNy avtioTtoyn pébodo tou client pe okomo Tn Saxeipion TvmomoL-
nHéveov dtadikactwy kat AAAwV el8IKWV yla TNy VAOT0INoTN TNG HETAVATTEVONG, OXETIKA
pe tn dnuovpyia evog kovPa. Xe mepintwon mov o kaboplopévog kovPag vrdpyet 1on,
N create_bucket To avixvelel kat eMOTPEQEL XwPIG TapevEPyeleg 1) opdApata. Ala-
QOpPETIKA, dnpovpyel évav Tomkd kKovBd oto namespace Tov client pe To dvopa mov

d00nke, kahwvtag Tn pébodo bucket_create tov Rok client.
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def create_bucket(self, bucket, rok, p):
»»”Create a Rok bucket if it does not already exist.”””
p.info(”Testing if bucket ’%s’ in namespace ’%s’ exists”
% (bucket, rok.account))

try:

rok.bucket_info(bucket)

exists = True
except RokClientError as e:

if e.response.status_code != 404:

raise

exists = False

if not exists:
p.info(”Creating Rok bucket ’%s’ in namespace ’%s’”
% (bucket, rok.account))
meta = {”migration”: self.migration_id}
created, _ = rok.bucket_create(bucket, meta)
if created:
p.info(”Successfully created bucket ’%s’ in namespace ’%s’”
% (bucket, rok.account))
return
p.info(”Bucket ’%s’ in namespace ’%s’ already exists, will”

” re-use it” % (bucket, rok.account))

Avo daitepa onuavtikég Pondntikég péBodol, OV XPNOLUOTIOLOVVTAL EVPEWG OE OAN
TNV VAOTIOINOT) TOV UNXAVIOHOV HETAVACTEVOTG, eivat ot publish_bucket katsubscribe_-
bucket. Kot ot 600 kadoOv Tnv create_bucket ywa va dnpiovpynoovy évav Tomko
KoVBd og MepinTWomn oL SeVv LIIAPYEL O, TPOTOV TPOXWPHCOLY OTNV eVépyeta “throw”,
XpnotponowvTag Tnv avtiotowyn peBodo mov Ba e§etdoovpe ovvTOpA, OLOLAOTIKG 81)-
LOOLEVOVTAG 1] EYYPAPOVTAG TOV O¢ [ia avagopd oto Rok Registry. Kat ot §0o péBodot
Aappévovy pia oelpd and opiopata, To ONUAVTIKOTEPA antd Ta omoia eival Ta rok kat
registry, apyikomotioelg Twv avtiotoywv client, To 6vopa tov Tomkov bucket mov Ha
dnuootevtei/eyypagei, kabwg kat éva mpdbepa (kat €va mpoalpeTiko emibepa) mov xpn-
olpomoteital yta To ovopa tov Registry kovpd. Tédog, mapatnpovpe Tt kat ot Vo avTég
uebodot Pacifovtat otn throw_bucket, mapéxovrag éva avayvwplotiko “published” 1)

“subscribed” avtioTotya, yla Tov mpoodioptopd tng embountrg evépyetag.



4.1. METANAXTEY>H AEAOMENQN 117

def publish_bucket(self, bucket, rok, registry, registry_token_duration,
registry_bucket_prefix, p, registry_ bucket_suffix=None,
registry_handle=None):
»»”pyblish a bucket to a Rok Registry.””””
# Create a bucket if it doesn’t exist already

self.create_bucket(bucket, rok, p)

p.info(”Publishing bucket ’%s’ to the Registry” % bucket)

self.throw_bucket(bucket, rok, registry, registry_token_duration,
registry_bucket_prefix, ”published”, p,
registry_bucket_suffix,

registry_handle=registry_handle)

def subscribe_bucket(self, bucket, rok, registry, registry_token_duration,
registry_bucket_prefix, p,
registry_bucket_suffix=None, registry_handle=None):
»»”Subscribe to a bucket on a Rok Registry.”””
# Create a bucket if it doesn’t exist already

self.create_bucket(bucket, rok, p)

p.info(”Subscribing bucket ’%s’ to the published bucket on the”
»” Registry” % bucket)
self.throw_bucket(bucket, rok, registry, registry_token_duration,
registry_bucket_prefix, ”subscribed”, p,
registry_bucket_suffix,

registry_handle=registry_handle)

Agov egetdoape Ta apanavw, pOe n wpa va e§epevviioovpe T uéBodo throw_bucket,

1 omoia TapoLCLAlETaL TAPAKATW.

def throw_bucket(self, rok_bucket, rok, registry, registry_token_duration,

registry_bucket_prefix, throw_type, p,
registry_bucket_suffix=None, registry_handle=None):

»»”publish or subscribe a bucket to Rok Registry.”””

# Find the OAuth2 Provider in Rok Gateway from the Registry URL

p.info(u”Checking if the Rok cluster is registered to the Rok Registry”

»” with URL ’%s’” % registry.url)
prov = self.find_provider(registry.url, rok)
prov_client_id = prov[”client_id”]

prov_gw_id = prov[”id”]
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p.info(u”Successfully found Rok Registry with UUID °%s’ and client”
»” ID ’%s’ at URL ’%s’”

% (prov_gw_id, prov_client_id, registry.url))

# Create an OAuth2 token for the Registry user.
if registry_handle is None:
registry_handle = self.get_registry_handle(registry)
resp = registry.get_app(prov_client_id)
redirect_urls = resp.json[”redirect_uris”]
if len(redirect_urls) != 1:
msg = (u”Found %d redirect URLs for Rok app with client ID ’%s’”
% (len(redirect_urls), prov_client_id))
raise RuntimeError(msg)
redirect_url = redirect_urls[0]
p.info(”Successfully retrieved redirect URL °’%s’ from Rok Registry”

»? at ’%s’” % (redirect_url, registry.url))

registry_bucket = self.format_bucket_name(registry_bucket_prefix,
rok.account,
registry_bucket_suffix)

scope = self.create_scope(registry_handle, registry bucket)

resp = registry.create_oauth2_token(prov_client_id, redirect_url,

scope, registry_token_duration)
oauth2_token = resp.json[”token]
p.info(”Successfully created OAuth2 token with scope ’%s’ for Rok”

»” Registry at ’%s’” % (scope, registry.url))

# Add token to provider.
expires_at = timeutils.isoformat(timeutils.now()
+ registry_token_duration)

try:

rok.provider_token_add(oauth2_token, scope, registry.url,

rok.account, expires_at=expires_at)

except RokClientError as e:

p.info(u”Error while adding provider token: %s” % e)

raise
p.info(”Successfully added OAuth2 token with scope ’%s’ to Rok”

»” namespace ’%s’” % (scope, rok.account))
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registry_ref = http.construct_url(registry.url, registry_handle,
registry_bucket)
assert throw_type in (”published”, *subscribed”)
if throw_type == ”published”:
rok.bucket_publish(rok_bucket, registry ref, registry.url,
registry_handle, registry_bucket,
throw_public=None)
else:
rok.bucket_subscribe(rok_bucket, registry_ref, registry.url,

registry_handle, registry_bucket)

self._wait_for_throw_task(rok_bucket, rok, registry ref, throw_type)
p.info(”Successfully %s bucket ’%s’ in namespace ’%s’ to”

»? 2%s’” % (throw_type, rok_bucket, rok.account, registry ref))

H napandvw pébBodog Eekva mpoadiopilovtag av n ovotoryia Rok eivat eyyeypappévn
oto Rok Registry, ava{ntovtag otn Aiota mov Satnpei to Rok yua tovg OAuth 2.0

TIAPOXOLG TOV.

To Rok Gateway kat to Rok Registry vtootnpifovv éva povtélo mpoeyypa-
¢1G¢ OAuth 2.0. Zto povtélo avto, o mehdtng OAuth (Gateway) mpémet va
elvat eyyeypappévog otov mdpoxo (Registry) mpiv Eekivrjoet évag kbkAog

OAuth 2.0.

XpnotpomoldvTag Tig avaktnOeioeg mAnpo@opieg Tov TapdXov OXeTIKA He To Registry,
To 6vopa xproTn Tov Registry mov pumopet va avaxtnOei ano to Registry token xat éva
Tpocappoopévo medio epappoyng (scope) (buckets:<user>:<registryBucket>), ma-
payetat €va OAuth2 token, emtpénovrag otov mehdtn (Rok Gateway) va éxet mpooPa-
o1 0ToVG TOPOLG Tov Registry yla Aoyaplaoud tov xprjotn Tov Registry. To 6vopa tov
KovBd Tov Registry kataokevaletal and To cLVELAGHO TOV TAPEXOHEVOL TIPOBEUATOG,
TOV OVOHATOG XPOTH Kat Tov emBépatog (edv vapyxet), evw 1 avagpopa tov Registry
tavtiletat pe ™ StevBuvon URL avtov tov kovPd. Télog, pe faon to §obév avayvw-
pLoTiko evépyetag (“published” i “subscribed”), o kaBoplopévog Tomikdg kovBag eite
dnuootedetal eite eyypagetat otny mapaxbeioa avagopd. Avtn 1 evépyela ekteheitat
amo pa Stepyacia Tov TPEXEL OTO TTAPACKNVLO, TNV OToia TIPEMeL va apakoAovBovpe
yia va BeBatwBovpe 6Tt 1 n Snpocicvon/eyypan éxet ohokAnpwbei pe emrvyia, mptv

TPOXWPT)OOVLE TIAPAKATW.
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To tehevtaio pépog tng kAdong BaseMigration mov Oa e§epevvrioovpe edw eivai n dia-
Sikaoia mapakolovOnong TG KATAoTAoNG CLYXPOVIOHOD. AVTH EVOPXNOTPWVETAL ATIO
™ pébodo download_snapshots, 1 omoia €xelL OKOTO Vol LETAUPLETEL (L0 EYYEVWG OL-
ovyxpovn dadikacio 6TwG 0 cuyxpoviopdg Tov Gateway oe ODYXPOVN EVEPYELA, TTOV
umopel va evowpatwdei oe a epyacia petavaotevong, onov kabe Pripa efaptatal oe
peydho Babpod amod ta mponyovpeva. Iia to okomo avtd, n download_snapshots emt-
BAAXeL xpovikoDG TEPLOPLOHOVG Kal TTapakoAoVOE TIG Epyacieq GLYXPOVIOHOV WG OTOV

oloxAnpwBovv mpaypatikd.

def download_snapshots(self, namespaces, roks, rok_bucket, wait_duration):
»??Wait for all snapshots to be downloaded.”””
title = ”Restore %s” % self.resource_plural.title()
msg = “Downloading %s snapshots” % self.resource_name
with fr.Progress(maxval=len(namespaces), title=title, msg=msg) as p:
wait until = timeutils.now() + wait_duration
downloaded = len(namespaces)
for ns in namespaces:
rok = roks[ns]
# As time progresses, make the timeout smaller.
timeout = int(timeutils.elapsed(timeutils.now(), wait_until))
timeout = max(timeout, 0)
if not self._wait_for_syncing(ns, rok, rok_bucket, timeout, p):
downloaded -= 1
p.inc()
if downloaded ==
p.error(”Did not manage to download any %s snapshot”
% self.resource_name)
elif downloaded == len(namespaces):
p.success(”Successfully downloaded all %s snapshots”
% self.resource_plural)
else:
p.warn(”Partially downloaded %s snapshots from %d out”
»” of %d buckets” % (self.resource_name, downloaded,

len(namespaces)))

Edotepa, avtn n pébodog Séxetat pa Aiota and namespaces, padi pe TIG avTioTOLES
apykomotroetg Rok client (roks), kat mepipéver péxpt OAa ta oTLypto TV 08 Evay Kabo-

plopévo kovPa oe OAa Ta namespaces va £€xovv An@bet mAnpwg. To dvopa tng pebodov
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Hmopei va eivat mapamAavntikd, kabwg dev vmapyel omotadnmote kAron “download”,
HE TO OLYXPOVIOUO va GLpPaivel 0TO TApACKVIO Kat va §ektvael poAig SnpovpynOei
ta ovvdeon petald Twv opdTipwy kOpPwy. EmAéxOnke, wotdc0, okdMIpa ya va ma-
pamépyel 0Tn SLEMAPT] PLaG GVYXPOVIG AELTOVPYIOG TIOV €ival XPOVIKA TTEPLOPLOUEVT] KAl
ETOTPEPEL LOVO OTAV 0AokANpwOOLV oL VIToEPYATieg TNG. ZTNV 0VOiA, TO TPAYHATIKO
HEPOG TNG VAoV Tipaypatomoteitat and tn uébodo _wait_for_syncing, n omoia
meppével yia pia mpokabopiopévn mepiodo (dnA. no_empty_timeout) éwg 6TOL O KOV-
Bag va unv eivar mhéov adetog (évag adelog kKovPdg umopel va givat To anotéAeopa eite
£v0OG adelov SnpooLEVHEVOL KOVPA eiTe KATIOLAG ATTOTLXIAG GTO GLYXPOVIOUO) KA, AQOV
EeKIV|OEL ) MY QVTIKELEVWY, TIEPLHEVEL HEXPL VA UNV EKKPEUEL Kaptia k800N avTikeL-

Hévov.

def _wait_for_syncing(self, ns, rok, rok_bucket, no_empty_timeout, p):
PPPWait for syncing to complete in a namespace.”””
p.info(”Downloading snapshots in bucket ’%s/%s’” % (ns, rok_bucket))
duration = timeutils.format_duration(no_empty_ timeout)
try:
p.info(”Waiting for bucket ’%s/%s’ to connect to a peer and begin”
»” downloading snapshots, within %s”
% (rok.account, rok_bucket, duration))
quiet_retry(self._wait_no_empty_bucket, args=(rok, rok_bucket, p),
timeout=no_empty_timeout)
except RetryTimeout:
p.warn(”Did not receive any snapshot in bucket ’%s/%s’ within %s.”
»” Continuing with the remaining buckets...”
% (rok.account, rok_bucket, duration))
return False

self. wait_for_synced_bucket(rok, rok_bucket, p)

return True

4.1.3 Epyaocieg Metavaotevong

Onwg éxet 110N avageepbel mapandavw, £va and ta kVpla {nTpata Katd To oxedlaopo
TOV gpYaAeiov HETAVAOTEVONG, TV 1) enekTaotpotnta. [ia o Adyo avto, Snuovpyn-
oape To BaseMigration kat avantd&ape epyaoieg backup kat restore yia kdBe avefap-

tnto ovotatikd Tov Kubeflow, 6mov 6Aeg kKAnpovopovv tnv khdon Baong. Tpia anod
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avta ta backup/restore Jevydpta eivar e§apetikd xprioua yia Tnv vAomnoinon twv Split

Pipelines:

o MLMD Backup kat MLMD Restore
Metavdaotevon tov PVC tn¢g fdong dedopévwv MySQL tov MLMD

« KFP Backup kat KFP Restore
Metavaotevon Twv PVC ¢ Baong dedopévwv MySQL tov KFP API Server kat
Tov MinlO (eivat kpioo va Xelplotovpe avtd Ta 2 we pia epyaocia, yia Adyovg

ovvénelag dedopévwv)

« Rok Buckets Backup kat Rok Buckets Restore

Metavaotevon (publish/subscribe) Twv Rok buckets

Ze autn v evotnTa Ba Tapovotacove Ti§ epyacieg mov oxetifovtat e To MLMD, ot
omoieg amoteAovy éva e§atpeTikod TapddeLypa TOL UNXAVIOUOD, IOV OVYKEVTPWYVEL ONEG
TG Paoikég 10€eg, aAAd Tapapével eDoVVOTTO Kat anmAo (o€ avtifeon pe dANeg epyaoieg
Tov aoxolovvTal e TOAATAOVG TOPOVG o€ TOAAATAA namespaces, eKTEAWVTAG 81K

yta Tovg €v AOyw TOpovg Aoyikn).

Epyacieg Backup

Oa Eexvrjoovpe e Ty epyaocio backup tov MLMD, 1 omoia tpoopiletar va Aafet éva
PVC snapshot g Baong dedopévwv tov MLMD, va to anmoOnkeboet oe €vav kovBa
Kat va dnpootevoel Tov tehevtaio oto Rok Registry. YAomoteital wg pia eviaio kAdon
(MLMDBackup) mov kAnpovoypei T BaseMigration. To onpeio ei.00dov Tng eivat ovota-
oTikd n puéBodog run mov, oe autr TNV MepinTwOo, eivat vevBovvn yia oAoKAnpn TNV

emyelpnotakn Aoywn. H epyaocia xpnopomnotei tig akdoAovBeg otabepés.

TITLE = ”Backup MLMD”

MLMD_NAMESPACE = “kubeflow”

MLMD_PVC = metadata-mysql”

Mag ev8ta@épovv kupiwg avTtég Tov Eekivolv (e To TipoBepa MLMD_* kat tpoadiopiovy
To namespace Kat To évopa Tov PVC tng faong tov MLMD, avtiototxa. Iapakdtw

divetal ) vhomoinon tng epyaciag MLMDBackup.
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class MLMDBackup(base.BaseMigration):

»»”Backup MLMD in a Kubernetes cluster.”””

def ask_questions(self):
»””Ask all questions used by the script.”””
# There are no module-specific questions currently

pass

def run(self):
»»”Backup MLMD in a Kubernetes cluster.”””
msg = (”Welcome to Arrikto’s migration tool for MLMD.\n\n”
»”This interactive utility will help you snapshot all entities”
»” stored in MLMD and publish them to a Rok Registry.”)
with fr.Message(msg, title=TITLE, lvl=frontend.INFO) as m:

m.show()

self.ask_questions()

rok_url = self.qctx_get(RokURLQuestion)

rok_token = self.qctx_get(RokTokenQuestion)

rok_bucket = self.format_rok_bucket_name(
self.qctx_get(RokBucketPrefixQuestion), *mlmd”)

registry_url = self.qctx_get(RokRegistryURLQuestion)

registry_token = self.qctx_get(RokRegistryTokenQuestion)

registry_bucket_prefix = self.format_registry_bucket_prefix(
self.qctx_get(RokRegistryBucketPrefixQuestion), ”mlmd”)

registry_token_duration = self.qctx_get(
AuthorizationExpiresAfterQuestion)

registry = RokRegistryClient(registry_url, token=registry_token)

# CONTINUED IN THE NEXT PAGE

1o mapandvw Tunpa kodika, PAETOVUE TOV 0pLOpO TG KAAoNG, wall pe Tnv (kevn e-
dw) puébodo ask_questions kat to mpooipto TG run. Otav kakeitat n epyacia backup,
Eekvdel TPOOTABWVTAG VA AVAKTHOEL TIG EL0OSOVG IOV TIAPEXOVTAL ATO TOV XPNOTN.
210 HovTéNO pag, auTd VAOTIOLEITAL YEVIKA WG EPWTTTELG TIOV gite epgavifovtal wg Tpo-
TPOTEG €L0OSOV, OTAV OL epyaocieg ekTeAoDVTAL SLadpaoTika, eiTe KATAPEDYOLY OTNV a-
VAKTNOT TWV aTaUTOVHEVWY TIHWV amd Ta opiopata CLI kat Tig petaPAntég meptal-
Aovtoc. H epyaoio MLMDBackup Oev éxet Sikég TG epwtroels. QoTto00, polpaletat To

TAaiol0 epwTHoewV TNG Pactkng kAdong. Mnopodue uovo va vobécovpe, mpog to ma-
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POV, OTL avTO TO TMAaiCL0 epwTHoewY petaPiBaletal and to epyaleio CLI mov tpéxel

ovyKekpLEvn epyaocia (emaAnBevetal otny evotnra 4.1.4).

H vlonoinon, otn ovvéxela, Tpoxwpd 0TV AVAKTNOT TWV AAPATTOV TILOV ATd TO
mAaioto TnG epwtnong. Avtég eivan n dievbvvon URL g ovotoryiag Rok kat to token
npooPaong oe avtr, To 6vopa Tov Tomkov Rok kovpd mov Oa dnpovpyndel yia tnv
anoBnkevorn tov PVC snapshot, éva mpofepa mov xpnopomnoteitat yia tn Snuovpyia
Tov ovopatog Tov Registry kovPd, kat tédog to URL tov Rok Registry kat To token
npooPaong (pe T SLdpKeLd TOV) TTOL XPNOLHOTOLOVVTAL YL TV apxLkomoinon evog Rok

Registry client (registry).

[Mapakdtw, cuvexilovye e To KOpLo owpa NG ueBddov run mov Pépet T Pactkn Aoyikn

EKTEAEONG, XPNOLLOTIOLDVTAG TIG TIHEG TIOV avaKTHONKAY and To TAAIOL0 EPpWTHOEWY.

# MLMDBackup CONTINUATION
try:
msg = u”Snapshotting MLMD MySQL DB PVC”
with fr.Progress(maxval=3, title=TITLE, msg=msg) as p:

# Initialize a Rok client for the MLMD MySQL DB PVC namespace

p.info(”Initializing Rok client for namespace ’%s’”
% MLMD_NAMESPACE)

rok = RokClient(rok_url, token=rok_token,

account=MLMD_NAMESPACE)

p.inc()

# Snapshot the MLMD MySQL DB PVC

p.info(”Publishing Rok bucket °’%s’ for namespace ’%s’”
% (rok_bucket, MLMD_NAMESPACE))

self.publish_bucket(rok_bucket, rok, registry,

registry_token_duration,
registry_bucket_prefix, log)

p.inc()

p.info(”Snapshotting MLMD MySQL DB PVC in namespace ’%s’”
% MLMD_NAMESPACE)

self.snapshot_pvc(rok, MLMD_PVC, rok_bucket)

msg = (”MLMD Backup completed successfully!”)
with fr.Message(msg, title=TITLE, lvl=frontend.INFO) as m:

m.show()
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except Exception as e:
msg = (”MLMD Backup failed!\n\n”
”Failed to backup the MLMD MySQL DB PVC: %s” % e)
log.exception(msg)
with fr.Message(msg, title=TITLE, lvl=frontend.ERROR) as m:
m.show()

raise

O «muprvag» TG eKTENEOT)G TTOL TIAPEXETAL TTAPATIAVW Elval TUALYHEVOG O€ éva try/except
UTAOK, [e OKOTO va cLAAapPdvel, va kataypaget kat va Stadidet katdAAnha TvxoV
opdhpata. To pmhok try mepiéxel TNV kOpLa Aoy ekTEAEONG, 1) oMol amoteheitat

amo Tpia Pripata:

1. Apxikomoinon evog Rok client (dnA. rok)
Avto givan {wTikng onpaciog ya OAeg Tig Aettovpyieg mov Ba axolovbrnoovv. O
Rok client tapéxet tpooBaomn otn ovotoiyia Rok mov kaBopifetat amod to mapexo-
pevo rok_url wg xpnotng account, dedopévov 6Tt To rok_token eyyvarat tnv

npOoPact 0TovG avTioTOLXOVG TTOPOUS.

2. Anuovpyia evog Tomkob kovBd kat dnpocigvon Tov
Avto vhomoteitat amo tn péBodo publish_bucket mov mapovoldoTnke Tponyov-
HéVwG, 1 omoia dnpovpyei tov kabopiopévo rok_bucket eav dev vapxet 116n o
avto To namespace (rok.account) kat to dnuootedet 6to Rok Registry, yia 1o
omoio apykomnowOnke o avtiotoog client, oe évav kovpd tov Registry, Tov o-
Toiov To dvopa apyiCet pe to TpdBepa mov mapéxel o xprotng (SnA. registry_-

bucket_prefix).

3. Aqyn otrypotomov tov kabopiopévov PVC
Avto vdomoteitar and ) péBodo snapshot_pvc mov mapovoldoTnKe TPONYOL-
HEVWG, 1 omoia AapBavel éva oTiypoTvmo Tov Tapexopevov PVC kat To kata-
xwpilet wg avtikeipevo Rok, amodnkevpévo oto kabopiopévo rok_bucket. Eivat
ONUavTIKO va onpetwdel 6Tt mpdkettat yia Tov kovPda mov dnuovpyndnke kat 8n-
HOOLEVTNKE 0TO TIPONYOVHEVO Pripa. MOALG évag opoTinog kKOuPog eyypagei oe

auTn TV avagopd oto Registry, Oa Eexivoet o ouyxpoviopos.
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H napamavew Stadikacia givat ToAd mapopola yia Tig voAotneg epyaoieg backup mov
amoTeNOVY [EPOG avToL ToL épyov. Ot Stapopég eivat wikpeg, pe v epyacia KFP va
Aappaver Ta otrypotvna dSvo PVC avti evog, kat v gpyacia Rok buckets va dnpo-

OleVEL HOVO TOvG KovPades, xwpig va AapPdavel véa oTrypdotuma.

Epyaoieg Restore

Ao egetdoape T Aoy Twv epyactwv backup napandvw, EEpovpe Aiyo-molv Tt va
TIEPLUEVOVLE ATtO TNV gpyaoia restore mov Oa mapovolaotel oe avtry TV evotnta. ITo
ovykekptpéva, Oa aoxohnBovpe pe Ty epyaocia amokataotaong tov MLMD, ov mpoo-
piletat va ekTeAeaTel 0TI GLOTOLKIA-OTOXO [ETA TNV OAOKAN pwon evOG backup, puotkda.
Tat &M pa @opd, TipokeLTal yia Aomoinon piag eviaiag kKA&ong, Tng MLMDRestore mov

KAnpovopei ano tnv BaseMigration.

TITLE = ”Restore MLMD”

MLMD_NAMESPACE = kubeflow”
MLMD_PVC = metadata-mysql”
MLMD_DEPLOYMENT = “metadata-db”

class MLMDRestoration(base.BaseMigration):

22932

»»”Restore MLMD in a Kubernetes cluster.

resource_name = “MLMD”

resource_plural = “MLMD”

def ask_questions(self):
»””Ask all questions used by the script.”””
# There are no module-specific questions currently

pass

def run(self):
»»”?”Restore MLMD in a Kubernetes cluster.”””
msg = (”Welcome to Arrikto’s migration tool for MLMD.\n\n”
»”This interactive utility will help you restore all entities”
»” stored in MLMD.”)
with fr.Message(msg, title=TITLE, lvl=frontend.INFO) as m:

m.show()
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self.ask_questions()

rok_url = self.qctx_get(RokURLQuestion)

rok_token = self.qctx_get(RokTokenQuestion)

rok_bucket = self.format_rok_ bucket name(

self.qctx_get(RokBucketPrefixQuestion), *mlmd”)

registry_url = self.qctx_get(RokRegistryURLQuestion)

registry_token = self.qctx_get(RokRegistryTokenQuestion)

registry_bucket_prefix = self.format_registry_bucket_prefix(

self.qctx_get(RokRegistryBucketPrefixQuestion), “mlmd”)

registry_token_duration = self.qctx_get(

AuthorizationExpiresAfterQuestion)

registry = RokRegistryClient(registry_url, token=registry_token)

registry_bucket = self.format_bucket_name(registry bucket_prefix,

try:

MLMD_NAMESPACE)

msg = u”Restoring MLMD MySQL DB PVC”

with fr.Progress(maxval=5, title=TITLE, msg=msg) as p:
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# Initialize a Rok client for the MLMD MySQL DB PVC namespace

p.info(”Initializing Rok client for namespace ’%s’”
% MLMD_NAMESPACE)
rok = RokClient(rok_url, token=rok_token,
account=MLMD_NAMESPACE)
p.inc()
# Subscribe to Registry bucket
p.info(”Subscribing Rok bucket ’%s’ for namespace ’%s’ to”
»” Registry bucket ’%s’”
% (rok_bucket, MLMD_NAMESPACE, registry_bucket))
self.subscribe_bucket(rok_bucket, rok, registry,
registry_token_duration,
registry_bucket_prefix, log)
p.inc()
# Wait for syncing
p.info(”Downloading MLMD MySQL DB PVC snapshot”)
wait_duration = self.qctx_get(WaitNoEmptyBucketQuestion)
namespaces = [MLMD_NAMESPACE]
rok_clients = {MLMD_NAMESPACE: rok}
self.download_snapshots(namespaces, rok_clients, rok_bucket,
wait_duration)

p.inc()
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# Check that the PVC snapshot exists before proceeding with the
# deletion of the old PVC
self.assert_snapshot_exists(rok, rok_bucket, MLMD_PVC)

with self.scale_deployment(MLMD_DEPLOYMENT, MLMD_NAMESPACE, p):
# Delete MLMD MySQL DB PVC
p.info(”Deleting old MLMD MySQL DB PVC™)
self.delete_pvc(MLMD_PVC, MLMD_NAMESPACE)
p.inc()
# Restore MLMD MySQL DB PVC from snapshot
p.info(”Restoring MLMD MySQL DB PVC from snapshot”)
rok.present_pvc(rok_bucket, MLMD_PVC, MLMD_NAMESPACE,
generate_name=False)
msg = (”MLMD Restoration completed successfully!”)
with fr.Message(msg, title=TITLE, lvl=frontend.INFO) as m:
m.show()
except Exception as e:
msg = (”MLMD Restoration failed!\n\n”
”Failed to restore the MLMD MySQL DB PVC: %s” % e)
log.exception(msg)
with fr.Message(msg, title=TITLE, lvl=frontend.ERROR) as m:
m.show()

raise

H napandvw epyacia potalet mohv pe tnv avtiotown epyacia backup, épovtag ma-
popota dopr| muprva kat ekTeAdvtag TNy avtiotpoen Stadkacia. T AN wa @opd,
dev LTIAPXOVY CVYKEKPLUEVEG EPWTIOELG, OTOTE OL ATAPAiTNTEG PLOICELG avaKTWVTAL
amno kamoto mapexopevo mAaioto epwtnong. H extéheon tov «muprvar anoteleital anod

mévTe Prigata:

1. Apywkomoinon evog Rok client (dnAadr rok)

2. Anpovpyia evog TOmKOD KOUBA KAl EYYPaQT) TOV 0TIV TTAPEXOHEVT) AVAPOPA GTO
Registry
Avto to xewpiletar n pébodog subscribe_bucket mov mapovotdoTnKe PO yoL-
Hévwg, n omoia Snpovpyel Tov kaboplopévo kovPpd Rok av dev vrapyet 10n oe

aUTO TO namespace Kat TOV KAavel va eyypagei oto Rok Registry.
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3. Avapovr] péxpt va oAokAnpwBei o cuyxpoviouog
Avto avtipetwniCetar ano tn uébodo download_snapshots mov TapovoLaoTNKE
TIPONYOVHEVWG, T} OTIOLA TIEPLUEVEL EWG OTOV OAEG OL EKOOOELG AVTIKEILEVWY OTOVG
kaBoptopévoug kovPddeg Anebovv MAnpwg. Ztnv mepinTwon pag, avto Ba mpé-
TIEL VAL ELvaL LOVO VAL AVTIKEIEVO, IOV AVTIOTOLXEL 0TO aTtypoTLTo Tov PVC 1ng
MySQL Baong Sedopévwy tov MLMD. O ovyxpoviouog éxet n1dn Eexwvroet, -
@OCTOV 0 KOVPAG el yypagel O ia ava@opd 1 omoia £XeL TOLAAXIOTOV €vav

ekd01n (publisher).

4. Aaypagn vrdpxovrog¢ MLMD MySQL DB PVC
Avto avtipetwniletat anod t uébodo delete_pvc OV TAPOVOLACTIKE TIPOTYOL-

HEVWG, 1) ool UTTAOKAPEL HEXPL VA SLaypa@Eel TPAYUATIKA TO AVTIKEIHEVO.

5. Anuovpyia véov PVC kat evudatwor| Tov and to Angbév otrypotumo
Avto avtipetwnifetat and pa fondntikn péodo tov Rok client mov mapéyet éva
véo PVC oto {nrodpevo namespace e to kabopilopévo (1] mpoatpetika €va ma-
payopevo dvopa) kat O¢tel To annotation rok/origin otn StebBvvon URL tov
AneBévtog PVC snapshot, éTot wote o volume va evudatwOei pe ta meplexopeva

TOV OTLYHLOTUTIOV.

Ta dvo tedevtaia Pripata mepiPpdAlovrat and Tov context manager scale_deployment
7oL PPoVTileL yla TNV KApdkworn tov avtiototyov Deployment o€ 0 replicas mpwv Sia-
ypagei To maktd PVC kat Tnv emava@opd Tng mpoTepng KATAOTAOTNG TNG, HOALG TO VEO
éxet dnpovpynOei. H mapamavw Stadikacia eivatl ToAd mapopola yla Tig vtoAouneg ep-

yaoieg restore Tov pag evOLAQEPOLV.

4.14 Epyaleia CLI Metavdotevong

Ao eidape g potddel wa and TI§ epyacieg petavaotevong, akiCel va eetacovpe
WG avTéG evowpatwvovtal ota dvo epyaleia CLI mov avagépOnkay, rok-backup kat
rok-restore. Tta aA\n pa @opd, Eektvrioape and pa Paoctkn kAdon, MigrationCLI,
n omoia kAnpovopei and tnv kKAdon RokCLI kat KAADTITEL TNV MEPLOTOTEPT] KOLVN} A€L-
TovpykoOTNTa. ITio ovykekpLéva, opilel TIG EpWTNOELG IOV Eival KOWVEG YLa ONEG TIG

epyaoieg (tooo yla to backup 600 kat yia to restore), mapéxet fondnrikég pebodovg
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Yl TNV TPAYHATOTOINOT TWV EPWTHOEWYV KATA TNV eKTéAEOT), KaBwG Kat To Pactkd pun-
XOVIOUO Lo TNV EVOPXHOTPWOT) KAl TNV EKTEAEDT) EPYAOLOV HETAVAOTEVONG, KABWG Kot
TIV ELPAVION HLOG OVOVOYNG TWV ATTOTEAECUATWY EKTEAEOT|G TV gpyaotwy. Mag evola-
@épel kupiowg n Baotkr Aoy mov eival vTeLOLVYN yla TNV EKTENEOT) EPYAOLDY, OTIWG

vlomoteitat ot uéBodo run_tasks.

def run_tasks(self, modules):
»””Run the migration procedure for the provided resources.”””
successful, skipped, failed = [], [], []
for m in modules:
task_cls = self.get _migration_task_from_module(m)
task = task_cls(self.qctx, self.args)
cap_task = task.resource_name[0].upper() + task.resource_name[1:]
try:
task.run()
successful.append(task)
except frontend.UserCanceledInputError:
log.warn(”%s task canceled.”, cap_task)
skipped.append(task.resource_plural)
except Exception as e:
log.exception(”%s task completed with errors: %s”, cap_task, e)

failed.append(task)

H napamnavw péBodog Aappavet pa Aiota and Python modules, avaktd Tig oxeTikég pe
TN LETAVAOTEVOT) epyacieg Kal TiG ektelel. Tla va avaktioel TNy gpyacia peTavaoTev-
ong anod 1o avtiototyo module, xpnotpomnotei pa evplotikn pébodo:

1. Evtomoe 6Aa ta avtikeipeva Python oto module

2. Kpdata avtd mov:

(a’) Avtiotoiyovv ot khdoeig Python
(B") Amotehovv vokhdoelg TG ‘BaseMigration’

(y") OpiCovtat oe avtd to module, dnladn dev elcdyovtat
3. Atao@dAioe OTL povo pia KA&on mapapével Hetd To QINTpApLopa

4. Emotpo@n avTthg TnG Hovadikng kKAaong
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2t ovvéxela, n avaktnOeioa KAAoN apylkomoLeiTal, (e TO TAAIOL0 EPWTHOEWY Kal Ta
opiopata tov CLI va mepvodv wg mapapetpol. Télog, n avtioton run pébodog ka-
Aeitat, n omoia Ba avalaPet tnv ektéleon g epyaciog. Toxov opaApata (eaupéoelg)

ovMapBavovtat o eninedo CLI.

[Tpokelpuévov va avTIpe TwoOVE TIG SlapopeTikEG amaltnoels, Snutovpyroape Svo CLI

7oV KAnpovopobdv ano tn fdon MigrationCLI, ta:

e ClusterBackupCLI

e ClusterRestoreCLI

KaBéva anod avtd, opilet tn Sikr| Tov AioTa epwTioewy, TIg onoieg BETovy oTnV apxn Tng

ektéheon|g Tovg. Tla mapdaderypa, To ClusterBackupCLI elodyet HOVO ia pwTNON:

BACKUP_QUESTIONS = [MigrationResourcesQuestion]

H napandavw epwtnon éxet okond va kabopioel moleg epyaoieg petavaotevong Ha e-
KTeEAEOTOVV. AT TNV AAAN TMAeVpd, OTIwG avagépOnke mponyovuévwg, n faoctkn kKA&on
MigrationCLI opi{et TOANEG KOLVEG EPWTIOELG, TIG TEPLOCOTEPEG OO TIG OTIOLEG eidaple

ota mapadeiypata gpyaciwv tov MLMD:

questions = [RokBucketPrefixQuestion, RokTokenQuestion, RokURLQuestion,
RokRegistryBucketPrefixQuestion, RokRegistryTokenQuestion,

RokRegistryURLQuestion, AuthorizationExpiresAfterQuestion]

Agov 1o Buyatpikd CLI tedetwoet pe TG S1kEG TOV epWTHOELS, KAAEL TO YOVIKO Tov ask_ -
questions yla va mpocéael TIG amavTNOELS yla TIG KOLVEG EpWTNOELG OTO TAAICLO TOV,
TpoToL kakéoet TNV run_tasks tng Paocikng kAaong pe pa Aiota modules. Onwg @ai-
VETaL Tapamavw, 1 run_tasks eivat vevBuvn ylo Ty eKTéNEOT EPYACLDV HETAVATTEL-
one, ™ SwaPifacn Tov CVYKEVTPWTIKOV TAALGIOV EPWTNHOEWY KAl TNV EKTEAEDT] TOVG.
ITpwv kAeioovpe avtr TV evoTNTa, a&ilel va Swoovpe éva apddetypa TOVAAYLOTOV Uiag

TETOLAG EPWTNONG:
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class RokURLQuestion(question.LineInputQuestion):

»»?Question to provide the Rok URL.”””

name = “question/rok_url”
title = TITLE + ”: Rok URL”

msg = *What is the URL of the Rok cluster?”

envvars = “ROK_URL”
argument_opts = {
”name”: [”--rok-url”],
”metavar”: ”ROK_URL”,

”help”: ”Create snapshots in Rok at URL %(metavar)s”,

H napanédvw epwtnon anookonei otnv avaktnon tng dtevbvvong URL g ovoToryiag
Rok. Epgaviletat wg éva dplopa ypappns evtodwv péow tov CLI (dnAadn -rok-url),
wg petaPAntn meptpaAlovtog (m.x. ROK_URL), ) wg mpotpom pe Tov kabopiopévo titho

Kat ppvopa oto Stadpaotikod frontend tov CLI.



Eniloyog

Emitélovg, gtacape 0to T€hog Tov Tagldiol pag- potdlet, Oe, va kaAvyape oAb £dagog.
Ye auTo To TedevTaio kepdhato, Ba mapovoldoovpe fia cOVTOUN TIEpIANYN TNG Epyaciag
Hag, aftohoywvTag oplopéves Paotkég TTVXEG TOV OxeSLAOHOD Hag, TPy TIpoBole 0TN

oktaypdenon mbavav HeEANOVTIKOV EMEKTACEWY.

5.1 Zvumepacpatika XyoAta

Otav npwtogekiviioape avtd to taidt, mpLy amod Eva xpovo, eixape HOVO (L CUYKEXV-
HEVT elKOVA TEPE TWV TIPOKAT|oEWV TIOL B CLVAVTOVOANE. TNV TPAYUATIKOTNTA, deV
HHAOTAY KAV 6lyovpot yta To Totog Oa ftav TeAkd 0 Tpooplopoq pag. Onwg amodeixn-
Ke, kaveig 0tov kAddo Tov MLOps 8ev 1o 1§epe. Aedopévov 611, TO00 Ta epyaleia Tov
dnovpyovpe 600 kat ot SLadikacieg OV AVATTUCOOVLE, eival OXETIKA VEQ, dev LTTAp-
xet mpokaboplopévn mopeia dpaong: MpEmel va avakaAOWOVHE TIG PEATIOTEG TTPAKTIKEG

TAPAAANAQL [E TOV UNXAVIOUO.

Zvvolikd, dev kataokevaoape pa oAokAnpwuévn Avon Split Pipelines. Aev vAomotjoa-
He Tov kaBoAko oxedtaopo mov Oa eKTEAETTEL [le AVTOUATOTIONHEVO TPOTIO OF TtEPLPAA-
Aovta mapaywyng kat Ba Avoel povopepws kabe ovyxpovo mpoPAnpa Tov kAddov Tng
unxavikng pabnong. Edpaiwoape, wotdoo, otépea Bepéia mdvw ota omoia pmopodpue
TWpA e otyovptd va xTioovpe. Avayvwpioape Tn por| epyaciog avantuéng povrélwv
HNXaVIKAG pabnong wg pia eyyevawg molv-Pnuatikn Stadikaocia kat ovveyioape diepev-

VOVTag TIG SlapopeTikég avdykeg kabe Pripatog. Xtn ovvéxela, katadvOnkape Pabia

133
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ota Ppata evog pipeline punyavikig pabnong ya va ekéoovpe Tig e§aptroelg Toug Kot
Siepevviioape oxohaotikd Ta vitokeipeva ovotripata. Télog, pe tnyv aroktnOeioa yvw-
on w¢ epyaleio, kat Pact{Opevol 0TIG VTIAPXOVOEG TEXVONOYIEG, KATAPEPALE Va oXeSLA-
OOVE VAV YEVIKO UNXAVIOHO Yl TNV VTTOOTHPLEN TNG KATAVEUNUEVG EKTEAEOTG POV
gpyaoiag pnxavikng Habnong oe SlapopeTikég CLOTOLXIEG, VAOTIOLWVTAG OPLOHEVA ATIO

Ta BACIKA CLOTATIKA TOV.

5.2 MeXovtiko Epyo

2to mAaioto avtng NG Simhwpatikng, Oéoape Tig Paoelg kat dwoape eva otépeo proof
of concept yta TNV evopxXNOTPWON TNG YEWYPAPIKA KATAVEUNHEVNG EKTENETTG POWY €P-
yaoiag unxavikng pabnong oe diagpopetikég ovotolyieg Kubernetes. Avto frav povo
TO TPWTO Pria, woToc0. Oa xpetaotel TOAD TeploadTePT SOVAELL, WOTE TO TTAPOV €p-
yo va e&ehiyOel otnv odokAnpwuévn Avon Split Pipelines mov opapati{opaote. IIpog
avtr) TV katevBuvon, £xovpe 0N pia ocagn AioTa emopevwV Pnudtwy, e Ta omoia Ba

KOTATILAOTOVLE TOVG ETMTOUEVOVG UNVEG:

« Y)omoinon pnxaviopod mpowpng dtakomng yia ta KFP kat Argo
Onwg emonpaivetat 0t oXeTIKN evOTNTaA TOL 0Xedtaopo (3.5), Tpog To Tapdv
TIPOCOUOLWVOVLE TNV TTPOwpT Stakomn péow Tng duvatdTntag vd OPOLVG eKTE-
Aeong Pnpatwv tov KFP. Qotdoo, autod anéxet moAd amod 1o 1daviko. Oa OéAape
T0 onpeio SLaKOTG va elval TTAPAPETPOTIOOLHO, XWPIG va amauteitat n aAlayr
Tov kwdtka Tov pipeline and Tov xproTN, Kat wpPiG va HeTAPAANETAL TO OXETIKO
Workflow spec, o0twg wote va pmopei va mapéyetal (m.x. péow tov Ul) katd tnv
vroPoAr| pag ektéleong pipeline, avti va kaBopiletal katd TN HeTAYADTTION.
Mia tétola Aettovpytkotnta amattei mbavotata allayég tooo oto KFP 600 kat
ota Argo Workflows, kaBlotwvtag avaykaio Tov GUVTOVIOUO He TIG AVTIOTOLXEG

OMAdeg.

 Extéleon Aemtopepoig ovyxpoviopol [peta]dedopévav
Onwg meprypd@etat 0T OXETIKN VOTNTA 0XeSLAOHOU (3.4), EXOVHE HEXPL OTIYUNG
vloTotroet £vay YeViko, aAAd KATIWG XOVTPOKOUHEVO, UNXAVIOUO OVYXPOVIGHOD
nov Baoiletat otn Ayn otryoTunwy oAokAnpwv PVC twv Baoewy dedopévwvy

Kal avanmd@evkTa ovvendyetal anwAeta dedopévwv otnv teikn tomobeaia.



5.2. MEAAONTIKO EPI'O 135

Idavikd, Oa O¢Aapie va peta@épovie LOVO TOVG aKpLBEi§ TOPOVG TTOL AmALTOVVTAL
yta T Aettovpyia tov pnxaviopov. Ia to okono avtd, Ba mpémet va Eemepdoovpe
T0 TPOPANHA TWV GVYKPOVOEWYV IOV TPOKVTITOVV KATA TI) CLUYXWVELOT) dedopé-
vov, iBavotata elodyovtag Oepehiwdeig allayég oto ovotnua tovo MLMD (m..

GUID avri yia aképata ID, PA. 3.4.1).

+ Avtopartonoinon tng dadikaaciog
To proof of concept mov mepLypagetat 6To TAAIGLO TNG TAPOVTAG SITAWHATIKAG,
neptlapBavel ToANA xewpokivita Prjpata. QoTO00, EPOTOV AVTIHETWTILOTOVV Ta
napanavw onueia, £xovpe 10N Ta epyaleia (kat Tov pnxaviopo) mov Oa emitpé-

Youv TN mARpn avtopartomnoinon tng dtadikaciag and dkpo o Akpo.

o Evowpdtwon twv cuvelopopwv pag 6Tov upstream kwdika
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Introduction

In this first chapter we will provide an outline of the scope of our work. We will start by
providing a brief overview of the task at hand, talking about the shortcomings of existing
solutions, before proceeding with a high-level description of our proposed mechanism.

Finally, we will present the structure of this thesis.

1.1 Motivation

Machine Learning is a term that gets tossed around a lot, increasingly often over the past
couple of decades. Of course, neither the concept nor most of the associated technolo-
gies are particularly new. In fact, the term itself dates back to the 1950’, when Arthur
Samuel, an IBM engineer, obsessed with “this general problem of writing a program that
would appear to exhibit intelligence ” [1], developed his self-learning Checkers playing
program [2]. This was based on a loss function that would calculate the probability of
winning the game based on the current position, similar to what we see in Reinforce-

ment Learning algorithms.

Since then, machine learning has come a long way; surely, loads of money has been
channeled towards relevant research, with new algorithms having been developed. Its
recent explosive expansion would never have been possible, however, if it wasn’t for the
rapid technological advances in storage and processing power. Today, machine learn-
ing or simply ML, as it is often called, has become exceedingly pervasive. From self-
driving cars and virtual assistants to email spam detection and Netflix’s recommenda-

tion system, it has broken through every aspect of our everyday lives. In light of this,
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businesses across industries are forced to take a closer look, realizing that being able to
extract knowledge from an abundance of data makes them more efficient, giving them
an advantage over competitors, and allowing them to promptly recognize new sources

of revenue.

Unfortunately, there is a fundamental difference between building an ML model in the
Jupyter notebook and deploying an ML model into a production system that generates
business value. In fact, the machine learning lifecycle consists of many complex com-
ponents such as data ingest, data prep, model training, tuning, deployment and mon-
itoring, explainability, and much more. It is only natural, therefore, that it should also
require close collaboration across teams and functions, from Data Science and Data En-
gineering to Security and ML Engineering. Naturally, it requires stringent operational
rigor to keep all these processes synchronous and working in tandem. MLOps is an ap-
proach that encompasses the experimentation, iteration, and continuous improvement

of the machine learning lifecycle.

MLOps is based on DevOps principles and practices that increase the efficiency of work-
flows, with examples including continuous integration, delivery, and deployment. When
applied to the machine learning process, MLOps comprises the operations, procedures
and associated tools that allow data scientists to create reproducible, portable machine
learning pipelines, package and reuse their software environments, track and monitor
the entire machine learning lifecycle, and collaborate. Kubeflow, an open-source plat-
form and ML toolkit, aspires to bridge the gap between the technologies data scientists
are already familiar with, and the best practices derived by the MLOps principles, mak-

ing the deployment of machine learning models on Kubernetes easy.
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1.2 Problem Statement

Arguably, the most crucial Kubeflow component is Kubeflow Pipelines (KFP), a plat-
form for building and deploying portable and scalable machine learning (ML) work-
flows based on Docker containers. A pipeline, in the KFP jargon, is essentially a de-
scription of an ML workflow, expressed as a set of tasks, self-contained steps in the ML
process with specific inputs and outputs, interconnected in a graph to execute the ML
task at hand. When running a pipeline with KFP, each step is executed as a container in
a Kubernetes Pod, thanks to the underlying Argo Workflows mechanism. More details
on Kubernetes, Argo and KFP can be found in the corresponding Background sections

(2.2,2.3,and 2.4.1, respectively).

Until now, we have been using Kubeflow and KFP in particular to orchestrate the ex-
ecution of ML pipelines on a single Kubernetes cluster. Indeed, Kubeflow provides an
exquisite platform to support the entire ML model lifecycle, from development to pro-
duction, enabling data scientists to develop, iterate on, train and serve their model, with-

out ever having to leave their cluster.

Although convenient, this “pipeline” fails to take into account a number of parame-
ters which stem from the fact that developing ML products is an inherently multi-step
procedure. Each of these steps, from collecting, studying and preprocessing the data,
to developing, training and deploying the resulting model presents with its own set of
characteristics and, therefore, requirements. It is, consequently, apparent that execut-
ing the entire workflow in a single location, cannot possibly make for the best use of the

available resources, nor adequately address those particular requirements.
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As depicted in figure 1.1, in order to be able to reason about the needs of a machine
learning workflow, it is worth breaking it down into three distinct lifecycle phases; de-
velopment, training and serving. Industry experience suggests that each of them is usu-
ally mapped to a separate location, and it makes perfect sense! Development, more
often than not, happens “locally”. This can either be the data scientist’s laptop, a VM
residing on the cloud, or even a development cluster, shared between users or teams. Its
sole purpose is to provide an environment for data scientists to be able to iterate swiftly,

using tools they are already familiar with, and collaborate.

On the other hand, model training is a notoriously arduous task. Take the recently
released Stable Diffusion model [3] for example, created by Stability.ai and LMU Munich
to provide a powerful tool for generating images from text, influenced by the likes of
Open Al's DALL-E 2 [4] or Google Brain’s Imagen [5]. Contrary to what was formerly
the case for image synthesis, Stable Diffusion does not require a supercomputer to run,
but rather a conventional graphics card. This is only possible due to the fact that, during
training, billions of images (i.e. a few terrabytes of data) were digested, and their essence
was distilled into an Al model of just a few gigabytes [6]. To this end, the training process

took place on Stability’s 4,000 A100 Ezra-1 AT ultracluster over the course of a month.

Even if Stable Diffusion cannot be considered the norm, it should be evident by now
that model training is bound to require an infrastructure that provides access to the
training data, as well as powerful specialized computing resources. More often than
not, this does not coincide with either the development cluster, or the serving location,
which can be any edge device, ranging from a watch to a self-driving car. But, if the
machine learning workflow is de facto distributed across clusters and locations, why
should Kubeflow Pipelines be confined to a single location? Our answer is categorical;

they shouldn’t be. Enter Split Pipelines!

1.3 Proposed Solution

In this thesis we will provide a mechanism and a proof of concept implementation to
facilitate executing machine learning workflows across Kubernetes clusters with Kube-
flow. This project, essentially designed to allow “splitting” the training and serving steps

of a Pipeline over distinct locations, will henceforth be referred to as Split Pipelines.
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In order to achieve this, we are going to be building on the existing Kubeflow stack,
backed by Argo Workflows and Kubernetes, with the help of Kale and Rok, proprietary
software components shipped as part of Arrikto’s Enterprise Kubeflow solution (more

on these in the corresponding Background sections, 2.5 and 2.6).

Running a pipeline on a single location using this infrastructure is incredibly easy; Kale
greatly simplifies pipeline development, allowing data scientists to focus on their appli-
cation code, instead of writing tedious, deployment-specific boilerplate. At the same
time, it automates the pipeline’s compilation to Kubeflow components, which will sub-
sequently be translated and combined into an Argo Workflow, a resource describing a
set of interconnected tasks that can be run on Kubernetes. Then at runtime, Kale, with
the assistance of Rok, Arrikto’s data management platform, takes over once more, to

make the execution model and data passing mechanism as straightforward as possible.

Simple as the procedure may seem at first glance, it definitely hides certain pitfalls. These
are all blatantly exposed as soon as we start thinking about splitting the pipeline across
locations, with several questions arising: what is the mechanism that will even allow
running some steps of the pipeline on some location and the rest in a different one? Of
course, we can expect that there are going to be dependencies between steps. In a non-
trivial pipeline, where some steps are put together to perform a meaningful task, we can
safely assume that the output of a step is propagated as an input to a downstream (i.e.
following) one. What are these dependencies exactly? In other words, which are the
pieces of data, necessary for the downstream step to execute and complete successfully?
And, finally, given that we have identified those pieces, how do we transfer them from

their source to the location where they are required?

The concept of Split Pipelines fundamentally revolves around the above questions, la-
belled as problems P1, P2 and P3 in the diagram of figure 1.2, where a common machine
learning pipeline is depicted split across three locations. We are going to revisit this dia-
gram in the Design chapter (3), where we will concentrate on answering these questions,
starting from the definition of the proposed mechanism itself and, subsequently, pro-
ceeding to perform a deep dive into its individual components, in order to expose all
underlying dependencies. Finally, we will describe a generic methodology for syncing
(i.e. migrating) resources between Kubernetes clusters, before specifying it for the task

at hand. Then, in the Implementation chapter (4), we will provide insight on the im-
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plementation details of the migration tool we created to allow data syncing between the

execution locations of a split pipeline.

P2. Investigate Dependencies
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Figure 1.2: I got 99 problems and Split Pipelines is one...

In short, our mechanism is simple. We are going to be uploading and running the same
pipeline on all locations, while leveraging KFP caching, so that steps which have already
run on a previous location do not need to execute again. For this to work, all metadata
required for the caching decision, along with the completed steps’ output data, have to

by synced between every location.

1.4 OQOutline

The content of this thesis is structured as follows:

« Chapter 2: A bottom-up exploration of the theoretical background necessary for

the reader to comprehend the concepts discussed in this thesis

o Chapter 3: An exhaustive investigation of the core software components and
mechanisms involved in our proposed design, containing a thorough study of

Argo data passing and KFP caching systems
o Chapter 4: An examination of the core implementation aspects of our effort

« Chapter 5: A brief overview of our effort, along with proposed future work



Background

In this section we will provide the theoretical background required for understanding
the concepts presented in the rest of this thesis, focusing on the core software compo-
nents mentioned in the following chapters.

Given that this thesis covers a lot of ground and involves several moving parts, we will
have to start from the very bottom, touching on the concept of containers, which are
after all our building blocks, moving on to Kubernetes, the core of our infrastructure

and proceeding to present the technologies we will be running on top of it.

2.1 Containers

In the modern, swiftly evolving tech ecosystem, application development, deployment
and management has become increasingly complex. New technologies are always emerg-
ing and the need for interoperability, scalability and wide-scale collaboration is greater
than ever. A technology that aims to address those needs is containers [7].

A container is a standard unit of software that packages up code and all its dependencies
so that the application runs quickly and reliably from one computing environment to
another. In that sense, containers decouple applications from underlying host infras-
tructure. This makes deployment easier in different cloud or OS environments.
Containers leverage a form of operating system (OS) level virtualization in which kernel
features are utilized to isolate processes and control the amount of resources available
to them (e.g. CPU, memory, disk). In the case of the Linux kernel, these features are

namespaces and cgroups, respectively.
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2.1.1 Namespaces and cgroups

Namespaces is a feature of the Linux kernel that partitions kernel resources such that
one set of processes sees one set of resources while another set of processes sees a dif-
ferent set of resources. According to the relevant man page [8], a namespace wraps a
global system resource in an abstraction that makes it appear to the processes within the
namespace that they have their own isolated instance of the global resource. Changes
to the global resource are visible to other processes that are members of the namespace,
but are invisible to other processes. There are eight namespace types, with some of the
most commonly used being process IDs, user and group IDs, hostnames, mountpoints

and network devices.

cgroups, an abbreviation from control groups, is a Linux kernel feature that limits, ac-
counts for, and isolates the resource usage (CPU, memory, disk I/O, network, etc.) of a

collection of processes.

2.1.2 Containers vs VMs

When thinking about virtualization, the first thing that comes to mind is virtual ma-
chines (VMs), where a hypervisor is leveraged to virtualize physical hardware. Each
VM contains a guest OS, a virtual copy of the hardware that the OS requires to run,
along with an application and its associated libraries and dependencies.

Containers, on the other hand, rely on virtualization at the operating system level, run-
ning on top of the host OS kernel directly. Asa result, each individual container contains
only the application along with its libraries and dependencies. The absence of the guest
OS is why containers are so lightweight and, thus, fast and portable. In other words,
they start much faster (no need for an entire OS to boot) and require a fraction of the

memory compared to VMs. They are, for all intents and purposes, just Linux processes.

2.1.3 Container Images

While a container represents a running object, a container image is a static represen-
tation that determines its execution, providing information about the containerized

filesystem structure, as well as configurations regarding the runtime execution. An im-
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age is an immutable file composed of read-only layers stacked up on top of a parent
image (also known as a base image), with each layer describing a set of differences from

the previous one on the stack.

2.2 Kubernetes

As container adoption became more mainstream as part of the modern, cloud-native
application landscape, the simplicity of a single container was quickly overshadowed by
the challenge of deploying and managing hundreds (or even thousands) of them across a
distributed environment. Thus, the need for container orchestration systems to manage
containers throughout their lifecycle emerged. The main challenges these had to address

were:

Provisioning

Redundancy

Health Monitoring

Resource Allocation

Scaling and Load Balancing

Moving between Physical Hosts

Kubernetes, an open-source project originally developed by Google in 2014 that strived
to address those requirements quickly became the de facto standard in container or-
chestration platforms. Kubernetes [9], also known as K8s, is a portable and extensible
system for automating deployment, scaling, and management of containerized applica-

tions.
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According to the official documentation [10], these are some of the features that Kuber-

netes provides:

« Service discovery and load balancing
Expose a container using the DNS name or using their own IP address. Load bal-

ance and distribute the network traffic to maintain the stability of the deployment

« Storage orchestration
Automatically mount arbitrary storage systems, e.g. local storages, public cloud

providers, and more

 Automated rollouts and rollbacks
Describe the desired state for deployed containers and have Kubernetes control

and manage the transition from the current to the desired state

 Automatic bin packing
Fit containers onto cluster nodes according to their requirements (e.g. CPU or

memory) ensuring the best use of the available resources

o Self-healing
Automatically restart containers that fail, replace containers and kill containers

that don't respond to the user-defined health checks

« Secret and configuration management

Store and manage sensitive information, such as passwords, OAuth tokens, and

SSH keys.

2.2.1 Kubernetes Cluster

When talking about Kubernetes, we are usually referring to a cluster, that is, essentially
a set of worker machines, called nodes, that run containerized applications (at least one
node per cluster). Worker nodes are responsible for executing the application workload.
The control plane, on the other hand, is responsible for managing the worker nodes.
In production environments, the control plane usually runs across multiple computers

and a cluster usually runs multiple nodes, providing fault-tolerance and high availability

[11].
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Control plane components can be run on any machine in the cluster, make global de-

cisions about it (e.g. scheduling) and are responsible for detecting and responding to

cluster events.

o kube-apiserver
The front-end of the Kubernetes control plane, which exposes the Kubernetes

APIL. Commonly referred to as just API Server or Kubernetes API Server.

etcd
Consistent and highly-available key value store used as Kubernetes’ backing store

for all cluster data.

kube-scheduler
Watches for newly created Pods with no assigned node, and selects a node for
them to run on, based on resource requirements, hardware/software/policy con-

straints, affinity and other factors.

kube-controller-manager
Runs controller processes, e.g. Node/Job/Endpoints controller. We'll dive into the
controller concept (a core pattern in Kubernetes development) in a subsequent

section.
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« cloud-controller-manager
Embeds cloud-specific control logic and allows linking the cluster into the cloud

provider’s APL

Node Components

Node components run on every node and are responsible for maintaining running pods
and providing the Kubernetes runtime environment. The kubelet, more specifically, is
an agent that ensures that containers are running and healthy according to the provided
specifications, while the kube-proxy is responsible for maintaining network rules on

nodes. Finally, a container runtime is required for containers to run (e.g. containerd).

2.2.2 Kubernetes Objects

Kubernetes objects [12] are persistent entities in the Kubernetes system, exposed and
managed through the Kubernetes API and stored in etcd. These objects serve as “records
of intent”, meaning that they describe the cluster’s desired state. At this point, it is crucial
to stress that Kubernetes is predominantly a declarative system. Simply put, describing
the intended (i.e. desired) end result is sufficient; Kubernetes will then continuously
strive to meet the specified state, proceeding to make any required correctional steps.
This would not be the case in an imperative system, where the list of steps has to be
provided instead. An example can help clarify the above concepts (the K8s jargon there

is unimportant for now):

 Declarative System: “There should be a ReplicaSet with three Pods”

- Kubernetes will ensure that a ReplicaSet with three Pods exists at all times

- If one of the Pods gets killed, Kubernetes will detect the deviation from the
desired state and create a new Pod so that the provided specifications are

met again
 Imperative System: “Create a ReplicaSet with three Pods”

- The above is a command that is executed immediately

- Kubernetes does offer this kind of imperative management as well
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Objects are defined by their kind, the Kubernetes apiVersion used to create them, meta-
data that uniquely identify them, like the name, a UID and (optionally) a namespace, as
well as their spec, which specifies the desired state. It is worth noting that living objects

also have a status field which describes their current state.

Undeniably, the most common Kubernetes objects are Pods [13], the smallest deploy-
able units of computing that one can create and manage in Kubernetes. They are groups
of (most commonly) tightly coupled containers that are co-located and co-scheduled
and share storage and network resources. Pods are designed to support multiple co-
operating containers that form a cohesive unit of service. We might have several app
containers running in a Pod, for example a main container that acts as a web server for
files in a shared volume, and a separate “sidecar” container that updates those files from
a remote source. There might also be init containers that start and complete before any

app containers.

This is a simple Pod definition in YAML format (commonly used for Kubernetes re-
sources), describing a Pod with a single container running an nginx server listening on

port 80:

apiVersion: vl
kind: Pod
metadata:
name: nginx
spec:
containers:
- name: nginx
image: nginx:1.14.2
ports:

- containerPort: 80

Individual Pods are rarely- if ever- created directly in Kubernetes, since they are meant
to be relatively ephemeral entities. Instead, we usually create them using workload re-
sources (other Kubernetes objects) such as Deployments, which represent a replicated
application in a cluster, Jobs for finite or batch tasks that run to completion or State-

fulSets when tracking state is required.
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Custom Resources

A resource is an endpoint in the Kubernetes API that stores a collection of API ob-
jects of a certain kind; for example, the built-in pods resource contains a collection of
Pod objects. Is is often the case that new data structures are required to address special
application requirements that are not covered by the existing Kubernetes resources, or
abstractions/summarizations over sets of other controlled resources. In a system as cus-
tomizable and modular as Kubernetes, it is of course possible, to extend the provided
API by adding what is called Custom Resources (usually abbreviated to CR) [14]. Once
a Custom Resource is created, its objects can be manipulated in the same way as any
Kubernetes native object.

Defining a Custom Resource can be as easy as using the CustomResourceDefinition
(CRD) API resource to specify the name and schema of the new resource. Defining
a CR, however, won't get us much further than simply allowing storing and retrieving
resources of that particular kind. In order for any additional business logic to be intro-
duced, Custom Resources are often coupled with custom Controllers in what is called
an operator pattern (more on that in the following section) to truly assimilate into the
Kubernetes declarative API, according to which (as we have hinted on before), the user
specifies a desired state and a Kubernetes Controller strives to keep the current state in

sync with that.

2.2.3 Controllers and the Operator Pattern

In the previous sections we briefly touched on the differences between declarative and
imperative systems, as well as the distinction between the desired and the actual, current
state of a Kubernetes object. The Kubernetes components charged with the responsibil-
ity of continuously driving the current state of an object towards the desired one are
called Controllers [15]. They are, essentially, control loops that watch the state of the
cluster, making or requesting (e.g. from the API server) changes where needed. A Con-
troller tracks at least one Kubernetes resource type, aiming to match its state with the
one specified in the object spec.

Kubernetes comes with a set of Controllers already compiled as part of the control
plane’s kube-controller-manager to handle core functionality, like ensuring that a group

of Pods is running as specified (i.e. the Deployment or Job Controller). It is, however,
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really common that Kubernetes has to be extended for additional functionality to be
introduced. This is often achieved through the use of Custom Resources and associated
custom Controllers, a practice known as the operator pattern, with the goal of extend-
ing the Kubernetes API- without having to modify the Kubernetes code itself- to create,

configure, and manage instances of complex applications on behalf of a Kubernetes user.

Kubemetes Sustem
ob\‘\ec’rs Resources
watch

Pod lj] Container
Controllers n [
oLume
Service

watch

iptables
rules

Figure 2.2: The Operator Pattern [16]

A good example of a Controller that we will discuss in depth in later sections is that of
the Argo Workflow Controller, which is responsible for observing the Argo Workflows
(Custom Resources) living in the cluster, creating Kubernetes resources (spoiler alert;
it is going to be Pods) to carry out tasks defined in their spec and, then, updating the
status of the Argo Workflow CRs with the produced results (e.g. task outputs).

2.2.4 Storage

Containers running with some non-trivial workload usually produce some kind of out-
put, which is, most commonly, written locally. This quickly becomes problematic, when
these containers run inside a Pod in a Kubernetes cluster, since, as far as Kubernetes
is concerned, containers are by all means ephemeral. When a container crashes, the
kubelet just restarts it. However, any on-disk files written by the old container are lost.
This only goes to show that managing storage on Kubernetes is not trivial, which is why
Kubernetes introduces the abstraction of Volumes [17] to address issues of storage per-

sistence and sharing.
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We can think of Volumes as directories, mounted under a specific path, possibly con-
taining some data, accessible by the containers running in a Pod. The specifics of how
that directory is created, the medium that backs it, its contents and its life-cycle largely
depend on the particular volume type used. There are ephemeral volumes that share
the lifetime of a Pod. However, here we will be focusing on volumes that are preserved
beyond the lifetime of a Pod, known as Persistent Volumes [18]. We will be introducing

two new API resources: PersistentVolume and PersistentVolumeClaim.

PersistentVolumes

A PersistentVolume (PV) is a piece of storage in a cluster which has been provisioned

either statically by an administrator or dynamically using a Storage Class.

StorageClass is a Kubernetes resource which allows administrators to de-
scribe the “classes” of storage they offer, with different classes possibly
mapping to different quality-of-service levels, or to backup policies, or to
arbitrary policies determined by the cluster administrators. It provides a
way for a variety of PersistentVolumes- that differ in more ways than just
size and access modes- to be offered, without exposing users to the details
of how those volumes are implemented. In later sections we will talk about

the rok storage class.

PersistentVolumes have a lifecycle independent of any individual Pod that uses them.
This API object captures the details of the implementation of the storage, be that NFS,

iSCSI, or a cloud-provider-specific storage system.

PersistentVolumeClaims

A PersistentVolumeClaim (PVC or simply claim) is a request for storage by a user.
Simply put, a PVC is to a PV what a Pod is to a cluster node; Pods consume node re-
sources and PVCs consume PV resources. More specifically, PersistentVolumeClaims
can request specific size and access modes (e.g. RWO, RWX), the same way that Pods

can request specific levels of resources (i.e. CPU and memory). A control loop in the
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master watches for new PVCs, attempts to find a PV that matches the specified PVC

requirements, and binds them together in a 1-1 mapping.

Pods access storage by using the claim as a volume. Claims, like Pods, are namespaced
and as a result must exist in the same namespace as the Pod using them. The cluster re-
trieves the claim in the Pod’s namespace and uses it to get the PersistentVolume backing

it. The volume is then mounted to the host and into the Pod [19].

A simple example is provided below of how a PVC (i.e. superImportantClaim) is bound
to a Pod (i.e. myBeautifulPod), allowing the latter to mount and access the backing PV

(i.e. aRandomVolume) under the “/var/www/html” directory.

apiVersion: vl
kind: Pod
metadata:
name: myBeautifulPod
spec:
containers:

- name: myMediocreFrontend
image: nginx
volumeMounts:

- mountPath: ’/var/www/html”
name: aRandomVolume
volumes:

- name: aRandomVolume
persistentVolumeClaim:

claimName: superImportantClaim

VolumeSnapshots

Kubernetes provides a standardized way of copying a volume’s contents at a specific
point in time, without creating an entirely new volume, through the use of snapshots.
Being able to take PVC snapshots and later restore PVCs from them, essentially recreat-
ing the state of a previous point in time or a completely different location (spoiler alert;

more on that later), is an invaluable Kubernetes feature that enables database backups,
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critical for data migrations and disaster recovery among other use-cases. For now, fa-

miliarity with the following Kubernetes resources will suffice:

VolumeSnapshotContent A snapshot taken from a volume in the cluster.

It is a resource in the cluster just like a PersistentVolume is a cluster resource.

VolumeSnapshot A request for a snapshot of a volume.

It is to VolumeSnapshotContent what a PVC is to a PersistentVolume.

2.3 Argo Workflows

Argo Workflows [20] is an open source container-native workflow engine for orches-
trating parallel jobs on Kubernetes, implemented as a Kubernetes Custom Resource
Definition (CRD). Simply put, it allows defining workflows in a Kubernetes-native way,
expressing the dependencies between tasks through the use of a directed acyclic graph
(DAG) and running them on Kubernetes where each task is a container. The most im-

portant resource in Argo is the Workflow, which serves two functions:

« It defines the workflow to be executed (Workflow. spec field)

« It stores the state of the workflow (Workflow.status field)

An example Workflow retrieved from the Argo documentation [21] is presented below
where a DAG of 4 steps, A, B, Cand D is defined. This DAG describes the dependencies
between steps. It is clear that step A has no dependencies, and as a result will run first.
Steps B and C on the other hand both depend on A and have no further dependencies.
Therefore, they can run in parallel, after A has completed. Finally, D depends on B and
C, meaning that it will have to run last, resulting in what looks like a diamond shaped

DAG.

In our example each task runs the same template, echo, providing different input param-
eters. A template is Argos way of describing what will be run, most commonly provid-
ing a container specification, defining the base image (e.g. alpine:3.7), possible inputs
and/or outputs, as well as the entrypoint command (an echo command here, printing

out the message that is received via the input parameters)
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apiVersion: argoproj.io/vlalphal
kind: Workflow
metadata:
generateName: dag-diamond-
spec:
entrypoint: diamond
templates:
- name: echo
inputs:
parameters:
- name: message
container:
image: alpine:3.7
command: [echo, ”{{inputs.parameters.message}}”]
- name: diamond
dag:
tasks:
- name: A
template: echo
arguments:
parameters: [{name: message, value: A}]
- name: B
dependencies: [A]
template: echo
arguments:
parameters: [{name: message, value: B}]
- name: C
dependencies: [A]
template: echo
arguments:
parameters: [{name: message, value: C}]
- name: D
dependencies: [B, C]
template: echo
arguments:

parameters: [{name: message, value: D}]

Having already talked about the operator pattern and mentioned that the Workflow is a
Kubernetes CR, we can suspect that a core component of the Argo Workflows architec-

ture is going to be the Argo Workflow Controller. We won’t go into much detail here,
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since we will have the chance to dive deeper in the following chapters, but we can keep
in mind that the Workflow Controller is responsible for continuously watching for new
Workflow CRs submitted to Kubernetes, parsing them to figure out and resolve any step
dependencies, creating a Pod to run each step and, as soon as it has completed, collect-
ing any outputs, updating the Workflow.status accordingly and proceeding to do the

same for the next step if needed.

2.4 Kubeflow

Kubeflow [22] is a Machine Learning toolkit for Kubernetes that aspires to make de-
ployments of machine learning (ML) workflows on Kubernetes simple, portable and

scalable.

« Portable: Run ML systems anywhere Kubernetes runs and ensure consistent be-

haviour across development, testing and production environments
o Scalable: Maximize available resources and scale with little manual effort

« Composable: Compose independent containerized components as steps in a full

ML workflow with defined inputs and outputs

2.4.1 Kubeflow Components

Instead of reinventing the wheel, Kubeflow focuses on bringing together best-of-breed,
already popular open-source systems for ML. These are exposed through a unified cen-
tral dashboard Ul and include, Notebooks, Tensorboards, Pipelines, KFServing Models,
Katib (AutoML) experiments and ML Metadata Artifacts among others. Below we will

go through some of the most interesting subsystem for the purposes of this thesis.

Notebook Servers

Kubeflow includes services for spawning and managing Jupyter notebooks [23], one
of the most commonly used development environments among data scientists, which

provides an interactive environment for code editing and execution. On top of that,
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Figure 2.3: Kubeflow Components

Jupyter notebooks allow displaying computation results, attached to the code that gen-
erated them, using rich media representations, as well as adding commentary rich text
using the Markdown markup language, making them an ideal tool for development and

collaboration.

Using the Notebook servers [24] Kubeflow component users can spin up their note-
books using either the default Docker image or custom ones that include any required
dependencies. ML frameworks and OSS Kubeflow components provide SDKs that en-

able you to write code to implement the steps in an ML workflow.

Kubeflow Pipelines

Undoubtedly one of the most important Kubeflow components is Kubeflow Pipelines
[25], often referred to by the abbreviated form, KFP, which offers a complete platform
for building and deploying portable, scalable machine learning (ML) workflows based
on Docker containers. It mainly consists of an engine for scheduling multi-step ML
workflows, exposed both through a UI and an SDK, through which data scientists can
easily define and manipulate pipelines and components (SDK), schedule runs and orga-
nize these in experiments (SDK/UI). What is a machine learning pipeline, though, and

why do we even care?

Over the past couple of decades, the explosive increase of available data, coupled with
advances towards greater compute power and affordable storage has propelled the growth
of machine learning, which has effectively invaded every major industry. It is, after all,

pretty simple; ML tools enable organizations to more quickly identify profitable oppor-
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tunities and potential risks, which almost makes them a prerequisite for success.

As adoption rises, however, a need to define strict rules and best-practices that will bring
models to production faster emerges. In an attempt to define and standardize the typ-
ical machine learning workflow, that is the process of developing, training, evaluating
and, eventually, deploying a model, we quickly realize that it is, inherently, a multi-step
process. Each step can be modelled as a distinct task, that receives some inputs and

produces some outputs. On top of that, it usually depends on previous steps.

Develop

Gather Data

Transform
Data

Build Model

Train Model Deploy Model

Test Model

Serve Model

Analyse Data

Design Model

Figure 2.4: A Typical Machine Learning Workflow

With the above in mind, we can say that a pipeline is a description of an ML workflow,
including all of the components in the workflow and how they combine in the form of a
graph. The pipeline includes the definition of the input parameters required to run the

pipeline and the inputs and outputs of each component.

In Kubeflow, a pipeline component is a self-contained set of user code,
packaged as a Docker image, that performs one step in the pipeline, e.g.

data preprocessing, data transformation, model training, etc.

An example Kubeflow Pipeline that executes some simple mathematical computations

can be seen below.
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Figure 2.5: An Example Kubeflow Pipeline

When a pipeline like the one shown above runs, the system launches one or more Pods
corresponding to the steps (components) in the workflow (pipeline). The Pods start
Docker containers, which are in turn responsible for running the user code. How is

that even possible?

Well, the answer here is fairly simple; Argo Workflows (2.3). Pipelines written using the
KFP SDK get compiled to Argo Workflows by the KFP compiler. Each Pipeline step is

translated to a Workflow task which will be run in a container.

After compilation is finished, running a Pipeline is as simple as submitting the corre-
sponding Workflow CR to Kubernetes. The Argo Workflow Controller will, then, pick
it up and handle the rest, parsing the CR, running the steps while taking care of any

dependencies and collecting the produced outputs.
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Figure 2.6: Kubeflow Pipeline to Argo Workflow

2.4.2 Persistence in Kubeflow

Kubeflow uses different stores to cover distinct parts of the application logic. This is
mostly due to its nature as a collection of independent components, which are open-
source projects developed and meant to run independently. With that in mind, it is
only natural that each service would deploy its own persistence layer, surely promoting
separation of concerns, but unfortunately also adding to the complexity of our architec-

ture.

MinIO Object Store

MinlO [26] is a high-performance Kubernetes-native, S3-compatible object store, mainly
used for storing unstructured data. It offers a filesystem-like interface, where objects are

organized in “buckets” instead of directories.
MinlO is the default KFP object store, living inside the cluster in the kubeflow names-
pace. Itis, in fact, baked into KFP and is set up as part of its Deployment, with an access
key, as well as a secret required to access it. KFP uses MinlIO to store:
« Pipeline definitions (i.e. Workflow CRs)
- Submitted by the KFP API server
« Pipeline steps logs

- Submitted by Argo steps
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o KFP artifacts passed as Inputs and Outputs in pipelines

- Submitted by Argo steps

o KFP artifacts that are submitted as visualizations

- Submitted by Argo steps

KFP API Server MySQL DB
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The KFP API server Deployment comes with a MySQL DB installation which is used

for storing complementary metadata about pipelines uploaded to KFP (not their def-

initions; these are stored in MinlO), including their name, namespace, input parame-

ters and versions, as well as information about runs, KFP experiments created to group

pipeline runs together, as well as scheduled recurring runs (jobs). Most of the informa-

tion stored here is exposed through the KFP UL
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Figure 2.7: KFP API Server DB Schema
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Machine Learning Metadata (MLMD)

ML Metadata (MLMD) [27] is an open-source project originally developed by Google
as an integral part of TensorFlow Extended (TFX) that offers a library for recording and
retrieving metadata associated with ML developer and data scientist workflows. Ev-
ery run of a production ML pipeline generates metadata containing information about
the various pipeline components, their executions, and resulting artifacts (e.g. trained
models). MLMD is meant to aid data scientists in understanding and analyzing the full
lineage of interconnected pipeline parts, helping highlight the connection between a
resulting model and the dataset, the hyper-parameters, as well as the pipeline run that

produced it.

ML Metadata comes with its own Metadata Store, offering a NoSQL-like abstraction
over an extendable storage layer that is currently implemented for SQLite and MySQL.

The store is used for registering:

» Metadata about the artifacts generated by ML pipeline steps
» Metadata about the executions of these steps

« Metadata about pipeline runs and associated lineage information

MLMD is deployed as part of Kubeflow and it is meant to be the connective tissue be-
tween the rest of its components, with proper logging and linking of metadata being
the backbone of a robust MLOps design. In standard Kubeflow installations, MySQL is
used as the database backing the Metadata Store. The main entities stored in MLMD

are:

« Context

An entity that’s meant to encapsulate others.

« Execution
An entity that executes/runs.

It can be part of one (or more) Contexts.

o Artifact
An entity that gets consumed or produced by an Execution.

It can be part of one (or more) Contexts.
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These entities are mapped to Kubeflow Pipelines concepts as shown in figure 2.8

More specifically, Contexts are mapped to KFP runs. Each pipeline run consists of a
number of steps, which is why we map Executions to KFP steps and make them part
of the Context that corresponds to the KFP run. Then each step can receive inputs and
produced outputs. As an example, we log input and output snapshots, as well as trained
models (see following sections for more) as Artifacts. We mark these as consumed or

produced by Executions (which correspond to steps) and we declare them as part of

\

Contexts (which correspond to KFP runs).

/

= — 3
= —
A — £

Figure 2.8: KFP to MLMD

Relationships between the above are expressed through the use of 3 additional MLMD
entities. We declare that an Artifact is consumed or produced by an Execution by sub-
mitting an Event. Then, thinking that a specific Artifact is attributed to the KFP run that
generated it, we have to use an Attribution to bind an Artifact to its Context. Finally,
since its pipeline step is associated with a specific pipeline run, an Association has to be

submitted to tie an Execution to a Context.

Finally, all Artifacts, Executions, and Contexts belong to some type. This type declares
the exact properties that an entity should define. Therefore, we have ArtifactTypes, Ex-
ecutionTypes, and ContextTypes, which essentially serve as schemas for their defining
entities. More specifically, <ENTITY>Type objects have a unique name and define a list
of properties with their types. Every <ENTITY> points to some <ENTITY>Type, and
it should satisfy the properties that its type indicates.
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Besides their properties, entities can optionally have additional and arbitrary custom

properties, which come with no limitations.

The entire database schema is depicted in figure 2.9, where some degree of spatial locality

is attempted for entities related to one another.
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Figure 2.9: MLMD DB Schema

What is immediately apparent from the provided schema is that the relationships de-
scribed earlier don’t actually show up on the diagram, with tables appearing discon-
nected, thus reinforcing the idea that it is after all a NoSQL database. This is due to the
fact that no Foreign Key constraints are enforced, with referential integrity relying on
the uniqueness of composite keys. This is a rather peculiar design decision that discour-

ages meddling with the MLMD MySQL data directly.

2.4.3 Arikto Enterprise Kubeflow (EKF)

Despite all of the handy features OSS Kubeflow has to offer, it does come with a set
of shortcomings. The Arrikto Enterprise Kubeflow (EKF) distribution extends the ca-
pabilities of the OSS Kubeflow platform with additional automation, reproducibility,
portability, and security features, integrating several tools in a unified solution. Some
of these tools, like Kale, Rok and Rok Registry constitute a vital component of the solu-

tion described in this thesis and will, hence, be discussed in the following sections.
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2.5 Kale

The OSS Kubeflow Pipelines platform enables data scientists to define and run complex
workflows in production environments. However, using this platform requires a level
of engineering expertise beyond that of most data scientists. OSS Kubeflow demands
containerizing pipeline components, a tedious process that often implies a significant
code refactoring aspect. On top of that, in order to leverage Kubeflow’s power, one has
to use the platform’s domain-specific language (DSL) to define their pipelines, which

can be hard and involves a lot of boilerplate code.

Kale [28], Arrikto’s Kubeflow orchestrator, aspires to overcome these limitations, pro-
viding high-level Python APIs that allow data scientists to define and run sophisticated
Kubeflow workflows, all the while using only the tools their already accustomed with;
Python code and Jupyter notebooks. To that end, Kale provides both an SDK and a GUI

in the form of a JupyterLab extension.

The Kale SDK allows users to write plain Python code and then convert it into fully re-
producible Kubeflow pipelines without making any changes to the original source code.
The JupyterLab extension, on the other hand, allows spinning off pipeline runs right
from inside a Jupyter notebook, allowing for rapid iteration and experimentation. Kale
additionally integrates with Katib to facilitate the configuration of hyper-parameter tun-
ing jobs, as well as with KFServing, enabling model serving with a single command,

helping to solve serious automation gaps in OSS Kubeflow.
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Figure 2.10: Kale

Most importantly, Kale handles data dependencies and assists data passing between
KFP steps. KFP components are, by definition, independent and standalone, promot-

ing reusability and scaling. Kale enables dependency resolution and sharing by parsing
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the pipeline DAG, identifying dependencies, serializing objects and storing them in a
shared volume which is mounted on every step (each step runs in a separate Pod, accord-
ing to the Argo Workflows mechanism). The process of data serialization, also referred
to as marshalling, is performed by Kale’s marshalling backends- designed to handle a
number of different data types (e.g. dicts)- transparently to the user at the end of each
step. Kale follows the inverse process to deserialize/unmarshal inputs at the beginning

of each step during runtime.

The above described process is further assisted by EKF’s Rok component, which we will
discuss in the next section. Leveraging Rok’s snapshotting technology Kale captures
the entire environment at the start and end of each step by taking a snapshot of the
underlying PersistentVolumeClaim, solving OSS Kubeflow reproducibility issues and
relieving data scientists altogether from the burden of having to create Docker images
to package their code and dependencies as they would have to do when running plain

KFP steps (i.e. components).

2.5.1 MLMD Integration

Kale integrates with ML Metadata (MLMD) to log Machine Learning metadata that are
produced by Kubeflow Pipelines runs. More specifically, it logs information about runs,
models, datasets, and other artifacts. Artifacts are the files and objects that form the in-
puts and outputs of the components in an ML workflow. Kale takes care of automatically
logging and properly connecting a number of Artifacts so that the user doesn’t have to

write any MLMD-specific code. Some of these are:

« Trained models
« Tensorboard logs
 Rok Snapshots (see the following section 2.6 for more information)
During runtime, Kale also takes care of creating a new Context for the pipeline run, as

well as an Execution for each step. The latter will prove extremely useful as we dive into

KFP caching in later chapters (3.3.3).
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2.6 Rok

Rok [29] is Arrikto’s proprietary data management and storage platform that natively in-
tegrates with Kubernetes through the Container Storage Interface (CSI) standard to pro-
vide advanced storage capabilities such as dynamic volume provisioning and topology-

aware scheduling, as well as snapshotting.

The Container Storage Interface (CSI) [30] is a standard for exposing ar-
bitrary block and file storage systems to containerized workloads on Con-
tainer Orchestration Systems (COs) like Kubernetes. Using CSI third-party
storage providers can write and deploy plugins exposing new storage sys-

tems in Kubernetes without ever having to touch the core Kubernetes code.

Rok provides a data management layer that provisions PVCs on Pods in a way that en-
ables directly-attached, local NVMe devices to become primary, persistent storage. Al-
though it is in the critical control path of provisioning and managing volumes, it is not
in the critical path of I/O, which flows directly via the Linux kernel and is eventually

served by the NVMe device that is directly-attached to the same physical host.

(a) Critical 1/ O path

NVMe

Figure 2.11: Rok

Rok also allows taking snapshots of local persistent volumes, without impacting appli-

cation performance, that is without interfering with the application I/O path, thanks
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to Arrikto’s Linux kernel enhancements. Rok hashes, de-duplicates, and versions snap-
shots and then stores the de-duplicated, content-addressable parts on an Object Storage
service (e.g. Amazon S3) that is close to the specific Kubernetes cluster. The inverse
procedure is also possible, with Rok allowing the restoration of a snapshot’s contents on
a new local volume. Overall, we could say that the data management layer provided by

Rok combines the performance of local storage with the flexibility of shared storage.

From a higher level perspective, we group Rok snapshots together in Rok buckets, which
contain Rok objects. Each object can have multiple versions, with each version being
the snapshot of some resource (e.g. a PVC) at a different point in time. Using the ver-
sioning capabilities of Rok, we can restore distinct resources like PVCs, or even entire

environments like Notebooks to their exact state at any point in time.
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Figure 2.12: Rok Versioning

2.7 Rok Registry

Rok Registry [31] is Arriktos proprietary solution for searching, discovering, and shar-
ing snapshots with other users, allowing the creation of private or public groups and the

definition of fine-grained access control lists (ACLs).

Rok Registry connects multiple Kubernetes clusters running Rok, no matter whether
they reside on-prem, on different cloud providers, or different regions of the same cloud
provider, into a decentralized network. It stores only references to data, not the actual
data, and allows Rok instances to sync snapshots between them by exchanging content-
addressable snapshot pieces over the P2P network, using a publish/subscribe model,
without actually being in the critical path of data syncing. When new snapshots are

created, only the changed chunks have to traverse the network.
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Figure 2.13: Rok Registry

Rok Registry helps address portability and security gaps in OSS Kubeflow, enabling
users to share and collaborate across clusters. It allows publishing buckets containing
snapshots, essentially making them discoverable by other users, who- with appropriate
authorization- can in turn subscribe to them. Rok, then, ensures that changes made by

a publisher are synced to all those subscribed to the corresponding bucket.
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Design

In this chapter we will proceed to thoroughly describe our proposed mechanism that al-
lows running Kubeflow Pipelines across multiple Kubernetes clusters, breaking it down
into distinct steps and taking a deep dive into each one of them. By the end of this chap-
ter, we will have a solid foundation of the concepts and intrinsic KFP and Argo mecha-

nisms involved in the implementation of what we like to refer to as Split Pipelines.

3.1 Overview

In recent years, machine learning has grown to become ubiquitous, invading every ma-
jor industry, from the banking sector and renewable energy fronts to the design of ad-
vanced medical equipment and self-driving cars. Hence, organizations are now surging
to get in the game, channelling enormous amounts of money into relevant research. Un-
fortunately, companies can't just throw money at data scientists and machine learning
engineers, and hope that magic happens; according to VentureBeat, 87% of data science
projects never make it to production [32]. The reason for this is that model development

is actually only one piece in the puzzle.

The truth is that a machine learning project doesn’t start with the model development.
An abundance of data is required; data that has to be thoroughly studied, explored,
cleared and preprocessed. Access to data, however, and data sharing, even within the
boundaries of a single company is usually far from trivial, due to compartmentalized or

non-uniform storing, privacy and security concerns.

171



172 CHAPTER 3. DESIGN

On the other hand, a machine learning project doesn’t end with the model development,
either. The model needs to be trained and evaluated, leading to possible reiterations on
the building stage, before being promoted to the production environment, a process
often demanding significant DevOps expertise. Then, a model served in the production
environment presents a whole new set of challenges and special requirements, which is

why it has to be continuously screened and monitored.

Data
Scientist SecOps
y Data
Engineer DevOps

Figure 3.1: The MLOps Workflow

Evidently, the process outlined above is hard and, since we can’t expect data scientists to
be IT experts, inevitably involves a number of personas, from data and ML engineers to

DevOps and security specialists, who need to effectively communicate and collaborate.

In light of these, the need for a platform that facilitates access to data and data sharing,
provides rules and guidelines to constrain the model development workflow aspiring to
enable swift iteration and experimentation and brings together all of the different per-
sonas promoting collaboration, emerges as imperative. Kubeflow attempts to offer the
solution, providing the environment and the tools required to develop and orchestrate
ML workflows on a Kubernetes cluster. Kubeflow’s current feature-set, however, may
fail to capture some interesting scenarios that are common in large enterprises: separate
clusters and deployments that target different development stages (dev, prod) or work-
flow lifecycles (process, train, serve), or provide access to limited services (data lakes,

build systems, artifact repositories) or computing resources (GPUs, HPC devices).
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In figure 2.4 we showed a typical example of a machine learning workflow, where we re-
alized its inherent multi-step nature. Up to this point, though, we have been assuming
that every step of this process runs on the same location. This can’t be true, however,
provided that each piece of the workflow (i.e. development, training, serving) is char-

acterized by vastly different requirements and, of course, specs.

o Development Location A data scientist’s laptop or shared dev cluster

- Requirements: Familiar environment, e.g. Jupyter notebooks, Python

- Specs: Restricted storage and computing resources
o Training Location A powerful cluster usually on the cloud

- Requirements: Fast and powerful, near the training data
- Specs: Specialized computing resources, e.g. GPUs/HPC devices.
Access to data lakes or artifact repositories

« Serving Location An application server or an edge-device

- Requirements: App specific requirements

- Specs: Inference close to the data source, e.g. on self-driving cars

With the above in mind, we have to update our initial diagram to reflect the distributed

nature of this workflow.

/ Dev Location g\ / Training Location Q\ / Serving Location “\

Develop

Gather Data

Transform
Data

Analyse Data

Design Model

Build Model

Train Model

Deploy Model

Serve Model

Test Model

AN AN J

Figure 3.2: A Typical Machine Learning Workflow: Revisited
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Based on the above, in the following sections we are going to propose and describe a
mechanism that will allow us to run different parts of the machine learning workflow
on distinct locations using Kubeflow. From now on, we will refer to this mechanism as

Split Pipelines.

3.2 Split Pipelines

As previously established, different parts of a machine learning pipeline have different
requirements, so it only makes sense that we would want to run each of them on a dif-
ferent location in an attempt to better satisfy these requirements. For the purposes of
this thesis, we will be using the term location to refer to a Kubernetes cluster, where
Kubeflow is deployed along with Arrikto’s proprietary stack. In other words, each lo-
cation is running Arrikto’s Enterprise Kubeflow solution, that is essentially Kubeflow
(2.4) with the automation treats of Kale (2.5) and the data management services of Rok

(2.6) underneath.

Our goal is pretty simple; we want to develop a single pipeline, but have model training
run on one location and model serving on another. In order to describe the proposed
Split Pipelines mechanism, we will use a common ML pipeline consisting of 5 steps as
an example. The pipeline schematically depicted below loads a dataset (it could also
perform any preprocessing transformations there) and splits it to the training and test
sets. Model training and evaluation follows, before the model is served, that is, deployed

in a production environment, ready to be probed and perform inference.

N 43M|N|o st N

Y

Location C

Location A Location B

17 1% - 7
» » » (<
load-data — split-data train-model evaluate-model

Y,

[y

\ — T argo
55 AMINIO i L

Figure 3.3: Kubeflow Pipeline Split Across Three Locations
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The above pipeline can be developed using Kubeflow (or Kale) and run on a single lo-
cation without any fuss. The situation grows significantly more complicated, however,
if we start thinking about splitting its execution up between distinct locations. Steps
have inputs and outputs, which of course suggests that they have dependencies on each
other. What is the mechanism that renders Split Pipelines feasible, then? What are
the dependencies between the pipeline steps? Where are they stored? How can we sync
them across locations? These are the core questions that we will address in the following

sections.

3.2.1 Defining the Mechanism

Defining the mechanism is rather straightforward; Split Pipelines is, essentially the com-

bination of three distinct steps:
Split Pipelines = Early Stopping + [Meta]Data Syncing + Caching

The premise is simple; if we run a pipeline step on Location A, collect anything it pro-
duces and transfer it to Location B, there is no reason that this step should have to run
again on Location B. This is based on the core assumption that a pipeline step that runs
the same code with the given set of inputs, should produce the same output. With that
in mind, we will show that if we sync all the produced outputs, various dependencies
and artifacts across locations, downstream pipeline steps can run successfully, without

the need for preceding steps that have already completed on another location to rerun.

Early Stopping

Stop the pipeline run early;
don't let it complete, e.g.
interrupt run after first 2
steps have completed

[Meta]Data Syncing

Sync (i.e. transfer) all necessary 6
data and metadata between
Locations

Caching

Rely on KFP caching to avoid
rerunning steps that have
already completed on some
previous Location

Figure 3.4: Split Pipelines Mechanism
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Fortunately, KFP comes with its very own caching mechanism which detects steps that
have previously completed successfully and directly retrieves their outputs from an in-
termediate storage layer, without having to repeat their execution. Therefore, our goal
can be translated to getting KFP caching to work in a “distributed” fashion, essentially
simulating the effects of a step run. In other words, we will have to transfer both the
corresponding caching data, which will lead KFP to decide that the step has run before,
and the actual output data produced by the step, which are required for the downstream,

dependent ones to start and complete successfully, to the target location.

Figure 3.4 schematically captures the entire mechanism, which is looks like this in prac-

tice:

Algorithm 1 Split Pipelines

Ensure: KFP running on all Locations
Require: Upload same pipeline on Location A and Location B
1: Start pipeline run on Location A
Require: Let some steps execute
2: Interrupt the pipeline run using early stopping
3: Transfer caching metadata and step output data from Location A to Location B
Ensure: Syncing has finished

4: Start pipeline run on Location B
« Steps that have already completed on Location A show as cached

« The remaining steps start and complete successfully

3.2.2 An E2E Example

In this section we will walk through the complete run of the example pipeline shown
in figure 3.3, in order to establish a solid understanding of the entire procedure from a
high-level perspective before diving deep into the intrinsic details. We are going to be
running the familiar 5-step ML pipeline presented above to preprocess the input data on
Location A, perform model training and evaluation on Location B and finally serve the
model on Location C. All three Locations are running the Arrikto Enterprise Kubeflow

solution.
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o Step 1
As a first step, we need to upload the pipeline to KFP on all three Locations. We
can do this either using the KFP SDK or the KFP UL It is very important that the

exact same pipeline definition is uploaded on all Locations.
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Figure 3.5: Step 1: Upload Pipeline on all 3 Locations

o Step 2
After the pipeline has been uploaded we can trigger a run on Location A. We
can do this either using the KFP SDK or the KFP UI The first 2 steps run and
complete successfully (showing as green on the diagram). After split-data has
finished, the pipeline run is interrupted, thus the following steps are shown as

grey in the diagram. We will discuss the design of early stopping in a later section

(3.5).
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Figure 3.6: Step 2: Start Run on A + Use Early Stopping
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o Step 3

At the end of the previous step, split-data has completed its execution producing
the preprocessed train and test datasets. These would normally be used as inputs
to the immediate next step that trains the model. In our case, however, these
outputs, along with a series of metadata and other dependencies that we will be
investigating in depth in the following sections (3.3.2 and 3.3.3), have to find their
way to Location B, in order for caching to work. That’s exactly what happens next,

with the syncing mechanism that we will describe in the relevant section (3.4).
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Figure 3.7: Step 3: Sync [Meta]Data from A to B

o Step4

After syncing has finished, we can start a run on Location B. Given that the re-
quired metadata are now present locally, KFP will detect that the first two steps
have already run and their execution will therefore be skipped. The step outputs

will, instead, be retrieved directly from the cache.

The above is crucial to the legitimacy of our design, since retrieving cached results
merely requires a fraction of the time it would normally take for a new Pod to be
initialized and a pipeline step to be run. This overhead simply can’t be ignored,
especially in enterprise-grade circumstances. Suffice it to say, a step like train-
model is usually expected to process an enormous amount of data and perform

severely demanding computations, time and resource-wise.
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With the necessary outputs from the first 2 steps retrieved from cache, KFP can

proceed to run the next steps to train and evaluate the model, again employing

early stopping to interrupt the run before the last step starts. Cached steps are

coloured yellow here, so that we can distinguish them from the ones that actually
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Figure 3.8: Step 4: Start Run on B + Find Cached Steps + Use Early Stopping

o Step 5

The following step should be pretty obvious by now; model training and eval-

uation has finished, producing the model as output, therefore we need to sync

the necessary data to Location C like we did before, in order for the process to

complete with the deployment of the model.
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Figure 3.9: Step 5: Sync [Meta]Data from B to C



180 CHAPTER 3. DESIGN

o Step 6
After data syncing has finished, we can start the pipeline run on Location C. This
time, the first four steps will be cached. Thus, KFP will skip them and retrieve

their outputs from cache before proceeding to run the final step, which concludes

the pipeline run.

/ Location A \ / Location B Location C \
o k -~
q Thefirst4 4
load-data  * steps are load-data

cached! i

® ( {
split-data AL Ad split-data ™S L split-data &
Sync ’ Sync ) l :
Data -~ Data 3

-

load-data 1

Uf

i~
— ( : (¢ e (¢
train-model ‘ train-model L train-model
[ ‘ - -
l -~ BRN(© 5ot eegiovry] , l ’f‘
p p
evoluate—mode1‘ L evaluate-model™ evaluctte—mode1‘

{

R
| S —
. il - i .
( (¢ ( » »
serve-model serve-model serve-model
. J ) -,

Figure 3.10: Step 6: Start and Complete Run on C

3.3 Investigating Dependencies

In this section we will be performing a deep dive to investigate the internals of KFP and
Argo, the underlying workflow execution mechanism, in order to shed some light on
the nature of the inter-step dependencies we mentioned earlier and establish a concrete
understanding of KFP caching. To this end, we will be taking a step back, defining a
super simple 2-step pipeline with Kale, seeing how that is translated to an Argo Work-
flow by the KFP compiler and using that as an example to explore the core data passing

concepts and runtime mechanisms.

3.3.1 Running Kubeflow Pipelines with Kale and Rok

Kubeflow and KFP in particular provide really powerful tools that aid data scientists in
deploying Python code as pipelines, series of steps run on Kubernetes, leveraging the
container-native mechanism of Argo Workflows. However, developing pipelines using

the KFP SDK is cumbersome, involving a lot of boilerplate code, and additionally still
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requires a certain level of expertise, both on the DevOps side (e.g. asking data scientists

to build images to package their code and dependencies) and on the KFP DSL front.

These are the problems that Kale in conjunction with Rok aspires to solve. Using the Kale
SDK, data scientists essentially don’t have to make any changes to their Python code,
apart from adding annotations to designate the functions that will be translated to KFP
steps. Below we present a simple Python script written with the Kale SDK that comprises
2 steps (annotated accordingly) that are combined in the main pipeline function, which
is annotated accordingly. The step functions should be self-explanatory, with the first
one (i.e. addition) receiving 2 integers and returning their sum, and the second one
(i.e. mult) receiving 2 integers and returning their product. The resulting pipeline, as
defined inside the ml-pipeline function, receives 2 integers, calculates their sum, which
it then triples. For instance, if we provide 6 and 8 as pipeline inputs (these are the default

values), the result will be 42 at the end.

from kale.sdk import pipeline, step

@step(name="addition”)
def add(a: int, b: int) -> int:

return a + b

@step(name="multiplication”)
def mult(a: int, b: int) -> int:

return a * b

@pipeline(name="example-pipeline”, experiment="split-pipelines”)
def ml_pipeline(a: int = 6, b: int = 8):

29090

»»”Run the ML pipeline.

sum = add(a, b)
res = mult(3, sum)
if __name__ == ”__main__”:

ml_pipeline()
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Pipeline and Steps

In the above example we defined a machine learning pipeline using the Kale SDK. More
specifically, after writing the code, we annotated functions that we want to run as pipeline
steps with the @step annotation. Behind the scenes, when the script is run, Kale in-
stantiates a Step object that holds all the information required to convert it into a KFP
component that will be part of the resulting Kubeflow Pipeline, including the step name
and implementation, its inputs and outputs, Kale’s marshalling logic that wraps the user
code deserializing the values it reads and serializing the ones it produces, as well as the
Docker image, along with the entrypoint and CLI arguments to eventually run the Argo

Workflow container that will be created to execute the step.

Apart from the step functions, we have created a @pipeline annotated function that,
essentially, brings together the pipeline steps, defining the pipeline graph of dependen-
cies. It is worth mentioning that, since the sole purpose of this pipeline function is for
users to represent their ML workflow, writing arbitrary Python code inside it is not sup-
ported. In fact, the Kale DSL only supports a basic set of Python expressions, including

step function calls, assignments, simple conditional statements and for-loops.

Pipeline Compilation

Having developed our pipeline script, we can deploy it to run as a Pipeline on Kubeflow

by invoking Kale through the command line and providing the script as an argument:

$ python3 -m kale pipeline script.py --kfp

Kale is then responsible for generating the pipeline DAG. More specifically, it starts by
creating the step objects and, subsequently, proceeds to validate the pipeline DSL and
configure the volumes that will be mounted to each step, as well as the Docker image that
these will run, the absolute working directory and the path where marshalled outputs

will be stored, before registering the steps to the pipeline.

At this point, Kale has all the information it needs to compile the machine learning
workflow into a KFP pipeline. Each step is, initially, converted to a KFP component,

which designates the step name, implementation, inputs and outputs. Following that,
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Kale combines these components into a pipeline and invokes the KFP compiler to trans-
late that into an Argo Workflow definition. This definition is a Workflow CR, consisting
of tasks that correspond to the generated KFP components, which can be submitted to
Kubernetes, effectively executing the pipeline (an introduction to Argo Workflows can
be found in the corresponding Background section, 2.3). We will have a chance to thor-

oughly inspect the resulting Argo Workflow in the Data Passing section(3.3.2).

Marshalling

Before moving any further, it is worth shedding some light on the fundamentals of a
core Kale feature that will come in handy later; marshalling. The Wikipedia definition

is, actually, spot on:

In computer science, marshalling or marshaling (US spelling) is the pro-
cess of transforming the memory representation of an object into a data
format suitable for storage or transmission. It is typically used when data
must be moved between different parts of a computer program or from one

program to another. [33]

Marshalling in Kale is, essentially, a mechanism to seamlessly pass data between pipeline
steps, which utilizes a shared folder where Kale can serialize and deserialize data when
steps attempt to read and write their inputs/outputs. Kale implements a number of mar-
shalling backends to handle serializing and deserializing different types of data to/from
files. But how does it all work? We will try to provide a high-level description here,
steering clear of most of the data passing intrinsic details, which we will investigate in

the next section.

At runtime, when an Argo step starts executing, a container is run inside the corre-
sponding Pod, with the entrypoint command and CLI arguments defined on the Work-
flow task. When running pipelines with Kale, the entrypoint is essentially an invocation
of Kale with some arguments that designate the name of the step to be run, along with
its inputs and outputs. Kale will attempt to load the step’s input values, first. These
might be plain values passed as arguments (in which case no further steps are required)

or marshalled data, which have to be read from the shared directory and deserialized
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before being fed to the user code that is oblivious of the entire mechanism. Files paths
corresponding to marshalled data are distinguished by a special kale-marshal: string

that Kale prepends to the actual path.

Marshalled inputs are deserialized by Kale’s marshalling backends and fed to the user
code. This is just the plain Python function that the user earlier annotated with the
@step decorator. Step outputs can be returned either as plain strings or marshalled data,
in which case, Kale will call on a suitable backend to serialize the result into a file, the
path to which- prepended by the kale-marshal: prefix- will be returned as the output
value. Eventually, thanks to some magic performed by Rok’s data management platform
(well, not actual magic, we will explain everything shortly), marshalled data find their

way to the following pipeline step, where the same runtime procedure takes place.

Step1
Argo Step starts executing
Kale is invoked in

Marshal the entrypoint
prefix? command

Step 2
Kale marshal backends
deserialize marshalled inputs

File path
returned
instead
of value

Step 3
Step code executes

Moving files ”E“
Step 4 between steps?

Kale serializes and writes
output to file

Figure 3.11: Kale Marshalling Mechanism
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Volumes

In the previous sections we caught a glimpse of how Kale simplifies the deployment of
machine learning pipelines by abstracting most of the KFP and Argo internals, allowing
the data scientist to focus on developing their code. Towards this end, Kale additionally
alleviates the need for manually building Docker images to package the code, as well as

its dependencies, harnessing the power of Rok’s data management platform (2.6).

When Kale is invoked through the command-line (same principles apply for the Jupyter-
Lab extension as well) to run a pipeline, it calls on Rok to take a snapshot of the volumes
attached to the environment it’s running in (e.g. a Jupyter notebook). We will often refer
to these as simply PVC snapshots. Kale subsequently provisions a clone of each of these
volumes, to be mounted on every Pod that Argo will create to run a pipeline step. More
accurately, what Kale does, is add these volumes to the volumeMounts list of each Argo
task created during compilation, which will make its way to the Pod definition that is

created for each task after the Workflow CR has been submitted to Kubernetes.

The above mechanism ensures that the exact environment available at the time Kale
is initially invoked, including the user code (i.e. the pipeline script) and any installed
libraries (including Kale of course) will find its way to each Pod created to execute a
step of the pipeline. Additionally, transparently to the user, Kale takes PVC snapshots at
the start and end of each step (we usually call these step auto-snapshots). This feature
is of course invaluable for development and debugging, allowing users to reproduce
the exact state of their environment at any point in time. Most importantly, however,
in conjunction with Kale’s marshalling mechanism, it is an essential part of performing

data passing between steps, which we will be exploring in depth in the following section.

3.3.2 Data Passing

The level of abstraction that KFP and, even more so, Kale provides in the development of
ML pipelines can be deluding, misleading users into believing that running these work-
flows is as straightforward as running a Python script locally. This is hardly the case,
however, since, as we have already mentioned, a pipeline step is mapped to a Kuber-
netes Pod at runtime, which means that pipeline runs are distributed computations by

definition, presenting some major challenges. Scheduling steps, monitoring their exe-
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cution, collecting the results and reporting back to the user (e.g. through the upstream
app interface, KFP for instance) are all vital parts of the process, mainly performed at

the Kubernetes level by the Argo Workflow Controller.

Nevertheless, in this section we will be focusing on another challenge, which happens
to be both a crucial part of running Kubeflow Pipelines and the key to exposing and
understanding inter-step dependencies, bringing us a step closer to Split Pipelines. We
will, thus, be dissecting the data passing mechanism that allows passing values and files
between steps (i.e. Pods) following a bottom-up approach; we will start from the way
that Argo Workflows defines and implements it, before proceeding to explore the way it

surfaces through KFP and Kale.

Argo Workflows

In order to fully grasp the way data passing works in Argo Workflows, it is first and
foremost important to establish a solid foundation of the Argo mechanism as a whole,
starting from the Workflow CR itself. Throughout this section we will be using the
pipeline from 3.3.1 as an example. When we invoked Kale, providing the Python script
as an input to run the pipeline on KFP, Kale first proceeded to compile it to an Argo

Workflow as previously described. The resulting Workflow CR is provided below.

For visualization purposes, parts of the Workflow have been omitted. More specifically,
we have dropped the CR metadata comprising annotations and labels added by KFP,
which are not of particular interest at this point, as well as the templates corresponding to
the pipeline steps. The latter are extremely important and we will, therefore, investigate
their structure separately. For the time being, we will be focusing on the Workflow
entrypoint which is the pipeline DAG template (i.e. example-pipeline) that binds the
rest of them together.

apiVersion: argoproj.io/vlalphal
kind: Workflow
metadata:
[...]
spec:
entrypoint: example-pipeline
templates:
[...]
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- name: example-pipeline

inputs:
parameters:
- {name: a}
- {name: b}

- {name: rok_split_a_workspace_z8xrq_url}
dag:
tasks:
- name: create-volume-1
template: create-volume-1
arguments:
parameters:
- {name: rok_split_a_workspace_z8xrq_url,
value: ’{{inputs.parameters.rok_split_a workspace_z8xrq_ url}}’}
- name: addition
template: addition
dependencies: [create-volume-1]
arguments:
parameters:
- {name: a, value: ’{{inputs.parameters.a}}’}
- {name: b, value: ’{{inputs.parameters.b}}’}
- {name: create-volume-1-name,
value: ’{{tasks.create-volume-1.outputs.parameters.create-volume-1-name}}’}
- name: multiplication
template: multiplication
dependencies: [addition, create-volume-1]
arguments:
parameters:
- {name: addition-out,
value: ’{{tasks.addition.outputs.parameters.addition-out}}’}
- {name: create-volume-1-name,
value: ’{{tasks.create-volume-1.outputs.parameters.create-volume-1-name}}’}
arguments:
parameters:
- {name: a, value: ’6’}
- {name: b, value: °8’}
- {name: rok_split_a_workspace_z8xrq_url,
value: ’http://rok.rok.svc.cluster.local/swift/vl/kubeflow-user/notebooks/
split-a-0_split-a-workspace-z8xrq?version=52a2c3e9-4ace-403c-8679-54651692ea2a’}

serviceAccountName: pipeline-runner
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Focusing on the example-pipeline template from the above Workflow, we get a pretty
clear overview of the entire pipeline. More specifically, it defines its name and inputs, as
well as the full graph of step dependencies (i.e. dag.tasks). This is where things start
to get interesting. When we wrote our Python code, we explicitly defined two pipeline
steps, addition and multiplication. Notably, the list of tasks shown on the Workflow,
however, contains three, with both of the user defined steps apparently depending on a

create-volume-1 one.

Peculiar at first as it might feel, this should not come as much of a shock; as described
in 3.3.1, Kale creates a clone of the user’s working environment backing volume, which
it then mounts to every step, so that steps, running in different Pods by definition, can
essentially share an environment (code, library dependencies, marshalled data). With
that in mind, it is easy to deduce that create-volume-1 is a step that Kale injects to the
Workflow to handle creating a cloned volume from the user’s workspace snapshot. It
is worth noting that, if multiple volumes (e.g. separate workspace and data volumes)
were mounted on the original working environment where the compilation/run was
triggered (and thus Rok snapshots were taken), a distinct create-volume-x step would

be created for each one of them.
Step Dependencies

The pipeline DAG included in the corresponding Workflow template, most importantly,
exposes all step dependencies. If we pay closer attention to our example DAG, we will
notice that there are two types of dependencies; steps might depend either on pipeline
input parameters or on the outputs of previous steps as depicted in the left and right

diagrams in figure 3.12, respectively.

In our case, for instance, create-volume-1 depends on the pipeline input that corre-
sponds to the workspace volume snapshot URL, rok_split_a_workspace_z8xrq_url,
while addition depends on the pipeline inputs a and b, the integers it is meant to add.
On the other hand, both addition and multiplication depend on the output of create-
volume-1, which is going to be the created volume that will be mounted on the steps,
while multiplication additionally depends on the output of addition, which in our ex-
ample will be multiplied by 3. Up to this point, we have seen what these dependencies
look like from a high-level perspective. In order to really know how each of these values

is used by a step, however, we have to zoom into the corresponding step template.
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— example-pipeline.yaml example-pipeline.yaml
inputs: \ ( inputs: \

parameters:

parameters:

- {name: a} - {name: a}

- {name: b} - {name: b}

- {name: rok_split_a_workspace_z8xrq_url} - {name: rok_split_a_workspace_z8xrq_url}
dag, dag:

t‘lks: tasks:

-|name: create-volume-1
template: create-volume-1
arguments:
parameters:
- {name: rok_split_a_workspace_z8xrq_url,

w{ create-volume-1
template: create-volume-1
arguments:
parameters:
- {name: rok_split_a_workspace_z8xrq_url,

value: '{{inputs.parameters.rok_split_a_workspace_z8xrq_url}}'} value: '{{inputs.parameters.rok_split_a_workspace_z8xrq_url}}'}
- |name: addition name{ addition

template: addition
dependencies: [create-volume-1]

template: faddition
dependenciles: [create-volume-1]

arguments: arguments:|
parameters: parameteps:
“{{inputs..p: .a}}'} - {name:| a, value: '{{inputs.parameters.a}}'}
+—{{Inputs. b}}'} - {name:| b, value: '{{inputs.parameters.b}}'}
- {name: create-volume-1-name, - {name:| create-volume-1-name,
value: '{{tasks.create-volume-1.outputs.parameters.create-volume-1-name}}'} valud: '{{tasks.create-volume-1.outputs.parameters.create-volume-1-name}}'}

- name: multiplication
template: multiplication
dependencies: [addition, create-volume-1]
arguments:
parameters:
- {name: addition-out,

- name: multiplication
template: fnultiplication
dependenciks: [addition, create-volume-1]
arguments:|
parameters:
- {name:| addition-out,
value: '{{tasks.addition.outputs.parameters.addition-out}}'} valug: '{{tasks.addition.outputs.paraneters.additi 1)

- {name: create-volume-1-name, - {name: create-volume-1-name,
value: '{{tasks.create-volume-1.outputs.parameters.create-volume-1-name}}'} value: '{{tasks.create-volume-1.outputs.parameters.create-volume-1-name}}'}

Figure 3.12: Pipeline Steps Depend on Pipeline Inputs or/and Step Outputs

The Step Template

In order to understand what the dependencies described above imply for the execution
of each step, we will have to zoom into the step template. Here, we will focus on the
multiplication step, with the same principles applying everywhere. Once again, we will
be skipping the metadata part of the template which contains KFP specific annotations

and labels, unlikely to concern us.

In studying this step template, it only makes sense to start from recalling how it came to
be in the first place. As analyzed in the Pipeline Compilation section (3.3.1), Kale first
builds KFP components that carry all the information around their inputs, outputs, as
well as their implementation, including an image, entrypoint command and required
CLI arguments. From the compilation of these KFP components, a list of Argo tasks is
generated, each with its own template, containing all the information required for Argo
to run the corresponding step on Kubernetes. One of these templates is multiplica-
tion, responsible for executing the mult function from our pipeline_script.py example,

meant to triple the output of the previous step.

With the above in mind, we can proceed by taking a look at the multiplication step’s
inputs. According to the template, these are actually two; addition-out and create-
volume-1-name. At this point we don’t really know of what use these are going to be
to the step, in spite of their names being pretty descriptive and our example being fairly
straightforward. We will learn more as soon as we move to the other template sections,

but, for now, keeping in mind that multiplication expects two inputs, will suffice.
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Having talked about the inputs, we can focus on the container section, a dictionary
holding the step’s implementation; the base image, the entrypoint command with the
corresponding CLI arguments, the mounted volumes and information relevant to the
runtime environment. In our case, the image was automatically deduced by Kale at
the time of compilation and it corresponds to an Arrikto provided image for Jupyter

notebooks.

- name: multiplication
container:
args: [--in, a, ’3’, --in, b, ’{{inputs.parameters.addition-out}}’, --out, out,
/tmp/outputs/out/data]
command: [python3, -u, -m, kale, pipeline-script.py, --step, multiplication]
env:
- {name: PYTHONUNBUFFERED, value: °1’}
image: gcr.io/arrikto/jupyter-kale-py36@sha256:dd3f92[...]
securityContext: {runAsUser: 0}
volumeMounts:
- {mountPath: /home/jovyan, name: create-volume-1}
workingDir: /home/jovyan
inputs:
parameters:
- {name: addition-out}
- {name: create-volume-1-name}
outputs:
parameters:
- name: multiplication-out
valueFrom: {path: /tmp/outputs/out/data}
artifacts:
- {name: mlpipeline-ui-metadata, path: /tmp/mlpipeline-ui-metadata.json}
- {name: multiplication-out, path: /tmp/outputs/out/data}
metadata:
[...]
volumes:
- name: create-volume-1

persistentVolumeClaim: {claimName: ’{{inputs.parameters.create-volume-1-name}}’}

Equally important for the container that will be created to execute the step, is the infor-
mation concerning any volumes that should be mounted on the corresponding Pod; this

can be found under volumeMounts. More specifically, volumeMounts defines the path
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inside the container where each named volume will be mounted. But what do these vol-
ume names map to? Familiarity with YAML files in Kubernetes makes it easy to deduct
that these refer to the volume names found under the template’s volumes list. In our
example, there is only one volume, create-volume-1, which is supposed to be mounted
under /home/jovyan/ inside the container. Most notably, however, the actual volume
that will be mounted on the Pod is retrieved from the Persistent Volume Claim name
returned by the create-volume-1 step, effectively justifying the dependency of the mul-

tiplication step on create-volume-1.

Having determined the container environment configuration, the only piece missing is
the entrypoint command and relevant CLI args, which define what will run at runtime.
The first major observation is that the entrypoint invokes Kale passing the Python script
containing the user code, the same way we saw before (3.3.1), while additionally pro-
viding the name of the step to be run. What this means, essentially, is that the step will
run Kale code. Kale will parse the script again, to determine the function mapped to
the desired step, which it will run, providing any appropriate inputs. These are fetched

from the list of args that is appended to the base command.

In our case, the mult function expects two input arguments, the integers a and b. Parsing
the (Kale specific) list of -in args, Kale will determine the values mult should be called
with. Here, a has a constant value of 3, known at compile-time, since 3 is hardcoded in
our script (i.e. itis not a step dependency). On the other hand, b has a placeholder value
pointing to inputs.parameters.addition-out. This is a dependency on the previous
step, addition, which will have to be resolved at runtime, as soon as the output of that

step (i.e. the produced sum) is known.

The last piece of the puzzle are the template’s outputs. We can see that it is possible to
have two kinds of outputs, parameters and artifacts with our example step produc-
ing both. Any confusion around the two alternatives will be sorted out in the following
section. In order to conclude the template exploration, however, it should suffice to note
that the output (i.e. multiplication-out) of the Kale-wrapped user code will be written

in a file (i.e. /tmp/outputs/out/data).
Parameters vs Artifacts

As mentioned above, Argo Workflows support two alternative methods of data passing;

parameters [34] and artifacts [35]. Each of these comes with a mechanism for passing
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data between steps of a workflow. In other words, they provide different solutions to
the challenge of transferring the output of a step to the input of another. Apart from
the discrepancies in the mechanism, which we will delve into shortly, the two methods
are quite different semantically. Parameters most commonly represent trivial kinds of
data that are, additionally, small in size. This can include numbers and short strings
like file paths, for example. Artifacts, on the other hand, might represent anything from

complex data types to unstructured blobs of data.

The distinction described above is further reinforced by the disparate approaches de-
ployed by Argo internally to support handling parameters and artifacts. More specifi-
cally, parameters, being trivial, short and easily serializable, are stored by value, directly
on the Pod’s annotations. Simply put, as soon as a step running in a Pod finishes its
execution- assuming that it is supposed to return a result- its output is retrieved by an-
other process running in the same Pod and is written on the Pod’s annotations. The
Argo Workflow Controller subsequently picks this up and updates the Workflow CR
status accordingly. In the event that this output is required by a following step, the Con-

troller will simply copy the value from the Workflow status to resolve the dependency.

Of course this approach has a pretty obvious drawback; information held directly on
a Kubernetes object (e.g. status, annotations), is stored in etcd, Kubernetes’ managed
store, meaning that it has to abide by the limitations Kubernetes enforces. Annotations,
for instance, have a size limit of 256kB (anything over that limit is trimmed) and are
stored as strings. Therefore, it is imperative that they are relatively short and easily se-

rializable.

On the other hand, artifacts are stored and retrieved from a configured external object
store, packaged as Tarballs and gzipped by default. In the case of Kubeflow installations,
the default object store is none other than MinlO (2.4.2). At the start of a step’s execu-
tion, input artifacts are loaded from the external store and are unzipped so that they can
be read by the step’s user code. If a step produces output artifacts, the corresponding
outputs are properly packaged and stored at the object store. Then, the key (e.g. path in
the object store) to access them is written on the Pod’s output annotations and handled
by the Workflow Controller in the exact same fashion as output parameters, since these

keys are just strings, most commonly representing file paths in a store.

In order to describe the differences between parameters and artifacts above we, in-
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evitably, had to touch on some Argo intrinsic mechanisms. It is crucial that we focus
on the bigger picture here, establishing some context on the fundamental differences
between the available data passing methods. In the following section we will have the
chance to investigate Argo’s runtime mechanism at length and, hopefully, clarify parts

of the narrative that were deliberately kept vague.
Argo Runtime Mechanism

Up to this point, we have covered a lot of ground. We have investigated the Workflow
Custom Resource, examining its structure and we have dived into the step templates,
the backbone of Argo’s mechanism, connecting pipeline steps with Argo tasks that will
be executed as Pods on Kubernetes. Additionally, in the Parameters vs Artifacts section
above, we had the chance to briefly touch on some fundamental data passing concepts.
As a result, we are now ready to do a comprehensive walkthrough of Argo’s runtime
mechanism, bringing all of the information from the previous sections together. The
process described here is graphically depicted in the diagram below (figure 3.13). We

will be using the numbered steps from the diagram for reference throughout.

Our scenario starts with a Workflow CR submitted to Kubernetes. It does not really mat-
ter how this CR came to be; it could be that the user manually developed their Workflow
and submitted it for execution using the Argo CLI. Alternatively, keeping in mind that a
Workflow is essentially a Kubernetes resource (see Custom Resources 2.2.2), the YAML
describing it can also be submitted in a Kubernetes-native way (e.g. using kubectl, K8s
CLI tool). Of course, as we have already established, the easiest way to create a Work-
flow, without meddling with images, having to worry about data passing or even strug-

gling with KFP’s DSL, is through Kale.

Following the operator pattern described in 2.2.3, Custom Resources meant to provide
additional functionality (i.e. not just serving as fancy data structures), usually come
with an associated controller charged with watching for any changes in the state of its
assigned set of resources. In this case, the Argo Workflow Controller detects the creation
of a new Workflow object and attempts to reconcile it, i.e. carry its execution through,
in particular. The Controller parses the submitted Workflow to create an internal DAG,
where each node essentially corresponds to a task (or step) to be run. More specifically,
it determines the dependencies between the defined tasks, and continuously tries to

resolve them by scheduling tasks that do not depend on any unfinished ones.
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The Template Annotation

For each task on the Workflow DAG, the controller holds an internal representation of its
corresponding template (see The Step Template 3.3.2, above). As we have already seen,
steps with external dependencies include placeholders in their task templates, which
have to be resolved at runtime, as soon as the required values become available. When
every step in the dependencies list of a task has successfully completed (or the list was
empty in first place, as is the case with the workflow step(s) executed before every other),

the Controller determines that it can now schedule that task.

Before doing that, it will retrieve the results of any depending tasks (we will talk about
where these are stored later) and replace the magic placeholder strings, rendering a step
template that now contains actual values and all the information required for the step
to run. In addition to the fields already included in the original template, Argo appends
a dictionary (i.e. archivelocation) containing access information for the configured
artifact stored, including its endpoint, required access/secret keys, as well as the key (i.e.
path) to the input artifacts. This information is usually retrieved from a ConfigMap (i.e.

a Kubernetes object) in the managed namespace.

Based on the rendered template, the Argo Workflow Controller generates the Pod spec-
ification (i.e. PodSpec) for the Pod that will house the step execution. This contains a
list of containers responsible for different parts of the mechanism that we will describe
shortly, as well as any metadata found on the template, usually written by upstream apps
(e.g. KFP, Kale) to help at runtime. The main container, charged with running the user
code of the step is based off of the container spec part of the template, defining the base
image, entrypoint command, CLI arguments, mounted volumes and other environment
configurations, with any values originating from previous steps now hardcoded on the

specification.

Finally, before submitting the Pod to Kubernetes, the rendered step template, which
uniquely describes a step execution is added as an annotation to the Pod. This is going
to be a vital part of the KFP Caching mechanism that will be explored in following
sections (3.3.3) and, for this reason, we include an example of this annotation below (i.e.
workflows.argoproj.io/template), as retrieved from a running Pod executing the
multiplication step of our example pipeline. Like before, we have omitted the metadata,

since they are of minor significance for the current discussion.
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// The workflows.argoproj.io/template annotation
{
”name”: ”multiplication”,
?inputs”: {
»”parameters”: [
{
”name”: ”addition-out”,
»value”: »14”
}s
{

”name”: “create-volume-1-name”,

»value”: “example-pipeline-c8hzn-split-a-workspace-z8xrqg”

1
1,
outputs”: {
»”parameters”: [
{
”name”: ”multiplication-out”,
»valueFrom”: {

»”path”: *”/tmp/outputs/out/data”

}
}
1,
?artifacts”: [
{
*”name”: ”mlpipeline-ui-metadata”,
»”path”: ”/tmp/mlpipeline-ui-metadata.json”,
»optional”: true
b
{
*”name”: ”multiplication-out”,
»”path”: ”/tmp/outputs/out/data”
}
]
3

”metadata”: {

»annotations”: {[:]}

»?labels”: {[:]}

¥
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»container”: {
“name”: 7,
?image”: ”gcr.io/arrikto/jupyter-kale-py36@sha256:dd3f92[...]”,
»command”: [”python3”, ’-u”, ”-m”, “kale”, ”pipeline-script.py”,
»?--step”, ”multiplication”],
»args”: [”--in”, ?a”, ”3”, ”--in”, ”b”, 714”,
»?--out”, *out”, ”/tmp/outputs/out/data”],
*workingDir”: ”’/home/jovyan”,
?env”: [ { ”name”: ”PYTHONUNBUFFERED”, »value”: ”1” } ],
”resources”: {},
»”volumeMounts”: [ { ”name”: “create-volume-1”, ”mountPath”: ’/home/jovyan” } 1],
”securityContext”: { ”runAsUser”: 0 }
3
»volumes”: [
{
”name”: ”create-volume-1”,
»”persistentVolumeClaim”: {

»claimName”: “example-pipeline-c8hzn-split-a-workspace-z8xrq”

}
1,

»?archivelLocation”: {
»”archivelLogs”: true,
»?s3”: {
»endpoint”: ”minio-service.kubeflow:9000”,
”bucket”: ”mlpipeline”,
?insecure”: true,
»accessKeySecret”: {
”name”: ”mlpipeline-minio-artifact”,
»”key”: ”accesskey”
¥
”secretKeySecret”: {
”name”: ”mlpipeline-minio-artifact”,
»key”: ”secretkey”

1
?key”: ”artifacts/example-pipeline-c8hzn/2022/08/08/example-pipeline-c8hzn-830538904”
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Showtime!

Having followed the procedure described above, the Argo Workflow Controller even-
tually submits a Pod to run the step (1). This Pod, in general, holds the main container,
responsible for running the user code, as well a wait sidecar (i.e. Kubernetes jargon for
a container running next to the main one), a vital component of Argos runtime mech-
anism. Additionally, if the step template includes any input artifacts, the PodSpec will

also contain an init container [36].

Init Containers: containers that run before the app containers
They always run to completion and each has to complete successfully before

the next one starts.

For presentation completeness we will assume that input artifacts exist, leading to init
running first. This will retrieve the archivelLocation containing any necessary access
information from the step template and download each artifact in a temporary location
locally (2) until it determines whether it is tarballed or not. If it is, it extracts it and saves
it in the path designated on the corresponding inputs.artifacts entry in the step
template, under a pre-configured directory shared between the containers of the Pod
(i.e. /var/run/argo). If it completes successfully, init terminates and control passes

over to the app containers.

The main container starts running to execute the desired user code. The entrypoint
command is, in fact, replaced by an Argo Executor binary that executes the original
entrypoint (i.e. the Kale entrypoint with the user script and the specific step in our
example) (3) as a subprocess and captures its outputs. This way, results written in lo-
cal files, like the output parameter of the multiplication step from our example, are
copied to the shared volume mentioned above, under the path defined in the template
for each parameter or artifact. Simply put (note that the path for multiplication-out is

/tmp/outputs/out/data/multiplication-out, see template above):
o Output parameters:
Copied from ${path} to /var/run/argo/outputs/parameters/${path}

o Output artifacts::
Copied from ${path} to /var/run/argo/outputs/artifacts/${path}.tgz
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The wait sidecar, meanwhile, waits for main process to complete. When the latter fin-
ishes successfully (4), wait retrieves the parameter and artifact outputs from the shared
volume (5), stores parameters on a local instance of an object based on the step template
(6) and proceeds to handle artifact outputs (7 and 8). It is worth looking into how these
last steps play out, since it can provide some useful insight on the parameters vs artifacts

issue. At first, let's remember what the outputs section of the template looks like:

Youtputs”: {
”parameters”: [

{

*”name”: “multiplication-out”,
»valueFrom”: {

»”path”: ”/tmp/outputs/out/data”

}
1B

»artifacts”: [

{

”name”: ”mlpipeline-ui-metadata®,
»path”: ”/tmp/mlpipeline-ui-metadata.json”,
»optional”: true

1

{

”name”: ”multiplication-out”,

»”path”: ”/tmp/outputs/out/data”

We have already established that every Argo task writes its outputs to a file, aiding data
passing between containers of the same Pod. Nevertheless, despite the fact that in the
case of artifacts the file is the artifact itself, the same doesn’t hold for parameters. More
specifically, after wait has retrieved the file corresponding to the parameter from the
shared filesystem, it has no use for the file itself, since the desired result is the actual
value stored inside it. This is highlighted by the valueFrom field in the template. wait
opens the specified file, reads its contents, and proceeds to add a value field on its local

copy of the template object (6), updating the template.outputs in particular.
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On the other hand, the process is quite different for artifacts. The Argo Executor has
already taken care of packaging the output file in a tarball and copied it over to the
shared filesystem. Artifacts, however, contrary to parameters, are meant to be persisted.
In other words, data passing is not their sole purpose, since they are intended to outlive
the workflow that produces them, presumably containing valuable experimentation and
development results (e.g. trained models). Therefore, Argo stores every artifact in the
configured external store, which is MinIO by default. More specifically, the wait sidecar
retrieves the archivelocation details from the step template and stores the artifact
tarball in the object store (7). On top of that, it stores a copy of the artifact object-
containing essential information for accessing it on the object store- on its local copy of

the template object (8), updating the template.outputs in particular.

Subsequently, wait proceeds to save the main container logs as an artifact on the same
object store (9), since persisting logs is crucial for debugging and experimentation pur-
poses. Finally, before exiting, concluding the Pod’s work, it adds its local copy of the
template.outputs object we have been referring to as an annotation to the Pod (10).

This is the workflows.argoproj.io/outputs annotation.
The Step Outputs

As discussed above, before exiting, the wait sidecar adds an annotation to the Pod,
workflows.argoproj.io/outputs, which holds information about all outputs pro-
duced by the step. Simply put, it contains the values of all output parameters, as well as
the keys to access all output artifacts in the external store. The annotation that is pro-
duced at the end of the above run of the multiplication step is provided below. We will

be looking into the resulting parameters and artifacts sections separately.

// The workflows.argoproj.io/outputs annotation
{
”parameters”: [
{
”name”: ”multiplication-out”,
»value”: 42”,
»valueFrom”: {

»”path”: ”/tmp/outputs/out/data”
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»artifacts”: [

{
”name”: ”mlpipeline-ui-metadata”,
»”path”: ”/tmp/mlpipeline-ui-metadata.json”,
»?s3”: {
?key”: ”artifacts/example-pipeline-c8hzn/2022/08/08/ \
example-pipeline-c8hzn-830538904/mlpipeline-ui-metadata.tgz”
1

»optional”: true

3

*”name”: “multiplication-out”,
»path”: »”/tmp/outputs/out/data”,
#5371 {
»”key”: ”artifacts/example-pipeline-c8hzn/2022/08/08/ \

example-pipeline-c8hzn-830538904/multiplication-out.tgz”

3

”name”: “main-logs”,
JJS 3’) : {
»”key”: ”artifacts/example-pipeline-c8hzn/2022/08/08/ \

example-pipeline-c8hzn-830538904/main.log”

Starting with the parameters, we finally come to verify what we described in theory be-
fore (Parameters vs Artifacts). More specifically, we notice that the name and valueFrom
fields are identical to the ones found on the step template. This is to be expected, since
those fields are only read during runtime to determine the location an output parameter
will be retrieved from. It is, in fact, worth noting that this path was automatically gen-
erated by Kale, to abstract the inner mechanics of KFP and eventually Argo, from the
user, who only attempted to return an integer product when developing their pipeline
code, after all. We can now see, however, that at the end of the step, the resulting output

parameter is serialized as a plain value and added to the outputs (i.e. »value”: »42”).

On the other hand, artifact values are not dumped on the annotation. The wait sidecar
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only made sure to include their location on the configured access store. This is vital,
since artifacts are meant to overcome the limitations restricting the serialization of large
blobs of data directly on an annotation. Additionally, judging from the outputs above,
we can deduct that Argo abides by the following convention when storing artifacts to

MinlO buckets:
key: <BUCKET>/<WORKFLOW>/<YEAR>/<MONTH>/<DAY>/<STEP>/<ARTIFACT>

We now have all the information required to close the loop. We saw how the Argo Work-
flow Controller, watches for changes in Workflow resources, picks up newly created ones
and takes care of scheduling the Pods that will run the user defined tasks. Additionally,
we performed an in-depth walkthrough of the steps’ runtime mechanism, which con-
cluded with the step outputs being written in a Pod annotation. The only remaining
piece in the puzzle is the Controller realizing that a task has completed successfully, so

that it can schedule any downstream, dependent tasks.

Despite the fact that the Argo Workflow Controller does not intervene in a step execu-
tion, it does watch for “significant” changes in the corresponding Pod’s state. Therefore,
when the Pod completes successfully, the Controller fetches the outputs from the re-
spective annotation and adds them to the Workflow status (11). At this point, it can
unblock any dependent task, rendering a step template that includes values where input
parameters are used and object store keys where input artifacts are, instead, repeating

the same process from the top, as described in this section.
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kind: Pod \
metadata: MlNIo &
annotations: ‘@ n init
workflows.argoproj.io/template: {“name": "multiplication”, Q.Jso .
“inputs”: {...}, "outputs”: {...}, "metadata”: {...}, Store logs container
"container”: {...}, "archiveLocation": {...}} Store artifacts Load artifacts
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Figure 3.13: Argo Runtime Mechanism
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Kubeflow Pipelines

In this section we will be looking into some interesting details about the interface KFP
provides for dealing with data passing, focusing on KFP components. This is by no
means an exhaustive exploration; more information can be found in the official docu-

mentation [37]. Let’s start from a rather simple question; what is a KFP component?

A KFP component is a self-contained set of code that performs one step in
the ML workflow. It concretely defines its inputs, outputs and, of course,

implementation.

We will attempt to approach the concept through an example. In fact, we will try to get
as close to the example Kale pipeline defined previously as possible using only vanilla
KFP. For this reason, we will have to define a component for each of our steps. Before
doing that, however, we need to start from the implementation. As we have already
established, Kubeflow Pipelines are compiled to Argo Workflows so that they can be
executed natively on Kubernetes. Thus, when Kubeflow Pipelines executes a component,
a container image is started in a Kubernetes Pod and the component’s inputs are passed
in as command-line arguments. As seen previously, small, trivial inputs, can be passed
by value, whereas complex inputs or large chunks of data have to be passed as paths to
files. Only one thing is certain, though; no matter what data passing technique is used,

the result has to be serialized in a file for Argo’s mechanism to work.

In KFP, the user has to perform these boilerplate procedures themselves when develop-
ing their components. More specifically, they need to ensure that their component can
receive and parse the advertised inputs and write outputs to a file before completing.
This, unfortunately results in bloated implementations like shown below for the addi-
tion and multiplication steps, respectively, where the CLI arguments corresponding to
the input integers are read with the help of argparse and the result is manually written

to an output file.
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« addition.py

#!/usr/bin/env python3
import argparse

from pathlib import Path

# Function doing the actual work
def add(a, b, out_file):
c=a+b

out_file.write(str(c))
parser = argparse.ArgumentParser(description="Add two integers’)

parser.add_argument(’--paraml’, type=int, help="The first integer’)

parser.add_argument(’--param2’, type=int, help="The second integer’)

parser.add_argument(’--output-path’, type=str,
help="Path of the local file where the result will be written.”’)

args = parser.parse_args()
Path(args.output_path).parent.mkdir(parents=True, exist_ok=True)

with open(args.output_path, ’w’) as out_file:

add(args.paraml, args.param2, out_file)

 multiplication.py

#!/usr/bin/env python3
import argparse

from pathlib import Path

# Function doing the actual work
def mult(a, b, out_file):
c=a*hb

out_file.write(str(c))
parser = argparse.ArgumentParser(description="Multiply two integers”’)

parser.add_argument(’--paraml’, type=int, help="The first integer’)

parser.add_argument(’--param2’, type=int, help=’The second integer”’)
parser.add_argument(’--output-path’, type=str,

help="Path of the local file where the result will be written.”)
args = parser.parse_args()

Path(args.output_path).parent.mkdir(parents=True, exist_ok=True)

with open(args.output_path, ’w’) as out_file:

mult(args.paraml, args.param2, out_file)
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Having completed the implementation of the 2 steps, we have to build a Docker image
to package each of them. For simplicity we will build a single image containing 2 scripts,
/kfp/components/addition.pyand /kfp/components/multiplication.py,and push
it to a repository where Kubeflow has access. Subsequently, we are ready to define the 2
components. Below, we have chosen the input and output names adequately, to resem-

ble the example pipeline previously produced by Kale (3.3.1).

« addition.yaml

name: addition
description: Calculates the sum of two integers
inputs:
- {name: a, type: Integer, description: °’The first integer’}
- {name: b, type: Integer, description: ’The second integer’}
outputs:
- {name: out, type: Integer, description: ’The sum’}
implementation:
container:
image: phoevos/dev@sha256:5a0c7[...]
command: [python3, /kfp/components/addition.py,
--paraml, {inputValue: a}, --param2, {inputValue: b},
--output-path, {outputPath: out}]

 multiplication.yaml

name: multiplication
description: Calculates the product of two integers
inputs:
- {name: a, type: Integer, description: ’The first integer’}
- {name: b, type: Integer, description: ’The second integer’}
outputs:
- {name: out, type: Integer, description: ’The product’}
implementation:
container:
image: phoevos/dev@sha256:5a0c7[...]
command: [python3, /kfp/components/multiplication.py,
--paraml, {inputValue: a}, --param2, {inputValue: b},
--output-path, {outputPath: out}]
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The component definitions are for the most part straightforward. They define the step’s
inputs and outputs, along with their type and point to the image containing their im-
plementation. One thing, however, is actually notable, and that is the placeholders used
in the entrypoint command for parameters that will not be known until runtime. KFP

defines three types of input/output placeholders:

inputValue: <input-name>: placeholder replaced with the value of the specified input.

This is useful for small pieces of input data, such as numbers or small strings.

inputPath: <input-name>: placeholder replaced with the path to this input as a file.
The component can read the contents of that input at that path during the pipeline

run.

outputPath: <output-name>: placeholder replaced with the path where the program
writes this output’s data. This lets KFP read the contents of the file and store it as
the value of the specified output.

But how do the above map to the parameters and artifacts that we know Argo uses un-
derneath? When studying standalone components, they don't really. This is to be ex-
pected, since more than one components have to be combined into a pipeline for anyone
to be able to reason about data passing. It is during the compilation of the pipeline that
the KFP compiler will detect any dependencies between steps and determine the ap-
propriate data passing mechanism, replacing the above placeholders with Argo magic
strings. Simply put, the specific mechanism is determined by the downstream step’s in-
put method and, namely, by whether it expects to receive a plain value or a file path that
it will have to read to retrieve the actual value. The described mapping is shown on the

table below, for a Step B that receives an input produces by Step A.

Step A Step B Step A Step B
outputPath inputValue outputPath inputPath
output parameter | input parameter output artifact input artifact

Table 3.1: Mapping KFP Placeholders to Argo Parameters/Artifacts

We can easily verify the above by taking a look at the step templates of the addition and

multiplication steps retrieved from the annotations of the corresponding Pods.
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*name”: *addition”,

»outputs”: { *”name”: ”multiplication”,
*parameters”: [ »inputs”: {
{ »”parameters”: [
”name”: ”addition-out”, {
»valueFrom”: { ”name”: ”addition-out”,
»”path”: ”/tmp/outputs/out/data” »value”: 714”
} }
} ]
] }
}

Listing 2: Addition Outputs to Multiplication Inputs

It is worth noting that, if multiplication had defined its inputs using the inputPath
placeholder, artifacts would have been used for data passing instead. In that case, of
course, the user would also have to take care of reading the contents of the input file

themselves, a tedious procedure that- as we will see shortly- Kale abstracts altogether.

Before wrapping this section up, it is worth addressing an “abnormality”, which has been
showing up on our example templates and we have, thus far, ignored, since it doesn't af-
fect the data passing mechanism. Carefully observing the provided templates, we notice
that, parameters produced as step outputs, appear in the outputs.artifacts section
as well. Although this does not affect data passing (since no step expects to receive that
artifact as an input), it can be quite confusing, since it does not align with the process we
have been describing. In fact, this has nothing to do with Argo Workflows, but rather it
is a conscious design decision on the KFP side. Simply put, the KFP compiler performs
this duplication, so that the values passed as parameters between steps are automatically
persisted as artifacts in the object store, according to the Argo mechanism, without re-

quiring additional boilerplate written by the user.

Kale

The last part of the narrative, in order for us to be able to close the loop, is Kale, the tool
that helped us develop our example pipeline in the first place. As far as data passing is
concerned, Kale is pretty opinionated when it comes to the way the underlying KFP and
Argo mechanisms are utilized, which leads to a high level of abstraction and, of course,
ease of use. In other words, Kale offers a rather straightforward data passing interface,

only using a subset of the available KFP and Argo features.
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In the previous section we had the chance to briefly see what developing pipelines with
KFP entails. We wrote our code, organized it into distinct steps/scripts, built docker
images to package them, designed specifications for our components to strictly define
their inputs and outputs, all just to be able to run them on Kubeflow. Add the need for
experimentation associated with machine learning on top of these, multiply by the odd
runtime error discovered only after deploying the pipeline, and the beauty of Kale will

be rather self-evident.

Kale, however, offers much more than just deployment automation, serving as a center-
piece in the actual runtime of a step. As previously verified, Kale wraps the user code
and controls its execution, parsing inputs and dealing with outputs. In fact, we have
already observed that Kale provides its own step entrypoint which is able to receive a
list of named -in and -out parameters. This is crucial, because it alleviates the need for
the user to write boilerplate code to deal with CLI arguments, allowing them to focus

on the parts of the code that actually matter.

args: [--in, a, ’3’, --in, b, ’{{inputs.parameters.addition-out}}’, --out, out,
/tmp/outputs/out/data]

command: [python3, -u, -m, kale, pipeline-script.py, --step, multiplication]

At the same time, the fact that Kale is responsible for dealing with input and output
data, allows for a major simplification of the data passing interface, with all data passing
happening by value, as far as KFP and Argo are concerned. This means that Kale only
uses the inputValue placeholder when translating steps to components, which in turn
gets compiled to input parameters in the resulting Argo Workflow. Then, after the step
execution is complete, Kale saves the outputs in a file automatically, without the user

ever having to realize.

This seems over-simplistic, right? If data passing by values is enough, why would KFP
provide the inputPath option? What about these values that are too big to fit on an
annotation or too complex to serialize? Well, this is where Kale’s Marshalling mecha-
nism (3.3.1) comes into play. When dealing with data like that, the user is encouraged
to type-hint them as MarshalData (this is the default in the event that no type hints are

provided).



208 CHAPTER 3. DESIGN

import numpy as np

from typing import List

from kale.types import MarshalData

@step(name="outer-product”)

def random_outer_product(size: int = 1000000) -> MarshalData[np.ndarray]:
»»?Calculate the outer product of two random Llists.”””
11 = [randint(1, 100) for _ in range(size)]

12 = [randint(1, 100) for _ in range(size)]

return np.outer(l1l, 12)

In that case, the step’s output goes through Kale’s marshalling backends and is serialized
into a file, like we saw in the relevant section. Then, instead of the actual step output,
Kale stores the path to the marshalled data prepended with a kale-marshal: prefix
in the designated output file used for data passing. On the other hand, when an in-
put parameter is received bearing the kale-marshal: prefix, Kale follows the inverse
procedure to deserialize the file into a value which will be fed to the user code. By de-
fault, marshalled files are stored on the shared volume that is mounted on each step of
the pipeline. However, the user can optionally request the creation of an additional,

distinct volume specifically for their marshalled data, using the Kale SDK.

3.3.3 KFP Caching

Having established a solid understanding of the fundamental concepts around the ex-
ecution of Kubeflow Pipelines, as well as the Argo internal mechanism, we are ready
to proceed with the investigation of our design’s cornerstone, KFP caching. Caching
is a rather familiar concept, and a term widely used in computing most commonly to
refer to a high-speed data storage layer which stores a subset of data, typically transient
in nature, so that future requests for that data are served up faster than is possible by
accessing the data’s primary storage location. More generally, caching is a mechanism

that allows efficiently reusing previously retrieved or computed data.

In this section we will be exploring the KFP cache mechanism, which enables persisting
step outputs, so that, if the same step (i.e. same code with the same inputs) comes up

again, it does not have to be rerun and its outputs are retrieved directly from the cache.
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Our focus is going to be the implementation found in Arrikto EKF, despite the fact that
the KFP cache is also deployed as part of OSS Kubeflow with the same principles but

different core mechanism (for more details, see 3.3.3).
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Figure 3.14: Caching

In the previous section, while investigating Argo data passing, we had the chance to look
into the runtime mechanism that allows running pipelines on Kubernetes natively using
Kubeflow and Argo Workflows underneath. A simplified version of the process looks

something like this (figure 3.15):
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Figure 3.15: KFP Without Caching

The user develops their pipeline, either using Kale or directly KFP and submits it to
Kubeflow to be deployed and run on Kubernetes (1). KFP is able to compile the pipeline
into an Argo Workflow CR, which it then submits to Kubernetes by communicating with
the kube-apiserver (2). The Workflow Controller subsequently picks up the created
Workflow, parses it to detect and resolve dependencies and starts scheduling Pods to run

the pipeline tasks (4). Each time a step completes, the Controller retrieves its outputs,
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updates the Workflow state accordingly and proceeds to execute any downstream steps,

while step output artifacts are persisted in an object store like MinIO (5).

The above story makes sense for the most part; we have a solid mechanism for creating
complex machine learning pipelines, orchestrating their steps and persisting important
artifacts. What happens, however, if the same step is submitted twice? This is actually an
extremely common scenario, especially in use cases involving hyper-parameter tuning,
where the same pipeline might run a thousand times with everything but the inputs of
a single step staying the same. Does it make sense for the same piece of code, run in the
same environment, with the same inputs to execute again? To the above, KFP responds

with an emphatic “no”; enter KFP caching!

Overview

The idea is not new; it is important that steps which have already run in the past are iden-
tified accordingly and their execution is skipped. For this reason the Kubeflow Pipelines
team implemented a cache system that relies on the idea of hashing the corresponding
Argo template and comparing the result with past occurrences. The concept looks re-
ally promising, as long as the step template, available in the Pod’s annotations at runtime
as previously discussed (thoroughly investigated as part of 3.3.2), uniquely represents a

step execution.

The above works great, in fact, when inputs and outputs of steps are specified using the
Argo native mechanisms, parameters and artifacts. This does make sense, since the step
template contains all required information for the Argo Workflow Controller to create
a Pod that will execute the step, including the names and values (or location in case of
artifacts) of inputs, the names and defined location of the outputs, the image packaging
the runtime environment and the entrypoint command. Unfortunately, however, this
mechanism is not applicable to our use case, which heavily relies on data passing using

volumes (3.3.1).

More specifically, as mentioned previously, Kale starts by taking a snapshot of the orig-
inal workspace volume attached to the environment where the run is triggered and cre-
ates a clone of that volume that it mounts on every step Pod. Then, Kale steps take
a snapshot of the volumes attached to the Pod at the end of their execution, allowing

transferring dependencies in the form of marshalled data (3.3.1) between steps. With
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the above in mind, the upstream cache implementation will not work, due to the fact
that it is not possible to determine what data each step touches. In fact, we have to

assume that, when a step uses a volume, it changes the whole content.

In this section we will describe our implementation of a caching system that works
with Kale steps, when auto-snapshotting is enabled and they submit information in ML
Metadata (2.5.1). The main differences between our approach and the upstream will be

discussed briefly in 3.3.3.

Architecture Background

Our KFP cache implementation essentially consists of three pieces, which we will be
looking into briefly, before moving on to the runtime mechanism (3.3.3). The corner-
stone of this design is ML Metadata (MLMD), which acts as the cache storage layer,
while a Mutating Webhook is responsible for the caching decision. Finally, a controller,
charged with watching for cached steps and carrying out the necessary tasks for the Argo
Workflows mechanism to continue, complements the design (KFP Cache Controller).
While MLMD is already deployed as part of Kubeflow, the other two components are
strictly cache-specific and are run as a single Deployment in the kubeflow namespace.
It is worth establishing some background on each of these, before moving on to the

mechanism.

o ML Metadata (MLMD)

MLMD is the backbone of our caching mechanism, as well as a vital component of
Kubeflow in general. It is, after all, meant to be the connective tissue between ev-
ery other component (2.4.2), holding metadata about pipeline runs, executions
and the lineage of the produced Artifacts. With that in mind, it makes perfect
sense that MLMD should act as the storage layer for our KFP cache, since it al-
ready stores the information required for making a caching decision, being inte-

grated in Kale (2.5.1).

Kale integrates with MLMD, logging and properly connecting MLMD entries,
without the user ever having to worry about it. More specifically, when a Kale
step starts running, the first thing it does is log itself to MLMD. It begins with

looking for the Context corresponding to the specific run. If that doesn't exist
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in MLMD (i.e. if it is the very first step), it creates it. Subsequently, it submits
an MLMD Execution corresponding to itself, setting its state to RUNNING, and
binding it to the Context of the run through an Association. Additionally, the

step adds the associated Context and Execution IDs to the Pod’s labels, namely:

- pipelines.kubeflow.org/metadata_context_id

- pipelines.kubeflow.org/metadata_execution_id

Then, if auto-snapshotting is enabled, the step looks for RokSnapshot output
MLMD Artifacts (i.e. Artifacts of RokSnapshot Type) of its parent steps, links
them as input MLMD Artifacts (using an Event) and annotates the Pod with their
IDs:

- pipelines.kubeflow.org/metadata_input_artifact_ids

After the step’s successful execution, and if auto-snapshotting is enabled, the step
takes a Rok snapshot of itself, submits a RokSnapshot as an MLMD Artifact and
links it to its MLMD Execution as an output MLMD Artifact, adding the corre-

sponding Pod annotation:
— pipelines.kubeflow.org/metadata_output_artifact_ids
Finally, the step updates the state of its MLMD Execution to COMPLETED.

Mutating Webhook

The Mutating Webhook is a crucial component of the KFP cache mechanism,
being responsible for preprocessing the templates of submitted steps and eventu-
ally making the caching decision. In order to better understand how it works, we

should first establish some context around Kubernetes Admission Controllers.

According to the Kubernetes documentation, an admission controller is a piece
of code that intercepts requests to the Kubernetes API server prior to the per-
sistence of the object, but after the request is authenticated and authorized [38].
Kubernetes provides a list of admission controllers, compiled into the binary of
kube-apiserver, to handle different resource kinds. Admission controllers may

be “validating”, “mutating”, or both. When a request reaches the Kubernetes apis-

erver attempting to create, delete or modify an object, it is tested against each



3.3. INVESTIGATING DEPENDENCIES 213

enabled controller sequentially, with the mutating ones being called first. Finally,
in addition to sometimes mutating the object in question, admission controllers
may sometimes have side effects, that is, mutate related resources as part of re-

quest processing.

Among the admission controllers supported by Kubernetes, there are two of par-
ticular interest; MutatingAdmissionWebhook and ValidatingAdmissionWeb-
hook. These execute the mutating and validating (respectively) admission control
webhooks which can be configured dynamically in the API [39]. Admission web-
hooks are essentially just HT'TP callbacks that receive admission requests and do
something with them. In this section we will focus on the mutating admission

webhook, which is the mechanism used in our cache implementation.

We can think of webhooks as services deployed on Kubernetes and registered to
the respective apiserver controller, so that if a request reaching the latter matches
some pre-configured rules, the original request is forwarded in the body of a
POST request to the registered service to handle the admission decision and pos-
sible mutation logic (only applicable to mutating webhooks). This will be much

clearer once we describe the way our cache’s webhook is deployed.

In our case, the mutating webhook corresponding to our cache runs in a Pod
along with the cache controller in the kubeflow namespace, as part of the kfp-
cache Deployment, and is exposed as a Service listening on port 443, only pro-
viding a single API endpoint, /mutate. Its job is actually pretty straightforward; it
has to intercept requests for the submission of Pods and, in case they correspond

to Kale steps, determine whether they should run or be retrieved from cache.

In order to register our webhook to Kubernetes, we have to create a configuration
object, a MutatingWebhookConfiguration in particular, specifying these rules.
Simply put, this informs the apiserver that a plugin for the MutatingAdmission-
Webhook controller exists, which should be called whenever a request for Pod
creation reaches the apiserver, forwarding said request to the specified service
endpoint to handle the admission logic. During the runtime exploration, we will

have the chance to investigate what that service actually does.
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apiVersion: admissionregistration.k8s.io/vlbetal

kind: MutatingWebhookConfiguration
metadata:
[...]
name: kfp-cache
webhooks :
- clientConfig:
caBundle: °’
service:
name: kfp-cache
namespace: kubeflow
path: /mutate
name: kfp-cache.arrikto.com
rules:
- apiGroups:

ER]

apiVersions:
- vl

operations:
- CREATE

resources:

- pods

o KFP Cache Controller
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Compared to the components above, the role of the cache controller is, actually

rather simple. This is a typical Kubernetes controller (2.2.3) that watches for new

Pods. If a submitted Pod corresponds to a Kale step, the controller takes any

actions required for the workflow execution to continue. Of course, as we will see

in the following section, these actions strongly depend on the webhook’s decision.

Runtime Mechanism

In this section we are going to do a detailed walkthrough of the caching runtime mech-

anism. As we have already described, when a user submits a pipeline to be deployed on

KFP, this gets compiled to an Argo Workflow that the KFP API server submits to Ku-

bernetes as a Workflow CR. The Argo Workflow Controller picks this up, processes the

pipeline graph and submits Pods assigned to execute the Workflow tasks (3.3.2). This is
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exactly where the caching mechanism comes into play.

More specifically, in order to create the corresponding Pod for a step, the Argo Workflow
Controller makes a request to the Kubernetes apiserver. As previously explained, the
latter goes through its list of enabled admission controllers and starts probing them with
the received request sequentially. One of these controllers is the MutatingAdmission-
Webhook, which looks for a submitted MutatingWebhookConfiguration with rules
that match the requested API action (i.e. create Pod), in order to determine whether
it should forward the request to some external service to handle (there could be more
than one matching webhooks registered; the request has to go through all of them). This
way, it detects the kfp-cache webhook, which it forwards the request to, in the body of
a POST HTTP request at the /mutate endpoint.

Webhook

The webhook receives the forwarded request and extracts the Pod object to be created
from the request body. If the Pod corresponds to a Kale step, the process continues with
the initialization of a PodContext object which will hold all information computed and
retrieved for that Pod. During the initialization of the PodContext, the webhook com-
putes the ExecutionHash. The execution’s hash is actually the hash of the step’s template
after some preprocessing. In a nutshell, PVC names are replaced with Rok URLs of input
snapshots and the result is hashed (see Template Preprocessing). The ExecutionHash

is then added as an annotation to the Pod (arrikto.com/execution-hash-key).
Template Preprocessing

The PVC names for the cloned volumes that are mounted on each step are different be-
tween runs, since they depend on the Workflow name. These are included on a step’s
template both in the inputs.parameters section and the volumes specification that
defines the volumes that should be mounted on a Pod, filtering on the PVC name. De-
spite the fact that 2 PVC names might be different, however, the actual Rok snapshots
that contain the PVC data might be the same. With that in mind, it makes sense that
any occurrence of PVC names on the step template is replaced by the corresponding

snapshot URL before the template is hashed, for the webhook to make a valid decision.
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In order for this to happen, the webhook relies on some information collected by Kale
during the pipeline preprocessing and compilation. More specifically, the webhook ex-

pects to find two Pod annotations added by Kale:

e kubeflow-kale.org/volume-name-parameters

e kubeflow-kale.org/dependent-templates

The first one contains a list of all input parameter names that refer to PVC names. In
order to discover the corresponding Rok URLs, the webhook has to find the step’s input
RokSnapshot MLMD Artifacts (see 3.3.3 for more details). For that, it needs to be able to
retrieve the parents of the step and their output RokSnapshot MLMD Artifacts, which is
possible thanks to the second annotation created by Kale that provides a list of all parent
templates (without the annotation, a part of Argo’s graph parsing logic would have to be

reimplemented).

Having found the parent templates, identifying the associated parent Pods is as sim-
ple as checking the status.nodes field of the Workflow CR. Then, from said Pods’
annotations, the webhook retrieves the parent output Artifacts from the list provided
by Kale (pipelines.kubeflow.org/metadata_output_artifact_ids). Output Ar-
tifacts of RokSnapshot type include the Rok snapshot URL in their properties. Using
this information, the webhook is able to create mappings between mount paths, PVC
names and Rok URLs and proceed to replace every occurrence of a PVC name with its

corresponding Rok URL before hashing the template.

Finally, it is worth noting that, currently, preprocessing works only with a single input

RokSnapshot Artifact because merging PVC snapshots is not possible.
Webhook Caching Decision

Following the initialization of the PodContext, the webhook has to decide whether the
corresponding step can be retrieved from cache or not. If the step is an only child (there
are no other templates in the workflow DAG that depend on the step’s parents), the
workflow proceeds to determine whether that step has run in the past. To do that, ML
Metadata is queried for a COMPLETED (or CACHED) MLMD Execution with the same hash
that has the same namespace and a single output RokSnapshot MLMD Artifact. If all of
these are satisfied (figure 3.16), the step results can be retrieved directly from cache and

the Pod does not need to run.
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If a matching Execution is found, the process is rather straightforward:

1. Duplicate the MLMD Execution (it is after all a new run of the step) and link it
to the MLMD Context corresponding to the new pipeline run, as well as to the

same MLMD Artifacts the initial MLMD Execution was linked to

2. Label the pod with the MLMD Execution and Context IDs (like Kale would do if

the step executed normally):
e pipelines.kubeflow.org/metadata_execution_id
e pipelines.kubeflow.org/metadata_context_id
3. Annotate the Pod with input and output MLMD Artifacts (like Kale would do if
the step executed normally):
e pipelines.kubeflow.org/metadata_input_artifact_ids
e pipelines.kubeflow.org/metadata_output_artifact_ids

4. Annotate the Pod with the Argo outputs found in a custom property of the MLMD

Execution (see Controller)

5. Set a nodeSelector that cannot be satisfied, so that the Pod does not get sched-

uled (i.e. arrikto.com/non-existing-node: node-does-not-exist)

6. Label the Pod with a metadata-written label, in case Metadata Writer is also de-
ployed: pipelines.kubeflow.org/metadata_written (see Arrikto vs Upstream

Cache Implementation 3.3.3)

7. Annotate the Pod with a CacheAnnotation, consumed by the controller (see Con-
troller), containing the mapping between PVC names and Rok URLs

(arrikto.com/cache-workflow-step)

8. Copy the step’s Rok snapshots in a bucket named after the KFP experiment that
the run belongs to, and have their names and metadata updated based on the new

run ID and Pod name
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On the other hand, if no matching MLMD Execution is found (or the Pod is just not
cacheable, e.g. multiple parents or children) the webhook allows the Pod to be submitted
without making any changes (figure 3.17).

NOT e

FOUND

Submit

Kubeflow A ¢

Pipeline " ompute
‘ P . workflow
template
hash and

’ — Yol

Al
Kubeflow

Check MLMD for / /

+ execution hosh Updqte
Submit Argo add ltqs MLMD MLMD with
g annotation outputs
Workflow CR to the Pod Lt step
@ execute Step n
2!

. \
Mutating

Admission
Controller

Workflow
Controller

Observe

PO
A

Mutating
Webhook

Controller

\ W:Eﬂcéw )/ Reconcile Submit Pod KFP Cache
__________ for step

Figure 3.17: KFP Caching; NOT Found
Controller

Eventually, the Pod is submitted to Kubernetes and is picked up by the cache controller
that watches for created Pods, filtering out any that don’t correspond to Kale steps (based
on the existing annotations). As mentioned above, the webhook annotates Pods for steps
retrieved from cache with a CacheAnnotation. This is used by the controller to identify

cached Pods. At the same time, however, it contains a list of PVCPatches, with each
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mapping a PVC name to the Rok URL it was replaced with on the step template. For

the multiplication step for instance, it could look like this:

// arrikto.com/cache-workflow-step annotation

{

»”pvcPatches”: [

{
»”pvcName”: “example-pipeline-c8hzn-split-a-workspace-z8xrq”,
?rokUrl”: “http://rok.rok.svc.cluster.local/swift/v1l/
« kubeflow-user/split-pipelines/c@lalb6a-e7c0-4a23-b21d-849d5ac46619
— _example-pipeline-pvt48-split-a-workspace-z8xrq
— ?version=1828f9cb-eb22-4e49-9fc9-79e278d2be09”

}

Cached Pods submitted to Kubernetes never start running, due to the fact that the web-
hook has rendered them unschedulable. The controller has to pick them up and make
any necessary changes for Argo Workflow Controller to perceive them as successfully
completed steps and resume the workflow execution. To that end, the controller is

charged with carrying out the following:

1. Patch Pod status from Pending to Successful

2. Patch the annotations of the PVCs this Pod uses

The second step refers to the PVCs’ rok/origin annotation which defines the Rok snap-
shot URL the PVC will be hydrated from. The Rok storage class supports the WaitFor-
Consumer binding mode, according to which, PVCs do not get bound to PVs until a
Pod that mounts them is scheduled. The rok/origin annotation can be changed while
the PVC is in Pending state, until a consumer appears (i.e. a running Pod) when the
PVC will be hydrated with the Rok snapshot (i.e. populated by the snapshot’s contents)

the annotation points to at the time.

As far as not-cached Pods are concerned, the controller is responsible for submitting
their Argo outputs- retrieved from the workflows.argoproj.io/outputs annotation
added by the Argo step- in their MLMD Execution as a custom property, once they have
completed successfully. This is where the outputs are retrieved from in case of cached

steps.
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Arrikto vs Upstream Cache Implementation

Throughout this section we described a proprietary caching mechanism designed to
cater for our specific use-case, which heavily relies on data passing via volumes. It is
important to note, however, that the core principles are shared with the upstream KFP
cache. The latter, too, comprises a webhook that hashes the step template of submitted
Argo Pods and decides whether they should run or be retrieved from cache, as well as a

watcher, with functionality similar to our controller’s.

The main difference is that the upstream cache is not designed to work for data pass-
ing with volumes. As such, it can handle generic KFP steps without the need for any
template preprocessing and without the need for special annotations. Upstream KFP
uses a distinct component called Metadata Writer to perform MLMD related tasks on
behalf of Pods, essentially logging and connecting Contexts, Executions and Artifacts.
This is responsible for adding the corresponding MLMD related annotations that Kale
handles in our case. At the same time, however, a distinct MySQL database is used for
storing caching related information, instead of MLMD. Finally, instead of making Pods
unschedulable and manually marking them as Succeeded, the upstream team has opted

for patching the submitted Pod to run a custom container that executes fast.

3.4 [Meta]Data Syncing

In the previous section (3.3), we completed an exhaustive investigation of the core sys-
tems involved in running Kubeflow Pipelines. We started from the pipeline develop-
ment using Kale, exploring the added value that Rok offers on the data management
layer (3.3.1), and proceeded to dive deep into the underlying Argo Workflows mecha-
nism, breaking down its dreaded data passing (3.3.2). These lay the foundation for us
to be able to describe the end-to-end KFP caching mechanism, a crucial part of Split

Pipelines as described earlier (3.2).

With the conclusion of this analysis, we now have a concrete understanding of what
running a Kubeflow Pipeline actually entails. What's more, we have already exposed all
possible inter-step dependencies, as well the requirements for KFP caching to work, in

terms of data and associated metadata. In this section, we will bring all of the above
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together to provide an exhaustive list of all pieces of information that need to be trans-
ferred between two locations for our proposed Split Pipelines mechanism to work, lever-
aging KFP caching. Then, we will proceed to describe a process that enables syncing data

and metadata between locations, relying on Rok snapshotting and Rok Registry.

3.4.1 The Dependencies Puzzle

Let’s start by explicitly stating our objective. Revisiting the Split Pipelines example in-
troduced at the top of this section (3.2.2), we have uploaded a Kubeflow Pipeline on
three locations and started a run on Location A. After the first two steps complete, the
run is interrupted. We need to determine what sort of data are absolutely necessary for
the pipeline run to resume successfully on Location B. The question is rather straight-
forward; what do we need to transfer from Location A to Location B so that, when a
pipeline run is triggered on the latter, the first two steps appear as cached and the run
resumes from the third step, with all the input dependencies available, leading to sub-

sequent steps executing successfully?

Having gone through the runtime mechanism already, we realize that there are four
pieces of data, with each residing in a different store: ML Metadata, KFP artifacts stored
in MinlO, Rok snapshots and all complementary details around KFP runs and experi-

ments.

MLMD

The cornerstone of our
cuching mechanism;
contains metadata about
completed steps, most
importantly their outputs

MinIO

Kubeflow's default Object
Store; this is where KFP
artifacts are stored

Step Auto-Snapshots

The Rok Snapshots
containing the actual data
produced as step outputs
when marshalling is used

Kubeflow Pipelines

Details about Runs and
Experiments; everything
around running a Pipeline
on Kubeflow

Figure 3.18: The Dependencies Puzzle

« ML Metadata (MLMD)
The first piece in the puzzle is, of course, the backbone of the KFP caching mech-
anism as presented in 3.3.3, ML Metadata. MLMD is the store that holds all
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caching related information, allowing the webhook to determine whether a step
has run before and, if so, retrieve its outputs directly from the MLMD entry cor-

responding to its Execution.

For caching to work in a distributed manner, the MLMD entries absolutely re-

quired are:

- The Context corresponding to the pipeline run on Location A, as well as its

ContextProperties

- The Executions corresponding to each step’s run on Location A, as well as
their ExecutionProperties
These are absolutely crucial for caching to work. The webhook queries the
Executions found in MLMD to determine whether one exists with an execu-
tion hash (arrikto.com/execution-hash-key custom property) match-
ing the hash of the preprocessed template examined. Then, if a match is
found, the step outputs are retrieved from that Execution’s respective cus-

tom property (workflows.argoproj.io/outputs).

- The output Artifacts of each step run on Location A and their correspond-
ing ArtifactProperties
These are another core requirement, since they hold vital data passing re-
lated metadata. We are mostly referring to the RokSnapshot output Arti-
facts that include the corresponding Rok snapshot URLs in their properties
(URL), indispensible for the caching mechanism and workflow execution in
general, since the snapshot will be used for Rok to hydrate the PVC mounted

by the following step (assuming that it's not cached either).
- Complementary MLMD entries:

* The Associations that connect Executions to their Context
* The Events that connect the Artifacts to their Executions
* The Attributions that connect the Artifacts to their Context

* Any Types and TypeProperties connected with the above

Judging by the list above, it is apparent that even collecting all required entries in-
volves a substantial administrative overhead. This is not the actual problem, how-

ever. Apart from *Property entities, all others come with an auto-incremented
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integer ID that serves as their primary key, used for cross-table referencing (we
refrain from using the SQL term “relationship’, since there are no actual foreign
key constraints to strictly define relationships, as established in 2.4.2). Due to
the above, transferring entities between different MLMD installations is not triv-
ial, since it would require changing the values of the imported entities’ IDs (ap-
propriately updating any referencing tables as well), in order to avoid conflicts.
However, this is not acceptable; imagine a pipeline that trains a model in one step
and serves it in the next. This is a common scenario supported by Kale, which
allows data scientists to submit their model as an MLMD Artifact using the Kale
SDK, and subsequently serve it, referencing the corresponding Artifact ID. What
if training happens on Location A and serving on Location B, however? If we
implemented the ID change described above, we would end up with the serving

step referencing a completely different Artifact.

In order to overcome the above issue, we would have to address it as a database
merging problem. A common solution for that is the introduction of GUIDs
in place of the original integer IDs. GUIDs (or UUIDs) [40], an acronym for
globally (or universally) unique identifiers, are 128-bit unique reference numbers
used in computing, which are highly unlikely to repeat when generated, despite
there being no central GUID authority to ensure uniqueness. To put this unlike-
liness into perspective, there’s about 75,000,000,000,000,000,000 grains of sand
on earth, but even that pales in comparison to the number of GUIDs available,
340,282,366,920,938,463,463,374,607,431,770,000,000, making them an essential
tool for merging databases and avoiding collisions. Despite that this approach
can, in fact, serve as a permanent solution, it does require significant changes in
the MLMD backend, the KFP frontend and possibly other applications that in-
terface with them (e.g. Kale) and inevitably brings about community acceptance
concerns, calling for careful design and planning. In the following section (3.4.2)
we will present a generic, yet more coarse-grained mechanism to tackle syncing

MLMD related information.

« MinlIO
MinlO is Kubeflow’s default object store 2.4.2, configured as the designated repos-
itory for artifacts produced by Argo steps (3.3.2). In the Kubeflow universe, where

users are not expected (or required) to know about Argo and its data passing



224

CHAPTER 3. DESIGN

mechanism, these are usually referred to as KFP artifacts (not to be confused with

MLMD Artifacts).

In order for the workflow execution to continue on Location B successfully, re-
trieving step outputs from the respective MLMD Execution does not suffice; the
actual data have to be synced as well! In the case of KFP artifacts, the outputs
Execution custom property- which is just a copy of the corresponding Pod anno-
tation created at the end of a step’s execution- only includes paths (keys) to the
actual data stored on MinlIO. Consequently, it is imperative that the referenced
objects living in MinIO are synced to Location B, for the workflow to resume
successfully. With regard to MinIO artifacts, we are not really concerned about
conflicts on the target location, since Argo makes a point of formatting their keys
based on information unique to the run. Nevertheless, for the time being, we will
be sticking to the generic syncing tactic mentioned above, for KFP artifacts as

well.

Rok Snapshots

Similarly to what was described for KFP artifacts and MinlO above, syncing the
RokSnapshot MLMD Artifacts does not suffice; the actual data are required as
well. For that reason, it is crucial that we transfer the Rok buckets corresponding
to the necessary Rok snapshots. These can be split into two categories. On the
one hand, we've got the initial Rok snapshot of the user’s working environment
mounted volumes, taken at the time of the compilation. This is stored in the
notebooks Rok bucket by convention and its URL is written on the Workflow
definition uploaded to KFP. That URL is used by Kale during runtime to hydrate
the cloned volume that will be mounted on every subsequent step. If this snapshot
is not available, the create-volume-x step and, consequently, the whole pipeline

run will fail.

On the other hand, we need to also keep in mind the Rok auto-snapshots taken
at the end of each Kale step. These are a vital part of the data passing mecha-
nism when marshalled data are passed between steps and correspond to the URLs
found in the properties of output Artifacts. These are stored in Rok buckets whose

names match those of the associated KFP experiment.
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» Kubeflow Pipelines
The last piece of the puzzle is the complementary metadata around KFP runs
and experiments stored in KFP API server’s MySQL database (2.4.2). Apart from
triggering a run on Location B, these are of little significance during the actual
runtime. However, they constitute a big part of KFP as exposed through the Ul
and SDK. In any case, it is vital that they are transferred along with the submitted

pipeline, in order for consistency to be preserved across Locations.

3.4.2 'The Syncing Mechanism

In the previous section, we went through the four distinct pieces of information that
need to be transferred between locations for a split pipeline to succeed, establishing
the need for each one, and defining the exact pieces of data and metadata required, in
a rather fine-grained manner. However, as already hinted on in the MLMD section,
implementing a fine-grained approach can be fairly tricky. For this reason, in this sec-
tion, we will describe a more generic, coarse-grained approach that, although not ideal,
works for all four pieces. The proposed mechanism relies on the Rok snapshotting tech-
nology that enables capturing the contents of entire PVCs (2.6) in conjunction with Rok

Registry (2.7), which will handle seamless syncing between locations.

The data migration process that will allow us to transfer all necessary data from Location
A to Location B, essentially consists of two phases; backup and restore. The idea is
simple; we wish to make a backup of any relevant resources on Location A, so that we
can subsequently restore their state on Location B. Before moving on to investigate what
each phase actually entails, it is worth exploring some fundamental concepts of a generic

migration process backed by Rok.

A Generic Migration

In order to be able to reason about migrating resources between locations, it is worth
exploring some fundamental Rok concepts first. As we have already mentioned, Rok
integrates with Kubernetes through the Container Storage Interface (CSI) standard to
provide advanced storage capabilities such as dynamic provisioning of a volume, snap-

shotting, and topology-aware scheduling of volumes. Just like Rok uses its own stor-
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age class to define its custom volume provisioning logic, it comes with a pre-defined
VolumeSnapshotClass that implements the volume snapshot provisioning mechanism.
Simply put, a snapshot represents a point-in-time copy of a volume, which can be used

to provision a new volume (pre-populated with the snapshot data).

RoK’s data management services like snapshotting are exposed through the Rok Gate-
way, which provides an object store API. The Rok Gateway allows integration with ex-
ternal storage and compute vendors via its services API. A Gateway service essentially

supports two actions:

« registering an external resource as a Rok object

« presenting a Rok object as an external resource

In our scenario, a persistent volume claim is an external resource. In order to take its
snapshot, we will have to register it as a Rok object. This is possible through the API
provided by the Rok Gateway, allowing us to interface with the corresponding service,
responsible for registering PVCs. While services are meant to offer the user-facing API,
the actual execution of the registration task is carried out by the associated Gateway
driver, which is responsible for preprocessing the PVC object and provisioning a Vol-
umeSnapshot as defined by the Rok volume snapshot class. Rok will then take care of
snapshotting the requested volumes, hashing, de-duplicating and versioning their con-
tents, before storing them as content-addressable blobs on the configured Object Stor-
age service (e.g. Amazon S3). Finally, it will register the resulting snapshot with the Rok

Gateway as a Rok object.

On the other hand, Rok allows presenting a Rok object as a PVC. As previously hinted
on, this is possible by provisioning a new PVC and defining the Rok snapshot URL, with
the contents of which the requested persistent volume will be hydrated (i.e. populated),

in a rok/origin annotation.

Having covered the basics around taking Rok snapshots of PVCs, as well as restoring
the PVCs from the corresponding snapshots, it is worth moving on to the mechanism
that will allow snapshot sharing between locations. We have already seen that Rok uses
the concept of buckets to group together relevant objects. Besides local buckets, which
are confined inside a single Rok installation, the Rok Gateway supports global buckets

that can be synchronized with other Rok installations, via a swarm of Rok Gateways. A
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dedicated process on each Gateway, the Thrower is in charge of handling the operations
needed for global buckets, including moving (throwing and receiving) the correspond-

ing data inside a swarm.

Global buckets can be either published or subscribed. For a bucket to be published,
a Rok Registry reference- to which other buckets can subscribe- has to be created and
assigned to it. This Rok Registry reference contains the unique ID of the bucket’s swarm.
The contents of a published bucket are synchronized inside the swarm. Analogously, a
bucket can subscribe to a published reference on a Rok Registry, in order to become
member of the swarm and receive contents of a published bucket. Syncing between
members of a swarm happens asynchronously and is directly coordinated by the thrower

instances on each Gateway.

With the above in mind, the generic migration procedure should be rather straightfor-

ward as depicted in the following diagram.
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Figure 3.19: A Generic Migration

More specifically, in order to transfer the contents of a PVC from Location A to Location

B, the following steps are needed:

1. Take a PVC Snapshot (Location A)

2. Publish the corresponding Rok bucket to a Rok Registry reference (Location A)
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3. Create a Rok bucket and have it subscribe to the above Rok Registry reference
(Location B)

« Bucket content syncing will occur asynchronously

« Ensure that syncing has completed before proceeding

4. Restore PVC from Rok Snapshot (Location B) (more on this in 3.4.2)

Backup

A generic backup action involved in our migration procedure can be defined in two

steps as follows:

Backup = Snapshot Data + Publish to Registry

More specifically, for each resource described in the previous section (3.4.1), we need
to first capture the corresponding data. The simplest, most convenient way to achieve
this is by taking a Rok snapshot of the entire PVC backing each of the associated stores.
The mapping between the required resources, the store where they reside and the cor-

responding PVC, all in the kubeflow namespace, is displayed in the table below.

Resource Store PVC
MLMD Artifacts and relevant context MLMD MySQL DB metadata-mysql
KFP (Argo) artifacts MinIO Object Store minio-pv-claim
KFP runs and experiments metadata | KFP API Server MySQL DB | mysql-pv-claim

Based on the above, during the backup phase, we need to take Rok snapshots for 3 PVCs
in the kubeflow namespace: metadata-mysql, minio-pv-claimand mysql-pv-claim.
These snapshots are stored in Rok buckets in the same namespace. In order to simplity,
we assume that each snapshot is stored in a separate bucket. The next step, according to
our migration procedure is to publish these buckets to a Rok Registry. Let us not forget
that, in addition to the buckets containing the PVC snapshots corresponding to Kube-
flow’s stores, we also have to publish the buckets containing the required Rok snapshots
used for data passing, as described in 3.4.1. The complete backup procedure is summa-

rized in the following diagram.
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Figure 3.20: Phase 1: Backup

Restore

Having described the backup mechanism above, we can think of the restoration as be-
ing the exactly inverse procedure. A generic restore action involved in our migration

procedure can be defined in two steps as follows:
Restore = Subscribe to Registry + Restore Data from Snapshot

The first step is to create some local buckets and have them subscribed to the Rok Reg-
istry references produced during the backup procedure. Subscribing the buckets to the
respective references will add them to the corresponding swarms, initiating data syncing
between the Gateway instances. As soon as this is complete (i.e. there are no pending
downloads), we can proceed to restore the initial resources from the Rok snapshots. As
far as the auto-snapshot buckets are concerned, no further action is required once their
contents have finished downloading, since Kale knows how to deal with them at step
runtime. For the PVC snapshots corresponding to Kubeflow’s stores, we need to ensure

that they are properly presented.

In our use case, both locations correspond to Kubeflow instances. With that in mind,
we expect that they would share the same basic setup. In other words, PVCs that live
on Location A, probably already exist on Location B. What this means, essentially, is
that simply restoring the PVCs from the respective snapshots, would result in name
conflicts. In order for the state on the target Location to match that of the original one,
it is mandatory that the existing PVCs are replaced. Replacing a PVC consists of the

following four steps:

1. Scale down the Deployment responsible for managing the store backed by each

PVC
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This is crucial from a data consistency standpoint; while the PVC is being re-
placed, nobody should be able to read from or write to the store, or it could be

left in an inconsistent state, containing stale or inaccurate data.

2. Delete the old PVC
This step is compulsory for the new PVC to be successfully created. However, it
does entail data loss, since all existing data on Location B are deleted and will be

replaced by those migrated from Location A.

3. Provision a new PVC and hydrate it with the contents of the corresponding Rok

snapshot

4. Scale the Deployment back up

To sum up, the restore phase entails retrieving the relevant published snapshots from
a Rok Registry reference and restoring the three Kubeflow stores’ PVCs, following the

procedure described above. Schematically, this is depicted in the following diagram.
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Figure 3.21: Phase 2: Restore

Before moving on, it is imperative to stress once again that this approach is not ideal.
Snapshotting and syncing entire PVCs is potentially slower than the optimal fine-grained
solution. At the same time, the data loss inevitably inflicted on the target location, in the
event that it is not a perfect mirror of the source one, cannot be tolerated in most cases.
However, this solution does manage to overcome the data merging challenges described
in 3.4.1, without calling for any changes in external software, making it a more generic,
yet incredibly convenient approach to support a PoC implementation of our proposed

mechanism.
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3.5 Early Stopping

The final block on the Split Pipelines pyramid as defined in 3.2.1 is early stopping, a
term that we introduced to describe interrupting a pipeline run after one of its steps
completes, without having to wait for the whole pipeline (i.e. all of the steps) to run.
Using the Kale DSL, we can easily simulate early stopping by defining conditionally ex-

ecuted steps in the pipeline function.

Revisiting our addition-multiplication example, we can inject a condition to control
whether the multiplication step is executed. Currently, the Kale DSL only allows for
this condition to be a simple boolean expression, with its operands being either pipeline
parameters or constants. For this reason, we have introduced the stop pipeline param-
eter that equals 1 when the notebook server runs in a Pod that contains split-a in its
name and 0 in any other case (in our example, this is going to equal 1 for Location A

and 0 for Location B).

import os

from kale.sdk import pipeline, step

@step(name="addition™)
def add(a: int, b: int) -> int:

return a + b

@step(name="multiplication™)
def mult(a: int, b: int) -> int:

return a * b

@pipeline(name="example-pipeline”, experiment="split-pipelines™)
def ml_pipeline(a: int = 6, b: int = 8, stop: int = 0):

»uupun the ML pipeLin(?.
sum = add(a, b)

if stop == 0:
res = mult(3, sum)
if __name__ == ”__main__”:

stopper = 1 if ”split-a” in os.getenv(”HOSTNAME”) else ©

ml_pipeline(stop=stopper)
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After compilation, the above pipeline definition results in an Argo Workflow pretty sim-
ilar to the one we investigated in 3.3. The main difference is that the multiplication tem-
plate has been replaced by a kale-condition one that evaluates the condition (defined by
the where clause on the Argo template) depending on the stop pipeline parameter and
includes multiplication in its own DAG. Below we only present the changed parts of the
Workflow, with the create-volume-1, addition and multiplication templates remaining

exactly the same.

- name: example-pipeline
inputs:
parameters:
- {name: a}
- {name: b}
- {name: rok_split_a workspace_ z8xrq_url}
- {name: stop}
dag:
tasks:
- name: addition
template: addition
dependencies: [create-volume-1]
arguments:
parameters:
- {name: a, value: ’{{inputs.parameters.a}}’}
- {name: b, value: ’{{inputs.parameters.b}}’}
- {name: create-volume-1-name,
value: ’{{tasks.create-volume-1.outputs.parameters.create-volume-1-name}}’}
- name: create-volume-1
template: create-volume-1
arguments:
parameters:
- {name: rok_split_a_workspace_z8xrq_url,
value: ’{{inputs.parameters.rok_split_a_workspace_z8xrq_url}}’}
- name: kale-condition-1
template: kale-condition-1
when: ’”{{inputs.parameters.stop}}” == 70"’
dependencies: [addition, create-volume-1]
arguments:
parameters:

- {name: addition-out,
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value: ’{{tasks.addition.outputs.parameters.addition-out}}’}
- {name: create-volume-1-name,
value: ’{{tasks.create-volume-1.outputs.parameters.create-volume-1-name}}’}
- {name: stop, value: ’{{inputs.parameters.stop}}’}
- name: kale-condition-1
inputs:
parameters:
- {name: addition-out}
- {name: create-volume-1-name}
- {name: stop}
dag:
tasks:
- name: multiplication
template: multiplication
arguments:
parameters:
- {name: addition-out, value: ’{{inputs.parameters.addition-out}}’}
- {name: create-volume-1-name, value: ’{{inputs.parameters.create-volume-1-name}}’}

- {name: stop, value: ’{{inputs.parameters.stop}}’}

Running the above pipeline on Location A (notebook name is split-a), will result to
the run completing right after the addition step, with the condition evaluating to True.
On the other hand, on Location B, the whole pipeline executes normally (i.e. notebook

name == split-b).

Although the above approach allows for some pseudo-controlled pipeline execution that
can come close to simulating early stopping, it is pretty restrictive and defeats Kale’s
principal purpose, alleviating the need for boilerplate, unintuitive code that is irrelevant
to the actual business logic. For that reason, it is clear to us, that early stopping should
be an independent feature, supported by KFP and Argo, to allow defining the stopping
points when triggering a run, without meddling with the actual pipeline/ workflow im-
plementation. It seems that it would be possible for KFP to add the stopping point as an
annotation to the Workflow (right before it submits it to Kubernetes), which the Argo
Workflow Controller would be able to parse and, with minor changes to its runtime

logic, adjust the workflow execution accordingly.



234



Implementation

In the previous chapters we presented the motivation behind the Split Pipelines mech-
anism, laid out the fundamental theoretical background and conducted a deep dive in
the internals of the systems that support and influence our design. Understanding this
complex choreography, with all those independent moving parts involved, has been a
substantial challenge, indeed, as well as a core component of this thesis. That is not to
say, however, that the project did not entail a significant implementation effort. In this
section we will focus on some interesting pieces of the implementation, zooming into

the technical details of the [meta]data syncing process.

4.1 Migration

A core component of the Split Pipelines mechanism and our implementation effort is
undoubtedly [meta]data syncing, described in 3.4. While designing and developing this
feature, we had to take a few factors into consideration. For starters, the data migration
necessitated by the Split Pipelines effort coincided with a much larger project aiming
to migrate the entire Kubeflow state between Kubernetes clusters, including notebooks,
inference services, Kubernetes resources like profiles, and others, on top of the PVCs
and Rok buckets we already mentioned in 3.4.2. Consequently, we had to come up with
a tool that would provide an extendable interface, meant to cater for the current, as well
as any future list of resources to be migrated, settling on a modular structure, where each

resource (e.g. MLMD, Rok buckets, notebooks) is handled by an independent task.
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Additionally, in order to tackle both phases described in the migration mechanism,
backup and restore, we developed two tools, in the form of interactive command-line
utilities, which we will be hereafter calling rok-backup and rok-restore, respectively.
For these, we built on Rok’s rich library of utilities, leveraging the existing solutions for
developing command-line interfaces, receiving and validating user input and display-
ing output, namely the RokCLI and Question base classes, that eliminated the need for

reinventing the wheel and allowed us to focus on our business logic.

As already mentioned in the design chapter, our mechanism heavily relies on the Rok
and Rok Registry platforms. Fortunately, most of the required functionality around
dealing with Rok objects- i.e. registering and presenting resources- and handling buck-
ets was already there, exposed by the Rok and Rok Registry clients that facilitate access
to the Rok API On the other hand, in order to communicate with the Kubernetes API
we used the Rok wrappers around Kubernetes” object models that greatly simplify de-
velopment. We will have the chance to talk about the above in the following sections,
where we will provide an outline of the implementation, with code samples. The en-
tire implementation, as well as the clients and interfaces we mentioned are written in

Python.

4.1.1 Requirements

For our mechanism to work, there are certain requirements that essentially fit into two
categories. On the one hand, there are configuration prerequisites which need to be
satisfied for the migration to succeed. On the other hand, we also have less critical, yet
still important runtime configurations in the form of user inputs. Both of these are listed

below.

 Configuration Prerequisites

- A running Rok Registry installation
- Two running EKF clusters (Location A and B, respectively)

* A user with administrative rights on both clusters

* The corresponding Rok clusters need to be registered to the Rok Reg-

istry
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* The corresponding Rok clusters need to be configured for syncing (ex-

pose appropriate ports for throwers to communicate)
- A token issued for the user to access the Rok Registry

- rok-backup and rok-restore scripts available along with any other required

Python wheels

o User Inputs
These are provided through the Questions mechanism mentioned earlier. The

most important ones are:

- The URL of the Rok cluster (usually retrieved from a pre-configured envi-

ronment variable)

- A token to access the Rok cluster (usually retrieved from a pre-configured

environment variable)
- The URL of the Rok Registry
— The token issued for the user to be able to access the Rok Registry

- A Rok bucket prefix for buckets created to hold the created migration snap-

shots

- A Rok Registry bucket prefix for Registry buckets (references) that will be

used for syncing (publishing/subscribing the corresponding local buckets)

4.1.2 BaseMigration

Moving on to the actual implementation, it only makes sense for us to start this walk-
through from the bottom, with the BaseMigration task created to abstract common
functionality, including helpers to cater for manipulating Rok and Kubernetes resources,
and hold the execution context. This will be the parent class of every other task either

on the backup or the restore side. Its definition and constructor are shown below.
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class BaseMigration(object):

22932

»»”Base script to migrate resources in a Kubernetes cluster.

resource_name = “Resource”

@property
def resource_plural(self):

return *%ss” % self.resource_name

def __init_ (self, qctx=None, cli_args=None):
# Store the questions and CLI context
self.qctx = qctx
self.args = cli_args
# Load Kubernetes config
config.load_config()
# Initialize Kubernetes API clients
self.pod_client = client.PodClient()
self.ns_client = client.NamespaceClient()
self.deployment_client = client.DeploymentClient()
self.pvc_client = client.PersistentVolumeClaimClient()
# Use execution timestamp as the migration ID

self.migration_id = timeutils.isoformat(timeutils.now())

As far as the above constructor is concerned, there is only a couple of things worth
mentioning. For starters, we can verify that it holds the question context (i.e. qctx)
and CLI args passed at initialization. We can only assume for now that these tasks are
triggered by some CLI run that provides the corresponding context (more on this later).
Additionally, this constructor is responsible for loading the Kubernetes configuration
(from the Rok wrapped config module) and initializing Kubernetes API clients that will
be required by more than one migration task. In our case, we are mostly interested in
the PersistentVolumeClaimClient, that will be used for retrieving and creating PVCs.
Before moving any further, it is worth taking the time to go through some of the most

important helper methods implemented as part of the base migration class.
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Dealing with PVCs

Two of the most important BaseMigration helper methods concern dealing with PVCs;
snapshot_pvc and delete_pvc. The former is presented below and is meant to take a
Rok PVC snapshot and register it as a Rok object. As arguments, it receives the instance
of a Rok client, the name of the PVC to snapshot, the name of the Rok bucket where
the object will be stored and some optional snapshot metadata. The actual snapshot is
taken with a call to the version_register Rok client method, which is responsible for
registering a Rok object using a specific Gateway driver. The specified driver in this
case is “dataset”, which knows how to handle the provided parameters to provision a

snapshot of the PVC and register it with the Gateway.

def snapshot_pvc(self, rok, pvc_name, bucket, metadata=None):
»»”Snapshot a PVC in a namespace.”””
log.info(”Creating a snapshot of PVC ’%s’ in namespace ’%s’ ...”,
pvc_name, rok.account)
commit_title = ”Snapshot PVC °%s’” % pvc_name
commit_message = (”Snapshot PVC °’%s’ as part of a cluster migration”
% pvc_name)
params = {”dataset”: pvc_name,
”namespace”: rok.account,
?commit_title”: commit_title,
”commit_message”: commit_message,
”metadata”: metadata}
try:
task_info = rok.version_register(bucket, pvc_name, “dataset”,
params, wait=True)
except RokClientError as e:
log.error(u”Could not snapshot PVC *%s/%s’: %s”, rok.account,
pvc_name, e)

raise

log.info(”Successfully snapshotted PVC ’%s’ in namespace °’%s’ via Rok”

»” task %s”, pvc_name, rok.account, task_info[”task”][”id”])

On the other hand, delete_pvc is a convenient wrapper around the PVC Kubernetes
client that handles a blocking deletion of a provided PVC, meaning that it does not

return until the object is actually deleted.
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def delete_pvc(self, name, namespace):
»»”Delete namespaced PVC.”””
log.info(”Deleting PVC ’%s’ in namespace ’%s’”, name, namespace)

return self.pvc_client.blocking_delete(name, namespace)

Another useful tool, which we are going to be largely relying on is the deployment scaling
helper. More specifically, we provide a wrapper around the corresponding Kubernetes
client that allows adjusting the number of replicas (essentially Pod copies) that are part
of a Deployment. As mentioned in the relevant design section, when replacing database
backing PVCs it is imperative that we do so with the corresponding deployment scaled
down to avoid landing on an inconsistent state. However, it is also crucial we ensure
that, after the PVC is successfully replaced, the deployment is scaled back up, in order
to be able to receive and handle subsequent requests. For that reason, we also provide
a convenient context manager which we will use to wrap PVC replacement actions, to
make sure that the associated Deployment is properly (i.e. wait) scaled down before
deleting any PVCs, and scaled back up with its replicas ready (i.e. wait_ready) after
the new PVC is provisioned and hydrated.

def _scale_deployment(self, name, namespace, replicas, **kwargs):
»»»”Scale Deployment to match provided number of replicas.”””
log.info(”Scaling Deployment °’%s’ in namespace °%s’ to %d replicas”,
name, namespace, replicas)

self.deployment_client.scale(name, namespace, replicas, **kwargs)

@contextmanager

def scale_deployment(self, name, namespace, p):
»»»”Scale down/up a deployment before/after a task.”””
p.info(”Scaling down ’%s/%s’ Deployment” % (namespace, name))
self. scale_deployment(name, namespace, @, wait=True)
yield
p.info(”Scaling up ’%s/%s’ Deployment” % (namespace, name))

self._scale_deployment(name, namespace, 1, wait_ready=True)

Dealing with Buckets

The most important part of the base migration helpers is undoubtedly the one concern-

ing dealing with buckets. More specifically, we have created helpers for creating local
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buckets, publishing or subscribing them (i.e. “throwing”) and monitoring their syncing
process. For all of these tasks we are going to be relying on methods provided by the
Rok client. All of the helpers presented below will be receiving the name of the bucket
to work on, as well as an instance of the Rok client. It is worth noting that a Rok client
is authenticated on initialization using a token (provides information about a specific

user) and is tied to a specific namespace (i.e. Rok account).

The first method that we are going to be presenting (and the simplest one) is create_-
bucket, a helper built around the corresponding client method to handle boilerplate
and migration specific procedures (e.g. logging, additional metadata). create_bucket
is meant to be an idempotent operation; in the event that the specified bucket already
exists, it detects that and returns without any side effects or errors raised. Otherwise, it
creates a local bucket on the client’s namespace with the provided name, by calling Rok

client’s bucket_create method.

def create_bucket(self, bucket, rok, p):
»»”Create a Rok bucket if it does not already exist.”””
p.info(”Testing if bucket ’%s’ in namespace ’%s’ exists”
% (bucket, rok.account))

try:

rok.bucket_info(bucket)

exists = True
except RokClientError as e:

if e.response.status_code != 404:

raise

exists = False

if not exists:
p.info(”Creating Rok bucket ’%s’ in namespace ’%s’”
% (bucket, rok.account))
meta = {”migration”: self.migration_id}
created, _ = rok.bucket_create(bucket, meta)
if created:
p.info(”Successfully created bucket ’%s’ in namespace ’%s’”
% (bucket, rok.account))
return
p.info(”Bucket ’%s’ in namespace ’%s’ already exists, will”

»” re-use it” % (bucket, rok.account))
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Two particularly important helpers, widely used throughout the migration implementa-
tion, are publish_bucket and subscribe_bucket. They both call on create_bucket
to create a local bucket in case it does not already exist, before proceeding to “throw” it,
using the corresponding helper that we will be inspecting shortly, essentially publishing
or subscribing it to a Registry reference. Both of these methods receive a number of
arguments, the most important of which are the rok and registry client instances, the
name of the local bucket to be thrown, as well as a prefix (and an optional suffix) used
to name the Registry bucket reference. Finally, we notice that both of these methods
rely on throw_bucket, providing a “published” or “subscribed” identifier respectively,

to determine the desired action.

def publish_bucket(self, bucket, rok, registry, registry_ token_duration,
registry_bucket_prefix, p, registry_ bucket_suffix=None,
registry_handle=None):
»»”pyblish a bucket to a Rok Registry.””””
# Create a bucket if it doesn’t exist already

self.create_bucket(bucket, rok, p)

p.info(”Publishing bucket ’%s’ to the Registry” % bucket)

self.throw_bucket(bucket, rok, registry, registry_token_duration,
registry_bucket_prefix, ”published”, p,
registry_bucket_suffix,

registry_handle=registry_handle)

def subscribe_bucket(self, bucket, rok, registry, registry_token_duration,
registry_bucket_prefix, p,
registry_bucket_suffix=None, registry_handle=None):
»””Subscribe to a bucket on a Rok Registry.””””
# Create a bucket if it doesn’t exist already

self.create_bucket(bucket, rok, p)

p.info(”Subscribing bucket ’%s’ to the published bucket on the”
»” Registry” % bucket)
self.throw_bucket(bucket, rok, registry, registry_token_duration,
registry_bucket_prefix, *subscribed”, p,
registry bucket_suffix,

registry_handle=registry_handle)
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Having looked into the above, it is time to explore the throw_bucket helper, which is
shown below. It might look a bit compelling at first glance, but it is worth maintaining

a high-level perspective.

def throw_bucket(self, rok_bucket, rok, registry, registry_token_duration,
registry_bucket_prefix, throw_type, p,
registry_bucket_suffix=None, registry_handle=None):
»»”publish or subscribe a bucket to Rok Registry.”””
# Find the OAuth2 Provider in Rok Gateway from the Registry URL
p.info(u”Checking if the Rok cluster is registered to the Rok Registry”
»” with URL ’%s’” % registry.url)
prov = self.find_provider(registry.url, rok)
prov_client_id = prov[”client_id”]
prov_gw_id = prov[”id”]
p.info(u”Successfully found Rok Registry with UUID ’%s’ and client”
» ID ’%s’ at URL ’%s’”

% (prov_gw_id, prov_client_id, registry.url))

# Create an OAuth2 token for the Registry user.
if registry_handle is None:
registry_handle = self.get_registry_handle(registry)
resp = registry.get_app(prov_client_id)
redirect_urls = resp.json[”redirect_uris”]
if len(redirect_urls) != 1:
msg = (u”Found %d redirect URLs for Rok app with client ID ’%s’”
% (len(redirect_urls), prov_client_id))
raise RuntimeError(msg)
redirect_url = redirect_urls[0]
p.info(”Successfully retrieved redirect URL °%s’ from Rok Registry”

” at ’%s’” % (redirect_url, registry.url))

registry_bucket = self.format_bucket_name(registry bucket_prefix,
rok.account,
registry_bucket_suffix)

scope = self.create_scope(registry_handle, registry bucket)

resp = registry.create_oauth2_token(prov_client_id, redirect_url,

scope, registry_token_duration)
oauth2_token = resp.json[”token]
p.info(”Successfully created OAuth2 token with scope ’%s’ for Rok”

»” Registry at ’%s’” % (scope, registry.url))
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# Add token to provider.
expires_at = timeutils.isoformat(timeutils.now()
+ registry_token_duration)

try:

rok.provider_token_add(oauth2_token, scope, registry.url,

rok.account, expires_at=expires_at)

except RokClientError as e:

p.info(u”Error while adding provider token: %s” % e)

raise
p.info(”Successfully added OAuth2 token with scope ’%s’ to Rok”

»” namespace ’%s’” % (scope, rok.account))

registry_ref = http.construct_url(registry.url, registry_handle,
registry_bucket)
assert throw_type in (”published”, *”subscribed”)
if throw_type == ”published”:
rok.bucket_publish(rok_bucket, registry ref, registry.url,
registry_handle, registry_bucket,
throw_public=None)
else:
rok.bucket_subscribe(rok_bucket, registry_ref, registry.url,

registry_handle, registry_bucket)

self. wait_for_throw_task(rok_bucket, rok, registry ref, throw_type)
p.info(”Successfully %s bucket ’%s’ in namespace ’%s’ to”

»? 2%s’” % (throw_type, rok_bucket, rok.account, registry_ref))

The above helper starts by determining whether the Rok cluster is registered to a Rok

Registry, by listing through the former’s OAuth 2.0 providers.

The Rok Gateway and Rok Registry support a pre-registered OAuth 2.0
model. In this model, the OAuth client (the Gateway) needs to be registered

to the provider (the Registry) before an OAuth 2.0 cycle can begin.

Using the retrieved provider information for the Registry, the Registry user handle that
can be retrieved from the Registry token and a custom scope (buckets:<userHandle>:
<registryBucketName>), an OAuth2 token is generated, allowing the client (Rok Gate-
way) to access the Registry resources on behalf of the Registry user. The Registry bucket



4.1. MIGRATION 245

name is constructed by combining the provided prefix, the user handle, and the suffix
(if any is given), while the Registry reference is the URL of this bucket. Finally, based on
the action identifier parameter (“published” or “subscribed”), the specified local bucket
is either published or subscribed to the created Registry reference. This action is carried
out by a task running in the background, which we have to monitor to make sure that

publishing/subscribing has completed successfully, before moving on.

The last part of the BaseMigration class that we are going to be exploring here is the
syncing state monitoring process. This is orchestrated by the download_snapshots
method, which is meant to disguise an inherently asynchronous process like Gateway
syncing as a synchronous action that can be incorporated in a migration task, where
each step strongly depends on the previous ones. To this end, download_snapshots

enforces time restrictions and monitors syncing tasks until they are actually completed.

def download_snapshots(self, namespaces, roks, rok_bucket, wait_duration):
P??Wait for all snapshots to be downloaded.”””
title = ”Restore %s” % self.resource_plural.title()
msg = “Downloading %s snapshots” % self.resource_name
with fr.Progress(maxval=1len(namespaces), title=title, msg=msg) as p:
wait_until = timeutils.now() + wait_duration
downloaded = len(namespaces)
for ns in namespaces:
rok = roks[ns]
# As time progresses, make the timeout smaller.
timeout = int(timeutils.elapsed(timeutils.now(), wait_until))
timeout = max(timeout, 0)
if not self._wait_for_syncing(ns, rok, rok_bucket, timeout, p):
downloaded -= 1
p.inc()
if downloaded == 0:
p.error(”’Did not manage to download any %s snapshot”
% self.resource_name)
elif downloaded == len(namespaces):
p.success(”Successfully downloaded all %s snapshots”
% self.resource_plural)
else:
p.warn(”Partially downloaded %s snapshots from %d out”
»” of %d buckets” % (self.resource_name, downloaded,

len(namespaces)))
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More specifically, this method accepts a list of namespaces to operate on, as well as
the corresponding Rok client instances (i.e. roks), and waits until all snapshots in a
specified bucket across all namespaces have completed downloading. The method name
might be misleading, since there is no single “download” call, with syncing happening in
the background and starting as soon as a connection between peers has been established.
It was, however, chosen deliberately to allude to the interface of a synchronous operation
that is time-bound and only returns when its subtasks are completed. In fact, the actual
waiting part is carried out by the _wait_for_syncing method, which waits for a pre-
configured period of time (i.e. no_empty_timeout) until the bucket is no more empty
(an empty bucket can be the result of either an empty peer bucket or syncing failure) and,
after objects have started downloading, waits until there are no pending object versions

left.

def _wait_for_syncing(self, ns, rok, rok_bucket, no_empty_timeout, p):
»»PWait for syncing to complete in a namespace.”””
p.info(”Downloading snapshots in bucket ’%s/%s’”” % (ns, rok_bucket))
duration = timeutils.format_duration(no_empty_timeout)
try:
p.info(”Waiting for bucket ’%s/%s’ to connect to a peer and begin”
»” downloading snapshots, within %s”
% (rok.account, rok_bucket, duration))
quiet_retry(self. wait_no_empty bucket, args=(rok, rok_bucket, p),
timeout=no_empty_ timeout)
except RetryTimeout:
p.warn(”Did not receive any snapshot in bucket °’%s/%s’ within %s.”
»” Continuing with the remaining buckets...”
% (rok.account, rok_bucket, duration))
return False

self._wait_for_synced_bucket(rok, rok_bucket, p)

return True

4.1.3 Migration Tasks

As already mentioned above, one of the main concerns while designing the migration
tool, was expandability. For this reason, we created the BaseMigration class and devel-

oped backup and restore migration tasks for each independent Kubeflow component,
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all inheriting from the base class. Three of these sets (i.e. backup and restore) of tasks

are incredibly useful for the Split Pipelines effort:

o MLMD Backup and MLMD Restore
Migrate the MLMD MySQL DB PVC

o KFP Backup and KFP Restore
Migrate the KFP API Server MySQL DB and MinIO PVCs

(it is crucial that we handle these as one task for consistency reasons)

 Rok Buckets Backup and Rok Buckets Restore
Migrate (publish/subscribe) Rok buckets

In this section we will be presenting the MLMD related tasks, which are a great ex-
ample of the mechanism, bringing all the core ideas together, but still remaining rather
short and simple (contrary to other tasks that deal with multiple resources over multiple

namespaces, executing resource-specific logic).

Backup Tasks

We will be starting off with the MLMD Backup task, designed to take a snapshot of the
MLMD DB PVC, store it in a bucket and publish that to the Registry. It is implemented
as a single class that inherits from the BaseMigration task. Its main entrypoint is the
run method that, in this case, holds the entire business logic. The task makes use of the

following constants:

TITLE = ”Backup MLMD”

MLMD_NAMESPACE = “kubeflow”

MLMD_PVC = metadata-mysql”

We are mostly interested in the MLMD_* ones, which define the namespace and name of
the MLMD MySQL DB PVC, respectively. Shown below, is the implementation of the
MLMDBackup task.
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class MLMDBackup(base.BaseMigration):

»»”Backup MLMD in a Kubernetes cluster.”””

def ask_questions(self):
»””Ask all questions used by the script.”””
# There are no module-specific questions currently

pass

def run(self):
»»”Backup MLMD in a Kubernetes cluster.”””
msg = (”Welcome to Arrikto’s migration tool for MLMD.\n\n”
»”This interactive utility will help you snapshot all entities”
»” stored in MLMD and publish them to a Rok Registry.”)
with fr.Message(msg, title=TITLE, lvl=frontend.INFO) as m:

m.show()

self.ask_questions()

rok_url = self.qctx_get(RokURLQuestion)

rok_token = self.qctx_get(RokTokenQuestion)

rok_bucket = self.format_rok_bucket_name(
self.qctx_get(RokBucketPrefixQuestion), *mlmd”)

registry_url = self.qctx_get(RokRegistryURLQuestion)

registry_token = self.qctx_get(RokRegistryTokenQuestion)

registry_bucket_prefix = self.format_registry_bucket_prefix(
self.qctx_get(RokRegistryBucketPrefixQuestion), ”mlmd”)

registry_token_duration = self.qctx_get(
AuthorizationExpiresAfterQuestion)

registry = RokRegistryClient(registry_url, token=registry_token)

# CONTINUED IN THE NEXT PAGE

In the code segment above, we see the class definition, along with a placeholder ask_-
questions method and the preface for run. When the backup task is invoked, it starts
by attempting to retrieve the user provided input. In our model, this is generally imple-
mented as questions that either appear as input prompts, when running interactively, or
fall back to retrieving the required values from CLI arguments and environment vari-
ables. The MLMDBackup task does not have any questions of its own. However, it does
share the base class’ question context. We can only assume, for now, that this question

context is passed down from the CLI tool that triggers the task (verified in 4.1.4).
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The implementation, then, goes on to retrieve the necessary values from the question
context. These are the URL of the Rok cluster and the token to access it, the name of the
local Rok bucket that will be created to store the PVC snapshot, a prefix used to generate
the Registry bucket name, and finally the URL of the Rok Registry and its access token

(with its duration) that are used to initialize a Rok Registry client (registry).

Below, we continue with the main body of the run method that carries out the core

execution logic, using the values retrieved from the question context.

# MLMDBackup CONTINUATION
try:
msg = u”Snapshotting MLMD MySQL DB PVC”
with fr.Progress(maxval=3, title=TITLE, msg=msg) as p:

# Initialize a Rok client for the MLMD MySQL DB PVC namespace

p.info(”Initializing Rok client for namespace ’%s’”
% MLMD_NAMESPACE)

rok = RokClient(rok_url, token=rok_token,

account=MLMD_NAMESPACE)

p.inc()

# Snapshot the MLMD MySQL DB PVC

p.info(”Publishing Rok bucket ’%s’ for namespace ’%s’?”
% (rok_bucket, MLMD_NAMESPACE))

self.publish_bucket(rok_bucket, rok, registry,

registry_token_duration,
registry_bucket_prefix, log)

p.inc()

p.info(”Snapshotting MLMD MySQL DB PVC in namespace ’%s’”
% MLMD_NAMESPACE)

self.snapshot_pvc(rok, MLMD_PVC, rok_bucket)

msg = (”MLMD Backup completed successfully!”)

with fr.Message(msg, title=TITLE, lvl=frontend.INFO) as m:
m.show()

except Exception as e:
msg = (”MLMD Backup failed!\n\n”
»”Failed to backup the MLMD MySQL DB PVC: %s” % e)

log.exception(msg)

with fr.Message(msg, title=TITLE, lvl=frontend.ERROR) as m:
m.show()

raise
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The execution “kernel” provided above is wrapped in a try/except block, meant to
catch, properly log and propagate any errors. The try block contains the main execution

logic, which consists of three steps:

1. Initialize a Rok client (i.e. rok)
This is crucial for all operations to follow. The Rok client is used to access the
Rok cluster specified by the provided rok_url as the account user, given than

the rok_token warrants access to the corresponding resources.

2. Create a local bucket and publish it
This is handled by the publish_bucket method shown earlier, which creates the
specified rok_bucket if it does not already exist in that namespace (rok.account)
and publishes it to the Rok Registry, for which the corresponding client was ini-
tialized, at a Registry bucket whose name starts with the prefix provided by the

user (i.e. registry_bucket_prefix).

3. Take a snapshot of the specified PVC
This is handled by the snapshot_pvc method shown earlier, which will take a
snapshot of the provided PVC and register it as a Rok object stored in the speci-
fied rok_bucket. It is important to note that this is the bucket created and pub-
lished in the previous step. As soon as a peer subscribes to that Registry reference,

syncing will start.

The above procedure is very similar for the other backup tasks that belong to the scope
of this project. The differences are slight, with the KFP task having to take the snapshots
of two PVCs instead of one, and the Rok buckets task only having to publish the buckets,

without taking any new snapshots.

Restore Tasks

Having gone through the backup task rationale above, we more or less know what to
expect from the restore task that will be presented in this section. More specifically, we
will be dealing with the MLMD restoration task, meant to run on the target cluster after
a backup has completed. Once more, this is implemented as a single class, MLMDRestore

that inherits from the BaseMigration task.
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TITLE =

”Restore MLMD”

MLMD_NAMESPACE = “kubeflow”

MLMD_PVC = ”metadata-mysql”

MLMD_DEPLOYMENT = ”metadata-db”

class MLMDRestoration(base.BaseMigration):

»»?”Restore MLMD in a Kubernetes cluster.””””

resource_name = “MLMD”

resource_plural = ”MLMD”

def

def

ask_questions(self):
?””Ask all questions used by the script.”””
# There are no module-specific questions currently

pass

run(self):
»»»”Restore MLMD in a Kubernetes cluster.”””

msg = (”Welcome to Arrikto’s migration tool for MLMD.\n\n”

»This interactive utility will help you restore all entities”

»” stored in MLMD.”)
with fr.Message(msg, title=TITLE, lvl=frontend.INFO) as m:

m.show()

self.ask_questions()

rok_url = self.qctx_get(RokURLQuestion)

rok_token = self.qctx_get(RokTokenQuestion)

rok_bucket = self.format_rok_bucket_name(
self.qctx_get(RokBucketPrefixQuestion), “mlmd”)

registry_url = self.qctx_get(RokRegistryURLQuestion)

registry_token = self.qctx_get(RokRegistryTokenQuestion)

registry_bucket_prefix = self.format_registry_bucket_prefix(
self.qctx_get(RokRegistryBucketPrefixQuestion), *mlmd”)

registry_token_duration = self.qctx_get(
AuthorizationExpiresAfterQuestion)

registry = RokRegistryClient(registry_url, token=registry_token)

registry_bucket = self.format_bucket_name(registry bucket_prefix,

MLMD_NAMESPACE)
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try:
msg = u”Restoring MLMD MySQL DB PVC”
with fr.Progress(maxval=5, title=TITLE, msg=msg) as p:
# Initialize a Rok client for the MLMD MySQL DB PVC namespace
p.info(”Initializing Rok client for namespace ’%s’”
% MLMD_NAMESPACE)
rok = RokClient(rok_url, token=rok_token,
account=MLMD_NAMESPACE)
p.inc()
# Subscribe to Registry bucket
p.info(”Subscribing Rok bucket ’%s’ for namespace ’%s’ to”
»” Registry bucket ’%s’”
% (rok_bucket, MLMD_NAMESPACE, registry_bucket))
self.subscribe_bucket(rok_bucket, rok, registry,
registry_token_duration,
registry bucket_prefix, log)
p.inc()
# Wait for syncing
p.info(”Downloading MLMD MySQL DB PVC snapshot”)
wait_duration = self.qctx_get(WaitNoEmptyBucketQuestion)
namespaces = [MLMD_NAMESPACE]
rok_clients = {MLMD_NAMESPACE: rok}
self.download_snapshots(namespaces, rok_clients, rok_bucket,
wait_duration)

p.inc()

# Check that the PVC snapshot exists before proceeding with the
# deletion of the old PVC
self.assert_snapshot_exists(rok, rok_bucket, MLMD_PVC)

with self.scale_deployment(MLMD_DEPLOYMENT, MLMD_NAMESPACE, p):
# Delete MLMD MySQL DB PVC
p.info(”Deleting old MLMD MySQL DB PVC™)
self.delete_pvc(MLMD_PVC, MLMD_NAMESPACE)
p.inc()
# Restore MLMD MySQL DB PVC from snapshot
p.info(”Restoring MLMD MySQL DB PVC from snapshot™)
rok.present_pvc(rok_bucket, MLMD_PVC, MLMD_NAMESPACE,

generate_name=False)
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msg = (”MLMD Restoration completed successfully!”)

with fr.Message(msg, title=TITLE, lvl=frontend.INFO) as m:
m.show()

except Exception as e:
msg = (”MLMD Restoration failed!\n\n”
”Failed to restore the MLMD MySQL DB PVC: %s” % e)

log.exception(msg)

with fr.Message(msg, title=TITLE, lvl=frontend.ERROR) as m:
m.show()

raise

The above task looks very much the same as its backup equivalent, sharing a core struc-
ture and executing the inverse procedure. Once more, there are no task-specific ques-
tions, so the necessary configurations are retrieved from some provided question con-

text. The execution “kernel” consists of five steps:

1. Initialize a Rok client (i.e. rok)

2. Create a local bucket and have it subscribe to the provided Registry reference
This is handled by the subscribe_bucket method shown earlier, which creates
the specified Rok bucket if it does not already exist in that namespace and has it

subscribe to the Rok Registry.

3. Wait until syncing is complete
This is handled by the download_snapshots method shown earlier, which will
wait until all object versions in the specified buckets are downloaded. In our case,
this should only be a single object, corresponding to the MLMD MySQL DB PVC
snapshot. Syncing has already started, as long as the bucket was subscribed to a

Registry reference for which a publisher exists.

4. Delete existing MLMD MySQL DB PVC
This is handled by the delete_pvc method shown earlier, which blocks until the

object is actually deleted.

5. Create new PVC and hydrate it from the migrated snapshot
This is handled by a Rok client helper that provisions a new PVC in the pro-

vided namespace with the specified (or optionally a generated name) and sets its
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rok/origin annotation to the URL of the downloaded PVC snapshot, so that the

volume is hydrated with the snapshot contents.

The last two steps are wrapped with the scale_deployment context manager that takes
care of scaling the corresponding deployment down to 0 replicas before the old PVC
is deleted and scaling it back up, as soon as the new one has been provisioned. The
above procedure is very similar for the other restore tasks that belong to the scope of

this project, as well.

4.1.4 Migration CLIs

Having seen what a migration task looks like, it is worth looking into how these are in-
tegrated in the two CLI tools mentioned, rok-backup and rok-restore. Once again,
we started from a base MigrationCLI class that inherits from RokCLI and covers most
of the common functionality. More specifically, it defines the questions common to all
tasks (both backup and restore), provides helpers to ask these and aggregate the ques-
tion contexts of itself and any migration tasks, and additionally the base mechanism to
import, orchestrate and run migration tasks, as well as display a summary of the script’s
results. We are mostly interested in the core logic responsible for running tasks, as im-

plemented in its run_tasks method.

def run_tasks(self, modules):
»””Run the migration procedure for the provided resources.”””
successful, skipped, failed = [], [], []
for m in modules:
task_cls = self.get_migration_task_from_module(m)
task = task_cls(self.qctx, self.args)
cap_task = task.resource_name[0].upper() + task.resource_name[1l:]
try:
task.run()
successful.append(task)
except frontend.UserCanceledInputError:
log.warn(”%s task canceled.”, cap_task)
skipped.append(task.resource_plural)
except Exception as e:
log.exception(”%s task completed with errors: %s”, cap_task, e)

failed.append(task)
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The above method receives a list of modules, retrieves the relevant migration tasks and
runs them. In order to get the migration task from the corresponding module, some

heuristics are employed:

1. Grab all the Python objects in the module
2. Filter the ones that are:

(a) Python classes
(b) Subclasses of 'BaseMigration’

(c) Defined in this module, i.e., not imported
3. Ensure that only one class remains after filtering

4. Return this single class

Subsequently, the retrieved task’s class is instantiated, with the CLI question context
and arguments passed as parameters. Finally, the corresponding run method is called,
which will take care of running the task. Any exceptions are caught on the CLI level,
and tasks are marked as successful (if completed without errors), skipped (if the run was

interrupted), or failed.

In order to tackle the varying requirements, we built two CLIs inheriting from the base
MigrationCLI;ClusterBackupCLIand ClusterRestoreCLI.Each ofthese, define their
own list of questions, which they ask at the beginning of their execution. For example,

ClusterBackupCLI only introduces one question:

BACKUP_QUESTIONS = [MigrationResourcesQuestion]

The above question is meant to determine which migration tasks will be executed. On
the other hand, as mentioned earlier, the base MigrationCLI class defines a lot of com-

mon questions, most of which we saw in the MLMD task examples:

questions = [RokBucketPrefixQuestion, RokTokenQuestion, RokURLQuestion,
RokRegistryBucketPrefixQuestion, RokRegistryTokenQuestion,

RokRegistryURLQuestion, AuthorizationExpiresAfterQuestion]
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After the child CLI is done with its own questions, it invokes its parent’s ask_questions
method to add the answers for the common questions to its context as well, before in-
voking the base class’ run_tasks with a list of modules. As shown above, run_tasks is
responsible for instantiating migration tasks, passing the aggregated question context,
and running them. Before wrapping this section up, it is worth providing an example

of at least one such question:

class RokURLQuestion(question.LineInputQuestion):

»»”Question to provide the Rok URL.”””

name = “question/rok_url”
title = TITLE + ”: Rok URL”

msg = *What is the URL of the Rok cluster?”

envvars = “ROK_URL”
argument_opts = {
”name”: [”--rok-url”],
”metavar”: ”ROK_URL”,

”help”: ”Create snapshots in Rok at URL %(metavar)s”,

The above question aims to retrieve the URL of the Rok cluster. It surfaces asa command-
line argument through the CLI (i.e. -rok-url), as an environment variable (i.e. ROK_-

URL), or as a prompt with the specified title and message in the interactive CLI frontend.



Conclusion

At last, we have reached the end of our journey, and it does look like we covered a lot
of ground. In this final chapter, we will present a brief summary of our work, assessing

some core aspects of our design, before moving on to mention possible extensions.

5.1 Concluding Remarks

When we first embarked on this journey, over a year ago, we had little to no idea about
the challenges that lay ahead. In truth, we weren't really sure what the destination would
even be. As it turned out, nobody in the MLOps industry actually did. Given that, both
the tools we are building and the processes we are developing, are relatively new, there
is no predefined course of action; we need to discover the best practices, along with the

mechanism.

All in all, we did not build a full-blown Split Pipelines solution. We did not implement
an end-to-end design ready to run in automated fashion in production environments
and singlehandedly solve every modern ML engineering problem. We did, however,
construct a solid foundation that we can now confidently build on. We identified the
ML development workflow for what it is, an inherently multi-step process and went
on to explore the different needs of each step. Then, we dived deep into the steps of a
machine learning pipeline to expose their dependencies and meticulously investigated
the underlying systems. Finally, with the acquired knowledge as a tool, and building on
the existing systems, we were able to design a generic mechanism to support running

ML pipelines split across clusters, implementing some of its core components.
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5.2 Future Work

Through the course of this thesis, we laid the groundwork and provided a solid proof of
concept for orchestrating the geo-distributed execution of machine learning pipelines
across Kubernetes clusters. That was only the first step, however. It will take a lot more
work for this project to evolve and grow into the full-fledged Split Pipelines solution we
had originally dreamt of. Having said that, we already have a clear list of next steps,

which we will strive to implement in the following months:

 Implement early stopping mechanism for KFP + Argo
As pointed out in the relevant design section (3.5), we currently simulate early
stopping through KFP’s conditional execution feature. However, this is far from
ideal. We would like the stopping point to be configurable, without the user hav-
ing to alter their pipeline code, and without changing the Workflow spec, so that
it can be provided (e.g. through the UI) when submitting a pipeline run, rather
than determined at compilation. A feature like this will most probably require
changes in both upstream KFP and Argo Workflows, necessitating coordination

with the respective teams.

o Perform fine-grained [meta]data syncing
As described in the relevant design section (3.4), we have thus far implemented
a generic, yet rather coarse-grained syncing mechanism that relies on snapshot-
ting entire database PVCs, and inevitably implies data loss on the target location.
This is of course suboptimal; ideally we would like to only migrate the exact re-
sources required for the mechanism to work. To this end, we will have to over-
come the merging conflicts described before, introducing fundamental changes

to the MLMD system (e.g. GUIDs instead of integer IDs, see 3.4.1).

« Automate the process
The proof of concept described as part of this thesis, entails a lot of manual steps.
However, as soon as the above points are tackled, we already have the tools (and

mechanism) to allow for completely automating the process end-to-end.

o Push our work upstream
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