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Per—lhyh

Καθώς τα Παραγωγικά Αντιπαλικά Δίκτυα (ΠΑΔ) έχουν αποδειχθεί ικανά να παράγουν δείγματα

υψηλής ποιότητας, κατάφεραν να τραβήξουν μεγάλη προσοχή από την ευρεία επιστημονική κοινότητα τα

τελευταία 10 χρόνια. ΄Ομως πρόσφατα, εμφανίστηκαν ακόμη πιο ισχυρά και ικανά παραγωγικά μοντέλα,

όπως τα μοντέλα διάχυσης (ΜΔ), που αποτελούν απειλή για την κυριαρχία των ΠΑΔ στην παραγω-

γή συνθετικών δεδομένων. Τα ΜΔ βρίσκουν γρήγορα χρήση σε εφαρμογές της όρασης υπολογιστών

όπως: αποθορυβοποίηση εικόνας, υπερ-ανάλυση εικόνας, σημασιολογική τμηματοποίηση, σημασιολογική

σύνθεση εικόνας καθώς και μετάφραση εικόνας-σε-εικόνα.

Σε αυτή τη διατριβή εστιάζουμε ρητά στη μετάφραση εικόνας-σε-εικόνα και πιο συγκεκριμένα στη

χειραγώγηση εκφράσεων του προσώπου (γνωστή και ως αναπαράσταση προσώπου). Η φωτορεαλιστική

αναπαράσταση προσώπου μπορεί, μεταξύ άλλων, να χρησιμοποιηθεί για ψυχαγωγικούς σκοπούς, αλλη-

λεπιδράσεις ανθρώπου-υπολογιστή και κινούμενα σχέδια προσώπου. Αυτός ο τομέας έχει προσελκύσει

σημαντική προσοχή τόσο από τις ακαδημαϊκές όσο και από τις βιομηχανικές-ερευνητικές κοινότητες και

έχει παράξει εκπληκτικά αποτελέσματα που διευρύνουν το εύρος της εφευρετικής επεξεργασίας εικόνας

και της δημιουργίας περιεχομένου. Επιπλέον, εμβαθύνουμε στη σύνθεση ομιλούντων προσώπων, μια

πρόσφατα αναδυόμενη εφαρμογή των ΜΔ που απολαμβάνει επίσης ένα ευρύ φάσμα μεταγενέστερων

χρήσεων, όπως τις τηλεδιασκέψεις, μεταγλώττιση ταινιών και εικονικούς βοηθούς. Πιο συγκεκριμένα:

• Πραγματοποιήσαμε πειράματα σχετικά με την αναπαράσταση προσώπου με βάση τις πλήρως ανε-
ξέλεγκτες συνθήκες της βάσης δεδομένων AffectNet. Πειράματα για τη σύνθεση ομιλούντος προ-
σώπου πραγματοποιήθηκαν σε πιο ελεγχόμενες/εργαστηριακές προδιαγραφές, με βάση το σύνολο

δεδομένων MEAD, και λαμβάνοντας υπόψη μόνο τις ακολουθίες βίντεο που απεικόνιζαν μετωπικές
όψεις προσώπου.

• Από όσο γνωρίζουμε, η εργασία μας στην AffectNet αποτελεί το πρώτο ολοκληρωμένο σύνολο
πειραμάτων που διεξήχθη στο προαναφερθέν σύνολο δεδομένων στο πλαίσιο της αναπαράστασης

προσώπου βάσει ΜΔ.

• Αξιοποιήσαμε προεκπαιδευμένα μοντέλα CLIP με στόχο την καλύτερη καθοδήγηση των υποκείμε-
νων διαδικασιών συναισθηματικής χειραγώγησης, εμπνεόμενοι από και επεκτείνοντας το μοντέλο

DiffusionCLIP.

• Συγκρίναμε τη μέθοδό μας με την τελευταία λέξη της τεχνολογίας όσον αφορά ΠΑΔ, ξεπερνώντας
το τελευταία ως προς την ποιότητα εικόνας και τη διατήρηση της ταυτότητας των υποκείμενων

εικονιζόμενων προσώπων, επιτυγχάνοντας παράλληλα ανταγωνιστικά αποτελέσματα όσον αφορά

την ακρίβεια μετάφρασης των συναισθημάτων.

• Από όσο γνωρίζουμε, προτείνουμε την πρώτη έγκυρη μεθοδολογία προσαρμογής που βασίζεται
στην ανάγνωση των χειλιών, στο πλαίσιο της σύνθεσης ομιλούντος προσώπου με Μοντέλα Λαν-

θάνουσας Διάχυσης.

Λέξεις Κλειδιά - αναπαράσταση προσώπου, σύνθεση ομιλούντος προσώπου, μοντέλα διάχυσης, φω-

τορεαλισμός, χειραγώγηση συναισθημάτων, καθοδήγηση CLIP, ανάγνωση χειλιών
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Abstract
As generative adversarial networks (GANs) have proven capable of generating high-quality samples,
they managed to draw a lot of attention in the last 10 years. But recently, even more potent generative
methods, like diffusion models (DMs) have emerged, posing a threat to the dominance of GANs in the
production of synthetic data. DMs are quickly finding use in both low-level and high-level vision tasks
because of their incredible generative capabilities, including but not limited to image denoising, image
super-resolution, semantic segmentation, semantic image synthesis and image-to-image translation.

In this thesis we explicitly focus on image-to-image translation and more specifically on facial
expression manipulation (also known as face reenactment) on the basis of “in-the-wild” images. Photo-
realistic face reenactment can be used for entertainment purposes, human-computer interactions, and
facial animations, among other things. This area has been attracting considerable attention both from
academic and industrial research communities and has produced stunning outcomes that broaden the
scope of inventive image editing, and content creation. Moreover we delve into talking face synthesis,
a newly emerging application of DMs that also enjoys a wide range of downstream uses, such as
teleconferencing, movie dubbing and virtual assistants. More specifically we:

• Conduct experiments relative to face reenactment on the basis of the fully uncontrolled, “in-the-
wild” settings of the AffectNet database. Experiments for talking face synthesis were performed
on more controlled/lab settings, on the basis of the MEAD dataset, and only considering video
sequences that depicted frontal face views.

• To the best of our knowledge, our work on AffectNet is the first fully-fledged set of experiments
conducted on the aforementioned dataset in the context of diffusion-based facial reenactment.

• We leveraged CLIP pre-trained models with the aim of better guiding the underlying emotional
manipulation processes. We drew inspiration from and extended the DiffusionCLIP framework.

• We compared our method with SOTA GAN-based models, surpassing the latter in terms of
image quality and subject identity preservation, while achieving competitive results regarding
emotion translation accuracy.

• To the best of our knowledge, we propose the first proper lip reading-based finetuning method-
ology, in the context of talking-face synthesis with Latent Diffusion Models.

Keywords - face reenactment, talking face synthesis, diffusion models, photorealism, emotion ma-
nipulation, CLIP guidance, lip reading
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Ektetamènh PerÐlhyh sta
Ellhnikˆ

A Eisagwg 

Ta bajiˆ paragwgikˆ montèla apoteloÔn èna apì ta pio endiafèronta upologistikˆ ergaleÐa s me-
ra, dÐnontac ¸jhsh akìmh kai sthn anjr¸pinh efeuretikìthta. Kaj¸c ta Paragwgikˆ Antipalikˆ
DÐktua (PAD) èqoun apodeiqjeÐ ikanˆ na parˆgoun deÐgmata uyhl c poiìthtac, katˆferan na tra-
b xoun megˆlh prosoq  ta teleutaÐa 10 qrìnia. 'Omwc prìsfata, emfanÐsthkan akìmh pio isqurèc
paragwgikèc mèjodoi mˆjhshc, ìpwc ta montèla diˆqushc apotel¸ntac apeil  gia thn kuriarqÐa twn
PAD sthn paragwg  sunjetik¸n dedomènwn.

Lìgw thc pio sunepoÔc kai eÔkolhc ekpaÐdeus c touc sugkritikˆ me ta PAD kai twn uyhlìterhc
poiìthtac deigmˆtwn pou parˆgontai, ta montèla diˆqushc anèrqontai gr gora se dhmotikìthta. Autˆ
ta montèla eÐnai se jèsh na xeperˆsoun orismènec gnwstèc elleÐyeic twn PAD, ìpwc hkatˆrreush lei-
tourgÐac, to kìsth thc antagwnistik c mˆjhshc kai h apotuqÐa sÔgklishc. Se antÐjesh me ta PAD, ta
opoÐa majaÐnoun na anaktoÔn ta arqikˆ dedomèna apì ta jorub¸dh, molÔnontac ta dedomèna ekpaÐdeu-
shc me jìrubo Gauss, ta montèla diˆqushc qrhsimopoioÔn mia diaforetik  prosèggish ìson aforˆ thn
ekpaÐdeush. Autˆ ta montèla brèjhke epÐshc ìti eÐnai katˆllhla apì thn ˆpoyh thc epektasimìthtac
kai tou parallhlismoÔ, gegonìc pou auxˆnei thn elkustikìthtˆ touc. Epiplèon, epeid  to jemèlio thc
ekpaideutik c touc diadikasÐac eÐnai h diìrjwsh tuqaÐwn parapoi sewn pou èginan sta arqikˆ dedomèna,
majaÐnoun mia katanom  thc opoÐac ta deÐgmata moiˆzoun polÔ me ta pragmatikˆ, epomènwc ta deÐgmata
pou dhmiourgoÔntai mporeÐ na eÐnai, en tèlei, arketˆ realistikˆ. Lìgw aut¸n twn qarakthristik¸n, ta
montèla diˆqushc eÐqan shmantikì antÐktupo kai apoteloÔn th teleutaÐa lèxh thc teqnologÐac sthn
paragwg  eikìnwn, katafèrnontac ekplhktikˆ apotelèsmata.

Ta montèla diˆqushc brÐskoun gr gora qr sh se pollaplèc efarmogèc lìgw twn apÐsteutwn dh-
miourgik¸n touc dunatot twn, ìpwc endeiktikˆ h apojorubopoÐhsh eikìnac [65, 109], h zwgrafik 
[44], h uper-anˆlush eikìnac [91, 100], h shmasiologik  tmhmatopoÐhsh [9, 56, 175], h shmasiologik 
sÔnjesh eikìnac [125] kai h metˆfrash eikìnac-se-eikìna [19, 76, 130, 184]. Den apoteleÐ èkplhxh,
ìti up rxe mia suneq c aÔxhsh ston arijmì twn ereunhtik¸n dhmosieÔsewn pou gÐnontai se autìn ton
tomèa metˆ thn shmantik  anakˆluyh twn pijanotik¸n montèlwn diˆqushc [65] ènanti thc arqik c idèac
thc montelopoÐhshc diˆqushc [146], me apotèlesma nèa sunarpastikˆ montèla anadÔontai kˆje mèra.
IdiaÐtera me taGLIDE [110],DALL-E 2 [122], Imagen [131] kaiStable [125] kai ta montèla pou epètre-
yan th dhmiourgÐa keimènou-se-eikìna uyhl c poiìthtac, h montelopoÐhsh me bˆsh th diˆqush gn¸rise
shmantikì enjousiasmì sta mèsa koinwnik c diktÔwshc. Oi teqnikèc dhmiourgÐac keimènou-se-bÐnteo
kai keimènou-se-3D, ìpwc toImagen Video [67], Make-A-Video [145], kai DreamFusion [118] oi opo-
Ðec parˆgoun bÐnteo kai 3D anaparastˆseic pou faÐnontai apÐsteuta realistikèc, apoteloÔn prìsfato
shmeÐo suz thshc gÔrw apì ta montèla diˆqushc. To Sq. A.1 epexhgeÐ epimelhmèna paradeÐgmata pou
antistoiqoÔn se orismènec apì tic proanaferjeÐsec diergasÐec kai montèla.

H trèqousa diatrib  peristrèfetai gÔrw apì th qeirag¸ghsh thc èkfrashc tou pros¸pou se ei-
kìnec kai bÐnteo. Gia to skopì autì, ja prospaj soume na axiopoi soume thn ekfrastik  dÔnamh twn
montèlwn diˆqushc, ta opoÐa èqoun  dh epideÐxei sunarpastik  poiìthta sth sÔnjeth montelopoÐhsh
eikìnwn, allˆ exakoloujoÔn na paramènoun èna kˆpwc nèo kai anexereÔnhto mèroc thc diajèsimhc bi-
bliografÐac. Stic eperqìmenec paragrˆfouc autoÔ tou eisagwgikoÔ kefalaÐou, ja suzht soume en
suntomÐa tic mejodologÐec qeirag¸ghshc pros¸pou, allˆ ja exetˆsoume epÐshc tic teqnologÐecdeep-
fake gia thn enallag  pros¸pou, kaj¸c kai pijanˆ ofèlh kai apeilèc pou prokÔptoun wc epakìlouja
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Sq ma A.1: Epimelhmèna paradeÐgmata apì sÔnjesh eikìnac, keÐmeno-se-eikìna kai keÐmeno-se-bÐnteo basismèna se
[33, 65, 67, 122, 145]. Phg : [164].

thc efarmog c aut c thc teqnologÐac.

A.1 Deepfakes

Ta DeepfakesapoteloÔn uperrealistikˆ bÐnteo pou èqoun tropopoihjeÐ yhfiakˆ gia na anaparistoÔn
ˆtoma pou lène kai kˆnoun prˆgmata pou den èqoun sumbeÐ potè sthn pragmatikìthta. QrhsimopoioÔn
teqnikèc bajiˆc mˆjhshc me stìqo thn paragwg  {yeÔtikwn} ( fake) eikìnwn. Pio sugkekrimèna, oi
mèjodoi deepfakeqrhsimopoioÔn neurwnikˆ dÐktua gia na mˆjoun na anaparˆgoun tic ekfrˆseic tou
pros¸pou, tic idiaiterìthtec, ton trìpo omilÐac kai diakumˆnseic aut c analÔontac terˆstiec posìthtec
deigmˆtwn dedomènwn. Prokeimènou na ekpaideuteÐ èna sÔsthma bajiˆc mˆjhshc gia enallag  pros¸pwn
(face swapping), h diadikasÐa perilambˆnei th qr sh ulikoÔ bÐnteo apì dÔo ˆtoma. Me ˆlla lìgia,
ta Deepfakes, qrhsimopoioÔn teqnologÐa qartogrˆfhshc pros¸pou kai teqnht  nohmosÔnh gia na
antikatast soun to prìswpo enìc atìmou se èna bÐnteo me to prìswpo enìc ˆllou atìmou. Mìlic to
2017, ìtan ènac qr sthc tou Reddit dhmosÐeuse hqograf seic diˆshmwn anjr¸pwn se mh kolakeutikˆ
sexoualikˆ peribˆllonta, ta deepfakeŝ rqisan na kerdÐzoun thn prosoq  tou koinoÔ.

Se genikèc grammèc, tadeepfakesstoqeÔoun istìtopouc koinwnik c diktÔwshc, ìpou oi jewrÐec
sunwmosÐac, oi f mec kai h paraplhrofìrhsh mporoÔn na exaplwjoÔn gr gora, epeid  oi qr stec te-
Ðnoun na akoloujoÔn to {kopˆdi}. En tw metaxÔ, h trèqousa {plhroforiak  apokˆluyh} enjarrÔnei
touc anjr¸pouc na empisteÔontai mìno plhroforÐec pou epibebai¸noun tic proôpˆrqousec pepoij seic
touc kai proèrqontai apì ta koinwnikˆ touc dÐktua, ìpwc h oikogèneia, oi stenoÐ fÐloi   oi sugge-
neÐc. Fjhnˆ yeÔtika   bÐnteo qamhl c poiìthtac me elˆqista tropopoihmèno pragmatikì perieqìmeno,
eÐnai  dh diˆquta lìgw prosbasimìthtac se fjhnì teqnologikì exoplismì, ìpwc monˆdec epexergasÐac
grafik¸n ( GPUs). Upˆrqei ènac auxanìmenoc arijmìc logismikoÔ anoiqtoÔ k¸dika pou diatÐjetai gia
th dhmiourgÐa realistikoÔ, uyhl c poiìthtac deepfakeulikoÔ, me apotèlesma thn suneq  aÔxhsh thc
paraplhrofìrhshc mèsw aut c thc teqnologÐac. To Sq. A.2 parousiˆzei èna grˆfhma empistosÔnhc
plhrofori¸n sqetikˆ me ta deepfakes.

Efarmogèc

O kinhmatogrˆfoc, ta ekpaideutikˆ mèsa, oi yhfiakèc epikoinwnÐec, ta binteo-paiqnÐdia, h yuqagwgÐa,
ta mèsa koinwnik c diktÔwshc, h ugeionomik  perÐjalyh, h epist mh twn ulik¸n kai polloÐ oikonomikoÐ
tomeÐc, ìpwc to hlektronikì empìrio kai h mìda, eÐnai mìno merikèc apì tic biomhqanÐec pou dunhtikˆ
epwfeloÔntai apì thn teqnologÐa deepfake.

Pr¸ton, h teqnologÐa deepfakeèqei pollˆ pleonekt mata gia thn kinhmatografik  biomhqanÐa. Gia
parˆdeigma, mporeÐ na qrhsimopoihjeÐ gia thn enhmèrwsh   tropopoÐhsh orismènwn karè enìc film,
prˆgma pou elaqistopoieÐ thn anˆgkh epanalhptik¸n gurismˆtwn se skhnèc miac eperqìmenhc tainÐac.
Enallaktikˆ, mporeÐ na qrhsimopoihjeÐ gia th dhmiourgÐa teqnht¸n fwn¸n gia kallitèqnec pou mporeÐ
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Sq ma A.2: 'Ena grˆfhma empistosÔnhc plhrofori¸n sqetikˆ me ta deepfakes. Phg : [105].

na èqasan tic dikèc touc lìgw kˆpoiac asjèneiac. Oi kinhmatografistèc ja mporoÔn na anaparˆgoun
emblhmatikèc stigmèc taini¸n, na anaptÔssoun nèec tainÐec me ermhneutèc pou èqoun pejˆnei, na efar-
mìzoun eidikˆ efè kai prwtoporiak  epexergasÐa pros¸pou sto post-production kai na metatrèpoun
erasiteqnikì ulikì se komyˆ èrga. Aut  h teqnologÐa epitrèpei epÐshc thn autìmath kai realistik 
metagl¸ttish fwn c gia tainÐec se opoiad pote gl¸ssa, belti¸nontac thn empeirÐa probol c gia dia-
foretikˆ akroat ria taini¸n kai ekpaideutik¸n mèswn. Ta glwssikˆ empìdia xeperˆsthkan apì mia
pagkìsmia ekstrateÐa euaisjhtopoÐhshc gia thn elonosÐa to 2019 me tonDavid Beckham, qˆrh se
mia didaktik  diaf mish pou qrhsimopoioÔse teqnologÐa allag c fwn c/optik c gia na ton kˆnei na
faÐnetai dÐglwssoc. Auto mporeÐ na paromoiasteÐ me to pwc h teqnologÐadeepfakemporeÐ na belti-
¸sei thn optik  epaf  kai na katarrÐyei ta glwssikˆ empìdia katˆ th diˆrkeia miac thlediˆskeyhc,
metafrˆzontac lèxeic en¸ tautìqrona allˆzei tic kin seic twn qeili¸n kai tou pros¸pou.

H teqnologÐadeepfakeepitrèpei yhfiakoÔc swsÐec, èxupnouc bohjoÔc me realistikì  qo, emfˆnish
kai auxhmènh thleparousÐa se diadiktuakˆ paiqnÐdia kai peribˆllonta eikonik c sunomilÐac. Autì èqei
wc apotèlesma kalÔterh epikoinwnÐa sto diadÐktuo kai diaproswpikèc allhlepidrˆseic. H teqnologÐa
mporeÐ epÐshc na eÐnai epwfel c ston koinwnikì kai iatrikì tomèa. TadeepfakesmporeÐ na bohj soun
èna agaphmèno prìswpo pou penjeÐ na apoqairet sei ènan apojanìnta fÐlo {fèrnontˆc ton xanˆ sth
zw } me yhfiakì trìpo. Autì mporeÐ na bohj sei touc anjr¸pouc na antimetwpÐsoun ton jˆnato enìc
agaphmènou touc pros¸pou apotelesmatikìtera. Epiplèon, h teqnologÐa mporeÐ na qrhsimopoihjeÐ gia
thn yhfiak  anakataskeu  tou ˆkrou enìc akrwthriasmènou atìmou   gia na bohj sei ta diemfulikˆ
ˆtoma na tautistoÔn kalÔtera me to fÔlo pou protimoÔn. Akìmh kai oi en likec pou pˆsqoun apì
Altsqˆimer mporoÔn na epwfelhjoÔn apì thn aut n th teqnologÐa allhlepidr¸ntac me èna neìtero
prìswpo pou mporeÐ na jumoÔntai kalÔtera. Prokeimènou na epitaqunjeÐ h anˆptuxh nèwn ulik¸n
kai iatrik¸n jerapei¸n, oi ereunhtèc èqoun epÐshc diereun sei th qr sh twn PAD gia thn anÐqneush
anwmali¸n stic aktÐnec Q.

Epiplèon, oi etaireÐec dianom c teqnologÐac endiafèrontai gia th dunatìthta efarmog c twndeep-
fake gia thn epwnumÐa, epeid  èqei th dunatìthta na allˆxei shmantikˆ to hlektronikì empìrio kai th
diaf mish. Ta deepfakesepitrèpoun epÐshc th dhmiourgÐa uperproswpikoÔ perieqomènou pou mporeÐ na
metatrèpei touc qr stec se montèla. Gia parˆdeigma, h teqnologÐa epitrèpei tic eikonikèc exart seic,
¸ste oi qr stec na mporoÔn na doun pwc ja touc faÐnetai mia stol /roÔqo prin kˆnoun mia agorˆ kai
na mporoÔn na parˆgoun prosarmosmènec diafhmÐseic mìdac me bˆsh ton jeat , thn ¸ra thc hmèrac kai
ton kairì.
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Sq ma A.3: 'Enac tupikìc agwgìc epexergasÐac anaparˆstashc enìc sust matoc deepfake, ìpou sun jwc ekteleÐtai
mìno èna uposÔnolo twn bhmˆtwn pou apeikonÐzontai. Phg : [105].

Pijanèc Apeilèc

Ta deepfakesapoteloÔn sobar  apeil  gia thn koinwnÐa, to politikì sÔsthma kai thn oikonomÐa
epeid  a) askoÔn pÐesh stouc dhmosiogrˆfouc pou prospajoÔn na diakrÐnoun metaxÔ pragmatik¸n kai
yeÔtikwn eid sewn, b) jètoun se kÐnduno thn ejnik  asfˆleia diadÐdontac propagˆnda kai anakate-
Ôontac tic eklogèc, g) uponomeÔoun thn empistosÔnh tou koinoÔ se kubernhtikèc plhroforÐec kai d)
egeÐroun anhsuqÐec tìso se ˆtoma ìso kai se epiqeir seic gia thn eurÔterh asfˆleia ston kubernoq¸ro.

Arqikˆ, eÐnai polÔ pijanì o tomèac twn mèswn enhmèrwshc na antimetwpÐsei èna shmantikì prìblhma
se sqèsh me thn empistosÔnh twn pelat¸n/qrhst¸n. Ta deepfakeseÐnai pio epikÐnduna apì ta sumba-
tikˆ fake newskaj¸c eÐnai pio dÔskolo na entopistoÔn, me apotèlesma th diˆdosh paraplhrofìrhshc.
Gia parˆdeigma, h teqnologÐa aut  epitrèpei th dhmiourgÐa bÐnteo-eid sewn pou faÐnontai alhjinˆ allˆ
sthn pragmatikìthta den eÐnai, jètontac se kÐnduno thn axiopistÐa twn dhmosiogrˆfwn kai twn mèswn
enhmèrwshc genikìtera. EpÐshc, h apìkthsh prìsbashc se bÐnteo pou trab qthke apì {autìpth} mˆr-
tura enìc peristatikoÔ mporeÐ na d¸sei se ènan eidhseografikì organismì antagwnistikì pleonèkthma,
allˆ o kÐndunoc auxˆnetai eˆn h prosferìmenh tainÐa eqei ìntwc parapoihjeÐ.

H koinìthta twn mustik¸n uphresi¸n anhsuqeÐ gia ta deepfakespou dunhtikˆ qrhsimopoioÔntai gia
na uponomeÔsoun proeklogikèc ekstrateÐec kai na jèsoun se kÐnduno thn ejnik  asfˆleia diadÐdontac
politik  propagˆnda. Oi uphresÐec plhrofori¸n twn HPA èqoun suqnˆ ekd¸sei proeidopoi seic sqe-
tikˆ me ton kÐnduno xènwn parembˆsewn sthn Amerikanik  politik , idiaÐtera enìyei eklog¸n. Stouc
shmerinoÔc polèmouc paraplhrofìrhshc, h eisagwg  lèxewn se èna dhmofilèc bÐnteo mporeÐ na apo-
telèsei èna isqurì ìplo, epeid  mporeÐ eÔkola na ephreˆsei th gn¸mh twn yhfofìrwn. 'Ena yeÔtiko
bÐnteo enìc politikoÔ pou qrhsimopoieÐ ratsistikèc sukofantÐec   dwrodokÐa, ènan proedrikì upoy fio
pou omologeÐ èna ègklhma, eidopoieÐ èna ˆllo èjnoc gia epikeÐmeno pìlemo, ènan kubernhtikì axiwma-
toÔqo pou faÐnetai na brÐsketai se episfal  jèsh, na omologeÐ sqèdio sunwmosÐac,   strati¸tec pou
dolofonoÔn amˆqouc sto exwterikì, ja mporoÔsan na paraqjoÔn apì mia eqjrik  uphresÐa plhrofo-
ri¸n. En¸ tètoiec {ftiaqtèc} tainÐec pijanìtata ja purodotoÔsan anataraqèc kai diakopèc pijan¸n
eklog¸n, xèna èjnh mporeÐ na katal xoun na ekteloÔn exwterik  politik  basismènh se mujoplasÐec,
odhg¸ntac akìmh kai sto xèspasma polèmou.

'Enac ˆlloc kÐndunoc pou prokaleÐtai apì thn teqnologÐadeepfakeeÐnai zht mata pou sqetÐzontai
me thn asfˆleia ston kubernoq¸ro. O etairikìc kìsmoc èqei  dh ekfrˆsei endiafèron na uperaspi-
steÐ ton eautì tou apì iogeneÐc apˆtec, epeid  tadeepfakesja mporoÔsan na qrhsimopoihjoÔn gia th
qeirag¸ghsh tou qrhmatisthrÐou kai thc agorˆc genikˆ, gia parˆdeigma, ekjètontac ènan dieujÔnonta
sÔmboulo qrhsimopoi¸ntac fuletikèc   èmfulec sukofantÐec, anakoin¸nontac mia yeÔtikh sugq¸neush,
diogk¸nontac oikonomikèc ap¸leiec, k ruxh pt¸qeushc   omologÐa enìc ènoqou egkl matoc. �Deep-
faked� anakoin¸seic nèwn proðìntwn   pornografikì ulikì ja mporoÔsan epÐshc na qrhsimopoihjoÔn
gia na blˆyoun th f mh miac etaireÐac, na apeil soun   akìma kai na ekbiˆsoun thn ekˆstote dioÐkhsh.
Epiplèon, h en lìgw teqnologÐa kajistˆ dunat  thn plastoproswpÐa enìc stelèqouc se pragmatikì
qrìno mèsw yhfiak¸n mèswn, ìpwc zht¸ntac apì ènan ergazìmeno na parˆsqei epeigìntwc qr mata
  na apokalÔyei euaÐsjhtec plhroforÐec. Tèloc, dÔnatai na dhmiourghjeÐ mia yeÔtikh tautìthta kai
se hqograf seic zwntan c ro c ( live-stream), na allaqteÐ to prìswpo enìc en lika se prìswpo enìc
nearoÔ paidioÔ, gegonìc pou egeÐrei anhsuqÐec gia to pwc ja mporoÔsan oi paidìfiloi/paiderastèc na
qrhsimopoi soun thn en lìgw teqnologÐa.
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A.2 Anaparˆstash Pros¸pou

'Enac tÔpocdeepfakepou mporeÐ na enisqÔsei shmantikˆ ton antÐktupo aut c thc teqnologÐac kai
na dieukolÔnei thn enswmˆtws  thc sth biomhqanÐaVFX eÐnai h dunatìthta apìkthshc shmasiologikoÔ
elègqou sta sunaisj mata pou ekfrˆzontai mèsw twn ekfrˆsewn tou pros¸pou. H shmasÐa autoÔ
tou eÐdouc qeirag¸ghshc apodeiknÔetai idiaitèrwc qr simh katˆ th diˆrkeia twn gurismˆtwn taini¸n,
kaj¸c, parˆ thn programmatismènh fÔsh twn proforik¸n lèxewn, h apìkthsh tou apaitoÔmenou sunai-
sj matoc tou hjopoioÔ apaiteÐ suqnˆ pollèc prospˆjeiec. H allag  thc apìdoshc tou pros¸pou ja
mporoÔse na gÐnei eÔkola se metaparagwgikì stˆdio, prosfèrontac mia isqur  lÔsh sthn epexergasÐa
sunaisjhmˆtwn.

H anaparˆstash pros¸pou metatrèpei to upokeÐmeno prìswpo se marionèta, parèqontac stouc
epitijèmenouc ton megalÔtero bajmì eleujerÐac ¸ste èqoun ton antÐktupo pou jèloun. Prèpei na epi-
shmˆnoume ìti h anaparˆstash pros¸pou up rqe prin gÐnoun koinˆ ta deepfakes. To 2003, oi ereunhtèc
metamìrfwsan montèla trisdiˆstatwn sarwmènwn kefal¸n [14]. To 2005, apodeÐqjhke pwc autì eÐnai
efiktì qwrÐc èna trisdiˆstato montèlo [20], mèsw paramìrfwshc me antÐstoiqec parìmoiec ufèc [53].
Argìtera, apodeÐqjhke pwc mporoÔn na qrhsimopoihjoÔn trisdiˆstata parametrikˆ montèla gia thn
epÐteuxh uyhl c poiìthtac apotelesmˆtwn kai se pragmatikì qrìno me anÐqneush bˆjouc kai sumba-
tikèc kˆmerec [157, 159, 160]. Anexˆrthta apì autì, stic mèrec mac, oi proseggÐseic pou basÐzontai
sth bajiˆ mˆjhsh eÐnai gnwstèc wc o kurÐarqoc trìpoc dhmiourgÐac alhjofanoÔc perieqomènou. 'Enac
tupikìc kai genikìc agwgìc epexergasÐac anaparˆstashc pros¸pou faÐnetai sto Sq. A.3.

Gia touc skopoÔc aut c thc eisagwgik c episkìphshc, h pr¸th enìthta ja epikentrwjeÐ stic pio
gnwstèc mejìdouc: Face2Face[157] kaiNeuralTextures [158], ta opoÐa antikajistoÔn thn èkfrash tou
pros¸pou enìc atìmou se èna bÐnteo me thn èkfrash tou pros¸pou enìc ˆllou atìmou (epÐshc se èna
bÐnteo). Arqikˆ, h teqnik  grafik¸n upologist  gnwst  wc Face2FacediathroÔse thn tautìthta tou
atìmou-stìqou, en¸ metèfere to sunaÐsjhma apì èna bÐnteo phg c se èna bÐnteo-stìqo. H epilog  tou
basikoÔ karè anaforˆc ginìtan qeirokÐnhta. Gia thn parakoloÔjhsh tou sunaisj matoc sta upìloipa
karè, qrhsimopoi jhkan ta pr¸ta karè tou ekˆstote bÐnteo gia th dhmiourgÐa miac proswrin c tautìth-
tac pros¸pou (3D montèlo). Tèloc, dhmiourg jhkan yeÔtika bÐnteo me thn efarmog  76 suntelest¸n
anˆmeixhc sq matoc (blendshape) pou apoteloÔsan tic paramètrouc èkfrashc phg c kˆje karè sto
bÐnteo-stìqo. Argìtera, eis qjh mia nèa strathgik  ekmˆjhshc basismènh sto NeuralTextures kai
sth bˆsh dedomènwnFaceForensics++. H proanaferjeÐsa teqnik  majaÐnei mia neurwnik  anaparˆsta-
sh uf c tou atìmou-stìqou, sumperilambanomènou enìc diktÔou apìdoshc, qrhsimopoi¸ntac ta arqikˆ
dedomèna bÐnteo.

Genikˆ, h anˆptuxh twn PAD [55] èqei diegeÐrei èna dieurunìmeno s¸ma èreunac kai melèthc ston
tomèa thc qeirag¸ghshc eikìnwn. 'Otan h sÔnjesh miac eikìnac apaiteÐtai na pragmatopoihjeÐ bˆsei
kˆpoiac ˆllhc eikìnac, sth suntriptik  pleionìthta twn èrgwn, qrhsimopoieÐtai kˆpoiac morf c desmeu-
mènh genn tria [71]. Mèsw thc ènnoiac thc kuklik c sunèpeiac [187], kajÐstatai dunat  h metˆfrash
eikìnwn metaxÔ diaforetik¸n tomèwn diathr¸ntac parˆllhla to perieqìmeno thc ekˆstote arqik c ei-
kìnac. H efarmog  tètoiwn mejìdwn stic eikìnec pros¸pwn katèsthse dunat  thn allag  orismènwn
qarakthristik¸n tou pros¸pou, ìpwc to fÔlo kai to qr¸ma twn malli¸n. H ikanìthta allag c twn
sunaisjhmˆtwn tou pros¸pou se eikìnec metafrˆzontac ta sÔmfwna me mia dedomènh shmasiologik 
etikèta (p.q. qarˆ, jumìc, jlÐyh, k.lp.) ulopoi jhke epituq¸c sta plaÐsia tou montèlou StarGAN
[25]. Epiplèon, pollèc gnwstèc teqnikèc qeirismoÔ èkfrashc bˆsei eikìnac kai me arqitektonik  PAD,
eÐnai oi:StarGAN v2 [26], GANimation [120], GANmut [30], ExprGAN [34], FACEGAN [162] kai
ICface [163]. Merikèc apì autèc exètasan enallaktikèc krufèc anaparastˆseic gia th montelopoÐh-
sh tou anjr¸pinou sunaisjhmatikoÔ fˆsmatoc. Gia parˆdeigma, to ExprGAN qrhsimopoieÐ etikètec
suneq¸n sunaisjhmˆtwn pou perigrˆfoun thn èntash twn apeikonizìmenwn ekfrˆsewn tou pros¸pou,
en¸ sto [94], qrhsimopoi jhke o 2D q¸roc sjènouc-diègershc ( valence-arousal) [103]. Pio prìsfata,
to GANmut prìteine ènan trìpo apìkthshc enìc disdiˆstatou desmeumènou ermhneÔsimou sust matoc
etiket¸n akìmh kai ìtan qrhsimopoieÐtai èna sÔnolo dedomènwn pou qarakthrÐzetai me apokleistikˆ
kathgorikèc etikètec basik¸n sunaisjhmˆtwn.

B Montèla Diˆqushc

Sto parìn tm ma thc perÐlhyhc ja prospaj soume na jèsoume tic jewrhtikèc bˆseic sqetikˆ me
ta Montèla Diˆqushc (MD) sto plaÐsio thc paragwgik c montelopoÐhshc, ètsi ¸ste na perigrˆyoume
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me akrÐbeia tic arqitektonikèc pou ja apotelèsoun sth sunèqeia touc domikoÔc lÐjouc twn dik¸n
mac upologistik¸n montèlwn. Ta montèla diˆqushc an koun sth klˆsh twn baji¸n paragwgik¸n
montèlwn pou parˆgoun deÐgmata antistrèfontac mia diadikasÐa diafjorˆc/jorubopoÐhshc. To epÐpedo
jorÔbou tupikˆ upodhl¸netai me èna qronikì deÐkth t, ìpou t = 0 antistoiqeÐ se kajarèc kai t = 1
se pl rwc jorub¸deic eikìnec. H diadikasÐa diˆqushc mporeÐ na eÐnai diakrit    suneq c. Oi dÔo
genikèc kathgorÐec montèlwn diˆqushc eÐnai taScore-Based[149, 150, 153] kai ta ApojorubopoioÔmena
Pijanotikˆ Montèla Diˆqushc (APMD) [65, 146]. Sto plaÐsio aut c thc melèthc, ja epikentrwjoÔme
kurÐwc sta teleutaÐa.

B.1 ApojorubopoioÔmena Pijanotikˆ Montèla Diˆqushc

Ta APMD mporoÔn na jewrhjoÔn wc parallagèc enìc MarkobianoÔ IerarqikoÔ Autokwdikopoiht 
Parallag c pou summorf¸nontai me touc akìloujouc treic periorismoÔc:

ˆ H diˆstatikìthta thc lanjˆnousac anaparˆstashc tairiˆzei me aut  twn dedomènwn.

ˆ H katanom  tou lanjˆnontoc kwdikopoiht  eÐnai prokajorismènh wc èna grammikì montèloGauss
pou efarmìzetai epÐ thc exìdou tou prohgoÔmenou qronikoÔ b matoc.

ˆ Oi parˆmetroi twn lanjanìntwn kwdikopoiht¸n poikÐlloun me thn pˆrodo tou qrìnou me tètoio
trìpo ¸ste h katanom  thc lanjˆnousac anaparˆstashc sto telikì qronikì b ma T na eÐnai
tupik  kanonik .

Ta pragmatikˆ deÐgmata dedomènwn kaj¸c kai oi lanjˆnousec/jorub¸deic ekdoqèc touc mporoÔn na
anaparastajoÔn apì koinoÔ qrhsimopoi¸ntac ton sumbolismì x t , me to t = 0 na antistoiqeÐ se a-
lhjinˆ kai me to t 2 [1; T] na antistoiqeÐ se lanjˆnonta, me thn ierarqÐa lanjanìntwn deigmˆtwn na
upodhl¸netai me ton qronikì deÐkth t. H Markobian  idiìthta anˆmesa se diadoqikèc lanjˆnousec
metabˆseic upodhl¸nei ìti h emprìsjia diadikasÐa jorubopoÐhshc mporeÐ na grafteÐ wc ex c:

q(x1:T jx0) =
TY

t =1

q(x t jx t � 1) (1)

ìpou oi metabˆseic tou kwdikopoiht  eÐnai thc morf c:

q(x t jx t � 1) = N (x t ;
p

at x t � 1; (1 � at )I ) (2)

ìpou to prìgramma thc klÐmakac jorÔbouat mporeÐ na eÐnai eÐte prokajorismèno eÐte ekpaideÔsimo. H
Markobian  idiìthta sunepˆgetai ìti q(x t jx t � 1; x0) = q(x t jx t � 1) = N (x t ;

p
at x t � 1; (1 � at )I ). Axio-

poi¸ntac to legìmeno kìlpo thc epanametropoÐhshc kai parathr¸ntac ìti to ˆjroisma anexˆrthtwn
tuqaÐwn kanonik¸n metablht¸n akoloujeÐ kanonik  katanom  me mèsh tim  Ðsh me to ˆjroisma twn epi-
mèrouc mèswn kai me diakÔmansh Ðsh me to ˆjroisma twn epimèrouc diakumˆnsewn, prokÔptei h akìloujh
komy  sqèsh:

x t =

vu
u
t

TY

t =1

at x0 +

vu
u
t 1 �

TY

t =1

at � 0 =
p

�at x0 +
p

1 � �at � 0 � N (x t ;
p

�at x0; (1 � �at )I ) (3)

Kat ' epèktash, axiopoi¸ntac ton nìmo tou Bayes, mporoÔme na deÐxoume ìtix t � 1 � q(x t � 1jx t ; x0),
ìpou x t � 1 eÐnai kanonikˆ katanemhmèmec me mèsh tim � q(x t ; x0) =

p
a t x t (1 � �a t � 1 )+

p
�a t � 1 x 0 (1 � a t )

1� �a t
kai

diakÔmansh� q(t) = � 2
q(t)I = (1 � a t )(1 � �a t � 1 )

(1 � �a t ) I . Katˆ autì to trìpo, to ekpaideuìmeno b ma apojorubo-
poÐhshcp� (x t � 1jx t ) prèpei na akoloujeÐ ìso pio pistˆ gÐnetai to pragmatikì b ma apojorubopoÐhshc
q(x t � 1jx t ; x0), prˆgma pou sunoyÐzetai sthn elaqistopoÐhsh tou akìloujou ìrou tairiˆsmatoc apojo-
rubopoÐhshc:

argmin
�

1
2

�
�at � 1

1 � �at � 1
�

�at

1 � �at

�
�
kx̂ � (x t ; t) � x0k2

2

�
(4)

ìpou x̂ � (x t ; t) antistoiqeÐ sthn ektÐmhsh enìc neurwnikoÔ diktÔou wc proc thn arqik  eÐsodox0 kai
katˆ to epipèdo jorÔbou t. H Ex. (3) mporeÐ na xanagrafteÐ sthn akìloujh morf :

x0 =
x t �

p
1 � �at � 0p
�at

(5)
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Qrhsimopoi¸ntac thn parapˆnw exÐswsh kai epikaloÔmenoi xanˆ to kìlpo thc epanametropoÐhshc,
mporoÔme na antikatast soume to neurwnikì dÐktuo thc Ex. (4) me èna neurwnikì dÐktuo�̂ � (x t ; t)
pou majaÐnei enallaktikˆ na problèpei ton phgaÐo jìrubo� 0 � N (0; I ) (modulo kˆpoia stajerˆ ston
antÐstoiqo ìro sfˆlmatoc). Epomènwc, h ekmˆjhsh enìc APMD mesw thc prìbleyhc thc arqik c
eisìdou x0 isodunameÐ me thn ekmˆjhsh mèsw prìbleyhc tou jorÔbou. Empeirikˆ, wstìso, èqei brejeÐ
ìti h prìbleyh tou jorÔbou odhgeÐ suqnˆ se kalÔterh apìdosh [65, 79].

B.2 ApojorubopoioÔmena 'Emmesa Montèla Diˆqushc

Ta ApojorubopoioÔmena 'Emmesa Montèla Diˆqushc (AEMD) apoteloÔn mia kathgorÐa paragwgi-
k¸n montèlwn pou ekpaideÔontai me stìqouc autokwdikopoioÔmenhc apojorubopoÐhshc/score matching
kai qarakthrÐzontai apì mia mh Markobian  emprìsjia diadikasÐa jorubopoi shc. Sta AEMD, ta deÐg-
mata mporoÔn na prosdioristoÔn monadikˆ apì tic lanjˆnousec metablhtèc, epomènwc kai parousiˆzoun
parìmoiec idiìthtec me ta PAD. Ta AEMD basÐzontai sthn akìloujh oikogèneia katanom¸n pou qa-
rakthrÐzontai apì èna pragmatikì diˆnusma� 2 RT

� 0:

q� (x1:T jx0) := q� (xT jx0)
TY

t =2

q� (x t � 1jx t ; x0) (6)

ìpou q� (xT jx0) = N (xT ;
p

aT x0; (1 � aT )I ) kai gia kˆje t > 1 isqÔei:

q� (x t � 1jx t ; x0) = N

 
p

at � 1x0 +
� q

1 � at � 1 � � 2
t

�
x t �

p
at x0p

1 � at
; � 2

t I

!

(7)

O Gkaousianìc mèsoc thc Ex. (7) epilègetai me tètoio trìpo ¸ste na diasfalÐzetai ìti q� (x t jx0) =
N (x t ;

p
at x0; (1� at )I ). ApodeiknÔetai ìti h diadikasÐa deigmatolhyÐac sta AEMD mporeÐ na perigrafeÐ

apì thn akìloujh sqèsh:

x t � 1 =
p

at � 1

�
x t �

p
1 � at �̂ � (x t ; t)

p
at

�
+

� q
1 � at � 1 � � 2

t

�
�̂ � (x t ; t) + � t � (8)

ìpou � � N (0; I ) kai a0 := 1 . Diaforetikèc epilogèc wc proc to diˆnusma � antistoiqoÔn se dia-
foretikèc paragwgikèc diadikasÐec, qrhsimopoi¸ntac ìmwc èna koinì neurwnikì dÐktuô� � (x t ; t) to
opoÐo, ìpwc kai sta APMD, ekpaideÔetai ètsi ¸ste na problèpei ton phgaÐo jìrubo. 'Otan � t =p

(1 � at � 1)=(1 � at )
p

1 � at =at � 1 gia kˆje t, tìte h emprìsjia diadikasÐa jorubopoÐhshc kajÐstatai
Markobian , kai h opÐsjia paragwgik  diadikasÐa tautÐzetai me aut  enìc APMD. 'Otan exetˆzoume e-
pitaqunìmenh sÔnjesh me to� na eÐnai mia aÔxousa upoakoloujÐa sto diˆsthma[1; : : : ; T ], h uperparˆme-
troc thc tupik c apìklishc suqnˆ parametropoieÐtai wc � � i (� ) = �

p
(1 � a� i � 1 )=(1 � a� i )

p
1 � a� i =a� i � 1 .

Epiplèon, ìtan � t = 0 , h Ex. (8) isodÔnamei me mia mèjodoEuler proc epÐlush miac SDE, en¸ tìso h
emprìsjia diadikasÐa jorubopoÐhshc ìso kai h diadikasÐa deigmatolhyÐac kajÐstantai nteterministikèc.

B.3 Kajod ghsh

'Olh h suz thsh mèqri autì to shmeÐo èqei afierwjeÐ sthn ekmˆjhsh thc katanom cp(x) enìc de-
domènou sunìlou dedomènwn. Wstìso, eÐnai epÐshc qr simo na mporoÔme na majaÐnoume desmeumènec
katanomèc dedomènwn, dhlad p(x jy) ìpou to y upodhl¸nei opoiod pote eÐdoc epiprìsjethc plhrofo-
rÐac, p.q., etikètec klˆsewn. SÔmfwna me th sqetik  bibliografÐa, upˆrqoun dÔo kÔriec mèjodoi gia na
epiteuqjeÐ autì, sugkekrimèna hkajod ghsh me taxinomht  [33] kai h kajod ghsh qwrÐc taxinomht 
[66].

Kajod ghsh me Taxinomht 

'Estw p� (yjx t ) ènac taxinomht c pou stoqeÔei sthn taxinìmhsh jorubwd¸n eikìnwnx t , se diˆfora
epÐpeda jorÔbout. 'Estw kai pˆli èna neurwnikì dÐktuo � � pou ekpaideÔetai ètsi ¸ste na problèpei
ton phgaÐo eisagìmeno jìrubo. Tìte, gia thn antÐstoiqh diadikasÐa deigmatolhyÐac upì kajod ghsh me
taxinomht , sthn perÐptwsh twn APMD, isqÔei x t � 1 � N (x t � 1; � � + � � r x t logp� (yjx t ); � � ), ìpou
� � ; � � eÐnai o mèsoc kai h diakÔmansh thc ekpaideuìmenhcGaussiankatanom c pou qarakthrÐzei tic
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metabˆseic katˆ thn opÐsjia Markobian  alusÐda. Kat' epèktash, sta AEMD mporeÐ na qrhsimopoihjeÐ
h Ðdia diadikasÐa deigmatolhyÐac pou perigrˆfhke sthn enìthta B.2, antikajist¸ntac to upˆrqon dÐktuo
prìbleyhc jorÔbou �̂ � (x t ) apì to �̂ � (x t jy) = �̂ � (x t ) �

p
1 � �at r x t logp� (yjx t ).

Kajod ghsh qwrÐc Taxinomht 

'Opwc upodhl¸nei to ìnoma, h kajod ghsh qwrÐc taxinomht  (k.q.t. ) [66], wc mejodologÐa, den
apaiteÐ thn ekpaÐdeush kˆpoiou xeqwristoÔ taxinomht . Antijètwc, kˆpoioc ekpaideÔei èna desmeumèno
montèlo diˆqushc p(x jy) me pijanìthta apìrriyhc thc upì sunj kh plhroforÐac puncond , dhlad  se
tuqaÐec peript¸seic, h epiprìsjeth plhroforÐa y afaireÐtai (pijanìthtec apìrriyhc thc tˆxhc tou 10-
20% teÐnoun na leitourgoÔn kalˆ) kai antikajÐstatai me mia etikèta? (null ). Aut  h etikèta apoteleÐ
eidik  tim  eisìdou pou antiproswpeÔei thn apousÐa rujmistik¸n plhrofori¸n. To tropopoihmèno
montèlo pou prokÔptei eÐnai plèon se jèsh na leitourgeÐ kai upì sunj khp(x jy) kai wc montèlo ˆneu
ìrwn p(x), anˆloga me to an parèqetai to s ma rÔjmishc. Sth sunèqeia pragmatopoieÐtai deigmatolhyÐa
qrhsimopoi¸ntac ton akìloujo grammikì sunduasmì twn upì ìrouc kai ˆneu ìrwn ektim sewn jorÔbou:

~� � (x t jy) = (1 � 
 )� � (x t j? ) + 
 � � (x t jy) (9)

Gia 
 = 0 , anaktoÔme to aplì, ˆneu ìrwn montèlo kai gia 
 = 1 paÐrnoume to tupikì desmeumèno
montèlo. Gia
 > 1, h katanom  apì thn opoÐa deigmatolhptoÔme kajÐstatai {uper-rujmismènh}.

B.4 Montèla Lanjˆnousac Diˆqushc

Ta Montèla Lanjˆnousac Diˆqushc (MLD) [125] eis qjhsan se mia prospˆjeia na meiwjoÔn oi u-
pologistikèc apait seic gia thn ekpaÐdeush montèlwn diˆqushc gia sÔnjesh eikìnwn uyhl c anˆlushc.
H proteinìmenh prosèggish proteÐnei ènan rhtì diaqwrismì thc fˆshc sumpÐeshc apì th fˆsh paragw-
gik c mˆjhshc, qrhsimopoi¸ntac ènan autokwdikopoiht  pou majaÐnei ènan q¸ro pou eÐnai antilhptikˆ
isodÔnamoc me ton q¸ro twn eikìnwn, allˆ prosfèrei shmantikˆ meiwmènh upologistik  poluplokìthta
tìso sth diadikasÐa ekpaÐdeushc ìso kai sth diadikasÐa deigmatolhyÐac.

Dedomènhc miacRGB eikìnac eisìdou x 2 RH � W � 3, ènac kwdikopoiht c E kwdikopoieÐ tox se
mia lanjˆnousa anaparˆstash z = E(x) 2 Rh� w � c, en¸ ènac apokwdikopoiht c D apokwdikopoieÐ
th lanjˆnousa anaparˆstash kai thn epanafèrei ston arqikì q¸ro twn eikìnwn, parˆgontac thn
anakataskeu  ~x = D(z) = D(E(x)) . O kwdikopoiht c upodeigmatolhpteÐ thn eikìna eisìdou katˆ èna
suntelest  f = H=h = W=w. 'Eqontac ekpaideÔsei ta montèla antilhptik c sumpÐeshc, o qamhl¸n
diastˆsewn lanjˆnwn q¸roc mporeÐ plèon na axiopoihjeÐ, ston opoÐo uyhl c suqnìthtac anepaÐsjhtec
leptomèreiec afairoÔntai. Se sÔgkrish me ton uyhl c diastatikìthtac q¸ro twn pixel, o lanjˆnwn
q¸roc eÐnai katallhlìteroc gia paragwgikˆ pijanotikˆ montèla, kaj¸c mporoÔn na epikentrwjoÔn
sta shmasiologikˆ shmantikˆ �bit� dedomènwn, exasfalÐzontac parˆllhla upologistikˆ apodotik 
ekpaÐdeush.

Ekmetalleuìmenoi th disdiˆstath dom  twn paragìmenwn lanjanous¸n anaparastˆsewn, h raqo-
kokaliˆ enìc MLD basÐzetai sthn arqitektonik  U-Net, pou apoteleÐtai kurÐwc apì 2D suneliktikˆ
str¸mata. 'Opwc suzht jhke sthn enìthta B.1, h ekpaÐdeush twn APMD basÐzetai se mia epanastaj-
mismènh parallag  tou metablhtoÔ kˆtw frˆgmatoc ston logˆrijmo thc pijanofˆneiac thc alhjin c
katanom c dedomènwnlogp(x). Ta MLD mporoÔn na ermhneujoÔn wc exÐsou stajmismènh akolou-
jÐa autokwdikopoiht¸n apojorubopoÐhshc� � (zt ; t) oi opoÐoi eÐnai ekpaideumènoi ¸ste na problèpoun
mia apojorubopoihmènh ekdoq  thc eisìdouzt , ìpou zt eÐnai mia jorub¸dhc èkdosh thc lanjˆnousac
eisìdou z. O antÐstoiqoc stìqoc apojorubopoÐhshc gÐnetai:

L MLD = EE(x ) ;� �N (0;I ) ;t �U (1 ;T )

h
k� � � � (zt ; t)k2

2

i
(10)

Ta MLD eÐnai epÐshc ikanˆ na montelopoioÔn desmeumènec katanomèc thc morf cp(zjy), ìpou to y u-
podhl¸nei kˆje eÐdouc prìsjeth plhroforÐa ìpwc etikètec klˆsewn, keÐmeno, shmasiologikoÔc qˆrtec
k.l.p. Proc exuphrèthsh autoÔ tou skopoÔ, h raqokokkaliˆ U-Net epauxˆnetai me ènan mhqanismì dia-
stauroÔmenhc prosoq c [168], apotelesmatikì sthn ekmˆjhsh montèlwn pou basÐzontai sthn prosoq 
polutropik¸n eisìdwn.
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� . PEIRAMATIKA APOTELESMATA

� Peiramatikˆ Apotelèsmata

� .1 SÔnjesh Eikìnac & Anaparˆstash Pros¸pou

SÔnolo Dedomènwn kai Metrikèc Axiolìghshc

EkpaideÔsame ta montèla mac sth bˆsh dedomènwnA�ectNet [107] h opoÐa perièqei perÐpou 1 ekat.
eikìnec pou anakt jhkan apì to diadÐktuo. Sugkekrimèna, 440 qil. apì autèc tic eikìnec sqoliˆsth-
kan qeirokÐnhta apì 12 eidikoÔc me basikˆ diakritˆ sunaisj mata (kathgorikì montèlo), thn èntash
tou sjènouc kai thc diègershc (diastatikì/suneqèc montèlo). H bˆsh dedomènwnA�ectNet eÐnai ma-
krˆn h megalÔterh bˆsh dedomènwn ekfrˆsewn pros¸pou, me epishmei¸seic sjènouc kai diègershc se
mh elegqìmenec rujmÐseic, epitrèpontac thn èreuna gia thn automatopoihmènh anagn¸rish ekfrˆsewn
pros¸pou sÔmfwna me dÔo diaforetikˆ sunaisjhmatikˆ montèla. Apì tic 440 qil. eikìnec me mh au-
tìmato sqoliasmì, 291,651 eikìnec fèroun etikèta me 8 basikˆ diakritˆ sunaisj mata: oudètero, qara,
lÔph, èkplhxh, fìboc, ahdÐa, jumìc kai perifrìnhsh. Apì autèc, 287,651 eikìnec an koun sto set
ekpaÐdeushc kai 4,000 eikìnec (500 gia kˆje etikèta sunaisj matoc) an koun sto sÔnolo epikÔrwshc.

'Oson aforˆ thn axiolìghsh twn montèlwn mac, qrhsimopoioÔme diaforetikèc metrikèc gia na a-
xiolog soume thn ikanìthta sÔnjeshc eikìnwn kai diaforetikèc gia thn axiolìghsh thc poiìthtac kai
apotelesmatik c metaforˆc sunaisjhmˆtwn katˆ thn anaparˆstash pros¸pou. H axiolìghsh wc proc
thn ikanìthta sÔnjeshc eikìnwn gÐnetai me bˆsh thnFréchet Inception Distance (FID ) [64], th Kernel
Inception Distance (KID ) [13] kaj¸c kai to Improved Precision & Recall [88]. Katˆ ton qeirismì
eikìnwn gia anaparˆstash pros¸pou, h poiìthta twn eikìnwn axiologeÐtai me bˆsh to Peak-Signal-
to-Noise ratio (PSNR), to Structural Similarity Index Measure (SSIM) [173] kai Learned Perceptual
Image Patch Similarity (LPIPS) [181]. Gia thn axiolìghsh thc ikanìthtac metaforˆc sunaisj matoc
axiopoioÔme èna proekpaideumèno montèlo anagn¸rishc sunaisj matocHSEmotion [135�137] kai wc
metrik  qrhsimopoioÔme thn akrÐbeia taxinìmhshc.

ProepexergasÐa Dedomènwn

Oi dhmiourgoÐ tou sunìlou dedomènwnA�ectNet parèqoun proôpologismèna plaÐsia oriojèthshc
pros¸pou kaj¸c kai tic suntetagmènec orìshmwn shmeÐwn pros¸pou anˆ eikìna. Wstìso, protim sa-
me na entopÐsoume exarq c tìso ta oriojethmèna plaÐsia ìso kai ta orìshma shmeÐa tou pros¸pou,
qrhsimopoi¸ntac to FAN [18]. ProtoÔ trofodot soume tic arqikèc eikìnec sto FAN , allˆzoume pr¸ta
tic diastˆseic touc se 256� 256 gia na apofÔgoume probl mata exˆntlhshc mn mhcGPU. To FAN
entopÐzei tic 2D suntetagmènec gia 68 orìshma shmeÐa tou pros¸pou. Me bˆsh autˆ ta orìshma, ta
oriojethmèna koutiˆ megèjouc 224� 224 perikìptontai kentrikˆ kai, sth sunèqeia, eujugrammÐzontai
me ektÐmhsh tou metasqhmatismoÔ omoiìthtac pou apaiteÐtai gia na paramorfwjeÐ to sÔnolo twn ani-
qneuìmenwn orìshmwn shmeÐwn pros¸pou stic kanonikèc touc suntetagmènec. Tuqìn kenèc perioqèc
eikìnac pou prokÔptoun apì thn peristrof  thc arqik c antimetwpÐzontai antanakl¸ntac thn eikìna
kontˆ stic ˆkrec.

Antilhptik  SumpÐesh Eikìnac

To pr¸to stˆdio opoioud pote MLD apoteleÐtai apì ènan proekpaideumèno autokwdikopoiht  pou
metafèrei opoiad pote dedomènh eÐsodo apì to q¸ro twn eikìnwn se ènan sumpiesmèno, lanjˆnonta
q¸ro. Gia to skopì autì, ekpaideÔoume ènaVQGAN [45] sth bˆsh dedomènwnA�ectNet .

To VQGAN uiojeteÐ thn arqitektonik  U-Net [126] pou apoteleÐtai apì mia seirˆ upoleipìmenwn
(residual) mplok [62] upodeigmatolhyÐac kai uperdeigmatolhyÐac. O arijmìc twn upoleipìmenwn mplok
anˆ epÐpedo qwrik c anˆlushc orÐsthke Ðsoc me dÔo. O arijmìc twn basik¸n kanali¸n orÐsthke
Ðsoc me 128. To mègejoc twn eikìnwn eisìdou orÐsthke se anˆlush128� 128. 'Etsi, me dedomènec
eikìnec eisìdou x 2 R128� 128� 3, o kwdikopoiht c sumpièzei tic teleutaÐec katˆ ènan parˆgontaf = 4 ,
parˆgontac lanjˆnousec anaparastˆseic ẑ 2 R32� 32� 3. Kˆje lanjˆnousa anaparˆstash ufÐstatai
kbantopoÐhsh stoiqeÐo-proc-stoiqeÐo, me apotèlesma mia sullog  apì322 kataqwr seic kwdik¸n z ij 2
R3; i; j 2 [32]. O plhjˆrijmoc tou biblÐou kwdik¸n orÐzetai Ðsoc mejZj = 16384. Epiplèon, oi
pollaplasiastèc kanali¸n gia tic 2 endiˆmesec qwrikèc analÔseic orÐzontai Ðsoi me 2 kai 4 antÐstoiqa.
To teleutaÐo epÐpedo qwrik c anˆlushc perilambˆnei epÐshc èna tm ma qwrik c prosoq c. ToVQGAN
ekpaideÔthke gia 6 epoqèc me ton beltistopoiht Adam [80], me arqikì rujmì ekmˆjhshc 3:6� 10� 5 kai
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mègejocbatch Ðso me 8. H dom  tou apokwdikopoiht  eÐnai akrib¸c h Ðdia me aut  tou kwdikopoiht ,
allˆ me th seirˆ twn mplok na antistrèfetai.

SÔnjesh Eikìnac

'Eqontac ekpaideumènec monˆdec kwdikopoiht  kai apokwdikopoiht , tic qrhsimopoioÔme wc to pr¸to
stˆdio enìc MLD. SÔmfwna me to VQGAN pou suzht jhke prohgoumènwc, proqwrˆme perigrˆfontac
thn epilegmènh diamìrfwsh sthn perÐptwsh tou MLD.

H arqitektonik  U-Net pou qrhsimopoieÐ to MLD diajètei dÔo upoleipìmena mplok anˆ epÐpedo
qwrik c anˆlushc, me ton arijmì twn basik¸n kanali¸n na eÐnai Ðsoc me 160. Oi lanjˆnousec anapara-
stˆseic eisìdou sumpièzontai peraitèrw katˆ èna suntelest  f = 4 . Ta mplok prosoq c topojetoÔntai
se kˆje epÐpedo qwrik c anˆlushc, dhlad  322; 162; 82 kai oi pollaplasiastèc kanali¸n orÐzontai Ðsoi
me 1, 2 kai 4 antÐstoiqa. O kwdikopoiht c etiket¸n klˆshc ulopoieÐtai wc èna eniaÐo epÐpedo ensw-
mˆtwshc (embedding layer) 512 diastˆsewn, antistoiqÐzontac thn ekˆstote etikèta sunaisjhmatik c
klˆshc y wc � � (y) 2 R1� 512.

Gia na elègxoume kalÔtera thn èntash twn apeikonizìmenwn sunaisjhmˆtwn katˆ th fˆsh qeira-
g¸ghshc, ofeÐlame na ekpaideÔsoume to MLD qrhsimopoi¸ntackajod ghsh qwrÐc taxinomht  . Katˆ
th diˆrkeia thc ekpaÐdeushc kai me pijanìthtapuncond = 0 :2, oi etikètec twn klˆsewn eisagwg c
aporrÐptontai kai antikajÐstantai me mia etikètanull , auxˆnontac ousiastikˆ ton sunolikì arijmì
twn etiket¸n sunaisjhmatik c klˆshc se ennèa (8 diakritˆ sunaisj mata sun thn etikèta null ). To
MLD ekpaideÔthke gia perÐpou 30 epoqèc me ton beltistopoiht AdamW [98], arqikì rujmì ekmˆjh-
shc 2:4 � 10� 5 kai mègejoc batch Ðso me 24. Qrhsimopoi same grammikì prìgramma jorÔbou kai
TAPMD = 1000 b mata diˆqushc.

Gia na axiolog soume thn upì sunj kh ikanìthta sÔnjeshc eikìnwn tou montèlou mac akolou-
j same dÔo mejodologÐec. Arqikˆ, deigmatolhpt same 5 qil. deÐgmata anˆ sunaisjhmatik  etikèta
qrhsimopoi¸ntac AEMD me TAEMD = 500 b mata kai qwrÐc ˆneu ìrwn kajod ghsh (
 = 1 ; 0). Gia
kˆje uposÔnolo deigmˆtwn, upologÐsame tic metrikèc axiolìghshc pou suzht jhkan sthn arq  thc
enìthtac � .1 qrhsimopoi¸ntac olìklhro to sÔnolo dedomènwn ekpaÐdeushc pou antistoiqeÐ sto de-
domèno sunaÐsjhma. Sth sunèqeia, deigmatolhpt same tuqaÐa 3.75 qil. eikìnec apì kˆje kathgorÐa
sunaisjhmˆtwn kai tic sugkrÐnoume me to proanaferjèn olìklhro sÔnolo 40 qil. deigmˆtwn. Ston
PÐn. G.1, parousiˆzontai oi metr seic wc proc tic metrikècFID, KID, precision kai recall1 kai gia ta
dÔo proanaferjènta senˆria axiolìghshc.

SunaÐsjhma Stìqoc FID # KID (� 10� 3) # Precision" Recall"
Oudètero 6.64 2.1 0:57 0:67

Qarˆ 6.90 2.7 0:55 0:66
LÔph 7.73 2.1 0:58 0:66

'Ekplhxh 8.54 2.6 0:55 0:70
Fìboc 10.93 2.4 0:56 0:71
AhdÐa 11.72 2.3 0:56 0:73
Jumìc 8.03 2.7 0:57 0:66

Perifrìnhsh 10.16 2.9 0:58 0:71
Mèsoc 'Oroc2 8.83 2.48 0:57 0:69

Sunolikˆ 3 4.3 2.1 0:56 0:69

PÐnakac G.1: Posotikˆ apotelèsmata wc proc thn upo sunj kh sÔnjesh eikìnwn sth bˆsh dedomènwn A�ectNet
qrhsimopoi¸ntac TAEMD = 500 b mata, � = 1 :0 kai klÐmakak.q.t. 
 = 1 :0.

'Opwc  tan anamenìmeno, h kalÔterh apìdosh parathreÐtai gia to oudètero sunˆisjhma kai gia to
sunaÐsjhma thc qarˆc, kaj¸c eÐnai autˆ me ta perissìtera deÐgmata ekpaÐdeushc sto sÔnolo dedomènwn.
Oi uyhlìterec timèc FID parathroÔntai gia ta sunaisj mata tou fìbou kai thc ahdÐac. Apì ˆpoyh
sunaisjhmˆtwn, o fìboc sqetÐzetai stenˆ me thn èkplhxh, en¸ h ahdÐa sundèetai stenˆ me ton jumì,

1Oi metrikèc FID, KID, precision and recall upologÐsthkan me bˆsh to dhmìsia diajèsimo pakèto logismikoÔ
torch-fidelity .

2Aut  h grammh tou pÐnaka antistoiqeÐ ston arijmhtikì mèso thc kˆje metrik c wc proc tic 8 diaforetikèc sunaisjh-
matikèc klˆseic.

3Aut  h axiolìghsh pragmatopoi jhke sugkrÐnontac 40 qil. deÐgmata (8 qil. anˆ sunaisjhmatik  klˆsh) me 30 qil.
pragmatikèc eikìnec (3.75 qil. anˆ sunaisjhmatik  klˆsh).
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ìpwc mporeÐ na faneÐ se mia 2D anaparˆstash sjènouc-diègershc. H perifrìnhsh eÐnai epÐshc suqnˆ
optikˆ dÔskolo na diakrijeÐ apì thn eutuqÐa.

Sunaisjhmatik  Qeirag¸ghsh Eikìnwn & Anaparˆstash Pros¸pou

Basik  MejodologÐa H basik  mejodologÐa gia th qeirag¸ghsh eikìnwn me MLD, akoloujeÐ to
parˆdeigma touLDEdit [19], prosarmosmèno eidikˆ gia to prìblhma thc qeirag¸ghshc sunaisjhmˆtwn.
O teleutaÐoc qrhsimopoioÔse nteterministik  emprìsjia diˆqush se ènan lanjˆnonta q¸ro qamhlìte-
rhc diˆstashc, pou exartˆtai apì thn èxodo enìc metasqhmatist  tokenizer pou  tan proekpaideumènoc
se èna sÔnolo zeug¸n keimènou-eikìnac (p.q.LAION-400M [139]), epitugqˆnontac qeirag¸ghsh kajo-
dhgoÔmenh apì keÐmeno se ˆgnwstec kathgorÐec me mhdenik  upost rixh dedomènwn (zero-shot). Sthn
perÐptws  mac, o metasqhmatist c antikajÐstatai me èna str¸ma enswmˆtwshc pou antistoiqÐzei ka-
jemÐa apì tic 8 (sun thn etikètanull ) pijanèc etikètec sunaisjhmˆtwn se èna ekpaideuìmeno diˆnusma
� � (y) 2 R1� 512.

H raqokokaliˆ thc en lìgw prosèggishc ègkeitai sthn sqedìn kuklik  sunèpeia pou exasfalÐzetai
mèsw twn nteterministik¸n diadikasi¸n AEMD, tìso thc emprìsjiac diˆqushc ìso kai thc opÐsjiac
diadikasÐac apojorubopoÐhshc. Autì apodeiknÔetai peraitèrw apì thn akìloujh anˆlush. H diadikasÐa
deigmatolhyÐac AEMD pou perigrˆfetai sthn enìthta B.2, mporeÐ na xanagrafteÐ me thn akìloujh
morf :

zt � 1 =
p

�at � 1

�
zt �

p
1 � �at � � (zt ; t; � � (y))

p
�at

�
+

p
1 � �at � 1� � (zt ; t; � � (y)) (11)

s
1

�at � 1
zt � 1 �

r
1
�at

zt =

 s
1

�at � 1
� 1 �

r
1
�at

� 1

!

� � (zt ; t; � � (y)) (12)

Jètontac y t :=
p

1=�at zt kai pt :=
p

1=�at � 1, h Ex. (12) mporeÐ na grafteÐ wc ex c:

y t � 1 � y t = ( pt � 1 � pt )� � (zt ; t; � � (y)) ) dy t = � � (zt ; t; � � (y))dpt (13)

H teleutaÐa exÐswsh perigrˆfei mia SDE h opoÐa kineÐtai pÐsw sto qrìno wc proc ton qronikì deÐkth
diˆqushc t kai perigrˆfei thn nteterministik  diadikasÐa apojorubopoÐhshc AEMD. Antistrof  thc
Ðdiac exÐswshc odhgeÐ se antÐstoiqh SDE pou perigrˆfei thn emprìsjia AEMD diadikasÐa jorubopo-
Ðhshc. Jètontacf � (zt ; t; � � (y)) := ( zt �

p
1 � �at � � (zt ; t; � � (y))) =

p
�at , lambˆnoume tic emprìsjiec kai

opÐsjiec diergasÐec AEMD gia qeirismì eikìnwn bˆsei MLD wc proc dÔo etikètec sunaisjhmˆtwnysrc

(arqikì) kai ytrg (stìqoc):

zt +1 =
p

�at +1 f � (zt ; t; � � (ysrc )) +
p

1 � �at +1 � � (zt ; t; � � (ysrc )) (14)

ẑ t � 1 =
p

�at � 1f � (ẑ t ; t; � � (ytrg )) +
p

1 � �at � 1� � (ẑ t ; t; � � (ytrg )) (15)

Katˆ th diˆrkeia twn diadikasi¸n sunaisjhmatikoÔ qeirismoÔ, ta bˆrh tou MLD � paramènoun
stajerˆ sÔmfwna me to kalÔtero swsmèno shmeÐo elègqou apì thn arqik  fˆsh ekpaÐdeushc. Me
dedomènh mia eikìna eisìdoux src , o kwdikopoiht c pr¸tou stadÐou th metatrèpei sthn antÐstoiqh lan-
jˆnousa anaparˆstas  z0. Sth sunèqeia, h nteterministik  ( � = 0 ) proc ta emprìc diˆqush ekteleÐtai
mèqri to qronikì b ma t0 < T APMD = 1000, me bˆsh thn etikèta phgaÐou sunaisj matocysrc , pou sum-
bolÐzetai wczt 0 . H antÐstrofh diadikasÐa pou exartˆtai apì thn etikèta sunaisj matoc stìqou ytrg

xekinˆ apì ton Ðdio jorub¸dh lanjˆnonta k¸dika zt 0 me stìqo thn anakataskeu  tou ẑ0. Pern¸ntac
ton lanjˆnonta k¸dika ẑ0 mèsw tou apokwdikopoiht  prokÔptei h anakataskeuasmènh eikìnaxgen.
Se autì to shmeÐo ja prèpei na anafèroume ìti h diadikasÐa AEMD mporeÐ na epitaqunjeÐ shmantikˆ
qrhsimopoi¸ntac ligìtera b mata diakritopoÐhshc f � sgTAEMD

s=1 omoiìmorfa epilegmèna sto eÔroc[1; t0]
ètsi ¸ste � 1 = 1 kai � TAEMD = t0. Profan¸c, ìso mikrìteroc eÐnai o arijmìc twn endiˆmeswn bhmˆtwn
TAEMD , tìso qeirìterh eÐnai h poiìthta anakataskeu c thc diadikasÐac AEMD. Wstìso, h meÐwsh tou
arijmoÔ twn bhmˆtwn deigmatolhyÐac eÐnai aparaÐthth ìson aforˆ thn epitˆqunsh twn peiramˆtwn kai
èqei empeirikˆ prokÔyei ìti TAEMD � 20 parèqei ikanopoihtikˆ apotelèsmata ìson aforˆ efarmogèc
metˆfrashc eikìnac-se-eikìna.

To Sq. G.1 apeikonÐzei epimelhmèna paradeÐgmata qeirag¸ghshc sunaisjhmˆtwn se eikìnec apì
to sÔnolo epikÔrwshc thc bˆshc dedomènwnA�ectNet , qrhsimopoi¸ntac TAEMD = 20, 
 = 3 :0 kai
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Sq ma G.1: Epilegmèna paradeÐgmata lanjˆnousac qeirag¸ghshc sunaisj matoc sto sÔnolo epikÔrwshc A�ectNet ,
qrhsimopoi¸ntac TAEMD = 40 b mata, � = 0 , dÔnamh epexergasÐact0 = 500 kai klÐmakak.q.t. 
 = 3 :0.

t0 = 500. H pio arister  eikìna se kˆje st lh eÐnai èna arqikì deÐgma pou proèrqetai apì to sÔno-
lo dedomènwn, en¸ oi upìloipec èxi st lec perilambˆnoun ta apotelèsmata qeirismoÔ gia kajemÐa
apì tic 6 basikèc ekfrˆseic twn akìloujwn sunaisjhmˆtwn: eutuqÐa, jlÐyh, èkplhxh, fìboc, ahdÐa
kai jumìc. MporoÔme amèswc na parathr soume ìti ta apotelèsmata stic st lec pou antistoiqo-
Ôn sta sunaisj mata thc qarˆc, lÔphc kai jumoÔ eÐnai en gènei ikanopoihtikˆ, en¸ ta sunaisj mata
thc èkplhxhc, fìbou kai ahdÐac eÐnai pio dÔskolo na metadojoÔn. Autì mporeÐ na dikaiologhjeÐ en
mèrei apì to gegonìc ìti ta proanaferjènta sunaisj mata upoekproswpoÔntai sto set ekpaÐdeushc
thc bˆshc dedomènwnA�ectNet . Epiplèon, to Sq. G.3 apeikonÐzei to apotèlesma thc metabol c thc
ˆneu ìrwn klÐmakac kajod ghshc 
 2 f 1:0; 2:0; 3:0; 4:0; 5:0g sthn perÐptwsh kai twn èxi diaforetik¸n
sunaisjhmˆtwn-stìqwn, en¸ ta t0 = 500 kai TAEMD paramènoun stajerˆ. EÐnai profanèc ìti sth su-
gkekrimènh rÔjmish twnt0 = 500, oi qamhlìterec timèc twn 
 èqoun elˆqisth èwc kajìlou epÐdrash
sthn allag  tou sunaisj matoc. MporoÔn na epiteuqjoÔn kalÔtera apotelèsmata me 
 2 f 4:0; 5:0g
me elˆqisth paramìrfwsh twn perifereiak¸n qarakthristik¸n tou pros¸pou kai thc tautìthtac tou
eikonizìmenou pros¸pou. Tèloc, to Sq. G.2 apeikonÐzei to apotèlesma thc metabol c thc isqÔoc
epexergasÐact0 2 f 400; 500; 600g sthn perÐptwsh kai twn èxi diaforetik¸n sunaisjhmˆtwn-stìqwn,
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Sq ma G.2: Epilegmèna paradeÐgmata qeirag¸ghshc sunaisjhmˆtwn bˆsei MLD sto sÔnolo epikÔrwshc thc bˆshc
dedomènwnA�ectNet , qrhsimopoi¸ntac TAEMD = 40 b mata, � = 0 , klÐmaka k.q.t. 
 = 3 :0 kai metablht  isqÔ
epexergasÐact0 2 f 400; 500; 600g.

en¸ ta 
 kai TAEMD paramènoun stajerˆ. MporeÐ kaneÐc eÔkola na parathr sei ìti tot0 = 400 den
eparkeÐ gia thn paragwg  sunaisjhmatikˆ diakrit¸n apotelesmˆtwn. Apì thn ˆllh pleurˆ, mia tim 
t0 = 600 èqei wc apotèlesma kalÔtera apotelèsmata qeirag¸ghshc, allˆ me kìstoc paramìrfwshc
thc tautìthtac tou arqikˆ eikonizìmenou pros¸pou.

Prosarmog  KajodhgoÔmenh apì Montèla CLIP Gia thn apotelesmatik  exagwg  gn¸se-
wn apì ta montèla CLIP , èqoun protajeÐ dÔo diaforetikèc sunart seic sfˆlmatoc: mia genikˆ efarmo-
zìmenh [115] kai mia topik  sunˆrthsh sfˆlmatoc kateÔjunshc [52]. Kai oi dÔo proanaferjèntec tÔpoi
sfˆlmatoc protˆjhkan arqikˆ gia ˆmesh beltistopoÐhsh endiˆmeswn lanjanous¸n anaparastˆsewn
ston W+ q¸ro tou StyleGAN [75]. O pr¸toc tÔpoc sfˆlmatoc prospajeÐ na elaqistopoi sei thn
apìstash sunhmitìnou entìc enìc proekpaideumènou lanjˆnontoc q¸rou CLIP metaxÔ thc paragìme-
nhc eikìnac kai enìc dedomènou keimènou stìqou. Apì thn ˆllh pleurˆ, topik  sunˆrthsh sfˆlmatoc
kateÔjunshc epibˆlei thn eujugrˆmmish thc kateÔjunshc, se epÐpedo endiˆmeswn anaparastˆsewn, me-
taxÔ twn arqik¸n kai twn paragìmenwn eikìnwn, me thn kateÔjunsh metaxÔ twn anaparastˆsewn enìc
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Sq ma G.3: Epilegmèna paradeÐgmata qeirag¸ghshc sunaisjhmˆtwn bˆsei MLD sto sÔnolo epikÔrwshc thc bˆshc
dedomènwnA�ectNet , qrhsimopoi¸ntac TAEMD = 40 b mata, � = 0 , dÔnamh epexergasÐact0 = 500 kai metablht 
klÐmakak.q.t. 
 2 f 1:0; 2:0; 3:0; 4:0; 5:0g.

xxvi



� . PEIRAMATIKA APOTELESMATA

zeÔgouc keimènwn anaforˆc kai stìqou entìc tou q¸rou CLIP wc ex c:

L dir (xgen; ytrg ; x src ; ysrc ) = 1 � cos


CLIP img (xgen) � CLIP img (x src ); CLIP text (ytrg ) � CLIP text (ysrc )

�
(16)

H enswmˆtwsh twn CLIP montèlwn sto plaÐsio qr shc MD, eis qjh mazÐ me to montèloDif-
fusionCLIP [76] to opoÐo prosˆrmose thn kateujuntik  ap¸leia CLIP sto plaÐsio twn APMD kai
pètuqe metˆfrash eikìnwn agn¸stwn kathgori¸n me mhdenik  upost rixh dedomènwn. Katˆ ton qeiri-
smì eikìnwn pou apeikìnizan anjr¸pina prìswpa,  tan aparaÐthth h qr sh epiprìsjetwn sunart sewn
sfˆlmatoc diat rhshc tautìthtac ìso kai mia sunˆrthsh apwlei¸n tÔpou `1. Prin apì thn efarmo-
g  thc kajod ghshc CLIP , apaiteÐtai ekpaÐdeush enìc MD� � . Sth sunèqeia, opoiad pote dedomènh
eikìna eisìdou x src metatrèpetai se mia jorub¸dh lanjˆnousa anaparˆstash x ( t 0 )

src . Sth sunèqeia,
kajodhgoÔmeno apì thn kateujuntik  ap¸leia CLIP , to MD, sthn opÐsjia diadikasÐa, rujmÐzetai ètsi
¸ste na dhmiourgeÐ deÐgmata akolouj¸ntac to ekˆstote keÐmeno-stìqoytrg . Sth dikiˆ mac perÐptwsh, h
sunˆrthsh sfˆlmatoc diat rhshc tautìthtac ulopoieÐtai wc h apìstash sunhmitìnou ston lanjˆnonta
q¸ro enìc ArcFace [32] proekpaideumènou diktÔou anagn¸rishc pros¸pouIR-SE504.

To pr¸to b ma proc th leptomer  prosarmog  enìc MLD, perilambˆnei ton proôpologismì joru-
bwd¸n lanjanous¸n anaparastˆsewn gia ènan prokajorismèno arijmì deigmˆtwn ekpaÐdeushc kaj¸c
kai gia olìklhro to sÔnolo epikÔrwshc. ProôpologÐsame jorub¸deic lanjˆnousec anaparastˆseic
qrhsimopoi¸ntac nteterministikì emprìsjio AEMD ( � = 0 ) meTAEMD = 40 b mata kai t0 = 500
dÔnamh epexergasÐac, gia 4,000 deÐgmata ekpaÐdeushc (500 anˆ sunaisjhmatik  etikèta). Sth sunèqeia,
deigmatolhpt same tuqaÐa 1,000 lanjˆnousec anaparastˆseic apì to proanaferjèn sÔnolo se mia
prospˆjeia na antistajmÐsoume thn apìdosh qeirag¸ghshc me ton meiwmèno qrìno ekpaÐdeushc. Aut 
h diadikasÐa epanal fjhke gia ìlec tic klÐmakec ˆneu ìrwn kajod ghshc 
 2 f 1:0; 2:0; 3:0; 4:0; 5:0g.
EkpaideÔsame gia 20 epoqèc me rujmì ekmˆjhshc2 � 10� 6, mègejocbatch Ðso me 4, qrhsimopoi¸ntac
ton beltistopoiht  AdamW [98]. Kˆje batch lanjanous¸n upobˆlletai se deigmatolhyÐa AEMD gia
Ttune = 6 b mata kai t0 = 500. Profan¸c autìc o qamhlìc arijmìc bhmˆtwn sth diadikasÐa deigmato-
lhyÐac AEMD parèqei atel  anakataskeu , allˆ proteÐnetai empeirikˆ [76] wc apodektìc sumbibasmìc
metaxÔ thc poiìthtac tou deÐgmatoc kai twn apait sewn gia mn mhGPU. Gia aplìthta, katˆ th diˆrkeia
ìlwn twn peiramˆtwn orÐsame� id = � ` 2 = 1 kai diaforopoi same mìno to � dir , ìpou � id apoteleÐ to
suntelest  sfˆlmatoc diat rhshc tautìthtac, � ` 2 apoteleÐ to suntelest  sfˆlmatoc tÔpou `2 kai
� dir apoteleÐ to suntelest  kateujuntikoÔ sfˆlmatoc CLIP .

Ta graf mata G.4 kai G.5 parousiˆzoun posotikèc sugkrÐseic metaxÔ basik¸n kai prosarmosmènwn
montèlwn, se ì,ti aforˆ tic metrikèc axiolìghshc poiìthtac eikìnac (LPIPS/SSIM/PSNR) kai thn
akrÐbeia taxinìmhshc sunaisj matoc bˆsei twn qeiragwghmènwn deigmˆtwn sto sÔnolo epikÔrwshc thc
bˆshc dedomènwnA�ectNet . Pio sugkekrimèna, sto Sq. G.4 ta prosarmosmèna montèla parousiˆzoun
uyhlìterec bajmologÐec akrÐbeiac taxinìmhshc gia tic Ðdiec timèc thc klÐmakack.q.t. 
 , me exaÐresh
to sunaÐsjhma thc ahdÐac. H beltÐwsh sthn akrÐbeia taxinìmhshc èrqetai upì to kìstoc miac mikr c
meÐwshc sthn poiìthta thc eikìnac se ìlec tic metrikèc, allˆ ìpwc ja apodeiqjeÐ argìtera, to telikì
apotèlesma paramènei optikˆ alhjofanèc. Epiplèon, sto Sq. G.5, mporoÔme na doÔme ìti akìmh kai
qwrÐc ˆneu ìrwn kajod ghsh ( 
 = 1 ), mia rÔjmish sthn opoÐa to apotèlesma qeirismoÔ thc basik c
mejìdou eÐnai suqnˆ aparat rhto sto anjr¸pino mˆti, h eisagwg  thc kateujuntik c ap¸leiac CLIP
epilÔei en mèrei opoiad pote sunaisjhmatik  asˆfeia se megˆlo bajmì, me exaÐresh to sunaÐsjhma thc
ahdÐac, to opoÐo eÐnai optikˆ panomoiìtupo me to sunaÐsjhma tou jumoÔ. Pio sugkekrimèna, se mia
2D anaparˆstash sjènouc-diègershc, kai ta dÔo sunaisj mata lambˆnoun parìmoiec arnhtikèc timèc
sjènouc, me ton jumì na katèqei elˆqista megalÔterh tim  diègershc.

SÔgkrish me PAD Kaj¸c th stigm  pou grˆfoume thn en lìgw ergasÐa den upˆrqei kanèna
sugkrÐsimo MD me dhmìsia diajèsimh bˆsh k¸dika pou mporeÐ na qrhsimopoihjeÐ gia anaparˆstash
pros¸pou kai sunaisjhmatik  qeirag¸ghsh eikìnwn, strèfoume thn prosoq  mac se kalˆ jemeliwmènec
ulopoi seic pou basÐzontai se PAD, me tic opoÐec ja sugkrÐnoume ta eur matˆ mac, tìso se posotikì
ìso kai se poiotikì epÐpedo. Ta montèla autˆ eÐnai ta akìlouja: GANimation [120],StarGAN v2 [26]
kai GANmut [30] (grammikˆ kaiGaussian, pou sumbolÐzontai wcGANmut kai GGANmut , antÐstoiqa).

Ston PÐn. G.2 parèqoume mia posotik  sÔgkrish metaxÔ twn tri¸n proanaferjèntwn ulopoi sewn
pou basÐzontai se PAD kai aut¸n pou basÐzontai se diˆqush, me kai qwrÐc beltistopoÐhsh kajodh-
goÔmenh apìCLIP , ìson aforˆ thn akrÐbeia taxinìmhshc twn sunaisjhmˆtwn (qrhsimopoi¸ntac èna

4Aut  h arqitektonik  apoteleÐ sunduasmì enìc ResNet [62] me 50 endiˆmesa str¸mata kai SENet [68] mplokc.
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Sq ma G.4: Posotik  sÔgkrish metaxÔ basik¸n montèlwn kai prosarmosmènwn montèlwn upì kajod ghsh CLIP ,
ìson aforˆ th mèsh akrÐbeia taxinìmhshc (sto eÔroc [0-1]), kai tic metrikèc LPIPS , SSIM kai PSNR wc proc to sÔnolo
twn qeiragwghmènwn deigmˆtwn, qrhsimopoi¸ntac TAEMD = 40 b mata, isqÔ epexergasÐact0 = 500 , � dir = 2 :0; � id =
� ` 2 = 1 :0, se ìlec tic klÐmakec k.q.t. 
 2 f 1:0; 2:0; 3:0; 4:0; 5:0g.

Sq ma G.5: Posotik  sÔgkrish metaxÔ basik¸n montèlwn (� dir = 0) kai prosarmosmènwn montèlwn upì kajod ghsh
CLIP , ìson aforˆ th mèsh akrÐbeia taxinìmhshc (sthn perioq  [0-1]), kai tic metrikèc LPIPS , SSIM kai PSNR wc proc
to sÔnolo twn qeiragwghmènwn deigmˆtwn, qrhsimopoi¸ntac TAEMD = 40 , isqÔ epexergasÐact0 = 500 , 
 = 1 :0; � id =
� ` 2 = 1 :0, se metablhtèc timèc � dir 2 f 0:0; 1:0; 2:0; 3:0g.

proekpaideumènoHSEmotion [135�137] wc taxinomht ), PSNR, SSIM, LPIPS kaj¸c kai thn omoiìth-
ta sunhmitìnou ston lanjˆnonta q¸ro enìc montèlou CosFace[171], proekpaideumènou sto sÔnolo
dedomènwnGlint360K [2] (CSIM) . H sÔgkrish metaxÔ ìlwn twn montèlwn den eÐnai se kamÐa perÐptw-
sh apl  kai prèpei na lˆboume upìyh thn upokeÐmenh antistˆjmish metaxÔ thc akrÐbeiac taxinìmhshc
sunaisjhmˆtwn kai thc diat rhshc thc poiìthtac se sqèsh me tic phgaÐec eikìnec. Se ìla ta sunai-
sj mata, oi ulopoi seic pou basÐzontai se MLD xepernoÔn ìlec tic antÐstoiqec pou basÐzontai se
PAD ìson aforˆ thn poiìthta twn paragìmenwn eikìnwn. Epiplèon, oi ulopoi seic PAD epitug-
qˆnoun genikˆ uyhlìterh akrÐbeia taxinìmhshc sunaisjhmˆtwn, me tic uyhlìterec mèsec bajmologÐec
na shmei¸nontai apì to GGANmut . Autì mporeÐ na exhghjeÐ en mèrei apì to gegonìc ìti to teleutaÐo
tairiˆzei pollaplèc Gaussiankatanomèc me stìqo thn apìkthsh miac pio akriboÔc kai ploÔsiac anapa-
rˆstashc tou upì ìrouc sunaisjhmatikoÔ lanjˆnontoc q¸rou, se sÔgkrish me tic diakritèc etikètec
sunaisjhmˆtwn. Ja mporoÔsame pijan¸c na antimetwpÐsoume autì to èlleimma peiramatizìmenoi me
diaforetikèc pijanìthtec apìrriyhc twn upo sunj kh sunaisjhmatik¸n etiket¸n gia th k.q.t. katˆ th
diˆrkeia thc ekpaÐdeushc kai uyhlìterec ˆneu ìrwn klÐmakec kajod ghshc (
 > 5:0). Epiplèon, mporeÐ
na akoloujhjeÐ mia pio upokeimenik  prosèggish gia thn axiolìghsh tou montèlou, p.q. me th morf 
erwthmatologÐwn, kˆti pou sunhjÐzetai sthn perÐptwsh twn peiramˆtwn metˆfrashc eikìnac-se-eikìna.
Autì ja suzhthjeÐ peraitèrw stic epìmenec paragrˆfouc.

Pragmatopoi same epÐshc dÔo melètec qrhst¸n gia na axiolog soume ton realismì kai thc sunai-
sjhmatik c akrÐbeiac thc prosèggis c mac ènanti twn proanaferjèntwn basismènwn se PAD, ìpwc
axiolog jhke apì anjr¸pinouc qr stec, ta apotelèsmata twn opoÐwn brÐskontai ston PÐn. G.3. Sthn
pr¸th melèth, summeteÐqan 24 summetèqontec, stouc opoÐouc parousiˆsthkan 28 zeÔgh sugkrÐsewn
metaxÔ ìlwn twn mejìdwn (sumperilambanomènwn twn arqik¸n eikìnwn) kai kl jhkan na epilèxoun
thn pio realistik . 'Opwc apodeiknÔetai apì ta apotelèsmata, oi qeiragwghmènec ek thc mejìdou mac
eikìnec èginan antilhptèc wc statistikˆ shmantikˆ (p < 0; 01 me diwnumik  dokim ) pio realistikèc
se sÔgkrish me tic ˆllec mejìdouc. Wstìso, ìpwc anamenìtan, den  tan tìso realistikèc ìso oi
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Mèjodoc
SunaÐsjhma Qarˆ JlÐyh 'Ekplhxh

AkrÐbeia" PSNR" SSIM" LPIPS# CSIM" AkrÐbeia" PSNR" SSIM" LPIPS# CSIM" AkrÐbeia" PSNR" SSIM" LPIPS# CSIM"
Groundtruth [107] 0.758 � � � � 0.638 � � � � 0.606 � � � �
GANimation [120] 0.645 24.07 0.816 0.099 0.547 0.212 24.52 0.830 0.097 0.582 0.360 23.82 0.817 0.101 0.559
StarGAN v2 [26] 0.958 17.46 0.659 0.165 0.441 0.569 18.30 0.712 0.149 0.593 0.761 17.99 0.678 0.160 0.503

GANmut [30] 0.879 21.42 0.809 0.106 0.663 0.888 23.85 0.857 0.094 0.755 0.829 22.43 0.810 0.112 0.675
GGANmut [30] 0.934 21.91 0.819 0.103 0.717 0.986 22.13 0.802 0.115 0.653 0.970 22.37 0.777 0.121 0.610

Dikì mac 0.872 25.80 0.841 0.090 0.743 0.774 25.71 0.837 0.095 0.778 0.658 25.54 0.838 0.094 0.716
Dikì mac me PKMC5 0.883 24.30 0.813 0.098 0.744 0.875 24.72 0.822 0.093 0.794 0.752 23.42 0.797 0.113 0.721

Fìboc AhdÐa Jumìc
Groundtruth [107] 0.666 � � � � 0.646 � � � � 0.514 � � � �
GANimation [120] 0.314 23.68 0.814 0.105 0.556 0.271 24.13 0.819 0.103 0.549 0.287 24.80 0.833 0.096 0.580
StarGAN v2 [26] 0.860 17.76 0.676 0.162 0.507 0.879 18.10 0.691 0.154 0.528 0.666 18.14 0.689 0.154 0.509

GANmut [30] 0.932 23.39 0.841 0.102 0.721 0.877 22.64 0.815 0.113 0.663 0.856 21.57 0.813 0.106 0.678
GGANmut [30] 0.967 20.13 0.763 0.135 0.556 0.987 21.68 0.772 0.128 0.562 0.969 21.77 0.767 0.133 0.590

Dikì mac 0.764 24.89 0.824 0.103 0.770 0.676 25.50 0.835 0.100 0.707 0.710 25.66 0.840 0.094 0.714
Dikì mac me PKMC5 0.764 24.83 0.826 0.096 0.764 0.450 24.87 0.822 0.089 0.714 0.886 24.18 0.796 0.106 0.735

PÐnakac G.2: Posotik  sÔgkrish metaxÔ tou MLD mac kai twn ulopoi sewn pou basÐzontai se PAD gia sunaisjh-
matikì qeirismì eikìnwn sto sÔnolo epikÔrwshc thc bˆshc dedomènwn A�ectNet .

Realismìc
Dikì mac vs. GANimation GANmut StarGAN v2 Groundtruth

0.69 0.31 0.68 0.32 0.61 0.39 0.28 0.72
Anagn¸rish Sunaisj matoc

0.57 0.38 0.73 0.57 0.59

PÐnakac G.3: Upokeimenik  melèth qrhst¸n sqetikˆ me ton realismì (pˆnw misì) kai thn akrÐbeia metˆfrashc twn
sunaisjhmˆtwn (kˆtw misì).

pragmatikèc eikìnec.
Sth deÔterh melèth, se 27 summetèqontec parousiˆsthkan 30 eikìnec apì kˆje mèjodo kai touc

zht jhke na prosdiorÐsoun to emfanizìmeno sunaÐsjhma anˆmesa apì mia lÐsta èxi pijan¸n sunaisjh-
mˆtwn. To kˆtw misì tou PÐn. G.3 parousiˆzei ta antÐstoiqa apotelèsmata akrÐbeiac, ta opoÐa eÐnai
stenˆ eujugrammismèna me ta prohgoÔmena antikeimenikˆ posotikˆ apotelèsmata tou PÐn. G.2. H pro-
sèggis  mac epitugqˆnei apìdosh isodÔnamh me toStarGAN v2 kai xepernˆ to GANimation , an kai
to GANmut epitugqˆnei thn uyhlìterh akrÐbeia. Sugkekrimèna, h akrÐbeia stic arqikèc eikìnec thc
A�ectNet eÐnai parìmoia me aut  touStarGAN v2 kai thc mejìdou mac. Aut  h parat rhsh mporeÐ en-
deqomènwc na apodojeÐ sto ìti toGANmut dhmiourgeÐ pio {uperbolikˆ} sunaisj mata pou apoklÐnoun
apì thn katanom  sunaisjhmˆtwn thc A�ectNet , jusiˆzontac ton realismì katˆ th poreÐa.

� .2 SÔnjesh OmiloÔntoc Pros¸pou

Gia thn sÔnjesh omiloÔntoc pros¸pou katafeÔgoume sth bˆsh dedomènwnMEAD [172]. H basik 
mejodologÐa gia sÔnjesh omiloÔntoc pros¸pou ègkeitai se èna sunduasmì thc gnwst c èwc autì to
shmeÐo arqitektonik c MLD, upì thn kajod ghsh miac seirˆc apì mhqanismoÔc sunjhkopoÐhshc:

SunjhkopoÐhsh 'Hqou H sunjhkopoÐhsh  qou apoteleÐ ton prwtarqikì kinht rio parˆgonta
kai ton koinì paronomast  ìlwn twn epimèrouc diamorf¸sewn tou montèlou sÔnjeshc omiloÔntoc
pros¸pou. Peiramatizìmaste me thn exagwg  dÔo eid¸n qarakthristik¸n  qou. Se mia perÐptwsh
qrhsimopoioÔme thn kruf  anaparˆstash a 2 RT 0� 768 ìpwc prokÔptei apì to teleutaÐo transformer
mplok tou wav2vec 2.0 [6]. Sth deÔterh perÐptwsh, leitourgoÔme to montèlo se leitourgÐa AAO
kai exˆgoume mh kanonikopoihmènalogits b 2 RT 0� 29 pou antistoiqoÔn se etikètec 29 qarakt rwn6.
Se kˆje perÐptwsh, o kwdikopoiht c wav2vec 2.0arqikopoieÐtai me ta proekpaideumèna bˆrh. Dedo-
mènou ìti ta dedomèna bÐnteo katagrˆfontai me suqnìthtaf m pou eÐnai diaforetik  apì th suqnìthta
leitourgÐac tou kwdikopoiht  f a (f a = 49 Hz gia to wav2vec 2.0en¸ f m = 30 fps gia MEAD ) pro-
sjètoume èna endiˆmeso str¸ma grammik c parembol c pou èqei wc apotèlesma to epijumhtì m koc
exìdou T = kT 0 = bf m

f a
cT0.

SunjhkopoÐhsh Sunaisj matoc

Wc sun jwc, qrhsimopoioÔme èna mìno epÐpedo enswmˆtwshc me dunatìthta ekmˆjhshc� � (y) 2
R1� 256 pou antistoiqÐzei kajèna apì tic 8 pijanèc etikètec sunaisjhmˆtwn tou sunìlou dedomènwn

5PKM C: Prosarmog  KajodhgoÔmenh apì Montèla CLIP
6 '-' , '|', 'E', 'T', 'A', 'O', 'N', 'I', 'H', 'S', 'R', 'D', 'L', ' U', 'M', 'W', 'C', 'F', 'G', 'Y', 'P', 'B', 'V', 'K', �, 'X' , 'J',

'Q', 'Z'
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MEAD (oudètero, qarˆ, lÔph, èkplhxh, fìboc, ahdÐa, jumìc kai perifrìnhsh).

SunjhkopoÐhsh Orìshmwn Pros¸pou QrhsimopoioÔme mìno 48 zeÔgh apì ta sunolikˆ dia-
jèsima 68, exairoumènwn twn 20 zeug¸n suntetagmènwn orìshmwn pou entopÐzontai gÔrw apì thn
perioq  tou stìmatoc, ètsi ¸ste na mhn upˆrqei diarro  plhrofori¸n. Ta 48 zeÔgh suntetagmènwn
sqhmatÐzoun èna diˆnusmal 2 R96 kai argìtera kwdikopoioÔntai qrhsimopoi¸ntac èna ekpaideÔsimo
rhqì MLP me energopoi seicReLU � � (l ) 2 R1� 128.

SunjhkopoÐhsh Tautìthtac Ektìc apì ton jorub¸dh karè-stìqo, to U-Net apojorubopo-
Ðhshc parèqetai me èna tuqaÐa epilegmèno karè-tautìthta wc shmeÐo anaforˆc. Autìc o mhqanismìc
sunjhkopoÐhshc anamènetai na bohj sei sth antigraf  qarakthristik¸n pou sqetÐzontai me thn pe-
rifereiak  emfˆnish tou ekˆstote eikonizìmenou pros¸pou. Dedomènou ìti h ekˆstote pragmatik 
eikìna-stìqoc endèqetai na èqei mia entel¸c diaforetik  stˆsh/pìza sto q¸ro se sqèsh me to freÐm
tautìthtac, to montèlo kaleÐtai na metafèrei th stˆsh tou karè tautìthtac sto karè-stìqo qwrÐc
kamÐa ˆllh endiˆmesh plhroforÐa. Autì apoteleÐ èna kak¸c orismèno prìblhma qwrÐc monadik  lÔsh.
Gia na metriasteÐ autì, apaitoÔntai epiplèon plhroforÐec sunjhkopoÐhshc.

SunjhkopoÐhsh Epikaluptìmenou Stìqou To karè epikaluptìmenou stìqou parèqetai wc
mia epiplèon sunj kh anaforˆc wc kajod ghsh ekmˆjhshc thc pragmatik c stˆshc tou ekˆstote
zhtoÔmenou karè. H perioq  tou stìmatoc kalÔptetai entel¸c gia na diasfalisteÐ ìti oi pragmatikèc
kin seic twn qeili¸n den eÐnai oratèc sto dÐktuo apojorubopoÐhshc.

Ekmˆjhsh Oi diˆforec plhroforÐec sunjhkopoÐhshc pou perigrˆfontai parapˆnw, mporoÔn na qw-
ristoÔn se dÔo diakritèc kathgorÐec: a) Autèc pou trofodotoÔntai sto dÐktuo apojorubopoÐhshc mèsw
tou mhqanismoÔ pollapl c prosoq c MLD, pou dhl¸netai wc cattn . b) Autˆ pou trofodotoÔntai sto
dÐktuo apojorubopoÐhshc sunen¸nontac ta wc proc th diˆstash kanalioÔ me ton jorub¸dh stìqo,
pou sumbolÐzetai wcccnct . Se kˆje epanˆlhyh, deigmatolhptoÔme tuqaÐa èna bÐnteoX = f x1; : : : ; xn g
apì to set ekpaÐdeushc kai, sth sunèqeia, èna tuqaÐo karèx k apì to X , ìpou n eÐnai o sunolikìc
arijmìc karè tou bÐnteo tou deÐgmatoc. Me eÐsodo èna qronikì b mat kai ton antÐstoiqo jorub¸dh
stìqo, deigmatolhptoÔme èna karè tautìthtac x id . Anˆloga me th diamìrfwsh, perilambˆnetai mia
epikaluptìmenh èkdosh tou karè-stìqou, pou dhl¸netai wc xmask . 'Ola ta proanaferjènta karè odh-
goÔntai pr¸ta mèsw enìc proekpaideumènou autokwdikopoi th, parˆgontac sumpiesmènec lanjˆnousec
anaparastˆseic zk ; zid kai zmask , antistoÐqwc. Se kˆje epanˆlhyh, to tuqaÐa deÐgma lanjˆnontoc
stìqou ufÐstatai diˆqush proc ta emprìc gia t � U (1; TAPMD ) qronikˆ b mata, pou odhgeÐ ston jo-
rub¸dh lanjˆnonta stìqo zt . O stìqoc thc apl c apojorubopoÐhshc MLD qrhsimopoieÐtai gia na
kajodhg sei th diadikasÐa ekpaÐdeushc:

L MLD = Ez;ccnct ;cattn ;� ;t

h
k� � � � (zt ; cattn ; ccnct ; t)k2

2

i
(17)

ìpou � � upodhl¸nei to ekpaideÔsimoU-Net apojorubopoÐhshc.

Autopalindromik  SÔnjesh Bˆsei thc sqetik c bibliografÐac [140, 154], h sÔnjesh omilo-
Ôntoc pros¸pou me qr sh montèlwn diˆqushc gÐnetai autopalindromikˆ. Pio sugkekrimèna, katˆ th
sÔnjesh tou pr¸tou karè tou ekˆstote bÐnteo, wc karè tautìthtac qrhsimopoieÐtai autoÔsio tou
karè-stìqoc. Sth sunèqeia, kˆje nèo karè pou suntÐjetai qrhsimopoieÐtai wc karè tautìthtac sth
sÔnjesh tou epìmenou b matoc. Profan¸c, se kˆje b ma parèqetai to karè epikaluptìmenou stìqou,
h sunjhkopoÐhsh  qou kaj¸c kai opoiad pote ˆllh morf  proôpologismènhc sunjhkopoÐhshc pou eÐnai
aparaÐthth gia thn kajod ghsh thc autopalindromik c diadikasÐac sÔnjeshc.

Melèth Ektom¸n BasikoÔ Montèlou Qrhsimopoi¸ntac to proanaferjèn basikì montèlo
sÔnjeshc omiloÔntoc pros¸pou ekteloÔme mia seirˆ peiramˆtwn ektom c gia na diapist¸soume ta a-
kìlouja: a) Thn epÐdrash tou ekˆstote mhqanismoÔ sunjhkopoÐhshc, b) thn epÐdrash tou megèjouc
hqhtikoÔ parajÔrou. Oi proanaferjeÐsec epidrˆseic axiologoÔntai tìso wc proc thn poiìthta twn
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Montèlo
SunjhkopoÐhsh Poiìthta Eikìnac Anˆgnwsh Qeili¸n

SunaÐsjhma Epikaluptìmenoc Stìqoc Orìshma PSNR" SSIM" LPIPS# WER# CER# WERV # CERV#
Groundtruth N/A N/A N/A N/A N/A N/A 65.5 41.3 65.1 35.6

Baseline
(Transformer)

3 7 7 20.61 0.582 0.114 191.8 137.8 187.7 130.8
3 3 7 26.59 0.856 0.046 112.9 85.2 109.7 81.1
3 3 3 26.68 0.865 0.043 110.1 85.1 108.4 79.7
7 3 7 26.69 0.857 0.047 102.2 82.1 99.3 77.3

Baseline
(AAO)

7 3 7 26.66 0.857 0.045 101.3 83.5 99.1 78.2

PÐnakac G.4: Melèth ektom c ìson aforˆ touc diˆforouc mhqanismoÔc sunjhkopoÐhshc pou qrhsimopoioÔntai apì to
upokeÐmeno MLD. QrhsimopoioÔme m koc hqhtikoÔ parajÔrouw = 4 se ìlec tic epimèrouc exetazìmenec diamorf¸seic.

Montèlo
Mègejoc HqhtikoÔ

ParajÔrou w
Poiìthta Eikìnac Anˆgnwsh Qeili¸n

PSNR" SSIM" LPIPS# WER# CER# WERV # CERV#
Groundtruth N/A N/A N/A N/A 65.5 41.3 65.1 35.6

Baseline
(Transformer)

1 26.29 0.851 0.048 121.2 90.5 119.6 88.2
2 26.53 0.855 0.047 116.3 87.1 111.4 83.4
4 26.59 0.856 0.046 112.9 85.2 109.7 81.1
8 26.43 0.854 0.046 108.2 82.3 105.1 77.7
16 25.74 0.841 0.049 116.2 87.5 111.9 83.1

Baseline
(AAO)

8 26.41 0.859 0.046 107.1 83.3 105.3 77.7

PÐnakac G.5: Sugkritik  posotik  melèth ìson aforˆ ta diˆfora m kh hqhtikoÔ parajÔrou pou qrhsimopoioÔntai
apì thn upokeÐmenh monˆda kwdikopoÐhshc  qou. H sunjhkopoÐhsh  qou kai sunaisjhmˆtwn qrhsimopoieÐtai se ìlec tic
epimèrouc exetazìmenec diamorf¸seic.

suntejèntwn eikìnwn (metrikèc PSNR, SSIM, LPIPS) ìso kai wc proc ton optiko-akoustikì sugqro-
nismì qeili¸n metaxÔ suntejèntwn kai pragmatik¸n karè (metrikèc WER, CER, WERV, CERV 7). Ta
antÐstoiqa apotelèsmata parousiˆzontai stouc Pin. G.4 kai G.5.

'Amesec parathr seic pou phgˆzoun ek twn parapˆnw pinˆkwn eÐnai oi akìloujec: a) O kajoristikìc
parˆgontac gia thn poiìthta twn suntejèntwn karè eÐnai h sunjhkopoÐhsh epikaluptìmenou stìqou.
b) To bèltisto mègejoc hqhtikoÔ parajÔrou faÐnetai na kumaÐnetai staw = 8 karè ekatèrwjen tou
ekˆstote karè stìqou. g) H epÐdosh twn montèlwn wc proc ton optiko-akoustikì sugqronismì qeili¸n
eÐnai kak , me posostì lˆjouc lèxhc pou kumaÐnetai ˆnw tou 100%, prˆgma pou upodeiknÔei ìti ta
paragìmena bÐnteo eÐnai se�fast-forward� . Gia autì to lìgo, kaloÔmaste na belti¸soume thn epÐdosh
tou basikoÔ montèlou efarmìzontac kˆpoio sfˆlma anˆgnwshc qeili¸n.

BeltistopoÐhsh KajodhgoÔmenh Bˆsei Anˆgnwshc Qeili¸n Gia na ekmetalleutoÔme
ena proekpaideumèno montèlo anˆgnwshc qeili¸n katˆ th diˆrkeia thc ekpaÐdeushc, prèpei oi pro-
blèyeic tou apojorubopoiht  na gÐnontai se epÐpedo eikìnac kai ìqi jorÔbou. Gia to skopì autì,
pr¸ta kwdikopoioÔme stoqastikˆ tic lanjˆnousec anaparastˆseic eisìdou qrhsimopoi¸ntac APMD
gia t � U (1; TAPMD ) qronikˆ b mata. Sth sunèqeia, prokeimènou na parakˆmyoume touc eggeneÐc
periorismoÔc enìc proekpaideumènouU-Net pou parèqei problèyeic se epÐpedo jorÔbou, efarmìzoume
diaforopoi simo antÐstrofo AEMD stic jorub¸deic lanjˆnousec anaparˆstaseic gia Ttune � TAPMD

b mata (8 sthn perÐptws  mac). Sthn prˆxh ìmwc, oi anakataskeuasmeÔmenec lanjˆnousec anapara-
stˆseic eÐnai arketˆ leptomereÐc, ¸ste metˆ thn apokwdikopoÐhs  touc, na mporoÔn na trofodothjoÔn
sto montèlo anˆgnwshc qeili¸n. Prin apì autì, oi problepìmenec eikìnec stìqou ufÐstantai periko-
p  gÔrw apì thn perioq  tou stìmatoc (me bˆsh ta orìshma tou pros¸pou pou problèpontai me to
montèlo FAN [18]), metatrop  se klÐmaka tou gkri kai allag  megèjouc se 88 � 88 eikonostoiqeÐa.
UpologÐzoume ta antÐstoiqa dianÔsmata qarakthristik¸nf lr (x0) kai f lr (x̂ 0), AfoÔ upologÐsoume ta
dianÔsmata qarakthristik¸n, elaqistopoioÔme thn antilhptik  ap¸leia anˆgnwshc apì ta qeÐlh metaxÔ
twn pragmatik¸n kai twn problepìmenwn karè. H ap¸leia orÐzetai wcL lr = 1

B

P B
i =1 d(f lr (x0); f lr (x̂ 0)

ìpou d(�; �) eÐnai h apìstash sunhmitìnou,B eÐnai to mègejocbatch kai f lr (�) upodhl¸nei ton exagwgèa
qarakthristik¸n anˆgnwshc qeili¸n. O sunolikìc stìqoc prosarmog c eÐnai o akìloujoc:

L �netune = Ex 0 ;t

h
d(f lr (x0); f lr (x̂ 0)) + � kz0 � ẑ 0k2

2

i
; ẑ 0 = AEMD (zt ) (18)

7WERV: word error rate se epÐpedovisemes. ProkÔptei metatrèpontac tic problepìmenec kai pragmatikèc metagrafèc
se visemesqrhsimopoi¸ntac th qartogrˆfhsh fwn matoc -se-viseme Amazon Polly . AntÐstoiqa gia to CERV , se epÐpedo
qarakt rwn.
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EKTETAMENH PERILHYH STA ELLHNIKA

Montèlo SunjhkopoÐhsh Sunaisj matoc
Mègejoc HqhtikoÔ

ParajÔrou w
Poiìthta Eikìnac Anˆgnwsh Qeili¸n

PSNR" SSIM" LPIPS# WER# CER# WERV # CERV#
Groundtruth N/A N/A N/A N/A N/A 65.5 41.3 65.1 35.6

Baseline
7 4 26.69 0.857 0.047 102.2 82.1 99.3 77.3
3 8 26.43 0.854 0.046 108.2 82.3 105.1 77.7

Finetuned

3 4 25.97 0.858 0.058 97.3 80.1 96.9 75.0
3 8 25.75 0.848 0.054 95.2 79.2 94.0 75.1
7 4 25.42 0.845 0.058 91.1 79.1 88.2 74.1
7 8 25.87 0.857 0.055 89.8 77.3 83.9 73.2

PÐnakac G.6: Posotik  sÔgkrish metaxÔ twn montèlwn sÔnjeshc omiloÔntoc pros¸pou, me bˆsh to sÔnolo dedomènwn
MEAD . 'Olec oi diamorf¸seic qrhsimopoioÔn hqhtikˆ qarakthristikˆ pou èqoun exaqjeÐ apì to teleutaÐo transformer
mplok kwdikopoiht  tou wav2vec 2.0.

ìpou h jorub¸dhc lanjˆnousa anaparˆstash zt lambˆnetai qrhsimopoi¸ntac thn kanonik  diadikasÐa
jorubopoÐhshc APMD.

O PÐn. G.6 parousiˆzei mia posotik  sÔgkrish metaxÔ twn basik¸n kai beltistopoihmènwn montèlwn
mac, me diaforetikˆ m kh hqhtik¸n parajÔrwn kai diamorf¸seic sunjhkopoÐhshc. H kalÔterh epÐdosh
anˆgnwshc qeili¸n epitugqˆnetai Ôstera apì efarmog  tou proteinìmenou algorÐjmou beltistopoÐh-
shc, me m koc hqhtikoÔ parajÔrouw = 8 kai mìno sunjhkopoÐhsh  qou. An kai oi metrikèc axiolìghshc
anˆgnwshc qeili¸n parousiˆzoun shmantikèc belti¸seic metˆ thn beltistopoÐhsh, parathroÔme mia e-
lafrˆ upobˆjmish ìson aforˆ thn poiìthta twn suntejèmenwn eikìnwn. Autì dikaiologeÐtai apì to
gegonìc ìti efarmìzoume apajorubopoÐhsh AEMD se jorub¸deic lanjˆnousec anaparastˆseic pou
èqoun uposteÐ jorubopoÐhsh me metablhtì arijmì bhmˆtwnt anˆ epanˆlhyh ekpaÐdeushc, en¸ qrhsimo-
poioÔme epÐshc ènan exairetikˆ qamhlì arijmì bhmˆtwn AEMDTtune = 8 . Gia na leitourg sei swstˆ h
apojorubopoÐhsh AEMD, ja prèpei na eÐqame efarmìsei ènan stajerì arijmì bhmˆtwn jorubopoÐhshc
t = TAPMD anˆ epanˆlhyh. Wstìso sthn prˆxh, mia tètoia prosèggish odhgeÐ se uperprosarmog 
tou proekpaideumènou MLD kai pio sobar  upobˆjmish tìso sthn poiìthta thc eikìnac ìso kai se
epidìseic sqetikˆ me anˆgnwsh qeili¸n.
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Chapter 1

Introduction

1.1 Motivation

Deep generative modeling is one of the most intriguing computational technologies today, even
pushing human ingenuity. As Generative Adversarial Networks (GANs) [55] have proven capable of
generating high-quality samples, they managed to draw a lot of attention in the last 10 years. But
recently, even more potent generative methods, likeDi�usion Models [65, 146] have emerged, posing
a threat to the dominance of GANs in the production of synthetic data.

Due to more consistent training compared to GANs and higher-quality generated samples, dif-
fusion models are quickly rising in popularity. These models are able to overcome some well-known
GAN shortcomings, such as mode collapse, adversarial learning costs, and convergence failure. In
contrast to GANs, which learn to retrieve the original data from the noisy ones by contaminating
them with Gaussian noise, di�usion models employ a very di�erent approach to training. These mod-
els are also found to be appropriate from the perspective of scalability and parallelizability, which
increases their appeal. Additionally, because the foundation of their training process is the correction
of modest adjustments made to the original data, they develop a data distribution whose samples
closely resemble the latter, hence the created samples can be very realistic. Due to these character-
istics, di�usion models have had a signi�cant impact on the state-of-the-art in picture production,
resulting in astounding outcomes [33, 122, 125].

Di�usion models are quickly �nding use in both low-level and high-level vision tasks because of
their incredible generative capabilities, including but not limited to image denoising [65, 109], in-
painting [44], image super-resolution [91, 100], semantic segmentation [9, 56, 175], semantic image
synthesis [125] and image-to-image translation [19, 76, 130, 184]. Unsurprisingly, there has been a
constant rise in the number of research publications coming in this area since the key breakthrough
of di�usion probabilistic models [65] over the original idea of di�usion modeling [146], and new fasci-
nating models are emerging every day. Particularly with the GLIDE [110], DALL-E 2 [122], Imagen
[131], and Stable [125] models that allowed for high quality text-to-image generation, di�usion mod-
eling has experienced signi�cant social media excitement. The text-to-video or text-to-3D creation
techniques, like Imagen Video [67], Make-a-Video [145] and DreamFusion [118], which produce videos
that look incredibly realistic, have recently added to the overall buzz surrounding di�usion models.
Fig. 1.1 illustrates curated examples corresponding to some of the aforementioned tasks and models.

The current thesis revolves around facial expression manipulation of images and talking face
videos. To this end, we will try to leverage the expressive power of di�usion models, which have
already shown compelling quality in complex image modeling, but still remain a somewhat new and
unexplored part of the available literature. In the next upcoming paragraphs of this introductory
chapter, we will brie�y discuss about facial manipulation methodologies in general but we will also
drill down on deepfake technologies for face swapping, as well as discuss potential bene�ts and threats
relative to the latter.
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CHAPTER 1. INTRODUCTION

Figure 1.1: Curated examples from image synthesis, text-to-image and text-to-video tasks using [33, 65, 67, 122, 145].
Source: [164].

1.2 Deepfakes

Deepfakes are hyper-realistic videos that have been digitally altered to represent individuals saying
and doing things that have never actually occurred. They employ �deep� learning with the aim of
producing �fake� imagery. More speci�cally, deepfake methods use neural networks that learn to
replicate a person's facial expressions, mannerisms, speech, and in�ections by analyzing enormous
quantities of data samples. In order to train a deep learning system to swap faces, two people's video
footage is fed into the process. Deepfakes, in other words, utilize facial mapping technology and AI
to replace a person's face in a video with the face of another person. It was not until 2017, when a
Reddit user posted recordings of famous people in un�attering sexual settings that deepfakes started
to gain wide public attention.

In general, deepfakes prey on social media sites, where conspiracy theories, rumors, and dis-
information can spread quickly, because users tend to follow the �herd�. Meanwhile, an ongoing
�infopocalypse� encourages people to only trust information that con�rms their preexisting beliefs
and originates from their social networks, such as family, close friends, or relatives. In fact, even if
they think it might be false, many people are open to anything that supports their preexisting beliefs.
Inexpensive fakes, or low-quality videos with minimally altered real content, are already pervasive due
to the accessibility of inexpensive hardware, such as e�ective graphics processing units. There is an
increasing amount of open source software available for creating realistic, high-quality deepfakes, thus
the current increase in misinformation through deepfake technology. Fig. 1.2 presents an information
trust chart for deepfakes.

1.2.1 Bene�ts

Movies, instructional media, digital communications, games, entertainment, social media, health-
care, material science, and numerous economic sectors including e-commerce and fashion are just a
few of the industries that bene�t from deepfake technology.

Firstly, deepfake technology has many advantages for the movie industry. For instance, it can be
used to update �lm footage rather than reshoot them or to create arti�cial voices for performers who
lost theirs due to illness. Moviemakers will be able to reproduce iconic movie moments, develop new
�lms with performers who have passed away, apply special e�ects and cutting-edge face editing in post-
production, and turn amateur footage into polished pieces of work. Deepfake technology also enables
automatic and lifelike voice dubbing for �lms in any language, enhancing the viewing experience for
di�erent audiences of movies and instructional media. Language barriers were overcome by a 2019
worldwide malaria awareness campaign featuring David Beckham thanks to an instructive commercial
that used voice/visual-altering technology to make him appear bilingual. Similar to how deepfake
technology can improve eye contact and break down language barriers during video conference calls
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1.2. DEEPFAKES

Figure 1.2: A deepfake information trust chart. Source: [105].

by translating words while simultaneously changing lip and facial motions.
Deepfake technology enables digital doubles of humans, realistic-sounding and smart-looking as-

sistants, and increased telepresence in online games and virtual chat environments. Better internet
communication and personal interactions can result from this. The technology can also be bene�cial
in the social and medical sectors. Deepfakes may be able to assist a mourning loved one in saying
goodbye to a deceased friend by �bringing them back to life�, digitally. This may help people cope with
the death of a loved one. Moreover, technology can be used to digitally reconstruct an amputee's limb
or help transgender people better identify with their preferred gender. Even adults with Alzheimer's
can bene�t from deepfake technology by interacting with a younger face they may remember. In
order to accelerate the development of new materials and medical treatments, researchers have also
investigated the use of GANs to detect anomalies in X-rays.

In addition tech companies are intrigued by the possibility of brand-applicable deepfake technology
because it has the potential to signi�cantly alter e-commerce and advertising. Deepfakes also permit
the creation of hyperpersonal content that transforms users into models. For example, the technology
permits virtual �ttings so that users can see how an out�t will look on them before making a purchase
and can produce customized fashion ads based on the viewer, the time of day, and the weather.

1.2.2 Possible Threats

Deepfakes pose a serious threat to our society, political system, and economy because they i)
put pressure on journalists trying to distinguish between real and fake news, ii) jeopardize national
security by spreading propaganda and meddling in elections, iii) undermine public con�dence in
government information, and iv) raise cybersecurity concerns for individuals and businesses.

Due to deepfakes, it is very likely that the media sector will have to deal with a signi�cant problem
relative to customer con�dence. Deepfakes are more dangerous than �conventional� fake news since
they are more di�cult to detect and cause the spread of misinformation. For instance, technology
enables the creation of news videos that appear to be real but actually aren't, endangering the
credibility of journalists and the media in general. Also, gaining access to video footage taken by a
witness of an incident might give a news organization a competitive advantage, but the risk increases
if the o�ered �lm is actually manipulated.

The intelligence community is concerned about deepfakes being potentially used to undermine
election campaigns and endanger national security by spreading political propaganda. U.S. intelli-
gence agencies have frequently issued alerts regarding the danger of foreign interference in American
politics, particularly in the run-up to elections. In today's disinformation wars, inserting words into
a popular video can be a potent weapon because it can readily sway voter opinion. A deepfaked
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Figure 1.3: Real and fake samples for each one of the four types of facial manipulations, i.e. entire face synthesis ,
attribute manipulation , identity swap and expression swap. Source: [161].

video of a politician using racial slurs or accepting a bribe, a presidential candidate confessing to a
crime, alerting another nation to impending war, a government o�cial appearing to be in a precarious
position, confessing to a plot to carry out a conspiracy, or soldiers killing civilians abroad, could be
produced by a foreign intelligence agency. While such fabricated movies would probably spark riots,
turmoil, and disruptions of potential elections, foreign nations might end up executing foreign policies
based on �ction, even leading to the outbreak of war.

While fake recordings of government o�cials saying things that never happened cause people
to question authorities, deepfakes are likely to hinder digital literacy and individuals' trust toward
information provided by authorities. In fact, AI-generated spam as well as false news that is built
on discriminatory text, phony videos, and a slew of conspiracy theories can rapidly spread through
society nowadays. The �information� apocalypse or �reality apathy� phenomenon is a result of people
feeling that the majority of information, including videos, simply cannot be trusted. This is why
the most harmful aspect of deepfakes may not be disinformation per se. Furthermore, due of their
ingrained belief that everything they do not want to accept must be fake, people may even reject
authentic footage as being fraudulent. In other words, rather than people being tricked, the biggest
concern is about people starting to see everything as deception.

Another risk induced by deepfake technology are cybersecurity-related issues. The corporate world
has already expressed interest in defending themselves against viral frauds because deepfakes could be
used to manipulate the stock and market in general by, for instance, exposing a chief executive using
racial or gendered slurs, announcing a fake merger, in�ating �nancial losses, declaring bankruptcy,
or appearing to be guilty of a crime. Deeply fabricated announcements of new products or porn
could also be used to damage a company's reputation, threaten management, or blackmail them.
Moreover, deepfake technology makes it possible to impersonate an executive in real-time via digital
means, such as by asking a worker to provide urgent money or divulge sensitive information. Last
but not least, deepfake technology may also establish a false identity and, in live-stream recordings,
change an adult's face into a child's or younger person's face, which raises concerns about how child
predators could utilize this technology.
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1.3 Facial Manipulations

In the following paragraphs, we will try to brie�y describe the main categories relative to fa-
cial manipulations, according to [161]. These categories include,entire face synthesis, face swap,
attribute manipulation and expression swap. As we will later discuss, deepfakes constitute aface
swappingmethodology. Fig. 1.3 provides an overview of all four of the aforementioned types of facial
manipulations.

In entire face synthesis, powerful GAN models are employed with the aim of generating full im-
ages of faces that do not exist. These methods produce stunning results, producing realistic facial
representations of the highest caliber. The video game and 3D modeling businesses stand to gain
from this manipulation, but it might also be used for undesirable purposes like the construction of
incredibly convincing phony pro�les in social networks to spread false information. The primary pub-
licly accessible databases for research on the identi�cation of image manipulation methods reliant on
entire face synthesis include 100K-Generated-Images [75], 100K-Faces1, DFFD [31] and iFakeFaceDB
[108]. We ought to mention that all four aforementioned databases only contain fake images gener-
ated using the ProGAN [74] and StyleGAN [75] architectures. In order to conduct fake detection
experiments, researchers draw real face images from other public databases like FFHQ [75], CelebA
[97] and CASIA-Webface [178].

During face swapping, the editing involves substituting one person's face with another. Typically,
two distinct strategies are often taken into account: FaceSwap2 which is a traditional computer
graphics-based technology and Deepfakes3. Numerous videos of this kind of manipulation that are
incredibly realistic can be easily found on YouTube. The �lm industry, in particular, might pro�t
from this kind of manipulation. The manufacture of celebrity pornographic videos, hoaxes, and
�nancial fraud, among many other negative uses, are possible on the other side. Public databases
that are commonly used for this type of facial manipulations can be grouped under two separate
generations. The �rst generation includes: i) UADFV [92], comprised of 49 real YouTube videos
and 49 fake videos which had been face swapped with Nicholas Cage's face, ii) DeepfakeTIMIT [86],
comprised of 620 arti�cially generated fake videos from 32 participants, iii) FaceForensics++ [127],
comprised of 1,000 real YouTube videos and 1,000 fake counterparts, generated with both computer
graphics and Deepfake approaches. Second generation datasets, which di�er from the latter due to
their higher realism include: i) DeepFakeDetection4, comprised of 363 real videos and 3068 fake ones,
generated through the DeepFake FaceSwap GitHub implementation, ii) Celeb-DF [93], comprised of
890 real YouTube videos and 5,639 fake ones, generated through a re�ned version of a public DeepFake
generation algorithm, iii) DFDC Preview [37], comprised of 1,131 real videos from 66 paid actors as
well as 4,119 fake ones, generated using two di�erent unknown approaches.

Attribute manipulation , often referred to as face editing or face retouching, entails changing the
skin or hair color, the age, the gender, the presence or absence of glasses, and other features of the face.
Typically, a GAN is used for this manipulation process. The well-known FaceApp5 smartphone app
is one instance of this kind of manipulation. With the use of this technology, customers may virtually
try on a wide variety of things, including eyeglasses, cosmetics, and hairstyles. Few databases are
publicly available for research in this area, with the most well known one being DFFD [31]. Notable
attribute manipulation techniques include IcGAN [116], Fader Networks [89], StarGAN [25], STGAN
[96] and AttGAN [63].

Lastly, expression swappingis a form of manipulation, often referred to as face reenactment, that
entails changing the subject's expression on their face. The most well-known manipulation techniques
suggested in the literature again involve some kind of GAN architecture. Face reenactment poses more
challenges compared to static face generation. For example, when the identities of source and driving
faces are di�erent, the quality of generated faces can be a�ected. Texture distortion, identity loss,
and shape bias are some additional common problems. Current research aims at enhancing models
either with additional forms of input (e.g., AUs [43]) or with better architectures (additional blocks,
attention modules, etc.). Expression swapping will constitute the main focus of the current thesis.

1https://generated.photos/
2https://github.com/MarekKowalski/FaceSwap
3https://github.com/deepfakes/faceswap
4https://ai.googleblog.com/2019/09/contributing-data-to-deepfake-detection.html
5https://www.faceapp.com
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Figure 1.4: A typical reenactment processing pipeline of a deepfake system, where usually only a subset of the
depicted steps is executed. Source: [105].

1.4 Expression Swapping (Face Reenactment)

Excluding expression swapping, all of the aforementioned techniques provide stunning results, but
they can only be used to change well-de�ned facial characteristics, like hair color, or to duplicate and
composite other people's facial expressions onto their own. An other type of deepfake that might
signi�cantly boost the impact of this technology and make it easier for it to be included into the
VFX industry is the ability to obtain semantic control over the emotions that are expressed through
facial expressions. The signi�cance of this kind of manipulation is amply demonstrated during �lming
since, despite the planned nature of the spoken words, obtaining the required actor's feeling frequently
necessitates numerous attempts. The altering of facial performance would be conveniently done in the
post-production stage of a strong emotion editing solution. In static photographs, facial expression
manipulation has previously created visually appealing outcomes.

Expression reenactment transforms a person's identity into a puppet, providing assailants the
greatest degree of freedom to have the impact they want. We should point out that expression
reenactment existed before deepfakes became common. In 2003, researchers morphed models of 3D
scanned heads [14]. In 2005, it was shown how this can be done without a 3D model [20], and through
warping with matching similar textures [53]. Later, it was demonstrated how 3D parametric models
can be used to achieve high-quality and real-time results with depth sensing and ordinary cameras
[157, 159, 160]. Regardless, nowadays, deep learning-based approaches are known as the predominant
way of generating truthful content. A typical and generic face reenactment processing pipeline can
be seen in Fig. 1.4.

1.4.1 Existing Methods

For the purposes of this introductory overview, the �rst section will concentrate on the most
well-known methods; Face2Face [157] and NeuralTextures [158], which swap out one person's facial
expression in a video with another person's facial expression (also in a video). FaceForensics++
[127], an expansion of FaceForensics [128], is a well-known database accessible for study in this �eld.
At �rst, the Face2Face method constituted the primary focus of the FaceForensics database. This
computer graphics technique preserved the target person's identity while transferring the emotion
from a source video to a target video. Keyframe selection was done manually. To monitor the
emotion over the remaining frames of each video, the �rst frames of each video were used to create
a temporary facial identity (3D model). Finally, fake videos were created by applying 76 blendshape
coe�cients that made up each frame's source expression parameters to the target video. Later, a novel
learning strategy was introduced based on NeuralTextures in FaceForensics++. The aforementioned
rendering technique learns a neural texture of the target individual, including a rendering network,
using the original video data. In particular, a patch-based GAN-loss similar to that seen in Pix2Pix
[71] was taken into account. Only the mouth-to-face expression correspondence was changed.

Apart from the latter, several other notable methodologies are worth mentioning, that consider
solving the problem at both static (images) and dynamic setting (videos). One such popular approach
introduced in [5], automatically animated a still portrait using a driving video depicting a di�erent
subject and managed to transfer the expressiveness of the driving video to its source counterpart.
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In contrast to Face2Face and NeuralTextures methods, which required videos of both the input and
target faces, the latter only required a single image of the target. To that end, [180] provided very
good results in both one-shot and few-shot learning.

In general, the development of GANs [55] has stimulated an expanding body of study in the area
of image manipulation. In that the synthesized image is dependent on another image, a conditional
generator [71] is used in the vast majority of works. Through the concept of cycle consistency [187],
this makes it possible to translate images between di�erent domains (i.e., image-to-image translation)
while maintaining the source image's content. The application of such methods to face images has
made it possible to change certain facial characteristics, such as gender and hair color.

Furthermore, several well-known image-based expression manipulation techniques that are based
on GAN architectures include but are not limited to: StarGAN v2 [26], GANimation [120], GANmut
[30], ExprGAN [34], FACEGAN [162] and ICface [163]. Some of those have considered alternative
latent representations for modeling the human emotional spectrum. For instance, ExprGAN makes
use of continuous emotion labels that describe theintensity of the depicted facial expressions, while
in [94], the 2D Valence-Arousal space was utilized. More recently, GANmut proposed a way of
obtaining a 2D interpretable conditional label system even when using a dataset annotated with
solely categorical labels of basic emotions.

Even though geometry-based emotion manipulation techniques exceed the scope of the current
thesis, we ought to acknowledge their impact in the context of face reenactment, as well their contri-
bution to previously described approaches. In certain works, the target actor is controlled through
image-warping [5] or neural rendering [180] using 2D face landmarks to capture the actor's expres-
sions. As they provide a decoupled representation of expressions from identity, 3D morphable models
[15] (3DMMs) are a very popular option. Traditional [157, 159] methods render the target subject
beneath the source expressions on top of the original target footage while reconstructing the target
subject's face in three dimensions on the reference video. Conditional GANs are used by learning-
based techniques such as DVP [77] and Head2Head++ [39] to display the target subject while meeting
the speci�ed requirements (expressions, stance, and eye-gaze).

1.5 Models of Human A�ect

In-depth research and study have been conducted on the interpretation, perception, and recog-
nition of human emotion in a number of scienti�c �elds, including biology, psychology, sociology,
neurology, and last but not least, computer science. The �elds of computer vision and machine learn-
ing aim to automate recognition by developing new techniques and algorithms that are capable of
producing e�cient and reliable encodings of such information, whereas the aforementioned cognitive
sciences concentrate on the extraction of the available a�ective information. Since it is widely used
in situations involving human-robot cooperation, social robotics, medical treatment, mental patient
surveillance, driver tiredness surveillance, and many other human-computer interaction scenarios,
automatic a�ect recognition is of utmost practical signi�cance.

We �rst ought to de�ne the theoretical underpinnings on which emotional states are patterned
in order to better grasp the ideas of emotion perception, interpretation, and recognition. For a
very long time, there has been discussion over the optimal approach to modeling impact, and many
di�erent viewpoints have been put up. Three major categories�categorical, dimensional, and com-
ponential�can be used to group together the most pertinent models for a�ective computing. We will
attempt to outline the key characteristics, bene�ts, and drawbacks of each paradigm in respect to
a�ective computing in the paragraphs that follow.

1.5.1 Categorical Models

Emotions are categorized using categorical models into distinct groups that are simple to identify
and articulate in everyday language. The seminal work of Ekman and Friesen [41, 42] and its underly-
ing presumptions regarding the universality of a set of six basic emotions, namely happiness, sadness,
fear, anger, disgust, and surprise, are credited for the signi�cant growth in categorical emotion mod-
els. A depiction of the aforementioned emotions is illustrated in Fig. 1.5. The universal emotions
hypothesis has unquestionably been the main instrument in research related to emotional computing
because of the simplicity of the categorical models of emotion and the associated universality claim.
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Figure 1.5: The categorical way of describing a�ect on the basis of the universal set of six emotions, i.e. happiness,
sadness, fear, anger, surprise and disgust. Source: [111].

Figure 1.6: The continuous way of describing a�ect in the form of a point in 3D Valence-Arousal-Dominance (VAD)
space. Source: [7].

The categorical models' simplicity, on the other hand, prevents them from accurately capturing and
describing more nuanced emotional experiences. In the context of the current thesis, the categorical
model will be mostly considered, including minor additions of neutral and contemptuous emotions.
Regardless of that, we will brie�y mention dimensional/continuous and componential models, for the
sake of completeness.

1.5.2 Dimensional Models

Dimensional models [103, 129] are the second most well-known and often employed approach for
explaining emotions, just after categorical models. An a�ective state is portrayed as a point on a
continuum spanned by a number of independent dimensions. Over time, psychological study has led
to the emergence of a number of di�erent dimensional models. Yet, the Pleasure-Arousal-Dominance
(PAD) paradigm is the one that a�ective computing uses the most frequently.

Many investigations and experiments have shown that the Pleasure-Arousal-Dominance compo-
nents are independent of one another since any value along one dimension can occur simultaneously
with any value along either of the other two. In addition, bipolarity is de�ned for the three dimen-
sions. Pleasure (or valence) describes the good or negative aspects of an experience, ranging from
intense su�ering or unhappiness to extreme joy or ecstasy. Arousal is a phrase used to describe the
degree of activation, mental attentiveness, and physical activity that can range from sleep to extremes
of frenetic enthusiasm. Lastly, dominance represents the amount of control over others and the sur-
rounding environment, ranging from total lack of control and a sense of vulnerability on one end to
the opposite extreme of feeling in�uential and in control. An illustration of the 3D VAD space is
shown in Fig. 1.6.
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Figure 1.7: The componential way of describing a�ect on the basis Plutchik's wheel of emotions. Source: [117].

1.5.3 Componential Models

In terms of descriptive capacity, complementary models fall in between categorical and dimensional
models. Componential models organize emotions in a hierarchical way, so that emotions belonging
to higher or superior layers can be broken into a collection of more primitive and basic emotions
belonging to the exact previous layers. The componential emotion model �rst proposed by Plutchik
[117] constitutes the most notable instance of the latter. In addition, he conceptualized primary
emotions (anger, fear, sadness, disgust, surprise, anticipation, trust, and joy) in a fashion analogous
to a color wheel, placing similar emotions close together and opposites at 180 degrees apart, like
complementary colors. Following this pattern of color theory, we can describe emotions which result
from the combination of pairs of fundamental emotions, called dyads, in the same way that red
and blue make purple. Furthermore, Plutchik extended the initial circumplex model into a third
dimension representing the intensity of emotions, resulting in a structured model that was shaped like
a cone. The vertical dimension of the cone represents intensity while the horizontal plane represented
degrees of similarity among the emotions. An illustration of Plutchik's expanded circumplex model
is illustrated in Fig. 1.7.

In contrast to the aforementioned categories and dimensional models, these sorts of models are
rarely used in the context of a�ective computing and automatic emotion detection-related research.
Yet, they should be taken into account as a successful compromise between readability and expres-
siveness.

1.6 Talking Face Generation

The goal of talking face video generation, also known as lip motion sequence generation, is to
create lip motion sequences that are consistent with the driving source (a passage of text or speech).
Based on synthesizing the lip motion, the talking head's face characteristics, such as facial expressions
and head movements, must also be taken into account in the process. Talking face generation can be
considered as the dual problem ofvisual speech recognition, as shown in Fig. 1.8.

To achieve the dynamic mapping of driving sources to lip motion data in the early talking face
video generating approaches, researchers primarily used cross-modal retrieval [17] or HMM-based
algorithms [51, 177]. More recently, talking face video generation has bene�ted from the quick
development of deep learning technology, which has sped up the development of techniques based
on convolutional, recurrent, transformer as well as NeRF [104] architectures. We will divide all of
the upcoming techniques into four categories, namely coe�cient-based, landmark-based, vertex-based
and end-to-end. To this end, we consult [141].

Coe�cient-based Methods One of the most used face coe�cient models, the Active Appearance
Model (AAM), represents variations in shape and texture as well as their association. In order to cre-
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Figure 1.8: The two primal-dual fundamental problems of visual speech analysis; visual speech recognition and talking
face generation . Source: [141].

ate a photo-realistic talking head, in [47] a two-layer BiLSTM network was used to estimate AAM co-
e�cients of the mouth area based on an overlapping triphone input. Apart from 2D coe�cient-based,
3DMMs [77, 78] have also been utilized as a 3D face-parametric representation, for video-oriented
face2face translation. The 3DMM coe�cients contain the rigid head pose parameters, facial identity
coe�cients, expression coe�cients, gaze direction parameters for both eyes and spherical harmonic
illumination coe�cients. Such frameworks usually include the following steps: i) Train a network to
map the driving source to the facial expression coe�cients since facial expression coe�cients contain
implicit visual speech information. ii) To obtain the 3DMM coe�cients of the reference identity
image, use a deep face reconstruction model that has been previously trained. iii) To create hybrid
3DMM coe�cients, combine the 3DMM coe�cients from the reference identity image and the pro-
jected face expression coe�cients. iv) Create talking videos by using a generation network or GPU
rendering.

Landmark-based Methods The rigid and non-rigid facial deformations brought on by head mo-
tions and facial expressions are captured by facial landmark points around facial components. �Syn-
thesizing Obama� [155] constitutes one of the most pioneering pieces of related literature where
the proposed model outputted the synthesized talking face video of former US President Barack
Obama, following the pipeline of facial texture synthesis, video re-timing, and target video com-
positing. Common landmark-based backbones include: LSTM+U-Net [87], LSTM+C-GAN [72] and
LSTM+Convolutional-RNN [21]. All the above works, utilize 2D landmarks. Besides 2D landmark
based approaches, mapping driving source to 3D landmarks is also widely explored [99, 186].

Vertex-based Methods 3D facial vertices are another popularly used 3D face model in talking
face generation. Initial approaches were subject-speci�c [73] and were later generalized to multiple
subjects as well, with the well-known VOCA model [29]. The latter combined DeepSpeech [60] features
and speaker-speci�c features with the aim of producing a 3D mesh of 5023 vertex displacements. More
recently, the FaceFormer [48] model autoregressively encoded the long-term audio context information
and predicted a sequence of 3D face vertices.

End-to-End Methods End-to-end pipelines are designed to synthesize talking face sequences di-
rectly from the driving source using an end-to-end learning approach without the use of any inter-
mediary facial parameters. One of the �rst end-to-end frameworks was Speech2Vid [27] where an
image decoder sought to produce synthesized images based on fused speech and identity features,
with the latter being extracted from the reference image using an identity encoder, while the former
features are extracted from the driving audio using a respective audio encoder. Several GAN-based
approaches were proposed in an attempt to overcome the limitations of the aforementioned model.
One such approach is DAVS [185] which placed more emphasis on the extraction of disentangled
speech and identi�cation features through supervised adversarial training. Apart from GANs, neural
radiance �elds have also found success in this �eld. For example, AD-NeRF [59] utilized DeepSpeech
audio features as a conditional input so as to learn an implicit neural scene representation function
that maps audio features to dynamic neural radiance �elds for talking face rendering.
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1.7 Thesis Outline

In this �nal section of the introductory chapter, we brie�y describe the structure as well as the
topics which will be discussed throughout the remaining chapters of the current thesis.

Chapter 2 lays the theoretical foundations regarding generative modeling, as a whole. More specif-
ically, we present the structure and features of all major, practical and modern generative frameworks,
including GANs, Variational Autoencoders (VAEs), Energy-based models (EBMs), Autoregressive as
well as Flow-based models. Furthermore, the necessary mathematical background is going to be es-
tablished with the aim of obtaining a clearer insight of the functionalities of all the aforementioned
modules.

Chapter 3 dives deeper into di�usion models, exploring all of their variants in both continuous and
discrete time formulations, with emphasis laid on the latter. There we will also touch upon vector
quantization and perceptual image compression, subjects which will prove useful in the context of
building lightweight and resource-e�cient di�usion models.

Moving on, Chapter 4 constitutes our main case study where we explicitly tackle the problem of
image-based face reenactment, on the basis of the largest available, most challenging and emotionally
annotated face dataset. We operate di�usion models in a deterministic manner, achieving near cycle
consistency between source and target images. Moreover, we adapt a language-image pre-trained
model with the sole purpose of directly �netuning di�usion models in latent space. We conduct
extensive experiments so that our proposed methodologies are evaluated in terms of both objective
metrics as well as subjective studies.

Chapter 5 aims at extending di�usion-based generative techniques in dynamic video settings. More
speci�cally, we tackle the task of talking face synthesis. We conduct extensive ablation studies on
the basis of the MEAD dataset. To the best of our knowledge, we propose the �rst proper �netuning
methodology for better lip-synching based on guidance from a lip reading expert network.

Finally, Chapter 6 completes our thesis with the inclusion of conclusive remarks and potential
directions for future work.
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Chapter 2

An Overview of Generative Models

Given observations of samplesx , the goal of a generative model is to learn to approximate the
true data distribution pdata (x ), so as to be able to generate new, �synthetic� samples~x � ~p� ( ~x ) at
will. There are several well-established directions in current literature, such as Generative Adver-
sarial Networks, Variational Autoencoders, Energy-Based, Autoregressive models and Normalizing
Flows. We proceed with a brief and high-level introduction of the core concepts behind each of the
aforementioned families of generative models. For guidance throughout this process, we also consult
[16, 82, 152]. For simplicity, we assume vectorized input and latent representations, unless speci�ed
otherwise.

2.1 Generative Adversarial Networks

Generative Adversarial Networks(GANs) [55] consist of two networks, a discriminator D : Rn !
[0; 1] which estimates the probability that a sample comes from the data distribution x � pdata (x ),
and a generatorG : Rm ! Rn which given a latent variable z � pz (z) captures pdata by tricking the
discriminator into thinking its samples are real. This is achieved through adversarial training of the
networks: D is trained to correctly label training samples as real and samples fromG as fake, while
G is trained to minimise the probability that D classi�es its samples as fake. This can be formulated
as a two-player mini-max game betweenD and G, optimizing the value function V (G; D ):

min
G

max
D

V(G; D ) = Ex � pdata (x ) [logD(x )] + Ez � pz (z ) [log(1 � D (G(z)))] (2.1)

For a �xed G, the objective for D can be reformulated as follows:

max
D

V(D) = Ex � pdata (x ) [logD(x )] + Ex � pg (x ) [log(1 � D (x ))]

= Ex � pdata (x )

�
log

pdata (x )
pdata (x ) + pg(x )

�
+ Ex � pg (x )

�
log

pg(x )
pdata (x ) + pg(x )

�

= DKL

�
pdata










1
2

(pdata + pg)
�

+ DKL

�
pg










1
2

(pdata + pg)
�

� log 4

(2.2)

We recognize in the previous expression the Jensen�Shannon divergence between the model's distri-
bution and the data generating process. Since the JS-divergence between two distributions is always
non-negative and zero only when they are equal, we have shown thatV � = � log 4 is the global mini-
mum of V (G) and that the only solution is pg = pdata , i.e., the generative model perfectly replicating
the data generating process.

GAN training is known to be notoriously hard, with vanishing gradients and mode collapse con-
stituting the most common problems. Since the cause of these issues can be linked with the use
of JS-divergence, other loss functions have been proposed, with the most notable being WGAN [4],
LSGAN [102], EBGAN [183] and InfoGAN [23].
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2.1.1 Wasserstein GAN

Wasserstein GAN (WGAN) training is guided through the minimization of a reasonable and e�-
cient approximation of the Earth-Mover (EM) or Wasserstein-1 distance. The EM distance between
the real data distribution pdata and that of generated datapg, is de�ned as follows:

W (pdata ; pg) = inf

 2 �( pdata ;pg )

E(x ;y ) � 
 [kx � yk] (2.3)

where �( pdata ; pg) denotes the set of all joint distributions 
 (x ; y ) whose marginals arepdata and pg,
respectively. Intuitively, EM distance indicates how much �mass� must be moved to transform one
distribution into another. It is intractable to exhaust all the possible joint distributions in �( pdata ; pg)
while calculating the in�mum in Eq. (2.3), thus a smart transformation of the objective was proposed,
based on the Kantorovich-Rubinstein duality theorem [169]:

min
�

max
w 2W

kf w kL � K

Ex � pdata (x ) [f w (x )] � Ez � p(z ) [f w (g� (z))] (2.4)

where f f w gw 2W is a family of parameterizedK -Lipschitz functions corresponding to the discrimina-
tor, while g� denotes the generator who aims at minimizing the value function w.r.t. its parameters
� . Numerous approaches have been proposed with the aim of enforcingK -Lipschitz continuity to the
discriminator function f w , with the simplest one being gradient clipping. Most notably, WGAN-GP
[58] enforced1-Lipschitz continuity by penalizing the model if the gradient norm of f w deviated from
its target value of 1.

Optimizing the Wasserstein distance o�ers linear gradients, thus eliminating the vanishing gradient
problem. Moreover, it is equivalent to minimizing reverse KL-divergence, providing improved stability
while training.

2.1.2 Least Squares GAN

Regular GANs adopt the sigmoid cross entropy loss function for the discriminator. This loss
function is susceptible to the problem of vanishing gradients when updating the generator using the
fake samples that are on the correct side of the decision boundary, but are still far from the real data.
Least Squares Generative Adversarial Networks(LSGANs) provide remedy for the aforementioned
problem. Let a; b be continuous coded labels for fake data and real data, respectively. The LSGAN
objective functions are de�ned as follows:

min
D

VLSGAN (D ) =
1
2

Ex � pdata (x ) [(D (x ) � b)2] +
1
2

Ez � pz (z ) [D (G(z)) � a)2]

min
G

VLSGAN (G) =
1
2

Ez � pz (z ) [D (G(z)) � c)2]
(2.5)

where c denotes the value that the generator wants the discriminator to believe for fake data. Unlike
regular GANs, which cause almost no loss for samples that lie a long way in the correct side of
the decision boundary, LSGANs will penalize those samples even though they are correctly classi�ed,
which in turn results in more gradients being generated, alleviating the problem the vanishing gradient
problem.

2.1.3 Energy-Based GAN

Instead of designing a discriminator similar to a classi�er, in the context of Energy-Based GANs
(EBGAN), the discriminator uses an autoencoder which extracts latent features of the input image
using an encoder and reconstructs it again through a decoder. This discriminatorD outputs the
reconstruction error (MSE) between the input image x and its reconstruction x̂ . The autoencoder is
trained using real images and as a result, for a poorly generated image, the reconstruction error is
expected to be high. The EBGAN loss functions are the following:

L D (x ; z) = D(x ) + [ m � D(G(z))]+

L G (z) = D(G(x ))
(2.6)

13



CHAPTER 2. AN OVERVIEW OF GENERATIVE MODELS

Therefore, the discriminator is trained with two goals in mind; having low reconstruction error D(x )
for real images and the reconstruction error for generated images to be higher than a prede�ned
threshold m. The generator is simply trained with the aim of lowering the reconstruction error for
generated images.

2.1.4 Information Maximizing GAN

The Information Maximizing GAN (InfoGAN) is a type of generative adversarial network that
modi�es the GAN objective to encourage it to learn interpretable and meaningful representations in
a completely unsupervised manner. This is done by maximizing the mutual information between a
�xed small subset of the GAN's noise variables and the observations.

Formally, InfoGAN is de�ned as a minimax game with a variational regularization of mutual
information and the hyperparameter � :

min
G;Q

max
D

VInfoGAN (D; G; Q) = V(D; G) � � L I (G; Q) (2.7)

whereV (D; G) is the standard GAN objective, L I denotes the variational lower bound of the mutual
information between the latent code c and generator distribution G(z; c), while Q is an auxiliary
distribution that approximates the posterior p(cjx ).

2.2 Energy-Based Models

Energy-Based Models(EBMs) are based on the observation that any probability density function
p(x ) for x 2 Rn can be expressed in terms of an energy functionE � (x ) : Rn ! R which associates
realistic points with low values and unrealistic points with high values. It is relatively straightforward
to extend the models and estimation procedures to the case with multiple dependent variables, or
with conditioning variables. The density given by an EBM is:

p� (x ) =
exp (� E � (x ))

Z �
=

exp (� E � (x ))R
exp (� E � (x )) dx

(2.8)

where E � (x ) is a nonlinear regression function with parameters� . Since the denominator in Eq.
(2.8) is a function of � , evaluation and di�erentiation of logp� (x ) w.r.t. its parameters is in-
tractable. Let pdata (x ) be the underlying data distribution of a given dataset. Then, p� (x ) can
be �tted to pdata (x ) by maximizing the expected log-likelihood function over the data distribution,
i.e. Ex � pdata (x ) [logp� (x )]. The likelihood of an EBM cannot be directly computed due to the in-
tractable normalizing constant Z � . However, the gradient of the log-likelihood can be estimated
utilizing MCMC approaches and allowing for log-likelihood maximization with gradient ascent. The
gradient of the log-probability of an EBM decomposes as a sum of two terms:

r � logp� (x ) = �r � E � � r � logZ � (2.9)

The challenge in Eq. (2.9) is to approximate the second gradient term. This gradient term can be
rewritten as the following expectation:

r � logZ � = r � log
Z

exp (� E � (x )) dx =

R
r � exp (� E � (x )) dx
R

exp (� E � (x )) dx

=
Z

exp (� E � (x ))
Z �

(�r � E � (x )) dx =
Z

p� (x )( �r � E � (x )) dx

= Ex � p� (x ) [�r � E � (x )]

(2.10)

Therefore, a one-sample unbiased estimate of the log-likelihood gradient can be obtained using
r � logZ � � �r � E � ( ~x ), where ~x � p� (x ), provided that it is possible to draw random samples
from the EBM. A method for e�cient MCMC sampling from EBMs known as Langevin MCMC [57,
114], makes use of the fact that the gradient of the log-probability w.r.t. x , i.e. the score, is equal to
the negative gradient of the energy:

r x logp� (x ) = �r x E � � r x logZ � = �r x E � (2.11)
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When using Langevin MCMC to sample from p� , an initial sample x is �rst drawn from a simple
prior distribution, and then a Langevin di�usion process for K steps with step size� > 0 is simulated
as follows:

x (k+1)  x (k ) +
� 2

2
r x logp� (x (k ) )
| {z }

�r x E �

+ � z (k ) ; z (k ) � N (0; I ); k 2 [K ] (2.12)

When � ! 0 and K ! 1 , x (K ) is guaranteed to distribute asp� under some regularity conditions.

2.2.1 Di�usion Models as Energy Based Models

As we will later discuss in Chapter 3, the sampling procedure of Denoising Di�usion models [65,
146], is functionally similar to that of EBMs. At a timestep t, in di�usion models, images are updated
using a learned denoising network� � (x t ; t), while in EBMs, images are updated using the gradient
of the energy function r x E � (x t ) / r x logp� (x t ), as indicated by Eq. (2.12). The denoising network
� � (x t ; t) is trained to predict the underlying score of the data distribution when the number of
di�usion steps increases to in�nity [153]. Similarly, an EBM is trained so that r x E � (x t ) corresponds
to the score of the data distribution as well. In this sense,� � (x t ; t) and r x E � (x t ) are functionally
the same and a trained di�usion model can be regarded as an implicitly parameterized EBM.

2.2.2 Score Matching

Although Langevin MCMC has allowed EBMs to scale to high dimensional data, training times are
still slow due to the need to sample from the model distribution. If two continuously di�erentiable real-
valued functions f (x ) and g(x ) have equal �rst derivatives everywhere, thenf (x ) � g(x ) + constant.
When f (x ) and g(x ) are log-probability density functions (PDFs), then the normalization requirement
implies that

R
exp(f (x )) dx =

R
exp(g(x )) dx = 1 , hencef (x ) � g(x ). As a result, one can learn an

EBM by matching the �rst derivatives of its log-PDF (score) to the �rst derivatives of the log-PDF of
the data distribution. For training EBMs, it is easy to transform the equivalence of distributions to the
equivalence of scores, because the score of an EBM can be easily obtained byr x logp� (x ) = �r x E �

(Eq. (2.11)).
Assuming pdata (x ) is the underlying data distribution from which we have a �nite number of i.i.d.

samples. The score matching objective involves minimizing the Fischer divergence:

DF (pdata (x ) k p� (x )) = Epdata (x )

�
1
2

kr x logpdata (x ) � r x logp� (x )k2
2

�
(2.13)

The expectation w.r.t. pdata (x ) admits a trivial unbiased Monte Carlo estimator using the empirical
mean of samplesx � pdata (x ). However, the data score function is usually not available and various
methods exist to bypass it. Using integration by parts [70], the intractable term r x logpdata (x ) can
be replaced with the second derivatives ofE � (x ) at the price of increased computational complexity,
as the computation of second derivatives is quadratic w.r.t. to the dimensionality of the input.

2.2.3 Denoising Score Matching

The SM objective described in Eq. (2.13) requires thatr x logpdata (x ) is continuously di�eren-
tiable and �nite everywhere, which is not the case in practice. Denoising Score Matching (DSM)
[170] aims at alleviating this di�culty by approximating the score using corrupted data samples
~x = x + � . As long as the noise distribution p(� ) is smooth, the resulting noisy data distribution
q( ~x ) =

R
q( ~x jx )pdata (x ) dx is also smooth, and thusDF (q( ~x ) k p� ( ~x )) constitutes a proper objective.

It holds that:

DF (q( ~x ) k p� ( ~x )) = Eq( ~x )

�
1
2

kr x logq( ~x ) � r x logp� ( ~x )k2
2

�

= Eq( ~x jx )

�
1
2

kr x logq( ~x jx ) � r x logp� ( ~x )k2
2

�
+ constant

(2.14)
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When q( ~x jx ) = N ( ~x ; x ; � 2I ) and � � 0, the DSM objective becomes:

DF (q( ~x ) k p� ( ~x )) = Epdata (x ) EN (z ;0;I )

�
1
2








z
�

+ r x logp� (x + � z)







2

2

�

'
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2N
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i =1










z ( i )

�
+ r x logp� (x ( i ) + � z ( i ) )










2

2

(2.15)

where f x ( i ) gN
i =1

i :i :d:� pdata (x ) and f z ( i ) gN
i =1

i :i :d:� N (0; I ). The major drawback of adding noise to
data arises whenpdata (x ) is already a well-behaved distribution that satis�es the required regularity
conditions. In this case, DSM is not a consistent objective because the optimal EBM matches the
noisy distribution q(~x ) and not pdata (x ).

2.2.4 Sliced Score Matching

By adding noise to data, DSM avoids the expensive computation of second-order deriva- tives.
However, DSM does not give a consistent estimator of the data distribution, i.e., one cannot directly
obtain an EBM that exactly matches the data distribution even with unlimited data. Sliced Score
Matching (SSM) [151] is an alternative to DSM that is both consistent and computationally e�cient.
Instead of minimizing the Fisher divergence between two vector-valued scores, SSM randomly samples
a projection vector v, takes the inner product betweenv and the two scores, and then compare the
resulting two scalars. More speci�cally, SSM minimizes the following divergence called the sliced
Fisher divergence:

DSF (pdata (x ) k p� (x )) = Epdata (x ) Ep(v )

�
1
2

�
v> r x logpdata (x ) � v> r x logp� (x )

� 2
�

(2.16)

where p(v) denotes a projection distribution such that Ep(v ) [vv > ] is positive de�nite.

2.3 Variational Autoencoders

One of the key problems associated with EBMs is that sampling is far from straightforward and
can require a signi�cant amount of time. To circumvent this issue, it would be bene�cial to explicitly
sample from the data distribution with a single network pass.

2.3.1 Evidence Lower Bound

In the Variational Autoencoder (VAE) setting, we think of the observed data x as represented
or generated by an associated unseen latent variablez. The latent variables and the observed data
are modeled by a joint distribution p(x ; z). As discussed earlier, likelihood-based approaches aim at
maximizing the likelihood p(x ) of all observedx . In this case, this either involves integrating out all
latent variables z:

p(x ) =
Z

p(x ; z) dz (2.17)

or having access to the latent encoderp(zjx ), as indicated by the chain rule of probability:

p(x ) =
p(x ; z)
p(zjx )

(2.18)

The above requirements make direct computation and maximization of the likelihoodp(x ) inherently
di�cult. However, using Eq. (2.17) and (2.18), a term called the Evidence Lower Bound (ELBO)
can be derived, which as its name suggests, is a lower bound of the evidence (log-likelihood of the
observed data). Given a �exible approximate variational distribution q� (z jx ) with parameters �
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2.3. VARIATIONAL AUTOENCODERS

which we seek to optimize, the ELBO can be derived as follows:

logp(x ) = log p(x )
Z

q� (z jx ) dz
� Z

q� (z jx ) dz = 1
�

(2.19)

=
Z

logp(x )q� (z jx ) dz (2.20)

= Eq� (z jx ) [logp(x )] (Def. of expectation) (2.21)

= Eq� (z jx )

�
log

p(x ; z)
p(zjx )

�
(Eq. (2.18)) (2.22)

= Eq� (z jx )

�
log

p(x ; z)q� (z jx )
p(zjx )q� (z jx )

�
(2.23)

= Eq� (z jx )

�
log

p(x ; z)
q� (z jx )

�
+ Eq� (z jx )

�
log

q� (z jx )
p(zjx )

�
(2.24)

= Eq� (z jx )

�
log

p(x ; z)
q� (z jx )

�
+ DKL (q� (z jx ) k p(zjx )) ( Def. of KL divergence) (2.25)

� Eq� (z jx )

�
log

p(x ; z)
q� (z jx )

�
(KL divergence � 0) (2.26)

Maximizing the ELBO becomes a proxy objective with which to optimize a latent variable model;
in the best case, when the ELBO is powerfully parameterized and perfectly optimized, it becomes
exactly equivalent to the evidence. In the default formulation of the VAE [81], the ELBO is directly
maximized. This approach is variational, because we optimize for the bestq� (z jx ) amongst a family
of potential posterior distributions parameterized by � . The ELBO term can be further dissected:

Eq� (z jx )

�
log

p(x ; z)
q� (z jx )

�
= Eq� (z jx )

�
log

p� (x jz)p(z)
q� (z jx )

�

= Eq� (z jx ) [logp� (x jz)] � DKL (q� (z jx ) k p(z)) = L �;� (x )
(2.27)

whereq� (z jx ) can be thought as an encoder function andp� (x jz) is a deterministic decoder function
that converts a given latent vector z into an observation x . The encoder of the VAE is commonly
chosen to model an isotropic multivariate Gaussian and the prior is often selected to be a standard
multivariate Gaussian:

q� (z jx ) = N (z; � � (x ); � 2
� I ); p(z) = N (z; 0; I ) (2.28)

Given a datasetD with i.i.d. data, the ELBO objective is the sum (or average) of individual-datapoint
ELBOs:

L �;� (D) =
X

x 2D

L �;� (x ) (2.29)

Unbiased gradients of the ELBO w.r.t. the generative model parameters� are simple to obtain:

r � L �;� (x ) = r � Eq� (z jx ) [logp� (x ; z) � logq� (z jx )]

= Eq� (z jx ) [r � (log p� (x ; z) � logq� (z jx ))]

� r � (log p� (x ; ~z) � logq� ( ~zjx ))

= r � logp� (x ; ~z)

(2.30)

where ~z � q� (z jx ). Unbiased gradients w.r.t. the variational parameters � are more di�cult to
obtain, since the ELBO's expectation is taken w.r.t. the distribution q� (z jx ), which is a function of
� . In the case of continuous latent variables, a reparameterization trick can be used for computing
unbiased estimates ofr � ;� L �;� (x ).

2.3.2 Reparameterization trick

The reparameterization trick rewrites a random variable as a deterministic function of a noise
variable. This allows for the optimization of the non-stochastic terms through gradient descent. The
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CHAPTER 2. AN OVERVIEW OF GENERATIVE MODELS

random variable ~z � q� (z jx ) can be written as:

~z = g(� ; � ; x ) (2.31)

where the distribution p(� ) of random variable is independent ofx or � , e.g., N (0; I ). The ELBO
can be rewritten as:

L � ;� (x ) = Eq� (z jx ) [logp� (x ; z) � logq� (z jx )]

= Ep( � ) [logp� (x ; z) � logq� (z jx )]; z = g(� ; � ; x )
(2.32)

As a result we can form a simple Monte Carlo estimator ~L � ;� (x ) of the individual-datapoint ELBO
where we use a single noise sample fromp(� ):

� � p(� )

z = g(� ; � ; x )
~L � ;� (x ) = log p� (x ; z) � logq� (z jx )

(2.33)

In addition, the gradient r � ;� ~L � ;� (x ; � ) is an unbiased estimator of the exact single-datapoint ELBO
gradient when averaged over noise� � p(� ):

Ep( � ) [r � ;� ~L � ;� (x ; � )] = Ep( � ) [r � ;� (log p� (x ; z) � logq� (z jx ))]

= r � ;� Ep( � ) [logp� (x ; z) � logq� (z jx )]

= r � ;� L � ;� (x )

(2.34)

2.3.3 Hierarchical VAE

A Hierarchical Variational Autoencoder (HVAE) [147] is a generalization of a VAE that extends to
multiple hierarchies over latent variables. In the general HVAE formulation, each latent can condition
on all latents from previous hierarchical levels. In the context of this study, all latent transitions down
the hierarchy will be Markovian, i.e., decoding each latentzt only conditions on previous latent zt +1 .
The joint distribution and posterior of an Markovian HVAE, with T hierarchical levels, are:

p(x ; z1:T ) = p(zT )p� (x jz1)
TY

i =2

p� (zt � 1jzt )

q� (z1:T jx ) = q� (z1jx )
TY

t =2

q� (zt jzt � 1)

(2.35)

In this case, ELBO derivation becomes:

logp(x ) = log
Z

p(x ; z1:T ) dz1:T

= log
Z

p(x ; z1:T )q� (z1:T jx )
q� (z1:T jx )

dz1:T

= log Eq� (z 1: T j x )

�
p(x ; z1:T )
q� (z1:T jx )

�

� Eq� (z 1: T j x )

�
log

p(x ; z1:T )
q� (z1:T jx )

�
(Jensen's inequality)

(2.36)

2.4 Autoregressive Generative Models

In the setting of autoregressive generative models [11], we again assume that we are given access
to a dataset with n-dimensional datapoints x that can be decomposed in terms of their components
as x = x1; x2; : : : ; xn . For simplicity, we assume the datapoints are binary, i.e. x 2 f 0; 1gn . By the
chain rule of probability, we can factorize the joint distribution over the n dimensions as follows:

p(x ) = p(x1; x2; : : : ; xn ) =
nY

i =1

p(x i jx1; x2; : : : ; x i � 1) =
nY

i =1

p(x i jx <i ) (2.37)
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2.5. NORMALIZING FLOWS

Unlike GANs and EBMs, it is possible to directly maximize the likelihood of the data by training a
recurrent neural network to model p(x i jx <i ) and by minimizing the negative log-likelihood:

� logp(x ) = �
nX

i =1

logp(x i jx1; x2; : : : ; x i � 1) (2.38)

The chain rule factorization can be expressed graphically as a Bayesian network. Such a Bayesian
network that makes no conditional independence assumptions is said to obey the autoregressive prop-
erty. The term autoregressive originates from the literature on time-series models where observations
from the previous time-steps are used to predict the value at the current time step. If we allow for ev-
ery conditional p(x i jx <i ) to be speci�ed in a tabular form, then such a representation is fully general
and can represent any possible distribution overn random variables. However, the space complexity
for such a representation grows exponentially withn. This is because in order to fully specify this
conditional, we need to specify a probability for2n � 1 con�gurations of the variables x1; x2; : : : ; xn � 1.
Since the probabilities should sum to 1, the total number of parameters for specifying this conditional
is given by 2n � 1 � 1. Hence, a tabular representation for the conditionals is impractical for learning
the joint distribution factorized via chain rule.

In an autoregressive generative model, the conditionals are speci�ed as parameterized functions
with a �xed number of parameters. That is, we assume the conditional distributions p(x i jx <i ) to
correspond to a Bernoulli random variable and learn a function that maps the preceding random
variables x1; x2; : : : ; x i � 1 to the mean of this distribution. In the simplest case, we can specify the
function as a linear combination of the input elements followed by a sigmoid non-linearity (to restrict
the output to lie between 0 and 1). This gives us the formulation of a fully-visible sigmoid belief
network (FVSBN) [50]:

p(x i = 1 jx <i ) = � (a( i )
0 + a( i )

1 x1 + � � � + a( i )
i � 1x i � 1) (2.39)

where f a( i )
k gi � 1

k=0 denote the parameters of the mean function. One approach to build more expressive
autoregressive models is to mask the weights of simple multilayer perceptron (MLP) autoencoders so
as to satisfy the autoregressive property. The neural autoregressive density estimator (NADE) [90]
which can be viewed as a mean-�eld approximation of a restricted Boltzmann machine, achieves this
for binary data by placing time-dependent masks on an MLP with one hidden layer. Speci�cally, at
time step i , weights are masked so that the entire hidden statehi and output p(x i jx <i ) are dependent
only on x <i ; formally this can be de�ned as follows:

h i = � (W � ;<i x <i + c); p(x i = 1 jx <i ) = � (W >
i; �h i + bi ) (2.40)

where W � ;<i 2 Rd� ( i � 1) denotes the �rst i � 1 columns of the shared weight matrix W , c 2 Rd,
b 2 Rn and h i 2 Rd; 1 � i � n. RNADE [165] generalises NADE to real valued data by instead
modeling p(x i jx <i ) with mixture distributions parameterised by the network. An alternative masking
procedure known as MADE [54] allows for parallel density estimation by placing a mask �xed over
time on an MLP so that no connections exist betweenp(x i jx <i ) and x � i .

Apart from RNNs and their variants such as LSTMs and GRUs which constitute a natural archi-
tecture for implementing autoregressive models, CNNs also provide an alternative approach in the
form of causal convolutions. PixelCNN [166], PixelCNN++ [134] and PixelSNAIL [24] are notable
realizations of convolutional generative autoregressive models.

While autoregressive models are extremely powerful density estimators, sampling is inherently a
sequential process and can be exceedingly slow on high dimensional data. Additionally, data must be
decomposed into a �xed ordering; while the choice of ordering can be clear for some modalities (e.g.
text and audio), it is not obvious for others such as images and can a�ect performance depending on
the network architecture used.

2.5 Normalizing Flows

While training autoregressive models through maximum likelihood o�ers plenty of bene�ts in-
cluding stable training, density estimation, and a useful validation metric, they still su�er from slow
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CHAPTER 2. AN OVERVIEW OF GENERATIVE MODELS

sampling speed and poor scaling properties.Normalizing Flows [85, 113] are a technique that also
allows exact likelihood calculation while being e�ciently parallelizable as well as o�ering a useful
latent space for downstream tasks.

Let z 2 RD be a random variable with a known and tractable probability density function pz (z).
Let g be an invertible function and x = g(z). Then using the change of variables formula, the
probability density function of the random variable x can be computed:

px (x ) = pz (f (x )) jdet(Df (x )) j

= pz (f (x )) jdet(Dg (f (x ))) j � 1 (2.41)

wheref is the inverse ofg, Df (x ) = @f
@x denotes the Jacobian off , while Dg (z) = @g

@z is the Jacobian
of g. The new density function px (x ) is called apushforward of the density pz by the function g and
denoted by g?pz . In order to generate a data point x , one can samplez from the base distribution
and then apply the generator x = g(z). The inverse function f moves in the so callednormalizing
direction, transforming a complicated and irregular data distribution into a simpler, more regular
form, denoted by pz . In practice, pz is chosen as a standard normal distribution.

Intuitively, if the transformation g can be arbitrarily complex, one can generate any distribution
px from any base distribution pz under reasonable assumptions on the two distributions. Construct-
ing arbitrarily complicated non-linear invertible functions (bijections) can be di�cult. By the term
Normalizing Flows people mean bijections which are convenient to compute, invert, and calculate
the determinant of their Jacobian. One approach to this is to note that the composition of invertible
functions is itself invertible and the determinant of its Jacobian has a speci�c form. Let, g1; g2; : : : ; gN

be a set ofN bijective function and de�ne g = gN � gN � 1 � � � � � g1 to be the composition of those func-
tions. It can be shown that g is bijective with the corresponding inverse beingf = f � � � � � f N � 1 � f N .
The determinant of the Jacobian of f becomes:

det(Df ) = det

 
NY

i =1

Df i

!

=
NY

i =1

det(Df i ) (2.42)

Thus, a set of nonlinear bijective functions can be composed to construct successively more compli-
cated functions.

2.5.1 Density Estimation and Sampling

The natural and most obvious use of normalizing �ows is to perform density estimation. Without
loss of generality, letg� be a single �ow parameterized by� , while the base densitypz is parameterized
by � . Given a set of data observed from a data distributionD = f x i gM

i =1 , then maximum likelihood
estimation of the parameters(� ; � ) can be performed:

max
� ;�

MX

i =1

logpz (f (x i ; � ); � ) + log jdet(Df )(x i ; � )j (2.43)

where the �rst term is the log-likelihood of the samples under the base density and the second term,
sometimes called the log-determinant or volume correction, accounts for the change of volume induced
by the transformation of the normalizing �ows. Evaluating the likelihood of a distribution modelled
by a normalizing �ow requires computing f and its log-determinant. Therefore, the e�ciency of these
operations is particularly important during training.

Sampling from the data distribution, requires sampling from the base densitypz and then evalu-
ating the inverse g, i.e., the generative direction. In that way, sampling performance is determined by
the cost of the generative direction. Even though a �ow must be theoretically invertible, computation
of the inverse may be di�cult in practice.

2.5.2 Normalizing Flow Layers

Normalizing Flows should satisfy several conditions in order to be practical: (i) They should be
invertible; g is needed for sampling, whilef is needed for density estimation. (ii) They need to be
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su�ciently expressive to model the distribution of interest. (iii) Lastly, they need to be computation-
ally e�cient, both in terms of computing f and g but also in terms of the calculation of the Jacobian.
In the remainder of current section, we will brie�y present di�erent types of �ows and comment on
their properties.

Planar Flows

Planar �ows [124] expand and contract the distribution along certain speci�c directions and take
the form:

g(z) = z + uh(w > z + b) (2.44)

where u ; w 2 RD and b 2 R, while h : R ! R is a smooth non-linearity. The determinant of the
Jacobian for this transformation is:

det
�

@g
@z

�
= det

�
I D + uh0(w > z + b)w > �

= 1 + h0(w > z + b)u > w (2.45)

which can be computed inO(D). There is no closed form for the inverse of this �ow, which may not
even exist for certain choices ofh(�) and parameter settings. Planar �ows can be interpreted as a
multilayer perceptron with a bottleneck hidden layer with a single unit. Higher expressivity can be
achieved by stacking multiple planar �ow layers. Sylvester �ows remove the well-known single-unit
bottleneck from planar �ows, making the latter much more �exible. They are de�ned as follows:

g(z) = z + U h(W > z + b) (2.46)

where U ; W 2 RD � M , b 2 RM and h : RM ! RM , with M � D . In this case, the determinant of
the Jacobian becomes:

det
�

@g
@z

�
= det

�
I D + U diag(h(W > z + b))W > �

= det
�
I M + diag( h(W > z + b))W > U

�
(2.47)

where the last equality is due toSylvester's determinant identity, hence the name.

Coupling Flows

Let (zA ; zB ) 2 Rd � RD � d be a dijoint partition of the input z 2 RD and h(�; � ) : Rd ! Rd be a
bijection parameterized by � . Then one can de�ne a function g : RD � RD by the formula:

x A = h(zA ; �( zB ))

x B = zB
(2.48)

where the parameters� are de�ned by any arbitrary function �( x B ) which only usesx B as input.
This function is called a conditioner. The bijection h is called acoupling function and the resulting
function g is called acoupling �ow. A coupling �ow is invertible if and only if h is invertible and has
inverse:

zA = h � 1(x A ; �( x B ))

zB = x B
(2.49)

The Jacobian of g is a block triangular matrix where the diagonal blocks areDh and the identity
matrix, respectively. Hence the determinant of the Jacobian of the coupling �ow is simply the
determinant of Dh . The power of a coupling �ow resides in the ability of a conditioner �( x B ) to be
arbitrarily complex. The initial partition can be done by splitting the dimensions in half, potentially
after a random permutation [35]. More sophisticated methods have also been used, such as �masked�
�ows [36] and 1 � 1 convolutions [83].
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Autoregressive Flows Autoregressive models can also be used as a form of normalizing �ow. Let
h(�; � ) : R ! R be a bijection parameterized by � . Then an autoregressive model is a function
g : RD ! RD , which outputs each entry of x = g(z) conditioned on the previous entries of the input:

x t = h(zt ; � t (z1:t � 1)) (2.50)

The Jacobian matrix of the autoregressive transformationg is triangular. Each output x t only de-
pends on z1:t , and so the determinant is just a product of its diagonal entries, i.e., det(Dg ) =
Q D

t =1
@xt
@zt

. Given the inverse ofh, the inverse ofg can be found with recursion aszt = h� 1(x t ; � t (z1:t � 1)) .
Contrary to the above formulation, Inverse Autoregressive Flow(IAF) [84] outputs each entry of x
conditioned on its own previous entries:

x t = h(zt ; � t (x 1:t � 1)) (2.51)

One can see that the functional form of the IAF is the same as the form of the inverse of the regular
autoregressive �ow. Therefore, computation of the IAF is sequential and expensive, but the inverse
of IAF can be computed relatively e�ciently.

Residual Flows

Residual networks [62] are compositions of the form:

g(z) = z + h(z) (2.52)

where the residual blockh(�) can be any feed-forward neural network. According to [10], the residual
connection described in Eq. (2.52) is invertible ifkhkL < 1. There is no analytically closed form for
the inverse, but it can be found numerically using �xed-point iterations. The speci�c architecture
proposed in [10], called iResNet, models the residual block as a CNN and constrains the spectral
radius of each convolutional layer to be less than one. Given thatkhkL < 1, the following hold:

Dg = I + Dh ; jdet(I + Dh )j = det( I + Dh ) (2.53)

Using the identity log det(A ) = tr(log A ), we get:

log det(Dg ) = log det( I + Dh ) = tr(log( I + Dh )) =
1X

k=1

(� 1)k+1 tr( Dh )k

k
(2.54)

To e�ciently compute each member of the truncated series, the Hutchinson trace estimator [69] was
used. Instead of the latter, in [22], in a model calledResidual Flow, the authors used theRussian
roulette estimator.

2.6 Uni�ed View

Putting aside EBMs and autoregressive generative models, the four main contenders in the �eld
of generative modeling are: GANs, VAEs, normalizing �ows and the most recent one, Denoising
Di�usion models. In general, GANs are known to generate high-quality samples rapidly, but they
have poor mode coverage. On the contrary, VAEs and normalizing �ows cover data modes faithfully,
but they often su�er from low sample quality. Recently, di�usion models have emerged as powerful
generative models. They demonstrate surprisingly good results in sample quality, beating GANs [33]
in image generation. They also obtain good mode coverage, indicated by high likelihood [79, 150]
but sampling from them often requires thousands of network evaluations, making their application
expensive in practice. The latter will constitute the main subject of the current thesis. Fig. 2.1
illustrates the trilemma discussed above. Moreover, Fig. 2.2 provides an illustrative overview of
GANs, VAEs, normalizing �ows, as well as di�usion models, which will be covered in more detail in
the upcoming chapter.
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2.6. UNIFIED VIEW

Figure 2.1: Generative learning trilemma. Source: [176]

Figure 2.2: Overview of GANs, VAEs, Flow-based and di�usion-based models. Source: https://lilianweng.github.
io/posts/2021-07-11-diffusion-models/
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Chapter 3

Di�usion Models

In the current chapter we will try to establish the theoretical foundations regarding Di�usion Mod-
els (DMs) in the context of generative modeling, as well as accurately describe the basic architectures
which will later constitute the building blocks of our own computational models. Di�usion models
are generative models that produce samples by inverting a corruption process. The corruption level
is typically indexed by a time t, with t = 0 corresponding to clean andt = 1 to fully corrupted images
(continuous case). The di�usion process can be discrete or continuous. The two general classes of
di�usion models are Score-Based Models[149, 150, 153] andDenoising Di�usion Probabilistic Mod-
els (DDPM) [65, 146]. In context of this study, we will mostly focus on the latter. For guidance
throughout this process, we also consult [28, 101].

3.1 Denoising Di�usion Probabilistic Models

DDPM can be thought as variants of a Markovian HVAE that abide by the following three
restrictions:

ˆ The dimensionality of the latents matches that of the data.

ˆ The distribution of the latent encoder is prede�ned as a linear Gaussian model centered around
the output of the previous timestep.

ˆ The parameters of the latent encoders vary over time in such a way that the distribution of the
latent at the �nal timestep T is a standard Gaussian.

True data samples and latents can be jointly represented using thex t notation, where t = 0 cor-
responds to true data samples andt 2 [1; T] corresponds to latents with hierarchy indexed by t.
The Markov property between subsequent latent transitions implies that the DDPM posterior (for-
ward/noising process) can be written as follows:

q(x1:T jx0) =
TY

t =1

q(x t jx t � 1) (3.1)

Encoder transitions are of the form:

q(x t jx t � 1) = N (x t ;
p

at x t � 1; (1 � at )I ) (3.2)

The noise scheduleat is either �xed [65] or learnable [109] and evolves over time so that the distribution
of the �nal latent is standard normal, i.e., xT � N (0; I ). The joint distribution p� (x0:T ) is called the
reverse process and is de�ned as a Markov chain with learnable mean and variance parameters:

p� (x0:T ) = p� (xT )
TY

t =1

p� (x t � 1jx t ); p� (x t � 1jx t ) = N (x t � 1; � � (x t ; t); � (x t ; t)) (3.3)

As the linear Gaussian models in theforward process are �xed, the conditionalsp� (x t � 1jx t ) constitute
the sole learnable parameters in the DDPM setting.
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Encoder transitions can be rewritten asq(x t jx t � 1) = q(x t jx t � 1; x0), where the extra conditioning
term x0 is rendered redundant due to the Markov property. Using the Bayes rule, each transition
can also be rewritten as follows:

q(x t jx t � 1; x0) =
q(x t � 1jx t ; x0)q(x t jx0)

q(x t � 1jx0)
(3.4)

Similarly to what we've discussed in section 2.3, DDPM can be optimized by maximizing the following
ELBO:

logp(x) = log
Z

p(x0:T ) dx1:T (3.5)

= log
Z

p(x0:T )q(x1:T jx0)
q(x1:T jx0)

dx1:T (3.6)

= log Eq(x 1: T j x 0 )

�
p(x0:T )

q(x1:T jx0)

�
(3.7)

� Eq(x 1: T j x 0 )

�
log

p(x0:T )
q(x1:T jx0)

�
(3.8)

= Eq(x 1: T j x 0 )

�
log

p(xT )
Q T

t =1 p� (x t � 1jx t )
Q T

t =1 q(x t jx t � 1)

�
(3.9)

= Eq(x 1: T j x 0 )

�
log

p(xT )p� (x0jx1)
Q T

t =2 p� (x t � 1jx t )

q(x1jx0)
Q T

t =2 q(x t jx t � 1)

�
(3.10)

= Eq(x 1: T j x 0 )

�
log

p(xT )p� (x0jx1)
Q T

t =2 p� (x t � 1jx t )

q(x1jx0)
Q T

t =2 q(x t jx t � 1; x0)

�
(3.11)

= Eq(x 1: T j x 0 )

�
log

p(xT )p� (x0jx1)
q(x1jx0)

+ log
TY

t =2

p� (x t � 1jx t )
q(x t jx t � 1; x0)

�
(3.12)

= Eq(x 1: T j x 0 )

�
log

p(xT )p� (x0jx1)
q(x1jx0)

+ log
TY

t =2

p� (x t � 1jx t )
q(x t � 1 j x t ;x 0 )q(x t j x 0 )

q(x t � 1 j x 0 )

�
(3.13)

= Eq(x 1: T j x 0 )

�
log

p(xT )p� (x0jx1)
q(x1jx0)

+ log
q(x1jx0)
q(xT jx0)

+ log
TY

t =2

p� (x t � 1jx t )
q(x t � 1jx t ; x0)

�
(3.14)

= Eq(x 1: T j x 0 )

�
log

p(xT )p� (x0jx1)
q(xT jx0)

+
TX

t =2

p� (x t � 1jx t )
q(x t � 1jx t ; x0)

�
(3.15)

= Eq(x 1 j x 0 ) [logp� (x0jx1)] + Eq(x T j x 0 )

�
log

p(xT )
q(xT jx0)

�
(3.16)

+
TX

t =2

Eq(x t � 1 ;x t j x 0 )

�
log

p� (x t � 1jx t )
q(x t � 1jx t ; x0)

�

= Eq(x 1 j x 0 ) [logp� (x0jx1)] � DKL (q(xT jx0) k p(xT )) (3.17)

�
TX

t =2

Eq(x T j x 0 ) [DKL (q(x t � 1jx t ; x0) k p� (x t � 1jx t ))]

This formulation also has an elegant interpretation, which is revealed when inspecting each individual
term:

ˆ Eq(x 1 j x 0 ) [logp� (x0jx1)] can be interpreted as areconstruction loss that can be approximated
and optimized using a Monte Carlo sampling.

ˆ DKL (q(xT jx0) k p(xT )) measures the distance between the �nal noisy version of the initial input
and the standard normal prior. It has no trainable parameters and is ideally equal to zero.
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ˆ Eq(x T j x 0 ) [DKL (q(x t � 1jx t ; x0) k p� (x t � 1jx t ))] can be interpreted as adenoising matching term
as it measures the distance between the learnable denoising transition stepp� (x t � 1jx ) and the
ground-truth denoising transition step q(x t � 1jx t ; x0). The term q(x t � 1jx t ; x0) acts as a ground-
truth signal, since it de�nes how to denoise a noisy imagex t , given its initial, noise free version
x0.

By making further use of the Bayes rule, we get:

q(x t � 1jx t ; x0) =
q(x t jx t � 1; x0)q(x t � 1jx0)

q(x t jx0)
(3.18)

The Markov property implies that q(x t jx t � 1; x0) = q(x t jx t � 1) = N (x t ;
p

at x t � 1; (1 � at )I ). Next, we
need to derive a formula for calculating theq(x t � 1jx0); q(x t jx0) terms, based on the fact that DDPM
transitions are linear Gaussian models. Using the reparameterization trick described in section 2.3.2,
samplesx t � q(x t jx t � 1) can be rewritten as:

x t =
p

at x t � 1 +
p

1 � at � ; � � N (0; I ) (3.19)

We repeatedly apply the reparameterization trick for all transitions q(x t � 1jx t � 2); : : : ; q(x1jx0), given

access to noise variablesf � t ; � �
t gT

t =0
i.i.d.� N (0; I ), and derive the following recursive formula:

x t =
p

at x t � 1 +
p

1 � at � �
t (3.20)

=
p

at (
p

at � 1x t � 2 +
p

1 � at � 1� t � 1) +
p

1 � at � �
t (3.21)

=
p

at at � 1x t � 2 +
p

at (1 � at � 1)� t � 1 +
p

1 � at � �
t (3.22)

=
p

at at � 1x t � 2 +
q � p

at (1 � at � 1)
� 2

+
� p

1 � at
� 2

� �
t � 2 (3.23)

=
p

at at � 1x t � 2 +
p

1 � at at � 1� �
t � 2 (3.24)

=
p

at at � 1(
p

at � 2x t � 3 +
p

1 � at � 2� t � 2) +
p

1 � at at � 1� �
t � 2 (3.25)

=
p

at at � 1at � 2x t � 3 +
p

at at � 1(1 � at � 2)� t � 2 +
p

1 � at at � 1� �
t � 2 (3.26)

=
p

at at � 1at � 2x t � 3 +
q � p

at at � 1(1 � at � 2)
� 2

+
� p

1 � at at � 1
� 2

� �
t � 3 (3.27)

=
p

at at � 1at � 2x t � 3 +
p

1 � at at � 1at � 2� �
t � 3 (3.28)

= : : : (3.29)

=

vu
u
t

TY

t =1

at x0 +

vu
u
t 1 �

TY

t =1

at � �
0 (3.30)

=
p

�at x0 +
p

1 � �at � �
0 � N (x t ;

p
�at x0; (1 � �at )I ) (3.31)

Eqs. (3.23) and (3.27) are derived based in the fact that the sum of independent normal variables is
normally distributed with a mean equal to the sum of their means and variance equal to the sum of
their variances.

Having speci�ed all the distributions in the right hand side of Eq. (3.18), we can now proceed
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with calculating the form of q(x t � 1jx t ; x0):

q(x t � 1jx t ; x0) =
q(x t jx t � 1; x0)q(x t � 1jx0)

q(x t jx0)
(3.32)

=
N (x t ;

p
at x t � 1;

p
1 � at I )N (x t � 1;

p
�at � 1x0;

p
1 � �at � 1I )

N (x t ;
p

�at x0;
p

1 � �at I )
(3.33)

/ exp

(

�
1
2

�
(x t �

p
at x t � 1)2

1 � at
+

(x t � 1 �
p

�at � 1x0)2

1 � �at � 1
�

(x t �
p

�at x0)2

1 � �at

� )

(3.34)

= exp

(

�
1
2

�
(� 2

p
at x t � 1x t + at x2

t � 1)
1 � at

+
(x2

t � 1 � 2
p

�at � 1x0x t � 1)
1 � �at � 1

+ C(x t ; x0)
� )

(3.35)

/ exp

(

�
1
2

�
�

2
p

at x t � 1x t

1 � at
+

at x2
t � 1

1 � at
+

x2
t � 1

1 � �at � 1
�

2
p

�at � 1x0x t � 1

1 � �at � 1

� )

(3.36)

= exp

(

�
1
2

��
at

1 � at
+

1
1 � �at � 1

�
x2

t � 1 � 2
� p

at x t

1 � at
+

p
�at � 1x0

1 � �at � 1

�
x t � 1

� )

(3.37)

= exp

(

�
1
2

�
1 � �at

(1 � at )(1 � �at � 1)
x2

t � 1 � 2
� p

at x t

1 � at
+

p
�at � 1x0

1 � �at � 1

�
x t � 1

� )

(3.38)

= exp

(

�
1
2

�
1 � �at

(1 � at )(1 � �at � 1)

� "

x2
t � 1 � 2

� p
a t x t

1� a t
+

p
�a t � 1 x 0

1� �a t � 1

�
(1 � at )(1 � �at � 1)

1 � �at
x t � 1

#)

(3.39)

= exp

(

�
1
2

 
1

(1 � a t )(1 � �a t � 1 )
(1 � �a t )

!"

x2
t � 1 � 2

p
at x t (1 � �at � 1) +

p
�at � 1x0(1 � at )

1 � �at
x t � 1

#)

(3.40)

/ N
�

x t � 1;
p

at x t (1 � �at � 1) +
p

�at � 1x0(1 � at )
1 � �at

;
(1 � at )(1 � �at � 1)

(1 � �at )
I
�

(3.41)

The term C(x t ; x0) depends only onx t ; x0 and therefore is considered to be constant. At each
timestep, x t � 1 is normally distributed with mean � q(x t ; x0) =

p
a t x t (1 � �a t � 1 )+

p
�a t � 1 x 0 (1 � a t )

1� �a t
and vari-

ance� q(t) = � 2
q(t)I = (1 � a t )(1 � �a t � 1 )

(1 � �a t ) I . Therefore, in order to match the ground-truth transition step
q(x t � 1jx t ; x0), p� (x t � 1jx t ) should also be modeled as a Gaussian. In general, the KL divergence
between two Normal distributions N0; N1 in d dimensions is as follows:

DKL (N0 k N1) =
1
2

�
log

det(� 1)
det(� 0)

+ tr( � � 1
1 � 0) + ( � 1 � � 0)> � � 1

1 (� 1 � � 0) � d
�

(3.42)

Let � � and � � be the learnable mean and variance ofp� (x t � 1jx t ) respectively. We can directly set
� � (t) = � q(t) for all t. Maximizing the ELBO requires minimizing the denoising matching term in
Eq. (3.17):

argmin
�

DKL (q(x t � 1jx t ; x0) k p� (x t � 1jx t )) (3.43)

= argmin
�

DKL (N (x t � 1; � q; � q) k N (x t � 1; � � ; � q )) (3.44)

= argmin
�

�
tr( I ) � d + ( � � � � q)> � � 1

q (� � � � q)
�

(3.45)

= argmin
�

�
tr( I ) � d + ( � � � � q)> �

� 2
q I

� � 1
(� � � � q)

�
(3.46)

= argmin
�

1
2� 2

q

�
k� � � � qk2

2

�
(3.47)

Eq. (3.47) implies that � � must exactly match the ground-truth mean, as expected. As� � only
conditions on x t , it can closely match � q by being set equal to:

� � (x t ; t) =
p

at (1 � �at � 1)x t +
p

�at � 1(1 � at )x̂ � (x t ; t)
1 � �at

(3.48)
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Figure 3.1: The DDPM Markov chain of forward (reverse) noising process of generating a sample by slowly adding
(removing) noise. Source: https://lilianweng.github.io/posts/2021-07-11-diffusion-models/ . Inspired by [65].

wherex̂ � (x t ; t) denotes a neural network's prediction ofx0 at noise levelt. By substituting Eq. (3.48)
and � q into Eq. (3.47), the latter simpli�es to:

argmin
�

1
2� 2

q

�at � 1(1 � at )2

(1 � �at )2

�
kx̂ � (x t ; t) � x0k2

2

�

= argmin
�

1
2

�
�at � 1

1 � �at � 1
�

�at

1 � �at

�
�
kx̂ � (x t ; t) � x0k2

2

�
(3.49)

By solving Eq. (3.31) w.r.t. the ground-truth x0, we get the following expression:

x0 =
x t �

p
1 � �at � 0p
�at

(3.50)

Plugging Eq. (3.50) into the ground-truth mean � q, we get an equivalent parameterization of the
objective (3.47) where a neural network�̂ � (x t ; t) learns to predict the source noise� 0 � N (0; I ).
Hence, learning a DDPM by predicting the original input x0 is equivalent to learning to predict the
noise; empirically, however, it has been found that predicting the noise results in better performance
[65, 79]. Fig. 3.1 illustrates the noising and denoising Markov chains within the DDPM mechanism.

Lastly, we mention a third equivalent interpretation of the DDPM training objective, based on
the score function r x t logp(x t ) and Tweedie's Formula [40]. The latter states that the true mean of
an exponential family distribution, given samples drawn from it, can be estimated by the maximum
likelihood estimate of the samples, plus some correction term involving the score of the estimate.
In the case of just one observed sample, the empirical mean is just the sample itself. So, given a
Gaussian random variablez � N (� z ; � z ) the following holds true:

E[� z jz] = z + � z r z logp(z) (3.51)

Using Eq. (3.31), the true posterior mean ofx t given its samples can be approximated as follows:

E[� x t jx t ] = x t + (1 � �at )r x t logp(x t ) (3.52)

Substituting the true mean � x t =
p

�at x0 back into Eq. (3.52), we get:
p

�at x0 = x t + (1 � �at )r x t logp(x t )

) x0 =
x t + (1 � �at )r x t logp(x t )p

�at

(3.53)

Plugging Eq. (3.53) into the ground-truth mean � q, we get an equivalent parameterization of the
objective (3.47) where a neural networkŝ� (x t ; t) learns to predict the score function r x t logp(x t ).
Combining Eqs. (3.50) and (3.53), it can be shown that the source noise� 0 and the score function
r x t logp(x t ) o� by a constant factor that scales with time:

x t + (1 � �at )r x t logp(x t )p
�at

=
x t �

p
1 � �at � 0p
�at

) r x t logp(x t ) = �
1

p
1 � �at

� 0

(3.54)
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3.2 Denoising Di�usion Implicit Models

Denoising Di�usion Implicit Models (DDIM) [148] constitute a class of generative models trained
with denoising auto-encoding/score-matching objectives and are characterized by a non-Markovian
forward process. In the DDIM setting, samples can be uniquely determined from the latent variables,
hence DDIM have certain properties that resemble GANs. In the upcoming analysis, in order to be
consistent with the derivation in [148], we use the notationat to represent the variable �at . This is
equivalent with choosing a decreasing sequencea1:T 2 (0; 1] with the following latent transition step:

q(x t jx t � 1) = N
�

x t ;
r

at

at � 1
x t � 1;

�
1 �

at

at � 1

�
I
�

(3.55)

DDIM are based on the following family of inference distributions indexed by a real vector� 2 RT
� 0:

q� (x1:T jx0) := q� (xT jx0)
TY

t =2

q� (x t � 1jx t ; x0) (3.56)

where q� (xT jx0) = N (xT ;
p

aT x0; (1 � aT )I ) and for all t > 1:

q� (x t � 1jx t ; x0) = N

 
p

at � 1x0 +
� q

1 � at � 1 � � 2
t

�
x t �

p
at x0p

1 � at
; � 2

t I

!

(3.57)

The Gaussian mean function in Eq. (3.57) is chosen in such way so as to ensure thatq� (x t jx0) =
N (x t ;

p
at x0; (1 � at )I ), leading to a joint inference distribution that matches the desired marginals.

The correspondingforward process can be derived from Bayes' rule:

q� (x t jx t � 1; x0) =
q� (x t � 1jx t ; x0)q� (x t jx0)

q� (x t � 1jx0)
(3.58)

The aforementionedforward process, although it is Gaussian, it is no longer Markovian because each
x t depends on bothx t � 1 and x0. The magnitude of � controls how stochastic the forward process is.

The trainable generative process is modeled so that given a noisy observationx t , a prediction
f � (x t ; t) corresponding tox0 is made, which is then used to obtain a samplex t � 1 through the ground-
truth conditional distribution q� (x t � 1jx t ; x0). The model �̂ � (x t ; t) attempts to predict the noise from
x t without knowledge of x0. Based on Eq. (3.50), the prediction of thedenoised observationis de�ned
as follows:

f � (x t ; t) :=
x t �

p
1 � at �̂ � (x t ; t)

p
at

(3.59)

The generative process is de�ned with a �xed prior p� (xT ) = N (xT ; 0; I ) and transition steps:

p� (x t � 1jx t ) =

(
N (x0; f � (x1; 1)); � 2

1 I ) if t = 1
q� (x t � 1jx t ; f � (x t ; t))) otherwise

(3.60)

Combining Eqs. (3.60) and (3.57), the DDIM sampling process becomes:

x t � 1 =
p

at � 1

�
x t �

p
1 � at �̂ � (x t ; t)

p
at

�
+

� q
1 � at � 1 � � 2

t

�
�̂ � (x t ; t) + � t � (3.61)

where � � N (0; I ) and a0 := 1 . Di�erent choices for � result in di�erent generative processes,
all while using the same model�̂ � (x t ; t). When � t =

p
(1 � at � 1)=(1 � at )

p
1 � at =at � 1 for all t,

then the forward process becomes Markovian, and the generative process becomes a DDPM, i.e., the
mean and variance in Eq. (3.57) become equal to the� q(x t ; x0) and � 2

q(t), respectively. Moreover,
when � t = 0 for all t, both the forward and reverse processes become deterministic. The resulting
model becomes an implicit probabilistic model [106]. When considering accelerated generation with�
being an increasing subsequence off 1; : : : ; Tg, the variance hyperparameter is often parameterized as
� � i (� ) = �

p
(1 � a� i � 1 )=(1 � a� i )

p
1 � a� i =a� i � 1 . The latter notation will prove useful in simplifying

comparisons during experimentation with di�erent variance hyperparameters � .
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When � t = 0 , Eq. (3.61) can be considered as an Euler method to solve ODEs:

x t � � t
p

at � � t
�

x tp
at

=

 s
1 � at � � t

at � � t
�

r
1 � at

at

!

�̂ � (x t ; t) (3.62)

To derive the corresponding ODE, we can re-parameterizew :=
p

1 � a=
p

a and �x := x=
p

a. In the
continuous case,w and x are functions of t, where w : R� 0 ! R� 0 is continuous, increasing with
w(0) = 0 . Then, Eq. (3.62) can be treated as a Euler method over the following ODE:

d�x(t) = �̂ �

�
�x (t)

p
� 2 + 1

; t
�

dw(t) (3.63)

This suggests that with enough discretization steps, the above generation process can be reversed
(going from t = 0 to T), which encodesx0 to xT .

3.3 Guidance

All discussion up to this point has been dedicated to learning the distribution p(x) of a given
dataset. However, it also useful to be able to learn conditional data distributionsp(x jy) where y
denotes any kind of conditioning information, e.g., class labels. According to related literature, there
are two main methods for achieving this, namelyClassi�er Guidance [33] andClassi�er-Free Guidance
[66].

3.3.1 Classi�er Guidance

Let p� (yjx t ) be a classi�er that aims at classifying noisy imagesx t , at various noise levelst.
According to [33], the corresponding conditional denoising process becomes:

p� ;� (x t � 1jx t ; y) / p� (x t � 1jx t )p� (yjx t � 1) (3.64)

From the previous section, we know thatp� (x t � 1jx t ) is normally distributed with mean � � (x t ; t) and
covariance matrix � � (x t ; t). Assuming that logp� (yjx t � 1) has low curvature compared to� � (x t ; t)
(which is reasonable in the limit T ! 1 ), the latter can be approximated using a Taylor expansion
around x t � 1 = � � (x t ; t) (we drop dependence onx t and t for simplicity):

logp� (yjx t � 1) � logp� (yjx t � 1)
�
�
x t � 1 = � �

+ ( x t � 1 � � � )> r logp� (yjx t � 1)
�
�
x t � 1 = � �

= ( x t � 1 � � � )> g + constant
(3.65)

where g = r logp� (yjx t � 1)
�
�
x t � 1 = � �

. Substituting back into Eq. (3.64), gives:

logp� ;� (x t � 1jx t ; y) / �
1
2

(x t � 1 � � � )> � � 1
� (x t � 1 � � � ) + ( x t � 1 � � � )> g

/ �
1
2

(x t � 1 � � � � � � g)> � � 1
� (x t � 1 � � � � � � g) +

1
2

g> � � g

/ logp(z); z � N (� � + � � g; � � )

(3.66)

Therefore, the conditional transition operator can be approximated by a Gaussian similar to the
unconditional transition operator, but with its mean shifted by � � g. A gradient scaling factor 

can also be incorporated, i.e.,
 r x logp(yjx) / r logp(yjx) 
 . As a result, the conditioning process
is still theoretically grounded in a classi�er distribution proportional to p(yjx) 
 . When 
 > 1, the
latter becomes sharper thanp(yjx), since larger values are ampli�ed by the exponent. Consequently,
using larger gradient scale focuses more on the modes of the classi�er, producing higher �delity, but
potentially, less diverse samples.

Classi�er guidance can also be applied in the DDIM setting. To this end, Eq. (3.54) will be put
in use, establishing the necessary connection between the conditional score functionr x t logp(x t jy)

30



3.4. LATENT DIFFUSION MODELS

and the corresponding network's noise predictionŝ� � (x t jy) (we drop the time index t for simplicity).
Using Bayes' rule, we �rst notice that:

logp(x t jy) = log
p(yjx t )p(x t )

p(y)
= log p(yjx t ) + log p(x t ) � logp(y)

) r x t logp(x t jy) = r x t logp(yjx t ) + r x t logp(x t )
(3.67)

Applying Eq. (3.54) in this case, results in the following formula for �̂ � (x t jy):

�
1

p
1 � �at

�̂ � (x t jy) = �
1

p
1 � �at

�̂ � (x t ) + r x t logp� (yjx t )

) �̂ � (x t jy) = �̂ � (x t ) �
p

1 � �at r x t logp� (yjx t )
(3.68)

We can then use the exact same sampling procedure as used in regular DDIM, but with the modi�ed
noise predictions�̂ � (x t jy) instead of �̂ � (x t ).

3.3.2 Classi�er-Free Guidance

As the name implies,Classi�er-Free Guidance [66] does not require training a separate classi�er.
Instead, one trains a conditional di�usion model p(x jy) with conditioning dropout probability puncond ;
some percentage of the time, the conditioning informationy is removed (10-20% tends to work well)
and is replaced with a ? (null ) label. In practice, it is often replaced with a special input value
representing the absence of conditioning information. The resulting model is now able to function
both as a conditional modelp(x jy), and as an unconditional modelp(x), depending on whether the
conditioning signal is provided.

As discussed in the previous section, classi�er guidance results in sampling from a distribution
p
 (x t jy) / p(x t )p(yjx t ) 
 , where 
 2 [0; + 1 ) plays the role of an inverse temperature parameter.
This time, we apply Bayes' rule in a di�erent direction relative to Eq. (3.67) in order to eliminate
terms containing the classi�er p(yjx t ):

r x t logp
 (x t jy) = r x t logp(x t ) + 
 r x t logp(yjx t )

= r x t logp(x t ) + 
 (r x t logp(x t jy) � r x t logp(x t ))

= (1 � 
 )r x t logp(x t ) + 
 r x t logp(x t jy)

(3.69)

Then sampling is performed using the following linear combination of the conditional and uncondi-
tional score estimates:

~� � (x t jy) = (1 � 
 )� � (x t j? ) + 
 � � (x t jy) (3.70)

This is a barycentric combination of the conditional and the unconditional score function. For 
 = 0 ,
we recover the unconditional model, and for
 = 1 we get the standard conditional model. For
 > 1
the resulting distribution becomes �super-conditioned�.

3.4 Latent Di�usion Models

Latent Di�usion Models (LDM) [125] were introduced in an attempt to lower the computational
demands of training di�usion models towards high-resolution image synthesis. The proposed approach
suggests an explicit separation of the compressive from the generative learning phase, utilizing an
autoencoding model which learns a space that is perceptually equivalent to the image space, but
o�ers signi�cantly reduced computational complexity in both training and sampling procedures.

3.4.1 Perceptual Image Compression

The image compression models used in [125] consisted of an autoencoder trained with a combi-
nation of a perceptual loss and patch-based adversarial objective. The usage of a GAN-based loss
enforces local realism upon the reconstructed images, avoiding bluriness introduced by relying solely
on pixel-space losses such as`1 or `2 objectives.
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CHAPTER 3. DIFFUSION MODELS

Given an RGB input image x 2 RH � W � 3, an encoderE encodesx into a latent representation
z = E(x) 2 Rh� w � c, while a decoderD decodes the latent and restores it back in the original image
space, producing the reconstruction~x = D(z) = D(E(x)) . The encoder downsamples the input image
by a factor f = H=h = W=w. In [125], the authors investigated downsampling factors of the form
f = 2 m ; m 2 N.

Furthermore, the �rst stage compression models undergo di�erent regularization schemes with
the aim of avoiding learned latent spaces of arbitrarily high variance. The �rst of the two proposed
autoencoder variants, namelyKL-reg, features a slight KL-penalty towards a standard normal on
the learned latent, similar to a regular VAE. The second variant, namely VQ-reg is built upon the
VQGAN [45] architecture and uses a vector quantization layer in order to learn codebook consisting
of discrete latent representations.

Learning Discrete Latent Spaces

In general, a big portion of the data encountered in real-world, everyday scenarios, often favor
discrete representations over continuous ones. For example, language is inherently discrete, similarly
speech is typically represented as a sequence of symbols. Images can often be described concisely
by language. Furthermore, discrete representations are a natural �t for complex reasoning, planning
and predictive learning (e.g., if it rains, I will use an umbrella). A new family of generative models
[45, 123, 167, 179] has recently emerged by successfully combining the VAE framework with discrete
latent representations based onVector Quantisation (VQ).

The �rst notable realization of a VAE that made e�ective use of discrete latents came in the
form of the VQ-VAE [167]. The latter is a type of variational autoencoder that uses VQ to obtain
discrete latent representations. It di�ers from VAEs in two key ways: the encoder network outputs
discrete, rather than continuous codes; and the prior is learned rather than being static. In order
to learn a discrete latent representation, ideas from VQ are incorporated, as the latter allows the
model to circumvent issues of posterior collapse - where the latents are ignored when they are paired
with a powerful autoregressive decoder - typically observed in the VAE framework. Pairing these
representations with an autoregressive prior, the model can generate high quality images, videos, and
speech as well as doing high quality speaker conversion and unsupervised learning of phonemes.

More speci�cally, let f ei gK
i =1 � Rd be a latent embedding space whereK is the size of the discrete

latent space andd is the dimensionality of each latent embedding vectorei 2 Rd; i 2 [K ]. The model
takes an input x, that is passed through an encoder producing outputze(x). Subsequently, the
discrete latent variablesz are calculated by a nearest neighbour look-up using the shared embedding
space. The posterior categorical distributionq(zjx) probabilities are de�ned as one-hot as follows:

q(z = kjx) =

(
1 for k = argmin j kze(x) � ej k2

0 otherwise
(3.71)

The representation ze(x) is passed through the discretization bottleneck followed by a mapping onto
the nearest embedding element:

zq(x) = ek ; where k = argmin
j

kze(x) � ej k2 (3.72)

No real gradient can be de�ned for Eq. (3.72), however it can be approximated similarly to the
Straight-Through Estimator (STE) [12] and just copy gradients from decoder inputzq(x) to encoder
output ze(x). VQ-VAE training is guided through the minimization of the following loss function:

L VQ = log( p(x jzq(x))) + ksg[ze(x)] � ek2
2 + � kze(x) � sg[e]k2

2 (3.73)

where� is a scaling factor andsg[�] stands for the stopgradient operator which is de�ned as identity at
forward computation time and has zero partial derivatives, thus e�ectively constraining its operand
to be a non-updated constant. The �rst term constitutes the reconstruction loss which optimizes
the decoder and the encoder through the STE. Furthermore, the embedding space is learned using
the simplest dictionary learning algorithm, that is, VQ. The VQ objective uses an `2 error to guide
the embedding vectors towards the encoder outputs, as indicated by the second term of Eq. (3.73).
Lastly, since the volume of the embedding space is dimensionless, it can grow arbitrarily in case the
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