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Abstract 

 
In the past few years, Deep Learning (DL), a subset within the broader field of Artificial 

Intelligence (AI), has achieved remarkable success across a wide spectrum of 

applications, such as computer vision and autonomous systems. It has emerged as one of 

the most powerful and accurate techniques, often employing Deep Neural Networks 

(DNNs) that frequently surpass human performance. However, the ongoing AI research, 

heavily relies on high-performance systems to handle the vast amounts of computations 

and data involved. Advancements in technology and architecture have led to the 

integration of co-processors like Graphics Processing Units (GPUs) or Field 

Programmable Gate Arrays (FPGAs). These devices are types of hardware accelerators 

that play crucial roles in accelerating AI workloads and have facilitated the deployment 

but also the development of increasingly sophisticated AI models. To address the 

substantial computational demands of AI algorithms, such specialized hardware requires 

significant engineering effort to achieve optimal performance and efficiency. Moreover, 

the current state-of-the-art leverages approximate computing, an approach that permits 

computations to be less precise, trading off some precision for additional efficiency gains. 

However, evaluating the accuracy of approximate DNNs is cumbersome due to the lack 

of adequate support for approximate arithmetic in Deep Learning frameworks, such as 

PyTorch or Tensorflow. 

 

In this dissertation, we first employ FPGAs as accelerators for a wide range of AI 

applications and present various strategies and techniques to improve the efficiency and 

performance for such applications. We also examine automated frameworks to convert 

trained neural network models into optimized FPGA firmware, alleviating the hardware 

development challenges faced by engineers in the process. Additionally, we investigate 

the use of approximate computing to leverage the intrinsic error resilience of DNN 

models. We address the challenge of evaluating approximate DNNs by introducing two 

frameworks, AdaPT and TransAxx. These frameworks, built on PyTorch and optimized 

using CPU and GPU hardware acceleration respectively, facilitate approximate inference 

and approximation-aware retraining for various DNN models, Last, we propose a 

hardware-driven Monte Carlo Tree Search (MCTS) algorithm to efficiently search the 

space of possible approximate configurations on Vision Transformer (ViT) models and 

achieve significant trade-offs between accuracy and power. 

 

Keywords: AI, DNNs, PyTorch, Hardware Accelerator, Approximate Computing 
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  Astract  in Greek 

ɄŮɟɑɚɖɣɖ 

 

ɇŬ ŰŮɚŮɡŰŬɑŬ ɢɟɧɜɘŬ, ɖ ȸŬɗɘɎ ɀɎɗɖůɖ (Deep Learning), ɏɜŬ ɡˊɞůɨɜɞɚɞ ůŰɞ ŮɡɟɨŰŮɟɞ 

ˊŮŭɑɞ Űɖɠ ɇŮɢɜɖŰɐɠ Ɂɞɖɛɞůɨɜɖɠ (AI), ɏɢŮɘ ůɖɛŮɘɩůŮɘ ŬɝɘɞůɖɛŮɑɤŰɖ ŮˊɘŰɡɢɑŬ ůŮ ɏɜŬ Ůɡɟɨ 

űɎůɛŬ ŮűŬɟɛɞɔɩɜ, ɧˊɤɠ ɖ ɧɟŬůɖ ɡˊɞɚɞɔɘůŰɩɜ əŬɘ ŰŬ ŬɡŰɧɜɞɛŬ ůɡůŰɐɛŬŰŬ. ȰɢŮɘ 

ŬɜŬŭŮɘɢɗŮɑ ɤɠ ɛɘŬ Ŭˊɧ Űɘɠ ˊɘɞ ɘůɢɡɟɏɠ əŬɘ ŬəɟɘɓŮɑɠ ŰŮɢɜɘəɏɠ, ɢɟɖůɘɛɞˊɞɘɩɜŰŬɠ ůɡɢɜɎ 

ȸŬɗɘɎ ɁŮɡɟɤɜɘəɎ ȹɑəŰɡŬ (DNNs) ˊɞɡ ˊɞɚɚɏɠ űɞɟɏɠ ɝŮˊŮɟɜɞɨɜ Űɖɜ Ŭɜɗɟɩˊɘɜɖ Ŭˊɧŭɞůɖ. 

ɋůŰɧůɞ, ɖ ůɡɜŮɢɘɕɧɛŮɜɖ ɏɟŮɡɜŬ Űɖɠ ŰŮɢɜɖŰɐɠ ɜɞɖɛɞůɨɜɖɠ ɓŬůɑɕŮŰŬɘ ůŮ ɛŮɔɎɚɞ ɓŬɗɛɧ ůŮ 

ɡˊɞɚɞɔɘůŰɘəɎ ůɡůŰɐɛŬŰŬ ɡɣɖɚɐɠ Ŭˊɧŭɞůɖɠ ɔɘŬ Űɖ ŭɘŬɢŮɑɟɘůɖ Űɤɜ ŰŮɟɎůŰɘɤɜ ɧɔəɤɜ 

ɡˊɞɚɞɔɘůɛɩɜ əŬɘ ŭŮŭɞɛɏɜɤɜ ˊɞɡ ŮɛˊɚɏəɞɜŰŬɘ. Ƀɘ ŮɝŮɚɑɝŮɘɠ ůŰɖɜ ŰŮɢɜɞɚɞɔɑŬ əŬɘ Űɖɜ 

ŬɟɢɘŰŮəŰɞɜɘəɐ ɞŭɐɔɖůŬɜ ůŰɖɜ ŮɜůɤɛɎŰɤůɖ ůɡɜŮˊŮɝŮɟɔŬůŰɩɜ ɧˊɤɠ Graphics Processing 

Units (GPUs) ɐ Field Programmable Gate Arrays (FPGAs). ȷɡŰɏɠ ɞɘ ůɡůəŮɡɏɠ ŮɑɜŬɘ 

Űɨˊɞɘ ŮˊɘŰŬɢɡɜŰɩɜ ɡɚɘəɞɨ ˊɞɡ ˊŬɑɕɞɡɜ əɟɑůɘɛɞ ɟɧɚɞ ůŰɖɜ ŮˊɘŰɎɢɡɜůɖ Űɞɡ űɧɟŰɞɡ 

ŮɟɔŬůɑŬɠ Űɖɠ ŰŮɢɜɖŰɐɠ ɜɞɖɛɞůɨɜɖɠ əŬɘ ɏɢɞɡɜ ŭɘŮɡəɞɚɨɜŮɘ Űɖɜ ŬɜɎˊŰɡɝɖ ɞɚɞɏɜŬ əŬɘ ˊɘɞ 

ŮɝŮɚɘɔɛɏɜɤɜ ɛɞɜŰɏɚɤɜ ŰŮɢɜɖŰɐɠ ɜɞɖɛɞůɨɜɖɠ. ũɘŬ Űɖɜ ŬɜŰɘɛŮŰɩˊɘůɖ Űɤɜ ůɖɛŬɜŰɘəɩɜ 

ɡˊɞɚɞɔɘůŰɘəɩɜ ŬˊŬɘŰɐůŮɤɜ Űɤɜ Ŭɚɔɞɟɑɗɛɤɜ AI, ŰɏŰɞɘɞ ŮɝŮɘŭɘəŮɡɛɏɜɞ ɡɚɘəɧ ŬˊŬɘŰŮɑ 

ůɖɛŬɜŰɘəɐ ˊɟɞɔɟŬɛɛŬŰɘůŰɘəɐ ˊɟɞůˊɎɗŮɘŬ ɔɘŬ Űɖɜ ŮˊɑŰŮɡɝɖ ɓɏɚŰɘůŰɖɠ Ŭˊɧŭɞůɖɠ əŬɘ 

ŬˊɞŭɞŰɘəɧŰɖŰŬɠ. Ⱥˊɘˊɚɏɞɜ, ɖ ŰŮɚŮɡŰŬɑŬ ɚɏɝɖ Űɖɠ ŰŮɢɜɞɚɞɔɑŬɠ ŬɝɘɞˊɞɘŮɑ Űɖɜ ɛɏɗɞŭɞ 

ˊɟɞůŮɔɔɘůŰɘəɩɜ ɡˊɞɚɞɔɘůɛɩɜ (approximate computing), ɛɘŬ ɛɏɗɞŭɞ ˊɞɡ ŮˊɘŰɟɏˊŮɘ ůŰɞɡɠ 

ɡˊɞɚɞɔɘůɛɞɨɠ ɜŬ ŮɑɜŬɘ ɚɘɔɧŰŮɟɞ ŬəɟɘɓŮɑɠ, ŬɜŰŬɚɚɎůůɞɜŰŬɠ əɎˊɞɘŬ ŬəɟɑɓŮɘŬ ɔɘŬ əɏɟŭɖ 

ŬˊɞŭɞŰɘəɧŰɖŰŬɠ. ɋůŰɧůɞ, ɖ Ŭɝɘɞɚɧɔɖůɖ Űɖɠ ŬəɟɑɓŮɘŬɠ Űɤɜ ˊɟɞůŮɔɔɘůŰɘəɩɜ ɜŮɡɟɤɜɘəɩɜ 

ŭɘəŰɨɤɜ ŮɑɜŬɘ ŭɨůəɞɚɖ ɚɧɔɤ Űɖɠ ɏɚɚŮɘɣɖɠ ŮˊŬɟəɞɨɠ ɡˊɞůŰɐɟɘɝɖɠ ɔɘŬ Űɖɜ ˊɟɞůŮɔɔɘůŰɘəɐ 

ŬɟɘɗɛɖŰɘəɐ ůŮ ˊŮɟɘɓɎɚɚɞɜŰŬ ȸŬɗɘɎɠ ɀɎɗɖůɖɠ, ɧˊɤɠ Űɞ PyTorch ɐ Tensorflow.  

 

ɆŰɧɢɞɠ Űɖɠ ˊŬɟɞɨůŬɠ ŭɘŬŰɟɘɓɐɠ ŮɑɜŬɘ, ŬɟɢɘəɎ, ɖ ɢɟɐůɖ Űɤɜ FPGAs ɤɠ ŮˊɘŰŬɢɡɜŰɏɠ ɔɘŬ 

ɏɜŬ Ůɡɟɨ űɎůɛŬ ŮűŬɟɛɞɔɩɜ ŰŮɢɜɖŰɐɠ ɜɞɖɛɞůɨɜɖɠ, Ůɜɩ ˊŬɟɞɡůɘɎɕɞɜŰŬɘ ŭɘɎűɞɟŮɠ 

ůŰɟŬŰɖɔɘəɏɠ əŬɘ ŰŮɢɜɘəɏɠ ɔɘŬ Űɖ ɓŮɚŰɑɤůɖ Űɖɠ ŬˊɞŰŮɚŮůɛŬŰɘəɧŰɖŰŬɠ əŬɘ Űɖɠ Ŭˊɧŭɞůɖɠ 

ɔɘŬ ŰɏŰɞɘŮɠ ŮűŬɟɛɞɔɏɠ. ɄɟɞŰŮɑɜɞɜŰŬɘ Ůˊɑůɖɠ ŭɘɎűɞɟŮɠ ɓŮɚŰɘůŰɞˊɞɘɐůŮɘɠ ɔɘŬ 

ŬɡŰɞɛŬŰɞˊɞɘɖɛɏɜŬ ˊŮɟɘɓɎɚɚɞɜŰŬ ɛŮ ůŰɧɢɞ Űɖɜ ɛŮŰŬŰɟɞˊɐ ŮəˊŬɘŭŮɡɛɏɜɤɜ ɛɞɜŰɏɚɤɜ 

ɜŮɡɟɤɜɘəɩɜ ŭɘəŰɨɤɜ ůŮ ɓŮɚŰɘůŰɞˊɞɘɖɛɏɜɞ ɡɚɘəɞɚɞɔɘůɛɘəɧ ɔɘŬ FPGA, ɛŮɘɩɜɞɜŰŬɠ Űɘɠ 

ˊɟɞəɚɐůŮɘɠ ŬɜɎˊŰɡɝɖɠ ɡɚɘəɞɨ ˊɞɡ ŬɜŰɘɛŮŰɤˊɑɕɞɡɜ ɞɘ ɛɖɢŬɜɘəɞɑ ůŰɖɜ ůɡɔəŮəɟɘɛɏɜɖ 

ŭɘŬŭɘəŬůɑŬ. Ⱥˊɘˊɚɏɞɜ, ŮɝŮŰɎɕŮŰŬɘ ɖ ɢɟɐůɖ ˊɟɞůŮɔɔɘůŰɘəɩɜ ɡˊɞɚɞɔɘůɛɩɜ ɔɘŬ ɜŬ 

ŬɝɘɞˊɞɘɖɗŮɑ ɖ ŮɔɔŮɜɐɠ ŬɜɗŮəŰɘəɧŰɖŰŬ ůűɎɚɛŬŰɞɠ Űɤɜ ȸŬɗɘɩɜ ɁŮɡɟɤɜɘəɩɜ ȹɘəŰɨɤɜ. 

ȷɜŰɘɛŮŰɤˊɑɕŮŰŬɘ ɖ ŭɡůəɞɚɑŬ ůŰɖɜ Ŭɝɘɞɚɧɔɖůɖ ˊɟɞůŮɔɔɘůŰɘəɩɜ ŭɘəŰɨɤɜ, ŮɘůɎɔɞɜŰŬɠ ɔɘŬ 

Űɞɜ ůəɞˊɧ ŬɡŰɧ ŭɨɞ ˊŮɟɘɓɎɚɚɞɜŰŬ, Űɞ AdaPT əŬɘ Űɞ TransAxx. ȷɡŰɎ ŰŬ ˊŮɟɘɓɎɚɚɞɜŰŬ, 

ˊɞɡ ŮɑɜŬɘ ɓŬůɘůɛɏɜŬ ůŰɞ PyTorch əŬɘ ŮɑɜŬɘ ɓŮɚŰɘůŰɞˊɞɘɖɛɏɜŬ ɛŮ ɢɟɐůɖ ŮˊɘŰɎɢɡɜůɖɠ 

CPU əŬɘ GPU ŬɜŰɑůŰɞɘɢŬ, ŮˊɘŰɟɏˊɞɡɜ ˊɟɞůŮɔɔɘůŰɘəɧ inference əŬɘ retraining ɔɘŬ 

ŭɘɎűɞɟŬ ɓŬɗɘɎ ɜŮɡɟɤɜɘəɎ ɛɞɜŰɏɚŬ. ɇɏɚɞɠ, ˊɟɞŰŮɑɜŮŰŬɘ ɏɜŬɠ Ŭɚɔɧɟɘɗɛɞɠ Monte Carlo 
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Tree Search (MCTS) ˊɞɡ ɞŭɖɔŮɑŰŬɘ Ŭˊɧ ɡɚɘəɧ ɔɘŬ Űɖɜ ŬˊɞŰŮɚŮůɛŬŰɘəɐ ŬɜŬɕɐŰɖůɖ Űɞɡ 

ɢɩɟɞɡ Űɤɜ ˊɟɞůŮɔɔɘůŰɘəɩɜ ˊŬɟŬɛɏŰɟɤɜ ůŮ ɛɞɜŰɏɚŬ Vision Transformer (ViT) ɛŮ ůŰɧɢɞ 

Űɖɜ ŮˊɑŰŮɡɝɖ ůɖɛŬɜŰɘəɩɜ ŬɜŰɘůŰŬɗɛɑůŮɤɜ ɛŮŰŬɝɨ ŬəɟɑɓŮɘŬɠ əŬɘ ɘůɢɨɞɠ. 

 

ȿɏɝŮɘɠ ȾɚŮɘŭɘɎ: ɇŮɢɜɖŰɐ Ɂɞɖɛɞůɨɜɖ, ȸŬɗɘɎ ɁŮɡɟɤɜɘəɎ ȹɑəŰɡŬ, PyTorch, ȺˊɘŰŬɢɡɜŰɐɠ 

Ɉɚɘəɞɨ, ɄɟɞůŮɔɔɘůŰɘəɧɠ Ɉ́ ɞɚɞɔɘůɛɧɠ 
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1 
1   Introduction  

1.1   Motivation for the Research 

The motivation for this research is rooted in the increasing demand for efficient 

artificial intelligence (AI) processing. As the use of AI technologies continues to grow 

across a wide range of industries, it has become increasingly important to develop 

hardware and software solutions that can handle the computational demands of these 

applications. This has led to a growing interest in the use of hardware accelerators, such 

as graphics processing units (GPUs) and field-programmable gate arrays (FPGAs), which 

can significantly improve the speed and energy efficiency of AI processing. 

To gain a deeper understanding of the motivation behind this work, it is important to 

trace its origins and foundational elements. Over the past six decades, Moore's Law has 

played a pivotal role in driving the trajectory of computing. Throughout this extended 

period, the industry's solid emphasis on transistor scaling, a key aspect of Moore's Law, 

has consistently yielded increased transistor performance and density. While it might be 

premature to definitively declare the demise of Moore's Law, there are indications 

suggesting that we have encountered the physical constraints inherent in silicon-based 

CPUs (Central Processing Units).  

 

 

 

 

 

 

 

 

 

ñMooreôs law is the observation that the number of transistors in a 

dense integrated circuit doubles approximately every two years. The 

period is often quoted as 18 months because of Intel executive David 

House, who predicted that chip performance would double every 18 

months.  ð G. E. Moore, 1965 
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Figure 1-1. 50 years of microprocessor trend data [1]. 

 

As observed from the above figure, the exponential growth in computing power 

predicted by Moore's Law is slowing down. This trend poses a challenge to the continued 

advancement of AI, as the increased computational power is crucial for handling the 

complex calculations and vast datasets, especially involved in Deep Learning tasks. The 

traditional approach of relying solely on general-purpose CPUs for AI workloads has 

become increasingly inefficient and unsustainable. CPUs, designed for a wide range of 

tasks, are not optimized for the specific computational demands of AI algorithms, leading 

to suboptimal performance and high energy consumption. In Figure 1-2, we show the 

enormous computational demands needed for training recent Deep Learning models. 

 

 
Figure 1-2. Training computation for popular Deep Learning models [2]. 



Chapter 1.  Introduction      3 

 
It is evident that CPUs cannot keep up with the pace of the computational demands 

of AI and especially Deep Learning. Alternative computing architectures and specialized 

processors for AI are being developed ensuring an uninterrupted progression of the AI 

research. Despite the integration of AI accelerators to enhance computational 

performance, there always remains a notable concern regarding increased power 

consumption. The demand for substantial processing power in deep learning tasks, 

coupled with the growing complexity of neural networks, has contributed to an increased 

energy requirement, presenting a challenge in achieving optimal power efficiency even 

with the deployment of specialized AI accelerators.  

 

 

Consumption CO2e (lbs) 

Air travel, 1 passenger, NYźSF 1984 
Human life, avg, 1 year 11.023 
American life, avg, 1 year 36.156 
Car, avg incl. fuel, 1 lifetime 126.000 
Transformer (big) w/ neural architecture search 626.155 
 

Table 1-1. Estimated CO2 emissions from LLM  training, compared to familiar consumption. 

 

In Table 1-1 we present the estimated CO2 emissions from training large language 

models (LLMs) in GPU accelerators. The consumption is compared to common human 

activities highlighting the extreme power demands needed for AI processing. One of the 

key challenges in AI processing is the development of algorithms that can run on fast and 

power efficient hardware, especially for many computer vision algorithms where 

response latency and energy consumption are crucial. Deep Neural Networks (DNNs) for 

example have emerged as a popular choice for the core algorithms of many computer 

vision tasks due to their ability to learn complex features from raw image data. This has 

led to a growing interest in the use of hardware accelerators, such as GPUs and FPGAs, to 

speed up the computations of these algorithms and improve overall performance. 

Programming such devices and developing software-hardware solutions that can handle 

the computational demands of these algorithms in real time is not trivial and often 

requires great programming effort from the engineerôs perspective.  

Additionally, current state-of-the-art employs approximate multipliers to address the 

highly increased power demands of DNN accelerators. Approximate computing refers to 

the idea of sacrificing the accuracy of computation in favor of efficiency, often through 

the use of reduced precision or simplified operations. Approximate multipliers can 

significantly reduce the computational complexity of AI models, making them more 

efficient and practical for real-world applications. Evaluating the accuracy of approximate 

DNNs proves challenging due to the absence of dedicated approximate hardware. 

Understanding how these DNNs behave on such hardware is crucial before constructing 
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the hardware, making it a prerequisite for accurate assessment. When hardware is 

unavailable, the only feasible option is to perform simulation of the approximate 

multiplier arithmetic. This can be done by leveraging a deep learning framework capable 

of supporting this functionality but common DNN frameworks lack built-in support. 

Emulating the behavior of the approximate multiplier using these frameworks will be 

cumbersome resulting in prolonged execution times. Unlike the optimized libraries 

available for the standard versions of the frameworks across various DNN layers, there 

are no equivalents for accelerating the simulation process of the approximate multiplier. 

In addition, towards optimizing approximate computations in DNNs, a critical 

consideration involves identifying the most suitable approximate multiplier for each DNN 

layer, a concept referred to as cross-layer optimization. This aspect is particularly crucial 

when the goal is to maximize power gains while adhering to constraints on acceptable 

accuracy loss. While numerous studies have explored automated methods for determining 

optimal per-layer quantization in quantized DNNs, the field of approximate DNNs has 

received comparatively less attention in terms of an automated search flow. In other 

words, there's a gap in the existing research when it comes to systematically and 

automatically optimizing the configuration of approximate computations within the entire 

network. Also, determining the optimal configuration of approximate multipliers between 

each layer of a DNN model in order to find the best trade-off between accuracy and 

power is liable to cause a significant computational overhead. The design space becomes 

large and measuring the accuracy of every configuration is impractical. Addressing these 

challenges could pave the way for more widespread and practical adoption of 

approximate DNNs, particularly in resource-intensive applications. 
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1.2 Thesis Objectives 

This thesis makes several significant contributions to the field of efficient computing 

for deep learning. The objectives of our research can be summarized below: 

 

a) Acceleration of AI Applications: Our dissertation will involve accelerating 

various AI applications by leveraging Field-Programmable Gate Arrays 

(FPGAs), demonstrating enhanced computational efficiency and performance. 

We will describe how we can apply various hardware/software optimization 

techniques for deploying AI algorithms efficiently on FPGAs and compare the 

execution and efficiency vs other high performance systems such as GPUs. 

This work aims to go beyond standard FPGA acceleration techniques (such as 

pipelining or loop unrolling) by exploring advanced optimizations tailored to 

FPGA architectures. We will  apply various hardware/software co-

optimization techniques (e.g., SLR partitioning, memory access optimization, 

Xilinx  int8 DSP optimization) specifically tuned for Xilinx FPGA 

architectures. We will also focus on cloud FPGAs, aiming to bridge the gap 

between optimized edge AI solutions and cloud-based AI deployments by 

creating a unified interface using OpenCL FPGA APIs. This approach enables 

seamless integration and scalability across both edge and cloud environments. 

 

b) Automatic FPGA firmware from trained CNN models: We will introduce 

optimizations for an end-to-end framework towards generating FPGA 

firmware from trained Convolutional Neural Networks (CNNs). The ultimate 

goal is to alleviate the engineering effort from optimizing a CNN for FPGA 

hardware. This framework utilizes HLS4ML [3], enabling the seamless 

conversion of trained CNN models into optimized FPGA firmware 

specifically designed for cloud FPGA architectures. Our goal is to enhance the 

framework by implementing additional optimization techniques, including 

more FPGA-friendly layer implementations, to provide seamless support for 

larger network topologies. Furthermore, we will leverage the Xilinx DSP's 

packed int8 multiplier to improve computational efficiency and performance. 

Last, as HLS4ML has been previously applied in smaller-scale AI 

applications like particle physics, we aim to extend its use to large-scale cloud 

FPGA architectures through a common OpenCL API for both edge and server 

FPGAs. 

 

c) Rapid approximate DNN emulation: In order to enable fast and seamless 

support of approximate DNN evaluation we will propose two frameworks. 

AdaPT and TransAxx, both based on PyTorch with CPU and GPU 

acceleration respectively, will enable support of various DNNs and model 
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architectures. They will also support post-training quantization and 

approximation-aware finetuning so as to recover the accuracy introduced by 

approximation. Our objective is that our frameworks will allow developers to 

test various DNN architectures and approximation levels seamlessly, a feature 

lacking in most existing tools, which typically focus on static, non-adaptive 

solutions. In addition to CNNs, which are commonly evaluated in previous 

work, our frameworks will support a broader range of DNN topologies, 

including LSTMs, GANs and Vision Transformers. This will expand the 

applicability of our approach to diverse models, offering more comprehensive 

support for various approximate neural network architectures.  

 

d) Automatic Design Space Exploration: We will address the challenge of 

finding optimal approximate configuration in-between the layers of a DNN 

model. We will show we can leverage Monte Carlo Tree Search (MCTS) 

algorithm as a HW-driven automated search that can achieve significant trade-

offs in the power-accuracy space of an approximate DNN model.  MCTS will 

allow for intelligent exploration of the design space by balancing exploration 

(trying new configurations) and exploitation (refining promising 

configurations), making it more efficient than previous brute-force or heuristic 

methods. Additionally, this will be one of the first applications of MCTS for 

exploring the power-accuracy parameter space of approximate DNNs, 

specifically for Vision transformer models. 
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1.3 Overview of the Thesis 

The rest of this thesis is organized as follows: 

 

¶ Chapter 2 provides a background on the research area, specifically related to AI 

and hardware acceleration, as well as a literature review that explores the key 

concepts, theories, and methodologies that have shaped the field of this work. 

 

¶ Chapter 3 presents a detailed analysis of software and hardware optimization 

techniques applied to Deep Neural Networks for efficient inference along with the 

demonstration on several real-world AI applications. Also, an end-to-end tool is 

presented for automatic FPGA firmware generation from trained CNNs. 

 

¶ Chapter 4 describes the two frameworks, AdaPT and TransAxx for rapid 

approximate DNN simulation. It also demonstrates the use of an MCTS-based 

algorithm for automated design space search towards achieving significant trade-

offs in the power-accuracy space of an approximate DNN model.  

 

¶ Chapter 5 concludes this thesis by summarizing the presented results and 

discusses the future directions of this work. 

 

¶ The following chapter presents an extended abstract in Greek language. 

 

¶ Appendix A, in Appendices, describes the SERRANO platform. Specifically it 

presents a platform towards seamless application development & deployment in 

the heterogeneous edge-cloud continuum. 
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2 
2   Background and Literature Review 

In this chapter, we provide a concise summary of the previous work and 

background that form the foundation of the present dissertation. The chapter provides a 

detailed background on the research area, shedding light on the progression of AI and 

hardware accelerators which the current study is situated. Additionally, in order to 

provide a comprehensive understanding of the subject matter, a thorough examination of 

existing research, theories, and studies has been conducted. The literature review explores 

the key concepts, theories, and methodologies that have shaped the field, highlighting the 

gaps, limitations, and unresolved questions that motivate the current study. By presenting 

a comprehensive background and providing relevant literature, this chapter sets the stage 

for the subsequent analysis and findings presented in the following chapters. 

 

2.1 Computer Vision and Neural Networks 

Computer vision encompasses a branch of Machine Learning dedicated to the 

analysis and comprehension of images and videos. Its primary objective is to enable 

computers to "see" by effectively interpreting visual information. 

Within computer vision, models are specifically designed to decode visual data by 

extracting relevant features and contextual information acquired during the training 

process. This capability empowers these models to comprehend images and videos and 

apply those interpretations to tasks involving prediction or decision making. However, 

computer vision heavily relies on abundant data for its operations. Nowadays to 

accomplish such tasks, neural networks which are a type of deep learning model are 

needed to be trained to acquire knowledge and enhance their accuracy through iterative 

learning processes. Once these algorithms are refined for optimal precision, they become 

powerful tools for  artificial intelligence. They enable rapid classification and clustering 

of data, often surpassing the efficiency of manual identification by human experts. 
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2.1.1 Historical Development and Milestones 

 

This section will provide a comprehensive overview of the key advancements and 

significant milestones in the field of neural networks. By exploring the historical context, 

the reader can highlight the evolution of neural networks, which is essential for 

understanding their current state and future potential. Besides the historical milestones 

there were also ñAI wintersò, a term which was used as an analogy to show periods when 

funding and interest for artificial intelligence was in decline, specifically around 1970sð

mid 1980s and mid-1990s ð mid-2000s. 

 

1940: Prehistory: Artificial Neurons 

 

In the 1940s, Warren McCulloch, a neuroscientist, and Walter Pitts, a logician, 

embarked on pioneering work in the field of artificial neurons. Their collaboration led to 

the development of the first artificial neuron, which aimed to simulate the operations of 

organic neurons found in biological systems. This groundbreaking achievement 

demonstrated the potential of utilizing basic computational units to replicate logical 

functions [4]. 

 

1950: Artificial Neural Networks 

 

Frank Rosenblatt, a research psychologist who worked at Cornell Aeronautical 

Laboratory, drew inspiration from the influential work of Warren McCulloch and Walter 

Pitts. Building upon their contributions, Rosenblatt dedicated his efforts during the 1950s 

to developing the perceptron which consisted of a single layer of neurons with the 

capability to classify images composed of several hundred pixels. The perceptron can be 

regarded as a significant precursor to the advanced neural networks we employ today [5]. 

 

1985: Backpropagation 

 

In his 1974 doctoral thesis, Paul Werbos was the first to propose the utilization of 

backpropagation as a means to optimize neural networks [6]. However, due to the 

prevailing state of the initial neural network winter, his groundbreaking work went 

largely unnoticed by the research community. It was only later, with the influential 

research conducted by Rumelhart et al. in 1986, that backpropagation gained widespread 

recognition as a powerful training technique for neural networks [7]. Equipped with the 

capabilities of backpropagation, researchers could now explore numerous applications of 

neural networks. Notably, Yann LeCun proposed a technique in 1989 for recognizing 

handwritten digits using neural networks [8]. However, a new challenge emerged, leading 

to slow and unstable training, posing further obstacles to overcome. 

 



Chapter 2.  Background and Literature Review      11 

 
2010: The Rise of Deep Learning 

 

While the roots of deep learning can be traced back to the 1940s and 1950s with familiar 

terms up until now, such as backpropagation, gradient descent, ReLU, etc., its true boom 

occurred after 2010. In 2012, deep learning gained significant attention and popularity 

due to a pivotal moment in the field: the ImageNet competition. The ImageNet Large 

Scale Visual Recognition Challenge, initiated by Fei-Fei Li and her team at Stanford 

University, provided a dataset of millions of labeled images for researchers to develop 

algorithms that could accurately identify objects within images. It was during this 

competition that a deep learning model called AlexNet [9], developed by Alex 

Krizhevsky, Ilya Sutskever, and Geoffrey Hinton, outperformed other traditional 

computer vision techniques by a significant margin. AlexNet's success demonstrated the 

enormous potential of deep learning in computer vision tasks. Specifically Convolutional 

Neural Networks (CNN) models with various architectures, such as AlexNet, begin to 

gain traction achieving significant results in the competition year after year. 

 

2014: Generative Adversarial Networks 

 

In 1991, Juergen Schmidhuber introduced the concept of adversarial neural networks, 

wherein two neural networks engage in a zero-sum game, with one network's gain 

equating to the other network's loss. In 2014, Ian Goodfellow et al. applied the adversarial 

principle to develop a generative adversarial network (GAN) [10]. Basically, Goodfellow 

and his colleagues employed a sophisticated statistical analysis to detect the most 

important features comprising a photograph with the aim to enable machines to generate 

new realistic images automatically with similar features. In the next years, GANs have 

found applications in image-to-image translation tasks, such as converting summer photos 

to winter or altering day scenes into night scenes. Additionally, GANs exceled at 

generating photorealistic images of objects, scenes, and people to such an extent that 

humans cannot distinguish them as artificial. By setting neural networks against one 

another, Goodfellow created a powerful AI tool that is now essential in many AI tasks. 

 

2017: The Transformer model 

 

Ashish Vaswani et al. in their 2017 paper titled "Attention Is All You Need," marked a 

significant advancement in the field of deep learning and specifically natural language 

processing [11]. Transformers introduced a novel architecture that revolutionized the way 

information is processed from human text and represented in neural networks by using a 

mechanism called self-attention. This attention mechanism allowed the model to focus on 

different parts of the input sequence during processing, enabling better capturing of long-

range dependencies. Moreover, Transformers are increasingly being employed in 

computer vision tasks, expanding their application beyond natural language processing. 
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2.1.2 Key Components in Neural Networks 

Traditionally, computer vision algorithms heavily relied on handcrafted features and 

traditional machine learning techniques. However, the advent of deep learning has 

revolutionized the field, leading to remarkable advancements in visual understanding. 

Deep learning models, particularly convolutional neural networks (CNNs), have emerged 

as the backbone of computer vision tasks. These models are inspired by the structure and 

functioning of the human visual cortex. CNNs excel at automatically learning hierarchical 

representations and extracting discriminative features from raw image data, eliminating 

the need for manual feature engineering. This paragraph discusses the importance of deep 

learning models in computer vision and gives an overview of the key components 

comprising such models. 

Brain analogy Before proceeding with the fundamentals of neural networks we will 

emphasize on the brain analogy that helps in understanding how Convolutional Neural 

Networks (CNNs) work. CNNs draw inspiration from biological processes observed in 

the animal visual cortex. Individual cortical neurons respond to stimuli only in a restricted 

region of the visual field known as the receptive field. To cover the entire visual field, the 

receptive fields of different neurons partially overlap. This concept mirrors the behavior 

of the human brain, as CNNs simulate the densely interconnected brain cells using digital 

neurons. These artificial neurons are designed to trigger or respond when they detect 

certain features, irrespective of the features' positions in the visual field. 

 

 
Figure 2-1. A biological neuron (left) and its mathematic model (right) 

 

Neural Network   A neural network is created by connecting multiple artificial neurons 

together. These neurons are organized in a feed-forward network, typically in a directed 

acyclic graph, although some architectures employ multilayer perceptrons where neurons 

are grouped into layers. This means that the output of certain neurons can serve as input 

to other neurons. Neural networks consist of input and output layers, as well as hidden 

layers that often increase the size and complexity of the network. Each neuron assigns a 

weight to its input, indicating its degree of correctness or incorrectness with respect to the 

task at hand. The final output is determined by the sum of these weightings. 



Chapter 2.  Background and Literature Review      13 

 

 
 

Figure 2-2. The organization of multiple layers of neurons 

 

Layer Types   Neural Networks use many different interconnected layers, as shown in 

the previous figure, specifically designed among other tasks to recognize or detect 2-

dimensional image data. A Neural Network can have different layers performing unique 

tasks aiming to give a specific output that is passed through the other layers. 

Some of the fundamental layers found in many models are: 

¶ Convolutional Layer applies a convolution operation to the input, passing 

the result to the next layer. The convolution emulates the response of an 

individual neuron to visual stimuli. Each convolutional neuron processes 

data only for its receptive field. Convolutional layers take several feature 

maps as input and using convolution with the filter weights Ὧ ὼ Ὧ acquired 

from the training process they produce feature maps as output. For filters 

larger than ρ ὼ ρ, border effects reduce the output dimensions. To avoid 

this effect, the input image is typically padded with zeros on each side thus 

reducing the output dimensions. 

¶ Activation Layer applies a non-linear activation function to each input 

pixel. The most popular activation function is the Rectified Linear Unit 

(ReLU) which computes Ὢὼ ÍÁØ πȟØ and clips all negative elements 

to zero. Other networks use sigmoidal functions such as Ὢὼ ρȾρ

Ὡ  or Ὢὼ ÔÁÎÈ ὼ.  

¶ Pooling Layer combines the outputs of neuron clusters at one layer into a 

single neuron in the next layer by summarizing multiple input pixels into 

one output pixel. For example, max pooling uses the maximum value from 

each of a cluster of neurons at the prior layer. Another example is average 

pooling, which uses the average value from each of a cluster of neurons at 

the prior layer. They are usually applied to a patch of ςὼς or σὼσ input 

pixels, but can also be applied as global pooling to the whole input image. 

¶ Fully Connected Layer connects every neuron in one layer to every neuron 

in another layer. Each output value of a Fully Connected layer looks at 

every value in the input layer, multiplies them all by the corresponding 
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weight it has for that input index, and sums the results to get its output. 

They can be visualized as one dimensional and perform the high level 

reasoning in the neural network. 

¶ Dropout Layer is a popular method to combat overfitting in large CNNs. 

These layers randomly drop a selectable percentage of their connections 

during training which prevents the network from learning very precise 

mappings and forces some abstraction and redundancy into the weights. 

¶ Softmax Layer are often used in the final layer of a neural network-based 

classifier. It converts the raw class scores ᾀ into class probabilities ὖ 

according to ὖ  ὩȾВ Ὡ , which result in a vector P that sums to 1. 

¶ Transformer-Encoder Layer is found in Transformer models, for example 

in Vision Transformers (ViT) models which are used in computer vision. 

This layer is responsible for capturing the spatial relationships and 

dependencies between different parts of the image. It uses self-attention 

mechanisms to focus on relevant image regions and extract meaningful 

features. The Transformer encoder layer plays a crucial role in processing 

the input image and producing high-level representations that can be 

further utilized for classification or other tasks. 

 

Training a Neural Network  involves the learning of its parameters through a process of 

optimization. By defining a loss function and employing the backpropagation algorithm, 

the network can discover the optimal weights. The commonly used approach is 

supervised training, which requires a set of labeled examples. Initially, the network 

begins with small or random weights, and each example is repeatedly fed through the 

network to improve performance (feed-forward pass). Training is considered complete 

when the network achieves the desired performance on the training data. The 

backpropagation algorithm calculates the loss between the current network output and the 

ground truth, then propagates the error backward through the network to compute weight 

updates (backward-pass). The objective of the learning process is to minimize this loss by 

adjusting the training weights. The learning rate determines the magnitude of these 

updates. An example of a basic optimization algorithm called Stochastic Gradient 

Descent is provided below. It utilizes a subset of examples to compute the parameter 

gradients relative to the loss function. 

— — ‗Ͻɳ ὒὪ ὼȟώ  

The convergence of this algorithm lacks formal proof, but in practice, it often converges 

to good local minima, even with random parameter initialization. One reason for this 

could be the stochastic nature of the algorithm, which enables it to optimize various loss 

functions and escape unfavorable minima. Another reason could be that many local 

minima are nearly as accurate as the global minimum. Ongoing research continues to 

explore these questions. 
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Image Classification Once training is complete, the neural network is prepared for image 

recognition on new data, which is accomplished through the process of inference. In this 

context, the objective is to compute the network's output. The image's colors are 

represented as RGB values, which range from 0 to 255 and combine red, green, and blue 

components. Computers can extract the RGB value of each pixel and organize the results 

into an array for interpretation, which is then fed through all the network layers. The input 

image is then scanned for features using small filters. Feature extraction begins with the 

input image, where each pixel serves as input for neurons grouped into features. The 

neurons in the feature maps are arranged in two-dimensional grids. 

 

 
Figure 2-3. Left: Illustration of data inside a CNN Layer (left ). The ╬▐░▪ input feature maps are 

transformed into ╬▐▫◊◄ output feature maps by applying ╬▐░▪ ● ╬▐▫◊◄ filter kernels of size  ▓ ● ▓. 

Right: Illustration of a 2D convolution between 3x3 kernel and an input feature map by sliding 

the kernel over the input pixels and performing MAC operations at each pixel position. 

 

The input enters alternating layers of convolution, pooling and others. Numerous 

hidden layers can be involved where data is fed through. After passing all layers, the 

network produces a final vector with a possibility ὖ for each category of our model. 

 
Figure 2-4. The organization of multiple layers of neurons.  



16         2.1  Computer Vision and Neural Networks 

 
2.1.3 The Challenges of Neural Network Inference 

 

Neural networks can address intricate problems across various domains, such as computer 

vision or natural language processing as we already mentioned. Nonetheless, these 

approaches encounter challenges and constraints that impede their complete potential and 

widespread application. Below, we summarize the main existing challenges and 

limitations associated with neural networks inference.  

1. Computational Complexity: Neural networks can be computationally intensive, 

especially deep neural networks with a large number of layers and parameters. 

Inference requires performing extensive matrix multiplication operations and 

activation function evaluations, which can be time-consuming and resource-

intensive, particularly on devices with limited computational power. 

2. Memory Requirements: Neural networks often require significant memory to store 

the model parameters and intermediate activations during inference. This can be 

problematic on resource-constrained devices, such as mobile phones or embedded 

systems, where memory capacity is limited. 

3. Energy Efficiency: Inference on power-limited devices, such as mobile devices or 

edge devices, requires careful optimization for energy efficiency. Running 

complex neural networks can quickly drain the device's battery. Therefore, 

minimizing the energy consumption of the inference process is crucial for real-

world deployment. 

4. Latency: Many applications demand low-latency predictions. However, neural 

network inference can introduce delays due to the computational requirements 

involved. Reducing the inference time to achieve near-instantaneous predictions is 

a significant challenge, especially when dealing with large and complex models. 

5. Model Size: Deep neural networks can be quite large in terms of the number of 

parameters they possess. This poses challenges in terms of storage, transmission, 

and memory requirements during inference. Reducing the model size without 

significant loss in accuracy is a research area of ongoing interest. 

6. Edge Deployment: Deploying neural networks on edge devices, such as 

smartphones, IoT devices, or embedded systems, presents unique challenges. 

These devices typically have limited computational resources, power constraints, 

and intermittent connectivity. Efficiently adapting neural networks to operate 

effectively under such constraints is essential for edge deployment. 

7. Privacy and Security: Neural networks trained on sensitive data can raise concerns 

regarding privacy and security during inference. Protecting the privacy of user 

data and preventing malicious attacks, such as adversarial examples or model 

stealing, are significant challenges that need to be addressed. 
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2.2 Hardware Acceleration for AI 

In this section, we will explore the role and significance of leveraging specialized 

hardware for accelerating AI computations, such as neural network inference. In 

summary, we will focus on the following key aspects: 

¶ What is AI Acceleration and why we need it: We will provide an overview of 

hardware acceleration and its relevance in the context of AI. This will involve 

discussing the need for dedicated hardware to enhance the computational 

efficiency and performance of AI algorithms. 

¶ Types of Hardware Accelerators: We will explore various types of hardware 

accelerators commonly employed for AI tasks. This includes Central Processing 

Units (CPUs), Graphics Processing Units (GPUs), Field-Programmable Gate 

Arrays (FPGAs) and Application-Specific Integrated Circuits (ASICs). We will 

examine their architectural characteristics, advantages, and limitations. 

¶ Case Studies and Challenges: To illustrate the effectiveness of hardware 

acceleration, we will present real-world case studies showcasing hardware 

acceleration in AI. We will analyze the performance improvements achieved by 

utilizing hardware accelerators and compare them with traditional computing 

platforms. Also, we identify the challenges and limitations regarding current 

implementations. 

 

 

 

2.2.1 What is AI  Acceleration and why we need it  

 

Hardware acceleration in the context of AI refers to a specialized hardware device or 

computer system designed explicitly to enhance the performance of artificial intelligence 

(AI) and machine learning (ML) applications. It targets tasks involving artificial neural 

networks, machine vision, and other data-intensive or sensor-driven applications. These 

accelerators often adopt many-core designs and prioritize low-precision arithmetic, novel 

dataflow architectures, and in-memory computing capabilities. Notably, as of 2018, AI 

integrated circuit chips typically consist of billions of MOSFET transistors [12]. Within 

this category, various vendor-specific terms exist to describe these devices, highlighting 

an emerging technology landscape with no prevailing design standard. 

 

To understand the parallelization of MAC (Multiply-Accumulate) operations in most 

accelerators, which are common in neural network computations, Figure 2-5 presents an 
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illustration of a generic accelerator architecture. In this architecture, weights and inputs, 

which can be inputs to the network or activation outputs from a previous layer, traverse 

through a grid of processing elements (PEs) in a synchronized manner.  

 

 
 

Figure 2-5. Graph diagram of a single neuron in a traditional neural network. [13] 

 

Specifically focusing on the fully connected (FC) layer in an artificial neural network 

(ANN), each neuron is represented by a row (or column, depending on the 

implementation) in this grid. The fundamental building block of most AI accelerators is 

the systolic array, which comprises simple arithmetic logical units (ALUs) integrated 

within each PE. The arrangement and utilization of buffers (such as input, weight, and 

output buffers seen in Figure 2-6) may differ among accelerators, but the underlying 

principle remains consistent: input data and weights are loaded into their respective 

buffers and propagate through the systolic array. The array performs multiplication 

operations and accumulates the results, either within the PEs themselves or at the end of a 

lane of PEs, depending on the employed dataflow technique. 
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Figure 2-6. Typical architecture of an ANN accelerator. Each PE has a local memory attached to 

them (gray box) for storing partial sums. The structure of PEs varies depending on the dataflow. 

[13] 

 

The need for AI advancement To answer the question of why we need acceleration we 

can observe Figure 2-7 below. It illustrates the progression since the introduction of 

AlexNet [9] in 2012, which was evaluated in the ImageNet-1k dataset for a 1000-class 

ImageNet Large-Scale Visual Recognition Competition. The research community has 

since focused on designing more accurate but complex networks [14]. This progress has 

been facilitated by the availability of fast hardware devices such as GPUs that can do 

efficient AI computations and can handle the extensive memory bandwidth and 

computational demands of large-scale DNNs. As a result, DNN architectures have 

evolved to become wider and deeper, with models comprising hundreds of layers and 

billions of parameters [15]. However, this poses a challenge when deploying DNNs on 

resource-constrained edge devices (e.g., phones, embedded devices, robots) with limited 

hardware resources such as memory, bandwidth, and energy. Consequently, there is an 

urgent need to develop efficient methods for deploying and accelerating DNNs on such 

devices without compromising their performance. Thus, AI acceleration is needed both 

for the advancement of new novel AI models but also for the deployment and efficient 

execution on devices with limited resources as we will discuss in the next paragraph. 
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Figure 2-7. Ball chart reporting the Top -1 ImageNet accuracy vs. computational complexity. The 

size of each ball corresponds to the modelôs parameters. (Reprinted from [14]) 

 

The need for energy efficiency and performance As the size of AI models increases, 

the number of memory access operations required also grows. Comparatively, 

computation operations like matrix-matrix and matrix-vector computations are 

significantly more energy-efficient than memory access operations. When considering the 

energy consumption of read access from memory versus addition and multiplication 

operations [16], it becomes evident that memory access requires several orders of 

magnitude more energy than computation operations. Due to the inability of large 

networks to fit into on-chip storage, the frequency of energy-intensive DRAM accesses 

increases significantly. In contrast, AI accelerators can incorporate specific design 

elements aimed at reducing the frequency of memory access, providing larger on-chip 

cache, and integrating dedicated hardware features to enhance matrix-matrix 

computations. By virtue of being purpose-built devices, AI accelerators are more specific 

to the algorithms they execute, allowing them to leverage their dedicated features more 

efficiently compared to general-purpose processors. 
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Figure 2-8. Energy metrics for 45nm CMOS process with each type of operation. [16] 

 

Analyzing the provided data, we observe that the energy consumption per neural network 

connection is predominantly influenced by memory access. The energy required varies, 

ranging from 5pJ for 32-bit coefficients stored in on-chip SRAM to 640pJ for 32-bit 

coefficients stored in off-chip DRAM. However, due to the limited capacity of on-chip 

storage, large networks cannot be accommodated and therefore need more expensive 

DRAM accesses. To illustrate the magnitude of this energy demand, let's consider the 

scenario of running a 10 billion connection neural network. The calculation results in 

ρπὋϽφτπὴὐ  φȢτὡ. This might seem low but we are not taking into account the large 

number of computations which in total will often surpass the power limitations of a 

typical mobile device. Consequently, accommodating such energy-intensive DRAM 

access becomes impractical within the power envelope of common mobile devices. AI 

accelerators need to address these issues while also providing high parallelism. The need 

for real-world low-latency results becomes apparent, thus such hardware devices must 

operate at high energy efficiency and surpass at the same time the performance of generic 

hardware such as CPUs. 

 

 

2.2.2 Tools and Technologies 

 

Commonly, AI accelerators are coprocessors. Their purpose is to take AI-related 

workloads from the central processor to improve the efficiency of the overall system. 

Examples of these workloads include machine learning, deep learning, image processing, 

and natural language processing, among others. Their purpose and advantages also rest on 

the purpose and advantages of hardware accelerators. However, there is not a single type 

of accelerator and there are several reasons why we have multiple technologies today: 

¶ The field of AI is constantly evolving, and new algorithms and applications are 

being developed all the time. This means that there is no single "best" AI 

accelerator for all purposes. Different devices are better suited for different tasks, 

and the best choice for a particular application will depend on a number of factors, 
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such as the size and complexity of the model, the desired accuracy, and the power 

and thermal constraints of the system. 

¶ The different characteristics of AI acceleration devices are a result of the different 

ways in which they are designed and implemented. Some devices, such as GPUs, 

are designed for general-purpose computing and can be used for a variety of tasks, 

including AI. Other devices, such as ASICs and FPGAs, are specifically designed 

for AI and can achieve higher performance for certain types of workloads. 

¶ The diversity of AI acceleration devices is beneficial to the community, as it gives 

developers a choice of different options to meet their specific needs. This diversity 

is also likely to continue to grow as the field of AI continues to evolve. 

In this subsection, we will analyze the most important hardware devices designed for AI 

computations along with the tools they can be programmed. Most of these architectures 

were used throughout the experiments of this dissertation.  

 

CPU-based accelerators 

While accelerators, which are mentioned next, excel in parallel processing of large-scale 

data, in the 2000s specific CPU components were designed, driven by video and gaming 

workloads. CPUs started to support vectorized instructions, such as SIMD (Single 

Instruction, Multiple Data) extensions like Intel's AVX and ARM's Neon. These 

instructions enable CPUs to perform parallel operations on multiple data elements 

simultaneously. With suitable optimizations, CPUs can achieve reasonable performance 

gains in certain AI workloads as well, especially when the computational demands are not 

highly parallelizable. CPUs are very efficient for DNNs with small or medium-scale 

parallelism, for sparse DNNs and in low-batch-size scenarios. Itôs worth noting also that 

the kind of AI acceleration we are referring to regarding CPU-based approaches is 

typically inference. One other reason that CPU accelerators might be preferred is the host-

device latency which is more prominent in the other devices. Many CPU vendors provide 

specific low level instructions to take advantage of the CPU parallelism. For instance, 

Intel leverages Advanced Vector Extensions 512 (Intel® AVX-512) and several more AI 

specific extensions such as DL Boost Vector Neural Network Instructions (VNNI), which 

consolidates three instructions into one. In general, these optimization strategies 

maximize the utilization of compute resources, improve cache utilization, and avoid 

potential bandwidth limitations, resulting in a significant performance boost.  

To conclude, CPU acceleration is based on SIMD acceleration which is applied when the 

same value is being added to (or subtracted from) a large number of data points. This 

utilization of SIMD instructions allows for efficient parallel processing and can greatly 

enhance the performance of algorithms that exhibit data parallelism. However, it is 

important to note that not all algorithms can easily benefit from SIMD, as certain tasks 
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with complex flow control may pose challenges for vectorization. Nevertheless, 

advancements in research and manual implementation techniques are paving the way for 

better support and automatic vectorization in compilers, ensuring that the potential of 

SIMD acceleration can be harnessed more effectively in a wider range of applications. 

Below, we summarize the advantages/disadvantages of using CPUs for AI acceleration: 

 CPU advantages   :  

Å   They are more suitable for small data or small AI models as they provide ultra- 

     low latency in these scenarios.  

Å   They eliminate the host to device data transfer time because the data is always 

     near the computation in contrast with other accelerators.  

Å   They are affordable and widely available. This enables the use of AI  

      acceleration more easily applicable without requiring additional resources. 

 CPU disadvantages   :  

Å   Some algorithms are not easily adaptable for vectorization. Additional 

     complexity may arise in order to avoid data dependencies as data independence 

     is a requirement for vectorization. 

Å   Often the implementation of algorithms using SIMD instructions typically  

     involves manual effort, as most compilers do not generate SIMD instructions 

     automatically from typical C programs. For example, gathering data into SIMD 

     registers and scattering it to the correct destination locations is tricky. 

Å   Different architectures provide different register sizes (e.g. 64, 128, 256 and  

     512 bits) and instruction sets, meaning that programmers must provide multiple 

     implementations of vectorized code to operate optimally on any given CPU.     

Å   CPU acceleration is not suitable for medium to large workloads as they cannot 

     provide the massive parallelism other devices can. 

 

 

GPU-based accelerators  

A GPU is a computational processor that executes rapid calculations for image and 

graphic rendering purposes. GPUs leverage parallel processing techniques to accelerate 

their operations. In fact, some of the high end GPUs have a higher transistor count than 

the average CPU. The principle behind their operation is breaking down tasks into smaller 

segments and distributing them among numerous processor cores, often reaching 

hundreds or thousands of cores, operating within the same GPU. Historically, GPUs 

primarily handled the rendering of 2D and 3D images, videos, and animations but now 

they include a broader array of applications, include DL and big data analytics. 

The very large number of cores or threads these devices have often translates to a very 

high parallelism which is particularly beneficial for AI tasks that involve complex 
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mathematical operations, such as deep learning algorithms. For example, matrix 

multiplication in neural network training or inference is common and GPUs can do this 

kind of operation very efficiently. Furthermore, they often have a dedicated video 

random-access memory (VRAM). The nature of the applications GPUs usually execute 

require substantial memory bandwidth. Thus, VRAM is a very important component and 

needs to be physically near the computations to provide data with high throughput to the 

processing cores of the device. Besides its computational capabilities, a GPU employs 

specialized programming to facilitate data analysis and utilization. Nvidia dominates the 

GPU AI market, thus the following analysis will focus on this type of architecture. 

 

Figure 2-9. Nvidia Ampere SM block diagram [17] 

GPU Microarchitecture ð The fundamental unit in Nvidia GPUs is the Streaming 

Multiprocessor, or SM. It comprises multiple compute engines positioned together, 

operating in parallel while awaiting tasks to be assigned to them (Figure 2-9). SMs are 

responsible for executing the instructions and performing computations such as floating-

point arithmetic, matrix operations, texture mapping, and others. Concerning the memory 

access, GPUs fetch data from the memory hierarchy based on the instructions and store 

the results back into the appropriate memory locations. Below, are the main memory 

locations, each with distinct purpose and varying performance characteristics. 

¶ Local registers per thread. 

¶ A parallel data cache or shared memory that is shared by all the threads. 

¶ A read-only constant cache that is shared by all the threads. 
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¶ A read-only texture cache that is shared by all the processors. 

¶ A local cached memory like registers. 

Also, a very important component in GPUs is Tensor Cores, the heart of Deep Learning 

processing. These cores are specialized hardware units found in almost any GPU today 

designed to accelerate matrix and tensor operations, which are fundamental to deep 

learning and other compute-intensive workloads. They perform matrix multiplications 

using lower-precision data types instead of the typical floating point 32bit datatype (i.e., 

FP16, INT8, INT4) which significantly speeds up computation due to reduced memory 

bandwidth requirements and increased parallelism. Developers also can easily utilize 

tensor cores using specialized programming interfaces like Nvidia's CUDA and software 

libraries such as cuBLAS and cuDNN or even more automated end-to-end tools for DNN 

inference such as TensortRT [18]. The combination of lower precision with the utilization 

of tensor cores has immensely enhanced the value of low precision in inference tasks as 

well as training.  

 

Figure 2-10. Matrix processing operations on Nvidia Tensor Cores. [19] 

With each generation of GPU microarchitecture, new techniques have been introduced to 

enhance the performance of Tensor Core operations. These advancements have expanded 

their functionalities, enabling them to handle a wider range of numerical formats. For 

example, Tensor Cores available on Nvidia Volta and Turing GPUs operate on FP16 

inputs in order to provide great speedup when performing convolutions or matrix multiply 

operations (Figure 2-10. Matrix processing operations on Nvidia Tensor Cores. Figure 

2-10). Newer architectures such as Nvidia Hopper provide a novel 8-bit floating point 

format. FP8 reduces deviations from established IEEE 754 floating-point formats with a 

good balance between hardware and software to leverage existing implementations and 

enhance developer productivity. While these reduced precision formats can offer 

improved performance, it is important to note that not all operations should be executed 

using these data formats due to their limited dynamic range, which may lead to potential 

overflows.  
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Many Deep Learning frameworks such as Tensorflow [20] or PyTorch [21] provide GPU 

support inherently. The integration with GPUs is seamless, allowing users to leverage the 

computational power of GPUs for accelerated deep learning tasks. These ecosystems 

continuously evolve, providing a rich set of tools, pre-trained models and libraries 

advancing the AI development with their compute capabilities. Below, we summarize the 

most important GPU advantages and disadvantages when considering AI acceleration. 

Besides the great support and ecosystem of GPUs, it's important to carefully assess the 

specific requirements of each application and workload to determine whether utilizing 

GPUs will provide the desired benefits and outweigh any potential disadvantages. 

GPU advantages   :  

Å   They offer high parallel processing power allowing them to perform multiple 

     computations simultaneously. 

Å   They have become the go-to hardware for training and deploying deep learning  

     models and Nvidia ecosystem is already across various domains and industries. 

Å    Their price-to-performance ratio makes them attractive for tasks requiring 

      massive parallelism. 

Å    They can be easily scaled by adding multiple GPUs to a system, allowing for  

      increased performance and computational capabilities. 

 GPU disadvantages   :  

Å   They have increased power consumption which results in higher electricity  

     costs and may require additional cooling measures. 

Å   They excel at executing a single task on a massive scale but are not well-suited 

     for general-purpose computing tasks or real-time serial tasks. 

Å   They are currently more costly than CPUs especially compared  

     with large-scale GPU systems which can reach significantly high price points. 

 
 

FPGA-based accelerators 

A Field-Programmable Gate Array (FPGA) is an integrated circuit that can be configured 

after manufacturing. The configuration is typically specified using a hardware description 

language (HDL) or higher abstraction languages such as High Level Synthesis (HLS). 

FPGAs consist of an array of programmable logic blocks and reconfigurable 

interconnects, enabling the connection of these blocks (Figure 2-11). The logic blocks can 

be set up to perform complex combinational functions or act as simple logic gates like 

AND and XOR. Many FPGAs also include memory elements within the logic blocks, 

ranging from basic flip-flops to more comprehensive memory units. This reconfigurable 

nature allows FPGAs to be reprogrammed to implement different logic functions, 

enabling flexible and adaptable computing akin to software programming. 
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Figure 2-11. Internal structure of Xilinx FPGA  [22] 

More specifically, FPGAs, beyond being a mere array of gates, possess a sophisticated 

network of interconnected digital subcircuits, designed with precision to efficiently 

execute common functions and provide high flexibility.  FPGAs mainly have 3 parts: 

¶ Configurable Logic Blocks ð At the heart of an FPGA's programmable-logic 

capabilities lies a collection of configurable logic blocks (CLBs) that implement 

logic functions. 

¶ Programmable Interconnects ð The CLBs within the FPGA need communication 

with each other achieved through a matrix of programmable interconnects. 

¶ Programmable I/O Blocks ð In order to connect with external circuitry FPGAs 

have programmable I/O blocks. 

FPGA programming ð FPGA programming involves utilizing an HDL to tailor circuits 

based on desired device capabilities. Unlike programming a GPU or CPU in a sequential 

manner, the process entails creating circuits and physically modifying the hardware to 

suit specific requirements. This process bears similarities to software programming, as the 

code which is written is converted into a binary file and loaded onto the FPGA. However, 

the distinction lies in the HDL's ability to perform physical changes to the hardware, 

rather than merely optimizing the device for software execution. 

Unified software platforms enable software developers to utilize their preferred languages 

to program FPGAs from Xilinx or Intel without extensive knowledge of HDLs. These 

platforms work by translating higher-level languages into lower-level ones, allowing 

FPGAs to execute the desired functions. Languages compatible with unified software 

platforms for FPGA programming include: 
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¶ C and C++: High-level synthesis (HLS) now enables C-based languages for 

FPGA design. The Vivado HLS compiler from AMD-Xilinx provides a 

programming environment that optimizes C and C++ programs, allowing software 

engineers to optimize code using specific directives or ñpragmasò. 

¶ Python: Designers can use the Python language and libraries to create high-

performance applications and program FPGAs. For example, Xilinx PYNQ, an 

open-source project from AMD simplifies FPGA usage on Xilinx platforms. 

¶ AI development frameworks: AI scientists can use FPGAs without hardware 

knowledge. For example, with Vitis AI [23] engineers can directly apply their 

trained deep learning models from TensorFlow or Pytorch and compile them for 

FPGA acceleration. This eliminates the need for low-level hardware programming 

and achieves fast compilation times, similar to the software experience of CPUs. 

 

Figure 2-12. Xilinx  AI Development stack 

In Figure 2-12, the whole Xilinx Development stack is shown. As already mentioned, 

engineers can use high level tools such as Vitis for synthesizing a C/C++ function into 

RTL. This high-level code represents the desired functionality of the hardware module 

that is going to be implemented. For optimization,  HLS tools offer various optimization 

options to fine-tune the code for better results. The generated RTL code is then subjected 

to the synthesis process and then transformed into a gate-level representation, specifying 

the actual logic gates and interconnections that make up the hardware design. Once 

synthesis is complete, the tool performs the place-and-route process. During this step, the 

gate-level netlist is mapped onto the FPGA's physical resources, such as lookup tables, 

flip -flops, and interconnects. After this process, the FPGA bitstream is generated. The 

bitstream contains the configuration data required to program the FPGA, defining the 

connections and functionality of the hardware module. 



Chapter 2.  Background and Literature Review      29 

 
Additionally, AI engineers can take advantage of AI development stacks from FPGA 

companies such as Xilinx Vitis AI. Vitis AI fully supports AI inference algorithms to be 

accelerated in both edge and cloud environments. At the core of the Vitis AI stack lies the 

Xilinx Deep Learning Processor Unit (DPU), a programmable logic-based unit optimized 

for implementing Convolutional Neural Networks (as depicted in Figure 2-12). The DPU 

takes advantage of the parallel nature of the FPGA's programmable logic to perform fast 

and efficient computations required for neural network inference. The process of using 

Vitis AI and DPUs typically involves 1) optimization, an optional process to reduce the 

overall computational complexity of the model,  2) quantization, where the model is 

quantized to a lower bit precision, 3) compilation, where the DPU is configured to 

execute the specific model and the FPGA is programmed with the DPU's bitstream. 

Below, we summarize the main advantages and disadvantages of using FPGAs for AI: 

FPGA advantages   :  

Å   They are known for their power efficiency, as they can be optimized to 

     execute to reduce energy consumption compared to general-purpose hardware 

Å   They can achieve extremely low latency in processing data, making them  

     ideal for real-time AI applications where quick responses are critical. 

Å   They have high flexibility allowing them to fit to specific AI workloads  

FPGA disadvantages   :  

Å   The development and programming require specialized hardware engineering 

     skills, effort and time from the engineer perspective.  

Å   At the same performance level, FPGAs are generally more expensive than   

      GPUs, and the cost of hiring or training FPGA is significant. 

Å   They have limited on-chip resources, such as logic cells and memory blocks, 

     thus complex AI models often cannot fit in the resources of a single device. 

Å   The ecosystem is not as mature as the ecosystem for CPUs and GPUs. 

 

 

ASIC-based accelerators 
 

An Application Specific Integrated Circuit (ASIs) is an integrated circuit (IC) chip 

customized for a particular use, for example AI model acceleration. They typically 

contain a systolic array which is composed of a large network of basic computing nodes, 

which can be either hardwired or software configured for specific applications. These 

nodes are usually fixed and identical, while the interconnect between them is 

programmable. Unlike the conventional Von Neumann architecture, where program 

execution follows a sequence of instructions stored in common memory, addressed and 

sequenced under the CPU's program counter (PC), individual nodes within a systolic 

array are triggered by the arrival of new data and process the data in a consistent manner. 
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Due to its ability to handle multiple data streams through data counters, the systolic array 

supports data parallelism. This enables the systolic array to efficiently process multiple 

data streams simultaneously. 

 

There are many devices developed by various companies and organizations that are 

classified as ASIC AI accelerators. The most popular as of today is Google TPU (Tensor 

Processing Unit) [24] which shares many common characteristics with many accelerators 

of the same category. Google developed its custom ASIC AI accelerator, the TPU, to 

accelerate machine learning workloads, particularly neural network inference ( 

Figure 2-13). TPUs are extensively used within Google's data centers to accelerate 

various AI applications. They incorporate specialized features like the matrix multiply 

unit (MXU), which optimizes complex matrix operations, and utilize optical circuit 

switch (OCS) technology to achieve high-bandwidth memory (HBM). These TPUs can be 

seamlessly grouped into clusters known as Pods, enabling scalable and accelerated 

machine learning training and inference. Developers leverage cloud as well as edge TPUs 

to benefit from high performance, seamless development processes, and cost efficiency. 

 

 
 

Figure 2-13. Google's TPU architecture and operation 

TPUs, just like many AI accelerators, primarily focus on matrix processing combining 

multiply and accumulate operations. They consist of numerous multiply-accumulators 

directly interconnected to create a large physical matrix, utilizing a systolic array 

architecture as shown in Figure 2-13. For example, in the case of Cloud TPU v3, two 

systolic arrays with 128 x 128 ALUs each are present on a single processor. The TPU's 

operation involves a stream of data into an infeed queue, where data is loaded into HBM 

memory. After computation, the results are placed into an outfeed queue. The TPU host 

then retrieves and stores the results in its memory. For matrix operations, the TPU fetches 

parameters from HBM memory into the Matrix Multiplication Unit (MXU). Similarly, 

data is loaded from HBM memory, and as each multiplication is executed, the result 
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moves to the next multiply-accumulator. The output is the accumulation of all 

multiplication results between data and parameters. This process requires no memory 

access during matrix multiplication, leading to a high computational throughput. 

 

Other ASIC-based AI accelerators utilize different kind of techniques to improve the 

performance. Often, the multiplier circuit reduces its area and power consumption by 

discarding certain partial products used in computing the final result [25]. These circuits 

trade off precision and circuit complexity to enhance speed and power efficiency. This 

approach is often referred to as the approximate computing paradigm, which allows for 

design approximations with an acceptable loss of accuracy. In AI, many deep learning 

models and algorithms can tolerate some loss of precision without significantly affecting 

the final output or model accuracy. Thus, custom-designed hardware chips often integrate 

these kinds of optimizations to efficiently perform neural network operations.  

Through specialized design ASIC-based accelerators have achieved remarkable levels of 

performance and energy efficiency. As the demand for AI accelerators grows, many 

companies are investing in custom ASIC development to gain a competitive edge in the 

AI market. This has led to a surge in the number of startups and established tech 

companies specializing in AI accelerator chips, contributing to a vibrant ecosystem of AI 

hardware innovation [26, 27, 28]. However, these devices have both pros and cons: 

ASIC advantages   :  

Å   They are often designed specifically for tensor operations, resulting in faster 

     training and inference times for DNNs compared to other accelerators. 

Å   Due to their specialized design, ASICs are very energy-efficient. 

Å   ASIC-based accelerators such as TPUs can scale efficiently to handle large- 

     scale AI workloads and models. 

ASIC disadvantages   :  

Å   The design process can be time consuming and the development cost high. 

Å   They have limited reusability as the AI landscape changes significantly fast. 

 

 

2.2.3 The Role of Approximate Computing  

 

The failure of Dennard scaling resulted in the emergence of the "dark silicon problem" 

[29], compelling computer designers to explore innovative approaches to maintain and 

enhance the efficiency of computing systems. Within the field of computing, several 

groundbreaking paradigms emerged, and over the past decade, one of the most 

remarkable developments has been in Approximate Computing (AxC) research. 

Approximate computing involves techniques that leverage the inherent error resilience of 

various applications to achieve enhanced efficiency in terms of energy and performance 
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at all levels of the computing stack. AI applications offer many opportunities for the 

implementation of AxC techniques due to several factors: 

 

¶ Inherent Error Resilience: Many AI tasks often involve handling large datasets 

and complex models. These tasks exhibit a level of inherent error resilience, 

meaning that small deviations in computation or approximations may not 

significantly affect the overall quality of the results.  

¶ Function Approximation: AI tasks frequently involve approximating complex 

functions to model patterns and relationships within data. AxC techniques can be 

applied to these approximations, optimizing the trade-off between accuracy and 

computational resources. 

¶ Computational Intensity of AI: AI applications, especially deep learning models, 

can be computationally intensive, requiring substantial resources for inference and 

training. AxC techniques can significantly reduce these computational demands 

without compromising the quality of the results, making AI applications more 

efficient and cost-effective. 

¶ Parallelism and Hardware Acceleration: AI workloads often lend themselves well 

to parallel processing and hardware acceleration. In specific parallel computing 

systems and specialized hardware [24] AxC techniques can be efficiently 

implemented, further enhancing their benefits in terms of performance or energy. 

¶ Real-time and Embedded Systems: In certain AI applications, such as those in 

real-time or embedded systems, power and resource constraints are critical 

considerations. AxC techniques can address these limitations. 

¶ Emergence of Low-Precision Hardware: AxC aligns well with the trend of 

developing specialized low-precision hardware for AI. AxC necessitates low-

precision hardware to fully realize its potential, leading to the creation of such 

hardware that leveraged AxC for improved performance and energy efficiency. 

¶ Trade-off Flexibility: AxC was developed to manage the complex trade-offs 

between accuracy, performance, energy etc. AxC allows for flexible optimization 

of these parameters, enabling more effective adjustments based on specific needs. 

 

 

Taxonomy of AxC techniques for AI ð In the past decade, there has been a focused 

effort to develop Approximate Computing techniques for AI/ML applications, driven by 

the prospect of achieving significant improvements in performance and computational 

efficiency. These AxC techniques have been explored across the entire computing stack, 

ranging from algorithms to circuits. Figure 2-14 illustrates a taxonomy of various 

approximate computing techniques targeting AI/ML applications. Notably, the most 

successful techniques are inherently cross-layered, wherein multiple layers of the 

compute stack are jointly designed to maximize the benefits of approximations while 

minimizing their impact on the quality of the final output of the applications.  
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Figure 2-14. Taxonomy of Approximate Computing techniques 

 

Delving into Figure 2-14, we can observe that there are several optimizations that can be 

applied on the algorithm level. Most techniques concern the reduction of the 

computations or memory of the model with the most popular being pruning or 

quantization. Also, at the architectural level, hardware accelerators for AI/ML typically 

consist of arrays of processing elements. AxC techniques leverage these processing 

elements to perform neural network operations more efficiently, optimizing both 

performance and energy consumption. Last but not least, circuits play a crucial role in the 

implementation of approximate computing systems. Previous techniques such as 

quantization heavily rely on efficient approximate circuit design to achieve maximum 

benefits. These types of approximations are usually categorized as i) logic 

approximations, which involve making slight modifications to the logic functionality of a 

circuit, and ii) timing approximations, where the circuit is designed and operated at an 

over-scaled voltage-frequency point. 

 

 

2.2.4 Review of Relevant Studies and Research in the field 

 

This subsection aims to offer a comprehensive review of the most influential architectures 

used for accelerating Deep Learning (DL). It highlights various approaches that support 

DL acceleration, including GPU-based accelerators, FPGA-based accelerators and ASIC-

based accelerators that we introduced in the previous subsection. In this study, we have 

examined the research on DL accelerators over the past years that have influenced the 
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ecosystem of AI hardware innovation. It is important to note that due to the prolific and 

rapidly evolving nature of DL acceleration, we acknowledge that our review may not 

encompass all research works to date. This survey can serve as a connecting point for the 

next chapters which focus on specific aspects of hardware optimization, such as 

reconfigurable hardware and approximate computing. To organize the subsection 

effectively, we have structured it into different categories based on the area of computer 

architecture and hardware design. Within each classification, we have cited research 

papers that were significant for the community but also for our dissertation. Additionally, 

we have selectively chosen the most notable and influential works under approximate 

computing for AI which Chapter 4 centers on. 

 

Our main interest was to mainly investigate the trends in performance over several 

hardware accelerators along with how numerical precision (or other approximation 

techniques) have impacted these trends. In  Figure 2-15, we show a small group of 

accelerators from [30] over the 10-year period plotted against their peak performance for 

one or more precision formats. This plot highlights the substantial performance gains 

achieved over the past decade by supporting lower precision formats. 
 

 

Figure 2-15. Peak performance and fabrication technology vs. release date. [30] 
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Review on GPU accelerators 
 

Various vendors, including Nvidia, AMD and Intel, have ventured into the development 

of GP-GPU architectures, primarily focusing on High-Performance Computing (HPC) 

and, more recently, Artificial Intelligence (AI) computing. Despite their shared hardware 

details, there is a lack of consistency in the terminology employed by these different 

vendors. For instance, while AMD refers to it as "Compute Unit," Nvidia calls it 

"Streaming Multiprocessor," and Intel uses "Compute Slice" or "Execution Unit." 

Furthermore, Nvidia refers to the set of instructions scheduled and executed at each cycle 

as "Warp," while AMD adopts the term "Wavefront," and Intel utilizes "EU-Thread." In 

terms of the execution model, Nvidia employs the "Single Instruction Multiple Thread 

(SIMT)" approach, while both AMD and Intel use "Single Instruction Multiple Data 

(SIMD)". Table 3 presents the primary hardware characteristics of the three most recent 

GP-GPU architectures, namely Nvidia H100 , AMD, and Intel. The comparison includes 

the peak performance in Teraflops related to 32-bit single-precision (SP), 64-bit double-

precision (DP) and half-precision (FP16) along with Thermal Design Power (TDP). 

 

Model (Vendor) H100  

(Nvidia) 

Instinct MI250X  

(AMD)  

Arc 770  

(Intel)  

#physical-cores 132 220 32 

#logical-cores 16896 14080 4096 

Clock (GHz) 1.6 1.7 2.4 

Peak perf. DP (TF) 30 47.9 4.9 

Peak perf. SP (TF) 60 95.8 19.7 

Peak perf. FP16 (TF) 120 383 39.3 

Max Memory (GB) 80 HBM2e 128GB HBM2e 16GB GDDR6 

Mem BW (TB/s) 2.0 3.2 0.56 

TDP Power (Watt) 350 560 225 
 

Table 2-1. Hardware characteristics of recent GPU systems developed by NVIDIA, AMD, and Intel 

 

Nvidia GPUs have established their dominance in the AI market, positioning themselves 

as the prevailing choice for artificial intelligence applications [31]. With their high 

performance and specialized architecture tailored for parallel processing, Nvidia GPUs 

have demonstrated superior capabilities in accelerating deep learning algorithms and 

large-scale neural network training. The extensive support for AI frameworks and 

libraries, such as PyTorch and Tensorflow coupled with advanced software optimizations, 

further makes these GPUs as the go-to solution for AI researchers, data scientists, and 

industries who aim to find seamless solutions for their AI tasks. Considering the above, 

we examine the Nvidia architectures through the years and give a comprehensive review 

on the related work and research, specifically for AI inference applications. 
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Advancements in Nvidia GPU technologies ð Considering each generation of Nvidia 

architecture, some minor differences occurred. Through the years, Nvidia developed more 

efficient architectures and AI-specific circuits to implement efficiently AI algorithms. 

With the Kepler architecture, Nvidia introduced K20, K40, and K80 GPUs. The 

K40 processor offers more global memory than the K20, leading to slight improvements 

in memory bandwidth and floating-point throughput. On the other hand, the K80 features 

two enhanced Kepler GPUs with additional registers and shared memory, along with 

extended GPUBoost capabilities. The peak single-precision performance of the Kepler 

K20 and K40 is approximately 5 Tflops, while the K80's aggregate performance from two 

GPUs reaches around 5.6 Tflops. The peak memory bandwidth is 250 GB/s for the K20X, 

288 GB/s for the K40, and a combined 480 GB/s for the K80. 

Moving to the Pascal architecture, the P100 board was designed to address memory 

challenges with stacked memory technology, integrating High Bandwidth Memory 2 

(HBM2). This resulted in greater bandwidth, more than double the capacity, and higher 

energy efficiency compared to previous generations using off-package GDDR5. The 

P100 achieves peak performances of about 10.5 Tflops in single precision and 5.3 Tflops 

in double precision. The peak memory bandwidth is increased to 732 GB/s. 

The Volta architecture combined High-Performance Computing (HPC) and AI 

capabilities, incorporating Tensor Cores optimized for deep learning and second-

generation NVLink with increased throughput. The Tesla V100 offers 7.5 Tflops of DP 

computing throughput and 900 GB/s peak memory bandwidth, 1.4× and 1.2× 

improvements over Pascal, respectively. 

In the Ampere architecture, Tensor Cores have been significantly enhanced, 

boosting deep learning throughput by 10 times compared to V100. The A100 GPU 

delivers peak performances of 9.7 Tflops in DP and 19.5 Tflops with FP32. 

Finally, the Hopper architecture represents Nvidiaôs latest generation, introducing 

new streaming multiprocessors with advanced features. With Tensor Cores that are 6× 

faster than A100's chip-to-chip, a memory subsystem based on HBM3 modules providing 

nearly a 2× bandwidth increase, and fourth-generation NVLink providing 3× bandwidth 

increase, the Hopper achieves remarkable peak performances of 24 Tflops in DP and 48 

Tflops using FP64 Tensor Core and FP32 operations. The Hopper's H100 SXM5 GPU 

supports 80 GB of fast HBM3 memory, delivering over 3 TB/sec of memory bandwidth, 

effectively doubling the memory bandwidth of the A100. Additionally, the H100 

introduces DPX instructions to accelerate Dynamic Programming algorithms with support 

for advanced fused operands. The PCIe version of H100 provides 80 GB of fast HBM2e 

with over 2 TB/sec of memory bandwidth. 

Itôs worth mentioning that Nvidia has established a list of key technologies to accelerate 

workloads both in edge and cloud domains. Consequently, the availability of this 

computing power and the novel compute capabilities of GPUs targeting AI workloads 

facilitated the advancement of new DNN applications with higher computational needs. 
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Related research on GPUs ð Many research papers utilized GPU accelerators to 

develop or deploy their applications. Specifically, research related to computer vision and 

neural network inference and training started to grow with the influential paper of Alex 

Krizhevsky et al. [9]. It introduced the AlexNet architecture, a deep convolutional neural 

network that achieved a significant breakthrough in image classification accuracy on the 

ImageNet dataset. The use of GPUs was instrumental in accelerating the training of deep 

neural networks. After, several other works introduced new AI models that solved more 

abstract tasks. 

Object detection algorithms such as Faster R-CNN [32] or YOLO [33] proposed 

new model architectures for object detection. They achieved state-of-the-art performance 

in object detection and benefited from GPU acceleration during both training and 

inference. However, real-time inference required efficient processing of the entire image 

in a single pass, which can be computationally challenging for large images and complex 

scenes. As Shi et al. [18] also suggested on the rationale for edge processing, the 

tremendous data generated by IoT nodes creates significant challenges in edge 

applications. In their comprehensive analysis of edge processing applications, they 

advocate the execution of video analytics close to the data source. Nvidia and other GPU 

vendors introduced tensor mixed-precision computing, dynamically adapting calculations 

to decrease latency. Several previous work took advantage of the computing capabilities 

of the tensor cores to efficiently deploy AI algorithms [34] [35] [36] [37]. Tensor cores, 

however, are optimized for typically for 16-bit or 8-bit arithmetic. While this is often 

sufficient for training and inference in deep learning, it can lead to potential issues with 

numerical stability or data format constraints. It also makes balancing accuracy and 

power a difficult task as there is limited support for other precision datatypes in contrast 

with other AI accelerators [38] [39] [40]. 

Another important work of the last years that influenced the AI ecosystem was 

"Attention Is All You Need" (2017) by Vaswani et al [11] with the advent of the novel 

Transformer AI model. The parallelizable nature of the transformer model made it 

suitable for hardware acceleration. This paper inspired efforts to optimize and accelerate 

these operations on specialized hardware but also other AI accelerators, to handle large-

scale language models efficiently. However, it is not trivial to handle the model's massive 

data dependencies and memory bandwidth requirements. Researchers have addressed 

these challenges through techniques like quantization, sparsity, and model distillation [41] 

[42] [43] but this remains an open issue. 
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Review on FPGA accelerators 
 

FPGA-based acceleration, especially for neural network inference, has emerged as a 

compelling area of research, presenting a promising alternative to GPUs in terms of speed 

and energy efficiency. Researchers have been developing specialized hardware designs to 

unlock the full potential of FPGA as a viable solution. Numerous FPGA-based 

accelerator concepts have been proposed, incorporating both software and hardware 

optimization techniques to achieve impressive levels of speed and energy efficiency. A 

comprehensive investigation spanning from software to hardware, and from circuit to 

system levels, has been conducted to provide a holistic analysis of FPGA-based neural 

network inference accelerator designs. This study serves as a valuable reference and 

guide for future research but also for comparison with the use-cases of the next chapters 

which focus on reconfigurable computing. 

 

According to market share research, AMD-Xilinx holds the dominant position as the 

largest FPGA manufacturer with 3.06 billion in revenue as reported in the 2019 annual 

reports. Following Xilinx is Intel, with 1.987 billion in revenue in the same year. Apart 

from these major players in the FPGA market, there are also other FPGA manufacturers 

such as Lattice Semiconductor and Archonix Semiconductor. Among the leading 

companies, Xilinx, Intel, offer high-performance FPGA platforms that include the ARM 

CPU processor but also PCI compatible cards that attach to servers. Intel focuses on GPU 

and machine learning processor examples, with their VPU primarily targeting image 

processing. Table 2-2 shows a summary of FPGA hardware platforms.  Itôs worth noting 

that Xilinx offers a wide range of devices spanning from edge to cloud and hence, this 

paragraph will primarily focus on examining Xilinx's technologies in this context. 

 

FPGA Series Company DSP 

Slices 

Description 

Agilex AGF027 Intel 8528 Quad core ARM Cortex-A53, PCIe Gen5 

Stratix 10 DX 2800 Intel 5760 Quad-core ARM Cortex-A53 HPS, HBM2 

16G, Intel Optane DC  

Stratix 10 GX 2800 Intel 3456 DDR4 

Arria 10  GT1150 Intel 1518 DDR4 

Virtex 

UltraScale+ 

VU19P Xillinx  3840 DDR4, server Class DIMM 

Zynq UltraScale+ ZU7EV Xillinx  1728 Quad-Core ARM Cortex-A53 MP Core, 

Dual-core ARM Cortex-R5 MPCore and 

Mali 400, MP2 GPU, DDR4 

Zynq UltraScale+ ZU7CG Xillinx  1728 Dual-Core ARM Cortex-A53 MP Core and 

ARM Cortex-R5 MPCore, DDR4 

Alveo U200 XCU200 Xillinx  5867 Server Class, DDR4 

 

Table 2-2.  Summary Table of FPGA platforms for Xilinx and Intel  
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Advancements in Xilinx FPGA technologies ð Xilinx, one of the leading FPGA 

manufacturers, has introduced several generations of FPGAs over the years, each 

representing significant advancements in technology and capabilities. Below is an 

overview of some key Xilinx FPGA generations and their evolution: 

The Virtex series: The Virtex series, introduced in the 1990s, marked Xilinx's first 

foray into high-end FPGAs. These devices offered higher logic density, improved 

performance, and more resources compared to previous FPGA families. Virtex FPGAs 

also included specialized features such as Block RAM (BRAM) and Digital Signal 

Processing (DSP) slices, making them suitable for a wide range of applications. With the 

Virtex-6 series years after, Xilinx moved to a 40nm process, further improving 

performance and power efficiency. These FPGAs featured advanced DSP slices and on-

chip memory, making them suitable for applications in communications and signal 

processing. 

With the 7 series, including Artix-7, Kintex-7, and Virtex-7 families, Xilinx 

brought significant improvements, such as the adoption of 28nm process technology. This 

generation offered higher logic capacity, improved power efficiency, and higher-speed 

serial transceivers. 

The UltraScale series represented a major leap in FPGA technology, introducing 

20nm process nodes. It brought massive increases in logic and memory capacity, as well 

as advancements in high-speed serial transceivers and DSP resources. UltraScale FPGAs 

offered a higher level of integration and performance for demanding applications. 

The UltraScale+ series continued the evolution, incorporating 16nm process 

technology. It further enhanced performance, power efficiency, and integration 

capabilities. UltraScale+ devices included features like High Bandwidth Memory (HBM) 

integration, versatile programmable I/O (PIO) banks, and advanced system-level features. 

The newer generation of devices was the Versal series built on the TSMC 7 nm 

FinFET process technology. These devices included a typical programmable logic with 

some improvements in DSPs and other components, but also introduced the new AI 

engines. These intelligent engines provided up to 5× higher compute density for vector-

based algorithms compared with previous approaches. They were optimized for real-time 

DSP and AI/ML computation built from the ground up to be software programmable and 

hardware adaptable. In particular, AI Engines are an array of very-long instruction word 

(VLIW) processors with single instruction multiple data (SIMD) vector units that are 

highly optimized for compute-intensive applications. With this new technology, AMD-

Xilinx introduced a new paradigm of AI acceleration. 
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Related research on FPGAs ð The versatility of FPGAs have made them particularly 

attractive for research, development, and deployment in various applications, including 

edge devices, data centers, and Internet of Things (IoT) devices. FPGA-based accelerators 

have shown to significantly reduce power consumption, contributing to energy-efficient 

and environmentally friendly computing solutions [44, 45]. 

 One common method of achieving parallelization in FPGAs is by reducing the 

computation's bit-width directly which consequently leads to a reduction in the size of 

computation units. In state-of-the-art FPGA designs, 32-bit floating-point units are often 

replaced with fixed-point units. For instance, Podili et al. [46] implemented 32-bit fixed-

point units for their proposed system, while other works like [47, 48, 49] widely adopted 

16-bit fixed-point units. Notably, some works explore narrower bit-width designs. For 

example, Guo et al. [50] employed 8-bit units for their embedded FPGA design. 

Surprisingly, experiments with extremely narrow networks, such as Binarized Neural 

Networks (BNN) that employ 1-bit weights/activations, have shown remarkable results, 

exhibiting little accuracy loss [51, 52, 53]. Low bitwidth fixed-point arithmetic has been 

appealing to the FPGA designers and the latest state-of-the-art designs have been 

leveraging them to reduce latency and power. Often re-training or calibration is needed if 

aggressive quantization is applied so as to optimize the weights or activations to the new 

value distributions [54, 55].  

 Several prior works focused on optimizing convolution operations in 

convolutional layers by adopting alternative mathematical functions. The convolutional 

layer is the most common layer for acceleration in neural networks in computer vision. 

For example, in [56] they used Discrete Fourier Transformation (DFT) from digital signal 

processing for faster convolutions. Zhang et al. introduced a hardware design utilizing 2D 

DFT. Also, according to Ding et al. [57], a block-wise circular constraint can be utilized 

on the weight matrix. By doing so, the matrix-vector multiplication in Fully Connected 

(FC) layers is transformed into a series of 1D convolutions, enabling acceleration in the 

frequency domain. Last, several papers on neural network acceleration on FPGAs 

proposed the fast Winograd algorithm to reduce the number of arithmetic operations 

required for convolutions [58, 59]. 

 Despite the efforts from the researchers to reduce memory or compute 

requirements of neural networks to achieve acceleration, there are always design or 

productivity limitations. High-level synthesis tools and design frameworks can help 

improve design productivity, but they may still face limitations in handling complex CNN 

architectures. Several previous works have proposed frameworks to automate the 

optimization of CNN models for FPGAs [60, 61]. Another popular framework is FINN 

[62], an end-to-end tool that enables design-space exploration on reduced precision neural 

networks. HLS4ML [3] is another widely adopted tool that automatically creates 

firmware implementations of AI algorithms using high level synthesis language. In these 

frameworks, however, the produced designs were not always optimal while there were 

many limitations and partial support for neural networks layers or operations. 
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Review on ASIC accelerators 
 

ASIC accelerators play a crucial role in the acceleration of deep learning tasks, providing 

highly efficient and powerful solutions for a wide range of applications. As the demand 

for AI and deep learning grows, ASIC technology continues to advance further enhancing 

the capabilities of these specialized accelerators. Google has been a major contributor to 

AI hardware with its custom-designed Tensor Processing Units (TPUs). Also, Intel's AI 

hardware division, Habana, has been developing dedicated ASICs. These chips are 

designed to deliver high performance and efficiency for deep learning workloads. 

Graphcore has also gained attention for its Intelligence Processing Units (IPUs), custom-

designed ASICs for AI acceleration. IPUs focus on parallelism and use a novel graph-

based approach to accelerate neural network computations. Cerebras Systems has 

developed the Wafer-Scale Engine, a revolutionary AI accelerator that covers an entire 

silicon wafer with a massive number of cores and memory, providing exceptional 

performance for deep learning. While there are many ASIC AI accelerators most of them 

include some common characteristics such as customized instruction sets and data paths 

tailored for AI or specialized tensor processing units. In Table 2-3 we summarize some 

important AI accelerators. 

 

Company Product Label Form Factor 

Cerebras CS-1 CS-1 System 

Cerebras CS-2 CS-2 System 

Google TPU Edge TPU Edge System 

Google TPU1 TPU1 Chip 

Google TPU2 TPU2 Chip 

Google TPU3 TPU3 Chip 

Google TPU4 TPU4 Chip 

Google TPU4i TPU4i Chip 

GraphCore C2 GraphCore Chip 

GraphCore C2 GraphCoreNode System 

GraphCore Colossus Mk2 GraphCore2 Chip 

GraphCore Bow-2000 GraphCoreBow Chip 

Habana Gaudi Gaudi Card 

Habana Goya HL-1000 Goya Card 

Qualcomm Cloud AI 100 Qcomm Card 

 

Table 2-3. List of ASIC AI accelerators 

  

Many of these accelerators leverage dataflow processing, a unique computational model 

that organizes computations based on the availability of data rather than control flow. 

Neural network training and inference computations can be effectively mapped in a 

deterministic manner, making them well-suited for dataflow processing. This kind of 

architectures offers advantages in terms of flexibility, resource utilization, and parallelism 

compared to traditional instruction-based architectures. 



42         2.2  Hardware Acceleration for AI 

 
Advancements in ASIC technologies ð The first generation of ASICs dedicated to deep 

learning emerged around 2015. Google's Tensor Processing Unit (TPU) was one of the 

pioneering ASICs in this category, optimized for inference tasks. These ASICs 

demonstrated significant performance improvements compared to GPUs and CPUs for 

deep learning workloads. 

In the following years, second-generation ASICs further improved upon the 

performance and efficiency of early AI chips. These chips incorporated more advanced 

architectures and optimizations, enabling better parallelism, support for better 

quantization techniques, and memory management. NVIDIA's Volta and Xavier GPUs, 

equipped with Tensor Cores, were notable examples of this generation which can be 

characterized as AI chips. 

With large-Scale and wafer-scale ASICs, later generations pushed the boundaries 

of scale and size. Cerebras Systems introduced the Wafer-Scale Engine (WSE), an 

innovative AI accelerator that spans an entire silicon wafer, featuring thousands of cores 

and a large-size memory. Such large-scale ASICs provided unparalleled performance for 

both training and inference tasks and addressed the problem of on-chip memory 

limitations which is a common challenge faced in the design of AI accelerators. Cerebras 

tried to overcome the on-chip memory limitation which arises due to the physical 

constraints of the chip's size by creating a large amount of memory that could fit into their 

custom chip. Thus neural network memory such as intermediate data, activations, and 

model parameters could be successfully processed on-chip during computation. 

Next generations focused on high-efficiency training ASICs. While early ASICs 

focused primarily on inference, later generations addressed the demands of AI training 

workloads. Companies like Habana Labs or Graphcore developed ASICs optimized for 

AI training tasks, with features such as large memory bandwidth, higher precision 

arithmetic, and sophisticated communication mechanisms between chips. 

Itôs worth mentioning that due to the substantial number of AI accelerators 

available, efforts have been made to establish a standardized benchmark that facilitates 

fair comparisons among these devices. An initiative with the name MLPerf aimed to 

provide an impartial and objective performance standard for software frameworks, 

hardware platforms, and cloud solutions involved in machine learning. A diverse 

consortium of AI community researchers and developers from over 30 organizations 

collaboratively designed and continually enhanced these benchmarks. Various companies 

uploaded their device benchmarks over MLPerf which through the years made MLPerf to  

become a widely recognized and respected benchmarking suite. Now it is an industry 

standard as it has independent and objective evaluations, recognition and wide adoption 

over many major companies in the field.  
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Related research on ASICs ð ASIC AI architectures often incorporate innovative 

approaches, such as dataflow processing, systolic arrays, and specialized units for matrix 

multiplication and tensor operations. There are also heterogeneous approaches exploring 

hybrid architectures [24, 28, 27] that combine different processing units (e.g., scalar 

processors, tensor processors, vector units) to achieve a balance between flexibility and 

efficiency .  

Reduced precision (e.g., 16-bit, 8-bit) continues to be the default numerical precision 

for these devices whether targeting embedded, autonomous or data center applications. 

The precision provided by these formats is generally sufficient for most AI/ML 

applications that involve a reasonable number of classes [63, 64]. It is also very common 

for AI chips to appear in embedded system-on-chip (SoC) solutions, which often include 

low-power CPU cores, audio and video analog-to-digital converters (ADCs), encryption 

engines, network interfaces, etc. Also, most AI-chip companies like Cerebras or 

GraphCore have highly scalable inter-networking technologies that allow thousands of 

cards to be interconnected. This scalability is particularly crucial for dataflow accelerators 

and facilitates the networking of multiple cards, effectively handling even extremely large 

models like transformers [65]. Nevertheless, the ever-increasing computational demands 

of modern complex DNNs cannot be met by these devices alone and often more 

aggressive optimizations are needed. 

While some approaches like the previous have reduced precision arithmetic, a large 

number of state-of-the-art works employ approximate multipliers to address the highly 

increased compute demands of DNN accelerators. Approximate computing techniques are 

based on the intuitive observation that achieving exact computation (for example exact 

multiplication) is not often needed. [66] employed approximate multipliers to different 

convolution layers and [67] proposed a compact and energy-efficient multiplier-less 

artificial neuron. Most of previous works focus on layer-wise approximation [68] where 

each layer has a different multiplier. Extensive search although is needed to find the 

optimal approximation per layer. Also, usually additional finetuning or retraining is 

required to mitigate the error induced by the approximate multipliers. 

Evaluating the accuracy on approximate DNNs is cumbersome due to the limited 

support from DL frameworks which do not have optimized approximate mathematical 

operations. Thus, there have been many works that proposed approximate DNN 

frameworks [69, 70, 71] but there are still open challenges such as overcoming the slow 

inference time due to limited approximate arithmetic support from DL frameworks, re-

training on approximate operations or finding optimal approximation per layer using 

search algorithms.  

  



44         2.2  Hardware Acceleration for AI 

 
 

  



Chapter 3.  Optimization of Deep Learning Accelerators      45 

 

3 
3   Optimization of Deep Learning 

Accelerators 

In this section, we present a detailed analysis of software and hardware optimization 

techniques applied to Deep Neural Networks for efficient inference. The first section 

describes several optimizations that were explored throughout this thesis with a particular 

focus on their use and impact on computer vision tasks such as image classification. In 

the next three subsections, three distinct AI tasks are examined with implementation 

details regarding acceleration using reconfigurable hardware. The last section presents a 

comprehensive end-to-end framework for automatic acceleration of Convolutional Neural 

Networks on FPGAs and shows its performance through different experiments. 

 

 

3.1 Overview 

We begin this chapter by discussing various strategies and techniques to improve the 

efficiency and performance of neural networks for both software and hardware 

implementations. From the software perspective, we discuss the optimization techniques 

of quantization and pruning to reduce the precision of weights and activations, along with 

layer fusing to overcome the overhead due to memory access and intermediate data 

storage. From the hardware perspective, we cover the most important optimizations, 

which are universal for many hardware platforms, but with a focus on reconfigurable 

hardware. These include the parallelization strategies, data movement and precision 

scaling techniques. Next, we give three real world use-cases where various ML/AI 

algorithms were accelerated using FPGA platforms, along with in-depth explanations of 

the implementation process and the outcomes obtained. Last, we present our end-to-end 

tool for automatic FPGA firmware generation from CNNs, which is based on HLS4ML 

[3] tailored for cloud FPGA architectures. 
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3.2 Common Techniques for Efficient Inference 

In scenarios requiring the execution of AI algorithms with constrained energy and low 

latency, there arises a demand for achieving energy-efficient deep learning execution. 

Numerous techniques can be employed to streamline the DNN inference process and 

improve its efficiency, making it more feasible to deploy on various hardware platforms 

with constrained resources such as FPGAs. However, we focus on the most important 

ones, namely quantization, pruning, and layer fusion. 

 

3.2.1 Software: Quantization, Pruning and Layer Fusion 

 

Quantization 

 

The main challenge occurs when running on smaller, less powerful devices, but often on 

cloud devices as well, where there is high memory and computational demand. It involves 

adapting a relatively large neural network to operate efficiently. To this end, the most 

effective technique is known as quantization. To understand the concept of quantization, 

it's crucial to first examine why neural networks, in general, require substantial memory.  

  

As we described in 2.1.2, a neural network comprises interconnected neurons organized 

into layers. Each layer involves a set of interconnected neurons, each having its weight, 

bias, and associated activation function. During training, the weights, biases, and 

activations are adjusted to optimize the neural network's performance. These values 

represent the majority of data stored in memory by the network. Typically, they are 

represented as 32-bit floating-point values to ensure high precision and accuracy. This 

precision comes at the cost of memory usage, especially for large networks with millions 

of parameters and activations. For instance, the 50-layer ResNet architecture includes 

approximately 26 million weights and 16 million activations. When stored as 32-bit 

floating-point values, the entire architecture requires around 168 MB of storage. 

Consequently, this is why neural networks tend to consume significant memory 

resources. 

 

Quantization, however, is important not only for reducing memory requirements but also 

for optimizing computations in hardware accelerators. It plays a crucial role in improving 

the overall efficiency and performance of DNNs on hardware devices such as GPUs, 

FPGAs and other specialized accelerators. Generally, quantized neural networks use 

integer arithmetic format as we will see next, although new FP8 datatypes have been 

recently proposed and adopted by various companies [72]. Integer operations are 
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generally faster and require less power than floating-point operations. This allows the 

accelerator to process more data in parallel and achieve higher throughput.  

 

Quantization concept ð Quantization involves reducing the precision of neural network 

parameters, including weights, biases, and activations, to decrease their memory 

consumption. For example, 32-bit floating-point values which are used to represent 

parameters are converted into a more compact representation, such as 8-bit integers. int8 

quantization has become a popular approach for such optimizations not only for deep 

learning frameworks like TensorFlow and PyTorch but also for hardware toolchains like 

NVIDIA TensorRT and Xilinx Vitis AI framework.  

 

To transition from floating-point to more efficient fixed-point operations, we require a 

method to convert floating-point vectors into integers. This conversion can be achieved 

by expressing a floating-point vector x as an approximate scalar multiplied by a vector of 

integer values: 

ὀ ίὀẗὀ ὀ 

 

We use a floating-point scale factor, ίὀ, and an integer vector (e.g., INT8) denoted as ὀ  

to quantize the vector x. The quantized version of the vector is represented as ὀ. By 

applying quantization to both the weights and activations, we can express the quantized 

version of the accumulation equation: 

 

ὃ Ἢ ἥײ ȟὀ

Ἢ ίἿἥײ ȟ ίὀὀ

Ἢ ίἿίὀ ἥײ ȟὀ

 

 

Often, separate scale factors are used for weights (ίἿ) and activations (ίὀ) as they offer 

increased flexibility and reduce quantization errors. By applying each scale factor to the 

entire tensor, we can factor them out of the summation in the previous equation, allowing 

for fixed-point format MAC operations. Bias quantization is currently omitted, as biases 

are typically stored with a higher bit-width (32-bits), and their scale factor depends on 

that of the weights and activations [63]. Maintaining a higher bit-width for the 

accumulators, is crucial to prevent potential loss due to overflow during the computation. 

 

The quantization scheme referred to as uniform affine is widely used because it allows for 

an efficient implementation of fixed-point arithmetic. Uniform affine quantization, also 

known as asymmetric quantization, is characterized by three quantization parameters: the 
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scale factor (s), the zero-point (z), and the bit-width (b). These parameters work together 

to map a floating-point value to the integer grid, whose size is determined by bit-width. 

Once the three quantization parameters are defined, we can proceed with the quantization 

operation. Beginning with a real-valued vector x, we map it to the unsigned integer grid 

{0, ..., ς ρ} : 

ὀint ÃÌÁÍÐ
ὀ

ί
ᾀȠπȟς ρȟ 

 

where ỗȢỖ is the round-to-nearest operator and clamping is defined as: 

 

ÃÌÁÍÐ ὼȠὥȟὧ
ὥȟ ὼ ὥ
ὼȟὥ ὼ ὧ
ὧȟ ὼ ὧȢ

 

 

To approximate the real-valued input x we perform a de-quantization step: 

 

ὀ ὀ ίὀ ᾀ 

 

By combining the two steps mentioned earlier, we can present a comprehensive definition 

for the quantization function, denoted as ήȢ: 

 

ὀ ήὀȠίȟᾀȟὦ ίÃÌÁÍÐ 
ὀ

ί
ᾀȠπȟς ρ ᾀ 

 

Through the de-quantization step, we can determine the quantization grid limits 

ή ȟή ȟ where ή  ίᾀ and ή ίς ρ ᾀ. Values of ὀ outside this 

range will be clipped to these limits, resulting in a clipping error. To reduce the clipping 

error, we can expand the quantization range by increasing the scale factor. However, this 

also leads to increased rounding error, as it falls within the range ί, ί.  

 

Quantization techniques ð Normally, the quantization type can be Post-training 

quantization (PTQ) or Quantization-aware training (QAT). In the first, the model is 

quantized after it has been trained while on the latter the model is further trained with 

quantization in mind. PTQ can be data free or require a small calibration dataset while 

QAT will often require data. While PTQ is more straightforward to implement as it 

doesn't require retraining, QAT can often result in more accurate quantized models due to 

its training-awareness. However, finding optimal quantization ranges is critical for 

minimizing quantization errors in PTQ, whereas QAT needs to handle the complexities of 

training with quantization constraints. Last, quantization may need to be tailored to match 

the capabilities and preferences of the target hardware, ensuring the best performance and 

accuracy. 
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Pruning 

 

Considering the redundancy in neural network parameters, network pruning involves the 

elimination of certain parameters, specifically setting them to zero, that have no 

significant impact on the model's performance (i.e., its accuracy). The concept of pruning 

was initially explored in Optimal Brain Damage [73], where weights with minimal 

influence on the loss function during training were pruned. A simpler approach [74] 

involves pruning weights with small magnitudes after training, followed by fine-tuning 

the remaining weights to recover any potential accuracy loss. This straightforward and 

linear method allows for a substantial reduction in the number of parameters in models 

such as the well-known AlexNet model, achieving up to a 10x reduction [74]. 

 

Pruning concept ð There are various methods for pruning a neural network. One 

approach involves pruning weights, which entails setting specific parameters to zero, 

effectively making the network sparse. This results in a reduction of parameters in the 

model while maintaining the original architecture intact. Another method involves 

eliminating entire nodes from the network. By doing so, the overall architecture of the 

network becomes smaller, with the goal of preserving the accuracy achieved by the initial 

larger network. 

 

Weight-based pruning is more popular due to its ease of implementation without 

compromising the network's performance. However, for it to be effective, sparse 

computations are necessary, which demands hardware support and a certain level of 

sparsity to achieve efficiency. On the other hand, node pruning enables dense 

computation, which is highly optimized and allows the network to run normally without 

relying on sparse computation. Dense computation is generally better supported by 

hardware. Nevertheless, the removal of entire neurons can more readily impact the 

accuracy of the neural network. Below is the visualization of pruning weights/synapses: 

  

 
 

Figure 3-1. Visualization of pruning weights/synapses vs nodes/neurons 
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Pruning techniques ð A significant challenge in the pruning process lies in deciding 

what to remove. When eliminating weights or nodes from a model, the objective is to 

target parameters that are less valuable. There exist various heuristics and methods for 

identifying less important nodes to be pruned while preserving accuracy to the maximum 

extent possible. These heuristics often rely on analyzing weights or activations of neurons 

to assess their significance in the model's performance. The ultimate goal is to eliminate a 

greater proportion of the less crucial parameters. 

One of the simplest pruning techniques is based on the magnitude of the weight. 

Removing a weight essentially involves setting it to zero. To minimize the impact on the 

network, it is prudent to remove weights that are already close to zero, indicating low 

magnitudes. This can be practically achieved by discarding all weights below a certain 

threshold. When pruning a neuron based on weight magnitude, the L2 norm of the 

neuron's weights can be utilized as a helpful criterion. 

 

Rather than relying solely on weights, the activations from training data can serve as a 

criterion for pruning. During the dataset's pass through the network, certain statistics of 

the activations can be observed. For instance, some neurons may consistently produce 

near-zero output values, suggesting that these neurons can likely be removed with 

minimal impact on the model. The underlying intuition is that if a neuron rarely activates 

with a high value, it is also rarely involved in the model's task. 

 

It's worth noting that activation-based pruning can be more aggressive compared to 

weight-based pruning since it directly considers the importance of neurons based on their 

behavior with the training data. However, the effectiveness of activation-based pruning 

may vary depending on the specific dataset, architecture, and task. As with any pruning 

method, it's essential to evaluate the pruned network's performance and, if necessary, 

apply additional techniques to maintain or enhance its accuracy and capabilities. Ideally, 

in a neural network, all neurons should possess unique parameters and output activations 

of significant magnitude, without redundancy. The goal is to ensure that each neuron 

contributes something distinct, while removing those that fail to do so.  

 

Last, when evaluating a pruning method, several metrics come into play besides accuracy 

such as size and computation time. Accuracy is crucial for assessing the model's 

performance on its task. Model size refers to the amount of storage required to store the 

model's parameters. Computation time can be measured using FLOPs (Floating Point 

Operations), providing a consistent metric that is independent of the system on which the 

model runs. Pruning involves a tradeoff between model performance and efficiency. 

Conversely, lighter pruning may yield a highly performant network, but it could be larger 

and more expensive to operate. Different applications of neural networks require careful 

consideration of this trade-off especially when considering resource constrained devices. 
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Layer Fusion 

 

Layer fusion, also known as kernel/operator fusion, stands as a crucial optimization in 

numerous cutting-edge DNN execution frameworks like TensorFlow or Pytorch. The 

primary objective of this optimization is to enhance the efficiency of DNN inference 

especially when targeting hardware accelerators. This can be described as a software 

optimization that has a direct impact on hardware computations.  

 

Fusion concept ð The fundamental concept behind this fusion technique aligns with 

traditional loop fusion performed by optimizing compilers [75], resulting in the following 

advantages: 

 

¶ Eliminating the need for unnecessary intermediate result storage. 

¶ Reducing unnecessary input scans. 

¶ Enabling additional opportunities for optimization on hardware compilers. 

 

In particular, in traditional deep learning models, each operation generates intermediate 

results that are stored in memory before being passed to the next operation. With operator 

fusion, these intermediate results are eliminated, and computations are performed on the 

fly as data flows through the fused layer. This reduces the memory footprint and the 

overhead associated with intermediate storage. Also, when operations are fused, 

redundant computations on the same input data are avoided. Last, by fusing operations, 

the resulting composite operation can offer new optimization opportunities. For example, 

the fused operation may allow for better utilization of hardware-specific features, such as 

specialized instruction sets or tensor cores, which can lead to further acceleration. 

 

Fusion techniques ð Generally, the deep learning model is represented as a 

computational graph or a sequence of operations. Each layer in the model is typically 

represented as a node in the graph. The fusion process begins by analyzing the 

computational graph to identify fusion opportunities, that is consecutive operations that 

can be efficiently combined into a single fused operation. After fusion, the computational 

graph is updated to reflect the changes. The nodes representing the individual operations 

are replaced with a single node representing the fused operation. During inference, the 

fused layer is executed instead of the individual operations, leading to reduced memory 

transfers and improved execution speed. 

 

By combining multiple operations into a single fused layer, redundant computations and 

memory accesses are minimized, leading to faster and more memory-efficient execution 

of DNN models. These advantages are significant in accelerating the deployment of DNN 

models on various hardware platforms, including CPUs, GPUs, and FPGAs. 
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3.2.2 Hardware:  Parallelism, Data Movement and Precision Scaling 

 

In this section, we delve into the most important aspects of leveraging hardware resources 

to optimize neural networks. By utilizing parallel processing, optimizing data movement, 

and exploring precision scaling, researchers and engineers can accelerate the execution 

DNNs. These techniques serve as a standard for neural network optimization and often 

apply to different hardware architectures. This exploration of hardware-oriented 

optimization techniques focuses on spatial architectures. Spatial architectures are 

designed to process data in parallel, making them well-suited for tasks that require 

simultaneous computations on large datasets. It does not cover, however, other popular 

architectures which include more specialized optimizations such as neuromorphic or 

Processing-in-Memory (PIM) architectures as they are beyond the scope of this thesis.  

 

Parallelism 

 

Various techniques and hardware architectures have been developed to exploit parallelism 

effectively in DNNs. Below are the common categories of parallelism in DNNs from the 

level of the algorithm: 

 

¶ Data Parallelism: Data parallelism involves distributing the training data across 

multiple processing units (e.g., GPUs or CPUs) and processing different data 

batches simultaneously. Each processing unit performs the same set of operations 

on its assigned data batch, and the gradients are aggregated and updated 

synchronously or asynchronously. This approach allows for faster training by 

parallelizing the computation across multiple examples. 

¶ Model Parallelism: In model parallelism, different parts or layers of the neural 

network are distributed across multiple processing units. This is particularly useful 

when a DNN is too large to fit entirely in the memory of a single device. Each 

processing unit handles the computations for its allocated portion of the model, 

and data is communicated between the units as needed. 

¶ Pipeline Parallelism: Pipeline parallelism splits the computation of a DNN into 

stages, and each stage is processed independently by different processing units. 

The output from one stage is passed to the next stage for further processing. This 

approach can reduce the memory requirements for intermediate data, allowing for 

larger models to be trained. 

¶ Layer-Level Parallelism: Layer-level parallelism involves parallelizing the 

computation of individual layers within a DNN. GPUs or FPGAs for example,  

are well-suited for this type of parallelism, as they can efficiently handle 

computations for multiple layers simultaneously due to their massively parallel 

architecture. 
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DNNsô compute intensive part ð In DNNs, the most important operation which is 

usually responsible for the most computations in the model is the matrix multiplication. In 

fact, GEMM (General Matrix Multiply) plays a crucial role in Deep Neural Networks as it 

is a fundamental operation used in many layers of neural network models, particularly in 

fully connected layers and convolutional layers. GEMM can be highly optimized and 

parallelizable, and its efficient implementation is essential for accelerating DNN training 

and inference. The most important optimizations commonly used for many accelerators in 

parallelizing GEMM  operations include: 

 

¶ Tiling/Blocking: Tiling or blocking the input matrices into smaller submatrices 

allows for efficient use of cache memory. By breaking down the large matrices 

into smaller tiles, the data can fit into the limited cache memory of the processing 

units, reducing the need for frequent data access to main memory. When using the 

blocking technique in a GPU, the submatrices or tiles of the input matrices in a 

GEMM operation are stored in the local memory of each SM. The smaller tiles 

can fit entirely within the local memory, allowing the GPU to perform 

computations on these smaller data chunks without the need to fetch data from the 

slower global memory repeatedly. When using the blocking technique in an 

FPGA, the tiling of matrices enables the data to be stored on the on-chip memory 

of the device, which is usually BRAMs or LUTs, minimizing data transfer latency 

and enhancing performance. 

 

¶ Parallel Processing: Utilizing multiple processing cores or computing units to 

perform GEMM computations in parallel significantly speeds up the matrix 

multiplication. GPUs, for example, with the massive number of CUDA cores or 

with the most specialized Tensor cores distribute the workload of the matrix 

multiplication which can be computed independently by the rows or columns. 

Similarly, FPGAs can expose parallelism using multiple DSPs that operate in 

parallel or they can be partitioned into multiple computation units which can 

operate simultaneously at the task level. FPGAs can also implement pipelining, 

where the computation is divided into multiple stages, and each stage processes 

different data points reducing the critical path delay. 

 

¶ Vectorization: Vectorization involves transforming scalar operations into vector 

operations, where a single instruction operates on multiple elements of a vector. 

This optimization is especially effective on SIMD-capable processors. GPUs, 

have SIMD units capable of executing the same instruction on multiple data 

elements (vectors) in parallel. FPGA also provide SIMD-like parallelism. FPGA 

vendors provide libraries and tools that allow developers to create SIMD-based 

designs to take advantage of parallelism in various applications.  
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Data movement 

 

In neural network inference, the process of moving data between memory and the 

processing units can often become a bottleneck, limiting the overall throughput and 

energy efficiency of the system. To address this issue, hardware vendors and researchers 

have been working on various techniques to optimize data movement in neural network 

inference on different hardware accelerators. Several techniques we have already 

mentioned involve optimizing data such as quantization or layer fusion. In this paragraph, 

however, we focus on three major techniques regarding data optimization from a 

hardware perspective. The techniques are described below: 

 

¶ Data Reuse: In neural networks, some data elements, such as weights and 

activations, are used multiple times during the computation. Exploiting data reuse 

can lead to significant reductions in data movement overhead. There are several 

techniques to achieve data reuse optimization: 

o Activation Reuse: In CNNs, the same activation maps are reused for 

multiple filter convolutions across different spatial locations. By reusing 

activations, hardware accelerators can avoid transferring the same data 

multiple times, reducing memory access and bandwidth requirements. 

o Weight Reuse: In convolutional or fully connected layers, the same weight 

values are reused across different input neurons. Similarly, in CNNs, 

weights are reused for different input channels. Hardware accelerators can 

take advantage of this property to minimize data transfers and improve 

inference speed. 

o Buffering: By buffering intermediate results and reusing them when 

necessary, data movement can be minimized. Hardware accelerators can 

store and reuse the outputs of certain layers to avoid recalculating them 

during subsequent operations. 

 

¶ Data Layout Optimization: Data layout refers to how tensors (activations, weights 

etc.) are organized in memory. Optimizing data layout is crucial for maximizing 

data locality and minimizing data movement overhead. Some key techniques 

include: 

o Weight and Activation Tiling: Breaking down the weight and activation 

tensors into smaller tiles allows hardware accelerators to load only the 

relevant data needed for a computation, reducing unnecessary data 

transfers. 

o Blocked Data Formats: Using blocked or tiled data formats improves data 

locality, as the data is organized in blocks with contiguous elements. This 

reduces cache thrashing and enhances the efficiency of memory accesses. 

 



Chapter 3.  Optimization of Deep Learning Accelerators      55 

 
o Transpose and Data Reordering: For certain operations or hardware 

architectures, reordering data elements can lead to more efficient memory 

access patterns, reducing data movement overhead. For instance, in the 

BLAS (Basic Linear Algebra Subprograms) library, which is widely used 

for efficient GEMM computations, data reordering techniques such as 

column-major ordering are commonly employed. Column-major ordering 

involves organizing the elements of a matrix in memory by storing the 

columns of the matrix in contiguous blocks, allowing for optimized data 

access patterns during matrix operations. This approach ensures better data 

locality and reduces data movement overhead, thereby enhancing the 

overall performance of GEMM operations on various hardware 

accelerators. 

 

¶ Memory Hierarchy Utilization: Modern hardware accelerators often have multiple 

levels of on-chip memory hierarchy, such as registers, cache, etc. Efficiently 

utilizing these memory levels is crucial to minimize data movement between on-

chip and off-chip memory. Some techniques include: 

o Data Prefetching: Prefetching data from off-chip memory to on-chip memory 

in advance of their actual usage can hide data transfer latencies and ensure 

data is readily available when needed. 

o Cache Blocking: Dividing the data into smaller blocks that fit into the cache 

can improve data locality and reduce cache misses, enhancing data reuse and 

minimizing data movement. 

 

 
Figure 3-2. Data-reuse opportunities in DNNs 
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Precision Scaling 

 

Precision scaling in hardware, especially in the context of neural networks, refers to the 

process of using reduced numerical precision to represent and compute values during 

various operations within a neural network model. We have covered reduced numerical 

precision optimization, namely quantization, from the software perspective. However, in 

this paragraph we focus on hardware-related techniques regarding precision optimization. 

This is typically done to achieve a balance between computational efficiency and model 

accuracy. As we have seen, in DNNs, many computations involve large matrices and 

tensors. The precision of these numerical values significantly impacts the computational 

requirements and memory usage of the hardware. Higher precision (e.g., 32-bit floating-

point numbers) provides more accurate results but requires more memory and 

computational power. Lower precision (e.g., 8-bit fixed-point numbers or even 1-bit) uses 

less memory and computational resources but might lead to some loss of accuracy. 

 

¶ Exploiting 8-bit precision in hardware: Using 8-bit for weights in a DNN is a 

common practice nowadays in computer vision applications. It often provides 

good tradeoff of performance and accuracy while having a broad support in many 

hardware accelerators.  

o GPUs: Modern GPUs, such as NVIDIA's Volta and Ampere architectures, 

come equipped with the specialized Tensor Cores that are designed to 

accelerate matrix multiplication operations. Tensor Cores can perform 

mixed-precision (FP16 and INT8) computations with significantly higher 

throughput compared to traditional floating-point units. Also, memory 

bandwidth often becomes a bottleneck in deep learning tasks, as fetching 

data from memory consumes time and energy. With 8-bit computations, 

more data can be loaded into the GPU's cache, reducing the need for 

frequent data fetches and optimizing memory utilization. 

o FPGAs: These devices inherently operate on fixed-point arithmetic, which 

is well-suited for implementing lower precision computations. Models 

need to be quantized and weights transformed to fixed-point formats 

before deployment on FPGAs. Dedicated processing pipelines can be 

designed for convolution, pooling, and other operations to achieve high 

throughput and low latency. Pipelining techniques can be applied more 

efficiently by reducing the overall critical path as FPGAs can handle more 

input samples in a given time frame. Techniques like loop unrolling and 

data reuse are commonly employed in these scenarios and DSP-specific 

optimizations can be tailored to provide more parallelism using 8-bit data. 

Last, with 8-bit fixed-point arithmetic, fewer FPGA resources are required  

such as LUT, BRAMs, etc. allowing more on-chip memory bandwidth.  
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¶ Exploiting very low-bit precision in hardware: Sub-8-bit DNN inference has been 

widely investigated from the research community, especially on customized 

hardware devices like FPGAs. It includes a range of numerical formats, such as 4-

bit down to 1-bit representations. These formats use a reduced number of bits to 

represent the values of weights, activations, and intermediate computations within 

neural network layers. The most common very-low bit-width representation 

names are ternary and binary. Ternary weights can be -1, 0 or +1 but are less 

common in comparison to binary or higher-bit representations due to their limited 

range and the challenges they can pose in terms of training and computation. In 

contrast, binary weights or binary neural networks (BNNs) have been explored as 

a way to create highly efficient and low-power neural network models. 

o GPUs: Some GPUs, such as Nvidia T4 or A100 have support for 4-bit data 

formats. Several DNN frameworks have tried to incorporate the tensor 

core 4-bit inference scheme as an alternative in order to further reduce the 

computations and memory requirement for inference tasks. Naturally, 

however, Nvidia Tensor Cores have been designed for 8-bit inference, 

hence the reason for 4-bit format not being widely applicable.  

o FPGAs: In contrast to GPUs, FPGAs have greater flexibility in terms of 

customizing the design. Designers can use arbitrary bit-width from 1-bit to 

even 512-bit in a given register. This however comes with the cost of 

additional design time as careful calibration is needed to find the optimal 

ranges for these datatypes. For example, BNNs often involve XOR 

operations instead of the typical multiply and accumulate operation 

(MAC). FPGAs allow to design and implement custom XOR computation 

circuits tailored to the network's needs. This level of customization can 

lead to optimized hardware for XOR-related computations achieving very 

high parallelism from a single XOR instruction as it packs multiple data.   

 

 
 

Figure 3-3. Binary Matrix Multiplication  in Neural Networks 
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3.3 Accelerated Similarity Search using Vector Indexing 

This section contains the first of the three scenarios in which we utilized FPGAs for AI 

acceleration. In particular, it concerns a novel integration of FPGAs into the popular 

FAISS (Facebook AI Similarity Search) framework [76] in order to accelerate the 

algorithm of similarity search. One of the most significant algorithms in ML employed 

for conducting similarity searches is referred to as the K-Nearest Neighbor algorithm 

(KNN). It finds extensive use in tasks such as predictive analysis, text categorization, and 

image recognition. However, this algorithm comes with a trade-off, often requiring 

substantial computational resources. To tackle this challenge, large companies dealing 

with large-scale datasets in modern data centers combine the KNN technique with 

algorithmic approximations, enabling the computation of crucial workloads on a real-time 

basis. Nevertheless, the computation demands and energy consumption escalate further 

when dealing with high-dimensional nearest neighbor queries. In this study, we introduce 

an innovative approach: a hardware-accelerated approximate KNN algorithm integrated 

into the FAISS framework through FPGA-OpenCL platforms. The FPGA architecture in 

this framework effectively addresses the intricacies of vector indexing during training and 

the incorporation of large-scale, high-dimensional data. The proposed solution leverages 

an FPGA-based in-memory format, which surpasses multi-core high-performance 

systems in terms of both speed and energy efficiency. Empirical experiments performed 

on the Xilinx Alveo U200 FPGA revealed significant results. The acceleration achieved is 

up to 98 times faster than a single-core CPU when utilizing only the accelerator, and the 

end-to-end system speed is improved by 2.1 times compared to a 36-thread Xeon CPU. 

Additionally, the design's performance per watt exhibits a notable boost of 3.5× compared 

to the same CPU, and 1.2× compared to a Kepler-class GPU. 

 

 

3.3.1 Introduction and Related Work 

 

In the era characterized by the immense expanse of big data, the operational requirements 

of modern data centers entail the processing of substantial workloads, often exceeding 

several terabytes of data daily. Notably, emerging machine learning applications deployed 

on the cloud have made remarkable strides, continually learning from large real-world 

datasets. Responding to the escalating computational complexities of these tasks, recent 

efforts have been directed towards augmenting their performance through specialized 

hardware. This is achieved by leveraging diverse heterogeneous architectures, including 

central CPUs, GPUs and FPGAs. 

 

Addressing the surging demand for efficient and real-world execution of the latest-

generation algorithms, the FPGA has emerged as potential platform. This architecture is 

distinguished by its high parallelization capabilities and adaptability, making it 
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particularly suited for tasks characterized by repetition, such as the K-Nearest Neighbor 

(KNN) algorithm. Remarkably, numerous companies seek optimized solutions for 

achieving high performance while minimizing energy consumption costs, with FPGAs 

taking center stage in this transformative evolution [77, 78]. The field of KNN search 

within data centers is marked by the presence of big datasets and frequently high-

dimensional inputs. Even state-of-the-art high-performance computers often struggle with 

these demanding requests, a phenomenon termed the "curse of dimensionality" [79]. To 

address the resource-intensive nature of standard KNN, the Approximate Nearest 

Neighbor (ANN) algorithm emerges as a solution, strategically managing computational 

complexity and data bandwidth through partial query searches [80]. 

 

However, the optimizations do not focus only on optimizing the query time even though 

it has a major importance. Novel data structures and algorithms that speed up KNN 

queries center around data point training, often employing specialized indexing 

techniques to enable efficient search of thousands of vectors without necessitating 

complete dataset access. Given the impracticality of exact results in vast databases, 

innovative techniques involving vector indexing or compression using quantization 

methods have been introduced [81]. The algorithms employed for constructing KNN 

graphs require substantial time effort, rendering them energy-inefficient and often ill-

suited for the substantial scale of input vectors. Particularly when faced with statistically 

different data requiring frequent retraining, scalability becomes a significant challenge. 

 

FAISS is an optimized library tailored for similarity searches of this nature, developed by 

Facebook [76]. FAISS includes approximate algorithms capable at managing big-scale 

inputs, effectively addressing the complexities of large datasets. Leveraging FPGA as a 

parallel platform presents an opportunity to alleviate this computational challenge through 

a specialized hardware-based solution, thereby elevating performance in these complex 

tasks. Implementing a finely-grained approach can leverage FPGA's hardware resources 

for superior performance, coupled with markedly reduced energy consumption ï an 

attribute of utmost importance in modern data centers which try to operate on a lower 

energy footprint. Within this paper, we introduce an innovative implementation of the 

FAISS framework using FPGA technology, achieving a notable acceleration in contrast to 

alternative CPU multi-core solutions. More specifically, our contributions are as follows: 

 

¶ We speed-up the index creation and addition of data points for the approximate 

KNN search by implementing an FPGA accelerator for Xilinx Alveo U200. 

¶ We introduce an efficient FPGA integration for FAISS framework that can benefit 

directly from our hardware seamlessly. 

¶ We successfully integrated and ran the full hardware accelerated framework on a 

Alveo U200 OpenCL-FPGA achieving superior performance and power 

efficiency compared with a CPU multi-core system. 
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Related Work ð Numerous researchers have examined various KNN algorithms, 

particularly in the field of software and hardware optimizations tailored for this specific 

task. Moreover, large companies are actively exploring novel power-efficient 

computation methods, an aspect that held minimal significance in the past. Given the 

surge in processing large-scale data on cloud platforms, developers are compelled to 

devise ingenious heterogeneous architectures to facilitate the migration of these 

applications. Yuliang Pu et al. [82] introduced an enhanced KNN algorithm employing 

bubble sort within an FPGA-based computing framework. While their focus lies on query 

searches, their algorithm rests upon an exhaustive naive KNN implementation, which 

falls short in terms of performance when compared with an approximate solution. Even 

their proposed FPGA-accelerated approach fails to outperform the performance of FAISS 

executed on a conventional CPU. This is due to the fact that FAISS represents a 

CPU/GPU-optimized library designed for approximate similarity searches, delivering fast 

query results while maintaining generally negligible reduction in accuracy. Jialiang 

Zhang et al. [83] presented a technique for PQ-based approximated nearest neighbor 

search utilizing OpenCL FPGAs. Their focus lies in diminishing the codebook size to 

mitigate memory overhead while performing query searches. Yet, the computation cost of 

training/clustering, a crucial part of approximate KNN graph construction, is not reflected 

in the measurements. Furthermore, they provide only a partial implementation of the 

algorithm in pseudocode, without a detailed explanation of the hardware 

implementation/architecture of the accelerator. Notably, their proposed solution does not 

extend to FPGA implementation in cloud environments. Last, Hanaa M. Hussain et al. 

[84] introduced a K-means clustering methodology in FPGAs, tailored for processing 

large datasets. However, their implementation falls short when compared to the partition-

based accelerator presented in this study, primarily concerning performance metrics. They 

report achieving a time of 0.0042 seconds per iteration for a dataset with N = 65500, K = 

4 clusters, and D = 9 dimensions. K-means, characterized by its algorithmic complexity 

of ὕὲ Ὠ ὭὯȟ translates to approximately 0.56 GFLOPs which is proportionately (of 

our FPGA resources) smaller than the performance we achieve in this work as we will see 

in the next paragraph. 

 

 

Background 

 

The FAISS framework employs an inverted indexing technique (IVF) as a preliminary 

step prior to conducting similarity searches through the clustering of dense vectors. In the 

ensuing section, we describe the operation of a conventional KNN algorithm and an 

approximate KNN approach within the FAISS framework. Subsequently, we present our 

FPGA implementation and the tools leveraged to develop the environment required for 

hosting the reconfigurable architecture of FPGA and application dataflow. 

 



Chapter 3.  Optimization of Deep Learning Accelerators      61 

 
KNN [84, 85] stands as one of the most extensively employed machine learning 

techniques in scenarios including classification, recommender systems, and even financial 

research. This algorithm, when applied, returns the K-nearest neighboring points in 

relation to a designated object (referred to as a "query") within a given dataset. Each 

object's unique attributes, encapsulated within a data dimension D, define its distinct 

"weights" or "attributes" in the form of a specific vector. The decision-making process of 

this algorithm is frequently defined by the distances between the query points. In this 

context, the Euclidean distance prevails as the preferred distance metric due to its often-

intuitive interpretation [86] and its computational scalability. Furthermore, the Hamming 

distance is commonly adopted when the input consists of discrete variables. In the field of 

Cartesian coordinates, the Euclidean n-space is described as follows: 

 

ÄÉÓÔὼȟώ ὼ ώ  

 

Employing the aforementioned algorithm for exhaustive query searches, particularly with 

large datasets, results in a substantial number of operations. This is due to the necessity of 

computing distances between each point within the sample, leading to a considerable 

computational load. Consequently, the integration of approximate solutions becomes 

imperative to efficiently identify the K most probable nearest neighbors. 

 

 

Approximate KNN ð Practice says that an approximate nearest neighbor approach is 

almost as good as the accuracy of the exact solution, given that discrepancies in distance 

calculations are frequently insignificant. Consequently, KNN search becomes 

computationally viable even when dealing with extensive datasets and high-dimensional 

spaces. This feasibility is attributed to the substantial reduction in the total number of 

distance evaluations due to the implementation of approximation techniques. In the 

domain of approximate nearest neighbor search, two primary methods emerge, each 

emphasizing either on data reduction, dimension reduction, or a combination of both for 

query searches. One category revolves around spatial clustering-based techniques, with 

some approaches being K-means clustering [87] or hierarchical KD-trees [88]. These 

methodologies adopt a partitioning algorithm, constructing a k-nearest neighbor graph 

through the segmentation and clustering of samples into distinct regions. An alternative 

approach in the field of approximate nearest neighbor search entails hashing-based 

techniques like Locality Sensitive Hashing (LSH) [89]. Such methods group data points 

into "buckets" according to the distance metric. Near vectors are assigned to the same 

bucket, facilitating the algorithm's retrieval of the nearest neighbors to the target vector. 
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FAISS framework operation ð Faiss leverages a variety of methods designed for 

performing similarity searches on dense vectors containing real or integer values. These 

methods identify vectors that are near a given query vector, which is achieved by 

minimizing the L2 distance or maximizing the dot product between the vectors. The 

underlying structure of Faiss involves employing diverse indexing approaches to store 

vectors, and the computation of distance involves multiple metrics, as mentioned earlier. 

The indexing methods within Faiss exhibit diversity, ranging from exact search methods 

to techniques like product quantization, which have demonstrated superior effectiveness 

compared to binary codes. This efficacy, however, is accompanied by a trade-off 

involving factors such as accuracy, search speed, training time, and memory 

consumption. Within this section, we will look into an exploration of fundamental 

indexing techniques employed within the Faiss framework. This exploration aims to 

provide a comprehensive understanding of the architecture before delving into the 

optimizing process via FPGA hardware. Our subsequent implementation, detailed in the 

following paragraph, focuses on utilizing IVFFlat indexing as a representative use case 

(best for high-accuracy regimes) but the design can be easily applied to other indexes 

such as IndexIVFPQ. Both approaches, particularly the latter one, exhibit slightly lower 

precision compared to exhaustive search. However, they have been demonstrated to 

effectively handle billions of vectors given ample memory resources on a single server. 

 

I. IVFFlat Indexing: Several previous research works have exploited the 

characteristics of Voronoi diagrams to enhance variations of the nearest neighbor 

search [90]. A Voronoi diagram partitions a plane into distinct regions based on 

distances from points within a designated subset of the plane [91]. FAISS 

constructs the IndexIVFFlat index by establishing Voronoi cells through a 

codebook ὅ  in the d-dimensional space; each database vector is assigned to 

one of these cells. During the search process, only the database vectors ώ situated 

within the same cell as the query ὼ, along with a few neighboring ones, are 

compared against the query vector. Consequently, two critical parameters govern 

the query process: ncells, representing the number of cells, and nprobe, denoting 

the count of cells (out of ncells) that are explored during a search. The concept of 

the number of cells aligns with the quantity of inverted lists, which could also be 

referred to as nlist. This probing mechanism operates as a partition-oriented 

approach rooted in Multi-probing (reminiscent of a variant of the best-bin KD-

tree) [92]. The assignment of database vectors to cells is facilitated by a hashing 

function, notably K-means (closest query to centroids), and these vectors are 

stored within an inverted file structure. As a result, IVFFlat efficiently reduces the 

search space and significantly accelerates the search process compared to 

exhaustive search methods. However, to ensure result accuracy, it is imperative 

that the outcomes align with the Voronoi cells being visited during the search 

operation. 
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II.  IVFPQ Indexing: This approach extends the concept of inverted indices by 

integrating them with product quantization, thereby circumventing the need for 

exhaustive search. The conventional product quantization method is referred to as 

PQ, and its non-exhaustive variant is termed IVFPQ [93]. Vectors continue to be 

stored within Voronoi cells, but their dimensions are reduced to a configurable 

byte count, denoted as 'm' (with the vector's dimension being a multiple of 'm'). 

The compression step introduces an additional layer of quantization, focusing on 

encoding sub-vectors of the original vectors. Since the vectors are not stored 

exactly in this scenario, the distances returned by the search method represent 

approximations and may exhibit somewhat lower accuracy compared to methods 

like IVFFlat. Additionally, when dealing with uniform data, this indexing 

approach encounters challenges due to the absence of inherent regularity that 

could be leveraged for clustering or dimensionality reduction. Nevertheless, the 

IndexIVFPQ structure proves highly valuable for conducting large-scale searches 

and holds potential for integration within our FPGA design. This indexing strategy 

offers a pragmatic solution for efficient search operations, making it well-suited 

for deployment in FPGA-based systems. 

 

III.  LSH Technique: Another widely recognized cell-probe approach is likely the 

original method of Locality Sensitive Hashing (LSH). This method aims to 

diminish the dimensionality of high-dimensional data by employing hashing to 

assign input items into akin buckets. Points that are in proximity to one another 

according to a specific distance metric (such as the Euclidean distance) are 

assigned to the same bucket with a high likelihood. While Faiss incorporates this 

algorithm, it does lack certain attributes present in other algorithms, including 

memory optimization. The incorporation of numerous hash functions introduces 

additional memory requirements, a factor that becomes impractical for extensive 

datasets hosted on cloud platforms. As a result, this approach is not particularly 

well-suited for the scope of this work due to the limitations posed by memory. 

 

IV.  FPGA OpenCL framework: The OpenCL specification within FPGAs comprises 

both host code and kernels. In this setup, the host is situated on an x86-64 CPU 

and manages the dataflow of the application. Our FAISS application, running on 

the host, takes advantage of the hardware kernels responsible for translating the 

OpenCL hardware abstraction into an FPGA implementation within the device 

fabric. For this task, we utilized the SDAccel environment [94], which provides 

both software and hardware emulation capabilities. Through careful examination 

of system reports and checking the device data tracing and application's timeline, 

we identified potential bottlenecks within our design down to the granularity of 

clock cycles. Thus, this analysis allowed us to finalize the optimized application, 

seamlessly integrating the hardware into the FAISS framework. 
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3.3.2 Implementation and Results  

 

To determine which components of Faiss should be prioritized for hardware 

implementation, a comprehensive framework profiling was conducted. This section 

begins by detailing the process involved in this profiling, during which the IVFFlat index 

was chosen as a representative use-case. Subsequently, the hardware algorithm is 

specified, along with optimizations executed on both the host and kernel sides to optimize 

throughput and minimize overall design latency. The final portion of this section delves 

into the novel custom framework. This framework employs an FPGA with optimized 

memory transfer scheme which seamlessly integrates our designed accelerators to ensure 

minimal latency overhead during memory transactions. 

 

Framework Profiling ð Both prior research and our own practical experience have 

demonstrated that IVF indices generally exhibit substantial speed and accuracy. Notably, 

among the various indexing techniques employed in Faiss for typical scenarios, IVFFlat 

stands out as the most proficient technique. Subsequently, we employed call-graph 

techniques offered by profiling tools such as valgrind/callgrind to identify memory and 

computational bottlenecks. Functions consuming the majority of execution time present 

suitable candidates for offloading and acceleration onto FPGAs (see Figure 3-4). Profiling 

outcomes revealed that the most substantial computational workload arises during index 

creation and data addition to the index. This holds true even when considering modest 

query searches encompassing thousands of vectors. This phenomenon stems from the fact 

that while approximate nearest neighbor search is highly efficient, it incurs extended 

training times, especially when numerous cluster points are required to sample the 

dataset. Notably, the training algorithm incorporates numerous Multiply-Accumulate 

operations (MAC), which Faiss presently executes using CPU-optimized BLAS routines 

by default. Given the prevalent characteristics of these algorithms, it's very common to 

map them for hardware, owing to their high operations-to-bytes transferred ratio. 

 

 
Figure 3-4. IVF indexing (Flat) workload distribution  

Train Query Add_List Other
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Optimization schemes ð Consideration of specific hardware design principles was 

imperative to ensure an efficient FPGA implementation of the accelerator. As an initial 

step, these principles include the thoughtful design of both the x86 host and kernel 

aspects of the accelerator function. This dual-pronged approach was aimed at effective 

alignment with Faiss operation while maintaining application correctness. Moreover, due 

to the significant importance of memory optimization, we dedicated efforts to streamline 

data movement between the Linux host and global memory, as well as between global 

memory and kernels. Furthermore, careful attention was directed toward designing the 

FPGA kernels in a manner that minimizes latency within our custom logic. To elaborate 

on the specifics: 

 

1. Defining the accelerator: The key transformations of high-level synthesis lie in 

the host code. To establish a scalable function for acceleration, we devised a 

bespoke column-major General Matrix Multiplication (GEMM) routine, where 

the first matrix is transposed: 

ὅ  ὥὰὴὬὥ z Ὕὃ z ὄ  ὦὩὸὥ z ὅ 

This approach optimizes hardware efficiency by accessing both arrays with 

consecutive elements along the second dimension, in line with the data storage 

format. Subsequently, we determined the matrix dimensions for our function's 

application, particularly during index creation and data addition phases. Within 

Faiss, the GEMM's first input is characterized by an ὲὰὭίὸ  ὺὩὧὸέὶ dimension 

matrix, while the second input comprises a vector ὨὭάὩὲίὭέὲ 

 ὧὩὲὸὶέὭὨ ὴέὭὲὸί matrix. Notably, the integer nlist, often small compared to the 

database, signifies the number of inverted lists, as previously described. This 

value, generally a multiple of ЍὨὥὸὥίὩὸ, (e.g., IVFFlat4096), informs the number 

of lists. Additionally, the vector dimension (vector_dim), representing the 

dimension of the vectors, typically remains modest (below a thousand) due to 

data dimension compression. The larger matrix dimension pertains to centroid 

points (centroid_points), denoting the points sampled for clustering in each 

iteration. Our algorithmic design and data flow are intricately constructed around 

these facts, ensuring maximum optimization aligned with these guidelines. 

 

2. Optimizing data movement: A pivotal observation we made was that GEMM is 

executed multiple times within each iteration of the training process, accessing 

segments of the B matrix. This realization underpins our strategy, which hinges 

on a blocking technique. Moreover, our theoretical understanding confirms that 

each iteration employs consistent clustering data (total centroid points), leading 

us to infer that the B matrix remains constant across iterations. To obviate 

redundant data transfers to global memory during each iteration, we made a one-

time transfer of the aggregate centroid points to DDR once in the initial iteration. 

This approach not only eliminates memory requests for the same data but also 
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facilitates accelerated burst data transfers to global memory, benefiting from 

larger memory chunks being transferred at higher rates. To further enhance data 

throughput, we implemented a 512-bit user interface on each kernel side, aligned 

with the maximum memory bandwidth supported by our FPGA through OpenCL 

vector datatypes. By employing the float16 datatype, we maintained peak 

accuracy for the dataset while abstaining from introducing further layers of 

approximation into the Approximate Nearest Neighbor (ANN) search process. By 

leveraging all four DDRs of the device for read-write operations, we achieved 

optimal memory transfer rates spanning between host-DDRs and DDRs-kernels. 

It's worth mentioning that careful allocation of kernels to Super Logic Regions 

(SLRs) was undertaken. Our design placement was strategically arranged to 

ensure that SLR resource limits were not surpassed, and kernels were matched 

with the memory banks to which they exhibited the most connections according 

to their respective SLRs. This deliberate placement strategy avoids SLR crossings 

and mitigates critical path complexities, which often translates to inefficient 

synthesis outcomes and unnecessary power consumption. Lastly, for improved 

communication efficiency, we allocated matrix blocks within physically 

contiguous memory utilizing on-chip Block RAMs (BRAMs), strategically 

positioned near kernel computations. This arrangement ensured high speed 

communication, enabling one-cycle read-write operations of 512-bit data, 

optimizing the performance using the most efficient data movers. 

 

3. Optimizing kernel: To achieve substantial throughput, our focus centered on 

introducing a significant level of finely-tuned parallelism in application execution 

within the Programmable Logic (PL) fabric. This entailed mitigating data 

dependencies. Employing appropriate OpenCL directives like 'pipeline' or 

'unroll,' we formulated a highly parallel and pipelined architecture characterized 

by minimal latency. This architecture exhibited exceptional efficiency in 

executing Multiply-Accumulate (MAC) operations. By ensuring an initiation 

interval (II) of 1 for each loop and utilizing the dataflow directive, the kernel 

operated optimally, rapidly consuming incoming data from memory interfaces 

and rapidly writing results back to DDRs. Moreover, we identified that creating 

larger and fewer Compute Units (CUs) to access global memory chunks yielded 

increased efficiency compared to generating multiple smaller CUs. This strategic 

choice averted excessive FPGA resource utilization and area consumption, 

mitigating timing failures. Furthermore, we generalized our implementation to 

host multiple FPGAs. This entailed an even distribution of the workload and 

automatic synchronization of the dataflow across any number of kernels. Our 

design, tailored for a single kernel parallelizes up to 192 output data achieving the 

maximum of 300 Mhz, thus in every cycle 192 output elements are produced, 

translating into 2 · 192 · 300 MHz = 115 GFLOPS for a single kernel. 
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Final system design ð In order to integrate the hardware accelerator into Faiss and 

transfer it to the FPGA, a necessary step was to export it as a shared library. This library 

was then connected to the rest of Faiss framework through library linking during 

compilation. To ensure seamless compilation of the entire framework using the SDAccel 

compiler and loading successfully the required OpenCL runtime libraries, we performed 

targeted adjustments to the framework Makefile. The FPGA API operates underneath the 

Faiss framework, and enabling it involves a simple switch from the 'SW' to 'HW' build 

target option. Within the FPGA memory model of Faiss, relevant Faiss functions are 

mapped onto FPGA memory, granting access to device specifications across all 

framework source files. This setup enables any function to execute in HW mode 

immediately and seamlessly. Moreover, all cluster points resided in the FPGA global 

memory throughout the application execution, with hardware accelerators in Faiss 

accessing the necessary memory segments as required. The optimized CPU BLAS 

function, "sgemm" was replaced with a customized function in our implementation. This 

custom function meticulously handles input data manipulation and utilizes OpenCL task 

synchronization through command queues on the host side. A representative hardware 

dataflow is depicted in Figure 3-5, showcasing the concurrency achieved via OpenCL 

Command Queues, as well as the synchronization established between the host and 

kernels. These elements were carefully implemented to operate concurrently in alignment 

with FPGA design principles, thus achieving elevated performance levels.  

 

 
Figure 3-5. Kernel Synchronization 

 

Also, on the following Figure 3-6, we show the illustration of the end-to-end application 

from SW to HW. Host code optimization (concurrency from OpenCL Command Queue), 

buffer management regarding data exchange between the host and kernels, general 

pipelining on the FPGA, and synchronization between host and kernels were all precisely 

constructed according to FPGA design principles for high performance. As depicted in 

the figure, the query vectors are loaded from the host x86 CPU and communicate with the 

dynamic library of Faiss which we have linked with the rest of the framework. Also, the 

inverted index is loaded in order to fetch the results according to the clusters.  
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Figure 3-6. Software and hardware dataflow 

 

Evaluation and Results 

 

To assess the design, we verified the accuracy of the accelerator and quantified its 

performance. Subsequently, following the integration with Faiss, we conducted 

assessments of the final system's precision and efficiency using real-world data. 

Additionally, we measured power efficiency in comparison to alternative systems like 

CPU and GPU setups. The configuration of the system was done on OpenCL-FPGAs, 

specifically employing an Xilinx Alveo U200 datacenter card equipped with four DDR4 

channels. This was coupled with a host system utilizing a Xeon CPU. For a 

comprehensive like-for-like comparison against a high-performance CPU, we selected a 

c4.8xlarge instance from AWS Cloud, equipped with a Xeon CPU with 36 vCPUs and 60 

GiB of RAM. Remarkably, this instance bears an equivalent cost (per hour) to an 

f1.2xlarge instance featuring a similar FPGA, the VU9P. Moreover, for the conclusive 

evaluation of the final system's performance, we assessed the efficiency in terms of 

performance per watt against both the same CPU and a Kepler-class K40 GPU. Our 

FPGA hardware design maximizes the utilization of all DDRs and optimally leverages the 

resources within each SLR. However, the primary limitation to further scalability resides 

in the routing across the three SLRs. The resource utilization of a single kernel on the 

FPGA device is outlined in  

Table 3-1 for reference. 

 

Utilization summary  

Name BRAM  DSP FF LUT  

Total 502 1036 156137 89206 

Percentage (%) 11 15 6 7 
 

Table 3-1. FPGA resource utilization per kernel 
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Accelerator performance ð To assess the design's effectiveness, our initial step involved 

validating the accelerator's accuracy and quantifying its performance on the Alveo FPGA. 

To thoroughly test the hardware functionality, we simulated Faiss inputs across diverse 

dataset scenarios. This involved generating random cluster data across various list sizes. 

Figure 3-7 illustrates the notable speed-up achieved exclusively by the FPGA accelerator, 

with enhancements reaching approximately 98× for larger list sizes. The arrow shows the 

maximum speed-up achieved when compared with a single-core CPU. This comes from 

the fact that for more cells the impact of data transfer is less evident. Itôs worth 

mentioning here that the lower efficiency value which happens to be from Ḑ500 cells and 

below does not impact the overall performance of the algorithm. Usually in real-world 

datasets, especially in larger ones used in data centers, the Voronoi cells are multiples of 

thousands for satisfactory clustering, even for a modest 1-million dataset. 

 

 
Figure 3-7. Hardware accelerator efficiency 

 

Final system and evaluation ð In the final evaluation of the system's performance, our 

initial comparison involved measuring the end-to-end execution against the previously 

mentioned 36-thread Xeon CPU, resulting in an approximate 2.1× speed-up. To provide a 

demonstrative scenario, we employed a million-scale dataset, specifically the SIFT 1M 

dataset, a very popular dataset that comfortably fits within available RAM. In Figure 3-8, 

we perform an accuracy assessment on this dataset using our FPGA design to evaluate the 

algorithm's efficacy with real-world data. The evaluation of KNN models generally 

employs the recall measure, which calculates the ratio of correctly predicted positive 

observations to all observations in the actual class. However, we use the more appropriate 

"R ī recall at R" also known as intersection, to assess the effectiveness of our custom 

Inverted Index method. This measure quantifies the fraction of the R nearest neighbors 

found by the model that are within the ground-truth R nearest neighbors, with R set to 

100 in our case. 
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In the provided figure, we analyze the accuracy of two Inverted Index (Flat) methods 

using varying probe values. Notably, constructing the IVF4096 index consumes more 

time due to a larger number of cells to train (4096 compared to 256). However, even 

while maintaining the same accuracy values (y-axis), the query search on IVF4096 is 

considerably faster. This efficiency is attributed to a smaller fraction of the database being 

compared to the query (nprobe/ncells). For instance, to sustain 0.6 accuracy, probing 

involves  cells of the dataset on IVF256, whereas IVF4096 requires only  cells 

from the dataset, as illustrated in Figure 3-8. From these observations, we conclude that 

investing computational time in a robust index-building process yields more efficient 

query results. Consequently, by adopting this approach, users can achieve faster similarity 

search outcomes. As a result, the index-building algorithm, which was a focal point of 

acceleration in our FPGA design, plays an undeniable and pivotal role in enabling more 

efficient search capabilities. 

 

 
Figure 3-8. Inverted index accuracy for different probe values on SIFT 1M 

 

Subsequently, we advanced to conducting actual real-world measurements of our FPGA 

board within a live environment, utilizing AWS metric tools to encompass data transfers. 

Following this, we engaged in a comparison of the measured performance per watt from 

our hardware design with the theoretical maximum performance per watt attainable by the 

Xeon CPU and a K40 GPU. The outcomes, as depicted in Figure 5, exhibit a distinct 

advantage for our FPGA architecture. For the other devices, we employed the following 

equation to facilitate a comparison of their potential maximum power efficiency against 

our FPGA design. This equation was utilized to determine how efficiently those devices 

could perform in relation to our FPGA architecture. 
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Figure 3-9. Power efficiency comparison 

 

Conclusion ð Hardware accelerators have the potential to significantly enhance the 

performance of ML applications. However, numerous frameworks, including Faiss, lack 

transparent support for effectively incorporating such acceleration modules. This study 

introduced an innovative approach that seamlessly integrates FPGA hardware into the 

popular Faiss framework for large-scale similarity searches, a vital component of cloud 

computing. Our findings demonstrate that our hardware accelerator surpasses the 

capabilities of a 36-thread Xeon CPU. Furthermore, it exhibits superior performance per 

watt in comparison to both the same CPU and a Kepler-class GPU. This underscores the 

effectiveness of a software/hardware codesign approach for addressing the demands of 

cloud computing workloads, specifically in scenarios like persistent indexing times for 

approximated KNN algorithms. The increased performance and efficiency of our design 

hold the potential to revolutionize the utilization of FPGA hardware in cloud 

environments and expansive data centers, given the growing significance of power 

efficiency amidst escalating workload requirements. Looking ahead, in order to solve the 

memory issue of billion-scale datasets which was our only restriction, the distributing of 

the application to a number of FPGAs is needed. Our algorithm was designed in such a 

way that the host application can easily distribute the dataset and thus the workload on a 

number of FPGAs on the cloud which due to limited infrastructure at that time we could 

not accomplish. Despite the limitations imposed by the available infrastructure at the time 

of this study, this distributed approach remains a promising avenue for future exploration. 
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3.4 Accelerated Image Reconstruction using GANs  

This section contains the second of the four scenarios in which we utilized FPGA 

acceleration for AI execution. Precise and efficient ML algorithms hold immense 

significance across various challenges, particularly in tasks involving classification or 

clustering. In recent times, a novel category of Machine Learning known as Generative 

Adversarial Networks (GANs) has emerged. GANs operate using two neural networks: a 

generative network (generator) and a discriminative network (discriminator). These 

networks engage in a competitive process with the objective of generating new unseen 

data, such as images. For instance, a GAN can reconstruct an image that is corrupted by 

noise or contains damaged segments. This image reconstruction concept has diverse 

applications in computer vision, augmented reality, human-computer interaction, 

animation, and medical imaging. Nonetheless, this algorithmic approach demands a 

substantial number of MAC (multiply-accumulate) operations and consumes considerable 

power to function. In this section, we describe the implementation of an image 

reconstruction algorithm utilizing GANs. Specifically, we focus on training a model to 

restore images of clothing utilizing the fashion-MNIST dataset as a case study. 

Furthermore, we deploy and optimize this algorithm on a Xilinx FPGA SoC. These 

platforms have demonstrated notable proficiency in effectively addressing such 

challenges in terms of performance and power management. The designed approach also 

outperforms CPU and GPU setups, achieving an average reconstruction time of 0.013 

milliseconds per image and a peak signal-to-noise ratio (PSNR) of 43 dB on the FPGA's 

quantized configuration. 

 

 

3.4.1 Introduction and Related Work 

 

In the era characterized by the prevalence of big datasets, modern applications spanning 

from edge computing to cloud-based solutions confront the substantial challenge of 

processing several terabytes of data on a daily basis. Emerging machine learning 

algorithms, notably Neural Networks (NNs), which continuously learn from real-world 

large-scale data, have exhibited remarkable progress, largely attributed to their ability to 

achieve high levels of accuracy. Recently, a fresh category of Machine Learning, named 

as Generative Adversarial Networks (GANs) , was introduced by Ian Goodfellow and his 

collaborators [10]. Within this framework, two neural networks engage in a competitive 

game resembling a zero-sum scenario, where gains for one agent are losses for the other. 

Essentially an unsupervised learning task, GANs employ provided training data to acquire 

the skill of generating novel samples mirroring the statistical properties of the training 

dataset. This includes the capacity to reconstruct incomplete data, such as partial images. 

The setup involves a generator model trained to create new instances, and a discriminator 
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model tasked with categorizing instances as genuine (pertaining to the domain) or 

counterfeit (generated).  The applications of GANs have rapidly gained substantial 

traction, particularly in domains like science, video games, and computer vision, owing to 

their versatile capabilities [95].  

 

More specifically, the focal point of our work is image reconstruction, a domain that has 

found application across multiple sectors. Notably, it is utilized in computer vision and 

image processing, including tasks like resolution upscaling. Moreover, it plays a pivotal 

role in human-computer interaction, including tasks such as face reconstruction, and 

extends its utility to medical imaging where it aids in the early diagnosis of incomplete 

medical images [96]. For these challenges, the utilization of cutting-edge models such as 

GANs presents a marked improvement in accuracy and output quality compared to older 

techniques. However, the surge in demand for efficient and rapid processing of the latest 

generation algorithms, like CNNs (or GANs in our context), has spurred efforts to 

optimize their performance through hardware-specific enhancements. This involves 

harnessing the potential of heterogeneous architectures, including CPUs, GPUs, and 

FPGAs [97]. FPGA implementations have made remarkable strides, proven to be 

exceptionally effective in tasks involving CNNs due to their inherent parallelism and 

configurable nature at the bit level [98, 99]. This architecture aligns well with tasks 

characterized by repetition, such as the computations within GANs. As demonstrated in 

our work, the incorporation of hardware accelerators enables us to achieve low latency 

and substantial overall throughput. Notably, these high-performance platforms also excel 

in power efficiency, a critical factor for both edge and cloud-based workloads [100, 96].  

 

However, GANs represent a relatively recent yet highly significant area within this 

domain, and scant prior research has combined GANs with hardware acceleration. As a 

result, this study introduces an innovative approach: the deployment of GANs on a small 

embedded Xilinx FPGA SoC, which not only achieves high-quality image restoration but 

also operates within a short timeframe. To summarize, the primary contributions of this 

work are as follows: 

 

¶ Development and Training of GAN Model: We construct and train a GAN model 

with the ability to generate novel, previously unseen images, employing clothing 

images as a practical use case. Through a series of key modifications, we adapt 

this model to excel at reconstructing images with an impressive degree of 

precision. 

¶ Hardware Architecture Implementation: A hardware architecture is devised for the 

Generator model, specifically tailored for a Xilinx Zynq 7000 FPGA. This 

architecture is optimized to accelerate the image reconstruction algorithm, 

involving enhancements in host processing, memory management, and kernel 

operations. 
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¶ Performance and Quality Evaluation: The restored images are subjected to 

comprehensive evaluation in terms of both performance and quality. This 

evaluation encompasses varying bit precisions within the hardware configuration. 

Furthermore, the outcomes are compared against alternative platforms, such as 

CPUs and GPUs. 

 

Related Work ð Significant prior research within the domain GANs, especially in 

conjunction with FPGAs, is relatively scarce due to its novelty within the research 

community. Nevertheless, a number of earlier studies have tackled image reconstruction 

algorithms by leveraging hardware acceleration. In this paragraph the related work will 

include a very similar problem domain and compare our contributions with previous work 

in terms of quality of results and acceleration speed. In a study by Ghasemzadeh et al. 

[101], they introduce a reconfigurable design for tomographic image reconstruction, 

aimed at a Xilinx Virtex 2 Pro FPGA. Their focus centers on a reconfigurable design of 

filtered backprojection (FBP) for parallel beam imaging, achieving an operational 

frequency of 144MHz while utilizing nearly 14% of FPGA resources. However, the 

reconstructed image presented in their paper exhibits a comparatively more pronounced 

reduction in quality when contrasted with images generated using GANs, as demonstrated 

in this study. S.O. Memik et al. [102] explored FPGA implementation of an iterative 

image restoration technique. Their investigation includes various metrics like result 

quality and speed, concentrating on a Xilinx FPGA platform. Specifically, their highest 

reported speed for a single image restoration, with kernel execution only, using their 

largest FPGA, stands at 0.28 seconds for a 256×256 image. Even if we extrapolate this 

acceleration to our image size (28×28), our design showcases relatively higher speed. S. 

Kumar [103] developed a noise reduction algorithm tailored to eliminating diverse types 

of noise, particularly from digital images, with remarkable accuracy. Employing an 

approximated fractional integrator (AFI) on grayscale images, they propose a hardware 

implementation on an Artix-7 FPGA. Although they validate accuracy, no explicit 

performance outcomes are provided. There have been some earlier examples of 

combining GANs with FPGAs, such as in works like [104] and [105]. These works 

present memory-efficient architectures to accelerate the generator and/or discriminative 

network of GANs. Although this aligns closely with our problem domain, they showcase 

performance results on significantly larger FPGAs, with no explicit application testing or 

mention. While these studies meticulously outline FPGA architecture designs, they lack 

details concerning application outcomes or the quality of GAN-generated content. To 

summarize, some preceding research has addressed image restoration algorithms through 

FPGA implementations but falls short in matching the quality and/or speed of outcomes 

achieved through our GAN-related work. Others have delved into GAN-related concepts 

on FPGAs but omit application-specific details or insights into the quality of generated 

outputs. In subsequent sections, we will introduce a unique FPGA task that hasn't been 

previously explored, a GAN generative model designed for partial image restoration. 
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3.4.2 Implementation and Results  

 

In the following paragraph we describe the optimization aspects of the software and then 

the hardware design of our GAN-related application for image restoration.  

 

Software Implementation ð We are going to outline the software-level design of the 

application. As previously indicated, we have conducted training on two custom MLP 

(multilayer perceptron) networks ï one for the generator model and another for the 

discriminator model. The training was performed on the fashion-MNIST dataset, which 

poses a slightly greater challenge than the standard MNIST dataset. The primary 

generative model produces novel image samples, and by implementing several 

adjustments, we have configured the GAN model to reconstruct partial images. 

Furthermore, we have optimized the model parameters in a memory-efficient manner to 

ensure they can be accommodated within the FPGA on-chip BRAMs (Block RAMs) 

without causing any substantial loss in quality. 

 

¶ Model Parameters: The discriminator is composed of an MLP featuring a 4-layer 

architecture. Each layer consists of a Dense layer, a LeakyReLU activation 

function, and a dropout layer. The final layer employs a Sigmoid activation 

function, featuring in a total of 1.5 million parameters. Similarly, the generator 

model, which excels in generating synthetic images, also adopts a 4-layer 

configuration. However, it incorporates a Tanh output layer and contains a total of 

1.1 million parameters. It's important to note that these parameters have been 

notably reduced for deployment on hardware, which will be elaborated upon in 

the subsequent sections. 

 

¶ Data Reconstruction Technique: During the training of the GAN, the generator 

tries to approximate a particular distribution, while the discriminator evaluates its 

performance, resulting in mutual iterative enhancements. The generator is 

supplied with random noise during each iteration to create random samples 

adhering to the distribution. However, in the context of image reconstruction, 

instead of random noise, we feed the generator with half of an image from the 

dataset as input, expecting it to generate an approximation of the missing half. For 

the generator model, both the training and test sets have been modified to only 

include the top half of the images. Ultimately, the outputted half-image is 

combined with the original counterpart to create a complete image, which is then 

used to train the discriminator model. The training process for the generator model 

is in line with the fundamental principles of the typical discriminator model, 

utilizing binary cross-entropy loss (as indicated in the next equation). The primary 

objective here is to devise a model that maximizes the likelihood of the training 

data. 
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¶ HW-aware training: To adapt the neural network model for FPGA synthesis, we 

undertook several hardware-friendly adjustments within the model architecture 

itself. Firstly, the substantial parameter count of the generative model (1.1 million) 

necessitated reduction to ensure compatibility with the FPGA's on-chip memory, 

thus maximizing data bandwidth. To achieve this, we downsized the network from 

four layers to three, as well as reducing the number of neurons. Despite these 

modifications, we retained the ReLU activation function, which is generally 

suitable for hardware implementation. Consequently, this yielded a mere 32,000 

parameters, demonstrating exceptional memory efficiency without significant 

compromising of outcomes. Additionally, it's important to highlight our 

application of a MinMax constraint during the Keras training phase. This 

constraint limits weight values to a narrow range, specifically within the interval 

of (-2, 2) (as depicted in Figure 3-10). By doing so, the necessity for extensive 

bitwidth in multipliers is obviated, leading to a reduction in overall resource 

usage. Lastly, for the final output layer, we employed a Tanh function. While this 

poses slightly more intricacy in hardware implementation compared to ReLU, we 

successfully implemented it on the FPGA through the use of a pre-computed value 

table. The Tanh function's output neuron count, totaling 392, is derived from the 

dimensions of the predicted half-image (
 z 

). This design approach ensures 

efficient hardware compatibility while achieving the desired functionality.  

In the following Figure, we can observe the loss achieved for discriminator and new 

generator model. Also, at the bottom of the Figure we can see the parameter range for 

each layer as acquired from the MinMax constraint we already mentioned. 

 

 
Figure 3-10. Training Results (top: Loss for Discriminator and Generator model, bottom: illustration  

of parameter range in each layer) 
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Figure 3-11 displays a collection of diverse images captured during both the initial and 

final epochs of training. Evidently, in the initial epoch, the lower halves of the images 

(which constitute the output generated by the generator model) appear as if they consist of 

random noise. However, in the concluding epoch (on the right), the showcased images 

constitute a compilation of complete clothing ensembles, bearing a strong resemblance to 

actual clothing. 

 

 
Figure 3-11. Generator results for image reconstruction from first (left) and last 

 

Hardware Implementation ð The primary objective behind FPGA acceleration was to 

enhance the speed of the generator model responsible for image synthesis and 

reconstruction. To ensure the creation of a fast reconfigurable design, we executed the 

implementation of a memory-efficient neural network, as explained in the preceding 

paragraph. This network's layers were then synthesized onto the hardware, employing a 

pipelined approach. The optimization of the host code, efficient management of buffers 

for enabling data exchange between the host and kernels, general FPGA pipelining 

strategies, and specific synchronization mechanisms between the host and kernels were 

all meticulously orchestrated in according to FPGA design principles for high 

performance. The final configuration of the system is presented in Figure 3-12. 

 

¶ Host optimizations: The initial phase involves refining the design of the host 

component of the accelerator function to align effectively with the requirements of 

the application. The accelerator takes in a 14×28 image, which is then processed. 

The input image is stored in contiguous memory using C++ vectors, facilitating 

the utilization of the most efficient data transfer mechanisms for the accelerator. 

The outcome produced by the accelerator is the projected 14×28 image that was 

previously absent. This result is subsequently transferred back to the host system, 

where it's combined with the input image to yield the final reconstructed 28×28 

image. 
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¶ Memory optimizations: Enhancing the data movement and the organization of 

memory is pivotal to achieving high performance levels. Through the strategic 

partitioning of BRAMs (Block RAMs) within the fabric, we attained optimal data 

bandwidth. This enabled the instantiation of a greater number of DSPs (Digital 

Signal Processors) capable of parallel operation, with simultaneous access to the 

model's weights. Additionally, we adopted fixed-point arithmetic for the MAC 

operations during model quantization. This switch from floating-point arithmetic 

ensured more efficient hardware synthesis for our design. 

 

¶ Kernel optimizations: For the purpose of achieving substantial throughput, it was 

necessary to activate a high degree of finely-grained parallelism during 

application execution within the Programmable Logic (PL) fabric. This was 

achieved by strategically circumventing data dependencies. By utilizing 

appropriate pragma directives, we constructed an architecture for the Generator 

model that was entirely parallel and pipelined, minimizing latency. Furthermore, 

each layer's execution overlaps with the subsequent layer's operation in a dataflow 

manner. Intermediate results are transferred downstream without needing 

additional memory. 

 

 
 

Figure 3-12. Final System design for GAN image reconstruction 
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Evaluation and Results 

 

In this paragraph, we assess and analyze our application. Our evaluation will initiate with 

an examination of the reconstructed images yielded by the GAN model in hardware, 

involving a comparative study of errors across various bit precisions. Furthermore, we 

will provide an evaluation of the hardware accelerator's performance, resource utilization, 

and power efficiency. This assessment will be compared against other platforms. 

 

I. Assessment of the Model: Our evaluation strategy advances to the model 

examination phase. Figure 3-13 presents a visual representation of the image 

quality generated by the Generator model through diverse fixed-point precisions 

in the hardware setting. The perceptible outcome is the variation in the quality of 

the lower portion of the image, which is subject to approximation, dependent on 

the bitwidths of the multipliers in the FPGA. After careful consideration, we opt 

to retain an 8-bit precision approach, as it yields the most optimal results without 

imposing a significant overhead on resources. 

 

 
Figure 3-13. Image reconstruction quality for different bit precision in the FPGA 

Furthermore, Figure 3-14 presents the distribution of pixel errors obtained from 

the complete set of test images (normalized on a scale of -1 to 1) across varying 

bitwidths on the FPGA hardware. The error values are compared against the 

software-based execution of the generator using 32-bit floating-point 

representation. This depiction also clarifies that the 8-bit configuration 

consistently yields the most favorable outcomes, achieving a Peak Signal-to-Noise 

Ratio (PSNR) of 43.14 dB (scaled from 0 to 255 pixels). Notably, within the 

context of 8-bit normalized images, the maximum error remains under 0.1. In 

contrast, configurations with fewer bits witness the maximum error rising to 

approximately 2. This escalation in error magnitude can potentially lead to 

complete pixel inversion, shifting from white to black or vice versa. This 

outcome, in turn, contributes to a discernible decline in output quality. 
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Figure 3-14. Pixel error distribution for different FPGA bitwidths  

 

II.  Regarding the system configuration, we employed a Xilinx ZC702, which is 

equipped with a Zynq-7000 System on Chip (SoC) featuring a Dual-core ARM 

Cortex-A9 processor and 512 MB of DDR3 memory. The resource allocation of 

our FPGA-based hardware accelerator, coupled with latency timings and the 

attained frames per second (FPS), is detailed in Table 3-2. 

 

 Utilization Summary Timing 

Name BRAM  DSP FF LUT  Latency FPS 

Used 54 110 18907 9855 - - 

Percentage 38.57% 50% 11.77% 18.52% 0.013 (ms) 77K 
 

Table 3-2. Resource utilization and latency per kernel 

 

III.  To comprehensively assess our system's performance, including memory 

transfers, we implemented the identical generator model on alternative systems 

(CPU, GPU). This was carried out to facilitate a fair performance and 

performance per watt (PPW) comparison. The acceleration achieved is evaluated 

against the baseline of the single-core testing on the ARM Cortex-A9 CPU within 

the FPGA SoC. The relatively modest scale of the problem rendered an embedded 

FPGA SoC advantageous compared to a GPU, considering the device overheads. 

Remarkably, this approach yielded favorable outcomes across all platforms, both 

in terms of performance and the performance-to-power ratio (PPW) metric as seen 

from the metrics in Table 3-3. 
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Device Information Evaluation 

System Model Time/Img Speed-up Power PPW 

CPU ARM A9 2.06ms 1× 3.2W 1× 

GPU Nvidia K80 0.033ms 62× 74W 2.7× 

FPGA ZC702 0.013ms 158× 3.6W 140× 
 

Table 3-3. Performance and power evaluation vs other systems. 

 

Conclusion ð In this study, we examined the utilization of a highly promising Deep 

Learning technique known as GAN (Generative Adversarial Network) for the purpose of 

image reconstruction on an FPGA. This particular application domain had yet remained 

unexplored in the context of FPGA implementation. Our investigation unveiled the 

supremacy of GANs over conventional algorithms in terms of image restoration quality. 

Concurrently, we demonstrated a successful proof-of-concept, showcasing the efficacy of 

employing FPGAs for such tasks, yielding substantial gains in accuracy, speed, and 

power efficiency. The generator model, meticulously trained with optimizations tailored 

for hardware, displayed exceptional performance in reconstructing high-quality images. It 

not only minimized latency but also operated with remarkable power efficiency, 

outperforming equivalent CPU and GPU platforms. While the potential trade-offs within 

the design space are expansive, our study has illuminated a path within this field, yielding 

prosperous outcomes. The overall objective is to establish FPGAs as major contributors 

to the open software-hardware landscape, and this research takes a significant stride 

towards realizing that vision. 
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3.5 Hardware Accelerated AI for  Covid detection 

Within this section, we explore the third scenario out of the four in which we employed 

FPGA acceleration to enhance the execution of AI applications. The scenario we 

investigated here is a medical application aimed at combating the Covid-19 pandemic. 

The Covid-19 pandemic had devastated both social life and the global economy, causing 

a relentless surge in daily cases and fatalities. While chest X-Rays serve as a widely 

accessible and cost-effective screening method, the sheer volume of respiratory illness 

cases impedes rapid testing and timely quarantine for every patient. Consequently, there 

is a pressing need for an automated solution, driven by the research community's 

dedication. In response to this demand, we present a Deep Neural Network (DNN) 

topology designed to categorize chest X-Ray images into three classes: Covid-19, Viral 

Pneumonia, and Normal. The accurate identification of Covid-19 infections through X-

Rays holds utmost significance, supporting medical professionals in their diagnostic 

tasks. Nonetheless, the substantial amount of data to be processed consumes valuable 

time and computational resources. Taking a significant stride forward, we implement and 

deploy this Neural Network on a Xilinx Cloud FPGA platform. These devices are known 

for their remarkable speed and power efficiency. The ultimate goal is to provide a cloud-

based medical solution for hospitals, streamlining medical diagnoses with precision, 

speed, and low energy efficiency. To the best of our knowledge, this application has not 

been explored for FPGAs previously. Notably, the achieved accuracy and speed surpass 

any known implementations of Neural Networks for X-Ray Covid detection. Specifically, 

our system classifies X-Ray images at an impressive rate of 3600 frames per second 

(FPS) with an accuracy of 96.2%. Furthermore, it outperforms GPUs with a speed-up of 

3.1× and surpasses CPUs with a remarkable 17.6× in terms of performance. In terms of 

power efficiency, the FPGA platform excels, demonstrating a 4.6× improvement over 

GPUs and an impressive 13.1× over CPUs. 

 

 

3.5.1 Int roduction and Related work 

 

The abrupt surge in COVID-19 cases, stemming from a novel respiratory virus, has 

imposed an unprecedented burden on healthcare systems globally. The pandemic's 

profound impact on both the health and economy of the worldwide population is 

undeniable. A crucial aspect of the battle against COVID-19 involves the efficient 

screening of infected individuals. This is vital to ensure that those diagnosed can 

promptly receive treatment and be quarantined, particularly those at elevated risk. The 

conventional method for detecting the disease involves a manual examination of chest X-

Ray radiographs (CXRs) by highly trained specialists. While widely adopted, this 

approach is inherently time-consuming and intricate, adding strain to healthcare systems. 
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Moreover, X-Ray images of pneumonia associated with COVID-19 are often indistinct, 

leading to potential misclassification and subsequent errors in medication or delayed 

quarantine [106, 107, 108]. Recognizing the urgency to address these challenges, there is 

a pressing need for an automated method to categorize chest X-rays and identify specific 

diseases. In response to the collaborative efforts of the research community and the 

imperative to combat the COVID-19 pandemic, we propose the development of a Deep 

Learning application for the automatic detection of COVID-19 through chest X-Rays. 

The ultimate goal is to deploy this tool in the Cloud, providing doctors and clinics 

worldwide with remote access to a Cloud Medical AI Assistance. 

 

While Cloud Computing facilitates on-demand access to computing resources, it is 

acknowledged that CNN models, due to their computational intensity, pose significant 

demands on compute power. This is particularly related in the current pandemic era, 

where vast amounts of patient data need processing daily. Addressing this modern 

challenge, our project introduces a novel solution leveraging hardware-specific 

optimizations through Field-Programmable Gate Array (FPGA) architecture. FPGA-

based acceleration has exhibited substantial promise by offloading specific tasks from the 

CPU, enhancing system performance, and reducing dynamic power consumption. This 

section marks a significant advancement in Deep Learning, especially in CNN tasks, 

benefiting from FPGA's parallelism and reconfigurability at the bit level. Deploying our 

CNN model on FPGA platforms accelerates the Image Recognition process, ensuring 

both speed and power efficiency, crucial in datacenter workloads.  

 

In this project, we will describe several highly accurate Deep Learning models using 

custom and novel Convolutional Neural Network topologies that can detect Covid-19 

disease in chest X-Ray images. The application is also accelerated through a Xilinx Cloud 

FPGA platform using the latest Xilinx's development stack for AI inference. Furthermore, 

we investigate how our model makes predictions in an attempt to gain deeper insights into 

critical factors associated with Covid cases but also make the proposed testing technology 

scalable on the Cloud to be available globally with support for massive input data. 

In summary, the main contributions of the paper are as follows: 

¶ We expand upon three efficient CNN model architectures with a focus on memory 

and size efficiency, aimed at classifying chest X-Rays into three categories 

(Covid, Viral Pneumonia, Normal). Trained on the Tensorflow Deep Learning 

framework, we attain a maximum accuracy of approximately 97%, surpassing the 

performance of previous CNNs designed for chest X-Ray Covid detection. 

¶ We introduce FPGA-specific optimizations to the model topologies, employing 8-

bit quantization for arithmetic precision. The most efficient model is selected and 

accelerated on a Xilinx Alveo U50 FPGA using a heterogeneous architecture that 

is both scalable and seamlessly portable to data centers for cloud workloads. 
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¶ The FPGA application is executed in a containerized environment, and results are 

quantified in terms of accuracy, speed, and power efficiency. Our performance 

surpasses other high-performance devices (Xeon CPU, V100 GPU), excelling in 

both performance and performance per watt. Additionally, we evaluate the 

model's classification ability using heatmaps on X-Rays and present other 

important classification metrics. 

It is imperative to mention once more that the models presented are not intended for self-

diagnosis. Individuals should seek assistance from local health authorities if needed. The 

tool is designed as an assistant resource for healthcare systems, offering highly accurate 

identification of the type of disease, whether it is Covid-19, Viral Pneumonia, or a 

Normal chest image. The rapid and accurate detection of COVID-19 infections in chest 

X-Rays is of paramount importance as it facilitates the rapid diagnosis and quarantine of 

high-risk patients. 

Related Work ð X-Ray detection algorithms have been explored by many researchers 

especially in the past, usually for lung diseases such as Viral Pneumonia. In the recent 

year of 2020, the global Covid-19 pandemic has sparked an increasing interest within the 

research community regarding the development of AI models tailored for the 

identification of Covid-19. The pressing demand to support healthcare professionals in 

their medical diagnoses through automated tools, particularly leveraging Deep Learning, 

is evident. However, given the substantial computational complexity of these AI models 

and the exponential growth of laboratory data from new patients, there is an immediate 

need for a robust platform capable of handling these requests with both high speed and 

efficiency. The subsequent literature review encompasses comparable design approaches 

addressing analogous issues or presenting related problems within our specific problem 

domain.  

 

Several studies have investigated the use of Neural Networks towards Covid detetion 

through chest X-Rays. Mangal et al. [109] presented CovidAID, a deep neural network 

based model to triage patients for appropriate testing. On the publicly available covid-

chestxray dataset their model gave 90.5% accuracy for the COVID-19 infection. On the 

same scheme, Wang et al. introduced CovidNet [110], a deep convolutional neural 

network design tailored for the detection of COVID-19 cases from CXR images. They 

showed a classification report with 93.3% achieved accuracy. Although, these projects 

were some of the early work towards the fight against Covid and were very useful for the 

community, they lack the performance of our CNN model which achieves an accuracy of 

96.2%. 

 

Furthermore, several deep learning approaches have been devised for the identification of 

Covid-19, as documented in [111, 112, 113]. However, these models often fall short in 



Chapter 3.  Optimization of Deep Learning Accelerators      85 

 
terms of accuracy or precision when compared to our proposed model. For instance, Jain 

et al.  introduced an Xception model topology for the same problem domain, achieving 

slightly higher accuracy (97.9%) than our model. Nonetheless, their approach lacks a 

method for accelerating or enhancing the efficiency of the inference procedure. 

Additionally, numerous studies have focused on a binary classification scenario, 

distinguishing between Covid and non-Covid images [114, 115]. In contrast, our model 

incorporates a third classification category, Viral Pneumonia, which holds significance in 

treatment strategies, as patients with Viral Pneumonia require distinct treatment plans.  

 

It is noteworthy that, to the best of our knowledge, there is no existing research on Covid 

detection utilizing Field-Programmable Gate Arrays (FPGAs). Consequently, we will 

compare our work with related projects in the same problem domain, particularly those 

involving hardware acceleration of Convolutional Neural Networks (CNNs) for 

Pneumonia detection. For example, Chouhan et al. [116] developed a CNN model using 

transfer learning from ImageNet models, reporting an average inference computation time 

of 0.043s on an Nvidia GTX 1070 GPU card. Similarly, Azemin et al. [117] implemented 

a ResNet-101 CNN model architecture for Covid-19 detection, achieving a speed of 453 

images/min on CPU. In conclusion, while various CNN-based approaches for Covid-19 

detection exist, our project introduces a novel CNN with superior accuracy compared to 

prior work. Moreover, we propose an acceleration method suitable for deployment on 

cloud FPGAs, a domain that has not been explored extensively in previous research. 

 

 

3.5.2 Implementation and Results  

 

We will divide this paragraph into two parts; the software and hardware implementation 

of our proposed solution. These are two separate flows that are needed before deploying 

the model to the actual hardware. The software flow is related to the training and 

finetuning of the CNN model using a deep learning framework while the hardware flow is 

the optimization and deployment procedure regarding the FPGA execution.  

 

Software Implementation 

 

In this part, we formulated multiple Convolutional Neural Network (CNN) architectures 

for the classification of Chest X-Ray (CXR) images within the dataset. The selection of 

the optimal AI model was based on considerations of both accuracy and efficiency, with 

the intention of deploying it on an FPGA, as elucidated in the subsequent section. This 

section is dedicated to delving into the problem formulation, the dataset utilized, the 

training process, and the hardware-centric optimizations implemented on the models to 

facilitate their efficient deployment on the FPGA device. 

 



86         3.5  Hardware Accelerated AI for Covid detection 

 
1. Dataset: The Covid-19 X-Ray image database utilized in this study was curated 

from the Italian Society of Medical and Interventional Radiology (SIRM) 

COVID-19 DATABASE [118] . The dataset comprises a total of 2,905 CXR 

images, categorized into 219 for Covid, 1,345 for Viral Pneumonia, and 1,341 for 

the Normal class, used for training and evaluating the AI models. Despite the 

relatively modest size and irregularity of the dataset, we employed various 

techniques to address these challenges, as elaborated in the following sections. 

The selection of this dataset was driven by its open-source nature and full 

accessibility to the research community and the general public. As datasets 

expand, we remain committed to refining and adapting the models accordingly. 

The bar chart below illustrates the distribution of CXR images for each infection 

type, segmented into training and test sets, with the test dataset accounting for 

25% of the total dataset.  

 

2. Model Topology: We propose three different topologies for this problem in order 

to have a better evaluation on the dataset and select the most suitable model for 

acceleration on the FPGA afterwards. We developed separate models that each 

has different prediction accuracy, architectural complexity (in terms of number of 

parameters) and computational complexity (in terms of number of MAC 

operations). A CustomCNN which is a classic convolution neural network, a 

lightResNet which is a ResNet50 variant and DenseNetX which is based on 

DenseNet architecture but it also includes the Bottleneck layers and Compression 

factor. 

 

3. Training:  Last we will analyze several techniques that we applied on the training 

procedure. These optimizations mainly had to do with the specific dataset 

characteristics but also include several hardware-aware optimizations on the 

model that helped us deploy and accelerate the CNNs in the FPGA more 

efficiently. The first is related to Class weighting. Training with a dataset like 

ours with very few Covid-19 images as opposed to Normal or Viral Pneumonia 

images constitutes a class-imbalanced problem. This is a complexity that poses 

significant challenge to the converging of our models as CNNs are normally 

assume to be trained on identical distribution datasets. To overcome the class 

variance we imposed specific class weights (i.e., 6× on Covid class) which 

applied to the model's loss for each sample and eventually helped the model learn 

from the imbalanced data. Next we apply HW-aware optimizations to the model 

compilation. The CNNs' topology needed some minor modifications in order to 

be compatible and efficient with Vitis AI quantizer and compiler. In particular, 

the order of the Batch Normalization (BN), Rectified Linear Unit (ReLU) 

activation and Convolution layers has been altered from BN Ÿ ReLU Ÿ Conv to 

Conv Ÿ BN Ÿ ReLU. This order of layers is ambiguous from the research 
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community, however it ensures that for any parameter values the network always 

produces activations with the desired distribution. Also, another optimization that 

we did is in the case of GlobalAveragePooling2D, which we needed for example 

in DenseNetX and we replaced it with AveragePooling2D plus a Flatten layer. 

Last, softmax was implemented in the DPU and not in SW (proved to be more 

than 100x times faster) using an AXI master interface named sfm_interrupt . 

The softmax module used m_axi_dpu_aclk  as the AXI clock for SFM_M_AXI as 

well as for computation. 

 

 

Hardware Implementation 

 

In this segment, we will describe the sequence of steps encompassing quantization, 

evaluation, compilation, and ultimately, the execution of AI models on the Alveo FPGA 

platform. Additionally, we will examine the comprehensive architecture of the FPGA 

design, functioning within a heterogeneous system that facilitates efficient 

communication with the host processor. Finally, we will establish a complete end-to-end 

environment accessible for seamless testing and utilization of our project through an 

FPGA-containerized application. 

 

Acceleration Approach ð Given the potential utilization of our application by many 

users globally, an efficient and expeditious solution is imperative. Consequently, we 

opted to leverage the Vitis AI environment to deploy our Convolutional Neural Network 

(CNN) models on an Xilinx Alveo U50 FPGA. This strategic decision aims to yield an 

application with high inference throughput and a compact memory footprintðcritical 

factors for optimal performance in cloud workloads. Further exploration of the steps 

involved in model quantization, evaluation, and the subsequent compilation will be 

discussed. This compilation process generates DPU (Deep Learning Processing Unit) 

instructions, facilitating the effective utilization of the FPGA's compute units (CUs). 

1. Quantization: Initially, we converted our models into a Tensorflow-

compatible floating-point frozen graph as a prerequisite for the quantization 

process. Subsequently, we opted for the quantization of the trained weights of 

our Convolutional Neural Networks (CNNs) using 8-bit precision. This 

choice, widely acknowledged in similar CNN applications, has demonstrated 

the ability to maintain acceptable accuracy levels. Finally, we supplied a 

representative sample set of the training data to calibrate the quantization 

process. The data underwent a complete forward pass through the model, and 

the weights were adjusted based on the data range required for inference by 

the application. 
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2. Evaluation of Quantized Model: The transformation from a floating-

point model, where values can exhibit a broad dynamic range, to an 8-bit 

model, limiting values to one of 256 possibilities, inherently introduces a 

slight loss of accuracy. Therefore, it was crucial to evaluate the quantized 

graph on Tensorflow before proceeding with the model compilation. Notably, 

this technique generally yielded nearly identical accuracy results when 

compared with the actual application tested on the board. Moreover, the 

quantized graph on the FPGA, in contrast to the floating-point graph on the 

CPU, had a minimal impact on the final accuracy (less than 0.5%). 

 

3. Model Compilation: In the final phase, we compiled the graph into a set 

of micro-instructions encapsulated in a `.xmodel` file format. The Vitis AI 

compiler undertook the conversion and optimization of the quantized 

deployment model, resulting in the generation of the final "executable" for 

CNN inference. The generated instructions were tailored to the specific 

configuration of our Deep Learning Processing Unit (DPU). In our case, the 

DPUCAHX8H DPU IP was selected. To specify the parameters of the DPU for 

the target Alveo U50 board, we provided these parameters in a `.dcf` file. 

 

 

 
Figure 3-15. CNN graph quantization and compilation for the FPGA DPU 

 

 

Evaluation and Results 

 

In this segment, we will assess and profile our application comprehensively. Initially, we 

will analyze the model performance, considering factors such as validation loss, accuracy, 

and various classification metrics for the neural networks. Subsequently, we will delve 

into the evaluation of the hardware accelerator's performance, exploring aspects such as 

resource utilization, acceleration, and power efficiency in comparison to the CPU and 

GPU. Finally, we will showcase qualitative results, shedding light on areas within the X-

Ray images that are particularly indicative of Covid or Viral Pneumonia. 
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Model evaluation ð In this study, experiments were conducted using Tensorflow and 

Keras, employing the common 224 × 224 image dimensions typical in many 

Convolutional Neural Networks (CNNs). All models underwent training with the Adam 

optimizer, accompanied by EarlyStopping and best model callbacks. The optimization of 

classification models was achieved through the minimization of the cross-entropy loss 

function. Additionally, various parameters and hyperparameters for each model 

underwent tuning during training, including Learning Rate (LR) and epochs. Table 3-4 

provides an overview of the key characteristics of each model, encompassing training 

hyperparameters, model specifications, and model evaluation metrics. 

 

 Hypermarameters Model Specs Evaluation 

Model LR Epochs Params FLOPs Accuracy Loss 

CustomCNN 0.0001 70 2.033G 1.025G 96.2% 0.16 

lightResNet 0.001 60 2.697G 2.814G 96.5% 0.408 

DenseNetX 0.005 80 0.758G 1.722G 94.9% 0.264 
 

Table 3-4. CNN model characteristics and performance 

 

Qualitative analysis ð In the preceding tables, we presented various performance criteria 

to assess the effectiveness of our classification models. Depending on specific 

requirements, one can opt for a model with distinct characteristics that align with the 

desired balance between performance efficiency (FLOPs) and accuracy. For the purpose 

of demonstration and the FPGA implementation, we chose the CustomCNN model. This 

selection is based on its efficient performance, achieving a high level of accuracy 

comparable to that of lightResNet while maintaining minimal computational requirements 

ð a crucial factor for compute-intensive workloads. Furthermore, we provide several 

insightful activation maps derived from the last convolutional layer of the CustomCNN 

network. These maps play a significant role by offering an understanding of the model's 

classification capability and validating the regions of attention regarding the disease. 

 

 
Figure 3-16. X-Ray visualizations using attention heatmaps 
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System performance ð In assessing the system design, we initially verified the resource 

utilization of the FPGA's Deep Learning Processing Unit (DPU). The hardware 

configuration for deployment comprised a Xilinx Alveo U50 Cloud FPGA featuring an 

8GB High Bandwidth Memory (HBM) capacity and a total bandwidth of 316 GB/s. The 

device was integrated into a Gen4x8 PCI Express setup, operating at a kernel clock 

frequency of 300MHz. Table 3-5 provides an overview of the resource utilization for a 

DPUv3E kernel equipped with five batch engines (our design employed two kernels). 

 

 Utilization Summary 

Name BRAM  URAM  DSP FF LUT  

Used 628 320 2600 310752 250290 

Percentage 46.7% 50% 43.6% 21.2% 28.7% 
 

Table 3-5. Resource utilization of a single DPU kernel 

 

Subsequently, we conducted an assessment of inference using the CustomCNN model on 

alternative high-performance systems, specifically an Nvidia V100 GPU and a 10-core 

Intel Xeon Silver 4210. The inference on these alternate devices was carried out using 

Tensorflow with default settings and suitable batch sizes. The left side of Figure 3-17 

illustrates the maximum throughput achieved by each device, measured in X-Rays per 

second (FPGA: 3600, GPU: 1157, CPU: 204). Additionally, we annotated the latency, 

measured in milliseconds, for single X-Ray image inference on each device. Furthermore, 

the right side of Figure 3-17 depicts the power efficiency measurement for each device in 

X-Rays/Sec/Watt (FPGA: 51.3, GPU: 11.1, CPU: 3.9). 

 

 

 
Figure 3-17. Performance and Performance/Watt metrics across different architectures 

 

The throughput metric holds significant importance for cloud workloads dealing with 

extensive patient data, while the latency metric becomes crucial in edge scenarios, such as 

mobile phones, where time sensitivity demands an immediate response.  
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A quantitative comparison reveals that, in large batch size scenarios in the cloud, the 

FPGA achieves the highest inference speed, demonstrating a 3.1× speed-up from the GPU 

and a remarkable 17.6× speed-up from the CPU in terms of throughput. It is noteworthy 

that the 8-bit quantized CNN employed on the FPGA incurred less than a 0.5% accuracy 

loss, a trade-off deemed acceptable for the gains in performance and power efficiency. 

Furthermore, the FPGA outperforms the other two devices in the power efficiency metric, 

measured in X-Rays/Sec/Watt. Specifically, it attains a 4.6× speed-up from the GPU and 

an impressive 13.1× speed-up from the CPU. The FPGA's metric of 51.3 X-Ray/Sec/Watt 

implies that to identify a disease in a single chest X-Ray image, only 0.019 seconds and 1 

Watt of compute power would be required. This efficiency is particularly crucial for 

cloud providers aiming to minimize energy consumption in data centers while meeting 

the performance demands of various applications. 

 

Conclusion ð In this study, we introduced multiple AI models, each possessing distinct 

characteristics, designed for the detection of COVID-19 cases from CXR images. These 

models are open source and available to the general public. Notably, our study showcased 

substantial enhancements in both accuracy and performance when compared to previous 

related work. Additionally, we delved into the interpretability of our model's predictions 

by employing an attention heatmap method, seeking deeper insights into critical factors 

associated with COVID-19 cases. This not only aids clinicians in refining screening 

processes but also enhances trust and transparency when utilizing our Convolutional 

Neural Network (CNN). Furthermore, we quantized, compiled, and accelerated the AI 

model for deployment on an Alveo U50 FPGA, aiming to accelerate computer-aided 

screening. The application was containerized, allowing seamless portability to a cluster of 

FPGAs operating in the cloud, exhibiting high performance and energy efficiency in 

comparison to other architectures. It's essential to note that this is not a production-ready 

solution intended for self-diagnosis. From a research standpoint, our focus remains on 

enhancing performance and introducing additional features within our AI Health 

framework, particularly as new data is collected. This may involve areas such as risk 

stratification for survival analysis or predicting hospitalization durations. While the realm 

of AI automated systems is vast, this work sheds light on the potential contributions of 

FPGAs in fundamentally shaping computer-aided Medical Diagnosis. 
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3.6 Creating Optimized Firmware from CNNs for FPGAs 

This section contains the forth of the four scenarios in which we utilized FPGAs for 

AI acceleration. In particular, this section does not present a specific AI application but 

entails a more generalized way for accelerating AI applications for FPGAs. Specifically, 

it describes on efficient framework to convert trained CNN models into optimized FPGA 

firmware. Effective AI algorithms hold immense significance across numerous 

challenges, particularly in tasks involving classification or clustering. However, a 

standardized universal AI model and seamless optimization is necessary. Consolidating 

various machine learning models into a shared ecosystem can substantially reduce 

development time and enhance compatibility within frameworks. The Open Neural 

Network Exchange Format (ONNX) stands as a widely recognized open format for 

representing deep learning models. Its purpose is to enable smoother transitions of models 

among cutting-edge tools for AI developers. Notably, hardware companies like Nvidia 

and Intel are striving to stay aligned with this trend. They are producing hardware 

runtimes optimized for CPUs and GPUs that proficiently manage these open format AI 

models like ONNX. This empowers developers to harness an assorted range of hardware 

and utilize their preferred AI frameworks. Yet, FPGAs pose a more intricate challenge. 

However, they are a proven platform for effectively addressing such challenges 

concerning performance and power efficiency. Our study is based on an early-stage 

development project known as HLS4ML [3], initially designed for particle physics 

applications. The project's core innovation involves the automatic generation of neural 

networks (NNs) for embedded Xilinx FPGAs. Our work takes this a step further by 

incorporating hardware-aware NN training and a comprehensive optimization strategy on 

top of HLS4ML. This extension significantly enhances the libraryôs performance and 

power efficiency. Additionally, it introduces functionality for cloud FPGA firmware 

deployment from any NN model. Our methodology begins with FPGA-aware training of 

a model in Keras, tailored for image recognition. The model is then converted into the 

ONNX open format before being adapted and fine-tuned for cloud FPGAs. This process 

employs a novel scheme that optimizes various aspects, including the host environment, 

memory management, and kernel operations. Multiple levels of network precision are 

also leveraged. To the best of our knowledge, this approach stands as an unique 

innovation. It leads to a remarkable speed-up, achieving performance gains of up to 102× 

compared to a single CPU, and up to 5.5× improvements in performance per watt 

compared to GPUs.  

 Subsequent paragraphs will provide an initial overview and contextual insights 

into frameworks designed for the automated acceleration of AI hardware. Our 

implementation and integration within the HLS4ML framework will be detailed, followed 

by evaluation metrics concerning the acceleration of two popular AI models. 
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3.6.1 Introduction and Related work 

 

Recently, ML techniques have achieved remarkable success across many applications and 

have emerged as pivotal tools, particularly in fields like image and speech recognition. 

Convolutional Neural Networks (CNNs) have gained substantial traction due to their 

exceptional accuracy and performance in visual recognition tasks [119]. These deep 

learning models have proven to be revolutionary, permeating numerous industries and 

finding their way into an increasing array of commercial products, thereby significantly 

impacting people's daily lives. 

Nonetheless, the demands of contemporary companies necessitate the processing of 

massive volumes of data, often in the order of terabytes or more each day, owing to the 

prevalence of these algorithms. As machine learning applications continually learn from 

extensive real-world datasets [120], the requirement for faster processing speeds becomes 

ever more pressing. This computational complexity has spurred initiatives to enhance 

these tasks through hardware-specific optimizations, making use of diverse heterogeneous 

architectures that combine platforms such as CPUs, GPUs, and FPGAs [121]. While the 

utilization of multicore systems holds promise [122], the challenge of mitigating the 

considerable energy costs and processing times persists [123]. Notably, FPGA 

implementations have progressed significantly, showcasing their exceptional 

effectiveness in CNN-related tasks due to their remarkable parallelism and 

reconfigurability at the bit level. Leveraging hardware accelerators contributes to an 

increased overall throughput, stemming from the highly parallelizable nature of the 

numerous multiply-accumulate operations (MACs) inherent to these algorithms. 

 

Within the field of CNN hardware acceleration, a notable challenge is the interoperability 

of deep learning frameworks. The task of moving models seamlessly between cutting-

edge tools while selecting the optimal configuration remains a challenge for AI 

developers. As a response to this, there has been a shift towards adopting open format AI 

models such as ONNX, which fosters an ecosystem with standardized representations 

[98]. ONNX offers an open-source format for AI models, including both deep learning 

and traditional machine learning paradigms. Offering an adaptable computation graph 

model and definitions of pre-built operators and standard data types, ONNX gathers 

significant support from prominent corporations like Alibaba, ARM, AWS, IBM, 

Huawei, Intel, Nvidia, and others [124]. However, adapting AI models to run efficiently 

on platforms like FPGAs can be exceptionally demanding, prompting developers to 

explore ways to circumvent code rewriting and overcome code optimization challenges. 

The process of hardware acceleration for varying neural network architectures on FPGAs 

is far from straightforward. 

In this paper, we present an innovative approach for seamlessly translating Convolutional 

Neural Networks (CNNs) into OpenCL FPGA devices within cloud environments. We 

extend the capabilities of an early-stage open-source project known as HLS4ML [125, 3], 
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which involves a compiler for high-level language code tailored for embedded Xilinx 

FPGAs, thereby enabling neural network model implementation. Our contribution 

introduces novel architectures and optimization methodologies for automating the 

translation of neural networks onto cloud-based FPGAs, enabling full execution within 

FPGA hardware and taking advantage of the server class FPGAs. As a result, the 

development process for ONNX-based deep learning applications on FPGAs gains speed 

and power efficiency, simplifying neural network compilation and acceleration overall in 

the cloud as well. To sum up, the primary contributions of this paper include the 

following: 

 

¶ Introduction of a novel optimization scheme for automatically generating cloud 

FPGA firmware from ONNX models, around a generalized approach adaptable to 

various neural network types with the capacity for design space exploration. 

 

¶ Introduction of a new template for additional optimizations at the kernel, memory, 

and host levels for FPGAs, such as the Xilinx Alveo U200. These optimizations 

are applied on top of HLS4ML library utilizing a flexible heterogeneous 

streaming architecture, involving different precision configurations between 

neural network layers. 

 

¶ Proposition of a hardware-specific training method for neural networks, 

demonstrated using a small MNIST-based model and a larger CIFAR-based 

model. We port ONNX-converted models for automatic High-Level Synthesis 

(HLS) translation for the Alveo board. In performance and performance per watt, 

we achieve superior results compared to other high-performance devices like a 

Xeon CPU and P100 GPU. 

 

Related Work ð Numerous researchers have experimented with CNN algorithms, 

particularly focusing on optimizing both software and hardware aspects. These 

optimizations are applicable across various domains, including image recognition and 

object detection. In the following overview of related work, similar design approaches are 

presented, addressing analogous problems within our problem domain. Weijie You et al. 

[126] introduced a design for a DNN pipeline accelerator based on grouping techniques, 

tailored for FPGAs. Their evaluation uses AlexNet and VGG16 networks using Xilinx 

ZC706, an embedded FPGA SoC. In contrast, our paper utilizes a cloud FPGA instead of 

the embedded counterpart. In a similar vein, Hao [127] proposed an FPGA/DNN co-

design method facilitated by an Auto-HLS engine to generate FPGA-synthesizable C 

code. Their work also centers on an embedded FPGA, the Xilinx PYNQ-Z1. Furthermore, 

Sitao Huang [128] demonstrated a versatile sparse DNN inference accelerator on FPGA, 

adaptable for both mobile and high-performance computing scenarios. Notably, they 

omitted a GPU comparison from their study. Ghasemzadeh et al. [96] showcased 



Chapter 3.  Optimization of Deep Learning Accelerators      95 

 
ReBNet, a Residual Binarized Neural Network running on Xilinx FPGAs. This 

implementation employs 1-bit precision per neural network layer, utilizing Xnor 

Popcount-style computations. However, their approach's performance falls short when 

compared to our solution. Despite running at a slightly different kernel frequency, their 

hardware accelerator's CNN model is also based on the MNIST dataset. Their reported 

peak throughput is 64000 Images/s, whereas our MNIST model achieves a maximum of 

158000 Images/s. This performance advantage is achieved by using 8-bit and higher 

precision weights while utilizing only half of the available resources. Jiong Si et al. [129] 

conducted testing on an FPGA platform for inference using various precisions, including 

8-bit, on the MNIST dataset. Despite their FPGA operating at a lower frequency, their 

performance with 8-bit data is proportionally lower than ours. They indicate the use of a 

25 MHz clock, while our FPGA reaches the maximum device frequency of 300 MHz. 

Notably, our clock speed is 12 times faster, leading to a significant performance 

advantage of 60 times compared to their proposed solution. This implies an overall 5-fold 

performance enhancement from our system. Alemdar et al. [99] implemented fully-

connected ternary-weight neural networks on FPGAs, reporting a latency of 20.5 ɛs for 

the MNIST dataset. Their ternary networks inherently achieve sparsity through pruning 

smaller weights to zero during training, enhancing energy efficiency. It's noteworthy that 

their work utilized a custom Xilinx Kintex 7 FPGA board named Sakura-X, operating at 

200 MHz. In contrast, our FPGA board, utilizing similar resources, operates at 300 MHz 

and achieves a latency of 6.3 ɛs while employing higher precision weights and 

activations. Lastly, Makrani et al. [130] introduced a model to optimize the 

performance/cost ratio of scale-out applications in cloud environments across varying 

memory configurations. Their methodology, called Mena, focuses on tuning memory and 

processor parameters to match system configurations with application requirements and 

budget constraints, although it does not extend to the realm of FPGAs.  

 

In conclusion, extensive research has explored the use of lower precision neural networks 

on FPGAs. However, in the subsequent paragraphs, we will present a novel approach for 

deploying CNNs on FPGAs automatically. This approach boasts the advantage of 

seamlessly and efficiently generating FPGA code from ONNX models, offering low 

latency and high power efficiency. 

 

 

Preliminaries ð In this work, we focused on utilizing an open neural network format 

that can be beneficial for our framework as it promotes interoperability. The Open Neural 

Network Exchange (ONNX) serves as an open ecosystm, empowering AI developers to 

streamline the AI model development process. ONNX offers an open-source format for 

AI models, encompassing both deep learning and traditional machine learning. It employs 

an adaptable computation graph model and defines a range of built-in operators and 

standard data types for seamless deployment in inference tasks. ONNX has broad support 
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across numerous frameworks such as Tensorflow, Caffe, Pytorch, MxNet, Matlab, and is 

compatible with various hardware runtimes, including Nvidia's and Qualcomm's. Javier 

Duarte et al [3] explored the utilization of FPGAs for rapid inference within particle 

physics applications. They identified a distinctive requirement in particle physics for 

FPGA-based trigger and data acquisition systems, demanding exceptionally low, sub-

microsecond latency. Consequently, they introduced a package designed to automate the 

creation of machine learning models for FPGAs through High-Level Synthesis (HLS). 

This compiler autonomously translates pre-trained neural networks into HLS code, 

relying on the model's architecture, weights, and biases. It extends support to models 

trained in Keras, PyTorch, and even ONNX. However, it's important to note that this tool 

is still in its early stages and offers limited support for certain layers. In our specific case, 

the model tailored for FPGA hardware initially encountered compilation challenges when 

used with hls4ml. It necessitated several modifications to address memory issues, but this 

marked the inception of our solution approach. 

 

 

3.6.2 Integration with Existing Tools and Evaluation 

 

Exporting machine learning models from frameworks like TensorFlow or PyTorch 

necessitates robust hardware with substantial computational capabilities, highlighting the 

importance of a well-defined design flow. To gain a clearer insight into our design 

strategy, Figure 3-18 provides an overview of the proposed design flow. As depicted, the 

process begins with the training and optimization of an AI model using Keras, 

incorporating hardware-aware optimizations. Subsequently, the model is converted into 

the ONNX format. Next, the open-format neural network model undergoes conversion 

into FPGA HLS code, facilitated by the HLS4ML package, complemented by our neural 

network and FPGA optimizations tailored for cloud deployment. Finally, the image 

recognition application is executed on board with meticulous synthesis for high-frequency 

performance and adequate hardware exploration. Performance, modularity, and re-

configurability serve as pivotal sides of a high-performance and adaptable design. 

 

¶ Performance: To enhance design efficiency and reduce latency, we employ a 

streaming dataflow approach. Each layer operates in parallel as an independent 

module, transmitting its output directly to the subsequent layer, which takes the 

previous output layout as input, thereby overlapping operations and obviating the 

need to store intermediate results in off-chip memory. This results in a faster and 

more power-efficient design. Additionally, we consider calculation precision, 

optimizing multiplier usage while minimizing accuracy errors. 

 

¶ Modularity: Our design accommodates varying precision levels among layers, 

creating a heterogeneous neural network with accuracy tailored to each layer's 
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activation requirements. Precision settings for weights, biases, and activations can 

be seamlessly adjusted to align with application needs. Furthermore, each layer 

functions as a standalone accelerated module, offering independent control. 

 

¶ Re-configurability: Our framework is configured to generate custom FPGA 

firmware compatible with a wide array of OpenCL FPGA devices, including 

multiple copies of the same kernel for batch processing. 

 

 
Figure 3-18. Design steps for ONNX model deployment to FPGAs. (Blue tasks indicate our work 

while red are taken from previous work. The HLS4ML python API was modified to support the 

new optimizations and changes.  

 

Architecture Design 

 

We adhere to FPGA design principles towards optimizing high performance and power 

efficiency, accompanied by the development of a custom OpenCL host API designed to 

accommodate cloud FPGAs for data centers. Our semi-automated OpenCL-centric tool 

flow methodology for deploying neural networks on FPGAs supports various software 

and hardware optimizations. We commence with hardware-specific training of a neural 

network, applicable to a wide range of neural network models. This approach offers 

substantial flexibility in parallelization, particularly beneficial when working with 

unsigned neural network weights. Furthermore, the translation of the generalized ONNX 

model format into a fused hardware model with independent modules for each layer 

provides opportunities for further parameterization and optimization of the neural 

network. Lastly, through the OpenCL host API, we enhance memory access to kernels, 

maximizing device data bandwidth. Utilizing OpenCL command queues and precise host-

kernel synchronization enables substantial parallelization at a coarse-grained level. 

 

I. Hardware Accelerator. Our hardware accelerator, as previously mentioned, 

comprises several accelerated modules derived from the ONNX model, which are 

pipelined with an initiation interval (II) of 1 and interconnected sequentially in a 

streaming fashion. Of particular significance are the dense/convolution layers, 

primarily due to their substantial computational demands, accounting for nearly 

90% of the total network execution time. To optimize the performance, we have 
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implemented a layer fusion technique specifically targeting Convolution-ReLU 

layers. This optimization combines the convolution and ReLU activation 

operations into a single, streamlined processing step. By fusing these layers, we 

eliminate redundant data movements and reduce the overall computation time, 

leading to significant improvements in both latency and throughput.  

 

II.  Multiplier Optimization. We aimed to maintain 8-bit precision for all weights and 

biases, as this typically yields satisfactory inference accuracy [131, 132]. 

However, we employed mixed-precision data types for the inner activations. To 

determine the minimal required precision for each layer in the network, a 

statistical analysis was conducted on the weight and activation parameters.An 

innovative approach to multiplier design involved efficiently performing two 

multiplication operations within a single clock cycle using Xilinx's DSP48E2. Our 

objective was to devise an efficient method for encoding inputs a, b, and c in a 

way that the multiplication (a + b) × c could be easily separated into a × c and b × 

c. We achieved this by packing the two 8-bit inputs, a and b, into the 27-bit port of 

the DSP48E2 multiplier via the pre-adder, ensuring that the vectors were as far 

apart as possible, as illustrated in Figure 3-19. 

 

 
Figure 3-19. Packing two INT8 multiplications with a single DSP Slice. 

As observed, the product of the packed port and an 8-bit coefficient produced the 

result without the bits of each vector influencing the computation of the other. To 

prevent any interference between the upper and lower bits, our 8-bit input required 

a minimum total input size of 24 bits (16 bits + 8 bits). 

 

III.  Memory Optimization: In neural networks, the same set of inputs or weights is 

often heavily reused in convolutional or dense layers. We opted for input sharing, 

as depicted in Figure 3-20, which involved parallel MAC operations of the type ai 

× wi and ai × wj. By left-shifting the values using the discussed INT8 optimization 

technique, each DSP slice contributed to a partial and independent portion of the 

final output values. 
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Figure 3-20. Illustration of input sharing technique 

 

The common coefficient "c" in the multiplication a × c + b × c corresponds to the 

input ai of the partial sum of products ὕ ὥύȟ in a convolutional layer. 

Additionally, we configured the neural network weights to be stored in the fast 

BRAMs of the FPGA device, allocating weights into matrix blocks within 

physically contiguous memory, situated near the computation of kernels. This 

ensured rapid communication, allowing one-cycle read-writes of vectorized data 

using the most efficient data movers. Furthermore, the blocks were fully 

partitioned (or partially for larger networks), enabling the FPGA device to 

simultaneously access multiple weight values and facilitate extensive parallelism. 

 

IV.  Dataflow Optimization: Following the optimization of multipliers and memory, 

we proceeded with the final integration of the acceleration modules by executing 

all layers in a unified kernel with a streaming architecture. We established 

channels based on FIFOs, enabling consumer layers to initiate operations before 

producer layers had completed, as illustrated in Figure 3-21. Each layer 

transmitted its output to the next layer using similar datatype layouts, allowing 

them to overlap their operations once sufficient data had accumulated in the 

previous layer. This increased the concurrency of the RTL design. Moreover, in 

the streaming architecture, there was no need to store intermediate results of each 

layer in off-chip memory since they were promptly passed downstream. This 

resulted in significant resource reduction and enhanced power efficiency, 

employing only the minimal resources required for our design.  We also enabled 

batch processing for the forward operation, allowing users to input a packed array 

of N images for batch processing and receive results in an N × classes array 

containing classification probabilities. The softmax layer generated this array and 

provided all classification results after processing all images. 
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Figure 3-21. Task level pipelining between layers 

 

V. Model and parameters: Initially, we normalized the image values within a range 

of 0 to 1 by dividing them by 255 before inputting them into the neural network 

model. Subsequently, we divided the dataset into two parts: 60,000 images for 

training and 10,000 images for the test set. The MNIST model primarily 

comprises two dense layers, encompassing over 200,000 synapses, with activation 

layers interspersed. In contrast, the other model, designed for the CIFAR-10 

dataset, is a variant of VGG-16, featuring three convolutional and pooling layers 

with activation layers in between. We opted for the ReLU activation function for 

both models due to its stability, speed, and efficiency, particularly when deployed 

on FPGA hardware. 

 

VI.  The sign extension issue: As previously explained, we've implemented an INT8 

optimization for the multiplier in our hardware accelerator, which utilizes a 

packed port to perform two multiplications in a single DSP operation. However, 

the original neural network computations in both dense and convolutional layers 

involve signed-by-unsigned multiplications. This arises from the fact that the 

activations, stemming from ReLU or input layers, are consistently positive 

numbers, while the weights may include negative values. When multiplying these 

types of numbers, it becomes imperative to sign-extend the inputs, as illustrated 

below. This sign extension is necessary to execute the multiplications in an 

unsigned format and subsequently obtain the correct result in two's complement 

form; otherwise, the outcome may prove invalid. For instance, when we multiply 

two 8-bit numbers with one of them being signed, the sign extension process 

results in a 16 by 8-bit multiplication, ensuring that the outcome is represented in 

the appropriate two's complement format. This principle applies not only to 

integers but also to fixed-point numbers, as demonstrated in Figure 3-22, since we 

treat them as integers and subsequently ascertain their binary point position. 

Consequently, the INT8 optimization cannot be efficiently applied by default, as 

the packed port designed for single DSP multiplication cannot accommodate two 

16-bit numbers simultaneously. 
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Figure 3-22. Sign extension for an 8-bit fixed point number 

 

VII.  The weight regulation: To address the aforementioned issue, we devised a strategy 

within the Tensorflow/Keras framework, which we employ for training our 

models. This strategy involves imposing specific constraints during the training 

process, akin to employing L2 regularization techniques to direct the growth of 

model weights. We opted for a per-layer non-negativity constraint on both weights 

and biases. Initially, this approach yielded suboptimal results, with some weights 

becoming excessively large positive values due to overfitting. To rectify this, we 

introduced additional guiding mechanisms, such as weight and bias initialization, 

as well as extending the number of training epochs. Ultimately, a combination of 

iterative retraining steps and pruning was instrumental in achieving a weight 

distribution within the [0, 2.5] range, with the majority of weights concentrated in 

the [0, 0.05] interval. In the final stages of post-training refinement, we reduced 

the integer width of the 8-bit fixed-point values, retaining only 1 bit for the integer 

component of the weights, since only a small fraction of values necessitated 2 

integer bits. 

 

 

Final system design using OpenCL ð Following the successful implementation of a 

low-latency design, which leveraged fine-grain parallelism at the kernel level within the 

PL fabric, we proceeded to create an efficient OpenCL host API using standard OpenCL 

API calls. Specifically, we allocated image inputs using C++ vectors, with each vector 

sized at 28 * 28 * N, where N represents the number of images when batch processing is 

preferred. This allocation method ensured that the image matrix occupied physically 

contiguous memory, enabling the utilization of the most efficient data transfer 

mechanisms to and from DDRs. To optimize data throughput, we implemented a 512-bit 

user interface on each kernel side, leveraging the maximum memory bandwidth supported 

by Xilinx OpenCL FPGAs. Simultaneously, we made use of all available DDRs on the 

device, achieving peak data transfer rates. Additionally, we carefully crafted concurrency 

within OpenCL command queues for kernel initiation and synchronized interactions 

between the host and kernels, ensuring smooth operation within a constant dataflow 

paradigm. 
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Moreover, we took measures to minimize SLR crossing whenever feasible, as this tends 

to result in less efficient designs in terms of latency and power due to the creation of 

longer critical paths. Fortunately, our kernels generally remained within the resource 

boundaries of each SLR. Figure 3-23 provides an overview of the entire system, starting 

from the host CPU, traversing through the FPGA, and finishing in the calculations 

performed at the multiplier level in each Processing Element (PE). Notably, the final 

system, complete with all the optimizations described, was integrated into the HLS4ML 

package, accessible through the Python API, thereby implementing our custom 

architecture. 

 

 

Figure 3-23. Final system dataflow 

 

Evaluation and Results 

 

In this section, we will conduct an assessment and profiling of our application. We 

will start by examining the hardware-aware training of a neural network, which serves as 

a test case, and assess its accuracy. It's worth noting that post-training quantization was 

employed prior to determining the ultimate inference accuracy. Following that, we will 

proceed with the performance evaluation of both the hardware accelerator and the fully 

operational system, assessing their performance on both the compact MNIST model and 

the larger CIFAR-10 model. 

 

To illustrate our approach, we implemented two customized neural networks, as 

previously described, utilizing the Keras library. These models were specifically chosen 

because they are commonly used in cloud industry applications, addressing clothing 

classification and object recognition tasks, respectively. Figure 3-24 displays the 

validation accuracy of the first model across various training steps, comparing the default 

model with the regulated one. The slightly lower accuracy observed in the hardware-

optimized model can be attributed to the weight initialization and constraints we 

introduced to fully leverage our proposed multiplier unit, enabling double packed MAC 

(Multiply -Accumulate) operations. The difference in validation accuracy between the two 

models is approximately 4%.  
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Figure 3-24. Accuracy comparison between neural network models 

However, when evaluating the inference accuracy on the final system (which 

predominantly utilizes 8-bit weights and activations), we note only a 6% reduction in 

accuracy compared to the original model on average. This trade-off is quite reasonable, 

considering the substantial increase in performance achieved using the same 

computational resources, along with the advantages of 8-bit precision, such as reduced 

resource usage, lower latency, and power efficiency. In our specific case, we opted to 

visualize the classification accuracy through a confusion matrix (as depicted in Figure 

3-25). This choice was made because conventional accuracy metrics often conceal the 

details of the classification model's performance. A confusion matrix provides a 

breakdown of correct and incorrect predictions for each class, offering insights not only 

into the classifier's errors but also into the impact of our hardware optimizations. 

 

 
Figure 3-25. Heatmap on the confusion matrix of the classification model 

 

Accelerator performance ð To evaluate the design, our initial focus was on verifying the 

correctness of the accelerator, particularly our custom multiplier, as incorrect DSP 

outputs could potentially disrupt the entire convolutional neural network. We conducted 
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the hardware evaluation on a Xilinx Alveo U200 FPGA. This system boasts 64GB of off-

chip RAM with a bandwidth of 77 GB/s and operates on a Gen3x16 PCI Express 

interface, running at a kernel clock speed of 300MHz. Table 3-6 provides detailed 

resource utilization and timing data for each neural network layer, categorized by layer 

type, in the case of the MNIST model. 

 
 

Utilization summary Timing 
 

Layer BRAM DSP FF LUT Latency (cycles) FPS 

Dense 192 64 2449 12656 1709 - 

ReLu 0 0 16 127 130 - 

Softmax 7 0 985 2401 51 - 

Total 199 64 3450 15184 1890 158K 
 

Table 3-6. FPGA resource utilization and latency per layer 

 

Our streaming architecture exhibits a total latency that closely approximates the sum of 

initiation intervals for each layer, amounting to 1890 kernel cycles. The kernel also 

achieved the maximum device frequency of 300MHz, with the theoretical potential to 

reach up to 400MHz, as evident from the Worst Negative Slack (WNS) of 0.8ns. 

Consequently, our neural network accelerator can complete a full forward pass in 1890 

kernel cycles or 6.3 microseconds, which translates to an impressive 158,000 frames per 

second (FPS). For instance, consider the scenario of processing a full HD 1920 × 1080 

video stream at 30 FPS, where the video is segmented into 28 × 28 tiles for neural 

network inference. To handle this task in real-time, a neural network inference rate of 

80,000 FPS would be required, a demand that our system successfully meets. Lastly, 

Figure 3-26 provides a visualization of coarse-grained concurrency at the task level, 

highlighting the parallelism achieved by employing four kernels simultaneously, with 

data computation and transfer occurring concurrently. This illustration was directly 

generated from the SDAccel framework. 

 

 
Figure 3-26. Task level parallelism with concurrent kernel execution 
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Final system performance ð In the final evaluation of our system, we initiated tests to 

determine the end-to-end execution time required for a single forward pass through our 

two neural networks, namely MNIST and CIFAR, encompassing memory transfers within 

the process. Subsequently, we compared these results with the execution times achieved 

on a single-core Xeon CPU and an Nvidia Tesla P100 GPU, with the observation that the 

timings for the two neural networks might appear similar due to device overhead 

considerations. As indicated in Table 3-7, our final FPGA system excels in terms of 

performance and demonstrates lower average power consumption, especially for the 

smaller MNIST model. This superiority in performance and efficiency can be attributed 

to several factors. Firstly, our system employs reduced-precision weights and activations, 

as opposed to the default 32-bit floating-point representations. Combined with the 

utilization of a packed multiplier, our system achieves minimal latency, a crucial attribute 

for applications demanding rapid processing. Furthermore, it's worth noting that our 

design utilizes only a small fraction of the available device resources, rendering it highly 

power-efficient. Consequently, it can be deployed not only in data centers but also in 

smaller embedded FPGA SoCs, catering to critical applications that necessitate low 

latency and energy efficiency. 

 

Device 

Information  

Performance 

Evaluation 

Power Evaluation 

System Model Architecture CIFAR Speed-up MNIST Speed-up Watt(avg) Perf./Watt 

(max) 

CPU 

Xeon 

2.4 

GHz 

22-nm 58 ms 1 × 43 ms 1 × 9 W * 1 × 

GPU 
Nvidia 

P100 
16-nm 1.1 ms 52.7 × 0.75 ms 57 × 95 W 5.4 × 

FPGA 
Alveo 

U200 
16-nm 2.7 ms 21.5 × 0.42 ms 102.3 × 31 W 29.7 × 

 

Table 3-7. Evaluation vs other architectures 

To measure the performance of our systems in comparison to other projects sharing a 

similar architectural context, we conducted a meticulous examination of related projects 

involving FPGA designs aimed at addressing comparable problems or domains (for 

further details, refer to the Related Work section). Among these projects, one of the 

closest in resemblance was an 8-bit accelerator developed by . Jiong Si et al. [129] for 

MNIST , which our design significantly outperformed, achieving a fivefold increase in 

performance.When comparing our design with systems utilizing different architectures, 

we executed identical benchmarks on both a CPU and a GPU system, with the baseline 

reference being the Xeon CPU. Notably, our FPGA design excels in terms of 

performance on the MNIST model, outpacing both CPU and GPU systems. It attains a 

remarkable 102.3× speed-up over the CPU and a substantial 1.8× improvement over the 

GPU. 

* Scaled to single-core 
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Furthermore, the power efficiency of our FPGA architecture excels, particularly evident 

in the Performance/Watt metric. Here, our FPGA achieves a substantial 29.7-fold speed-

up compared to the CPU and a 5.5-fold improvement compared to the GPU. It's 

noteworthy that the FPGA exhibits superior power efficiency in both the CIFAR and 

MNIST model cases. 

 

Conclusion ð In this study, we introduced a novel and revamped framework designed to 

autonomously generate FPGA firmware using High-Level Synthesis (HLS) based on 

neural network models. We implemented various optimizations and extended the 

functionality of the existing hls4ml package, enhancing its speed and efficiency. For 

illustrative purposes, we meticulously trained and fine-tuned two customized neural 

networks, one smaller and one larger in size, with optimizations tailored for hardware 

acceleration. These networks were specifically designed for image classification tasks, 

such as recognizing clothing or objects, which are common applications in the cloud 

computing industry. Our research findings demonstrated that the proposed architecture 

can surpass the performance and power efficiency of other high-end platforms like CPUs 

or GPUs. Additionally, we compared the performance of our accelerator with other FPGA 

designs mentioned in the Related Work section, including those utilizing reduced-

precision neural networks, and consistently showcased its superiority. From a research 

perspective, we are actively working on further enhancing performance and incorporating 

additional features into the package. One such feature under consideration is the 

integration of hardware-aware training, as discussed in this work. The area of potential 

design space trade-offs is extensive, and our research contributes valuable insights to this 

domain, achieving successful results and aiming to establish FPGAs as fundamental 

contributors to the evolving open software-hardware ecosystem. 
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4 
4   Simulation of Approximate Deep 

Neural Networks 

On the previous chapter we saw how we can optimize AI/ML applications for hardware 

accelerators such as FPGAs. Approximate hardware, on the other hand, involves trading 

off some level of precision in calculations to gain performance or energy-efficiency 

benefits. AI workloads, particularly deep learning, are often tolerant of minor errors or 

approximations in calculations. Approximate hardware designs can exploit this tolerance 

by using reduced-precision arithmetic or other approximation techniques to speed up AI 

computations while sacrificing minimal accuracy. Computing in these architectures is 

called approximate computing and can help reduce latency, power consumption or area, 

which are critical considerations in AI, especially for edge devices with limited power 

budgets. Nevertheless, the development period for these hardware devices is lengthy, thus 

determining the error or the impact of approximate hardware on an AI model without 

having the hardware yet can be challenging. One method is to use simulation tools and 

software libraries that allow to apply approximate computing techniques to an AI model's 

computations. However, popular DNN frameworks do not support approximate 

arithmetic because only libraries of accurate mathematical functions are inherently 

supported, thus emulation becomes extremely slow. In this chapter, we formulate, 

validate, and assess a framework for emulating approximate DNNs to address this 

challenge. This enabled us to estimate the impact of approximation on accuracy and 

power for several approximate multipliers on the popular Pytorch framework. We 

describe how our framework was built to provide acceleration support for both CPU but 

also for GPU for arbitrary approximate multipliers and neural network models in a 

seamless flow in order to perform fast approximate inference. Last, we introduce a Monte 

Carlo Tree Search (MCTS) algorithm to efficiently search the space of possible 

configurations using a hardware-driven hand-crafted policy, allowing us to derive close to 

pareto-optimal solutions. 
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4.1 Motivation and Challenges in Simulating Approximate 

DNNs 

Deep learning methods, which are based on neural networks, have demonstrated 

remarkable success in various applications like image processing due to their high 

effectiveness and precision. Deep Neural Networks (DNNs), for instance, excel in 

achieving exceptional accuracy and performance in tasks like visual recognition and 

complex regression algorithms. Nevertheless, when it comes to neural networks, the 

inference process of the model demands a substantial number of multiply-accumulate 

operations (MACs) and memory accesses, resulting in significant energy consumption 

and time overhead [133]. The computational intricacy associated with this, along with the 

inherent error resilience of deep learning, has spurred significant research into the 

development of approximate DNN accelerators [38]. 

 

The primary objective of approximate computing is to realize substantial reductions in 

computational resource and memory usage. This approach entails the reduction of model 

parameters or activations to a lower numerical precision through the use of fixed-point 

arithmetic, as opposed to the conventional 32-bit floating-point precision. Prior research 

has demonstrated that selecting an optimal bitwidth for the model's multiply-accumulate 

(MAC) operations can result in negligible errors [134]. Many accelerators employ integer 

quantization, such as INT8. Consequently, implementing approximate MAC operations, 

which predominantly rely on integer arithmetic, can yield significant enhancements in 

performance, power efficiency, and energy efficiency on the hardware side [135]. For 

instance, energy savings ranging from 35% to 81% have been reported, with less than a 

1% loss in accuracy [136]. 

 

The vast and diverse landscape of approximate arithmetic units (e.g., [137, 68] ) and their 

intricate impact on DNN accuracy increase the complexity of design, underscoring the 

need for an approximate emulation framework. Furthermore, as DNNs increase in depth, 

they become more sensitive to approximation [138]. Consequently, fine-tuning DNNs 

with approximation awareness is essential to mitigate the errors introduced by naive 

approximation methods (e.g., replacing exact multipliers with approximate ones) and 

attain high inference accuracy [136]. Mainstream DNN frameworks lack support for 

approximate arithmetic, as they inherently prioritize libraries of accurate mathematical 

functions, leading to slow emulation. 

 

This chapter introduces two high-speed emulation frameworks for approximate DNN 

accelerators developed in PyTorch: AdaPT, which leverages AVX intrinsics and 

multithreading for CPU acceleration, and TransAxx, which utilizes GPU acceleration 
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with CUDA. The frameworksô primary goal is to accelerate and facilitate the simulation 

of AI models on approximate hardware. They function as an integrated PyTorch plugin 

that seamlessly integrate with most AI models, including Convolutional Neural Networks 

(CNNs), Variational Autoencoders (VAEs), Long Short-Term Memories (LSTMs) and 

Generative Adversarial Networks (GANs) for AdaPT and even Vision Transformers 

(ViT) for TransAxx. They represent innovative emulation platforms, enabled first time 

for PyTorch which is a popular ecosystem within the AI research community [139]. They 

are also capable of performing approximate inference across a wide range of bitwidth 

representations, including mixed precision. State-of-the-art techniques are employed for 

model quantization and approximate retraining, enabling further accuracy enhancements.  

 

4.2 AdaPT: Operation and Optimization Techniques 

We conceived the AdaPT framework as a rapid cross-layer DNN approximation 

emulation tool, presented as a PyTorch plugin. Users have the flexibility to enable or 

disable it, reverting to the PyTorch default flow when needed. The framework seamlessly 

supports a wide array of layers and model architectures. We offer support for two key 

techniques to enhance accuracy: post-training quantization, employing cutting-edge 

calibration, and approximate-aware retraining. Users have the freedom to select an 

approximate compute unit (ACU) for integration into AdaPT as a self-contained 

component or to stick with the default precise flow. Furthermore, AdaPT is equipped to 

handle mixed precision and mixed approximation, allowing the use of different ACUs 

between layers. However, it's important to note that fine-grained approximation, such as 

per-filter approximation, is not currently supported. To accelerate the approximate DNN 

emulation, AdaPT leverages the power of OpenMP threads and Intel AVX2 intrinsics for 

advanced vectorization. 

 

Related Work ð Popular deep learning frameworks like Caffe and TensorFlow have 

undergone extensive examination within the research community when it comes to 

simulating approximate convolutional neural networks (CNNs) for image recognition [68, 

70]. However, in recent years, PyTorch has emerged as the standard for both DNN 

training and inference. To the best of our knowledge, no prior work has demonstrated 

support for approximate DNN emulation within the PyTorch framework. Furthermore, 

most previous studies have primarily concentrated on 8-bit quantized CNNs exclusively 

for image recognition simulations. In contrast, AdaPT offers a broader spectrum of 

support, accommodating various bitwidths (e.g., 4-bit, 8-bit, 12-bit, and so on) for diverse 

types of DNNs and applications. This includes CNNs for image recognition, LSTMs for 

text classification, and VAEs and GANs for image reconstruction, with built-in support 

for approximation-aware retraining. Several pre-RTL simulation frameworks have been 

developed for approximate DNNs, including AxDNN [140] and TypeCNN [141]. 
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TypeCNN's evaluation focused on two Neural Networks (NNs) based on the Lenet 

architecture, utilizing a custom C++ framework without CPU optimizations. AxDNN, on 

the other hand, combines precision-scaling and pruning techniques with the simulation of 

approximate hardware, resulting in approximately a 20-fold simulation speedup compared 

to default RTL simulation, primarily for power analysis purposes. Other frameworks like 

Ristretto [142] can assess various bitwidth representations but lack support for 

approximate arithmetic. In contrast, ALWANN [68] and TFApprox [70] implemented 

different variations of ResNets using approximate units with 8-bit weights. Notably, 

ALWANN reported extended simulation times (approximately 1 hour for ResNet50). 

Meanwhile, TFApprox, along with ProxSiM [143] performed emulation and evaluation 

on a GPU, achieving low inference times on the Tensorflow framework, although limited 

to 8-bit inference. ProxSiM also featured re-training capabilities for 8-bit multipliers but 

did not present results for popular DNNs. 

 

Quantization optimization ð To effectively simulate approximate compute units, it is 

essential to implement an efficient quantization scheme that minimizes the impact of 

errors. Previous research has predominantly concentrated on 8-bit quantization [70, 143]. 

However, in AdaPT, we have integrated a versatile bitwidth quantizer based on Nvidia's 

TensorRT toolkit [144], which offers support for both lower and higher precision levels. 

This flexibility is particularly valuable when simulating higher precision ACUs for 

various DNNs that exhibit limited error tolerance, such as compact CNNs [145, 146]. We 

opted for this approach due to its open-source nature and its state-of-the-art capabilities. 

The development of a new quantization method falls outside the scope of this paper. Our 

quantizer is built for mapping real numbers to integers and can be applied to both weights 

and activations, typically found within Convolutional or Linear layers. This mapping 

involves an affine relationship, which means that the real value is calculated as the 

product of a scale factor (A) and the quantized value, with an offset (B), which is often 

set to zero, expressed by the equation: real_value = A × quantized_value + B. 

To determine the optimal quantization parameters for the scale values, we employed the 

calibrator class from TensorRT to collect data statistics. In our quantization modules, we 

implemented the histogram calibrator, specifically targeting the 99.9th percentile, as it 

demonstrated the best overall performance. However, it's worth noting that other 

methods, such as Mean Squared Error (MSE) or entropy, can be used seamlessly. Instead 

of simply identifying the maximum absolute value in our dataset, our calibrator learns the 

offline calib_max, which represents the absolute maximum input value that can be 

represented in the quantized space at the 99.9th percentile. Weight ranges are determined 

on a per-channel basis, while activation ranges are calculated per tensor, a strategy 

supported by previous research, and known for its efficacy  [146]. By processing just a 

single batch of images, our learnable calib_max can be optimally configured for most 

DNNs, resulting in approximately 0.1% error for the majority of 8-bit CNNs. Optionally, 

following post-training quantization, we can enable Quantization Aware Training (QAT) 



Chapter 4.  Simulation of Approximate Deep Neural Networks      111 

 
by continuing to train the calibrated model based on the Straight Through Estimator 

(STE) derivative approximation. The process is visually depicted in Figure 4-1. AdaPT 

mitigates the impact of approximation during training by incorporating fake quantization 

modules, which operate with quantized floating-point values to mimic the rounding 

effects associated with true integer quantization. This approach effectively computes the 

layer gradients. During QAT, the model performs propagation through our ACUs, 

typically for 10% of the default training schedule, ensuring that retraining is aware of the 

approximation. 

 

 
Figure 4-1. Quantization & approximation -aware retraining flow before inference 

 

Approximate units ð In AdaPT, users have the flexibility to specify whether each DNN 

layer should be considered as accurate or approximate during its definition. It is possible 

to designate any desired ACU for each layer (or for all layers), provided that the output of 

the multiplier remains deterministic. This section highlights the most commonly 

encountered layers that we have re-engineered and adapted for approximation. 

 

1. Convolution Layer: Typically applied in 2D convolution scenarios, commonly 

found in CNNs, this layer takes an input tensor X with (N, # , ( , 7 ), where N 

represents the batch size, # is the number of channels, , (  is the height, and  

7  is the width. The output is represented by a tensor Y with dimensions (N, 

# , ( , 7 ). We transformed the filters into a 2-D matrix and the input 

matrix into another matrix, ensuring that the product of these two matrices 

computes the same dot product as the original 2D convolution. This 

transformation aims to facilitate a more efficient implementation for accelerating 

AdaPT's emulation by simplifying the computation through matrix multiplication. 

Our convolution layer accommodates various input dimensions, kernel sizes, 

padding, striding, and groups, making it capable of simulating a wide range of 

DNN configurations. 

 

2. Separable Convolution: In the case of separable convolution, the core idea 

involves breaking it down into a two-step computation: depthwise and pointwise 

2D convolutions, as expressed in the equations: 
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The first equation comprises the depthwise convolution which is equivalent to a 

Conv2D with groups equal to # channels. Next the output is fed to the pointwise 

convolution which is same as Conv2D with 1 × 1 kernel size. 

 

3. Linear Layer: The Linear Layer is commonly used in Multi-Layer Perceptrons 

(MLPs), often appearing in the final layers of DNNs, as well as in models like 

GANs and VAEs. Similar to 2D convolution, the equivalent PyTorch layer 

performs a matrix multiplication, expressed as y = xAT + b, where the input 

matrix is multiplied by the weight matrix and an optional bias vector is added. 

 

4. RNN Layer: Recurrent Neural Network (RNN) layers are typically employed for 

tasks involving temporal relationships, such as text classification or speech 

recognition. We have incorporated the feedback loop within the recurrent layer to 

enable it to retain information over time, following a mathematical approach 

equivalent to the vanilla PyTorch RNN layer. It also utilizes our custom Linear 

layer, rendering it compatible with approximation. Likewise, for Long Short-Term 

Memory (LSTM) and Gated Recurrent Unit (GRU) layers, we have included the 

'memory cell,' which can store information over extended time intervals. 

 

Framework operation ð The operation of the AdaPT framework is illustrated in Figure 

4-2. Initially, the user configures the desired DNN model, specifying quantization 

parameters such as precision and the calibrator to be used. Additionally, the user defines 

the approximate module to be utilized from the library, along with the dataset for the 

DNN models. It's important to note that for the training dataset, only a representative 

subset is required, which typically constitutes around 10% of the original training set, 

primarily for calibration purposes. Subsequently, AdaPT identifies the supported layers 

within the DNN and retrieves the appropriate layer class from its layer library. For the 

approximate multiplier, the corresponding Look-up Table (LUT) is generated from 

AdaPT's LUT generator, organized as a cache-line aligned C-array. This design allows 

CPU cores to efficiently access data from the same cache segment. Furthermore, an 

additional tool is employed to translate a hardware description into a C function. In cases 

where larger bitwidths may substantially increase LUT sizes, AdaPT can replace LUT-

based multiplication with function-based multiplication, where the approximate multiplier 

is represented in C-code. While this approach can mitigate memory-related challenges 

associated with large LUTs (greater than 15 bits), it may introduce overhead in DNN 

execution time. Importantly, both approaches provide an equivalent high-level 

representation of the ACU, ensuring consistent results during quantization or retraining. 
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AdaPT aims to populate the CPU cores' cache with LUTs as much as possible to 

minimize cache misses. Finally, just-in-time (JIT) compilation dynamically loads the 

layer extension using the Ninja build system. The produced inference and retrain engines 

are then linked with the final approximate DNN layers, which replace the corresponding 

vanilla PyTorch layers through a graph re-transform tool. This tool analyzes the layers 

and recursively substitutes PyTorch layers with their approximate equivalents. 

Ultimately, users have the option to fine-tune the model using the provided training 

subset to achieve even higher accuracy or proceed with approximate evaluation. 

 

 
Figure 4-2. AdaPT framework operation 

 

Acceleration approach ð The most demanding computational task within the 

implemented layers revolves around matrix multiplications. For instance, the original 2D 

convolution is reconfigured into a matrix multiplication. To accommodate approximate 

units, we devised a solution by implementing LUT-based multiplications between 

individual input and filter values. This approach allows us to compute any approximate 

unit without the necessity of directly implementing its corresponding function, except in 

cases where the LUT sizes are exceptionally large, as previously mentioned. 

Subsequently, the table look-ups are executed in parallel using a hybrid model of parallel 

programming, which leverages OpenMP threads and CPU vectorization. 
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¶ Thread Parallelism: In AdaPT, we have developed an efficient batched Conv2D 

implementation that seamlessly scales with input size, avoiding memory errors by 

leveraging the thread parallelism provided by OpenMP. This approach allows us 

to implement loop-based parallelism shared across batches, achieving nearly 

linear scaling as the input data size increases. The primary objective of this 

approach is to unify the utilization of incremental parallelism through a common 

interface, simplifying the application development process. 

¶  Vector Parallelism: The second layer of parallelism is introduced during the 

execution of each thread, which pertains to the implementation of parallel table 

lookup using Single Instruction Multiple Data (SIMD) instructions. The goal here 

is to accelerate the gather operation for the lookup table data, a process involving 

data retrieval from disparate memory locations and its consolidation into a 

continuous memory space. To facilitate efficient memory access, all values of the 

SIMD are organized in contiguous memory, which aligns with the structure of our 

AdaPT tensors. The indices, comprising activations and weights, are packed into 

vector registers. The AVX2 instruction set is then employed to execute the gather 

instruction and vectorize the task, collecting memory locations from the lookup 

table into the destination vector register. We have chosen to use AVX2 intrinsics 

because of their wide support in Intel CPUs manufactured from 2013 onward and 

their compatibility with AMD CPUs. Figure 4-3 illustrates the process of utilizing 

vectorized loads in a 2D convolution scenario. 
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4.3 TransAxx: Operation and Optimization Techniques 

Previously, we have described a framework for emulation of approximate DNNs using 

CPUs. Now, we introduce a novel platform that harnesses the power of GPU acceleration 

through CUDA cores and the CUDA programming model. This tool named TransAxx 

encompasses all the key features of AdaPT, including approximate-aware retraining, 

support for arbitrary multipliers, various precision levels, and diverse model architectures. 

Notably, it was built with the aim to emulate Vision Transformers (hence the name), a 

first in the field of DNN simulation frameworks, but can also be used with various CNN 

models as well. Furthermore, it boasts a more streamlined design, enabling the automatic 

use of pretrained models without requiring manual intervention in the model's code from 

the userôs perspective. Its execution on GPUs results in increased speed enabling to 

emulate large AI models if needed without significant execution time while keeping a 

very user-friendly interface. Using TransAxx, we were able to analyze the sensitivity of 

transformer models on the ImageNet dataset to approximate multiplications and perform 

approximate-aware finetuning to regain accuracy as we will show in the experimental 

evaluation. 

 

Motivation behind TransAxx ð CNNs demonstrate the capability to achieve impressive 

accuracy and performance in visual recognition and complex regression algorithms. 

Beyond CNNs, recent advancements in deep learning have given rise to Vision 

Transformer (ViT) models. These models, based on the self-attention mechanism of 

transformers, have achieved state-of-the-art performance in various computer vision 

tasks. However, ViT models are computationally expensive due to their numerous 

parameters and the self-attention mechanism, limiting their use on resource-constrained 

devices. The application of approximate computing has shown potential in enhancing the 

efficiency of deep learning models by reducing computational complexity and memory 

requirements [147]. This involves sacrificing a small amount of accuracy for significant 

gains in speed and power efficiency through the use of inexact arithmetic components 

instead of accurate counterparts [136, 148]. While approximate computing is promising 

for improving DNN efficiency, prior research has not explored its application to 

transformers. The broad domain of approximate compute units (ACUs) and their non-

trivial impact on DNN accuracy complicates the design of such hardware. Therefore, 

there is a need for an approximate emulation framework to address this complexity. As 

DNNs become deeper, they become more sensitive to approximation [138], necessitating 

approximation-aware retraining to correct errors introduced by approximation [138, 70]. 

In the case of ViT models, the distortion of the self-attention map, involving a large 

number of operations, may lead to even greater errors with lower precision [149]. 

Moreover, determining the appropriate approximate multiplier for each DNN layer is 

crucial when aiming to maximize power gains under accuracy loss constraints [70]. While 

many works have explored automated methods for determining optimal per-layer 
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quantization in quantized DNNs [150, 151, 152], few have focused on an automatic 

search flow in approximate DNNs [137]. If ViT models are intended for use, especially 

on large datasets like ImageNet, the computational cost poses a significant design 

challenge. 

 

Related Work ð Taking cue from the remarkable achievements of transformer models in 

the domain of natural language processing (NLP), scientists have recently utilized 

transformer models to address computer vision (CV) challenges. However, just like 

CNNs, ViT models are troubled with heavy computational cost, thus applying 

quantization techniques, which is lowering the bit-width of the weights or activations can 

often address the memory requirement and computational cost of the model. Despite the 

recent progress made in developing quantized ViT models, approximate ViT models and 

their behavior remains an open issue. Also, automated mixed precision techniques for 

quantized CNNs have been already investigated by the community to strike a balance 

between the computational efficiency and the numerical stability but there is no research 

for approximate ViT models. 

 

Li et al. proposed Q-ViT [149], a fully differentiable quantization technique for ViT 

models that focuses on a head-wise bit-width and switchable scale. Ding et al. [153] 

proposed APQ-ViT which introduced a unified bottom-elimination blockwise calibration 

scheme to surpasses the typical post-training quantization which causes significant 

performance drops. Last, Liu et al. [42] presented an effective post-training quantization 

algorithm that finds the optimal low-bit quantization intervals for weights and inputs and 

introduced a ranking loss to keep the relative order of the attention layer values.  

 

Approximate computing takes a different approach, on top of quantization, by 

intentionally introducing errors into computations in exchange for reduced computational 

cost. Several previous works have presented custom DNN frameworks to simulate the 

accuracy of approximate CNNs. For example, TFapprox [70] or ProxSim [143], are 

frameworks built on top of TensorFlow to emulate approximate circuits in CNNs using 

GPU accelerators. Mrazek et al. proposed ALWANN [68], a methodology to apply layer-

wise approximation on 8bit ACUs with finetuning capabilities. The experimental results 

of these works, however, are limited mainly to ResNet CNN models for small datasets 

like Cifar-10. Other frameworks, such as AdaPT [147] and ApproxTrain [154] 

experimented on a wide range of DNNs but did not propose a design space exploration 

strategy while posing difficulties for the users to test their custom models. 

 

Support for the transformer architecture ð The transformer layer stands as the 

foundational element within the vision transformer architecture. Its primary role involves 

taking a sequence of image patches as input, leveraging the self-attention mechanism to 

establish long-range relationships, and generating a new feature sequence. Additionally, 
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there are supplementary blocks positioned at the start or end of a ViT model, such as 

patch embedding or a classification head. In patch embedding, the input image undergoes 

division into fixed-size, non-overlapping patches, with each patch linearly embedded into 

a flat vector. These patch embeddings subsequently serve as input tokens for the 

transformer model. Toward the conclusion of the ViT model, a classification head is 

typically present, tasked with making predictions based on the learned features. Our 

approach focuses on applying approximation exclusively to the core transformer blocks 

that involve the self-attention mechanism, which significantly dominate the execution 

time (usually exceeding 98%). These blocks are frequently expanded into multiple 

transformer encoder blocks, each primarily comprising normalization, multi-head self-

attention, and a feed-forward layer. Towards incorporating approximate arithmetic, we 

concentrate on the latter two, which entail the majority of mathematical operations. 

 

The attention mechanism can be precisely defined through the following equation, where 

the softmax function is employed to compute weights determining the significance of 

each element in the input. In this context, ὗ represents the query vector, + is the key 

vector, and ὠ is the value vector: 

ὃὸὸὩὲὸὭέὲὗȟὑȟὠ ίέὪὸάὥὼ
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Ὠ
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In summary, it computes the correlation between the Query vector and the Key vector, 

followed by multiplying the corresponding Value for each Key. The division by the 

square root of Ὠ (dimensionality of the KK vector) is carried out to ensure an appropriate 

variance of attention values. 

 

¶ Multi -head Attention: The multi-head attention technique involves employing 

multiple sets of (Q, K, V) triplets instead of just a single set. This approach 

addresses scenarios where an element in a sequence relies on dependencies with 

more than one other element. The utilization of multiple weights associated with 

the same element facilitates a more comprehensive weighting of the sequence. 

The multi-head attention mechanism is explained further below. Each head has its 

own set of learned parameters and performs the scaled dot-product attention 

operation separately. 

 

ὓόὰὸὭὌὩὥὨὗȟὑȟὠ ὅέὲὧὥὸὬὩὥὨȟȣȟὬὩὥὨ ὡ  

where   ὬὩὥὨ ὃὸὸὩὲὸὭέὲὗὡ ȟὑὡ ȟὠὡ Ȣ 

 

¶ Feed-Forward Network: The Feed-Forward Network (FFN) is a two-layer 

classification network featuring a GELU (Gaussian Error Linear Unit) activation 

layer. Its purpose is to facilitate non-linear interactions among patches or tokens in 
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the input feature map, enabling the model to grasp intricate patterns and 

relationships. Given the substantial computational requirements of the FFN layer, 

there is often a need to apply approximate computing methods to enhance 

efficiency. The formulation of the FFN layer is as follows: 

 

ὊὊὔὢ
ᴼ
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Quantization and fine-tuning strategies ð To simulate approximate computing units 

effectively, it is crucial to implement an efficient quantization scheme that minimizes the 

impact of quantization errors. It's worth noting that the majority of approximate 

multipliers, especially those designed for Deep Neural Networks (DNNs), support low 

bit-width integer (fixed-point) arithmetic [136]. Previous efforts in approximate CNN 

simulators have predominantly focused on standard 8-bit quantization [70, 143]. 

However, in TransAxx, we employ a versatile bitwidth quantizer, similar to AdaPTôs 

quantizer. As our paper does not aim to propose a new quantization method, we utilized a 

state-of-the-art open-source quantizer based on Nvidia's TensorRT toolkit, offering 

flexibility for both lower and higher precisions. This adaptability becomes crucial when 

simulating higher precision Arithmetic Computing Units (ACUs) for deep neural 

networks that may lack error resilience [145, 146]. 

 

The mapping between real and quantized values must be affine, following the equation 

2ÅÁÌÖÁÌÕÅ! 1ÕÁÎÔÉÚÅÄÖÁÌÕÅ"ȟ, where ! represents the scale and " is the zero 

point (often set to zero). To determine suitable quantization parameters for the scale 

values, we employed a calibration technique to gather data statistics. Our quantization 

modules were implemented with the histogram calibrator, targeting a 99.9% percentile, as 

it consistently delivered optimal performance. However, alternative methods like Mean 

Squared Error (MSE) or entropy can be seamlessly applied in our framework if desired. 

Moreover, optionally after post-training quantization, we can perform Quantization 

Aware Training (QAT) by continuing to train the calibrated model based on the Straight 

Through Estimator (STE) derivative approximation. Notably, in TransAxx, QAT is 

approximation-aware as it simulates the approximate noise of ACUs during the fine-

tuning stage, eventually demonstrating increased robustness to the applied multipliers. 

During approximate-aware retraining, TransAxx propagates computations through our 

ACUs (typically for 2.5% of the default training schedule), effectively computing layer 

gradients using STE, and ultimately enhancing the final accuracy of the approximate ViT 

model at the end. 
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Toy experiment ð A toy experiment was conducted to test the effectiveness of 

backpropagation on a simple attention layer that used an 8-bit approximate multiplier 

instead of the default FP32 arithmetic of PyTorch. The core attention mechanism works 

by focusing on specific parts of the input sequence based on their relevance to the current 

output. The goal of this experiment is to see if a simple layer with the core attention 

mechanism can backpropagate correctly and ensure, thus, that its functionality is not 

compromised by the approximate hardware emulation. 

 

To perform the experiment, the attention layer was modified to use a mul8s_1L2H 

approximate multiplier from the Evoapprox lib [137] for the forward and backward 

passes. The modified layer was then trained using a standard Stochastic Gradient Descent 

(SGD) algorithm for 500 iterations on data taken from ﬞ πȟρȢThe results presented in 

Figure 4-4 showed that backpropagation on our framework works as expected minimizing 

the MSE while the target values in the layer exhibit similarity with the accurate layer. 

Mathematically, the output data Y converges in probability to the target data X because as 

the number of samples (n) approaches infinity, the probability that the difference between 

ὣ and X being greater than some small value epsilon 

 

 
 

Figure 4-4. Preliminary testing with an approximate attention layer. Left: MSE loss per training 

iteration. Right: Histograms of target data (using FP32) and output data (using approx. 

multiplier) distributions from the layerôs inference. 

 

Framework operation ð TransAxx framework, developed for the rapid emulation of 

cross-layer DNN approximation, is accessible as a PyTorch plugin. Users have the 

flexibility to activate or deactivate this plugin as needed, allowing the utilization of the 

PyTorch default flow when required. TransAxx seamlessly supports a broad spectrum of 

layer and model architectures without necessitating user intervention. In this work, our 

focus centers on ViT models, as there has been no prior exploration of approximations for 

such models. Additionally, we introduce two key techniques to enhance accuracy: post-

training quantization with advanced calibration and approximate-aware retraining. 
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Furthermore, TransAxx accommodates mixed approximation, involving different 

multipliers between layers. One of the primary challenges associated with incorporating 

approximate components in DNNs is the imperative to emulate approximate operations 

swiftly. This is particularly crucial as existing DNN GPU-based accelerators do not 

inherently support such computations. To address this challenge, we implement a 

universal GPU accelerator designed to operate across all Nvidia GPU architectures, 

thereby accelerating the emulation of approximate ViT models. 

 

Designing the framework ð Our framework, shown in Figure 4-5, offers an orthogonal 

approach to simulating approximate ViT models. The primary functionalities are outlined 

below: 

 

- Extension of default PyTorch modules: TransAxx aims to handle computations within 

approximate ViT models that involve non-differentiable operations or dependencies on 

non-PyTorch libraries. To achieve this, it extends the default PyTorch modules, allowing 

our custom functions to seamlessly integrate with the existing computational graph. 

During the model compilation, our framework automatically swaps the vanilla PyTorch 

layers with the custom layers, converting the default model to the desired approximate 

equivalent. These layers are instantiated on-the-fly using just-in-time (JIT) compilation, 

ensuring efficient integration with the model's computational graph. JIT also makes the 

model flexible and easy to modify during runtime. This method supports incremental 

compilation, which means that only the parts of the code that have changed are 

recompiled. This significantly reduces the overhead of repeatedly compiling and loading 

TransAxx's layer extensions during experimentation. 

  

- Layer initialization and kernel dispatching: Regular Tensor objects within PyTorch are 

leveraged to handle the initialization of weights or biases for the custom kernels. This 

ensures consistency with PyTorch's initialization mechanisms, maintaining compatibility 

and ease of use within the framework. Then the weights/activations are quantized based 

on the layer's multiplier bitwidth and calibrated using the statistics of the layer's 

activations. Last, our framework utilizes C++ macros to dispatch the appropriate GPU 

kernel per layer. 

 

- Generation of Look-up Tables (LUTs):   For each approximate multiplier, a 

corresponding LUT is generated from its high-level description (e.g., in C, Matlab, or 

behavioral HDL). We have an integrated tool within TransAxx that can generate this LUT 

for any arbitrary approximate multiplier, whose behavior is described in C or HDL. This 

is facilitated by running all possible hardware multiplications x×y (e.g., using an RTL 

simulation) for the given approximate multiplier and then storing the results in a LUT. 

Hence, LUT[x][y] gives the approximate product of x and y. During the forward pass, 

TransAxx uses these LUTs and substitutes the default (exact) multiplication operator with 
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the approximate product (i.e., loading the value  LUT[x][y]). The LUT was a design 

choice to help reduce the emulation time of TransAxx. Initially, LUTs are stored in the 

global memory as it has a large size and it's the most appropriate option for the random 

access patterns of the LUTs. However, next, we show how we improved these memory 

accesses. 

   

- GPU kernel optimization: It is crucial to carefully consider memory transfers, as 

operations involving LUTs can quickly become memory-bound. Notably, the cache 

behavior of the GPU is influenced by both hardware specifications and the specific 

memory access patterns of the ViT model. However, given that LUT data is read-only, 

we can guide the Nvidia compiler to maximize memory access throughput (i.e., by using 

CUDA intrinsics and compiler flags). Using this approach, the LUT array will be 

typically cached through the L1 GPU cache, which offers low latency and can be shared 

among all threads within a CUDA core. This facilitates efficient caching and access to 

LUT data across multiple threads. 

     

- Handling large bitwidths:  For scenarios where LUTs may grow substantially in size, 

particularly with large bitwidths (> 12 bits), our framework provides a flexible solution. 

TransAxx can dynamically substitute LUT-based multiplication with functional-based 

multiplication (in which the approximate multiplier is alternatively described in C-code). 

This process can introduce computational overhead in the DNN execution time but 

ensures that our framework remains efficient and scalable. It's worth mentioning that both 

approaches provide a 1-1 representation of the multiplier at high-level thus the results 

would be the same in inference or retraining. Also, it is important to note that 

transformers work well with low precision values [149], and higher bit-width, which 

might hinder TransAxx emulation time performance, is often not required. 

 

 
Figure 4-5. TransAxx framework operation 
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4.4 Automated Design Space Exploration  

Automated Design Space Exploration plays a pivotal role in the field of optimizing Deep 

Neural Networks (DNNs), particularly when addressing the delicate balance between 

model accuracy and computational efficiency. This field becomes especially crucial in 

scenarios where deploying large and intricate models may be impractical due to resource 

constraints or real-time requirements. In the context of optimal approximation within 

DNNs, researchers aim to systematically explore the vast design space, encompassing 

hyperparameters, architectural choices, and optimization techniques. The objective is to 

discover configurations that strike an optimal trade-off, leveraging techniques like 

quantization, pruning, knowledge distillation, and algorithmic approximations. In our 

work, we focused on quantization/approximation optimization, that is applying specific 

approximate multipliers in each DNN layer in order to achieve an optimal balance 

between accuracy and power consumption. Specifically the method is applied for ViT 

models which pose a challenge for their complexity. The synthesis of approximate 

accelerators can be described as a multi-objective optimization problem. Let A denote the 

synthesized approximate accelerator. The search process can be modeled as an 

optimization problem below: 

ὃ ὥὶὫ#ÏÓÔ ὢ 

where X is a vector representing the design parameters and characteristics of the 

accelerator, and Cost(X) is a cost function that captures the trade-offs between factors 

such as accuracy, resource utilization, and energy efficiency. 

 

4.4.1 Literature Review 

 

For automatic exploration of the design space for accelerators usually machine learning 

techniques are used. In the context of hardware design, the design space refers to the set 

of possible configurations and parameters that can be chosen to meet specific 

performance or efficiency criteria. Accelerators, in this case, typically refer to specialized 

hardware components designed to accelerate specific computational tasks, often used in 

the context of deep learning or other compute-intensive applications. The automatic 

design space exploration for approximate ViT models in our case is accomplished by 

simulating the approximate multipliers used in the model. Itôs a systematic approach 

towards finding optimal configurations for neural network models by considering 

different levels of precision/approximation in arithmetic operations, particularly in the 

multiplication operations performed within the network. With the use of our proposed 

frameworks, AdaPT and TransAxx, instead of implementing each potential multiplier 

configuration in hardware and measuring its impact through physical synthesis, the 
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methodology becomes seamless by employing their simulation capabilities.  Due to the 

extensive range of approximate implementations within libraries such as EvoAapprox 

[137], users gain access to a diverse set of implementation options. This diversity allows 

them to effectively navigate the tradeoff between Quality of Results (QoR) and energy 

consumption (or other hardware parameters) at the accelerator level. However, even for 

accelerators involving only a few operations, determining the optimal combination of 

approximate compute units (ACUs) becomes an intractable task. There are several 

previous works that addressed the challenge of identifying the most suitable replacements 

for arithmetic operations within a target accelerator, drawing from the available 

approximate circuits in such libraries. Given that this is a multi-objective optimization 

problem, there isn't a singular optimal solution; rather, multiple solutions typically exist. 

The focus is on pinpointing approximate circuits within the Pareto frontier, which 

encompasses the non-dominated solutions. 

 

There have been many works, especially in the recent years, that involve the automation 

of the end-to-end process of optimizing DNNs. Automated Machine Learning (AutoML) 

is a field that includes a variety of tasks, and optimizing neural network 

quantization/approximation is a part of it in which we focus on this work. Algorithms and 

methods such as Neural Architecture Search (NAS) or genetic algorithms have been 

employed to automatically discover the optimal architecture or configurations for neural 

networks. This includes exploring different quantization and approximation schemes to 

find the right balance between accuracy and computational efficiency. Also,  

Reinforcement Learning (RL) - based approaches can also guide the search process, 

where the model learns from its past experiences to make decisions on the quantization 

and approximation strategies for DNN layers. 

 

For example, mixed-precision quantization shows promise in providing an extra boost in 

speed and reducing model size by taking advantage of model redundancy and assigning 

lower bit-width to less sensitive or less useful layers in the model. However, the challenge 

lies in accurately measuring each layer's sensitivity score and mapping it to the 

appropriate bit-width. A lot of techniques have been proposed such as HAWQV3 [152], a 

hardware-aware mixed-precision quantization formulation that uses Integer Linear 

Programming (ILP), or deep reinforcement learning (DRL) based quantization methods 

such as AutoQ [151] and HAQ [150]. While training RL agents for common hardware 

might be feasible, training such algorithms for simulated approximate DNNs, especially 

ViTs, would immensely exceed the computational and timing constraints. Approximate 

DNN frameworks run much slower than the default DL frameworks (i.e., [70, 68]) due to 

the lack of adequate support for approximate arithmetic. Additionally, the learned policies 

of RL agents to find optimal approximation per layer would degrade when evaluated on 

new ACUs or models as each ACU may behave very differently on layers with different 

data distributions. 
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4.4.2 Overview of Monte Carlo Tree Search (MCTS) Algorithm  

 

This paragraph will present a comprehensive background of Monte Carlo Tree Search 

(MCTS) algorithm. MCTS is  a proven intelligent stochastic search algorithm particularly 

effective in handling problems characterized by large branching factors, such as in the 

domain of games. Grounded in the search for optimal hardware configurations that 

balance accuracy and performance, our research navigates the intricate field of 

approximate accelerator design, leveraging the heuristic search algorithm of MCTS to 

efficiently traverse the vast space of hardware solutions. Before we proceed with our 

proposed algorithm implementation, in this paragraph we will analyze the fundamentals 

of the classic MCTS algorithm. Our novel method for this problem will enable to deal 

with the large Design Space Exploration, which unveils a broad range of potential 

approximations through lightweight random simulations as we will discuss in the 

following paragraphs. 

 

Principle of operation ð Monte Carlo Tree Search centers its attention on evaluating the 

most promising moves by systematically expanding the search tree through random 

sampling of the search space. In the context of game applications, MCTS relies on 

numerous playouts, commonly referred to as roll-outs. In each playout, the game unfolds 

to its conclusion by randomly selecting moves. The outcome of each playout serves as a 

basis for weighting the nodes within the game tree, favoring superior nodes for future 

playouts. A fundamental approach to employing playouts involves applying an identical 

number of them after each legal move by the current player. The selection of the move 

that led to the most victories in these playouts characterizes this method, known as Pure 

Monte Carlo Game Search. The effectiveness of this strategy typically improves over 

time as more playouts are assigned to moves that have demonstrated success for the 

current player. The iterative process of Monte Carlo tree search encompasses four key 

steps: 

 

1. Selection: Commencing from the root R, successive child nodes are chosen until a leaf 

node L is reached. The root represents the current game state, and a leaf node is any 

node with a potential child from which no simulation (playout) has been initiated.  

 

2. Expansion: Unless L concludes the game definitively (e.g., win/loss/draw), one or 

more child nodes are created, and node C is chosen from them. Child nodes 

encompass any valid moves from the game position defined by L. 

 

3. Simulation: A single random playout is conducted from node C, also referred to as a 

playout or rollout. This process can be as straightforward as selecting uniformly 

random moves until the game reaches a resolution (e.g., victory, defeat, or draw), as 

observed in chess. 
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4. Backpropagation: The result of the playout is utilized to update information in the 

nodes along the path from C to R. This step, often termed backpropagation, ensures 

that the knowledge gained from the simulated playout influences the evaluation of 

subsequent moves in the search tree. 

 

The above steps can be visualized as in the following figure. 

 
Figure 4-6. Steps of Monte Carlo tree search. 

 

Exploration and exploitation ð The primary challenge in selecting child nodes lies in 

achieving a delicate balance between exploiting deep variants following moves with a 

high average win rate and exploring moves with limited simulations. The initial 

formulation addressing this balance, known as UCT (Upper Confidence Bound 1 applied 

to trees), was pioneered by Levente Kocsis and Csaba Szepesvári. UCT builds upon the 

UCB1 formula developed by Auer, Cesa-Bianchi, and Fischer, incorporating the probably 

convergent Adaptive Multi-stage Sampling (AMS) algorithm initially employed in multi-

stage decision-making models, particularly Markov Decision Processes, by Chang, Fu, 

Hu, and Marcus. Kocsis and Szepesvári advocate the selection of moves within each node 

of the game tree based on the expression: 

 

ύ

ὲ
ὧ
ÌÎὔ

ὲ
 

 

 

In this formula: 

¶ ύ stands for the number of wins for the node considered after the i-th move. 

¶ ὲstands for the number of simulations for the node considered after the i-th move. 
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¶ ὔ stands for the total number of simulations after the i-th move run by the parent 

node of the one considered. 

¶ c is the exploration parameterðtheoretically equal to ã2; in practice usually 

chosen empirically. 

The first component of the formula above corresponds to exploitation; it is high for 

moves with high average win ratio. The second component corresponds to exploration; it 

is high for moves with few simulations. We will take advantage of these characteristics in 

our MCTS-based design space search as we will discuss next. 

 

Below, we summarize the main advantages and disadvantages of using MCTS: 

MCTS advantages   :  

Å  Implementation of MCTS proves straightforward, rendering it user-friendly. 

Å  As a heuristic approach, Monte Carlo Tree Search (MCTS) demonstrates its 

   efficacy in the absence of specific domain knowledge, relying solely on the 

   understanding of rules and end conditions. Through the exploration of random 

   playouts, MCTS autonomously identifies optimal moves and learns from them. 

Å  MCTS allows for the preservation of its state at any intermediate point,  

    facilitating future utilization as needed. 

Å  The versatility of MCTS extends to supporting asymmetric expansion of the  

    search tree, adapting dynamically to the operational circumstances it encounters 

MCTS disadvantages   :  

Å   The rapid growth of the tree structure after a few iterations demands a  

     substantial amount of memory, posing a resource challenge. 

Å   Monte Carlo Tree Search exhibits a reliability issue in certain circumstances, 

     particularly in turn-based games, where a single branch or path might lead to a 

     disadvantageous outcome against the opponent. This challenge arises from the 

     vast number of possible combinations, with some nodes not being visited  

     frequently enough to discern their long-term results. 

 Å  The effectiveness of the MCTS algorithm is often contingent on a large      

      number of iterations, introducing a speed issue as it requires significant   

      computational effort to determine the most efficient path. 
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4.4.3 MCTS-Based Automated Search for Optimal Approximation 

 

In this part of our work, we will propose the use of Monte Carlo Tree Search for 

approximate accelerator design space exploration. However, recognizing the inherent 

dissimilarities between the two domains, that is game theory and approximate computing, 

substantial modifications were essential to seamlessly tailor MCTS for approximate 

accelerator simulation. To the best of our knowledge, this is the first work that adapts 

MCTS for approximate DNN simulation, specifically for Vision Transformer models. 

 

Design Space Size ð The exploration-oriented design space exploration process heavily 

relies on an extensive search to discover and validate potential solutions. However, the 

overall size of the search space, indicating the total number of conceivable solutions, 

becomes exceedingly vast and expands exponentially, particularly for medium-sized 

DNNs as the number of candidates and approximate transformations increases. Given that 

many existing MCTS-related works depict the search space as a tree, in our case tree 

nodes signify distinct approximate DNN variants generated during the DSE. Assuming 

the total number of combinations (or approximate variants) achievable for an DNN 

accelerator, denoted as N, with the number of candidates as C (which is the number of 

model layers in our case) and the total possible approximations applicable to a candidate 

represented as A, the growth of N follows an arithmetic progression, expressed as A0 *  

A1 *  A2 *  ... *  AC as the tree deepens. For example, for a DNN with 10 layers, the 

number of possible hardware configurations, that is applying in each layer an 

approximate multiplier from a set of 4 multipliers/ACUs equals τ  = 1048576.  

 

 
Figure 4-7. Visualization of the tree expansion in DNN layers when 4 ACUs are used. 
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As the number of candidates, along with their associated transformations, increases, the 

assessment of all potential combinations or nodes within the search tree becomes 

unfeasible due to the exponential expansion of the tree's size. The previous figure 

illustrates the total number of combinations (or nodes within a tree) in relation to the 

escalating number of candidates (assuming only four possible transformations for each 

candidate). In practical terms, considering the average time taken for an approximate 

DNN inference simulation (considering medium-size CNNs using GPU acceleration) ï 

approximately 3 minutes ï it translates to a simulation time of 3min*1048576 φ ώὩὥὶί. 

In some applications commonly found in AutoML, where the number of candidates and 

approximate transformations tends to be even higher than the aforementioned example, 

thoroughly exploring such an extensive search space is impractical within a reasonable 

timeframe. To efficiently explore the approximate design space we will use a hardware-

driven version of Monte Carlo tree search to narrow down the architecture space for the 

approximate ViT models, maximizing accuracy while still meeting our given power 

constraints. To further reduce feedback time, we also developed an accuracy predictor for 

the inference and reach a near Pareto-optimal curve of power and accuracy. 

 

Rationale for employing MCTS ð Monte Carlo Tree Search is an AI search technique, 

often used in board games, that uses probabilistic and heuristic-driven algorithms to 

combine the classic implementation of tree search with principles from machine learning 

and particularly reinforcement learning. There has been only a few previous works that 

utilized MCTS on the AutoML domain, however it is a different domain than ours. 

Specifically some previous works have investigated the use of MCTS-based methods for 

hyperparameter tuning regarding CNNs [155, 156]. Also, regarding the design of 

electronic circuits there are also a few number of works but they focus on solving the 

routing problem [157, 158, 159]. Now, in our research area regarding approximate 

simulation frameworks, MCTS has not been investigated for finding optimal approximate 

configurations in DNNs, specifically ViTs. 

MCTS has the ability to dynamically balance exploration and exploitation, making it less 

susceptible to getting stuck in local optima compared with other methods such as greedy 

algorithms which are often used for quantization precision search [160, 161]. Specifically, 

the case of using inexact arithmetic can introduce additional sources of error that can 

make the optimization problem more complex to solve as it requires a greater degree of 

exploration than the greedy methods. In addition to these methods, RL agents and genetic 

algorithms have also been used for finding optimal hardware configurations in CNNs 

[150], though applying them for our case would be unrealistic. The reason over not 

training an RL agent is twofold. Training and converging an agent would require a lot of 

data which would greatly exceed the computational and timing constraints by simulating 

a vast number of ViT models. Also, the effectiveness of the learned policies of the agent 

for determining the optimal approximation per layer may deteriorate when assessed on 

new ACUs or models, given that different ACUs exhibit significant variability in their 
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behavior across layers with distinct data distributions. Besides RL approaches, comparing 

with the use of genetic algorithms, MCTS has the potential to find a good solution faster 

and more reliably by balancing exploitation and exploration, which is crucial for this 

computationally expensive design space. Also, the effort required to optimize the 

parameters of the MCTS algorithm (e.g. exploration coefficient) is lower than the effort 

required for the genetic algorithms [162]. Thus it would be problematic to apply genetic 

algorithms towards this complex problem which inhibits high variability across different 

ACUs. 

 

Operation of MCTS-based search ð Exposing the optimal configuration of approximate 

multipliers between each layer of a DNN model in order to find the best trade-off 

between performance and power is liable to cause a significant computational overhead. 

The design space becomes large as mentioned earlier and measuring the accuracy of 

every configuration is not feasible even when using our GPU-based acceleration, 

particularly in our case, where the ViT simulation increases further the execution time. In 

order to systematically navigate the space of approximate design solutions, we employ a 

Monte Carlo tree search (MCTS) that is specifically tailored to be hardware-driven. This 

approach helps accelerate the exploration of architectural configurations for approximate 

Vision Transformer (ViT) models, striking a balance between maximizing accuracy and 

adhering to predefined power constraints. Additionally, to expedite the feedback loop, we 

have devised an accuracy predictor for estimating inference accuracy. As a result, our 

methodology achieves a nearly Pareto-optimal curve, effectively balancing power 

consumption and accuracy. 

 

In MCTS, nodes are the building blocks of the search tree. The high level description of 

our approach (also shown as pseudocode in Algorithm 1) is as follows: 

1. Create a root node with an initial state of the model. 

2. Traverse the tree selecting the node with the best Upper Confidence Bound (UCB) 

value according to UCB equation until a leaf node is reached. 

3. If the leaf node is not terminal, expand it by creating child nodes for all possible 

actions from that state.  

4. Simulate a rollout from the selected child node based on the input policy P until a 

terminal state is reached. Here, we take actions by choosing a potential ACU for 

the layer Ì of the ViT model. We followed a head-wise approach similar to [149], 

making decisions for individual heads within the multi-head attention layers of the 

ViT. The terminal state is defined as the point when all layers Ì of the L layers in 

the model have been assigned an ACU !Ȣ. This can be expressed as 

-ÏÄÅÌ! , indicating the model's configuration at the terminal state. Then, we 

compute the reward of the current approximate configuration of this rollout. 

5. Backpropagate the reward obtained from the rollout up to root and update all 

UCB values of visited nodes. 
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UCB equation:  3 Ø Ã ȟ 

where 3 the value of node i, Ø the empirical mean of node i, Ã the exploration constant, 

. the total number of simulations up to i and Î the number of visits of the node. 

 

 

 
 

The cycle of selection, expansion, simulation and backpropagation continues until it 

reaches the user-defined time limits. Every terminal state is expressed as Ὓ

ὃȟὃȟȣȟὃ  and all the environment-specific information that is relevant for the 

decision-making process has been included, specifically the power consumption of the 

current configuration and the output from the accuracy predictor. Also, the exploration-

exploitation ratio can be tuned using c variable from the UCB formula. The accuracy 

from the predictor is computed in each rollout of the MCTS tree as evaluating the real 

accuracy on the whole dataset (ImageNet in our case) would be impractical. Root Mean 

Square Error (RMSE) was used as a metric to reflect the magnitude of the error of the 

target models. The output was compared with the ground truth using the square root of 

the typical MSE formula: В ὼ ώ  for 128 input samples which was proven to 

suffice the majority of our scenarios. In general, determining where to allocate the right 

multiplier is not straightforward. The aim of MCTS is to explore alternative paths which 

might be perceived as sub-optimal so that the system can avoid getting stuck in local 

optima. Figure 4-8 represents the normalized true and predicted accuracy (red and blue 

bars respectively) after applying the mul8s_1L2H ACU in the first 5 layers individually 
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for every target ViT model of our study. Through these ablation studies we show our 

primary objective, which is not to achieve precise predictions of the accuracy, but rather 

to produce estimations that capture the general trend of the actual accuracy. Also, upon 

observation of the figure, it is evident that each layer block has a different sensitivity 

towards the perturbation of the final accuracy. This sensitivity list is beneficial for 

producing a better policy during the rollout phase of MCTS as we discuss next. 

 

 
 

Figure 4-8. Comparison of actual (red) and predicted (blue) accuracy after applying approximation 

to each layer individually (from layer 1 to 5) across different ViT models. 

 

Defining a better policy ð Rollout policy is usually a simple heuristic to estimate the 

reward of a given state by randomly choosing actions until the terminal state is reached 

[163]. It is often implemented as a random policy, where actions are selected uniformly at 

random without any particular strategy but with the aim to explore a wider range of states. 

Using domain-specific knowledge of the sensitivity of each layer to approximation, we 

implemented a more sophisticated policy. Let Ὓ ίȟȟίȟȟȣȟίȟ  be the layer 

sensitivity list of an ACU ὃ. ίȟ is the normalized accuracy of the model when ACU ὃ 

with Ὦɴ ρȟὯ is applied only on layer i. Similarly, we can represent the total returned 

power of the approximate model when ὃ is applied on layer i as ὴȟȢ Conclusively, we 

can now express the probability of taking a specific action in the rollout policy, that is to 

select an ὃ  out of k available ACUs for layer i as: 

 

ὖὃ
Ὡ ȟ ȟ

Ὡ ȟ ȟ
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We incorporated expert knowledge to our problem by producing a better-informed rollout 

than the default heuristic. We took feedback from each layer but also incorporated 

randomness as well. This approach reflects optimism in the face of uncertainty which as a 

mathematical concept has underpinned many decision-making algorithms [164, 165].  

 

4.5 Experimental Evaluation 

In this section we present the evaluation of AdaPT and TransAxx frameworks regarding 

several DNN networks with their respective quantization calibration, approximation-

aware training and simulation time. Also, the specifications regarding each model's 

parameters, number of MAC operations (OPs) and dataset used will be shown. The 

experiments were conducted on Intel Xeon Gold 6138 CPU at 2.00GHz and 64GB RAM 

for AdaPT CPU experiments while for TransAxx experiments the same system was used 

along with an Nvidia Tesla V100 GPU. Furthermore, we will show the effectiveness of 

our MCTS algorithm for efficiently searching the space of approximate DNN designs. 

 

 

4.5.1 Experiments with AdaPT Framework 

 

First, each target model (Table 4-1) undergoes assessment based on five metrics: 

accuracy in FP32, quantized (with and without calibration), approximate, and models 

subjected to approximate-aware re-training. Post-quantization calibration involves the 

utilization of two batches of images, each set at 128, for histogram collection using a 

99.9% percentile method. For the retraining of the DNNs we employed Stochastic 

Gradient Descent (SGD) with a learning rate of 1e-4 and a batch size of 128, utilizing 

10% of the corresponding training datasets as retrain subset. We showcase five DNNs 

across various tasks, including image recognition (ResNet50, VGG19, SqueezeNet), text 

classification (LSTM-IMDB), and image reconstruction (VAE-MNIST). 

 

DNN Type Dataset Params OPs 

ResNet50 CNN CIFAR10 23.52M 0.33G 

DenseNet121 CNN CIFAR10 6.96M 0.23G 

VGG19 CNN CIFAR10 38.86M 0.42G 

Fashion-GAN GAN Fashion MNIST 0.28M 0.29M 

VAE-MNIST  VAE MNIST 0.65M 0.66M 

LSTM -IMDB  LSTM IMDB 0.58M 0.55G 

Inceptionv3 CNN ImageNet 27.16M 2.85G 

SqueezeNet CNN ImageNet 1.24M 0.36G 

ShuffleNet CNN ImageNet 2.28M 0.15G 

 

Table 4-1. Specifications for each DNN used in AdaPTôs experiments 
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For retraining demonstration purposes, two approximate multipliers, implemented as 

Look-Up Tables (LUTs), are used with distinct Mean Relative Error (MRE) and Mean 

Absolute Error (MAE) values from the EvoApprox library [137]. One has 8-bit precision 

and low power consumption but higher MRE, while the other has 12-bit precision with 

lower MRE but higher power consumption. The top-1 accuracy metric is generally 

employed, except for ImageNet models, which use top-5. The results presented in Table 

Table 4-2 indicate that post-training quantization achieves low accuracy error compared 

to the original FP32 models (approximately 0.1%), primarily due to calibration. 

Calibration proves to be crucial for modern neural networks, especially larger ones, as 

emphasized in [166]. Through our approximate-aware retraining, DNNs can be adapted to 

the approximate backward engine, resulting in increased accuracy for the target DNN. 

 

mul8s_1L2H                     MAE: 0.081 %, MRE: 4.41 %, power: 0.301mW1 

DNN FP32 8bit 8bit calib. 8bit 

approx. 

retrain 3 time 

ResNet50 93.65% 93.55% 93.59% 82.69 % 93.44% 763s 

VGG19 93.95% 93.80% 93.82% 90.7% 93.56% 318s 

VAE-

MNIST  

99.99% 99.95% 99.96% 93.12% 99.88% 9.28s 

LSTM -

IMDB  

83.10% 82.90% 82.95% 79.9% 82.63% 710s 

SqueezeNet 80.6% 79.01% 80.16% 62.01% 76.21% 620s 

mul12s_2KM                    MAE: 1.2e-6 %, MRE: 4.7e-4 %, power: 1.205mW2 

DNN FP32 12bit 12bit 

calib. 

12bit 

approx. 

retrain 3 time 

ResNet50 93.65% 93.60% 93.61% 93.52% 90.54% 798s 

VGG19 93.95% 93.80% 93.81% 93.81% 93.71% 359s 

VAE-

MNIST  

99.99% 99.98% 99.98% 99.98% 99.99% 10.11s 

LSTM -

IMDB  

83.10% 82.94% 82.96% 82.96% 83.12% 1040s 

SqueezeNet 80.6% 80.11% 80.3% 80.35% 80.50% 623s 

 

Table 4-2. Accuracy and retrain time evaluation for AdaPT on various DNNs 

1power of 8bit exact: 0.425mW. 2power of 12bit exact: 1.210mW.  
3approx. multiplier & approximation-aware retrain. 
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In line with prior research [167] most models are retrained for a single epoch, achieving 

significant performance improvements. The effectiveness of AdaPT's retrain engine is 

evident in substantial error recovery of approximation, particularly in the 8-bit ACU 

(approximately 7.5% increase on average). Further fine-tuning with learning rate 

annealing marginally reduces the error. 

 

Furthermore, we provide a summary of the emulation time for each approximate DNN, as 

presented in Table 4-3. Moreover, the incorporation of quantization and dequantization in 

each layer introduces an overhead of approximately 10% for the optimized approximate 

solution. The comparison of inference is conducted using 8-bit precision to align with 

related work, ensuring an unbiased assessment (the specific approximate module can be 

arbitrary, given their implementation as LUTs). Notably, the emulation time experiences 

a linear increase when different ACUs are utilized within the same DNN, occurring in-

between the layers. It is worth mentioning that employing smaller LUTs results in lower 

inference times due to improved cache utilization. Additionally, an observed average 

increase of approximately 2.1 times in time occurs when expanding the LUT bitwidth by 

two. 

 

 

DNN Native CPU Baseline 

Approx 

AdaPT 

(w/ func) 

AdaPT 

(w/ LUT)  

AdaPT vs 

Baseline 

ResNet50 0.5 min 76.5 min 104 min 1.7 min 45× 

DenseNet12 0.48 min 53.2 min 72 min 1.6 min 33.2× 

VGG19 0.2 min 91.7 min 125 min 1.7 min 53.9× 

Fashion-GAN 0.003 min 0.02 min 1.1 min 0.012 min 1.7× 

VAE-MNIST  0.015 min 0.1 min 1.2 min 0.02 min 5× 

LSTM -IMDB  1.36 min 48.5 min 449 min 7.6 min 6.4× 

Inceptionv3 22.1 min 2909 min 4560 min 83 min 35.1× 

SqueezeNet 11.6 min 443 min 576 min 20.6 min 21.5× 

ShuffleNet 11.4 min 163 min 251 min 22.4 min 7.3× 

 

Table 4-3. Inference emulation time in AdaPT for various DNNs 

Specifically, in Table 4-3, we compare AdaPT with PyTorch's native FP32 optimized 

implementation, the baseline unoptimized approximate simulation (which utilizes LUTs 

but excludes our optimizations), and the functional C-implementation of the ACU 
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(mul8s_1L2H). It is evident that the computation time for AdaPT has been significantly 

reduced in comparison to the baseline approach. When benchmarked against the state-of-

the-art, AdaPT outperforms ALWANN [68], which also operates on a Xeon CPU, with a 

notable margin (1.7 minutes vs. 54.5 minutes on ResNet50). TypeCNN [141], running on 

a CPU and employing a custom C++ framework, does not provide inference results. 

Moving on to ProxSim [143], despite running on a GPU, AdaPT demonstrates very 

similar execution times (20.6 minutes vs. 17.5 minutes on SqueezeNet). TFApprox [70] 

exhibits faster execution on a GPU with ResNet50 (1.7 minutes vs. 0.26 minutes), but it's 

essential to note that the authors exclusively assess ResNets for 8-bit inference in image 

recognition. 

 

AdaPT's strength lies in its diverse features, supporting various model architectures, 

application domains, and approximation techniques, along with approximation-aware 

retraining. This versatility contributes to the creation of a robust framework. A 

comprehensive comparison of AdaPT's functionalities with the state-of-the-art is 

presented in Table 4-4. 

 

 

Tool Support AdaPT [70] [143] [68] [141] 

Framework PyTorch TF1 TF TF C++ 

Backend CPU GPU GPU CPU CPU 

Varying DNN types2 ṉ ṍ ṍ ṍ ṍ 

Arbitrary ACU  ṉ ṍ ṍ ṍ ṉ 

Quantization calibration ṉ ṍ ṍ ṉ ṍ 

Approximate-aware 

retraining  
ṉ ṍ ṉ ṉ ṉ 

1TF: Tensorflow. 2For example: CNN, LSTM, GAN, etc. 

Table 4-4. Qualitative comparison of AdaPT with state-of-the-art  

 

To conclude, AdaPT is an end-to-end framework for fast cross-layer evaluation and re-

training of approximate DNNs based on the popular PyTorch library. We showed how 

AdaPT simplifies and accelerates the process of DNN simulation using multi-threading 

and vectorization while at the same time it can support a wide range of DNN topologies 

and paved the way to new approximate DNN accelerators first time for PyTorch. 
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4.5.2 Experiments with TransAxx Framework 

 

In this section, we conduct experiments to evaluate the performance of the TransAxx 

framework, focusing on the accuracy and execution time of popular Vision Transformer 

(ViT) models across various approximate multipliers. In terms of software versions, 

TransAxx was developed on PyTorch 1.13 with CUDA Version 11.7. The hardware setup 

employed for the experiments consisted of the same CPU as AdaPTôs experiments, a 20-

core Intel Xeon Gold 5218R server with 64GB of RAM, along with an Nvidia Tesla 

V100 GPU as the hardware accelerator of TransAxx. 

 

Our framework prioritizes speed while maintaining flexibility, allowing users to 

efficiently test their custom Approximate Computing Units (ACUs). As mentioned 

earlier, two emulation methods are supported: the LUT-based and the functional-based 

approaches. In Table 4-5, we present inference times using both approaches and the 

retraining time for an epoch for each model. Our experiments involve four popular Vision 

Transformer models ð ViT [168], DeiT [169], Swin [170], and GCViT [171] ð on the 

ImageNet2012 dataset with batch sizes of 128 or 64. For retraining, we employ the Adam 

optimizer with a learning rate of ▄  for 2.5% of the ImageNet train dataset. In Table 

4-5 the 8-bit mul8s_1KV9w [137] is used, but the execution time remains similar for any 

ACU of the same size. The LUT-based approach is generally unaffected by the type of 

ACU and is notably faster than the functional-based approach. The latter serves as a 

backup method in TransAxx to address unforeseen memory issues. 

 

DNN FLOPs Params Inference 

(w/ func.) 

Inference 

(w/ LUT)  

Retraining 

(w/ LUT)  

ViT -S 4.2G 22.1M 121 min 6 min 5.5 min 

DeiT-S 4.2G 22.1M 122 min 6.1 min 5.8 min 

Swin-S 8.5G 49.6M 242 min 13.1 min 13 min 

GCViT -XXT  1.9G 12M 43.5 min 3 min 3.5 min 

 

Table 4-5. Emulation time in TransAxx for different ViTs  

 

We further investigated the performance of LUT-based multiplication in our study, as 

depicted in Figure 4-9. On the left side of the figure, we can observe the inference time 

for each ViT model using different bitwidths of the LUT. As it is evident, the emulatiom 

time increases as the memory requirements increase because it takes more time to fetch 

the LUT from the GPU memory. Also, larger LUTs may not fit entirely into cache, 

leading to increased cache misses and longer memory access times. In contrast, smaller 

LUTs are more likely to fit into cache, resulting in better cache utilization and lower 

memory access latency. Now, on the right side of the figure, we show the caching effect 

on the LUT performance across the first batches of the inference.  
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Figure 4-9. LUT-based multiplication performance. Left: LUT bitwidth impact on inference 

emulation time. Right: Caching effect on LUT performance during the first batches of inference. 

As processing progresses through subsequent batches, the LUT caching mechanisms we 

introduced within TransAxx effectively come into play. These mechanisms allow for 

faster access to frequently used data, such as the LUT memory in our case, thereby 

reducing the computation time. As aforementioned, for > 12 bits where LUT memory 

might increase substantially TransAxx can always subsitute the LUT-based with 

functional based approach. We report that for a 12-bit multiplier mul12s_2PP from 

[137]) the inference emulation time using its C functional description can be ~5x slower 

than the LUT-based approach. Generally, the LUT-based execution times are deemed 

satisfactory and sufficiently fast, especially when considering that there is no other 

alternative for approximate ViT emulation. It is important to note that these performance 

metrics pertain to the complex and large ImageNet dataset. When compared to other 

frameworks for approximate simulation and taking into account the utilization of the large 

ImageNet dataset and complex ViT architectures, TransAxx proves to be faster. 

Additionally, TransAxx outperforms similar frameworks that lack support for ViT 

models.To facilitate a comparison with previous research, our focus can be directed 

towards the execution time of ViT-S, which closely aligns with ResNet50 in terms of 

FLOPs (4.2G vs. 3.87G). TransAxx demonstrates quicker inference times when 

contrasted with other GPU simulation frameworks such as ProxSim  [143] (6min vs. 

107min) and ApproxTrain  [154] (6min vs. 10.4min).  

 

Tool Support TransAxx [147] [154] [70] [143] [68] [141] 

Framework PyTorch PyTorch TF TF TF TF C++ 

Backend GPU CPU GPU GPU GPU CPU CPU 

ViT model support ṉ ṍ ṍ ṍ ṍ ṍ ṍ 

Automatic layer 

swapping 
ṉ ṍ ṍ ṍ ṍ ṍ ṍ 

Quantization 

calibration 
ṉ ṉ ṍ ṍ ṍ ṉ ṍ 

HW-aware retraining ṉ ṉ ṉ ṉ ṉ ṍ ṉ 

Design space search ṉ ṍ ṍ ṍ ṍ ṉ ṍ 

 

Table 4-6. Qualitative comparison of TransAxx with state-of-the-art  
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We also perform a systematic analysis on the top-1 accuracy achieved on ImageNet-1K 

dataset for each of the four aforementioned ViT models on the default FP32, 8-bit 

quantized, approximate and retrained versions, as seen in Table 4-7. Apart from 

performing successful finetuning after approximation, we considered significantly the 

quantization part, as also described in previous paragraphs. In particular, prior to the 

approximation of the models, we performed a calibrated quantization scheme since 

finding a scale parameter correctly is known to have a large impact on the networkôs 

performance [172]. Regarding the approximate multipliers used for the experiments, we 

chose three distinct ACUs with different Mean Relative Error (MRE) and power 

characteristics obtained from the open-source EvoApprox [137], and an accurate ACU 

which corresponds to mul8s_1KV6.  

 

Model specifications ACU 1: mul8s_1KV9 

MRE 0.90%, power: 0.410mW 
ACU 2: mul8s_1L2H 

MRE 4.41%, power: 0.301mW 
ACU 3: mul8s_1L2L 

MRE 12.26%, power: 0.200mW 

Name MACs 

approx. FP32 8bit 
(calib.) Initial Retrained Power Ź Initial Retrained Power Ź Initial Retrained Power Ź 

ViT -S 98.54 74.64 71.86 34.95 67.31 3.45 1.264 66.74 28.75 0.090 0.15 52.18 

DeiT-S 98.54 81.34 79.34 0.96 70.16 3.45 0.10 67.01 28.75 0.10 0.11 52.18 

Swin-S 99.7 82.89 81.83 79.56 79.25 3.49 64.30 76.64 29.09 0.41 67.87 52.79 

GCViT  75.5 79.72 78.91 73.50 78.346 2.64 51.56 76.93 22.03 0.26 63.01 39.98 

 

Table 4-7. Accuracy and power benchmark [%] per multiplier and model 

Table 4-7 summarizes our accuracy results obtained before and after retraining. 

Generally, we see that approximate-aware retraining reduces the accuracy gap 

successfully on the majority of approximate models, as the weights of the network can 

adapt to the distributions the ACUs represent. Additionally, we report the total MAC 

(multiply-and-accumulate) power reduction as it will be important for experiments of the 

design space exploration in the next paragraph. Clearly the actual power reduction would 

be influenced by numerous factors but the reduction from MAC operations usually has a 

cascading effect on the total consumption. The reduction percentage is in relation to the 

total MACs approximated in each model in order to have more precise measurements. 

The baseline is the power consumption of the accurate mul8s_1KV6 multiplier 

(0.425mW). 

 

 

4.5.3 Explored Design Space 

 

The manual and simple method of performing approximation, that is to apply the same 

multiplier to all layers in the model gave us substantial power gains with the cost of some 

accuracy drop as seen from Table 4-7. However, in some cases, it is not possible to 

recover the large impact that approximate multiplications had on accuracy. Moreover, in 

many cases there might be a more power efficient solution that achieves similar accuracy. 

In this subsection, we conduct a comprehensive analysis of our automated search 
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algorithm based on MCTS. The results of our automated search reveal a nuanced 

understanding of the trade-offs inherent in the power-accuracy space. We show that we 

can automatically find better solutions that are closer to the Pareto-front and thus offer 

better trade-off between power consumption and accuracy. For our experiment the four 

ACUs (mul8s_1KV9, mul8s_1L2H, mul8s_1L2L, mul8s_1KV6)  are considered as 

possible candidates for each layer of every target model. 

 

Policy Evaluation ð Before proceeding with the Monte Carlo simulations it is essential 

to exhibit the stability of the algorithm and its ability to converge after some iterations. 

Naturally, our agent's performance is optimal when the rollout policy we used to estimate 

the expected rewards of each possible action is more likely to choose the best action. This 

is the reason we injected knowledge from the hardware configurations into the system 

using UCB1 formula so as to guide the search process towards the Pareto-optimal points. 

In Figure 4-10, for the case of ViT-S model, we measure the normalized reward on each 

simulation of the four possible starting paths/actions from the root node of the MCTS 

tree. In this way, we demonstrate the ability of our custom hardware-driven policy to 

converge to more stable rewards faster than the random policy.  

 

 
 

Figure 4-10. Rewards of each action from the MCTS root node using the random policy (left) and hw-

driven policy (right).  

 

Another valuable insight we can obtain from this figure is that the hardware-driven policy 

manages to find faster what might be a good or bad action to take according to the 

algorithm. For example, it prefers choosing mul8s_1L2H multiplier at the first layer as it 

might give an "appealing" accuracy-power tradeoff which is also indicated by our 

measurements in Table 4-7. In contrary, the lower power mul8s_1L2L multiplier is not 

often preferred as it significantly compromises the accuracy. We should note however, 

that intuitively these outcomes would vary across models, layers or multipliers. 
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Additionally, to demonstrate the convergence of our hw-driven MCTS-based search, we 

plot the reward values and their rolling mean (with a window of 50) targeting ViT-S 

model, over multiple simulations, as shown in  Figure 4-11. As more simulations are 

performed, the MCTS tree is refined, and the algorithm converges towards optimal 

decisions or solutions. With each simulation, the search algorithm converges towards the 

approximate configurations that yield the best performance for the ViT model in terms of 

accuracy/power. The average reward stabilizes or reaches a plateau as the number of 

simulations increases. This means that our algorithm has explored the search space 

sufficiently enough and has found a solution or set of solutions that consistently achieve a 

certain level of performance. 

 

 
Figure 4-11. Convergence of the MCTS rewards. 

 

MCTS simulations ð Finally, we evaluate the use of our hardware-driven MCTS 

algorithms towards finding the Pareto-optimal curve for accuracy and power. In Figure 

4-12, we illustrate the scatter plots from MCTS for every target ViT model using 2000 

simulations (power consumption is normalized). On average, the exploration time on 

most models for this setup was about 35mins which is considered very acceptable, 

especially when compared with previous work ( [152, 68] ). The user has the flexibility to 

tune it according to their requirements; however, further exploration yielded minimal 

results on the accuracy-power trade-off. Each acquired Pareto (in red) represents the 

knowledge learned by the system towards finding the optimal multiplier configuration 

and it's basically the output of the search algorithm. To provide further comparisons, we 

experiment for two distinct ɚ parameters for the power bias, as described in Algorithm 1 

and MCTS policy equation. For a state in the tree to be evaluated accurately, it must be 

visited a sufficient number of times (to gain the confidence about the statistics). Thus, the 

number of simulations clearly affects the quality of solutions, but we saw that around 

2000 simulations were enough for most models to derive successful results in a 

reasonable time. Additionally, experimenting with different ɚ parameters or even 

exploration-exploitation ratios could potentially yield marginally improved results; 

however, our experiments served as a strong indication of the successful application of 

the proposed search algorithm and parameters. 
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Figure 4-12. Scatter plots of hw-driven MCTS using 2000 simulations for ɚ=1.5 (top) and ɚ=0.5 

(bottom) parameter. 

 

In Figure 4-13, we summarize the solutions found with the baseline approximation of the 

models (in yellow), obtained from Table 4-7, along with the proposed optimal solutions 

obtained by our MCTS-based approach (in green). As baseline solutions we define the 

accuracy/power data points from Table 4-7 in which approximation is uniformly applied 

to all layers of the model without much customization. The corresponding scatter plots of  

Figure 4-13 illustrate the practical observation of the accuracy/power trade-off, with 

normalized power consumption along the x-axis and actual measured accuracy along the 

y axis. Notably, the study highlights the superior performance of our hardware-driven 

Monte Carlo tree search algorithm, particularly in achieving a more advantageous balance 

between power consumption and accuracy, as well as giving an increased flexibility from 

the designer's perspective in choosing a wider range of approximate solutions. 

 

The green data points of Figure 4-13 are derived from the large exploration of the 

parameter space using MCTS, depicted in Figure 4-12, focusing only on the optimal 

solutions achieved through this algorithm (red points in Figure 4-12). These data points 

are evaluated on the whole ImageNet validation dataset and the Pareto points are depicted 

in the corresponding scatter plots of  

Figure 4-13 as green triangular markers. The baseline solutions from Table 4-7, for each 

approximate multiplier, are deliberately included to provide a benchmark for evaluating 

the effectiveness of the proposed solutions using the MCTS search algorithm.  
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Figure 4-13. MCTS-optimal solutions based on real accuracy (green) and    

 baseline approximate solutions (yellow). 

 

The scatter plots of  

Figure 4-13 visually highlight the trade-offs between power consumption and accuracy. 

Our solutions (green points) mainly form the Pareto-front in each subplot (i.e., deliver the 

best possible compromise between the two objectives, accuracy and power). For similar 

accuracy as the baseline approximate solutions (within ~1% maximum difference), 

MCTS delivers on average solutions with ~21% lower power. Additionally, our approach 

yields a considerable number of Pareto solutions in all models, providing the designer 

with a fine-grained set of choices. These choices aim to deliver the most effective balance 

between the two objectives, power and accuracy, while minimizing exploration time. In 

contrast, the baseline approximation offers a more limited selection. 

 

In general, our MCTS search enables obtaining results from the Pareto-curve customized 

to fulfill the designer's requirements and eventually give a more fine-grained trade-off 

between accuracy and power with respect to the baseline approximation. Our 

requirements, relevant to the specific application, included constraints on power 

consumption, accuracy thresholds and exploration time of MCTS algorithm, but 

additional criteria can be involved for the system under consideration. Note that, to the 



Chapter 4.  Simulation of Approximate Deep Neural Networks      143 

 
best of our knowledge, our work is the first to analyze the impact of approximate 

multipliers on ViT models and deliver a framework for a) evaluating the inference 

accuracy with reasonable speed, b) performing approximation-aware ViT re-training, and 

c) delivering a fine-grained accuracy-power trade-off when exploring the design space of 

ViT to approximation mapping. Despite the considerable savings reported in 

Figure 4-13, higher power savings for similar accuracy loss have often been reported in 

approximate CNNs [136]. Hence, additional research is required for ViT models and/or 

dedicated approximate multipliers/approximation techniques are needed. Our work lays 

the groundwork for exploring this challenging domain and greatly facilitates designers in 

identifying solutions fast enough that align more closely with the desired balance of 

power and accuracy in ViT models. 
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5   Conclusion 

This Ph.D. thesis has investigated the intricate field of efficient computing for Deep 

Learning (DL), with a primary focus on optimizing deep neural network accelerators for 

custom hardware. Through a comprehensive exploration of various software and 

hardware optimization strategies this research has contributed to our understanding of the 

underlying hardware mechanisms towards optimal AI model execution. Additionally, this 

thesis explored the use of approximate computing to exploit the capabilities of such 

hardware in inference speed and energy efficiency of DNNs. By proposing two custom 

emulation frameworks, AdaPT and TransAxx, it addresses the challenge of approximate 

DNN simulation. Specifically, it enables researchers and practitioners to rapidly prototype 

and evaluate approximate DNNs, fostering a more accessible and iterative approach to 

model development. Last, this thesis proposed an MCTS (Monte Carlo Tree Search) 

based method for rapid design space exploration towards find an optimal tradeoff 

between power consumption and accuracy in approximate DNNs, showing its efficacy on 

vision transformer models. As the field of deep learning continues to evolve, the findings 

of this thesis contribute to the ongoing discussion on efficient computing for AI inference. 

The insights gained from optimizing neural network inference on custom hardware, 

coupled with the emulation framework for approximate computing, signify a substantial 

step towards bridging the gap between software and hardware in the field of DL.  

 

5.1 Summary of findings 

Below is the summary of the main findings and contributions: 

 

¶ Optimization of novel AI applications: Three distinct AI tasks were optimized for 

reconfigurable hardware. First, the popular FAISS (Facebook AI Similarity Search) 

framework [70] was optimized for FPGAs in order to accelerate the algorithm of 

similarity search. Second, a Generative Adversarial Network (GAN) was developed 

and deployed on an FPGA SoC with the aim to restore images of clothing. Third, 

towards combating the Covid-19 pandemic, a CNN was developed and accelerated for 

reconfigurable hardware with the ability to categorize chest X-Ray images into three 

classes: Covid-19, Viral Pneumonia, and Normal.  
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¶ Automatic FPGA firmware from CNNs: We proposed an end-to-end framework, 

based on HLS4ML [56]. Through this tool we convert trained CNN models into 

optimized FPGA firmware tailored for cloud FPGA architectures.  

¶ AdaPT Framework: We created the AdaPT framework as a rapid DNN approximation 

emulation tool, presented as a PyTorch plugin. The framework leverages CPU 

acceleration and seamlessly supports a wide range of layers and model architectures 

along with post-training quantization and approximate-aware retraining.  

¶ TransAxx Framework: We created TransAxx with the aim to emulate approximate 

Vision Transformers. It accommodates all the major features of AdaPT such as post-

training quantization and approximate-aware retraining. Also, it has a more 

streamlined and seamless design and leverages GPU acceleration for the emulation of 

approximate AI models. 

¶ MCTS-based Design Space Exploration: We proposed a novel method based on 

Monte Carlo Tree Search (MCTS) for a hw-driven automated search that can find 

near-optimal trade-offs in the power-accuracy space. With this method, we 

demonstrate that we can automatically find better solutions fast, which are closer to 

the Pareto front than the simple approximation method. In the latter, the 

approximation is uniformly applied to all layers of the model without much 

customization, while in our solution we achieve a better trade-off between power 

consumption and accuracy using mixed approximation between layers. 

 

5.2 Future Directions  

The research presented demonstrates that custom hardware for Deep Learning holds great 

promise in enhancing performance and energy efficiency. Nevertheless, with the rapid 

growth and expansion of next-generation AI models and the continuous emergence of 

new hardware architectures, new innovative challenges always arise that need attention in 

future applications. Given the rapid growth and expansion of next-generation AI such as 

generative AI and the emergence of new requirements from both technical and societal 

perspectives, there remain open and novel issues to be addressed in future efforts. Major 

technology companies, European networks of researchers, and Europe itself have already 

paved the way for the design and implementation of future computing systems. Recent 

years have witnessed a surge in the demand for computing systems capable of supporting 

large language models and other extensive AI applications. This has brought hardware 

accelerators to the forefront as promising solutions for optimizing resource efficiency and 

performance in datacenter and edge infrastructures. Future research will  focus on 

enhancing the scalability and adaptability of accelerators to accommodate the evolving 

complexity of AI models, while also innovating new AI algorithms that can understand, 

interpret, and generate complex, context-aware responses, mimicking humans. 
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Future work should focus on next-generation computing systems and AI, specifically on 

several key technical areas to advance their capabilities and address emerging challenges: 

 

1. Scalability and Adaptability of Accelerators: 

¶ Develop FPGA-based AI accelerators that can dynamically reconfigure to 

support various AI workloads, ensuring efficient resource utilization and 

performance optimization. 

¶ Enhance the scalability of these accelerators to handle the growing size and 

complexity of AI models, including large language models and deep neural 

networks. 

 

2. Energy-Efficient Computing: 

¶ Implement AI/ML-based resource management policies that optimize energy 

consumption while maintaining system performance and reliability. 

¶ Integrate renewable energy sources with traditional power supplies, using AI 

to predict and manage energy demand, ensuring a sustainable and cost-

effective energy mix. 

 

3. Approximate Computing: 

¶ Explore approximate computing techniques for new novel architectures or 

material that allow for controlled trade-offs between computational accuracy 

and efficiency, reducing power consumption and processing time without 

significantly impacting the quality of results. 

¶ Develop algorithms that can leverage these techniques for various AI 

applications, such as natural language processing or generative AI. 

 

4. Edge and Cloud Integration: 

¶ Design systems that seamlessly integrate edge computing with cloud 

infrastructures, leveraging the strengths of both to provide low-latency, high-

performance computing for AI applications. 

¶ Focus on the development of distributed AI models that can operate 

efficiently across these integrated environments. 
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  Extended Abstract  in Greek 

ȺəŰŮŰŬɛɏɜɖ ɄŮɟɑɚɖɣɖ ůŰŬ ȺɚɚɖɜɘəɎ 
 

 

ɇɞ əɑɜɖŰɟɞ ŬɡŰɐɠ Űɖɠ ɏɟŮɡɜŬɠ ˊɟɞɐɚɗŮ Ŭˊɧ Űɖɜ ŬɡɝŬɜɧɛŮɜɖ ɕɐŰɖůɖ ɔɘŬ ŬˊɞŰŮɚŮůɛŬŰɘəɐ 

ŮˊŮɝŮɟɔŬůɑŬ ŰŮɢɜɖŰɐɠ ɜɞɖɛɞůɨɜɖɠ (AI). ȾŬɗɩɠ ɖ ɢɟɐůɖ ŰŮɢɜɞɚɞɔɘɩɜ ŰŮɢɜɖŰɐɠ 

ɜɞɖɛɞůɨɜɖɠ ůɡɜŮɢɑɕŮɘ ɜŬ ŬɡɝɎɜŮŰŬɘ ůŮ ɏɜŬ Ůɡɟɨ űɎůɛŬ ɓɘɞɛɖɢŬɜɘɩɜ, ɏɢŮɘ ɔɑɜŮɘ ɧɚɞ əŬɘ 

ˊɘɞ ůɖɛŬɜŰɘəɧ ɜŬ ŬɜŬˊŰɡɢɗɞɨɜ ɚɨůŮɘɠ ɡɚɘəɞɨ əŬɘ ɚɞɔɘůɛɘəɞɨ ˊɞɡ ɛˊɞɟɞɨɜ ɜŬ ɢŮɘɟɘůŰɞɨɜ 

Űɘɠ ɡˊɞɚɞɔɘůŰɘəɏɠ ŬˊŬɘŰɐůŮɘɠ ŬɡŰɩɜ Űɤɜ ŮűŬɟɛɞɔɩɜ. ȷɡŰɧ ɞŭɐɔɖůŮ ůŮ ŬɡɝŬɜɧɛŮɜɞ 

ŮɜŭɘŬűɏɟɞɜ ɔɘŬ Űɖ ɢɟɐůɖ ŮˊɘŰŬɢɡɜŰɩɜ ɡɚɘəɞɨ, ɧˊɤɠ ɛɞɜɎŭŮɠ ŮˊŮɝŮɟɔŬůɑŬɠ ɔɟŬűɘəɩɜ 

(GPU) əŬɘ ůɡůŰɞɘɢɑŬ ŮˊɘŰɧˊɘŬ ˊɟɞɔɟŬɛɛŬŰɘɕɧɛŮɜɤɜ ˊɡɚɩɜ (FPGA), ɞɘ ɞˊɞɑŮɠ ɛˊɞɟɞɨɜ 

ɜŬ ɓŮɚŰɘɩůɞɡɜ ůɖɛŬɜŰɘəɎ Űɖɜ ŰŬɢɨŰɖŰŬ əŬɘ Űɖɜ ŮɜŮɟɔŮɘŬəɐ Ŭˊɧŭɞůɖ Űɖɠ ŮˊŮɝŮɟɔŬůɑŬɠ 

AI. 

ũɘŬ ɜŬ ŬˊɞəŰɐůɞɡɛŮ ɛɘŬ ɓŬɗɨŰŮɟɖ əŬŰŬɜɧɖůɖ Űɞɡ əɘɜɐŰɟɞɡ ˊɑůɤ Ŭˊɧ ŬɡŰɧ Űɞ ɏɟɔɞ, 

ŮɑɜŬɘ ůɖɛŬɜŰɘəɧ ɜŬ ŮɜŰɞˊɑůɞɡɛŮ Űɖɜ ˊɟɞɏɚŮɡůɖ əŬɘ ŰŬ ɗŮɛŮɚɘɩŭɖ ůŰɞɘɢŮɑŬ Űɞɡ. ɇɘɠ 

ŰŮɚŮɡŰŬɑŮɠ ɏɝɘ ŭŮəŬŮŰɑŮɠ, ɞ ɜɧɛɞɠ Űɞɡ ɀɞɡɟ ɏˊŬɘɝŮ əŬɗɞɟɘůŰɘəɧ ɟɧɚɞ ůŰɖɜ ɞŭɐɔɖůɖ Űɖɠ 

ˊɞɟŮɑŬɠ Űɤɜ ɡˊɞɚɞɔɘůŰɩɜ. ȾŬŰɎ Űɖ ŭɘɎɟəŮɘŬ ŬɡŰɐɠ Űɖɠ ŮəŰŮŰŬɛɏɜɖɠ ˊŮɟɘɧŭɞɡ, ɖ ůŰŬɗŮɟɐ 

ɏɛűŬůɖ Űɖɠ ɓɘɞɛɖɢŬɜɑŬɠ ůŰɖɜ ɛŮɑɤůɖ Űɞɡ ɛŮɔɏɗɞɡɠ Űɤɜ ŰɟŬɜɕɑůŰɞɟ, ɛɘŬ ɓŬůɘəɐ ˊŰɡɢɐ 

Űɞɡ ɜɧɛɞɡ Űɞɡ Moore, ɏɢŮɘ ůŰŬɗŮɟɎ ŬˊɞűɏɟŮɘ Ŭɡɝɖɛɏɜɖ Ŭˊɧŭɞůɖ əŬɘ ˊɡəɜɧŰɖŰŬ 

ŰɟŬɜɕɑůŰɞɟ. ȷɜ əŬɘ ɛˊɞɟŮɑ ɜŬ ŮɑɜŬɘ ˊɟɧɤɟɞ ɜŬ ŭɖɚɤɗŮɑ ɞɟɘůŰɘəɎ ɖ əŬŰɎɟɟŮɡůɖ Űɞɡ 

ɜɧɛɞɡ Űɞɡ Moore, ɡˊɎɟɢɞɡɜ ŮɜŭŮɑɝŮɘɠ ˊɞɡ ɡˊɞŭɖɚɩɜɞɡɜ ɧŰɘ ɏɢɞɡɛŮ ŬɜŰɘɛŮŰɤˊɑůŮɘ Űɞɡɠ 

űɡůɘəɞɨɠ ˊŮɟɘɞɟɘůɛɞɨɠ ˊɞɡ ɓŬůɑɕɞɜŰŬɘ ůŮ ɔŮɜɘəɞɨ ůəɞˊɞɨ ɛɞɜɎŭŮɠ ŮˊŮɝŮɟɔŬůɑŮɠ (ˊɢ. 

CPU) ˊɞɡ ɓŬůɑɕɞɜŰŬɘ ůŮ ˊɡɟɑŰɘɞ (ȾŮɜŰɟɘəɏɠ ɀɞɜɎŭŮɠ ȺˊŮɝŮɟɔŬůɑŬɠ). 

 

 

 

 

 

 

 

 

ȳˊɤɠ ˊŬɟŬŰɖɟŮɑŰŬɘ Ŭˊɧ Űɞ ˊŬɟŬəɎŰɤ ůɢɐɛŬ, ɖ ŮəɗŮŰɘəɐ Ŭɨɝɖůɖ Űɖɠ ɡˊɞɚɞɔɘůŰɘəɐɠ 

ɘůɢɨɞɠ ˊɞɡ ˊɟɞɓɚɏˊŮŰŬɘ Ŭˊɧ Űɞ ɜɧɛɞ Űɞɡ Moore ŮˊɘɓɟŬŭɨɜŮŰŬɘ. ȷɡŰɐ ɖ ŰɎůɖ ŬˊɞŰŮɚŮɑ 

ˊɟɧəɚɖůɖ ɔɘŬ Űɖ ůɡɜŮɢɐ ˊɟɧɞŭɞ Űɖɠ ŰŮɢɜɖŰɐɠ ɜɞɖɛɞůɨɜɖɠ, əŬɗɩɠ ɖ Ŭɡɝɖɛɏɜɖ 

ɡˊɞɚɞɔɘůŰɘəɐ ɘůɢɨɠ ŮɑɜŬɘ ɕɤŰɘəɐɠ ůɖɛŬůɑŬɠ ɔɘŬ Űɞɜ ɢŮɘɟɘůɛɧ Űɤɜ ˊɞɚɨˊɚɞəɤɜ 

ɡˊɞɚɞɔɘůɛɩɜ əŬɘ Űɤɜ ŰŮɟɎůŰɘɤɜ ůɡɜɧɚɤɜ ŭŮŭɞɛɏɜɤɜ, ŮɘŭɘəɎ ˊɞɡ ŮɛˊɚɏəɞɜŰŬɘ ůŮ 

ŮɟɔŬůɑŮɠ ȸŬɗɘɎɠ ɀɎɗɖůɖɠ (Deep Learning). ȼ ˊŬɟŬŭɞůɘŬəɐ ˊɟɞůɏɔɔɘůɖ Űɖɠ 

ɓŬůɘɕɧɛŮɜɖɠ ŬˊɞəɚŮɘůŰɘəɎ ůŮ CPU ɔŮɜɘəɐɠ ɢɟɐůɖɠ ɔɘŬ űɧɟŰɞɡɠ ŮɟɔŬůɑŬɠ ŰŮɢɜɖŰɐɠ 

ñMooreôs law is the observation that the number of transistors in a 

dense integrated circuit doubles approximately every two years. The 

period is often quoted as 18 months because of Intel executive David 

House, who predicted that chip performance would double every 18 

months.  ð G. E. Moore, 1965 
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ɜɞɖɛɞůɨɜɖɠ ɔɑɜŮŰŬɘ ɧɚɞ əŬɘ ˊɘɞ ŬɜŬˊɞŰŮɚŮůɛŬŰɘəɐ əŬɘ ɛɖ ɓɘɩůɘɛɖ. Ƀɘ CPU, 

ůɢŮŭɘŬůɛɏɜŮɠ ɔɘŬ ɏɜŬ Ůɡɟɨ űɎůɛŬ ŮɟɔŬůɘɩɜ, ŭŮɜ ŮɑɜŬɘ ɓŮɚŰɘůŰɞˊɞɘɖɛɏɜŮɠ ɔɘŬ Űɘɠ 

ůɡɔəŮəɟɘɛɏɜŮɠ ɡˊɞɚɞɔɘůŰɘəɏɠ ŬˊŬɘŰɐůŮɘɠ Űɤɜ Ŭɚɔɞɟɑɗɛɤɜ ŰŮɢɜɖŰɐɠ ɜɞɖɛɞůɨɜɖɠ, 

ɞŭɖɔɩɜŰŬɠ ůŮ ɛɖ ɓɏɚŰɘůŰɖ Ŭˊɧŭɞůɖ əŬɘ ɡɣɖɚɐ əŬŰŬɜɎɚɤůɖ ŮɜɏɟɔŮɘŬɠ.  

 

 
 

ɆɢɐɛŬ 1. ȹŮŭɞɛɏɜŬ ŰɎůɖɠ ɛɘəɟɞŮˊŮɝŮɟɔŬůŰɐ 50 ŮŰɩɜ [1]. 

 

ȺɑɜŬɘ ˊɟɞűŬɜɏɠ ɧŰɘ ɞɘ CPU ŭŮɜ ɛˊɞɟɞɨɜ ɜŬ ůɡɛɓŬŭɑůɞɡɜ ɛŮ Űɞ ɟɡɗɛɧ Űɤɜ 

ɡˊɞɚɞɔɘůŰɘəɩɜ ŬˊŬɘŰɐůŮɤɜ Űɖɠ ŰŮɢɜɖŰɐɠ ɜɞɖɛɞůɨɜɖɠ əŬɘ ɘŭɘŬɑŰŮɟŬ Űɞɡ Deep Learning. 

ȷɜŬˊŰɨůůɞɜŰŬɘ ŮɜŬɚɚŬəŰɘəɏɠ ŬɟɢɘŰŮəŰɞɜɘəɏɠ ɡˊɞɚɞɔɘůŰɩɜ əŬɘ ŮɝŮɘŭɘəŮɡɛɏɜɞɘ 

ŮˊŮɝŮɟɔŬůŰɏɠ ɔɘŬ Űɖɜ ŰŮɢɜɖŰɐ ɜɞɖɛɞůɨɜɖ, ŭɘŬůűŬɚɑɕɞɜŰŬɠ Űɖɜ ŬŭɘɎɚŮɘˊŰɖ ˊɟɧɞŭɞ Űɖɠ 

ɏɟŮɡɜŬɠ ɔɘŬ Űɖɜ ŰŮɢɜɖŰɐ ɜɞɖɛɞůɨɜɖ. ɄŬɟɎ Űɖɜ ŮɜůɤɛɎŰɤůɖ ŮˊɘŰŬɢɡɜŰɩɜ ŰŮɢɜɖŰɐɠ 

ɜɞɖɛɞůɨɜɖɠ ɔɘŬ Űɖ ɓŮɚŰɑɤůɖ Űɖɠ ɡˊɞɚɞɔɘůŰɘəɐɠ Ŭˊɧŭɞůɖɠ, ˊŬɟŬɛɏɜŮɘ ˊɎɜŰŬ ɛɘŬ 

ŬɝɘɞůɖɛŮɑɤŰɖ ŬɜɖůɡɢɑŬ ůɢŮŰɘəɎ ɛŮ Űɖɜ Ŭɡɝɖɛɏɜɖ əŬŰŬɜɎɚɤůɖ ŮɜɏɟɔŮɘŬɠ. ȼ ɕɐŰɖůɖ ɔɘŬ 

ɞɡůɘŬůŰɘəɐ ɘůɢɨ ŮˊŮɝŮɟɔŬůɑŬɠ ůŮ ŮɟɔŬůɑŮɠ ɓŬɗɘɎɠ ɛɎɗɖůɖɠ, ůŮ ůɡɜŭɡŬůɛɧ ɛŮ Űɖɜ 

ŬɡɝŬɜɧɛŮɜɖ ˊɞɚɡˊɚɞəɧŰɖŰŬ Űɤɜ ɜŮɡɟɤɜɘəɩɜ ŭɘəŰɨɤɜ, ɏɢŮɘ ůɡɛɓɎɚŮɘ ůŮ ŬɡɝɖɛɏɜŮɠ 

ŮɜŮɟɔŮɘŬəɏɠ ŬˊŬɘŰɐůŮɘɠ, ŬˊɞŰŮɚɩɜŰŬɠ ˊɟɧəɚɖůɖ ɔɘŬ Űɖɜ ŮˊɑŰŮɡɝɖ ɓɏɚŰɘůŰɖɠ Ŭˊɧŭɞůɖɠ 

ɘůɢɨɞɠ Ŭəɧɛɖ əŬɘ ɛŮ Űɖɜ ŬɜɎˊŰɡɝɖ ŮɝŮɘŭɘəŮɡɛɏɜɤɜ ŮˊɘŰŬɢɡɜŰɩɜ ŰŮɢɜɖŰɐɠ ɜɞɖɛɞůɨɜɖɠ. 

 

Consumption CO2e (lbs) 

Air travel, 1 passenger, NYźSF 1984 
Human life, avg, 1 year 11.023 
American life, avg, 1 year 36.156 
Car, avg incl. fuel, 1 lifetime 126.000 
Transformer (big) w/ neural architecture search 626.155 
 

ɄɑɜŬəŬɠ 1. ȺəŰɘɛɩɛŮɜŮɠ Ůəˊɞɛˊɏɠ CO2 Ŭˊɧ Űɖɜ ŮəˊŬɑŭŮɡůɖ LLM , ůŮ ůɨɔəɟɘůɖ ɛŮ ɎɚɚŮɠ 

ŭɟŬůŰɖɟɘɧŰɖŰŮɠ ɛŮ ɔɜɤůŰɐ əŬŰŬɜɎɚɤůɖ. 
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ɆŰɞɜ ˊŬɟŬˊɎɜɤ ˊɑɜŬəŬ ˊŬɟɞɡůɘɎɕɞɡɛŮ Űɘɠ ŮəŰɘɛɩɛŮɜŮɠ Ůəˊɞɛˊɏɠ CO2 Ŭˊɧ Űɖɜ 

ŮəˊŬɑŭŮɡůɖ ɛŮɔɎɚɤɜ ɔɚɤůůɘəɩɜ ɛɞɜŰɏɚɤɜ (LLM) ůŮ ŮˊɘŰŬɢɡɜŰɏɠ GPU. ȼ əŬŰŬɜɎɚɤůɖ 

ůɡɔəɟɑɜŮŰŬɘ ɛŮ əɞɘɜɏɠ ŬɜɗɟɩˊɘɜŮɠ ŭɟŬůŰɖɟɘɧŰɖŰŮɠ ɡˊɞɔɟŬɛɛɑɕɞɜŰŬɠ Űɘɠ ŬəɟŬɑŮɠ 

ŬˊŬɘŰɐůŮɘɠ ɘůɢɨɞɠ ˊɞɡ ŬˊŬɘŰɞɨɜŰŬɘ ɔɘŬ Űɖɜ ŮˊŮɝŮɟɔŬůɑŬ ŰŮɢɜɖŰɐɠ ɜɞɖɛɞůɨɜɖɠ. ɀɑŬ Ŭˊɧ 

Űɘɠ ɓŬůɘəɏɠ ˊɟɞəɚɐůŮɘɠ ůŰɖɜ ŮˊŮɝŮɟɔŬůɑŬ Űɖɠ ŰŮɢɜɖŰɐɠ ɜɞɖɛɞůɨɜɖɠ ŮɑɜŬɘ ɖ ŬɜɎˊŰɡɝɖ 

Ŭɚɔɞɟɑɗɛɤɜ ˊɞɡ ɛˊɞɟɞɨɜ ɜŬ ɚŮɘŰɞɡɟɔɞɨɜ ůŮ ɔɟɐɔɞɟɞ əŬɘ ŬˊɞŭɞŰɘəɧ ɡɚɘəɧ, ŮɘŭɘəɎ ɔɘŬ 

ˊɞɚɚɞɨɠ Ŭɚɔɧɟɘɗɛɞɡɠ ɡˊɞɚɞɔɘůŰɘəɐɠ ɧɟŬůɖɠ ɧˊɞɡ ɖ əŬɗɡůŰɏɟɖůɖ Ŭˊɧəɟɘůɖɠ əŬɘ ɖ 

əŬŰŬɜɎɚɤůɖ ŮɜɏɟɔŮɘŬɠ ŮɑɜŬɘ əɟɑůɘɛɖɠ ůɖɛŬůɑŬɠ. ɇŬ ɓŬɗɘɎ ɜŮɡɟɤɜɘəɎ ŭɑəŰɡŬ (DNN) ɔɘŬ 

ˊŬɟɎŭŮɘɔɛŬ ɏɢɞɡɜ ŬɜŬŭŮɘɢɗŮɑ ɤɠ ŭɖɛɞűɘɚɐɠ Ůˊɘɚɞɔɐ ɔɘŬ Űɞɡɠ ɓŬůɘəɞɨɠ Ŭɚɔɧɟɘɗɛɞɡɠ 

ˊɞɚɚɩɜ ŮɟɔŬůɘɩɜ ɧɟŬůɖɠ ɡˊɞɚɞɔɘůŰɐ ɚɧɔɤ Űɖɠ ɘəŬɜɧŰɖŰɎɠ Űɞɡɠ ɜŬ ɛŬɗŬɑɜɞɡɜ 

ˊɞɚɨˊɚɞəŬ ɢŬɟŬəŰɖɟɘůŰɘəɎ Ŭˊɧ ŬəŬŰɏɟɔŬůŰŬ ŭŮŭɞɛɏɜŬ ŮɘəɧɜŬɠ. ȷɡŰɧ ɞŭɐɔɖůŮ ůŮ ɏɜŬ 

ŬɡɝŬɜɧɛŮɜɞ ŮɜŭɘŬűɏɟɞɜ ɔɘŬ Űɖ ɢɟɐůɖ ŮˊɘŰŬɢɡɜŰɩɜ ɡɚɘəɞɨ, ɧˊɤɠ GPU əŬɘ FPGA, ɔɘŬ Űɖɜ 

ŮˊɘŰɎɢɡɜůɖ Űɤɜ ɡˊɞɚɞɔɘůɛɩɜ ŬɡŰɩɜ Űɤɜ Ŭɚɔɞɟɑɗɛɤɜ əŬɘ Űɖ ɓŮɚŰɑɤůɖ Űɖɠ ůɡɜɞɚɘəɐɠ 

Ŭˊɧŭɞůɖɠ. Ƀ ˊɟɞɔɟŬɛɛŬŰɘůɛɧɠ ŰɏŰɞɘɤɜ ůɡůəŮɡɩɜ əŬɘ ɖ ŬɜɎˊŰɡɝɖ ɚɨůŮɤɜ ɚɞɔɘůɛɘəɞɨ-

ɡɚɘůɛɘəɞɨ ˊɞɡ ɛˊɞɟɞɨɜ ɜŬ ɢŮɘɟɘůŰɞɨɜ Űɘɠ ɡˊɞɚɞɔɘůŰɘəɏɠ ŬˊŬɘŰɐůŮɘɠ ŬɡŰɩɜ Űɤɜ 

Ŭɚɔɞɟɑɗɛɤɜ ůŮ ˊɟŬɔɛŬŰɘəɧ ɢɟɧɜɞ ŭŮɜ ŮɑɜŬɘ Ůɨəɞɚɖ ŭɘŬŭɘəŬůɑŬ əŬɘ ůɡɢɜɎ ŬˊŬɘŰŮɑ ɛŮɔɎɚɖ 

ˊɟɞůˊɎɗŮɘŬ ˊɟɞɔɟŬɛɛŬŰɘůɛɞɨ Ŭˊɧ Űɖɜ ˊɚŮɡɟɎ Űɞɡ ɛɖɢŬɜɘəɞɨ. 

 

Ⱥˊɘˊɚɏɞɜ, ɖ ŰɟɏɢɞɡůŬ ŰŮɚŮɡŰŬɑŬ ɚɏɝɖ Űɖɠ ŰŮɢɜɞɚɞɔɑŬɠ ɢɟɖůɘɛɞˊɞɘŮɑ əŬŰɎ ˊɟɞůɏɔɔɘůɖ 

ˊɞɚɚŬˊɚŬůɘŬůŰɏɠ (approximate multipliers) ɔɘŬ Űɖɜ ŬɜŰɘɛŮŰɩˊɘůɖ Űɤɜ ŮɝŬɘɟŮŰɘəɎ 

Ŭɡɝɖɛɏɜɤɜ ŬˊŬɘŰɐůŮɤɜ ɘůɢɨɞɠ Űɤɜ ŮˊɘŰŬɢɡɜŰɩɜ DNN. Ƀ əŬŰɎ ˊɟɞůɏɔɔɘůɖ ɡˊɞɚɞɔɘůɛɧɠ 

ŬɜŬűɏɟŮŰŬɘ ůŰɖɜ ɘŭɏŬ Űɖɠ ɗɡůɑŬɠ Űɖɠ ŬəɟɑɓŮɘŬɠ Űɞɡ ɡˊɞɚɞɔɘůɛɞɨ ɡˊɏɟ Űɖɠ 

ŬˊɞŭɞŰɘəɧŰɖŰŬɠ, ůɡɢɜɎ ɛɏůɤ Űɖɠ ɢɟɐůɖɠ ɛŮɘɤɛɏɜɖɠ ŬəɟɑɓŮɘŬɠ ɐ Ŭˊɚɞˊɞɘɖɛɏɜɤɜ 

ɚŮɘŰɞɡɟɔɘɩɜ. Ƀɘ əŬŰɎ ˊɟɞůɏɔɔɘůɖ ˊɞɚɚŬˊɚŬůɘŬůŰɏɠ ɛˊɞɟɞɨɜ ɜŬ ɛŮɘɩůɞɡɜ ůɖɛŬɜŰɘəɎ Űɖɜ 

ɡˊɞɚɞɔɘůŰɘəɐ ˊɞɚɡˊɚɞəɧŰɖŰŬ Űɤɜ ɛɞɜŰɏɚɤɜ ŰŮɢɜɖŰɐɠ ɜɞɖɛɞůɨɜɖɠ, əŬɗɘůŰɩɜŰŬɠ ŰŬ ˊɘɞ 

ŬˊɞŰŮɚŮůɛŬŰɘəɎ əŬɘ ˊɟŬəŰɘəɎ ɔɘŬ ŮűŬɟɛɞɔɏɠ Űɞɡ ˊɟŬɔɛŬŰɘəɞɨ əɧůɛɞɡ. ȼ Ŭɝɘɞɚɧɔɖůɖ 

Űɖɠ ŬəɟɑɓŮɘŬɠ Űɤɜ əŬŰɎ ˊɟɞůɏɔɔɘůɖ DNN ŬˊɞŭŮɘəɜɨŮŰŬɘ ˊɟɧəɚɖůɖ ɚɧɔɤ Űɖɠ ŬˊɞɡůɑŬɠ 

ŬˊɞəɚŮɘůŰɘəɞɨ əŬŰɎ ˊɟɞůɏɔɔɘůɖ ɡɚɘəɞɨ. ȼ əŬŰŬɜɧɖůɖ Űɞɡ Űɟɧˊɞɡ ɛŮ Űɞɜ ɞˊɞɑɞ 

ůɡɛˊŮɟɘűɏɟɞɜŰŬɘ ŬɡŰɎ ŰŬ DNN ůŮ ŰɏŰɞɘɞ ɡɚɘəɧ ŮɑɜŬɘ ɕɤŰɘəɐɠ ůɖɛŬůɑŬɠ ˊɟɘɜ Ŭˊɧ Űɖɜ 

əŬŰŬůəŮɡɐ Űɞɡ ɡɚɘəɞɨ, əŬɗɘůŰɩɜŰŬɠ Űɞ ŬˊŬɟŬɑŰɖŰɖ ˊɟɞɦˊɧɗŮůɖ ɔɘŬ Ŭəɟɘɓɐ Ŭɝɘɞɚɧɔɖůɖ. 

ȳŰŬɜ Űɞ ɡɚɘəɧ ŭŮɜ ŮɑɜŬɘ ŭɘŬɗɏůɘɛɞ, ɖ ɛɧɜɖ ŮűɘəŰɐ Ůˊɘɚɞɔɐ ŮɑɜŬɘ ɖ ˊɟɞůɞɛɞɑɤůɖ Űɖɠ 

ŬɟɘɗɛɖŰɘəɐɠ Űɞɡ əŬŰɎ ˊɟɞůɏɔɔɘůɖ ˊɞɚɚŬˊɚŬůɘŬůŰɐ. ȷɡŰɧ ɛˊɞɟŮɑ ɜŬ ɔɑɜŮɘ ŬɝɘɞˊɞɘɩɜŰŬɠ 

ɏɜŬ ˊŮɟɘɓɎɚɚɞɜ ɓŬɗɘɎɠ ɛɎɗɖůɖɠ (ˊɢ. PyTorch, Tensorflow) ɘəŬɜɧ ɜŬ ɡˊɞůŰɖɟɑɝŮɘ ŬɡŰɐɜ 

Űɖ ɚŮɘŰɞɡɟɔɘəɧŰɖŰŬ, ŬɚɚɎ ŰŬ əɞɘɜɎ ˊŮɟɘɓɎɚɚɞɜŰŬ DNN ŭŮɜ ŭɘŬɗɏŰɞɡɜ ŮɜůɤɛŬŰɤɛɏɜɖ 

ɡˊɞůŰɐɟɘɝɖ. ȼ Ůɝɞɛɞɑɤůɖ Űɖɠ ůɡɛˊŮɟɘűɞɟɎɠ Űɞɡ əŬŰɎ ˊɟɞůɏɔɔɘůɖ ˊɞɚɚŬˊɚŬůɘŬůŰɐ ɛŮ 

ɢɟɐůɖ ŬɡŰɩɜ Űɤɜ ˊɟɞɔɟŬɛɛɎŰɤɜ ɗŬ ŮɑɜŬɘ ŭɨůəɞɚɖ ɛŮ ŬˊɞŰɏɚŮůɛŬ ˊŬɟŬŰŮŰŬɛɏɜɞɡɠ 

ɢɟɧɜɞɡɠ ŮəŰɏɚŮůɖɠ. ɆŮ ŬɜŰɑɗŮůɖ ɛŮ Űɘɠ ɓŮɚŰɘůŰɞˊɞɘɖɛɏɜŮɠ ɓɘɓɚɘɞɗɐəŮɠ ˊɞɡ ŮɑɜŬɘ 

ŭɘŬɗɏůɘɛŮɠ ɔɘŬ Űɘɠ Űɡˊɘəɏɠ ŮəŭɧůŮɘɠ Űɤɜ DNN, ŭŮɜ ɡˊɎɟɢɞɡɜ ɘůɞŭɨɜŬɛŬ ɔɘŬ Űɖɜ 

ŮˊɘŰɎɢɡɜůɖ Űɖɠ ŭɘŬŭɘəŬůɑŬɠ ˊɟɞůɞɛɞɑɤůɖɠ Űɞɡ əŬŰɎ ˊɟɞůɏɔɔɘůɖ ˊɞɚɚŬˊɚŬůɘŬůŰɐ. 
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ȺˊɘˊɟɞůɗɏŰɤɠ, ɔɘŬ Űɖ ɓŮɚŰɘůŰɞˊɞɑɖůɖ Űɤɜ əŬŰɎ ˊɟɞůɏɔɔɘůɖ ɡˊɞɚɞɔɘůɛɩɜ ůŮ DNN, ɛɘŬ 

əɟɑůɘɛɖ ŭɘŬŭɘəŬůɑŬ ˊŮɟɘɚŬɛɓɎɜŮɘ Űɞɜ ŮɜŰɞˊɘůɛɧ Űɞɡ əŬŰŬɚɚɖɚɧŰŮɟɞɡ əŬŰɎ ˊɟɞůɏɔɔɘůɖ 

ˊɞɚɚŬˊɚŬůɘŬůŰɐ ɔɘŬ əɎɗŮ ŮˊɑˊŮŭɞ DNN, ɛɘŬ ɏɜɜɞɘŬ ˊɞɡ ŬɜŬűɏɟŮŰŬɘ ɤɠ ɓŮɚŰɘůŰɞˊɞɑɖůɖ 

ˊɞɚɚŬˊɚɩɜ Ůˊɘˊɏŭɤɜ. ȷɡŰɐ ɖ ˊŰɡɢɐ ŮɑɜŬɘ ɘŭɘŬɑŰŮɟŬ əɟɑůɘɛɖ ɧŰŬɜ ɞ ůŰɧɢɞɠ ŮɑɜŬɘ ɜŬ 

ɛŮɔɘůŰɞˊɞɘɖɗɞɨɜ ŰŬ əɏɟŭɖ ɘůɢɨɞɠ ɛŮ ŰŬɡŰɧɢɟɞɜɖ Űɐɟɖůɖ Űɤɜ ˊŮɟɘɞɟɘůɛɩɜ ůɢŮŰɘəɎ ɛŮ 

Űɖɜ ŬˊɞŭŮəŰɐ ŬˊɩɚŮɘŬ ŬəɟɑɓŮɘŬɠ. Ⱥɜɩ ˊɞɚɡɎɟɘɗɛŮɠ ɛŮɚɏŰŮɠ ɏɢɞɡɜ ŮɝŮɟŮɡɜɐůŮɘ 

ŬɡŰɞɛŬŰɞˊɞɘɖɛɏɜŮɠ ɛŮɗɧŭɞɡɠ ɔɘŬ Űɞɜ ˊɟɞůŭɘɞɟɘůɛɧ Űɖɠ ɓɏɚŰɘůŰɖɠ əɓŬɜŰɞˊɞɑɖůɖɠ ŬɜɎ 

ůŰɟɩɛŬ ůŮ əɓŬɜŰɘůɛɏɜŬ DNN, Űɞ ˊŮŭɑɞ Űɤɜ əŬŰɎ ˊɟɞůɏɔɔɘůɖ DNN ɏɢŮɘ ɚɎɓŮɘ 

ůɡɔəɟɘŰɘəɎ ɚɘɔɧŰŮɟɖ ˊɟɞůɞɢɐ ɧůɞɜ ŬűɞɟɎ Űɖɜ ŬɡŰɞɛŬŰɞˊɞɘɖɛɏɜɖ ɟɞɐ ŬɜŬɕɐŰɖůɖɠ. ɀŮ 

ɎɚɚŬ ɚɧɔɘŬ, ɡˊɎɟɢŮɘ ɏɜŬ əŮɜɧ ůŰɖɜ ɡˊɎɟɢɞɡůŬ ɏɟŮɡɜŬ ɧůɞɜ ŬűɞɟɎ Űɖ ůɡůŰɖɛŬŰɘəɐ əŬɘ 

ŬɡŰɧɛŬŰɖ ɓŮɚŰɘůŰɞˊɞɑɖůɖ Űɖɠ ŭɘŬɛɧɟűɤůɖɠ Űɤɜ əŬŰɎ ˊɟɞůɏɔɔɘůɖ ɡˊɞɚɞɔɘůɛɩɜ ůŮ 

ɞɚɧəɚɖɟɞ Űɞ ŭɑəŰɡɞ. Ⱥˊɑůɖɠ, ɞ əŬɗɞɟɘůɛɧɠ Űɖɠ ɓɏɚŰɘůŰɖɠ ŭɘŬɛɧɟűɤůɖɠ Űɤɜ əŬŰɎ 

ˊɟɞůɏɔɔɘůɖ ˊɞɚɚŬˊɚŬůɘŬůŰɩɜ ɛŮŰŬɝɨ əɎɗŮ Ůˊɘˊɏŭɞɡ Ůɜɧɠ ɛɞɜŰɏɚɞɡ DNN ˊɟɞəŮɘɛɏɜɞɡ 

ɜŬ ɓɟŮɗŮɑ ɖ əŬɚɨŰŮɟɖ ŬɜŰɘůŰɎɗɛɘůɖ ɛŮŰŬɝɨ ŬəɟɑɓŮɘŬɠ əŬɘ ɘůɢɨɞɠ ɛˊɞɟŮɑ ɜŬ ˊɟɞəŬɚɏůŮɘ 

ůɖɛŬɜŰɘəɐ ɡˊɞɚɞɔɘůŰɘəɐ ŮˊɘɓɎɟɡɜůɖ. Ƀ ɢɩɟɞɠ ůɢŮŭɘŬůɛɞɨ ɔɑɜŮŰŬɘ ɛŮɔɎɚɞɠ əŬɘ ɖ 

ɛɏŰɟɖůɖ Űɖɠ ŬəɟɑɓŮɘŬɠ əɎɗŮ ŭɘŬűɞɟŮŰɘəɐɠ ŭɘŬɛɧɟűɤůɖɠ ŭŮɜ ŮɑɜŬɘ ˊɟŬəŰɘəɐ. ȼ 

ŬɜŰɘɛŮŰɩˊɘůɖ ŬɡŰɩɜ Űɤɜ ˊɟɞəɚɐůŮɤɜ ɗŬ ɛˊɞɟɞɨůŮ ɜŬ ŬɜɞɑɝŮɘ Űɞ ŭɟɧɛɞ ɔɘŬ ˊɘɞ ŮɡɟŮɑŬ 

əŬɘ ˊɟŬəŰɘəɐ ɡɘɞɗɏŰɖůɖ əŬŰɎ ˊɟɞůɏɔɔɘůɖ DNN, ɘŭɘŬɑŰŮɟŬ ůŮ ŮűŬɟɛɞɔɏɠ ɏɜŰŬůɖɠ ˊɧɟɤɜ. 
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ȷɜŬůəɧˊɖůɖ ɘůŰɞɟɘəɞɨ ɡˊɞɓɎɗɟɞɡ əŬɘ ɓɘɓɚɘɞɔɟŬűɑŬɠ 

 

ɆŮ ŬɡŰɧ Űɞ əŮűɎɚŬɘɞ, ˊŬɟɏɢɞɡɛŮ ɛɘŬ ůɡɜɞˊŰɘəɐ ˊŮɟɑɚɖɣɖ Űɖɠ ŮɟɔŬůɑŬɠ əŬɘ Űɞɡ 

ɘůŰɞɟɘəɞɨ ɡˊɧɓŬɗɟɞɡ ˊɞɡ ŬˊɞŰŮɚɞɨɜ Űɖ ɓɎůɖ Űɖɠ ˊŬɟɞɨůŬɠ ŭɘŬŰɟɘɓɐɠ. ɇɞ əŮűɎɚŬɘɞ 

ˊŬɟɏɢŮɘ ɏɜŬ ɚŮˊŰɞɛŮɟɏɠ ɡˊɧɓŬɗɟɞ ɔɘŬ Űɖɜ ŮɟŮɡɜɖŰɘəɐ ˊŮɟɘɞɢɐ, ɟɑɢɜɞɜŰŬɠ űɤɠ ůŰɖɜ 

Ůɝɏɚɘɝɖ Űɖɠ ŰŮɢɜɖŰɐɠ ɜɞɖɛɞůɨɜɖɠ əŬɘ Űɤɜ ŮˊɘŰŬɢɡɜŰɩɜ ɡɚɘəɞɨ ůŰɞɡɠ ɞˊɞɑɞɡɠ ɓɟɑůəŮŰŬɘ ɖ 

ˊŬɟɞɨůŬ ɛŮɚɏŰɖ. ȺˊɘˊɟɧůɗŮŰŬ, ˊɟɞəŮɘɛɏɜɞɡ ɜŬ ˊŬɟɏɢŮŰŬɘ ɛɘŬ ɞɚɞəɚɖɟɤɛɏɜɖ əŬŰŬɜɧɖůɖ 

Űɞɡ ŬɜŰɘəŮɘɛɏɜɞɡ, ɏɢŮɘ ŭɘŮɝŬɢɗŮɑ ɛɘŬ ŭɘŮɝɞŭɘəɐ ŮɝɏŰŬůɖ Űɖɠ ɡˊɎɟɢɞɡůŬɠ ɏɟŮɡɜŬɠ, 

ɗŮɤɟɘɩɜ əŬɘ ɛŮɚŮŰɩɜ. ȼ ŬɜŬůəɧˊɖůɖ Űɖɠ ɓɘɓɚɘɞɔɟŬűɑŬɠ ŭɘŮɟŮɡɜɎ Űɘɠ ɓŬůɘəɏɠ ɏɜɜɞɘŮɠ, 

ɗŮɤɟɑŮɠ əŬɘ ɛŮɗɞŭɞɚɞɔɑŮɠ ˊɞɡ ɏɢɞɡɜ ŭɘŬɛɞɟűɩůŮɘ Űɞ Űɟɏɢɞɜ ˊŮŭɑɞ, ŮˊɘůɖɛŬɑɜɞɜŰŬɠ ŰŬ 

əŮɜɎ, Űɞɡɠ ˊŮɟɘɞɟɘůɛɞɨɠ əŬɘ ŰŬ ɎɚɡŰŬ ŮɟɤŰɐɛŬŰŬ ˊɞɡ ˊŬɟŬəɘɜɞɨɜ Űɖɜ ŰɟɏɢɞɡůŬ ɛŮɚɏŰɖ. 

ɄŬɟɞɡůɘɎɕɞɜŰŬɠ ɏɜŬ ˊŮɟɘŮəŰɘəɧ ɡˊɧɓŬɗɟɞ əŬɘ ˊŬɟɏɢɞɜŰŬɠ ůɢŮŰɘəɐ ɓɘɓɚɘɞɔɟŬűɑŬ, ŬɡŰɧ 

Űɞ əŮűɎɚŬɘɞ ɗɏŰŮɘ Űɘɠ ɓɎůŮɘɠ ɔɘŬ Űɖɜ ŮˊŬəɧɚɞɡɗɖ ŬɜɎɚɡůɖ əŬɘ ŰŬ ŮɡɟɐɛŬŰŬ ˊɞɡ 

ˊŬɟɞɡůɘɎɕɞɜŰŬɘ ůŰŬ ŮˊɧɛŮɜŬ əŮűɎɚŬɘŬ. 

 

ȼ ɧɟŬůɖ ɡˊɞɚɞɔɘůŰɩɜ ˊŮɟɘɚŬɛɓɎɜŮɘ ɏɜŬɜ əɚɎŭɞ Űɖɠ ɀɖɢŬɜɘəɐɠ ɀɎɗɖůɖɠ ˊɞɡ ŮɑɜŬɘ 

ŬűɘŮɟɤɛɏɜɞɠ ůŰɖɜ ŬɜɎɚɡůɖ əŬɘ əŬŰŬɜɧɖůɖ Ůɘəɧɜɤɜ əŬɘ ɓɑɜŰŮɞ. Ƀ ˊɟɤŰŬɟɢɘəɧɠ Űɞɡ 

ůŰɧɢɞɠ ŮɑɜŬɘ ɜŬ ŮˊɘŰɟɏɣŮɘ ůŰɞɡɠ ɡˊɞɚɞɔɘůŰɏɠ ɜŬ çɓɚɏˊɞɡɜè ŮɟɛɖɜŮɨɞɜŰŬɠ 

ŬˊɞŰŮɚŮůɛŬŰɘəɎ Űɘɠ ɞˊŰɘəɏɠ ˊɚɖɟɞűɞɟɑŮɠ. ȺɜŰɧɠ Űɖɠ ɧɟŬůɖɠ ɡˊɞɚɞɔɘůŰɐ, ŰŬ ɛɞɜŰɏɚŬ 

ɏɢɞɡɜ ůɢŮŭɘŬůŰŮɑ ŮɘŭɘəɎ ɔɘŬ Űɖɜ Ŭˊɞəɤŭɘəɞˊɞɑɖůɖ ɞˊŰɘəɩɜ ŭŮŭɞɛɏɜɤɜ ŮɝɎɔɞɜŰŬɠ ůɢŮŰɘəɎ 

ɢŬɟŬəŰɖɟɘůŰɘəɎ əŬɘ ˊɚɖɟɞűɞɟɑŮɠ ˊɞɡ ŬˊɞəŰɩɜŰŬɘ əŬŰɎ Űɖ ŭɘɎɟəŮɘŬ Űɖɠ ŮəˊŬɘŭŮɡŰɘəɐɠ 

ŭɘŬŭɘəŬůɑŬɠ. ȷɡŰɐ ɖ ɘəŬɜɧŰɖŰŬ ŭɑɜŮɘ Űɖ ŭɡɜŬŰɧŰɖŰŬ ůŮ ŬɡŰɎ ŰŬ ɛɞɜŰɏɚŬ ɜŬ əŬŰŬɜɞɞɨɜ 

ŮɘəɧɜŮɠ əŬɘ ɓɑɜŰŮɞ əŬɘ ɜŬ ŮűŬɟɛɧɕɞɡɜ ŬɡŰɏɠ Űɘɠ ŮɟɛɖɜŮɑŮɠ ůŮ ŮɟɔŬůɑŮɠ ˊɞɡ 

ˊŮɟɘɚŬɛɓɎɜɞɡɜ ˊɟɧɓɚŮɣɖ ɐ ɚɐɣɖ ŬˊɞűɎůŮɤɜ. ɋůŰɧůɞ, ɖ ɧɟŬůɖ ɡˊɞɚɞɔɘůŰɐ ɓŬůɑɕŮŰŬɘ 

ůŮ ɛŮɔɎɚɞ ɓŬɗɛɧ ůŮ ɎűɗɞɜŬ ŭŮŭɞɛɏɜŬ ɔɘŬ Űɘɠ ɚŮɘŰɞɡɟɔɑŮɠ Űɖɠ. ɆŰɘɠ ɛɏɟŮɠ ɛŬɠ ɔɘŬ ɜŬ 

ŮˊɘŰŮɡɢɗɞɨɜ ŰɏŰɞɘŮɠ ŮɟɔŬůɑŮɠ, ŰŬ ɜŮɡɟɤɜɘəɎ ŭɑəŰɡŬ ˊɞɡ ŮɑɜŬɘ ɏɜŬɠ Űɨˊɞɠ ɛɞɜŰɏɚɞɡ ɓŬɗɘɎɠ 

ɛɎɗɖůɖɠ ɢɟŮɘɎɕɞɜŰŬɘ ɔɘŬ ɜŬ ŮəˊŬɘŭŮɡŰɞɨɜ ɩůŰŮ ɜŬ ŬˊɞəŰɐůɞɡɜ ɔɜɩůɖ əŬɘ ɜŬ Ůɜɘůɢɨůɞɡɜ 

Űɖɜ ŬəɟɑɓŮɘɎ Űɞɡɠ ɛɏůɤ ŮˊŬɜŬɚɖˊŰɘəɩɜ ŭɘŬŭɘəŬůɘɩɜ ɛɎɗɖůɖɠ. ɀɧɚɘɠ ŰŮɚŮɘɞˊɞɘɖɗɞɨɜ 

ŬɡŰɞɑ ɞɘ Ŭɚɔɧɟɘɗɛɞɘ ɔɘŬ ɓɏɚŰɘůŰɖ ŬəɟɑɓŮɘŬ, ɔɑɜɞɜŰŬɘ ɘůɢɡɟɎ ŮɟɔŬɚŮɑŬ ŰŮɢɜɖŰɐɠ 

ɜɞɖɛɞůɨɜɖɠ. ȺˊɘŰɟɏˊɞɡɜ Űɖɜ ŰŬɢŮɑŬ ŰŬɝɘɜɧɛɖůɖ əŬɘ ɞɛŬŭɞˊɞɑɖůɖ ŭŮŭɞɛɏɜɤɜ, 

ɝŮˊŮɟɜɩɜŰŬɠ ůɡɢɜɎ Űɖɜ ŬˊɞŰŮɚŮůɛŬŰɘəɧŰɖŰŬ Űɖɠ ɛɖ ŬɡŰɧɛŬŰɖɠ ŬɜŬɔɜɩɟɘůɖɠ Ŭˊɧ 

Ůɘŭɘəɞɨɠ. 

 

 

 

ɇŬ ɜŮɡɟɤɜɘəɎ ŭɑəŰɡŬ ŬˊɞŰŮɚɞɨɜ ɏɜŬ ˊɞɚɨ ůɖɛŬɜŰɘəɧ ˊŮŭɑɞ ůŰɖ ɛɖɢŬɜɘəɐ ɛɎɗɖůɖ əŬɘ 

Űɖɜ ŰŮɢɜɖŰɐ ɜɞɖɛɞůɨɜɖ. ȼ ŬɜɎˊŰɡɝɖ Űɞɡɠ ɏɢŮɘ ɟɑɕŮɠ ůŮ ŭɘɎűɞɟŮɠ ɏɜɜɞɘŮɠ əŬɘ 

Ŭɚɔɞɟɑɗɛɞɡɠ ˊɞɡ ŮɝŮɚɑůůɞɜŰŬɘ ɛŮ Űɖɜ ˊɎɟɞŭɞ Űɞɡ ɢɟɧɜɞɡ. ɆɡɜɞˊŰɘəɐ ŬəɞɚɞɡɗŮɑ ɖ 

ɘůŰɞɟɘəɐ Űɞɡɠ Ůɝɏɚɘɝɖ: 
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¶ 1940: ɇŮɢɜɖŰɞɑ ɁŮɡɟɩɜŮɠ 

¶ 1950: ɇŮɢɜɖŰɎ ɁŮɡɟɤɜɘəɎ ȹɑəŰɡŬ 

¶ 1985: ɃˊɘůɗɞŭɘɎŭɞůɖ 

¶ 2010: ȼ Ɏɜɞŭɞɠ Űɖɠ ɓŬɗɘɎɠ ɛɎɗɖůɖɠ 

¶ 2014: ȹɖɛɘɞɡɟɔɘəɎ ŬɜŰŬɔɤɜɘůŰɘəɎ ŭɑəŰɡŬ 

¶ 2017: Transformer model 

 

 

ɇŬ ɜŮɡɟɤɜɘəɎ ŭɑəŰɡŬ ɏɢɞɡɜ ŭɘɎűɞɟŬ ŮˊɑˊŮŭŬ, ŰŬ ɞˊɞɑŬ ŮɝɡˊɖɟŮŰɞɨɜ ŭɘɎűɞɟɞɡɠ ůəɞˊɞɨɠ 

əŬɘ ɚŮɘŰɞɡɟɔɑŮɠ. ȾɎˊɞɘŬ Ŭˊɧ ŰŬ ɓŬůɘəɎ ŮˊɑˊŮŭŬ ˊɞɡ ɢɟɖůɘɛɞˊɞɘɞɨɜŰŬɘ ůŮ ɜŮɡɟɤɜɘəɎ 

ŭɑəŰɡŬ ŮɑɜŬɘ ŰŬ Ůɝɐɠ: 

 

¶ ȺˊɑˊŮŭɞ Ⱥɘůɧŭɞɡ (Input Layer): ȷɡŰɧ Űɞ ŮˊɑˊŮŭɞ ɚŬɛɓɎɜŮɘ ŰŬ ŮɘůŮɟɢɧɛŮɜŬ 

ŭŮŭɞɛɏɜŬ əŬɘ ˊɟɞɤɗŮɑ Űɘɠ Ůɘůɧŭɞɡɠ ůŰɞ ŮˊɧɛŮɜɞ ŮˊɑˊŮŭɞ. Ƀ Ŭɟɘɗɛɧɠ Űɤɜ 

ɜŮɡɟɩɜɤɜ ůŮ ŬɡŰɧ Űɞ ŮˊɑˊŮŭɞ ŬɜŰɘůŰɞɘɢŮɑ ůŰɞɜ Ŭɟɘɗɛɧ Űɤɜ ɢŬɟŬəŰɖɟɘůŰɘəɩɜ 

(features) Űɤɜ ŭŮŭɞɛɏɜɤɜ. 

 

¶ Ⱦɟɡűɧ ȺˊɑˊŮŭɞ (Hidden Layer): ȷɡŰɎ ŰŬ ŮˊɑˊŮŭŬ ŮˊŮɝŮɟɔɎɕɞɜŰŬɘ Űɘɠ Ůɘůɧŭɞɡɠ 

Ŭˊɧ Űɞ ŮˊɑˊŮŭɞ Ůɘůɧŭɞɡ. ȰɜŬ ɜŮɡɟɤɜɘəɧ ŭɑəŰɡɞ ɛŮ ɏɜŬ əɟɡűɧ ŮˊɑˊŮŭɞ ɞɜɞɛɎɕŮŰŬɘ 

ŭɑəŰɡɞ ɛŮ ɏɜŬ əɟɡűɧ ŮˊɑˊŮŭɞ (single-layer perceptron), Ůɜɩ Ŭɜ ɏɢŮɘ ˊŮɟɘůůɧŰŮɟŬ 

Ŭˊɧ ɏɜŬ əɟɡűɎ ŮˊɑˊŮŭŬ, Űɞ ɞɜɞɛɎɕɞɡɛŮ ˊɞɚɡŮˊɑˊŮŭɞ ɜŮɡɟɤɜɘəɧ ŭɑəŰɡɞ 

(multilayer perceptron). 

 

¶ Ⱥɑ́ˊŮŭɞ Ⱥɝɧŭɞɡ (Output Layer): ɇɞ ŮˊɑˊŮŭɞ ŬɡŰɧ ˊŬɟɎɔŮɘ Űɖɜ ŰŮɚɘəɐ ɏɝɞŭɞ Űɞɡ 

ŭɘəŰɨɞɡ. Ƀ Ŭɟɘɗɛɧɠ Űɤɜ ɜŮɡɟɩɜɤɜ ůŮ ŬɡŰɧ Űɞ ŮˊɑˊŮŭɞ ŮɝŬɟŰɎŰŬɘ Ŭˊɧ Űɞɜ Űɨˊɞ 

Űɞɡ ˊɟɞɓɚɐɛŬŰɞɠ (ˊ.ɢ., ɛɑŬ əɚɎůɖ ůŮ ɏɜŬ ˊɟɧɓɚɖɛŬ ŰŬɝɘɜɧɛɖůɖɠ, ɏɜŬɠ Ŭɟɘɗɛɧɠ 

ůŮ ɏɜŬ ˊɟɧɓɚɖɛŬ ˊŬɚɘɜŭɟɧɛɖůɖɠ). 

 

¶ ɆɡɜŮɚɘəŰɘəɎ ȺˊɑˊŮŭŬ (Convolutional Layers): ɉɟɖůɘɛɞˊɞɘɞɨɜŰŬɘ ůɡɜɐɗɤɠ ůŮ 

ůɡɜŮɚɘəŰɘəɎ ɜŮɡɟɤɜɘəɎ ŭɑəŰɡŬ (CNNs) ɔɘŬ Űɖɜ ŮɝŬɔɤɔɐ ɢŬɟŬəŰɖɟɘůŰɘəɩɜ Ŭˊɧ 

ŮɘəɧɜŮɠ. ȺˊɘŰɟɏˊɞɡɜ Űɖɜ ŬɜŬɔɜɩɟɘůɖ ɢŬɟŬəŰɖɟɘůŰɘəɩɜ ůŮ ŭɘɎűɞɟŬ ɛɏɟɖ Űɖɠ 

ŮɘəɧɜŬɠ. 

 

¶ ȺˊɑˊŮŭŬ ȾŬɜɞɜɘəɞˊɞɑɖůɖɠ (Normalization Layers): ɉɟɖůɘɛɞˊɞɘɞɨɜŰŬɘ ɔɘŬ Űɖɜ 

əŬɜɞɜɘəɞˊɞɑɖůɖ Űɤɜ Ůɝɧŭɤɜ Űɤɜ ˊɟɞɖɔɞɨɛŮɜɤɜ Ůˊɘˊɏŭɤɜ əŬɘ Űɖ ɓŮɚŰɑɤůɖ Űɖɠ 

ůɨɔəɚɘůɖɠ Űɞɡ ɛɞɜŰɏɚɞɡ. 

 

ȷɡŰɎ ŮɑɜŬɘ ɛŮɟɘəɎ Ŭˊɧ ŰŬ ɓŬůɘəɎ ŮˊɑˊŮŭŬ ˊɞɡ ɢɟɖůɘɛɞˊɞɘɞɨɜŰŬɘ ůŮ ɜŮɡɟɤɜɘəɎ ŭɑəŰɡŬ, 

əŬɘ ŰŬ ŭɑəŰɡŬ ůɡɜɐɗɤɠ ˊŮɟɘɚŬɛɓɎɜɞɡɜ ŭɘŬűɞɟŮŰɘəɞɨɠ ůɡɜŭɡŬůɛɞɨɠ ŬɡŰɩɜ Űɤɜ Ůˊɘˊɏŭɤɜ 

ŬɜɎɚɞɔŬ ɛŮ Űɞɜ ůəɞˊɧ Űɞɡɠ əŬɘ Űɖ űɨůɖ Űɤɜ ŭŮŭɞɛɏɜɤɜ. ɄŬɟŬəɎŰɤ ůŰɖɜ ŮɘəɧɜŬ 
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űŬɑɜŮŰŬɘ ˊɩɠ ɖ Ůɑůɞŭɞɠ ŮɘůɏɟɢŮŰŬɘ ůŮ ŮɜŬɚɚŬůůɧɛŮɜŬ ŮˊɑˊŮŭŬ ůɡɜɏɚɘɝɖɠ, ůɡɔəɏɜŰɟɤůɖɠ 

əŬɘ Ɏɚɚɤɜ ɔɘŬ ɜŬ ŮəŰŮɚŮůŰŮɑ ɛɏůŬ Ŭˊɧ Űɞ ɜŮɡɟɤɜɘəɧ ɔɘŬ ŬɜŬɔɜɩɟɘůɖ ŮɘəɧɜŬɠ. ɄɞɚɚɎ 

əɟɡűɎ ŮˊɑˊŮŭŬ ɛˊɞɟɞɨɜ ɜŬ ŮɛˊɚɏəɞɜŰŬɘ ɧˊɞɡ ŰɟɞűɞŭɞŰɞɨɜŰŬɘ ŭŮŭɞɛɏɜŬ. ȷűɞɨ ˊŮɟɎůŮɘ 

ɧɚŬ ŰŬ ŮˊɑˊŮŭŬ, Űɞ ŭɑəŰɡɞ ˊŬɟɎɔŮɘ ɏɜŬ ŰŮɚɘəɧ ŭɘɎɜɡůɛŬ ɛŮ ˊɘɗŬɜɧŰɖŰŬ P_i ɔɘŬ əɎɗŮ 

əŬŰɖɔɞɟɑŬ əɚɎůɖɠ Űɞɡ ɛɞɜŰɏɚɞɡ ɛŬɠ (inference). 

 

 
ɆɢɐɛŬ 2. ȹɘŬŭɘəŬůɑŬ ŮəŰɏɚŮůɖɠ Ůɜɧɠ ɜŮɡɟɤɜɘəɞɨ ŭɘəŰɨɞɡ ɔɘŬ ŬɜŬɔɜɩɟɘůɖ ŮɘəɧɜŬɠ 

 

ɄɟɞəɚɐůŮɘɠ ůŰɖɜ ŮəŰɏɚŮůɖ ɜŮɡɟɤɜɘəɩɜ ð ɇŬ ɜŮɡɟɤɜɘəɎ ŭɑəŰɡŬ ɛˊɞɟɞɨɜ ɜŬ 

ŬɜŰɘɛŮŰɤˊɑůɞɡɜ ˊŮɟɑˊɚɞəŬ ˊɟɞɓɚɐɛŬŰŬ ůŮ ŭɘɎűɞɟɞɡɠ ŰɞɛŮɑɠ, ɧˊɤɠ ɖ ɧɟŬůɖ ɡˊɞɚɞɔɘůŰɐ 

ɐ ɖ ŮˊŮɝŮɟɔŬůɑŬ űɡůɘəɐɠ ɔɚɩůůŬɠ, ɧˊɤɠ ŬɜŬűɏɟŬɛŮ ɐŭɖ. ɋůŰɧůɞ, ŬɡŰɏɠ ɞɘ ˊɟɞůŮɔɔɑůŮɘɠ 

ŬɜŰɘɛŮŰɤˊɑɕɞɡɜ ˊɟɞəɚɐůŮɘɠ əŬɘ ˊŮɟɘɞɟɘůɛɞɨɠ ˊɞɡ Ůɛˊɞŭɑɕɞɡɜ Űɖɜ ˊɚɐɟɖ ŭɡɜŬŰɧŰɖŰŬ əŬɘ 

Űɖɜ ŮɡɟŮɑŬ ŮűŬɟɛɞɔɐ Űɞɡɠ. ɄŬɟŬəɎŰɤ, ůɡɜɞɣɑɕɞɡɛŮ Űɘɠ əɨɟɘŮɠ ɡˊɎɟɢɞɡůŮɠ ˊɟɞəɚɐůŮɘɠ 

əŬɘ ˊŮɟɘɞɟɘůɛɞɨɠ ˊɞɡ ůɢŮŰɑɕɞɜŰŬɘ ɛŮ Űɖɜ ŮɝŬɔɤɔɐ ůɡɛˊŮɟŬůɛɎŰɤɜ ɜŮɡɟɤɜɘəɩɜ ŭɘəŰɨɤɜ. 

 

1. ɈˊɞɚɞɔɘůŰɘəɐ ˊɞɚɡˊɚɞəɧŰɖŰŬ: ɇŬ ɜŮɡɟɤɜɘəɎ ŭɑəŰɡŬ ɛˊɞɟŮɑ ɜŬ ŮɑɜŬɘ ɡˊɞɚɞɔɘůŰɘəɎ 

ŭɨůəɞɚŬ, ŮɘŭɘəɎ ŰŬ ɓŬɗɘɎ ɜŮɡɟɤɜɘəɎ ŭɑəŰɡŬ ɛŮ ɛŮɔɎɚɞ Ŭɟɘɗɛɧ Ůˊɘˊɏŭɤɜ əŬɘ ˊŬɟŬɛɏŰɟɤɜ. 

ȼ ŭɘŬŭɘəŬůɑŬ Űɞɡ inference ŬˊŬɘŰŮɑ Űɖɜ ŮəŰɏɚŮůɖ ŮəŰŮŰŬɛɏɜɤɜ ɚŮɘŰɞɡɟɔɘɩɜ 

ˊɞɚɚŬˊɚŬůɘŬůɛɞɨ ˊɘɜɎəɤɜ əŬɘ ŬɝɘɞɚɞɔɐůŮɤɜ ůɡɜŬɟŰɐůŮɤɜ ŮɜŮɟɔɞˊɞɑɖůɖɠ, ɞɘ ɞˊɞɑŮɠ 

ɛˊɞɟŮɑ ɜŬ ŮɑɜŬɘ ɢɟɞɜɞɓɧɟŮɠ əŬɘ ŮɜŰŬŰɘəɏɠ ůŮ ˊɧɟɞɡɠ, ɘŭɘŬɑŰŮɟŬ ůŮ ůɡůəŮɡɏɠ ɛŮ 

ˊŮɟɘɞɟɘůɛɏɜɖ ɡˊɞɚɞɔɘůŰɘəɐ ɘůɢɨ. 

2. ȷˊŬɘŰɐůŮɘɠ ɀɜɐɛɖɠ: ɇŬ ɜŮɡɟɤɜɘəɎ ŭɑəŰɡŬ ůɡɢɜɎ ŬˊŬɘŰɞɨɜ ůɖɛŬɜŰɘəɐ ɛɜɐɛɖ ɔɘŬ Űɖɜ 

ŬˊɞɗɐəŮɡůɖ Űɤɜ ˊŬɟŬɛɏŰɟɤɜ Űɞɡ ɛɞɜŰɏɚɞɡ əŬɘ Űɘɠ ŮɜŭɘɎɛŮůŮɠ ŮɜŮɟɔɞˊɞɘɐůŮɘɠ əŬŰɎ Űɖɜ 

ŮɝŬɔɤɔɐ ůɡɛˊŮɟŬůɛɎŰɤɜ. ȷɡŰɧ ɛˊɞɟŮɑ ɜŬ ŮɑɜŬɘ ˊɟɞɓɚɖɛŬŰɘəɧ ůŮ ůɡůəŮɡɏɠ ɛŮ 

ˊŮɟɘɞɟɘůɛɏɜɞɡɠ ˊɧɟɞɡɠ, ɧˊɤɠ əɘɜɖŰɎ ŰɖɚɏűɤɜŬ ɐ ŮɜůɤɛŬŰɤɛɏɜŬ ůɡůŰɐɛŬŰŬ, ɧˊɞɡ ɖ 

ɢɤɟɖŰɘəɧŰɖŰŬ ɛɜɐɛɖɠ ŮɑɜŬɘ ˊŮɟɘɞɟɘůɛɏɜɖ. 

3. ȺɜŮɟɔŮɘŬəɐ Ŭˊɧŭɞůɖ: ȼ ŮɝŬɔɤɔɐ ůɡɛˊŮɟŬůɛɎŰɤɜ ůɢŮŰɘəɎ ɛŮ ůɡůəŮɡɏɠ ˊŮɟɘɞɟɘůɛɏɜɖɠ 

ɘůɢɨɞɠ, ɧˊɤɠ əɘɜɖŰɏɠ ůɡůəŮɡɏɠ ɐ ůɡůəŮɡɏɠ Ŭɘɢɛɐɠ, ŬˊŬɘŰŮɑ ˊɟɞůŮəŰɘəɐ ɓŮɚŰɘůŰɞˊɞɑɖůɖ 

ɔɘŬ Űɖɜ ŮɜŮɟɔŮɘŬəɐ Ŭˊɧŭɞůɖ. ȼ ɚŮɘŰɞɡɟɔɑŬ ˊɞɚɨˊɚɞəɤɜ ɜŮɡɟɤɜɘəɩɜ ŭɘəŰɨɤɜ ɛˊɞɟŮɑ ɜŬ 

ŮɝŬɜŰɚɐůŮɘ ɔɟɐɔɞɟŬ Űɖɜ ɛˊŬŰŬɟɑŬ Űɖɠ ůɡůəŮɡɐɠ. Ⱥˊɞɛɏɜɤɠ, ɖ ŮɚŬɢɘůŰɞˊɞɑɖůɖ Űɖɠ 
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əŬŰŬɜɎɚɤůɖɠ ŮɜɏɟɔŮɘŬɠ Űɖɠ ŭɘŬŭɘəŬůɑŬɠ ůɡɛˊŮɟŬůɛɎŰɤɜ ŮɑɜŬɘ ɕɤŰɘəɐɠ ůɖɛŬůɑŬɠ ɔɘŬ Űɖɜ 

ŬɜɎˊŰɡɝɖ ůŮ ˊɟŬɔɛŬŰɘəɧ əɧůɛɞ. 

4. Latency: Ʉɞɚɚɏɠ ŮűŬɟɛɞɔɏɠ ŬˊŬɘŰɞɨɜ ˊɟɞɓɚɏɣŮɘɠ ɢŬɛɖɚɐɠ əŬɗɡůŰɏɟɖůɖɠ. ɋůŰɧůɞ, ɖ 

ŮɝŬɔɤɔɐ ůɡɛˊŮɟŬůɛɎŰɤɜ ɜŮɡɟɤɜɘəɩɜ ŭɘəŰɨɤɜ ɛˊɞɟŮɑ ɜŬ ˊɟɞəŬɚɏůŮɘ əŬɗɡůŰŮɟɐůŮɘɠ 

ɚɧɔɤ Űɤɜ ůɢŮŰɘəɩɜ ɡˊɞɚɞɔɘůŰɘəɩɜ ŬˊŬɘŰɐůŮɤɜ. ȼ ɛŮɑɤůɖ Űɞɡ ɢɟɧɜɞɡ ŮɝŬɔɤɔɐɠ 

ůɡɛˊŮɟŬůɛɎŰɤɜ ɔɘŬ Űɖɜ ŮˊɑŰŮɡɝɖ ůɢŮŭɧɜ ůŰɘɔɛɘŬɑɤɜ ˊɟɞɓɚɏɣŮɤɜ ŮɑɜŬɘ ɛɘŬ ůɖɛŬɜŰɘəɐ 

ˊɟɧəɚɖůɖ, ŮɘŭɘəɎ ɧŰŬɜ ɏɢɞɡɛŮ ɜŬ əɎɜɞɡɛŮ ɛŮ ɛŮɔɎɚŬ əŬɘ ˊɞɚɨˊɚɞəŬ ɛɞɜŰɏɚŬ. 

5. ɀɏɔŮɗɞɠ ɛɞɜŰɏɚɞɡ: ɇŬ ɓŬɗɘɎ ɜŮɡɟɤɜɘəɎ ŭɑəŰɡŬ ɛˊɞɟŮɑ ɜŬ ŮɑɜŬɘ ŬɟəŮŰɎ ɛŮɔɎɚŬ ɧůɞɜ 

ŬűɞɟɎ Űɞɜ Ŭɟɘɗɛɧ Űɤɜ ˊŬɟŬɛɏŰɟɤɜ ˊɞɡ ŭɘŬɗɏŰɞɡɜ. ȷɡŰɧ ŭɖɛɘɞɡɟɔŮɑ ˊɟɞəɚɐůŮɘɠ ɧůɞɜ 

ŬűɞɟɎ Űɘɠ ŬˊŬɘŰɐůŮɘɠ ŬˊɞɗɐəŮɡůɖɠ, ɛŮŰɎŭɞůɖɠ əŬɘ ɛɜɐɛɖɠ əŬŰɎ Űɖɜ ŮɝŬɔɤɔɐ 

ůɡɛˊŮɟŬůɛɎŰɤɜ. ȼ ɛŮɑɤůɖ Űɞɡ ɛŮɔɏɗɞɡɠ Űɞɡ ɛɞɜŰɏɚɞɡ ɢɤɟɑɠ ůɖɛŬɜŰɘəɐ ŬˊɩɚŮɘŬ ůŰɖɜ 

ŬəɟɑɓŮɘŬ ŮɑɜŬɘ ɏɜŬɠ ŰɞɛɏŬɠ ɏɟŮɡɜŬɠ ůɡɜŮɢɞɨɠ ŮɜŭɘŬűɏɟɞɜŰɞɠ. 

6. ȷɜɎˊŰɡɝɖ ůŰɞ Ɏəɟɞ: ȼ ŬɜɎˊŰɡɝɖ ɜŮɡɟɤɜɘəɩɜ ŭɘəŰɨɤɜ ůŮ ůɡůəŮɡɏɠ ůŰɞ Ɏəɟɞ, ɧˊɤɠ 

smartphone, ůɡůəŮɡɏɠ IoT ɐ ŮɜůɤɛŬŰɤɛɏɜŬ ůɡůŰɐɛŬŰŬ, ˊŬɟɞɡůɘɎɕŮɘ ɛɞɜŬŭɘəɏɠ 

ˊɟɞəɚɐůŮɘɠ. ȷɡŰɏɠ ɞɘ ůɡůəŮɡɏɠ ɏɢɞɡɜ ůɡɜɐɗɤɠ ˊŮɟɘɞɟɘůɛɏɜɞɡɠ ɡˊɞɚɞɔɘůŰɘəɞɨɠ ˊɧɟɞɡɠ, 

ˊŮɟɘɞɟɘůɛɞɨɠ ɘůɢɨɞɠ əŬɘ ŭɘŬəɞˊŰɧɛŮɜɖ ůɡɜŭŮůɘɛɧŰɖŰŬ. ȼ ŬˊɞŰŮɚŮůɛŬŰɘəɐ ˊɟɞůŬɟɛɞɔɐ 

Űɤɜ ɜŮɡɟɤɜɘəɩɜ ŭɘəŰɨɤɜ ɩůŰŮ ɜŬ ɚŮɘŰɞɡɟɔɞɨɜ ŬˊɞŰŮɚŮůɛŬŰɘəɎ əɎŰɤ Ŭˊɧ ŰɏŰɞɘɞɡɠ 

ˊŮɟɘɞɟɘůɛɞɨɠ ŮɑɜŬɘ ŬˊŬɟŬɑŰɖŰɖ ɔɘŬ Űɖɜ ŬɜɎˊŰɡɝɖ Ŭɘɢɛɐɠ. 

7. ȷˊɧɟɟɖŰɞ əŬɘ ŬůűɎɚŮɘŬ: ɇŬ ɜŮɡɟɤɜɘəɎ ŭɑəŰɡŬ ˊɞɡ ŮəˊŬɘŭŮɨɞɜŰŬɘ ůŮ ŮɡŬɑůɗɖŰŬ 

ŭŮŭɞɛɏɜŬ ɛˊɞɟɞɨɜ ɜŬ ŮɔŮɑɟɞɡɜ ŬɜɖůɡɢɑŮɠ ůɢŮŰɘəɎ ɛŮ Űɞ ŬˊɧɟɟɖŰɞ əŬɘ Űɖɜ ŬůűɎɚŮɘŬ 

əŬŰɎ Űɖ ŭɘɎɟəŮɘŬ Űɖɠ ŮɝŬɔɤɔɐɠ ůɡɛˊŮɟŬůɛɎŰɤɜ. ȼ ˊɟɞůŰŬůɑŬ Űɞɡ ŬˊɞɟɟɐŰɞɡ Űɤɜ 

ŭŮŭɞɛɏɜɤɜ ɢɟɐůŰɖ əŬɘ ɖ ŬˊɞŰɟɞˊɐ əŬəɧɓɞɡɚɤɜ ŮˊɘɗɏůŮɤɜ, ɧˊɤɠ ɖ əɚɞˊɐ ɛɞɜŰɏɚɤɜ ɐ 

Űɤɜ ɓŬɟɩɜ Űɞɡɠ, ŮɑɜŬɘ ůɖɛŬɜŰɘəɏɠ ˊɟɞəɚɐůŮɘɠ ˊɞɡ ˊɟɏˊŮɘ ɜŬ ŬɜŰɘɛŮŰɤˊɘůŰɞɨɜ. 

 

ȼ ŬɜɎɔəɖ ɔɘŬ ŮɜŮɟɔŮɘŬəɐ Ŭˊɧŭɞůɖ əŬɘ ŬˊɞŭɞŰɘəɧŰɖŰŬ: ȾŬɗɩɠ Űɞ ɛɏɔŮɗɞɠ Űɤɜ 

ɛɞɜŰɏɚɤɜ ŰŮɢɜɖŰɐɠ ɜɞɖɛɞůɨɜɖɠ ŬɡɝɎɜŮŰŬɘ, ŬɡɝɎɜŮŰŬɘ əŬɘ ɞ Ŭɟɘɗɛɧɠ Űɤɜ ŬˊŬɘŰɞɨɛŮɜɤɜ 

ɚŮɘŰɞɡɟɔɘɩɜ ˊɟɧůɓŬůɖɠ ůŰɖ ɛɜɐɛɖ. ɆɡɔəɟɘŰɘəɎ, ɞɘ ɡˊɞɚɞɔɘůŰɘəɏɠ ɚŮɘŰɞɡɟɔɑŮɠ ɧˊɤɠ ɞɘ 

ɡˊɞɚɞɔɘůɛɞɑ ˊɑɜŬəŬ əŬɘ ˊɑɜŬəŬ-ŭɘŬɜɨůɛŬŰɞɠ ŮɑɜŬɘ ůɖɛŬɜŰɘəɎ ˊɘɞ ŬˊɞŭɞŰɘəɞɑ Ŭˊɧ 

ˊɚŮɡɟɎɠ ŮɜɏɟɔŮɘŬɠ Ŭˊɧ Űɘɠ ɚŮɘŰɞɡɟɔɑŮɠ ˊɟɧůɓŬůɖɠ ůŰɖ ɛɜɐɛɖ [16]. ȳŰŬɜ ŮɝŮŰɎɕɞɡɛŮ Űɖɜ 

əŬŰŬɜɎɚɤůɖ ŮɜɏɟɔŮɘŬɠ Űɖɠ ˊɟɧůɓŬůɖɠ ŬɜɎɔɜɤůɖɠ Ŭˊɧ Űɖ ɛɜɐɛɖ ɏɜŬɜŰɘ Űɤɜ ˊɟɎɝŮɤɜ 

ˊɟɧůɗŮůɖɠ əŬɘ ˊɞɚɚŬˊɚŬůɘŬůɛɞɨ, ɔɑɜŮŰŬɘ ˊɟɞűŬɜɏɠ ɧŰɘ ɖ ˊɟɧůɓŬůɖ ůŰɖ ɛɜɐɛɖ ŬˊŬɘŰŮɑ 

ŬɟəŮŰɏɠ ŰɎɝŮɘɠ ɛŮɔɏɗɞɡɠ ˊŮɟɘůůɧŰŮɟɖ ŮɜɏɟɔŮɘŬ Ŭˊɧ Űɘɠ ˊɟɎɝŮɘɠ ɡˊɞɚɞɔɘůɛɞɨ. ȿɧɔɤ Űɖɠ 

ŬŭɡɜŬɛɑŬɠ Űɤɜ ɛŮɔɎɚɤɜ ŭɘəŰɨɤɜ ɜŬ ɢɤɟɏůɞɡɜ ůŮ ŬˊɞɗɐəŮɡůɖ ůŰɞ chip, ɖ ůɡɢɜɧŰɖŰŬ 

Űɤɜ ŮɜŮɟɔɞɓɧɟɤɜ ˊɟɞůɓɎůŮɤɜ DRAM ŬɡɝɎɜŮŰŬɘ ůɖɛŬɜŰɘəɎ. ȷɜŰɑɗŮŰŬ, ɞɘ ŮˊɘŰŬɢɡɜŰɏɠ 

ŰŮɢɜɖŰɐɠ ɜɞɖɛɞůɨɜɖɠ ɛˊɞɟɞɨɜ ɜŬ ŮɜůɤɛŬŰɩůɞɡɜ ůɡɔəŮəɟɘɛɏɜŬ ůɢŮŭɘŬůŰɘəɎ ůŰɞɘɢŮɑŬ 

ˊɞɡ ůŰɞɢŮɨɞɡɜ ůŰɖ ɛŮɑɤůɖ Űɖɠ ůɡɢɜɧŰɖŰŬɠ ˊɟɧůɓŬůɖɠ ůŰɖ ɛɜɐɛɖ, ůŰɖɜ ˊŬɟɞɢɐ 

ɛŮɔŬɚɨŰŮɟɖɠ əɟɡűɐɠ ɛɜɐɛɖɠ ůŰɞ Űůɘˊ əŬɘ ůŰɖɜ ŮɜůɤɛɎŰɤůɖ ŬˊɞəɚŮɘůŰɘəɩɜ 

ɢŬɟŬəŰɖɟɘůŰɘəɩɜ ɡɚɘəɞɨ ɔɘŬ Űɖ ɓŮɚŰɑɤůɖ Űɤɜ ɡˊɞɚɞɔɘůɛɩɜ ˊɑɜŬəŬ-ˊɑɜŬəŬ. ȿɧɔɤ Űɞɡ 

ɧŰɘ ŮɑɜŬɘ ŮɘŭɘəɎ əŬŰŬůəŮɡŬůɛɏɜŮɠ ůɡůəŮɡɏɠ, ɞɘ ŮˊɘŰŬɢɡɜŰɏɠ ŰŮɢɜɖŰɐɠ ɜɞɖɛɞůɨɜɖɠ ŮɑɜŬɘ 

ˊɘɞ ůɡɔəŮəɟɘɛɏɜɞɘ ůŰɞɡɠ Ŭɚɔɧɟɘɗɛɞɡɠ ˊɞɡ ŮəŰŮɚɞɨɜ, ŮˊɘŰɟɏˊɞɜŰɎɠ Űɞɡɠ ɜŬ Ŭɝɘɞˊɞɘɞɨɜ Űɘɠ 
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ŬˊɞəɚŮɘůŰɘəɏɠ ɚŮɘŰɞɡɟɔɑŮɠ Űɞɡɠ ˊɘɞ ŬˊɞŰŮɚŮůɛŬŰɘəɎ ůŮ ůɨɔəɟɘůɖ ɛŮ Űɞɡɠ ŮˊŮɝŮɟɔŬůŰɏɠ 

ɔŮɜɘəɐɠ ɢɟɐůɖɠ. 

 
ɆɢɐɛŬ 3. ɀŮŰɟɐůŮɘɠ ŮɜɏɟɔŮɘŬɠ ɔɘŬ ŰŮɢɜɞɚɞɔɑŬ 45nm CMOS ŬɜɎ ˊɟɎɝɖ. [16] 

 

ȺˊɘŰŬɢɡɜŰɏɠ CPU 
 

Ⱥɜɩ ɞɘ ŮˊɘŰŬɢɡɜŰɏɠ, ɞɘ ɞˊɞɑɞɘ ŬɜŬűɏɟɞɜŰŬɘ ůŰɖ ůɡɜɏɢŮɘŬ, ɡˊŮɟɏɢɞɡɜ ůŰɖɜ ˊŬɟɎɚɚɖɚɖ 

ŮˊŮɝŮɟɔŬůɑŬ ŭŮŭɞɛɏɜɤɜ ɛŮɔɎɚɖɠ əɚɑɛŬəŬɠ, ůŰɖ ŭŮəŬŮŰɑŬ Űɞɡ 2000 ůɢŮŭɘɎůŰɖəŬɜ 

ůɡɔəŮəɟɘɛɏɜŬ ŮɝŬɟŰɐɛŬŰŬ CPU, ɓŬůɘɕɧɛŮɜŬ ůŰɞɜ űɧɟŰɞ ŮɟɔŬůɑŬɠ ɓɑɜŰŮɞ əŬɘ ˊŬɘɢɜɘŭɘɩɜ. 

Ƀɘ CPU ɎɟɢɘůŬɜ ɜŬ vector extensions, ɧˊɤɠ ŮˊŮəŰɎůŮɘɠ SIMD (Single Instruction, 

Multiple Data), ɧˊɤɠ Űɞ AVX Űɖɠ Intel əŬɘ Űɞ Neon Űɖɠ ARM. ȷɡŰɏɠ ɞɘ ɞŭɖɔɑŮɠ 

ŮˊɘŰɟɏˊɞɡɜ ůŰɘɠ CPU ɜŬ ŮəŰŮɚɞɨɜ ˊŬɟɎɚɚɖɚŮɠ ɚŮɘŰɞɡɟɔɑŮɠ ůŮ ˊɞɚɚŬˊɚɎ ůŰɞɘɢŮɑŬ 

ŭŮŭɞɛɏɜɤɜ ŰŬɡŰɧɢɟɞɜŬ. ɀŮ əŬŰɎɚɚɖɚŮɠ ɓŮɚŰɘůŰɞˊɞɘɐůŮɘɠ, ɞɘ CPU ɛˊɞɟɞɨɜ ɜŬ ŮˊɘŰɨɢɞɡɜ 

ůɡɔəŮəɟɘɛɏɜɞɡɠ űɧɟŰɞɡɠ ŮɟɔŬůɑŬɠ AI, ŮɘŭɘəɎ ɧŰŬɜ ɞɘ ɡˊɞɚɞɔɘůŰɘəɏɠ ŬˊŬɘŰɐůŮɘɠ ŭŮɜ ŮɑɜŬɘ 

ɘŭɘŬɑŰŮɟŬ ˊŬɟŬɚɚɖɚɑůɘɛŮɠ. Ƀɘ CPU ŮɑɜŬɘ ˊɞɚɨ ŬˊɞŭɞŰɘəɏɠ ɔɘŬ DNN ɛŮ ˊŬɟŬɚɚɖɚɘůɛɧ 

ɛɘəɟɐɠ ɐ ɛŮůŬɑŬɠ əɚɑɛŬəŬɠ, ɔɘŬ ŬɟŬɘɎ DNN əŬɘ ůŮ ůŮɜɎɟɘŬ ɛɘəɟɞɨ ɛŮɔɏɗɞɡɠ ŭŮŭɞɛɏɜɤɜ. 

ȷɝɑɕŮɘ Ůˊɑůɖɠ ɜŬ ůɖɛŮɘɤɗŮɑ ɧŰɘ Űɞ Ůɑŭɞɠ Űɖɠ ŮˊɘŰɎɢɡɜůɖɠ AI ůŰɞ ɞˊɞɑɞ ŬɜŬűŮɟɧɛŬůŰŮ 

ɧůɞɜ ŬűɞɟɎ Űɘɠ ˊɟɞůŮɔɔɑůŮɘɠ ˊɞɡ ɓŬůɑɕɞɜŰŬɘ ůŮ CPU ŮɑɜŬɘ ůɡɜɐɗɤɠ ůɡɛˊɏɟŬůɛŬ. ȰɜŬɠ 

Ɏɚɚɞɠ ɚɧɔɞɠ ɔɘŬ Űɞɜ ɞˊɞɑɞ ɛˊɞɟŮɑ ɜŬ ˊɟɞŰɘɛɩɜŰŬɘ ɞɘ ŮˊɘŰŬɢɡɜŰɏɠ CPU ŮɑɜŬɘ ɖ 

əŬɗɡůŰɏɟɖůɖ Űɖɠ ůɡůəŮɡɐɠ əŮɜŰɟɘəɞɨ ɡˊɞɚɞɔɘůŰɐ ˊɞɡ ŮɑɜŬɘ ˊɘɞ ŮɛűŬɜɐɠ ůŰɘɠ ɎɚɚŮɠ 

ůɡůəŮɡɏɠ. Ʉɞɚɚɞɑ ˊɟɞɛɖɗŮɡŰɏɠ CPU ˊŬɟɏɢɞɡɜ ůɡɔəŮəɟɘɛɏɜŮɠ ɞŭɖɔɑŮɠ ɢŬɛɖɚɞɨ Ůˊɘˊɏŭɞɡ 

ɔɘŬ ɜŬ ŮˊɤűŮɚɖɗɞɨɜ Ŭˊɧ Űɞɜ ˊŬɟŬɚɚɖɚɘůɛɧ Űɖɠ CPU. ũɘŬ ˊŬɟɎŭŮɘɔɛŬ, ɖ Intel ŬɝɘɞˊɞɘŮɑ 

Űɞ Advanced Vector Extensions 512 (IntelÈ AVX-512) əŬɘ ˊɞɚɚɏɠ Ŭəɧɛɖ ŮˊŮəŰɎůŮɘɠ 

Ůɘŭɘəɏɠ ɔɘŬ Űɖɜ ŰŮɢɜɖŰɐ ɜɞɖɛɞůɨɜɖ, ɧˊɤɠ Űɘɠ ɞŭɖɔɑŮɠ DL Boost Vector Neural Network 

Instructions (VNNI), ɞɘ ɞˊɞɑŮɠ Ůɜɞˊɞɘɞɨɜ ŰɟŮɘɠ ŮɜŰɞɚɏɠ ůŮ ɛɑŬ. ũŮɜɘəɎ, ŬɡŰɏɠ ɞɘ 

ůŰɟŬŰɖɔɘəɏɠ ɓŮɚŰɘůŰɞˊɞɑɖůɖɠ ɛŮɔɘůŰɞˊɞɘɞɨɜ Űɖ ɢɟɐůɖ ɡˊɞɚɞɔɘůŰɘəɩɜ ˊɧɟɤɜ, 

ɓŮɚŰɘɩɜɞɡɜ Űɖ ɢɟɐůɖ Űɖɠ əɟɡűɐɠ ɛɜɐɛɖɠ ɛŮ ŬˊɞŰɏɚŮůɛŬ ůɖɛŬɜŰɘəɐ Ůɜɑůɢɡůɖ Űɖɠ 

Ŭˊɧŭɞůɖɠ. ɆɡɛˊŮɟŬůɛŬŰɘəɎ, ɖ ŮˊɘŰɎɢɡɜůɖ Űɖɠ CPU ɓŬůɑɕŮŰŬɘ ůŰɖɜ ŮˊɘŰɎɢɡɜůɖ SIMD, ɖ 

ɞˊɞɑŬ ŮűŬɟɛɧɕŮŰŬɘ ɧŰŬɜ ɖ ɑŭɘŬ Űɘɛɐ ˊɟɞůŰɑɗŮŰŬɘ (ɐ ŬűŬɘɟŮɑŰŬɘ Ŭˊɧ) ɛŮɔɎɚɞ Ŭɟɘɗɛɧ 

ůɖɛŮɑɤɜ ŭŮŭɞɛɏɜɤɜ. ȷɡŰɐ ɖ ɢɟɐůɖ Űɤɜ ɞŭɖɔɘɩɜ SIMD ŮˊɘŰɟɏˊŮɘ Űɖɜ ŬˊɞŰŮɚŮůɛŬŰɘəɐ 
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ˊŬɟɎɚɚɖɚɖ ŮˊŮɝŮɟɔŬůɑŬ əŬɘ ɛˊɞɟŮɑ ɜŬ ɓŮɚŰɘɩůŮɘ ůɖɛŬɜŰɘəɎ Űɖɜ Ŭˊɧŭɞůɖ Űɤɜ 

Ŭɚɔɞɟɑɗɛɤɜ ˊɞɡ ˊŬɟɞɡůɘɎɕɞɡɜ ˊŬɟŬɚɚɖɚɘůɛɧ ŭŮŭɞɛɏɜɤɜ. ɋůŰɧůɞ, ŮɑɜŬɘ ůɖɛŬɜŰɘəɧ ɜŬ 

ůɖɛŮɘɤɗŮɑ ɧŰɘ ŭŮɜ ɛˊɞɟɞɨɜ ŮɨəɞɚŬ ɜŬ ŮˊɤűŮɚɖɗɞɨɜ ɧɚɞɘ ɞɘ Ŭɚɔɧɟɘɗɛɞɘ Ŭˊɧ Űɞ SIMD, 

əŬɗɩɠ ɞɟɘůɛɏɜŮɠ ŮɟɔŬůɑŮɠ ɛŮ ˊɞɚɨˊɚɞəɖ ɟɞɐ ɛˊɞɟŮɑ ɜŬ ɗɏŰɞɡɜ ˊɟɞəɚɐůŮɘɠ ɔɘŬ Űɖ 

ˊŬɟŬɚɚɖɚɞˊɞɑɖůɖ. ɋůŰɧůɞ, ɞɘ ŮɝŮɚɑɝŮɘɠ ůŰɖɜ ɏɟŮɡɜŬ əŬɘ Űɘɠ ŰŮɢɜɘəɏɠ ɢŮɘɟɞəɑɜɖŰɖɠ 

ɡɚɞˊɞɑɖůɖɠ Ŭɜɞɑɔɞɡɜ Űɞ ŭɟɧɛɞ ɔɘŬ əŬɚɨŰŮɟɖ ɡˊɞůŰɐɟɘɝɖ əŬɘ ŬɡŰɧɛŬŰɖ 

ŭɘŬɜɡůɛŬŰɞˊɞɑɖůɖ ůŰɞɡɠ ɛŮŰŬɔɚɤŰŰɘůŰɏɠ, ŭɘŬůűŬɚɑɕɞɜŰŬɠ ɧŰɘ ɖ ŭɡɜŬŰɧŰɖŰŬ Űɖɠ 

ŮˊɘŰɎɢɡɜůɖɠ SIMD ɛˊɞɟŮɑ ɜŬ ŬɝɘɞˊɞɘɖɗŮɑ ˊɘɞ ŬˊɞŰŮɚŮůɛŬŰɘəɎ ůŮ ɏɜŬ ŮɡɟɨŰŮɟɞ űɎůɛŬ 

ŮűŬɟɛɞɔɩɜ.  

 

 

ȺˊɘŰŬɢɡɜŰɏɠ GPU 
 

ȼ GPU ŮɑɜŬɘ ɏɜŬɠ ɡˊɞɚɞɔɘůŰɘəɧɠ ŮˊŮɝŮɟɔŬůŰɐɠ ˊɞɡ ŮəŰŮɚŮɑ ɔɟɐɔɞɟɞɡɠ 

ɡˊɞɚɞɔɘůɛɞɨɠ ɔɘŬ ůəɞˊɞɨɠ Ŭˊɧŭɞůɖɠ ŮɘəɧɜŬɠ əŬɘ ɔɟŬűɘəɩɜ. Ƀɘ GPU Ŭɝɘɞˊɞɘɞɨɜ ŰŮɢɜɘəɏɠ 

ˊŬɟɎɚɚɖɚɖɠ ŮˊŮɝŮɟɔŬůɑŬɠ ɔɘŬ ɜŬ ŮˊɘŰŬɢɨɜɞɡɜ Űɘɠ ɚŮɘŰɞɡɟɔɑŮɠ Űɞɡɠ. ɆŰɖɜ 

ˊɟŬɔɛŬŰɘəɧŰɖŰŬ, ɞɟɘůɛɏɜŮɠ Ŭˊɧ Űɘɠ GPU ɡɣɖɚɐɠ ŰŮɢɜɞɚɞɔɑŬɠ ɏɢɞɡɜ ɡɣɖɚɧŰŮɟɞ Ŭɟɘɗɛɧ 

ŰɟŬɜɕɑůŰɞɟ Ŭˊɧ Űɖ ɛɏůɖ CPU. ȼ Ŭɟɢɐ ˊɑůɤ Ŭˊɧ Űɖ ɚŮɘŰɞɡɟɔɑŬ Űɞɡɠ ŮɑɜŬɘ ɞ ŭɘŬɢɤɟɘůɛɧɠ 

Űɤɜ ŮɟɔŬůɘɩɜ ůŮ ɛɘəɟɧŰŮɟŬ ŰɛɐɛŬŰŬ əŬɘ ɖ ŭɘŬɜɞɛɐ Űɞɡɠ ůŮ ˊɞɚɡɎɟɘɗɛɞɡɠ ˊɡɟɐɜŮɠ 

ŮˊŮɝŮɟɔŬůŰɩɜ, ˊɞɡ ůɡɢɜɎ űɗɎɜɞɡɜ ůŮ ŮəŬŰɞɜŰɎŭŮɠ ɐ ɢɘɚɘɎŭŮɠ ˊɡɟɐɜŮɠ, ˊɞɡ ɚŮɘŰɞɡɟɔɞɨɜ 

ŮɜŰɧɠ Űɖɠ ɑŭɘŬɠ GPU (CUDA cores). ȽůŰɞɟɘəɎ, ɞɘ GPU ɢŮɘɟɑɕɞɜŰŬɜ əɡɟɑɤɠ Űɖɜ Ŭˊɧŭɞůɖ 

2D əŬɘ 3D Ůɘəɧɜɤɜ, ɓɑɜŰŮɞ əŬɘ əɘɜɞɨɛŮɜɤɜ Ůɘəɧɜɤɜ, ŬɚɚɎ ŰɩɟŬ ˊŮɟɘɚŬɛɓɎɜɞɡɜ ɏɜŬ 

ŮɡɟɨŰŮɟɞ űɎůɛŬ ŮűŬɟɛɞɔɩɜ, ˊŮɟɘɚŬɛɓɎɜɞɡɜ ŬɜɎɚɡůɖ DL əŬɘ big data. 

Ƀ ˊɞɚɨ ɛŮɔɎɚɞɠ Ŭɟɘɗɛɧɠ ˊɡɟɐɜɤɜ ɐ ɜɖɛɎŰɤɜ ˊɞɡ ɏɢɞɡɜ ŬɡŰɏɠ ɞɘ ůɡůəŮɡɏɠ ɛŮŰŬűɟɎɕŮŰŬɘ 

ůɡɢɜɎ ůŮ ˊɞɚɨ ɡɣɖɚɧ ˊŬɟŬɚɚɖɚɘůɛɧ ˊɞɡ ŮɑɜŬɘ ɘŭɘŬɑŰŮɟŬ ɤűɏɚɘɛɞ ɔɘŬ ŮɟɔŬůɑŮɠ ŰŮɢɜɖŰɐɠ 

ɜɞɖɛɞůɨɜɖɠ ˊɞɡ ˊŮɟɘɚŬɛɓɎɜɞɡɜ ˊɞɚɨˊɚɞəŮɠ ɛŬɗɖɛŬŰɘəɏɠ ˊɟɎɝŮɘɠ, ɧˊɤɠ Ŭɚɔɧɟɘɗɛɞɡɠ 

ɓŬɗɘɎɠ ɛɎɗɖůɖɠ. ũɘŬ ˊŬɟɎŭŮɘɔɛŬ, ɞ ˊɞɚɚŬˊɚŬůɘŬůɛɧɠ ˊɘɜɎəɤɜ ůŰɖɜ ŮəˊŬɑŭŮɡůɖ ɐ Űɞ 

inference ɜŮɡɟɤɜɘəɩɜ ŭɘəŰɨɤɜ ŮɑɜŬɘ ůɡɜɖɗɘůɛɏɜŮɠ ŭɘŬŭɘəŬůɑŮɠ əŬɘ ɞɘ GPU ɛˊɞɟɞɨɜ ɜŬ 

əɎɜɞɡɜ ŬɡŰɧ Űɞ Ůɑŭɞɠ ɚŮɘŰɞɡɟɔɑŬɠ ˊɞɚɨ ŬˊɞŰŮɚŮůɛŬŰɘəɎ. Ⱥˊɘˊɚɏɞɜ, ůɡɢɜɎ ŭɘŬɗɏŰɞɡɜ 

Ůɘŭɘəɐ ɛɜɐɛɖ ŰɡɢŬɑŬɠ ˊɟɧůɓŬůɖɠ ɓɑɜŰŮɞ (VRAM). ȼ űɨůɖ Űɤɜ ŮűŬɟɛɞɔɩɜ ˊɞɡ ůɡɜɐɗɤɠ 

ŮəŰŮɚɞɨɜ ɞɘ GPU ŬˊŬɘŰɞɨɜ ůɖɛŬɜŰɘəɧ bandwidt ɛɜɐɛɖɠ. ȰŰůɘ, ɖ VRAM ŮɑɜŬɘ ɏɜŬ ˊɞɚɨ 

ůɖɛŬɜŰɘəɧ ůŰɞɘɢŮɑɞ əŬɘ ˊɟɏˊŮɘ ɜŬ ŮɑɜŬɘ űɡůɘəɎ əɞɜŰɎ ůŰɞɡɠ ɡˊɞɚɞɔɘůɛɞɨɠ ɔɘŬ ɜŬ ˊŬɟɏɢŮɘ 

ŭŮŭɞɛɏɜŬ ɛŮ ɡɣɖɚɐ Ŭˊɧŭɞůɖ ůŰɞɡɠ ˊɡɟɐɜŮɠ ŮˊŮɝŮɟɔŬůɑŬɠ Űɖɠ ůɡůəŮɡɐɠ. ȺəŰɧɠ Ŭˊɧ Űɘɠ 

ɡˊɞɚɞɔɘůŰɘəɏɠ Űɖɠ ŭɡɜŬŰɧŰɖŰŮɠ, ɛɘŬ GPU ɢɟɖůɘɛɞˊɞɘŮɑ ŮɝŮɘŭɘəŮɡɛɏɜɞ ˊɟɞɔɟŬɛɛŬŰɘůɛɧ 

ɔɘŬ ɜŬ ŭɘŮɡəɞɚɨɜŮɘ Űɖɜ ŬɜɎɚɡůɖ əŬɘ Űɖ ɢɟɐůɖ ŭŮŭɞɛɏɜɤɜ. 
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ɆɢɐɛŬ 4. Nvidia Ampere SM ɛˊɚɞə ŭɘɎɔɟɛɛŬ [17] 

 

ȺˊɘŰŬɢɡɜŰɏɠ FPGA 

 

ɀɘŬ ůɡůŰɞɘɢɑŬ ŮˊɘŰɧˊɘŬ ˊɟɞɔɟŬɛɛŬŰɘɕɧɛŮɜɤɜ ˊɡɚɩɜ (FPGA) ŮɑɜŬɘ ɏɜŬ 

ɞɚɞəɚɖɟɤɛɏɜɞ əɨəɚɤɛŬ ˊɞɡ ɛˊɞɟŮɑ ɜŬ ŭɘŬɛɞɟűɤɗŮɑ ɛŮŰɎ Űɖɜ əŬŰŬůəŮɡɐ. ȼ 

ŭɘŬɛɧɟűɤůɖ ŰɡˊɘəɎ əŬɗɞɟɑɕŮŰŬɘ ɢɟɖůɘɛɞˊɞɘɩɜŰŬɠ ɛɘŬ ɔɚɩůůŬ ˊŮɟɘɔɟŬűɐɠ ɡɚɘəɞɨ 

(HDL) ɐ ɔɚɩůůŮɠ ɡɣɖɚɧŰŮɟɖɠ ŬűŬɑɟŮůɖɠ, ɧˊɤɠ ɖ ůɨɜɗŮůɖ ɡɣɖɚɞɨ Ůˊɘˊɏŭɞɡ (HLS). ɇŬ 

FPGA ŬˊɞŰŮɚɞɨɜŰŬɘ Ŭˊɧ ɛɘŬ ůŮɘɟɎ ˊɟɞɔɟŬɛɛŬŰɘɕɧɛŮɜɤɜ ɚɞɔɘəɩɜ ɛˊɚɞə əŬɘ 

ŮˊŬɜŬŭɘŬɛɞɟűɩůɘɛɤɜ ŭɘŬůɡɜŭɏůŮɤɜ, ŮˊɘŰɟɏˊɞɜŰŬɠ Űɖ ůɨɜŭŮůɖ ŬɡŰɩɜ Űɤɜ ɛˊɚɞə ɇŬ 

ɚɞɔɘəɎ ɛˊɚɞə ɛˊɞɟɞɨɜ ɜŬ ɟɡɗɛɘůŰɞɨɜ ɔɘŬ ɜŬ ŮəŰŮɚɞɨɜ ůɨɜɗŮŰŮɠ ůɡɜŭɡŬůŰɘəɏɠ 

ɚŮɘŰɞɡɟɔɑŮɠ ɐ ɜŬ ɚŮɘŰɞɡɟɔɞɨɜ ɤɠ Ŭˊɚɏɠ ɚɞɔɘəɏɠ ˊɨɚŮɠ ɧˊɤɠ AND əŬɘ XOR (ɆɢɐɛŬ 5). 

ɄɞɚɚɎ FPGA ˊŮɟɘɚŬɛɓɎɜɞɡɜ Ůˊɑůɖɠ ůŰɞɘɢŮɑŬ ɛɜɐɛɖɠ ɛɏůŬ ůŰŬ ɚɞɔɘəɎ ɛˊɚɞə, ˊɞɡ 

əɡɛŬɑɜɞɜŰŬɘ Ŭˊɧ ɓŬůɘəɎ flip-flops ɏɤɠ ˊɘɞ ɞɚɞəɚɖɟɤɛɏɜŮɠ ɛɞɜɎŭŮɠ ɛɜɐɛɖɠ. ȷɡŰɐ ɖ 

ŬɜŬŭɘŬɛɞɟűɩůɘɛɖ űɨůɖ ŮˊɘŰɟɏˊŮɘ ůŰŬ FPGA ɜŬ ŮˊŬɜŬˊɟɞɔɟŬɛɛŬŰɑɕɞɜŰŬɘ ɔɘŬ Űɖɜ 

ɡɚɞˊɞɑɖůɖ ŭɘŬűɞɟŮŰɘəɩɜ ɚɞɔɘəɩɜ ůɡɜŬɟŰɐůŮɤɜ, ŮˊɘŰɟɏˊɞɜŰŬɠ ŮɡɏɚɘəŰɞɡɠ əŬɘ 

ˊɟɞůŬɟɛɧůɘɛɞɡɠ ɡˊɞɚɞɔɘůŰɏɠ ˊŬɟɧɛɞɘɞɡɠ ɛŮ Űɞɜ ˊɟɞɔɟŬɛɛŬŰɘůɛɧ ɚɞɔɘůɛɘəɞɨ.  

 

Ʉɘɞ ůɡɔəŮəɟɘɛɏɜŬ, ŰŬ FPGAs, ˊɏɟŬ Ŭˊɧ Űɞ ɜŬ ŮɑɜŬɘ Ŭˊɚɩɠ ɛɘŬ ůŮɘɟɎ Ŭˊɧ ˊɨɚŮɠ, 

ŭɘŬɗɏŰɞɡɜ ɏɜŬ ŮɝŮɚɘɔɛɏɜɞ ŭɑəŰɡɞ ŭɘŬůɡɜŭŮŭŮɛɏɜɤɜ ɣɖűɘŬəɩɜ ɡˊɞəɡəɚɤɛɎŰɤɜ, 

ůɢŮŭɘŬůɛɏɜɞ ɛŮ ŬəɟɑɓŮɘŬ ɔɘŬ ɜŬ ŮəŰŮɚŮɑ ŬˊɞŰŮɚŮůɛŬŰɘəɎ əɞɘɜɏɠ ɚŮɘŰɞɡɟɔɑŮɠ əŬɘ ɜŬ 

ˊŬɟɏɢŮɘ ɡɣɖɚɐ ŮɡŮɚɘɝɑŬ. ɇŬ FPGAs ŬˊɞŰŮɚɞɨɜŰŬɘ əɡɟɑɤɠ Ŭˊɧ 3 ɛɏɟɖ: 

 










































































































