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Abstract

This thesis aims to study the possible improvement of object•centric image encoders by enhanc•
ing them with action•centric representations derived from videos of actions. Firstly, we study a
method to distill the representations of a pre•trained Video Masked Auto•encoder (Video MAE)
to the representations of two state•of•the•art image encoders in an object•centric manner. This
method is evaluated in the task of a�ordance categorization using a small•scale dataset that we
created using the Something•Something v2 (SSV2) dataset. Experiments show that the repre•
sentations of the Video MAE contain information that could be useful to the image encoders,
and we test some methods to enrich them with this information. The experiments show that the
methods produce a marginal yet consistent enhancement. Further experimentation with larger
scale model implementations and datasets could potentially unlock additional improvements.
Furthermore, we propose and study a method based on the Slot Attention object•centric repre•
sentation learning framework. The e�ectiveness of the method is also evaluated in the task of
a�ordance categorization and it presents competitive results while also achieving automatic seg•
mentation of the images and a substantial reduction in per•object representation size. Finally,
we propose a method to combine object•centric representations from a slot•attention•based
model to produce a �at representation vector for an image with the aim of learning visuomo•
tor policies. This method is evaluated in a robotic simulation task and presents better results
compared to other out•of•domain representations. We also show that the slot representations'
performance in the simulated robotic manipulation can be improved when �ne•tuning the model
with videos of actions from the SSV2 dataset. By creating action•object associations in the rep•
resentations of object•centric image encoders, this study seeks to contribute to the development
of more e�ective vision perception systems for robots and arti�cial agents, enabling them to
better understand the semantics and dynamics of agent•object interaction.

Keywords : Object•centric Representation Learning, Vision Transformer, Masked Auto•encoder,
Slot Attention, A�ordance Categorization, Robotic Perception, Robotics Simulation
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PerÐlhyh

O skopìc aut c thc diplwmatik c ergasÐac eÐnai h diereÔnhsh thc �eltÐwshc thc apotelesmati-
kìthtac twn antikeimenokentrik¸n kwdikopoiht¸n eikìnac me teqnikèc enswmˆtwshc plhroforÐac
estiasmènhc se drˆseic. Pr¸ton, dokimˆzoume mia antikeimenokentrik  mèjodo gia thn apìstaxh
twn anaparastˆsewn enìc pro-ekpaideumènou Video Masked Auto•encoder (Video MAE) stic ana-
parastˆseic dÔo state•of•the•art kwdikopoiht¸n eikìnac. H axiolìghsh gÐnetai pˆnw sto prìblh-
ma kathgoriopoÐhsh prosferìmenwn dunatot twn antikeimènwn (a�ordance categorization) . Sthn
axiolìghsh gÐnetai qr sh enìc sunìlou dedomènwn, mikr c klÐmakac, pou dhmiourg jhke gia ta
peirˆmata thc diplwmatik c aut c, qrhsimopoi¸ntac wc �ˆsh to sÔnolo dedomènwn Something•
Something v2 (SSV2) . Ta apotelèsmata deÐqnoun ìti oi anaparastˆseic tou Video MAE , perièqoun
qr simh plhroforÐa gia touc kwdikopoihtèc eikìnac kai dokimˆzoume merikèc mejìdouc gia na e-
mploutÐsoume tic anaparastˆseic twn kwdikopoiht¸n eikìnac. Oi mèjodoi parousÐasan mia mikr 
�eltÐwsh allˆ Ðswc qreiastoÔn prosarmogèc   megalÔtera sÔnola dedomènwn gia thn kalÔterh a-
xiopoÐhsh aut¸n twn anaparastˆsewn. Epiplèon, meletoÔme mia mèjodo �asismènh sthn antikeime-
nokentrik  mèjodo ekmˆjhshc anaparastˆsewn Slot Attention . H apotelesmatikìthta thc mejìdou
axiologeÐtai epÐshc sto prìblhma thc kathgoriopoÐhshc prosferìmenwn dunatot twn kai parou-
siˆzei antagwnistikˆ apotelèsmata, en¸ epitugqˆnei epÐshc autìmath tmhmatopoÐhsh twn eikìnwn
kai shmantik  meÐwsh tou megèjouc thc anaparˆstashc anˆ antikeÐmeno. Tèloc, proteÐnoume
mia mèjodo gia na sunduˆsoume antikeimenokentrikèc anaparastˆseic apì èna montèlo �asismèno
sth mèjodo slot attention gia na paragˆgoume mia sunolik  anaparˆstash apì mia eikìna, me
stìqo thn ekmˆjhsh optikokinhtik¸n politik¸n . Aut  h mèjodoc axiologeÐtai se mia prosomoÐwsh
�ompotikoÔ qeirismoÔ kai sta peirˆmata pou pragmatopoi jhkan parousiˆzei kalÔtera apote-
lèsmata se sÔgkrish me ˆllec anaparastˆseic. Dhmiourg¸ntac susqetÐseic drˆshc-antikeimènou
stic anaparastˆseic twn kwdikopoiht¸n eikìnac, aut  h diplwmatik  epidi¸kei na sumbˆlei sthn
anˆptuxh pio apotelesmatik¸n susthmˆtwn ìrashc gia �ompìt kai teqnhtoÔc prˆktorec, epi-
trèpontˆc touc na katanooÔn kalÔtera th shmasiologÐa kai th dunamik  thc allhlepÐdrashc
prˆktora-antikeimènou.

Lèxeic kleidiˆ : Antikeimenokentrik  Ekmˆjhsh Anaparastˆsewn, Vision Transformer, Masked
Auto•encoder, Slot Attention, KathgoriopoÐhsh Prosferìmenwn Dunatot twn Antikeimènwn, Pro-
somoÐwsh RompotikoÔ QeirismoÔ.
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1 Ektetamènh PerÐlhyh sta Ellhnikˆ

1.1 KÐnhtro

'Enac �asikìc stìqoc tou tomèa thc ìrashc upologist¸n eÐnai h dhmiourgÐa qr simwn anapara-
stˆsewn kai h anˆptuxh teqnik¸n gia thn apotelesmatik  exagwg  touc. To pedÐo thc �ompotik c,
èqei pollˆ anoiktˆ probl mata pou melet¸ntai aut  th stigm  [6, 125, 2, 22, 23]. Gia arketˆ
apì autˆ ta probl mata, h exagwg  optik¸n anaparastˆsewn mèsw mejìdwn pro-ekpaÐdeushc me
optikˆ dedomèna (Sq ma 1) eÐnai pollˆ uposqìmenh, epeid  mei¸nei ton qrìno ekpaÐdeushc kai
�elti¸nei thn apìdosh kai thn ikanìthta genÐkeushc, se sÔgkrish me mejìdouc pou ekpaideÔoun
olìklhro to montèlo apì thn arq  kai apì ˆkro se ˆkro [52, 61, 95, 128]. Autèc oi anapa-
�astˆseic �a prèpei na mporoÔn na eÐnai qr simec se mia poikilÐa apì ergasÐec kai idanikˆ na
apaitoÔn elˆqisth epanekpaÐdeush [95, 70].

Sq ma 1: Optik  pro-ekpaÐdeush gia �ompotikˆ sust mata. Phg  : [52]

MÐa oikogèneia mejìdwn optik c pro-ekpaÐdeushc pou parousiˆzei arketì endiafèron ta te-
leutaÐa qrìnia eÐnai h antikeimenokentrik  ekmˆjhsh anaparastˆsewn . O stìqoc twn mejìdwn
aut¸n eÐnai h anaparˆstash sÔnjetwn skhn¸n diaqwrÐzontˆc tec se shmasiologikèc enìthtec pou
onomˆzontai antikeÐmena. Autèc oi mèjodoi, eÐnai sumbatèc me ton trìpo pou oi ˆnjrwpoi epe-
xergˆzontai ta optikˆ s mata organ¸nontˆc ta se antikeÐmena [77] kai parousiˆzoun prooptik 
�eltÐwshc twn ikanot twn genÐkeushc, exhghsimìthtac kai apodotikìthtac wc proc ta deÐgmata
katˆ thn ekpaÐdeush twn montèlwn [67, 8, 3].

H antikeimenokentrik  ekmˆjhsh anaparastˆsewn mporeÐ na antl sei èmpneush apì ton tomèa
thc yuqologÐac, ìpou èqei upˆrxei ekten c melèth gia to p¸c oi ˆnjrwpoi majaÐnoun na allh-
lepidroÔn me to peribˆllon touc, susqetÐzontac drˆseic kai lèxeic me antikeÐmena. Peirˆmata
sthn anaptuxiak  yuqologÐa deÐqnoun ìti ta �rèfh pr¸ta estiˆzoun stic susqetÐseic drˆshc-
antikeimènou, en¸ oi susqetÐseic lèxewn-antikeimènou gÐnontai shmantikèc argìtera sthn anˆptux 
touc [24]. Oi periorismoÐ stouc upologistikoÔc pìrouc, sta sÔnola dedomènwn kai stic mejo-
dologÐec teqnht c ekmˆjhshc empodÐzoun ta sust mata teqnht c nohmosÔnhc na akolouj soun
pistˆ ta stˆdia thc anjr¸pinhc anˆptuxhc. Wstìso, oi tomeÐc autoÐ mporoÔn na apotelèsoun
èmpneush gia algìrijmouc pou epidi¸koun na pro-ekpaideÔsoun teqnhtˆ sust mata antÐlhyhc
upodeiknÔontac thn kateÔjunsh gia mˆjhsh tÔpou curriculum learning [5, 100], h opoÐa arqikˆ
estiˆzei sthn exagwg  anaparastˆsewn apì drˆseic kai sth sunèqeia sth mˆjhsh �asismènh sth
gl¸ssa. H diadikasÐa aut  proqwrˆ apì thn ekmˆjhsh anaparastˆsewn qamhloÔ epipèdou proc
anaparastˆseic uyhloÔ epipèdou, estiˆzontac stadiakˆ se pio sÔnjeth kai afhrhmènh plhro-
�orÐa. EpÐshc, h ekmˆjhsh aut  kˆnei pr¸ta qr sh auto-epiblepìmenwn teqnik¸n se sÔnola
dedomènwn pou eÐnai pio prositˆ, ìpwc mh epishmeiwmèna sÔnola �Ðnteo kai sth sunèqeia gÐnetai
qr sh epishmeiwmènwn sunìlwn dedomènwn, ta opoÐa teÐnoun na eÐnai megalÔterou kìstouc.
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Aut  h diplwmatik  epikentr¸netai se trìpouc me touc opoÐouc oi drˆseic mporoÔn na su-
sqetistoÔn me antikeÐmena. H prospˆjeia aut  �asÐzetai se �etikˆ apotelèsmata mejìdwn pro-
ekpaÐdeushc pou estiˆzoun sth montelopoÐhsh draseokentrik c plhroforÐac [87, 54, 61, 73, 69]
qrhsimopoi¸ntac sÔnola dedomènwn pou katagrˆfoun ton trìpo me ton opoÐo oi ˆnjrwpoi droun
kai allhlepidroÔn me antikeÐmena [36, 17]. Autˆ ta sÔnola dedomènwn mporoÔn na qrhsimopoih-
�oÔn gia na ekpaideÔsoun ta sust mata ìrashc kai na d¸soun stouc prˆktorec èna probˆdisma
sthn katanìhsh twn allhlepidrˆsewn me antikeÐmena ston pragmatikì kìsmo.

Bˆsei twn parapˆnw, o kÔrioc stìqoc aut c thc diplwmatik c eÐnai na exereun sei mejìdouc
pou mporoÔn na �elti¸soun touc antikeimenokentrikoÔc kwdikopoihtèc eikìnac, mèsw montelo-
poÐhshc sunìlwn dedomènwn pou estiˆzoun stic drˆseic kai ston trìpo allhlepÐdrashc twn an-
�r¸pwn me antikeÐmena. H pr¸th ergasÐa pou qrhsimopoieÐtai gia thn axiolìghsh thc apote-
lesmatikìthtac aut¸n twn anaparastˆsewn eÐnai h kathgoriopoÐhsh prosferìmenwn dunatot twn
antikeimènwn (a�ordance categorization) . H anagn¸rish prosferìmenwn dunatot twn mporeÐ na
�ohj sei ta sust mata na problèyoun kai na sqediˆsoun, parèqontac plhroforÐec gia pija-
nèc allhlepidrˆseic me antikeÐmena kai me to peribˆllon. Epiplèon, h apotelesmatikìthta twn
anaparastˆsewn axiologeÐtai mèsw miac prosomoiwmènhc ergasÐac �ompotikoÔ qeirismoÔ.

1.2 Suneisforèc

Oi suneisforèc thc diplwmatik c eÐnai oi ex c :

1. Something's A�ordances: sullog  enìc sunìlou dedomènwn mikr c klÐmakac gia
to prìblhma kathgoriopoÐhshc dunatot twn antikeimènwn. To Something's A�or•
dances eÐnai èna mikr c klÐmakac sÔnolo dedomènwn pou epekteÐnei to sÔnolo dedomènwn
Something•Something v2 (SSV2) [35] kai estiˆzei sthn kathgoriopoÐhsh prosferìmenwn du-
natot twn antikeimènwn. Apì to arqikì sÔnolo dedomènwn, epilèqjhke èna mikrì uposÔnolo
kathgori¸n drˆsewn me �ˆsh thn ikanìthtˆ touc na dokimˆsoun tic mejìdouc ekmˆjhshc
anaparastˆsewn. Oi etikètec prosferìmenwn dunatot twn ex qjhsan apì tic statistikèc
tou sunìlou dedomènwn. To sÔnolo autì prosfèrei èna peribˆllon dokim¸n mikr c klÐma-
kac gia aplèc ulopoi seic orismènwn mejìdwn, wc pr¸to � ma prin apì thn klimˆkwsh se
sÔnola dedomènwn me megalÔterec upologistikèc apait seic.

2. Antikeimenokentrikìc Kwdikopoiht c Prosanatolismènoc sth Drˆsh. Diexˆgoume
ekten  peiramatismì me mia mèjodo apìstaxhc drˆshc-proc-antikeÐmeno pou prospajeÐ na
metafèrei tic gn¸seic enìc pro-ekpaideumènou Video Masked auto•encoder se kwdikopoihtèc
eikìnac. Aut  h mèjodoc epiqeireÐ na kwdikopoi sei tic drˆseic mèsa apì to Video MAE
kai na tic sundèsei me thn apeikìnish twn antikeimènwn pou eÐnai sto epÐkentro twn drˆsewn
aut¸n. Ta apotelèsmata deÐqnoun ìti oi anaparastˆseic tou Video MAE perièqoun qr simec
plhroforÐec kai dokimˆzoume merikèc mejìdouc gia na emploutÐsoume tic anaparastˆseic
twn kwdikopoiht¸n eikìnwn me autèc. Oi mèjodoi parousÐasan mia mikr  �eltÐwsh allˆ
Ðswc qreiastoÔn prosarmogèc   megalÔtera sÔnola dedomènwn gia thn kalÔterh axiopoÐhsh
aut¸n twn anaparastˆsewn.

3. Slot Attention anaparastˆseic gia kathgoriopoÐhsh dunatot twn [3] . AxiologoÔme
tic anaparastˆseic antikeimènwn qrhsimopoi¸ntac èna montèlo pou axiopoieÐ thn arqite-
ktonik  Slot Attention . Apì èna montèlo pou èqei ekpaideujeÐ se dedomèna �Ðnteo exˆgoume
antikeimenokentrikèc anaparastˆseic statik¸n antikeimènwn kai proteÐnoume mia mèjodo gia
ton emploutismì twn dianusmˆtwn anaparˆstashc twn antikeimènwn me epiplèon draseoke-
ntrik  plhroforÐa. To montèlo parousiˆzei antagwnistik  epÐdosh se sqèsh me ta upìloipa
montèla pou dokimˆsthkan se aut  th diplwmatik , en¸ epitugqˆnei epÐshc autìmath tmh-
matopoÐhsh twn eikìnwn kai shmantik  meÐwsh sto mègejoc anaparˆstashc anˆ antikeÐmeno.
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1.3 Jewrhtikì Upìbajro

Epiplèon, h ikanìthta tou montèlou na aniqneÔei kai na kathgoriopoieÐ pollaplˆ antikeÐme-
na se mia skhn , parˆ to gegonìc ìti èqei ekpaideuteÐ me etikètec kai drˆseic pou estiˆzoun
se èna antikeÐmeno anˆ parˆdeigma, anadeiknÔei th dunatìthtˆ tou gia genÐkeush.

4. Slot Attention anaparastˆseic gia �ompotikì èlegqo. Parousiˆzoume mia mèjodo pou
sunduˆzei tic qwrikèc slot anaparastˆsewn tou montèlou SOLV [3] gia th dhmiourgÐa anapa-
�astˆsewn eikìnwn gia qr sh se mia prosomoÐwsh �ompotikoÔ qeirismoÔ. AxiologoÔme thn
apìdosh autoÔ tou kwdikopoiht  eikìnac se antiparˆjesh me ˆllouc pro-ekpaideumènouc
kwdikopoihtèc. Ta apotelèsmata, mac deÐqnoun ìti h proteinìmenh mèjodoc se genikèc gram-
mèc, epitugqˆnei kalÔterh apìdosh se autì to peribˆllon, auxˆnontac ìmwc thn upologi-
stik  poluplokìthta.

1.3 Jewrhtikì Upìbajro

H enìthta Jewrhtikì Upìbajro aposkopeÐ na �èsei tic �ewrhtikèc �ˆseic aut c thc diplwmatik c
ergasÐac parèqontac to aparaÐthto plaÐsio pou aforˆ tic proteinìmenec mejìdouc kai peirˆma-
ta. To ulikì pou parousiˆzetai antleÐ plhroforÐec apì diˆforec phgèc, allˆ kurÐwc apì ta
parakˆtw :

ˆ Christopher M. Bishop • Pattern Recognition and Machine Learning [7]
ˆ Ian Goodfellow, Yoshua Bengio, Aaron Courville • Deep Learning [32]
ˆ Marco Gori's Machine Learning: A Constraint•Based Approach [33]
ˆ Peter Norvig, Stuart J. Russell • Arti�cial Intelligence: A Modern Approach [93]
ˆ Sergios Theodoridis • Machine Learning: A Bayesian and Optimization Perspective [107]
ˆ Shai Shalev•Shwartz, Shai Ben•David • Understanding Machine Learning: From Theory to

Algorithms [98]

1.3.1 Mhqanik  Mˆjhsh

H Mhqanik  Mˆjhsh eÐnai o episthmonikìc tomèac pou epikentr¸netai sthn anˆptuxh mejodologi-
¸n pou epitrèpoun sta upologistikˆ sust mata na ekteloÔn ergasÐec majaÐnontac apì dedomèna,
antÐ na akoloujoÔn �htèc odhgÐec. H ikanìthta twn algorÐjmwn mhqanik c mˆjhshc na majaÐnoun
apì dedomèna èqei apodeiqjeÐ exairetikˆ apotelesmatik  se tomeÐc ìpwc h anagn¸rish eikìnac kai
h epexergasÐa �usik c gl¸ssac, ìpou oi ˆnjrwpoi kai genikˆ oi �iologikoÐ organismoÐ mporoÔn
na ekteloÔn sÔnjetec ergasÐec, allˆ eÐnai dÔskolo na ekfrastoÔn ta � mata pou emplèkontai se
autèc se morf  algìrijmou. Epiplèon, h mhqanik  mˆjhsh èqei petÔqei se ergasÐec pou eÐnai
dÔskolo   adÔnato gia stouc anjr¸pouc na tic ektelèsoun, ìpwc h anˆlush megˆlwn posot twn
dedomènwn.

H diˆkrish anˆmesa se sumbolik  kai upo-sumbolik  Teqnht  NohmosÔnh [49, 33] anadei-
knÔei touc tomeÐc pou h mhqanik  mˆjhsh èqei parousiˆsei shmantikˆ epiteÔgmata. H sumbolik 
teqnht  nohmosÔnh epikentr¸netai sth qr sh mejodologi¸n pou exart¸ntai apì thn epexergasÐa
sumbìlwn, prospaj¸ntac na proseggÐsei ta probl mata programmatÐzontac upologistèc na mi-
moÔntai thn anjr¸pinh logik . Autèc oi mèjodoi èqoun to pleonèkthma thc ermhneusimìthtac,
kaj¸c to megalÔtero kommˆti twn diadikasi¸n eÐnai katanoht  apì touc anjr¸pouc. Wstìso,
epeid  ta sumbolikˆ sust mata qrhsimopoioÔn sÔmbola kai anaparastˆseic uyhloÔ epipèdou,
suqnˆ apaitoÔn shmantik  anjr¸pinh summetoq  kai duskoleÔontai se dunamikˆ peribˆllonta
pou diakatèqontai apì asˆfeia kai �orub¸dh dedomèna.

Apì thn ˆllh, o tomèac thc ìrashc upologist¸n asqoleÐtai me probl mata pou eÐnai kurÐwc
upo-sumbolik c �Ôshc, epeid  ta dedomèna se morf  pixel den èqoun sumbolik  shmasÐa kai oi
sumbolikoÐ kanìnec den mporoÔn na efarmostoÔn eÔkola. H upo-sumbolik  teqnht  nohmosÔnh,
h opoÐa perilambˆnei tic perissìterec sÔgqronec proseggÐseic mhqanik c mˆjhshc, qrhsimopoieÐ
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mejìdouc ìpwc h statistik  ektÐmhsh kai h majhmatik  �eltistopoÐhsh gia na dhmiourg sei mo-
ntèla apì dedomèna. Autˆ ta montèla mporoÔn na ekfrastoÔn wc parametrikèc sunart seic kai
h diadikasÐa ekmˆjhshc perilambˆnei th �eltistopoÐhsh twn paramètrwn qrhsimopoi¸ntac dedo-
mèna. Autèc oi mèjodoi den qarakthrÐzontai apì thn ermhneusimìthta twn mejìdwn sumbolik c
teqnht c nohmosÔnhc kai aut  h adiafˆneia èqei odhg sei ston qarakthrismì touc wc maÔra kou-
tiˆ . Gia ton lìgo autì èqei anaptuqjeÐ o tomèac thc epexhg simhc mhqanik c mˆjhshc, o opoÐoc
epikentr¸netai se teqnikèc pou parèqoun exhg seic gia tic diadikasÐec kai ta apotelèsmata twn
montèlwn mhqanik c mˆjhshc [71].

H paragwg  montèlwn mhqanik c mˆjhshc suqnˆ apaiteÐ megˆlo arijmì paramètrwn, oi
opoÐec apaitoÔn megˆlo ìgko dedomènwn kai upologistik¸n pìrwn gia na ekpaideujoÔn. Ta teleu-
taÐa qrìnia, oi teqnologikèc exelÐxeic sto hardware , ìpwc oi GPUs kai oi TPUs kai h diajesimìthta
megˆlwn sunìlwn dedomènwn èqoun �ohj sei sthn upèrbash aut¸n twn empodÐwn, odhg¸ntac se
shmantikèc proìdouc kai prowj¸ntac thn èreuna ston tomèa. EpÐshc, ta teleutaÐa qrìnia, u-
pˆrqei endiafèron gia ubridikèc proseggÐseic pou sunduˆzoun tìso thn upo-sumbolik  ìso kai
th sumbolik  teqnht  nohmosÔnh, melet¸ntac mejìdouc pou den eÐnai mìno apotelesmatikèc allˆ
kai pio ermhneÔsimec.

Taxinìmhsh & Palindrìmhsh. Ta probl mata sth mhqanik  mˆjhsh katatˆssontai se dÔo
kÔriec omˆdec. Eˆn h epijumht  èxodoc eÐnai mia suneq c metablht , to prìblhma anafère-
tai wc prìblhma palindrìmhshc . 'Otan h èxodoc eÐnai ènac peperasmènoc arijmìc kathgori¸n,
to prìblhma onomˆzetai taxinìmhsh . H taxinìmhsh se dÔo kathgorÐec eÐnai gnwst  wc duadik 
taxinìmhsh . H taxinìmhsh se treic   perissìterec kathgorÐec anafèretai wc polukathgorik 
Taxinìmhsh . 'Otan o stìqoc eÐnai kˆje deÐgma na epishmaÐnetai me pollaplèc, mh apokleistikèc e-
tikètec, h ergasÐa onomˆzetai Poluetiketik  (multi•label) Taxinìmhsh . 'Ena parˆdeigma multi•label
taxinìmhshc eÐnai h kathgoriopoÐhsh prosferìmenwn dunatot twn antikeimènwn . Gia aut n thn
ergasÐa, kˆje deÐgma eÐnai èna antikeÐmeno kai o stìqoc eÐnai na problefjoÔn oi mh apokleistikèc
prosferìmenec dunatìthtèc tou (p.q. mia mpˆla mporeÐ na eÐnai kuliìmenh kai sumpièsimh).

SÔnola Dedomènwn. To sÔnolo dedomènwn pou eÐnai diajèsimo gia èna prìblhma sun jwc qw-
�Ðzetai se trÐa xeqwristˆ uposÔnola : train set, validation set, test set . Kajèna apì autˆ ta
uposÔnola ekteleÐ ènan sugkekrimèno �ìlo stic mejìdouc mhqanik c mˆjhshc. To train set
qrhsimopoieÐtai gia th �eltistopoÐhsh twn paramètrwn tou montèlou. To validation set qrhsimo-
poieÐtai gia epÐbleyh katˆ th diˆrkeia thc ekpaÐdeushc gia to p¸c apodÐdei to montèlo se ˆgnwsta
dedomèna. H epÐbleyh aut  qrhsimopoieÐtai gia thn prosarmog  twn paramètrwn thc diadika-
sÐac ekpaÐdeushc, pou anafèrontai wc uperparˆmetroi , qwrÐc na ephreˆzetai arnhtikˆ h telik 
axiolìghsh. To test set qrhsimopoieÐtai gia thn telik  axiolìghsh, parèqontac mia ektÐmhsh thc
apìdoshc tou montèlou se ˆgnwsta dedomèna.

Uperprosarmog  & Upoprosarmog . O kÔrioc stìqoc twn mejìdwn mhqanik c mˆjhshc eÐnai
na parˆgoun montèla pou apodÐdoun kalˆ se ˆgnwsta dedomèna pou proèrqontai apì thn Ðdia
katanom  dedomènwn. Aut  h ikanìthta eÐnai gnwst  kai wc ikanìthta genÐkeushc. H genÐkeush
axiologeÐtai me thn ekpaÐdeush enìc montèlou, �ˆsei metrik¸n apìdoshc pou upologÐzontai sto
train set , allˆ axiolog¸ntac to sto test set . Epiplèon, h ikanìthta genÐkeushc enìc montèlou e-
phreˆzetai apì th qwrhtikìthtˆ tou (capacity) , h opoÐa eÐnai h ikanìthtˆ tou na prosarmìzetai se
polÔploka sÔnola dedomènwn proseggÐzontac polÔplokec sunart seic. H megˆlh qwrhtikìthta
mporeÐ na �aÐnetai arqikˆ wc pleonèkthma, allˆ aut  h euelixÐa mporeÐ na odhg sei se èna �ai-
nìmeno pou onomˆzetai uperprosarmog  , ìpou to montèlo prosarmìzetai uperbolikˆ sto sÔnolo
ekpaÐdeushc, mei¸nontac thn apìdos  tou se ˆgnwsta dedomèna. H upoprosarmog  sumbaÐnei
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ìtan montèla qamhl c qwrhtikìthtac èqoun qamhl  apìdosh, epeid  h poluplokìthta thc erga-
sÐac apaiteÐ megalÔterh ikanìthta anaparˆstashc. Se orismèna montèla Mhqanik c Mˆjhshc,
ìpwc ta neurwnikˆ dÐktua, o �ajmìc uperprosarmog c ephreˆzetai epÐshc apì uperparamètrouc
ekpaÐdeushc ìpwc h diˆrkeia ekpaÐdeushc, o �ujmìc mˆjhshc k.l.p. [32].

Mèjodoi Mhqanik c Mˆjhshc. Oi parakˆtw mèjodoi mhqanik c mˆjhshc kajorÐzontai apì
touc diaforetikoÔc tÔpouc epÐbleyhc stouc opoÐouc èqoun prìsbash ta montèla katˆ th diˆrkeia
thc ekpaÐdeushc :

ˆ Epiblepìmenh Mˆjhsh. Se autì ton tÔpo mhqanik c mˆjhshc, oi mèjodoi qrhsimopoioÔn
anˆdrash upì th morf  etiket¸n. 'Ena epishmeiwmèno sÔnolo dedomènwn perilambˆnei mia
etikèta gia kˆje deÐgma, X = f(x1 ; y 1); : : : ; (xN ; y N )g.

ˆ Mh Epiblepìmenh Mˆjhsh. Sth Mh Epiblepìmenh Mˆjhsh, den upˆrqei ˆmesh anatrofo-
dìthsh pou na kajodhgeÐ th diadikasÐa ekpaÐdeushc. Ta montèla prospajoÔn na entopÐsoun
motÐba sta sÔnola dedomènwn qwrÐc th qr sh etiket¸n.

ˆ Autì-epiblepìmenh Mˆjhsh. Aut  h prosèggish mhqanik c mˆjhshc, genikˆ �ewreÐtai u-
pokathgorÐa thc mh epiblepìmenhc mˆjhshc, kai to montèlo parˆgei th dik  tou epÐbleyh
apì ta dedomèna. Aut  h teqnik  qrhsimopoieÐtai suqnˆ gia thn pro-ekpaÐdeush montèlwn
kwdikopoiht¸n pou sth sunèqeia �eltistopoioÔntai qrhsimopoi¸ntac epiblepìmenh mˆjh-
sh. Oi auto-epiblepìmenec mèjodoi pou qrhsimopoioÔn montèla kwdikopoiht¸n neurwnik¸n
diktÔwn an koun sto plaÐsio endiafèrontoc aut c thc diplwmatik c kai exetˆzontai me pe-
�issìterh leptomèreia sth sunèqeia.

ˆ Enisqutik  Mˆjhsh. Sthn enisqutik  mˆjhsh, ta montèla majaÐnoun allhlepidr¸ntac me èna
peribˆllon kai h anatrofodìthsh paÐrnei th morf  miac sunˆrthshc antamoib c. Autìc o
tÔpoc mhqanik c mˆjhshc eÐnai empneusmènoc apì ton trìpo pou oi ˆnjrwpoi majaÐnoun kai
allhlepidroÔn me ta peribˆllontˆ touc kai èqei pollèc efarmogèc ston tomèa thc �ompoti-
k c. H enisqutik  mˆjhsh parousiˆzetai me perissìterh leptomèreia se epìmeno kefˆlaio.

Mètra Apìdoshc kai Sunart seic Kìstouc. Ta mètra apìdoshc eÐnai sunart seic pou poso-
tikopoioÔn thn apìdosh tou montèlou kai apoteloÔn shmantikì mèroc thc �ewrÐac kai twn mejìdwn
Mhqanik c Mˆjhshc. Gia ergasÐec duadik c taxinìmhshc, ìpou kˆje deÐgma mporeÐ eÐte na an kei
(y i = 1), eÐte ìqi (y i = 0), se mÐa mìno kathgorÐa, orismènec apì autèc tic sunart seic �asÐzontai
stouc akìloujouc arijmoÔc :

ˆ True Positives (TP): O arijmìc twn deigmˆtwn gia ta opoÐa y i = 1 kai h � (xi ) = 1
ˆ True Negatives (TN): O arijmìc twn deigmˆtwn gia ta opoÐa y i = 0 kai h � (xi ) = 0
ˆ False Positives (FP): O arijmìc twn deigmˆtwn gia ta opoÐa y i = 1 kai h � (xi ) = 0
ˆ False Negatives (FN): O arijmìc twn deigmˆtwn gia ta opoÐa y i = 0 kai h � (xi ) = 1
Me �ˆsh autˆ, mporoÔn na upologistoÔn diˆfora mètra apìdoshc, ìpwc :

Accuracy =
TP + TN

TP + TN + FP + FN
� 100 % (1)

Recall =
TP

TP + FN
� 100 % (2)

Precision =
TP

TP + FP
� 100 % (3)
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F1 = 2 �
Precision � Recall

Precision + Recall
(4)

Oi sunart seic kìstouc eÐnai mia upokathgorÐa twn mètrwn apìdoshc pou axiologoÔn pìso
apèqoun oi problèyeic tou montèlou apì tic pragmatikèc etikètec kai eÐnai sun jwc diaforÐsimec
wc proc tic paramètrouc twn montèlwn. Se aplˆ grammikˆ montèla, epitrèpoun thn ektÐmhsh
twn paramètrwn, qrhsimopoi¸ntac analutik  diafìrish kai lÔseic kleist c morf c. Se pio
polÔploka mh grammikˆ montèla, epitrèpoun thn efarmog  mejìdwn �eltistopoÐhshc ìpwc oi
epanalhptikoÐ algìrijmoi thc oikogèneiac Gradient Descent .

1.3.2 Bajiˆ Mˆjhsh

H �ajiˆ mˆjhsh eÐnai ènac klˆdoc thc mhqanik c mˆjhshc pou parousiˆzei pollèc epituqÐec ta
teleutaÐa qrìnia se tomeÐc ìpwc h ìrash upologist¸n kai h epexergasÐa �usik c gl¸ssac. 'Ena
apì ta kÔria pleonèkthma twn teqnik¸n �ajiˆc mˆjhshc eÐnai h ikanìthtˆ touc na majaÐnoun
autìmata anaparastˆseic apì ta dedomèna.

H �ajiˆ mˆjhsh �asÐzetai stouc algìrijmouc ekmˆjhshc neurwnik¸n diktÔwn . Ta neurwnikˆ
dÐktua apoteloÔntai apì pollaplˆ epÐpeda. Kˆje epÐpedo qrhsimopoieÐ mh grammikoÔc metasqh-
matismoÔc gia na epexergasteÐ thn eÐsodì tou kai parˆgei mia èxodo pou metadÐdetai sto epìmeno
epÐpedo. To pr¸to kai to teleutaÐo epÐpedo anafèrontai wc epÐpeda eisìdou kai exìdou antÐstoiqa,
en¸ ta endiˆmesa epÐpeda onomˆzontai krufˆ epÐpeda. To �ˆjoc tou neurwnikoÔ diktÔou eÐnai o
arijmìc twn epipèdwn pou perièqei kai to plˆtoc tou eÐnai to mègejoc twn kruf¸n epipèdwn tou.
H aÔxhsh tou plˆtouc kai tou �ˆjouc enìc neurwnikoÔ diktÔou genikˆ enisqÔei thn ikanìthtˆ tou
na proseggÐzei pio polÔplokec sunart seic. Wstìso, autì apaiteÐ epÐshc perissìtera dedomèna
kai upologistikoÔc pìrouc gia th �eltistopoÐhsh twn paramètrwn.

Stochastic Gradient Descent . O algìrijmoc autìc kai oi parallagèc tou eÐnai oi pio eu-
�èwc qrhsimopoioÔmenoi algìrijmoi �eltistopoÐhshc sth �ajiˆ mˆjhsh. Ta �ˆrh tou montèlou
enhmer¸nontai epanalhptikˆ, qrhsimopoi¸ntac klÐseic thc sunˆrthshc kìstouc wc proc tic pa-
�amètrouc. O upologismìc pragmatopoieÐtai se mikrˆ tuqaÐa uposÔnola dedomènwn pou ono-
mˆzontai mini•batches . H klÐsh, kaj¸c eÐnai èna diˆnusma pou deÐqnei proc thn kateÔjunsh thc
taqÔterhc anìdou thc sunˆrthshc ap¸leiac, qrhsimopoieÐtai gia thn enhmèrwsh twn paramètrwn
tou diktÔou.

Vision Transformer. Se aut  th diplwmatik , dÐnetai kÔria èmfash sta montèla pou �asÐzontai
sthn arqitektonik  tou Transformer [111]. O kwdikopoiht c Vision Transformer (ViT) efarmìzei
thn arqitektonik  transformer se eisìdouc se morf  eikìnac   �Ðnteo. To kÔrio pleonèkthma thc
arqitektonik c aut c eÐnai h ikanìthtˆ thc na epexergˆzetai tic akoloujÐec dedomènwn parˆllhla,
qwrÐc na �asÐzetai pˆnw se domikèc upojèseic gia th morf  thc eisìdou ìpwc ˆllec epikratoÔsec
arqitektonikèc, san to Convolutional Neural Network . Autì epitrèpei sta transformer montèla na
ekpaideÔontai se perissìtera dedomèna se ligìtero qrìno, na klimak¸nontai se polÔ megalÔtera
megèjh kai na ekmetalleÔontai kalÔtera tic makrièc exart seic sta dedomèna.

Me �ˆsh thn arqitektonik  aut , h eikìna qwrÐzetai se tm mata (patches) stajeroÔ megèjouc
kai kˆje tm ma apoteleÐ èna token . O ViT epexergˆzetai to sÔnolo twn tokens qrhsimopoi¸ntac
thn teqnik  tou self•attention . H èxodoc tou ViT apoteleÐtai apì dianÔsmata anaparˆstashc,
kˆje èna arqikopoihmèno me �ˆsh èna token . To kˆje telikì diˆnusma anaparastˆsewn dunhtikˆ
emperièqei plhroforÐa apì upìloipa tokens thc eikìnac. Oi Transformers mporoÔn na ekpaideu-
toÔn qrhsimopoi¸ntac epishmeiwmèna sÔnola dedomènwn se èna plaÐsio epiblepìmenhc mˆjhshc,
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allˆ qrhsimopoioÔntai epÐshc se plaÐsia auto-epiblepìmenhc mˆjhshc anaparastˆsewn. Ta pe-
�issìtera montèla pou sqetÐzontai me aut  th diplwmatik  akoloujoÔn thn teleutaÐa prosèggish
kai, pio sugkekrimèna, th mèjodo thc auto-kwdikopoÐhshc ìpou o kwdikopoiht c tou transformer
akoloujeÐtai apì ènan apokwdikopoiht  pou prospajeÐ na anakataskeuˆsei thn eÐsodo.

1.3.3 Ekmˆjhsh Anaparastˆsewn

H ekmˆjhsh anaparastˆsewn eÐnai o tomèac pou stoqeÔei sthn anˆptuxh mejìdwn me tic opoÐec
ta montèla exˆgoun autìmata qr simec anaparastˆseic apì ta dedomèna eisìdou. Sth �ajiˆ
mˆjhsh, oi mèjodoi ekmˆjhshc anaparastˆsewn suqnˆ qrhsimopoioÔn auto-epiblepìmenh mˆjh-
sh, ekpaideÔontac kwdikopoihtèc se prokatarktikèc ergasÐec (pretext tasks) pou den apaitoÔn
epishmeiwmèna sÔnola dedomènwn.

Auto-kwdikopoiht c. H auto-kwdikopoÐhsh eÐnai mÐa apì tic epikratèsterec mejìdouc ek-
mˆjhshc anaparastˆsewn me qr sh auto-epiblepìmenhc mˆjhshc. Genikˆ, h mˆjhsh anapa-
�astˆsewn stoqeÔei sthn ekpaÐdeush enìc kwdikopoiht  e : D ! Z pou apeikonÐzei dedomèna
eisìdou, x 2 D , se qr sima dianÔsmata anaparˆstashc, z 2 Z . Stouc auto-kwdikopoihtèc, h
eÐsodoc anakataskeuˆzetai apì mia monˆda pou onomˆzetai apokwdikopoiht c , h opoÐa mporeÐ na
ekfrasteÐ wc sunˆrthsh g : Z ! D . Mia sunhjismènh sunˆrthsh ap¸leiac gia thn ekpaÐdeush
auto-kwdikopoiht¸n eÐnai h ap¸leia anakataskeu c , pou sun jwc orÐzetai wc h diaforˆ metaxÔ
thc eisìdou kai thc anakataskeuasmènhc exìdou (ExÐswsh 5).

Lr =
1

N

NX

i=1

kxi � g(e(xi ))k; (5)

Oi pio eurèwc qrhsimopoioÔmenoi auto-kwdikopoihtèc eÐnai autoÐ pou onomˆzontai upopl reic
(undercomplete) oi opoÐoi epiqeiroÔn na anakataskeuˆsoun thn eÐsodo afoÔ thn metafèroun
pr¸ta se ènan q¸ro anaparˆstashc shmantikˆ mikrìterhc diˆstashc. Gia na wj soun ta montèla
na exˆgoun qr simec anaparastˆseic, èqoun protajeÐ diˆforec tropopoi seic tou upopl rouc
auto-kwdikopoiht . DÔo axioshmeÐwtoi tÔpoi eÐnai oi ApojorubopoihtikoÐ (Denoising) kai oi auto-
kwdikopoihtèc mejìdou apìkruyhc (Masked Auto•encoders) .

Oi ApojorubopoihtikoÐ Auto-kwdikopoihtèc (Denoising Autoencoders) majaÐnoun apì dedomèna
pou èqoun alloiwjeÐ apì �ìrubo. Mia �orub¸dhc ekdoq  thc eisìdou, x̃ , trofodoteÐtai ston
kwdikopoiht , kai to montèlo kaleÐtai na anakataskeuˆsei thn arqik  eÐsodo, x . H ap¸leia
anakataskeu c se aut  thn perÐptwsh eÐnai :

Lr =
1

N

NX

i=1

kxi � g(e(x̃i )k; (6)

Oi auto-kwdikopoihtèc mejìdou apìkruyhc (Masked Auto•encoders) epiqeiroÔn na anakata-
skeuˆsoun mia eÐsodo, x̃ , thc opoÐac kˆpoia mèrh èqoun krufteÐ. Sthn ìrash upologist¸n, ta
montèla autˆ eÐnai idiaÐtera apotelesmatikˆ tìso sthn kwdikopoÐhsh eikìnac, ìso kai �Ðnteo
kai apoteloÔn ta kÔria montèla pou qrhsimopoioÔntai se aut  th diplwmatik . Perissìterec
leptomèreiec kai sugkekrimènec teqnikèc parousiˆzontai se epìmeno kefˆlaio.

Antikeimenokentrikèc anaparastˆseic. H antikeimenokentrik  ekmˆjhsh anaparastˆsewn
eÐnai ènac anaptussìmenoc tomèac sthn ìrash upologist¸n, ìpou o stìqoc eÐnai h tmhmatopoÐhsh
optik¸n eisìdwn se antikeÐmena kai h exagwg  anaparastˆsewn me �ˆsh autˆ. Oi mèjodoi autèc
eÐnai sumbatèc me ticarqèc omadopoÐhshc apì thn yuqologÐa, oi opoÐec exhgoÔn p¸c oi ˆnjrwpoi
epexergˆzontai optikˆ s mata organ¸nontˆc ta se antikeÐmena [77].
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H antikeimenokentrik  ekmˆjhsh anaparastˆsewn �elti¸nei thn ikanìthta genÐkeushc kai thn
apodotikìthta twn montèlwn wc proc ta deÐgmata ekpaÐdeushc kai �elti¸nei thn ermhneusimìth-
ta. Sto pareljìn ìmwc, autèc oi teqnikèc �asÐzontan sto montèlo thc epiblepìmenhc mˆjhshc kai
periorÐzontan apì th duskolÐa kai to kìstoc thc epis manshc sunìlwn dedomènwn. Ta teleutaÐa
qrìnia, arqitektonikèc ìpwc to Slot Attention , oi opoÐec eÐnai auto-epiblepìmenec kai exaireti-
kˆ klimak¸simec, èqoun epitaqÔnei tic exelÐxeic se autìn ton q¸ro ekmetalleuìmenec megˆla mh
epishmeiwmèna sÔnola dedomènwn eikìnwn kai �Ðnteo [67, 8, 3].

Ekmˆjhsh anaparastˆsewn sth �ompotik  Ston tomèa thc �ompotik c, ta teleutaÐa qrìnia
èqei entajeÐ to endiafèron se proseggÐseic �asismènec se mejìdouc mhqanik c kai �ajiˆc mˆjh-
shc. H metaforˆ gn¸sewn apì thn epituqhmènh efarmog  thc ekmˆjhshc anaparastˆsewn sthn
epexergasÐa �usik c gl¸ssac kai thn ìrash upologist¸n paÐzei kentrikì �ìlo se autèc tic pro-
spˆjeiec.

Oi anaparastˆseic eikìnac paÐzoun kajoristikì �ìlo sta probl mata �ompotik¸n qeirism¸n,
ìpou h katanìhsh tou peribˆllontoc tou �ompìt eÐnai kajoristik . Eidikìtera, me thn prìodo
thc �ajiˆc mˆjhshc, h ìrash upologist¸n enisqÔjhke me apotelesmatikèc teqnikèc exagwg c
anaparastˆsewn. Oi teqnikèc autèc eÐnai h �ˆsh gia kˆpoiec apì tic pio epituqhmènec mejìdouc
ekmˆjhshc optikokinhtik¸n politik¸n (Sq ma 2) [64, 106, 61, 95, 128]. O ìroc optikokinhtikìc
epishmaÐnei ìti to diˆnusma katˆstashc pou dÐnetai wc eÐsodoc sto montèlo politik c sunduˆzei
anaparastˆseic eikìnac me èna diˆnusma pou perilambˆnei plhroforÐec gia thn katˆstash tou
�ompìt, ìpwc h �èsh   oi taqÔthtec twn arjr¸se¸n tou.

Sq ma 2: Ekmˆjhsh anaparastˆsewn me auto-kwdikopoiht  me mèjodo apìkruyhc eikìnac gia
ton èlegqo �ompìt. Phg  : [87].

Oi teqnikèc auto-epiblepìmenhc mˆjhshc eÐnai polÔ shmantikèc sthn ekmˆjhsh anaparastˆse-
wn gia �ompìt, kaj¸c epitrèpoun thn axiopoÐhsh megˆlwn mh epishmeiwmènwn sunìlwn dedomènwn.
'Ena endeiktikì parˆdeigma eÐnai h epituqÐa twn auto-kwdikopoiht¸n eikìnac se prosomoiwmènec
[87] kai pragmatikoÔ kìsmou [88] �ompotikèc ergasÐec. Sth �ˆsh pro-ekpaÐdeushc, oi kwdiko-
poihtèc ekpaideÔontai qrhsimopoi¸ntac eikìnec apì proswpokentrikˆ (egocentric) sÔnola dedo-
mènwn, ìpwc to Ego4D [36] kai to EPIC•Kitchens [17], kaj¸c kai sÔnola dedomènwn epikentrwmèna
se drˆseic, ìpwc to Something•Something [35]. Sth sunèqeia, oi parˆmetroi twn kwdikopoiht¸n
mènoun stajerèc kai oi anaparastˆseic touc qrhsimopoioÔntai gia thn ekmˆjhsh optikokinhtik¸n
politik¸n elègqou.

1.4 Apìstaxh Gn¸shc apì Drˆsh se AntikeÐmeno

Se autì to mèroc, proteÐnoume kai peiramatizìmaste me mia diadikasÐa apìstaxhc gn¸shc (knowl•
edge distillation) drˆsh-se-antikeÐmeno pou metafèrei th gn¸sh apì ènan kwdikopoiht  Video MAE
se ènan kwdikopoiht  eikìnac. To apotèlesma thc diadikasÐac aut c eÐnai ènac Antikeimenoke-
ntrikìc Kwdikopoiht c Prosanatolismènoc sth Drˆsh (Object Action•centric Encoder •OAcE) . O
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stìqoc tou OAcE eÐnai na montelopoi sei ton q¸ro anaparastˆsewn �Ðnteo pou perièqoun drˆseic
pˆnw se antikeÐmena, pou eÐnai arqikˆ prosbˆsimoc mìno apì to montèlo Video MAE . Qrhsimo-
poi¸ntac diatropik  apìstaxh gn¸shc (cross•modal distillation), stoqeÔoume na kˆnoume autèc
tic anaparastˆseic prosbˆsimec mèsw statik¸n eikìnwn antikeimènwn.

O OAcE apoteleÐtai apì dÔo kÔria mèrh :

ˆ 'Enan Kwdikopoiht  Eikìnac pou metasqhmatÐzei mia eikìna apì ton q¸ro twn pixel se ènan
puknì q¸ro anaparˆstashc eikìnac, I 2 Z img . Sta parakˆtw peirˆmata, qrhsimopoioÔntai
dÔo diaforetikˆ pro-ekpaideumèna montèla wc Kwdikopoihtèc Eikìnac, o CLIP[86] kai o
Image MAE [45].

ˆ 'Ena Montèlo AntistoÐqishc , to opoÐo antistoiqÐzei ton q¸ro anaparˆstashc eikìnac ston
draseokentrikì q¸ro anaparˆstashc �Ðnteo, R 2 Z ac.

Diaisjhtikˆ, aut  h mèjodoc eÐnai prospˆjeia kwdikopoÐhshc twn empeiri¸n drˆshc kai su-
sqètis c touc, mèsw thc qr shc apìstaxhc gn¸shc, me thn apeikìnish twn antikeimènwn pou eÐnai
to epÐkentro twn drˆsewn aut¸n. Mia mellontik  kateÔjunsh �a mporoÔse na perilambˆnei th
susqètish twn empeiri¸n twn Ðdiwn twn praktìrwn me ta antikeÐmena.

Sq ma 3: Parˆdeigma tou OAcE kwdikopoiht  wc mèroc montèlou ekmˆjhshc politik¸n.

Oi OAcE anaparastˆseic �a  tan dunhtikˆ qr simec wc � ma pro-ekpaÐdeushc se mÐa antikei-
menokentrik  mèjodo ekmˆjhshc politik¸n, ìpwc sto Sq ma 3. Mia ˆllh pijan  qrhsimìthta thc
enswmˆtwshc draseokentrik c plhroforÐac �a mporoÔse na eÐnai h paroq  mètrwn omoiìthtac
se èna peribˆllon anˆkthshc paradeigmˆtwn, ìpwc sth diadiktuak  �ˆsh dedomènwn �ompotik¸n
qeirism¸n pou protˆjhke sto [117]. Tèloc, kˆpoia parìmoia idèa �a mporoÔse na efarmosteÐ se
efarmogèc Epauxhmènhc   Eikonik c Pragmatikìthtac, ìpou oi eikonikoÐ �ohjoÐ �a mporoÔsan
na parèqoun upost rixh, kai Ðswc na qreiasteÐ na anakt soun kai na parèqoun paradeÐgmata
drˆsewn [83].

O kÔrioc stìqoc aut c thc peiramatik c enìthtac eÐnai na diereun sei an o OAcE mporeÐ na su-
gkrijeÐ kai dunhtikˆ na �elti¸sei, orismènouc apì touc sÔgqronouc kwdikopoihtèc eikìnac. Prin
apì thn parousÐash thc peiramatik c mejodologÐac kai twn apotelesmˆtwn, h epìmenh enìthta
parousiˆzei to �ewrhtikì upìbajro pou enèpneuse aut  th melèth, mazÐ me ta pro-ekpaideumèna
montèla pou qrhsimopoioÔntai.
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1.4.1 Apìstaxh Gn¸shc

H apìstaxh gn¸shc ( Knowledge Distillation • KD ) [34, 53, 90] eÐnai mia mèjodoc sumpÐeshc neu-
�wnik¸n diktÔwn, sthn opoÐa èna montèlo majht c ( student model ) ekpaideÔetai na anaparagˆgei
th leitourgÐa enìc megalÔterou kai pio sÔnjetou montèlou daskˆlou ( teacher model ). Aut  h
mèjodoc protˆjhke, mazÐ me ˆllec teqnikèc meÐwshc montèlwn ìpwc to Network Pruning [14, 91,
31], gia na kalÔyei thn anˆgkh gia montèla pou eÐnai exÐsou apotelesmatikˆ me ta megˆla �ajiˆ
montèla, allˆ leitourgoÔn se suskeuèc me periorismènouc upologistikoÔc pìrouc, ìpwc kinhtˆ
thlèfwna   autokÐnhta. To montèlo majht c den majaÐnei mìno apì to sÔnolo dedomènwn, allˆ
kai apotup¸nei thn ikanìthta genÐkeushc tou daskˆlou [48].

Ta teleutaÐa qrìnia, èqoun protajeÐ arketèc parallagèc thc apìstaxhc gn¸shc [34, 53]. Oi
kathgorÐec pou sqetÐzontai me ta peirˆmata aut c thc diplwmatik c eÐnai oi ex c :

ˆ Feature•Based Apìstaxh : Se aut  thn kathgorÐa algorÐjmwn KD, h metaferìmenh gn¸sh
eÐnai se uyhlìtero epÐpedo se sÔgkrish me tic Response•Based knowledge methods , ìpou to
montèlo majht c stoqeÔei tic pijanìthtec taxinìmhshc tou montèlou daskˆlou. H Feature•
Based mèjodoc èqei deÐxei enjarruntikˆ apotelèsmata wc mèjodoc ekmˆjhshc anaparˆsta-
shc [112, 26, 28].

ˆ Diatropik  Apìstaxh (cross•modal distillation) : Autì shmaÐnei ìti h eÐsodoc tou da-
skˆlou eÐnai diaforetik c morf c apì aut  tou majht . Sthn prosèggis  mac, o dˆskaloc
kwdikopoieÐ �Ðnteo kai o majht c prospajeÐ na apostˆxei tic plhroforÐec pou sqetÐzontai
me th drˆsh se eikìnec twn antikeimènwn. Autì empÐptei sthn kathgorÐa thc apìstaxhc �Ðnteo
se eikìna   metaforˆc gn¸shc [92, 80, 65].

ˆ Sqesiak  ( Relational ) Apìstaxh : Aut  h parallag  estiˆzei sth metaforˆ twn sqèsewn
metaxÔ deigmˆtwn ston q¸ro anaparˆstashc tou montèlou daskˆlou. H sqèsh twn deig-
mˆtwn posotikopoieÐtai sun jwc mèsw dÔo tÔpwn sunˆrthshc ap¸leiac [79]: ap¸leia �ˆsei
apìstashc ( distance•wise loss ) kai ap¸leia �ˆsei gwnÐac ( angle•wise loss ). Sthn ap¸leia
�ˆsei apìstashc, oi EukleÐdeiec apostˆseic metaxÔ 
eug¸n deigmˆtwn upologÐzontai, enjar-
�Ônontac ton majht  na diathreÐ sqèseic apostˆsewn parìmoiec me autèc tou daskˆlou.
H ap¸leia �ˆsei gwnÐac epiqeireÐ mia pio leptomer  metaforˆ sqesiak c plhroforÐac,
wj¸ntac ton majht  na diathr sei tic gwnÐec pou sqhmatÐzontai apì triˆdec paradeigmˆtwn.

1.4.2 Kwdikopoihtèc eikìnac

CLIP. To montèla CLIP [86] eÐnai apì touc pio epituqhmènouc kwdikopoihtèc eikìnac , ìson
aforˆ th genÐkeush, thn euelixÐa kai thn apodotikìthta. Ta montèla autˆ ekpaideÔontai se
èna sÔnolo dedomènwn pou apoteleÐtai apì epishmeiwmènec eikìnec. H ekpaÐdeush �asÐzetai sth
mèjodo antijetik c mˆjhshc ( contrastive learning framework ). To montèla CLIP apoteloÔntai
apì èna 
eugˆri ( Transformer encoders ), ìpou o ènac kwdikopoieÐ eikìnec kai o ˆlloc keÐmeno.
Oi anaparastˆseic katal goun se ènan koinì q¸ro ston opoÐo h ekpaÐdeus  stoqeÔei na �èrei
ta swstˆ 
eugˆria pio kontˆ, en¸ tautìqrona na apomakrÔnei ta lˆjoc 
eugˆria, ta opoÐa eÐnai
tuqaÐoi sunduasmoÐ keimènou-eikìnac. 'Ena pro-ekpaideumèno montèlo CLIP epilèqjhke wc ènac
apì touc kwdikopoihtèc eikìnac sto OAcE, lìgw thc apodedeigmènhc tou apotelesmatikìthtac.

Image Masked Auto•encoder . H kwdikopoiht c eikìnac Image Masked Auto•encoder (MAE)[45]
�asÐzetai sthn auto-kwdikopoÐhsh me th mèjodo apìkruyhc (masked auto•encoding) . H �asik 
idèa pÐsw apì th mèjodo aut  eÐnai ìti an èna montèlo mporeÐ na anakataskeuˆsei èna deÐgma
me orismèna apì ta mèrh tou krummèna, tìte o kwdikopoiht c tou mporeÐ na exagˆgei uyhl c
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poiìthtac anaparastˆseic. H mèjodoc ekpaÐdeushc tou Image MAE �asÐzetai sthn arqitektonik 
Kwdikopoiht -Apokwdikopoiht , ìpou kai ta dÔo montèla èqoun arqitektonik  ViT. O kwdiko-
poiht c epexergˆzetai thn ellip  eÐsodo kai parˆgei anaparastˆseic pou èqoun enswmat¸sei
plhroforÐa gia olìklhrh thn eikìna. O apokwdikopoiht c prospajeÐ na anakataskeuˆsei thn
arqik  eikìna kai h sunˆrthsh ap¸leiac eÐnai to mèso tetrˆgwno sfˆlma metaxÔ twn anakata-
skeuasmènwn kai twn arqik¸n tim¸n twn pixel sta token pou èqoun apokrufjeÐ.

1.4.3 Kwdikopoiht c �Ðnteo

Video Masked Auto•encoder . To montèlo Video MAE pou qrhsimopoieÐtai se autˆ ta peirˆmata
parousiˆsthke sto [109]. H mèjodoc pou proteÐnetai antimetwpÐzei tic prokl seic pou parousi-
ˆzoun ta dedomèna se morf  �Ðnteo, se sÔgkrish me tic morfèc keimènou kai eikìnac. H pr¸th
prìklhsh eÐnai h auxhmènh poluplokìthta pou eisˆgetai apì th diˆstash tou qrìnou. H deÔterh
prìklhsh eÐnai ìti, stic perissìterec peript¸seic, to qr simo s ma eÐnai mìno èna mikrì poso-
stì thc sunolik c eisìdou. Tèloc, ìtan apokrÔptontai kommˆtia tou �Ðnteo, h uyhl  qronik 
susqètish metaxÔ twn frame mporeÐ na odhg sei se diarro  plhroforÐac se mèrh tou �Ðnteo me
periorismènh kÐnhsh. Gia na antimetwpistoÔn autèc oi prokl seic, oi suggrafeÐc proteÐnoun th
qr sh miac teqnik c swlhnoeidoÔc apìkruyhc (tube masking) , ìpou oi qronikoÐ geÐtonec enìc
token eÐnai epÐshc krummènoi. Epiplèon, gia na anagkˆsoun to montèlo na estiˆsei sto qr si-
mo mèroc tou s matoc kai na apofÔgoun tic yeudeÐc susqetÐseic, apokrÔptetai to 90-95% twn
sunolik¸n token .

Ta montèla pou ekpaideÔthkan me aut  th mèjodo parˆgoun state•of•the•art apotelèsmata
sthn downstream ergasÐa anagn¸rishc drˆshc . 'Ena apì ta sÔnola dedomènwn pou qrhsimo-
poioÔntai gia thn axiolìghsh twn Video MAEs eÐnai to sÔnolo dedomènwnSomething•Something
v.2 . Autì to sÔnolo dedomènwn epilèqjhke wc �ˆsh gia to kÔrio mèroc twn peiramˆtwn autoÔ tou
mèrouc, kaj¸c eÐnai elafrÔ kai parèqei �Ðnteo epikentrwmèna se drˆseic. 'Ena Video MAE pro-
ekpaideumèno se autì to sÔnolo dedomènwn qrhsimopoieÐtai wc montèlo daskˆlou sth diadikasÐa
apìstaxhc.

1.4.4 Prosferìmenec Dunatìthtec Antikeimènwn

Sto plaÐsio twn optik¸n anaparastˆsewn, h ènnoia twn prosferìmenwn dunatot twn antikeimènwn
(a�ordances ), h opoÐa sundèei thn antÐlhyh twn antikeimènwn me tic dunatìthtec drˆshc, parèqei
mia polÔtimh optik  gia tic mejìdouc ekmˆjhshc anaparastˆsewn, kaj¸c katalambˆnei ton q¸ro
metaxÔ autoÔ pou eÐnai antikeimenikˆ parathr simo (qarakthristikˆ antikeimènwn) kai autoÔ
pou �i¸netai upokeimenikˆ (anaparastˆseic) [76, 13]. O James J. Gibson upost rixe ìti gia touc
anjr¸pouc kai ta 
¸a, ta antikeÐmena den gÐnontai apl¸c antilhptˆ wc sunjèseic twn qarakthri-
stik¸n touc (sq ma, qr¸ma, uf ), allˆ wc sunjèseic twn dunatot twn drˆshc pou parèqoun [30,
76].

Ta �asikˆ probl mata pou sqetÐzontai me aut  th diplwmatik  orÐzontai parakˆtw.

ˆ KathgoriopoÐhsh prosferìmenwn dunatot twn : Aut  perilambˆnei th multi•label taxinìmh-
sh twn eikìnwn se èna sÔnolo diajèsimwn prosferìmenwn dunatot twn. Aut  h ergasÐa eÐnai
sun jwc �ˆsh gia pio sÔnjetec ergasÐec anagn¸rishc prosferìmenwn dunatot twn.

ˆ AnÐqneush prosferìmenwn dunatot twn : Sthn ergasÐa aut  ta montèla prèpei na entopÐsoun
kai na kathgoriopoi soun ta antikeÐmena me �ˆsh tic prosferìmenec dunatìthtèc touc.

H kathgoriopoÐhsh prosferìmenwn dunatot twn eÐnai ènac kalìc upoy fioc gia thn axiolìgh-
sh anaparastˆsewn antikeimènwn pou proorÐzontai gia �ompotik . Autì ofeÐletai sto gegonìc ìti
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o entopismìc dunhtik¸n drˆsewn se èna peribˆllon mporeÐ na �ohj sei to �ompot na sqediˆsei
kai na sunergasteÐ me anjr¸pouc   ˆlla �ompìt [13, 42].

1.4.5 SÔnolo Dedomènwn

Ta Something's A�ordances eÐnai èna mikr c klÐmakac sÔnolo dedomènwn pou �asÐzetai sto sÔno-
lo dedomènwn Something•Something v.2 [35] qrhsimopoi¸ntac kˆpoiec apì tic bounding box e-
pishmei¸seic tou sunìlou Something•Else [72]. Oi kathgorÐec drˆshc sto Something•Something
v.2 èqoun dhmiourghjeÐ me stìqo na �ohj soun ta montèla, na embajÔnoun thn katanìhs  touc gia
ton �usikì kìsmo kai na anaptÔxoun mia morf  koin c logik c. Oi anaparastˆseic tou Video•
MAE apodÐdoun kalˆ se autì to sÔnolo dedomènwn kai sunep¸c, eÐnai pijanì na èqoun apotup¸sei
mia uyhl c poiìthtac draseokentrik  plhroforÐa.

To Something's A�ordances estiˆzei sto prìblhma thc kathgoriopoÐhsh prosferìmenwn du-
natot twn. Gia thn axiolìghsh twn mejìdwn upì exètash epilèqjhke èna mikrì uposÔnolo kathgo-
�i¸n drˆshc. Oi kathgorÐec autèc kai oi antÐstoiqec prosferìmenec dunatìthtec parousiˆzontai
ston parakˆtw pÐnaka.

A�ordance Something•Something action labels # video samples
Foldable Folding something, Unfolding something 1620
Rollable Rolling something on a �at surface, Letting something

roll up a slanted surface, so it rolls back down, Letting
something roll down a slanted surface, Letting

something roll along a �at surface

2913

Squeezable Squeezing something 2202
Containment Pouring something out of something, Pouring something

into something until it over�ows, Pretending to pour
something out of something, but something is empty,

Showing that something is empty

2289

Tearable Tearing something just a little bit 1620

Table 1: Oi kathgorÐec drˆshc tou Something's A�ordances kai oi antÐstoiqec prosferìmenec
dunatìthtec.

'Enac apì touc periorismoÔc sthn exagwg  bounding box antikeimènwn apì èna sÔnolo dedo-
mènwn �Ðnteo eÐnai ìti pollˆ deÐgmata perièqoun parembolèc apì qèria   ˆlla antikeÐmena. Gia
na elaqistopoihjeÐ autì to 
 thma, oi eikìnec antikeimènwn ex qjhsan apì ta pr¸ta 10 frame
twn �Ðnteo, ìpou ta antikeÐmena sun jwc emfanÐzontai mìna touc. Epiplèon, lìgw thc kÐnhshc
thc kˆmerac   twn qeri¸n, kˆpoia apì ta bounding box perièqoun mèroc tou antikeimènou   em-
�anÐzoun motion blur . Autì èrqetai se antÐjesh me ˆlla sÔnola dedomènwn kathgoriopoÐhshc
prosferìmenwn dunatot twn, ìpwc to [55], pou perièqoun kajarèc eikìnec antikeimènwn. An kai
autì mporeÐ arqikˆ na �aÐnetai wc èna meionèkthma, autèc oi alloi¸seic mporoÔn na prosomoi-
¸soun ta apotelèsmata teqnik¸n aÔxhshc eikìnac, oi opoÐec qrhsimopoioÔntai teqnhtˆ gia na
�elti¸soun thn ikanìthta genÐkeushc twn montèlwn [116].

ParomoÐwc me to sÔnolo dedomènwnSomething•Else [72], orÐzoume to uposÔnolo frequent ob•
jects , to opoÐo apoteleÐtai apì ta antikeÐmena pou emfanÐzontai perissìterec apì 20 �orèc sta
�Ðnteo. Autì gÐnetai gia na diasfalisteÐ ìti ta antikeÐmena emfanÐzontai se arketˆ paradeÐgmata,
¸ste na mporeÐ na exaqjeÐ plhroforÐa prosferìmenwn dunatot twn apì ta statistikˆ tou sunìlou
dedomènwn. Sunolikˆ, to sÔnolo dedomènwn apoteleÐtai apì 11 ; 235 �Ðnteo, apì ta opoÐa exˆgontai
123 ; 434 bounding boxes antikeimènwn. Gia kˆje antikeÐmeno sto sÔnolo frequent objects upolo-
gÐzoume thn katanom  suqnìthtac twn drˆsewn. Apì aut n thn katanom  suqnìthtac, exˆgoume
tic multi•label prosferìmenec dunatìthtec gia kˆje antikeÐmeno, efarmìzontac èna kat¸fli stic
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suqnìthtec me trìpo ¸ste na apofeÔgontai ta antikeÐmena pou qrhsimopoioÔntai me asun ji-
sto trìpo. Gia parˆdeigma, h katanom  suqnìthtac drˆshc kai oi multi•label prosferìmenec
dunatìthtec gia to antikeÐmeno bottle parousiˆzontai ston parakˆtw pÐnaka :

foldable rollable squeezable containment tearable
frequency distribution 2 575 156 178 1
a�ordance 0 1 1 1 0

Table 2: H katanom  suqnìthtac drˆshc kai oi multi•label prosferìmenec dunatìthtec gia to
antikeÐmenobottle.

To sÔnolo dedomènwn qwrÐzetai me dÔo trìpouc :
1. DiaÐresh �ˆsei �Ðnteo ( SA•vb ): To sÔnolo dedomènwn qwrÐzetai se trÐa sÔnola train, vali•

dation, test exasfalÐzontac ìti oi eikìnec apì to Ðdio �Ðnteo an koun sto Ðdio sÔnolo.
2. DiaÐresh �ˆsei antikeimènwn ( SA•ob ): Aut  h diaÐresh stoqeÔei sth sunjetik  genÐkeush

compositional generalization [72] , diair¸ntac ta antikeÐmena se dÔo sÔnola, to Set A kai
to Set B. To Set A qrhsimopoieÐtai gia thn ekpaÐdeush, en¸ to Set B qrhsimopoieÐtai sta
sÔnola validation kai test .

Ta akìlouja peirˆmata apoteloÔntai apì dÔo stˆdia. Sto arqikì stˆdio, o kwdikopoiht c
OAcE ekpaideÔetai qrhsimopoi¸ntac eikìnec antikeimènwn wc eisìdouc kai anaparastˆseic �Ðnteo
apì ton Video MAE wc stìqouc. Gia na epitaqunjeÐ aut  h diadikasÐa, oi anaparastˆseic tìso
tou Kwdikopoiht  Eikìnac ìso kai tou Kwdikopoiht  BÐnteo, exˆgontai ek twn protèrwn, kaj¸c
mìno to Montèlo AntistoÐqishc upobˆlletai se ekpaÐdeush. Sto deÔtero stˆdio, o ekpaideumènoc
kwdikopoiht c dokimˆzetai sthn kathgoriopoÐhsh prosferìmenwn dunatot twn qrhsimopoi¸ntac
touc multi•label stìqouc pou perigrˆfhkan parapˆnw.

1.4.6 Peiramatik  mèjodoc

H arqitektonik  kai h mèjodoc ekpaÐdeushc tou OAcE apeikonÐzetai sto Sq ma 4. O OAcE
lambˆnei wc eÐsodo, eikìnec antikeimènwn, ta opoÐa exˆgontai qrhsimopoi¸ntac ta bounding boxes
apì to sÔnolo dedomènwn Something•Else . Ta �Ðnteo twn drˆsewn an koun sto Something's
A�ordance . Gia kˆje eikìna antikeimènou, o OAcE ekpaideÔetai gia na parˆgei mÐa anaparˆstash
ston draseokentrikì q¸ro anaparˆstashc .

KwdikopoÐhsh apì ton dˆskalo. To montèlo dˆskaloc eÐnai to pro-ekpaideumèno ViT•S Video
MAE apì to [109]. JewroÔme ta �Ðnteo sto sÔnolo dedomènwn Something's A�ordances wc
X (i )

t ; i 2 [1::N ], kajèna apì ta opoÐa apoteleÐtai apì T (i ) frames (ExÐswsh 7). Ta frames èqoun
stajerì Ôyoc 224 pixels kai metablhtì plˆtoc. Prin apì thn eisagwg  sto Video MAE , metasqh-
matÐzontai se stajer  anˆlush 224 � 224 (H = W = 224 ). Epiplèon, ta �Ðnteo upobˆllontai se
qronik  upodeigmatoleiyÐa, katal gontac se video clip me 16 frame (ExÐswsh 8). To Video MAE
epexergˆzetai ta video clip kai oi anaparastˆseic F (i ) proèrqontai apì to average pooling twn
tokens tou ViT . To mègejoc aut¸n twn dianusmˆtwn anaparˆstashc eÐnai d t = 384 .

Videos: X (i )
t = fx1 ; : : : ; xT (i )g2 RT (i )� H � W � 3 (7)

Video Clips: V (i )
t = fv1 ; : : : ; v16 g2 R16 � H � W � 3 (8)

Teacher representations: F (i ) = � teacher (V (i )
t ) 2 Rd t (9)
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Sq ma 4: Object Action•Centric Encoder : arqitektonik  kai mèjodoc ekpaÐdeushc

KwdikopoÐhsh eikìnac. DÔo proekpaideumènoi kwdikopoihtèc eikìnac qrhsimopoi jhkan se
aut n thn peiramatik  enìthta, ènac CLIP [86] kai ènac Image MAE [45]. O Image MAE ekpaideÔthke
epiplèon stic eikìnec tou sunìlou dedomènwn Something's A�ordances gia 100 epoqèc.

'Opwc anafèrjhke prohgoumènwc, gia na mei¸soume thn optik  parembol , ta apokommèna
antikeÐmena,Ct (i ) (ExÐswsh 10), exˆgontai apì ta pr¸ta 10 frame twn �Ðnteo, qrhsimopoi¸ntac ta
boudning boxes apì to sÔnolo dedomènwn Something•Else . Ta apokommèna antikeÐmena upobˆl-
lontai sth sunèqeia se epexergasÐa apì ton pro-epexergast  kˆje kwdikopoiht  eikìnac. Kai oi
dÔo kwdikopoihtèc dèqontai eikìnec sq matoc H � W � 3, ìpou H = W = 224 . O kwdikopoiht c
eikìnac epexergˆzetai ta apokommèna antikeÐmena gia na parˆgagei tic anaparastˆseic eikìnac
It (i ). Kai stic dÔo peript¸seic, to mègejoc twn dianusmˆtwn anaparˆstashc eikìnac eÐnai d i = 512 .

Object crops: C(i )
t =

n
C(i )

1 ; : : : ; C(i )
T

o
2 R10 � H � W � 3 (10)

Image representations: I (i )
t = � image _encoder (C(i )

t ) 2 Rd i (11)

AntistoÐqish ston draseokentrikì q¸ro anaparˆstashc. H antistoÐqish apì tic anapara-
stˆseic eikìnac, I (i )

t , stic anaparastˆseic OAcE, R(i )
t , parˆgetai apì èna MLP (ExÐswsh 12) pou

apoteleÐtai apì ta akìlouja str¸mata, sundedemèna se seirˆ :
1. 'Ena grammikì epÐpedo me mègejoc eisìdou 512 kai mègejoc exìdou 512
2. 'Ena epÐpedo energopoÐhshcReLU
3. 'Ena epÐpedo (dropout)
4. 'Ena grammikì epÐpedo me mègejoc eisìdou 512 kai mègejoc exìdou 384

OAcE representations: R(i )
t = � mapper (I (i )

t ) 2 Rd i (12)
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ApokwdikopoÐhsh se epÐpedo anaparastˆsewn. Gia thn ekpaÐdeush tou OAcE, oi anapara-
stˆseic apokwdikopoioÔntai gia na anakataskeuˆsoun tic anaparastˆseic Video MAE (ExÐswsh
13) kai tic anaparastˆseic Eikìnac (ExÐswsh 14). H anakataskeu  kai twn dÔo anaparastˆsewn
od ghse se lÐgo kalÔtera apotelèsmata apì to na èqei o OAcE wc stìqo mìno ta qarakthristikˆ
tou Video MAE .

Teacher representation (TR) reconstructions: F̂ (i )
t = � TR_decoder (R(i )

t ) 2 Rd t (13)

Image representation (IR) reconstructions: Î (i )
t = � IR_decoder (R(i )

t ) 2 Rd i (14)

Sunart seic Ap¸leiac. To Montèlo AntistoÐqishc kai oi dÔo apokwdikopoihtèc �eltistopoioÔntai
qrhsimopoi¸ntac treic diaforetikèc sunart seic ap¸leiac :

1. Ap¸leia anakataskeu c anaparastˆsewn daskˆlou : Aut  eÐnai h Ap¸leia Mèsou Te-
tragwnikoÔ Sfˆlmatoc ( MSE) pou upologÐzetai metaxÔ twn stìqwn anaparastˆsewn apì to
Video MAE gia kˆje �Ðnteo kai twn anakataskeuasmènwn anaparastˆsewn twn antÐstoiqwn
antikeimènwn sto Ðdio �Ðnteo. Gia ènabatch B meN deÐgmata �Ðnteo :

LTR =
1

N � d t

NX

i=1

10X

t=1

LMSE(F (i ); F̂ (i )
t ) (15)

2. Ap¸leia anakataskeu c anaparastˆsewn eikìnac : Aut  eÐnai h MSE pou upologÐzetai
metaxÔ twn anaparastˆsewn eikìnac apì ton Kwdikopoiht  Eikìnac kai twn anakataskeua-
smènwn anaparastˆsewn eikìnac. Gia èna batch B meN deÐgmata antikeimènwn:

LIR =
1

N � d t

NX

i=1

10X

t=1

LMSE(I (i )
t ; Î (i )

t ) (16)

3. Ap¸leia sqesiak c apìstashc : Aut  eÐnai h Angle•wise Relational Knowledge Distilla•
tion Loss (RKD•A) ìpwc protˆjhke sto [79]. Gia mÐa triˆda deigmˆtwn, h sqesiak  dunamik 
gwnÐac posotikopoieÐ th gwnÐa pou dhmiourgeÐtai apì ta trÐa deÐgmata se èna q¸ro anapa-
�astˆsewn :

 A(Ri ; Rj ; Rk ) = cos\ Ri RjRk = (eij ; ekj )

where eij =
t i � t j

kt i � t jk2
; ekj =

tk � t j

ktk � t jk2
:

(17)

H ap¸leia RKD•A metrˆ th diaforˆ sth sqesiak  dunamik  gwnÐac metaxÔ twn anapara-
stˆsewn tou OAcE kai twn anaparastˆsewn tou daskˆlou :

RKD-A =
1

jC3 j

X

(Ci ;Cj ;Ck )2C3

LMSE( A(Ri ; Rj ; Rk );  A(F i ; F j ; Fk )) (18)

Gia na perioristeÐ h aÔxhsh thc upologistik c poluplokìthtac pou eisˆgei aut  h ap¸leia,
to C3 eÐnai èna sÔnolo 50 triˆdwn, pou epilègontai tuqaÐa apì kˆje batch .
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DiadikasÐa EkpaÐdeushc. 'Ola ta montèla ekpaideÔthkan gia 20 epoqèc qrhsimopoi¸ntac
learning rate scheduler kai ton Adam optimizer [56]. O learning rate scheduler perilambˆnei
duo �ˆseic [3]: mia arqik  grammik  projèrmansh mèqri lr = 0:001 , akoloujoÔmenh apì ekjeti-
k  meÐwsh tou lr . Aut  h prosèggish stoqeÔei na �elti¸sei th sÔgklish katˆ thn ekpaÐdeush.

1.4.7 Axiolìghsh

H axiolìghsh pragmatopoi jhke qrhsimopoi¸ntac dÔo mejìdouc : (i ) linear probing kai (ii ) ek-
paÐdeush miac kefal c taxinìmhshc MLP pˆnw apì tic pagwmènec anaparastˆseic OAcE . O
stìqoc thc peiramatik c axiolìghshc eÐnai na dokimˆsei eˆn o kwdikopoiht c OAcE mporeÐ na
enisqÔsei dÔo kwdikopoihtèc eikìnac : CLIP kai Image MAE . EÐnai shmantikì na shmeiwjeÐ ìti oi
anaparastˆseic CLIP den èqoun ekpaideuteÐ sth �ˆsh dedomènwn pou qrhsimopoi jhke gia axio-
lìghsh, en¸ sto Image MAE èqei pragmatopoihjeÐ �ne•tuning se aut  th �ˆsh dedomènwn. Oi
axiologhmènec mèjodoi eÐnai oi ex c :

1. GT: To ground truth apotèlesma proèkuye ekpaideÔontac touc taxinomhtèc stic anapara-
stˆseic tou daskˆlou. EÐnai san ta montèla na èqoun prìsbash stic "tèleiec" anamn seic
twn energei¸n pou sqetÐzontai me kˆje antikeÐmeno. Autì anadeiknÔei to qr simo s ma stic
anaparastˆseic tou montèlou tou daskˆlou.

2. OAcE se CLIP : EkpaÐdeush taxinomht¸n stic anaparastˆseic OAcE , me to CLIP wc kwdi-
kopoiht  eikìnac.

3. CLIP : EkpaÐdeush taxinomht¸n stic anaparastˆseic CLIP .
4. OAcE se IMAE : EkpaÐdeush taxinomht¸n stic anaparastˆseic OAcE , me to Image MAE wc

kwdikopoiht  eikìnac.
5. IMAE : EkpaÐdeush taxinomht¸n stic anaparastˆseic Image MAE .
6. OAcE + IMAE : EkpaÐdeush taxinomht¸n stic sugqwneumènec anaparastˆseic tou Image

MAE kai tou OAcE.

Linear probing. To linear probing èqei qrhsimopoihjeÐ wc prwtìkollo axiolìghshc anapara-
stˆsewn se diˆforec melètec, sumperilambanomènwn twn [86, 45]. Perilambˆnei thn ekpaÐdeush
enìc grammikoÔ taxinomht  pˆnw apì tic anaparastˆseic. Sto plaÐsio tou sunìlou dedomènwn
Something's A�ordance , h multi•label taxinìmhsh apaiteÐ thn ekpaÐdeush pènte duadik¸n gram-
mik¸n taxinomht¸n - ènan gia kˆje kathgorÐa prosferìmenhc dunatìthtac. O taxinomht c pou
epilèqjhke gia autì to peiramatikì tm ma  tan h Logistik  Palindrìmhsh, h opoÐa eÐnai èna
genikeumèno grammikì montèlo. Ta apotelèsmata parousiˆzontai stouc PÐnakec 3 kai 4.

Con�guration Recall Precision F1 Score Accuracy
GT 0.7508 0.9444 0.8349 0.8774

OAcE on CLIP 0.7275 0.9224 0.8116 0.8610
CLIP 0.7217 0.9147 0.8050 0.8561

OAcE on IMAE 0.6514 0.8986 0.7512 0.8256
IMAE 0.6863 0.8942 0.7740 0.8364
OAcE + IMAE 0.6964 0.8973 0.7821 0.8411

Table 3: Linear Probing metrikèc apìdoshc gia ton diaqwrismì �ˆsei �Ðnteo tou sunìlou dedo-
mènwnSomething's A�ordance

Kefal  Taxinìmhshc MLP. To linear probing eÐnai èna qr simo prwtìkollo axiolìghshc, den
mporeÐ na ekmetalleuteÐ mh grammikèc anaparastˆseic. Mia mikr c klÐmaka kefal  MLP ekpai-
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Con�guration Recall Precision F1 Score Accuracy
GT 0.6256 0.6240 0.5543 0.6845

OAcE on CLIP 0.6360 0.6404 0.5707 0.6980
CLIP 0.6256 0.6240 0.5543 0.6845

OAcE on IMAE 0.5575 0.5853 0.4821 0.6341
OAcE + IMAE 0.5994 0.5931 0.5341 0.6722
IMAE 0.5984 0.5907 0.5301 0.6681

Table 4: Linear Probing metrikèc apìdoshc gia ton diaqwrismì �ˆsei antikeimènou tou sunìlou
dedomènwnSomething's A�ordance

deÔthke gia thn axiolìghsh proc aut  thn kateÔjunsh. H arqitektonik  thc kefal c taxinìmhshc
eÐnai h ex c :

ˆ Grammikì str¸ma (eisìdou d t = 384 , exìdou = 1024 )
ˆ Str¸ma energopoÐhshc Relu
ˆ Grammikì str¸ma (eisìdou : d t = 1024 , exìdou = 5)
ˆ Sigmoeid c EnergopoÐhsh se kˆje èxodo
H ekpaÐdeush tou neurwnikoÔ diktÔou akoloÔjhse mia parìmoia prosèggish me to montèlo

OAcE Mapper , qrhsimopoi¸ntac ton algìrijmo Adam [56] kai ènan learning rate scheduler me
mègisth taqÔthta mˆjhshc 0; 001 . Gia thn telik  taxinìmhsh, efarmìzetai qr sh katwflÐou
(thresholding ) stic exìdouc tou teleutaÐou str¸matoc tou taxinomht , oi opoÐec �rÐskontai entìc
tou diast matoc [0; 1] lìgw thc sigmoeidoÔc energopoÐhshc. To kat¸fli �ujmÐzetai sto validation
set, se kˆje mia apì tic pènte kefalèc xeqwristˆ, gia na megistopoi sei to skor F1 tou taxinomht .
Ta peiramatikˆ apotelèsmata parousiˆzontai stouc PÐnakec 5 kai 6.

Con�guration Recall Precision F1 Score Accuracy
GT 0.8265 0.9380 0.8776 0.9045

OAcE on CLIP 0.8467 0.8782 0.8611 0.8878
CLIP 0.8195 0.8858 0.8505 0.8817

OAcE on IMAE 0.8138 0.8173 0.8145 0.8493
AcE + IMAE 0.8051 0.8331 0.8174 0.8538
IMAE 0.7785 0.8359 0.8046 0.8458

Table 5: Metrikèc apìdoshc thc MLP taxinìmhshc gia ton diaqwrismì �ˆsei �Ðnteo tou sunìlou
dedomènwnSomething's A�ordance

Con�guration Recall Precision F1 Score Accuracy
GT 0.7508 0.9444 0.8349 0.8774

OAcE on CLIP 0.6870 0.6834 0.6723 0.7820
CLIP 0.6840 0.6742 0.6598 0.7720

AcE on IMAE 0.5271 0.6574 0.5656 0.7136
AcE + IMAE 0.5501 0.6656 0.5838 0.7218
IMAE 0.5410 0.6633 0.5763 0.7186

Table 6: Metrikèc apìdoshc thc MLP taxinìmhshc gia ton diaqwrismì �ˆsei antikeimènwn tou
sunìlou dedomènwn Something's A�ordance
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1.4.8 Sumperˆsmata kai mellontikèc kateujÔnseic

Genikˆ, oi anaparastˆseic tou Video MAE parousiˆzoun kalÔterh apìdosh se sÔgkrish me touc
kwdikopoihtèc eikìnac. Aut  h �eltÐwsh �a mporoÔse na ofeÐletai sto ìti oi kwdikopoihtèc ei-
kìnac ekpaideÔontai se dedomèna ektìc tou pedÐou, en¸ to Video MAE èqei ekpaideujeÐ sto sÔnolo
dedomènwnSSv2. Gia na to diereun soume autì pragmatopoioÔme �ne•tuning tou Image MAE se
eikìnec apì to sÔnolo dedomènwn. Wstìso, sta peirˆmata o kwdikopoiht c CLIP exakoloujeÐ na
upertereÐ tou Image MAE kai èna pio oristikì apotèlesma �a apaitoÔse kai to �ne•tuning enìc
montèlou CLIP, qrhsimopoi¸ntac to sÔnolo dedomènwn SSv2.

Wstìso, �ewroÔme to gegonìc ìti oi anaparastˆseic Video MAE parousiˆzoun kalÔterh a-
pìdosh wc èndeixh ìti upˆrqei qr simo s ma stic anaparastˆseic autèc kai ta peirˆmatˆ mac
parousiˆzoun mia prospˆjeia na to axiopoi soume. Oi Video MAE anaparastˆseic �aÐnetai na
èqoun shmantikˆ mh grammikˆ qarakthristikˆ, kaj¸c h apìdos  touc �elti¸netai shmantikˆ
sthn taxinìmhsh me qr sh MLP. Genikˆ, h proteinìmenh mèjodoc OAcE parèqei mia mikr  �eltÐw-
sh stouc kwdikopoihtèc eikìnac. Aut  h �eltÐwsh eÐnai pio emfan c ston diaqwrismì tou sunìlou
dedomènwn me �ˆsh ta antikeÐmena. Autìc o diaqwrismìc me �ˆsh ta antikeÐmena parousiˆzei mia
megalÔterh prìklhsh gia ta montèla, kaj¸c eisˆgei ˆgnwsta antikeÐmena test set .

Sunolikˆ, to OAcE meCLIP parousiˆzei kalÔterh apìdosh, plhsiˆzontac tic Video MAE . Sthn
perÐptwsh tou Image MAE , to OAcE den pareÐqe pˆnta �elti¸seic apì mìno tou. SunoyÐzontac, oi
mejìdoi pou dokimˆsthkan parousiˆzoun mÐa periorismènh apotelesmatikìthta, wstìso endèqetai
na qreiˆzontai tropopoi seic stic mejìdouc   megalÔtera sÔnola dedomènwn gia na pragmatopoi-
hjeÐ qr simh metaforˆ plhroforÐac apì th drˆsh sto antikeÐmeno.

PeriorismoÐ thc mejìdou axiolìghshc. H trèqousa axiolìghsh periorÐzetai se èna mikrì
sÔnolo dedomènwn me lÐgec kathgorÐec drˆsewn. Se mellontikèc èreunec, perissìterec kathgorÐec
dunatot twn �a mporoÔsan na exaqjoÔn apì autì to sÔnolo dedomènwn. Mia pio oloklhrwmènh
axiolìghsh �a perielˆmbane th qr sh megalÔterwn sunìlwn dedomènwn ìpwc to Ego4D [36] kai
to EPIC•Kitchens [17]. Wstìso, mia shmantik  prìklhsh �a  tan h ekpaÐdeush tou Video MAE
ViT,   enìc enallaktikoÔ montèlou daskˆlou se autˆ ta megalÔtera sÔnola dedomènwn, lìgw twn
megˆlwn qronik¸n diarkei¸n kai thc uyhlìterhc anˆlushc twn �Ðnteo.

Epiplèon, ìpwc shmei¸jhke prohgoumènwc, sta peirˆmatˆ mac o kwdikopoiht c eikìnac CLIP
upertereÐ tou Image MAE , parìlo pou o kwdikopoiht c CLIP ekpaideÔetai mìno se dedomèna
ektìc tou pedÐou ( out•of•domain ). Gia na enisqujeÐ to epiqeÐrhma gia th mèjodo anaparˆstashc
drˆshc-se-antikeÐmeno, eÐnai aparaÐthto na pragmatopoihjoÔn peirˆmata kai me kˆpoio CLIP
montèlo ekpaideumèno se eikìnec apì to Ðdio sÔnolo. Wstìso, dedomènou ìti den eÐnai diajèsimoc
o epÐshmoc k¸dikac gia thn ekpaÐdeush tou CLIP , h diadikasÐa aut  anabˆlletai gia mellontik 
diereÔnhsh.

PeriorismoÐ thc arqitektonik c montèlou. 'Enac apì touc periorismoÔc tou OAcE eÐnai h
exˆrths  tou apì èna montèlo anÐqneushc antikeimènwn (p.q. YOLO [89], SAM [57], EgoHOS
[123], Mask R•CNN [44] ) gia thn exagwg  twn antikeimènwn apì ta �Ðnteo. Gia ta peirˆmata autoÔ
tou mèrouc apofasÐsthke na qrhsimopoihjoÔn ta bounding boxes tou sunìlou Something•Else
kai sth sunèqeia na diereunhjeÐ mÐa mèjodoc ekmˆjhshc anaparastˆsewn pou exˆgei autìmata
antikeÐmena kai anaparastˆseic apì mia skhn . Aut  h mèjodoc eÐnai to Slot Attention , kai to e-
pìmeno kefˆlaio katagrˆfei mia prospˆjeia katanìhshc twn kÔriwn ide¸n thc kai na axiolog sei
tic anaparastˆseic pou prokÔptoun.
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1.5 Anaparastˆseic Slot Attention

1.5.1 Jewrhtikì Upìbajro

Slot Attention. Autì to kefˆlaio epikentr¸netai sthn antikeimenokentrik  mèjodo Slot Atten•
tion pou mporeÐ na diaqwrÐsei autìmata mia eikìna   èna �Ðnteo se antikeÐmena. Se autì to
peÐrama, oi anaparastˆseic antikeimènwn proèrqontai apì to montèlo SOLV [3]. Autì to montèlo
epitugqˆnei epituq¸c ton diaqwrismì pollapl¸n antikeimènwn se �Ðnteo exˆgontac anaparastˆseic
gia kˆje èna apì ta antikeÐmena. Qrhsimopoi¸ntac to sÔnolo dedomènwn Something's A�ordances
me ton diaqwrismì me �ˆsh �Ðnteo, stoqeÔoume na axiolog soume autèc tic anaparastˆseic sthn
ergasÐa thc kathgoriopoÐhshc prosferìmenwn dunatot twn. Prin apì thn parousÐash thc mejo-
dologÐac kai twn peiramatik¸n apotelesmˆtwn, parousiˆzontai orismèna apì ta pio shmantikˆ
stoiqeÐa tou montèlou.

H mèjodoc Slot Attention [67], eÐnai mia arqitektonik  �asismènh sth mèjodo attention . O
stìqoc thc eÐnai na sundèsei antikeÐmena apì mia optik  eÐsodo se èna sÔnolo apì upodoqèc
(slots ). Pio sugkekrimèna, h mèjodoc aut  dèqetai mia eikìna eisìdou pou èqei diairejeÐ kai
kwdikopoihjeÐ se N dianÔsmata qarakthristik¸n me kwdikopoÐhsh �èshc kai ta epexergˆzetai gia
na parˆgei K dianÔsmata upodoq¸n. Ta dianÔsmata upodoq¸n mporeÐ na arqikopoioÔntai tuqaÐa
  na eÐnai parˆmetroi proc ekmˆjhsh, ìpwc sto SOLV. Aut  h mèjodoc epitrèpei se kˆje upodoq 
na exeidikeÔetai se ènan sugkekrimèno genikeumèno tÔpo antikeimènou.

H mèjodoc aut  sun jwc qrhsimopoieÐtai se upopl reic auto-kwdikopoihtèc kai ta dianÔsma-
ta upodoq¸n trofodotoÔntai se ènan apì-kwdikopoiht  Spatial Broadcast Decoder [113], ìpou
anakataskeuˆzei thn arqik  eÐsodo, eÐte se epÐpedo pixel, eÐte se epÐpedo anaparastˆsewn. 'Etsi,
h ekpaÐdeush gÐnetai me qr sh thc ap¸leiac anakataskeu c (reconstruction loss) .

Invariant Slot Attention . H arqitektonik  Invariant Slot Attention (ISM) [8] epidi¸kei thn e-
pexergasÐa tou optikoÔ s matoc me trìpo pou diaqwrÐzei thn emfˆnish tou antikeimènou apì th
stˆsh (pose) tou antikeimènou (�èsh, prosanatolismìc kai klÐmaka). H ISM efarmìzei kwdiko-
poÐhsh �èshc sta dianÔsmata qarakthristik¸n twn tokens me �ˆsh to sqetikì plaÐsio anaforˆc
kˆje upodoq c. H mèjodoc ISA mporeÐ na sunduˆzei ametablhtìthta wc proc tic treic idiìthtec thc
stˆshc enìc antikeimènou : metatìpish, klÐmaka kai peristrof . Ta kalÔtera apotelèsmata epi-
tugqˆnei to montèlo pou eisˆgei thn ametablhtìthta wc proc th �èsh kai thn klÐmaka : Translation
and Scaling Invariant Slot Attention (ISA•TS) kai autì qrhsimopoieÐtai sto SOLV.

Self•supervised Object•centric Learning for Videos (SOLV)[3] . O stìqoc autoÔ tou montèlou
eÐnai na diaqwrÐzei �Ðnteo tou pragmatikoÔ kìsmou se antikeÐmena. H mèjodoc SOLV (Eikìna
5) to epitugqˆnei autì efarmìzontac qwro-qronik  ( spatial•temporal) Slot Attention . Arqikˆ,
kˆje frame pernˆei apì qwrikì Slot Attention tÔpou ISM , ìpou upologÐzontai ta antikeÐmena
kai oi anaparastˆseic touc. Sth sunèqeia, kˆje upodoq  enisqÔetai me qronik  plhroforÐa
dÐnontac prosoq  stic antÐstoiqec upodoqèc se geitonikˆ frame . To montèlo ekpaideÔetai wc
autì-kwdikopoiht c me apìkruyh, anasunjètontac to kentrikì frame tou �Ðnteo se epÐpedo qa-
�akthristik¸n, proerqìmeno apì ton kwdikopoiht  DINOv2 [75] .

O kwdikopoiht c DINOv2 [75] eÐnai to pr¸to uposÔsthma sthn alusÐda epexergasÐac tou SOLV.
Lambˆnei wc eÐsodo èna �Ðnteo me2n + 1 frame , qwrÐzei kˆje frame se N = HW=P 2 mh epikalu-
ptìmena token megèjouc P (ExÐswsh 71), efarmìzei apìkruyh se kˆpoia apì ta token katˆ th
diˆrkeia thc ekpaÐdeushc) kai kwdikopoieÐ kˆje token . To epìmeno uposÔsthma eÐnai to Spatial
Binder , to opoÐo efarmìzei ISA•TS se kˆje frame anexˆrthta. Autì parˆgei 2n + 1 � K dianÔsmata
upodoq¸n.

Ta arqikˆ dianÔsmata upodoq¸n eÐnai parˆmetroi proc ekmˆjhsh. Dedomènou ìti ta geito-
nikˆ frame èqoun parìmoia optik  plhroforÐa kai ta apeikonizìmena antikeÐmena den allˆzoun
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drastikˆ apì to èna sto epìmeno, �ewroÔme ìti stic perissìterec peript¸seic oi upodoqèc me ton
Ðdio deÐkth �a sundèontai me ta Ðdia antikeÐmena se ìla ta frame . 'Etsi to uposÔsthma Temporal
Binder pou akoloujeÐ eÐnai ènac kwdikopoiht c morf c transformer , o opoÐoc enisqÔei tic ana-
parastˆseic twn upodoq¸n me plhroforÐa apì tic upodoqèc apì ta upìloipa frame . Gia kˆje
upodoq , h monˆda Self•attention epexergˆzetai ta 2n + 1 dianÔsmata upodoq¸n, parˆgontac
èna telikì diˆnusma upodoq c pou perièqei qronik  plhroforÐa. Sta dianÔsmata upodoq¸n tou
kˆje frame èqei prostejeÐ kwdikopoÐhsh qronik c �èshc (temporal positional encoding), gia na
axiopoihjeÐ to s ma qronik c aitiìthtac pou eÐnai diajèsimo sta dedomèna �Ðnteo.

Sth sunèqeia, to uposÔsthma Slot Merger upologÐzei dunamikˆ ton �èltisto arijmì upodoq¸n
gia kˆje eikìna kai omadopoieÐ ta dianÔsmata qrhsimopoi¸ntac ton algìrijmo Agglomerative
Clustering (AC) . Tèloc, ènac Spatial Broadcast Decoder [113] lambˆnei ton meiwmèno arijmì dia-
nusmˆtwn kai anakataskeuˆzei ta qarakthristikˆ tou kentrikoÔ frame , me �ˆsh to opoÐo upolo-
gÐzetai h ap¸leia anakataskeu c (reconstruction loss) .

Sunolikˆ, to SOLV exˆgei anaparastˆseic antikeimènwn anakataskeuˆzontac to kentrikì frame
se epÐpedo anaparastˆsewn, en¸ qrhsimopoieÐ plhroforÐec apì olìklhro to �Ðnteo. Endiafèron
parousiˆzei to gegonìc ìti oi mˆskec tmhmatopoÐhshc ( segmentation masks ) antikeimènwn pro-
kÔptoun wc upoproðìn aut c thc autì-epiblepìmenhc diadikasÐac. Se aut  thn peiramatik 
enìthta dokimˆzoume èna ˆllo upoproðìn aut c thc diadikasÐac • tic anaparastˆseic twn upo-
doq¸n • kai th qrhsimìthtˆ touc gia thn kathgoriopoÐhsh twn prosferìmenwn dunatot twn twn
antikeimènwn.

Sq ma 5: H arqitektonik  tou montèlou SOLV . Phg  : [3]

1.5.2 Peiramatik  Mèjodoc

Sthn peiramatik  enìthta aut , axiologoÔme tic anaparastˆseic upodoq¸n tou SOLV sthn ka-
thgoriopoÐhsh twn prosferìmenwn dunatot twn twn antikeimènwn, qrhsimopoi¸ntac to sÔnolo
dedomènwnSomething's A�ordances . Se antÐjesh me ta peirˆmata me tic anaparastˆseic tou
Video MAE ìpou o kwdikopoiht c OAcE deqìtan wc eÐsodo mÐa eikìna antikeÐmenou, to montèlo
SOLV eÐnai ikanì na epexergˆzetai olìklhrh th skhn  kai na thn tmhmatopoieÐ autìmata.

Arqikˆ, pragmatopoi jhke �ne•tuning tou montèlou SOLV me �Ðnteo apì to train set thc
diaÐreshc �ˆsei �Ðnteo tou Something's A�ordances gia 100 epoqèc. O k¸dikac ekpaÐdeushc pa-
�èqetai apì to sumplhrwmatikì ulikì tou [3]. Lìgw thc poluplokìthtac aut c thc ekpaÐdeushc,
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Sq ma 6: H ekpaÐdeush tou OAcE sto Spatial•temporal Binder tou montèlou SOLV. Prosar-
mìsthke apì : [3]

epikentrwnìmaste apokleistikˆ sth diaÐresh �ˆsei �Ðnteo, SA•vb , tou sunìlou dedomènwn kai h
melèth sth diaÐresh �ˆsei antikeimènwn metatÐjetai se mellontik  èreuna.

O arjrwtìc sqediasmìc (modular design) tou montèlou SOLV epitrèpei thn exagwg  anapara-
stˆsewn me antikeimenokentrik  prosèggish se diˆfora epÐpeda �o c thc plhroforÐac. Ta dÔo
shmeÐa estÐashc twn peiramˆtwn eÐnai oi dianusmatikèc èxodoi twn Spatial Binder kai tou Tempo•
ral Binder . EÐnai shmantikì na shmeiwjeÐ ìti, parìti o Spatial Binder epikentr¸netai sta qwrikˆ
qarakthristikˆ se epÐpedo frame , èqei ekpaideuteÐ wc mèroc enìc sunolikoÔ sust matoc pou e-
pexergˆzetai �Ðnteo. Ta dianÔsmata tou Spatial Binder �eltistopoioÔntai gia na parakoloujoÔn
mèswattention dianÔsmata twn geitonik¸n frame kai epomènwc mporoÔn na �ewrhjoÔn mèroc thc
eurÔterhc kathgorÐac mejìdwn metaforˆc gn¸shc apì �Ðnteo (video•to•image knowledge distilla•
tion) se eikìna kai apì drˆsh se antikeÐmeno .

ParomoÐwc me thn prosèggish tou prohgoÔmenou kefalaÐou, epiqeiroÔme na susqetÐsoume
kˆpoia plhroforÐa sqetik  me tic drˆseic me ta dianÔsmata anaparˆstashc twn antikeimènwn.
Autì gÐnetai me th qr sh enìc MLP, to opoÐo lambˆnei ta dianÔsmata upodoq¸n apì to kentrikì
frame enìc �Ðnteo kai ekpaideÔetai na problèpei ta dianÔsmata pou dhmiourgoÔntai apì to a-
potèlesma tou Temporal Binder , ìpwc �aÐnetai sto Sq ma 6. Autì to MLP ekpaideÔetai se èna
sÔnolo dedomènwn apì �Ðnteo drˆsewn kai onomˆzetai OAcESOLV . To montèlo OAcESOLV èqei thn
akìloujh arqitektonik  :

ˆ Linear Layer 1 : Linear( Dslot , 4 � Dslot )
ˆ ReLU Activation : ReLU(inplace=True)
ˆ Linear Layer 2 : Linear( 4 � Dslot , Dslot )
ˆ Dropout : nn.Dropout(p=0.1)
ˆ Residual Connection : output += input

To train set tou sunìlou dedomènwn apoteleÐtai apì 62,330 �Ðnteo. Lìgw thc auxhmènhc
poluplokìthtac tou montèlou autoÔ, se kˆje epoq  lambˆnetai èna mikrìtero tuqaÐo uposÔnolo
megèjouc 306 �Ðnteo, qwrÐc epanatopojèthsh. H ekpaÐdeush tou OAcESOLV diexˆgetai gia 10
epoqèc, qrhsimopoi¸ntac batches megèjouc 18 kai learning rate scheduling pou perilambˆnei
mÐa arqik  grammik  projèrmansh mèqri na �tˆsei lr = 0:0004 , akoloujoÔmenh apì ekjetik 
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meÐwsh. H sunˆrthsh ap¸leiac pou parousÐase ta kalÔtera apotelèsmata  tan h Smooth L1
Loss .

1.5.3 Axiolìghsh

Gia na axiolog soume tic anaparastˆseic twn upodoq¸n tou SOLV, tic ekpaideÔoume sto epish-
meiwmèno sÔnolo dedomènwnSA•vb , qrhsimopoi¸ntac ta bounding boxes thc �ˆshc dedomènwn
Something•Else . H kefal  kathgoriopoÐhshc prosferìmenwn dunatot twn, (A�ordance Catego•
rization Module •ACM) , eÐnai ènaMLP me thn akìloujh arqitektonik  :

ˆ Batch Normalization Layer [50]: BatchNorm1d( Dslot )
ˆ Linear Layer 1 : Linear( Dslot , 1024)
ˆ ReLU Activation : ReLU(in place=True)
ˆ Linear Layer 2 : Linear(1024, 5)
ˆ Dropout : Dropout(p=0.1)
ˆ Sigmoid Activation : Sigmoid()
O algìrijmoc ekpaÐdeushc tou ACM (Algìrijmoc 3) xekinˆ me thn epexergasÐa twn eikìnwn

tou sunìlou dedomènwn mèsw tou SOLV kai ton upologismì twn anaparastˆsewn upodoq¸n kai
twn antÐstoiqwn attention maps . Sth sunèqeia, autèc pernoÔn mèsw Slot Merger Module to opoÐo
sunduˆzei orismènec upodoqèc me �ˆsh thn omoiìthtˆ touc.

Oi attention maps qrhsimopoioÔntai gia thn paragwg  mask¸n tmhmatopoÐhshc (segmenta•
tion masks ), anajètontac to kˆje pixel sthn upodoq  me to megalÔtero attention pˆnw tou. Sth
sunèqeia entopÐzetai h upodoq  sthn opoÐa èqoun anatejeÐ ta perissìtera pixel entìc tou bound•
ing box tou antikeimènou. Ta dianÔsmata anaparastˆsewn twn upodoq¸n aut¸n antistoiqÐzontai
me tic etikètec prosferìmenwn dunatot twn, en¸ mÐa tuqaÐa epilegmènh upodoq  apì tic upìloi-
pec antistoiqÐzetai se etikèta arnhtik c kathgoriopoÐhshc se ìlec tic prosferìmenec dunatìthtec.
Sth sunèqeia, to ACM ekpaideÔetai qrhsimopoi¸ntac autˆ ta 
eÔgh eisìdou-etikètac.

H ekpaÐdeush tou ACM perilambˆnei ekpaÐdeush gia 20 epoqèc, qrhsimopoi¸ntac batches
megèjouc 18 kai learning rate scheduling pou perilambˆnei arqik  grammik  aÔxhsh mèqri to
lr = 0:001 , akoloujoÔmenh apì ekjetik  meÐwsh. Pˆli h sunˆrthsh ap¸leiac pou parousÐase
ta kalÔtera apotelèsmata  tan h Smooth L1 Loss . Posotikˆ apotelèsmata parousiˆzontai ston
PÐnaka 23 kai poiotikˆ apotelèsmata sta Sq mata 44 kai 45. Sta poiotikˆ apotelèsmata, oi
mˆskec tmhmatopoÐhshc twn upodoq¸n apeikonÐzontai me diaforetikˆ qr¸mata kai oi etikètec
kathgoriopoÐhshc topojetoÔntai sto kèntro �ˆrouc thc mˆskac tmhmatopoÐhshc kˆje upodoq c.

Con�guration Recall Precision F1 Score Accuracy
GT 0.7570 0.9407 0.8378 0.8793

OAcESOLV 0.7109 0.9470 0.8103 0.8631
SOLV Spatial 0.7065 0.9476 0.8076 0.8614

Table 7: H apìdosh twn anaparastˆsewn upodoq¸n tou SOLV sto sÔnolo dedomènwn SA � Vb

1.5.4 Parathr seic

Arqikˆ, oi anaparastˆseic twn upodoq¸n parousiˆzoun sugkrÐsima apotelèsmata me tic anapa-
�astˆseic twn montèlwn tou prohgoÔmenou kefalaÐou. Autì sumbaÐnei parˆ to gegonìc ìti eÐnai
mikrìterec se mègejoc ( DOAcEextSOLV = 128 , DOAcE = 384 ) kai pragmatopoioÔn autìmath tmhmato-
poÐhsh, h opoÐa eisˆgei kˆpoio �ìrubo sth diadikasÐa.
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Ta apotelèsmata deÐqnoun ìti oi anaparastˆseic pou proèrqontai apì ton Temporal Binder
tou SOLV, mporeÐ na perièqoun kˆpoio qr simo s ma pou den upˆrqei stic anaparastˆseic tou
Spatial Binder . To montèlo OAcESOLV prospajeÐ na ekmetalleuteÐ autì to qr simo s ma kai
èqei wc apotèlesma mia mikr  �eltÐwsh. ParathroÔme ìti h metrik  precision den �elti¸netai
stic anaparastˆseic GT kai OAcESOLV . Autì pijanìtata sumbaÐnei epeid  to sÔnolo dedomènwn
perièqei shmantikˆ perissìterec arnhtikèc etikètec apì �etikèc, kajist¸ntac protimìtero gia ta
montèla na eÐnai sunthrhtikˆ stic problèyeic touc. Wc apotèlesma, h metrik  F1 prosfèrei mia
pio qr simh eikìna thc apìdoshc tou montèlou.

Tèloc, ta poiotikˆ apotelèsmata deÐqnoun ìti parìlo pou h diadikasÐa ekpaÐdeushc perilam-
�ˆnei èna antikeÐmeno anˆ skhn , to montèlo mporeÐ na aniqneÔei kai na kathgoriopoieÐ swstˆ
pollaplˆ antikeÐmena anˆ skhn . Epiplèon, se orismènec peript¸seic, èna mìno antikeÐmeno
mporeÐ na anatÐjetai se pollèc upodoqèc. Aut  h pio leptomer c tmhmatopoÐhsh mporeÐ na eÐnai
epijumht  se orismèna senˆria, allˆ ìqi se ˆlla. Stic perissìterec peript¸seic, ìlec oi upodoqèc
pou antistoiqoÔn sto Ðdio antikeÐmeno kathgoriopoioÔntai swstˆ.

1.5.5 Sumperˆsmata kai mellontikèc kateujÔnseic

Se aut  thn enìthta melet same diˆfora montèla pou qrhsimopoioÔn thn arqitektonik  Slot
Attention kai dokimˆsame tic anaparastˆseic tou montèlou SOLV sto sÔnolo dedomènwn SA �
Vb. To montèlo SOLV eÐnai uyhloÔ endiafèrontoc gia th diplwmatik  aut  lìgw tou arjrwtoÔ
sqediasmoÔ tou, pou epitrèpei thn exagwg  antikeimenokentrik¸n anaparastˆsewn apì eikìnec
kai �Ðnteo.

Me th qr sh twn uposusthmˆtwn Spatial kai Temporal Binder , to montèlo SOLV èqei th du-
natìthta na epexergasteÐ olìklhrec skhnèc, parèqontac antikeimenokentrikèc anaparastˆseic.
DeÐqnoume ìti oi anaparastˆseic �Ðnteo apì to Temporal Binder èqoun èna mikrì pleonèkth-
ma sthn kathgoriopoÐhsh dunatot twn se sÔgkrish me tic statikèc anaparastˆseic eikìnwn a-
pì to Spatial Binder . Peiramatist kame me mia parallag  tou Object Action•centric encoder,
OAcESOLV , pou epiqeireÐ na sundèsei kˆpoiec plhroforÐec tou Temporal Binder me tic anapara-
stˆseic tou Spatial Binder . Oi anaparastˆseic tou OAcESOLV , epitugqˆnoun mia mikr  �eltÐwsh.
Epiplèon, prokÔptoun �etikèc endeÐxeic gia thn ikanìthta tou montèlou gia genÐkeush kaj¸c to
montèlo kathgoriopoieÐ pollaplˆ antikeÐmena se mia skhn , en¸ ekpaideÔthke se skhnèc me èna
epishmeiwmèno antikeÐmeno.

PeriorismoÐ tou sunìlou dedomènwn. Mia pio oloklhrwmènh axiolìghsh �a perilˆmbane th
qr sh megalÔterwn sunìlwn dedomènwn, ìpwc to Ego4D [36] kai to EPIC•Kitchens [17] . Epiplèon,
�a  tan endiafèron na diereunhjeÐ h enswmˆtwsh aut¸n twn anaparastˆsewn se arqitektonikèc
pou stoqeÔoun sthn epÐlush problhmˆtwn, ìpwc h Prìbleyh Drˆshc ( Action Anticipation) [127].

Anaparastˆseic gia ton èlegqo. To prìblhma thc kathgoriopoÐhshc twn prosferìmenwn du-
natot twn mporeÐ na eÐnai polÔ qr simo se �ompotikˆ sust mata gia sqediasmì mellontik¸n
drˆsewn. Idanikˆ, oi Ðdiec anaparastˆseic �a prèpei na eÐnai qr simec stic ergasÐec �ompotikoÔ
elègqou. Parìla autˆ, mia anaparˆstash pou apodÐdei kalˆ se probl mata anagn¸rishc den
apodÐdei aparaÐthta kalˆ stic ergasÐec elègqou [78]. Sto epìmeno kefˆlaio, dokimˆzoume tic
anaparastˆseic tou SOLV se èna aplì prìblhma prosomoiwmènou �ompotikoÔ qeirismoÔ.

1.6 Anaparastˆseic Slot Attention gia �ompotikì èlegqo

Se autì to mèroc, meletˆme mia mèjodo gia na sunduˆsoume tic anaparastˆseic upodoq¸n tou
montèlou SOLV, gia th dhmiourgÐa anaparastˆsewn eikìnwn gia èna prìblhma prosomoiwmènou
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�ompotikoÔ qeirismoÔ. Sugkekrimèna, aut  h mèjodoc efarmìzetai se mia prosomoiwmènh �o-
mpotik  ergasÐa apì to Train O�ine, Test Online (TOTO) benchmark [128]. SugkrÐnoume thn
apìdosh tou kwdikopoiht  eikìnac pou �asÐzetai sto SOLV se me ˆllouc pro-ekpaideumènouc kw-
dikopoihtèc eikìnac. Ta apotelèsmatˆ deÐqnoun ìti to SOLV genikˆ epitugqˆnei kalÔterh apìdosh
se autì to peribˆllon. Parìla autˆ, ta apotelèsmata eÐnai se èna prosomoiwmèno peribˆllon
pou mporeÐ na mhn metafèrontai ston pragmatikì kìsmo kai autì apoteleÐ mÐa apì tic �asikèc
prokl seic sthn èreuna thc �ompotik c [128]. 'Omwc, h axiolìghsh sthn prosomoiwmènh ergasÐa
prosfèrei èna pr¸to � ma sth dokim  thc mejìdou mac prin apì th metˆbash se peirˆmata ston
pragmatikì kìsmo (real•world testing) .

Sq ma 7: H prosomoiwmènh ergasÐa �ompotik c qeirismoÔ tou TOTO[128]

1.6.1 Jewrhtikì Upìbajro

Enisqutik  Mˆjhsh. SÔmfwna me touc Russell kai Norvig [93], ènac prˆktorac eÐnai mia o-
ntìthta pou allhlepidrˆ me èna exwterikì peribˆllon me skopì thn epÐteuxh enìc stìqou. Oi
algìrijmoi Enisqutik c Mˆjhshc (Reinforcement Learning • RL) stoqeÔoun sthn anˆptuxh pra-
ktìrwn pou allhlepidroÔn me èna exwterikì peribˆllon me tètoio trìpo ¸ste na megistopoioÔn
to anamenìmeno s ma antamoib c pou lambˆnoun apì autì to peribˆllon [104]. Aut  h allhle-
pÐdrash sun jwc montelopoieÐtai qrhsimopoi¸ntac Markobianèc DiadikasÐec Apofˆsewn (Markov
Decision Process • MDPs) : O prˆktorac allhlepidrˆ me to peribˆllon se mia seirˆ diakrit¸n
qronik¸n �hmˆtwn, ìpwc �aÐnetai sto Sq ma 8.

Sq ma 8: Markobianèc DiadikasÐec Apofˆsewn. Phg  : [104]

Se kˆje qronikì � ma, o prˆktorac lambˆnei plhroforÐec sqetikˆ me thn katˆstash tou
peribˆllontoc, st 2 S, kai epilègei mia drˆsh, a t 2 A. Aut  h drˆsh, me th seirˆ thc, ephreˆzei
th metˆbash se mia nèa katˆstash, st+1 2 S, kaj¸c kai th l yh kˆpoiac antamoib c, r t+1 2 R.
Oi metabˆseic twn katastˆsewn exart¸ntai apì th dunamik  tou sust matoc kai tic pijanìthtec
metˆbashc pou sumbolÐzontai wc P : (S � A)2 ! [0; 1]. Oi pijanìthtec metˆbashc P(s0; r js; a )
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ekfrˆzoun thn abebaiìthta thc l yhc thc antamoib c r kai thc metˆbashc sthn katˆstash s0 apì
thn katˆstash s ìtan ekteleÐtai h drˆsh a . H strathgik  tou prˆktora gia thn epilog  drˆsewn
ekfrˆzetai mèsw thc sunˆrthshc politik c � : S ! A, h opoÐa antistoiqÐzei katastˆseic se drˆseic
[104].

Mˆjhsh mèsw MÐmhshc (Imitation Learning). Se antÐjesh me thn enisqutik  mˆjhsh ìpou o
prˆktorac majaÐnei allhlepidr¸ntac me to peribˆllon, sth mˆjhsh mèsw mÐmhshc, h ekmˆjhsh
gÐnetai mèsw kˆpoiou daskˆlou, pou o prˆktorac prospajeÐ na mimhjeÐ. Me th mèjodo aut 
den qreiˆzetai exereÔnhsh tou peribˆllontoc kai autì eÐnai polÔ qr simo se peript¸seic pou to
kìstoc kai o kÐndunoc peiramˆtwn eÐnai uperbolikˆ uyhlˆ, ìpwc sthn autìnomh od ghsh kai sth
�ompotik  [29].

Sq ma 9: Mˆjhsh mèsw MÐmhshc. Phg  : [29]

'Opwc kai sthn enisqutik  mˆjhsh, h politik  eÐnai mÐa parametropoihmènh sunˆrthsh pou
antistoiqÐzei katastˆseic se drˆseic :

� � : S ! A (19)

H diadikasÐa ekmˆjhshc mia politik c mèsw mÐmhshc parousiˆzetai sto Sq ma 9. Mia po-
litik  èqei paramètrouc � , oi opoÐec antiproswpeÔoun tic metablhtèc pou prosarmìzontai katˆ
th diˆrkeia thc mˆjhshc. Stic perissìterec peript¸seic, o algìrijmoc den mporeÐ na èqei ˆmesh
prìsbash sthn politik  tou daskˆlou �  , epeid  apaiteÐ gn¸sh thc eswterik c tou katˆstashc,
kai ètsi h ekmˆjhsh gÐnetai me qr sh paradeigmˆtwn.

Behavioral Cloning. H mèjodoc tou Behavior Cloning eÐnai ènac apì touc pr¸touc kai aploÔ-
sterouc algorÐjmouc mˆjhshc mèsw mÐmhshc [29, 9]. QrhsimopoieÐ thn teqnik  thc epiblepìmenhc
mˆjhshc gia na ekpaideÔsei thn politik  � � problèpontac thn pio pijan  enèrgeia dedomènhc miac
katˆstashc, dhlad  arg maxP(a js), qrhsimopoi¸ntac se èna epishmeiwmèno sÔnolo dedomènwn pou
dhmiourg jhke apì ton dˆskalo.

'Ena meionèkthma tou Behavior Cloning eÐnai ìti se polÔploka probl mata, oi politikèc tou
duskoleÔontai na genikeÔsoun. Autì sumbaÐnei epeid  h politik  � � teÐnei na apotugqˆnei ìtan
sunantˆ katastˆseic pou den upˆrqoun sta paradeigmata tou daskˆlou. Wstìso, h teqnik 
aut  qrhsimopoieÐtai apotelesmatikˆ gia thn ekkÐnhsh thc ekpaÐdeushc enìc prˆktora prin thn
efarmog  miac mejìdou Enisqutik c Mˆjhshc [29, 9].

Se aut  th diplwmatik , efarmìzoume Behavior Cloning se mia apl  �ompotik  prosomoÐwsh
gia thn axiolìghsh mejìdwn ekmˆjhshc optik¸n anaparastˆsewn.
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1.6.2 SÔnolo dedomènwn

TOTO. To TOTO [128] eÐnai èna �ompotikì benchmark pou an kei se mÐa prospˆjeia pou
gÐnetai ston tomèa thc �ompotik c na antimetwpisteÐ h èlleiyh tupopoÐhshc anˆmesa sta ereu-
nhtikˆ kèntra. To TOTO parèqei prìsbash se �ompotikì exoplismì kai dedomèna gia o�ine
ekpaÐdeush. To sunolo dedomènwn apoteleÐtai apì �ompotikèc troqièc pou sullèqjhkan mèsw
thleqeirismoÔ tou �ompìt, emploutismènec me �ìrubo kai diadromèc pou dhmiourg jhkan apì
prˆktorec ekpaideumènouc mèsw Behavioral Cloning (BC) . To benchmark epikentr¸netai se dÔo
ergasÐec qeirismoÔ: to ˆdeiasma ulikoÔ apì doqeÐo se doqeÐo (pouring) kai th qr sh koutalioÔ
(scooping) .

To TOTO prosfèrei èna prwtìkollo gia thn axiolìghsh tìso twn optik¸n anaparastˆsewn,
ìso kai twn mejìdwn ekmˆjhshc politik c. Se aut  thn ergasÐa, epikentrwnìmaste apoklei-
stikˆ sthn axiolìghsh twn optik¸n anaparastˆsewn, dokimˆzontˆc tec me th mèjodo ekmˆjhshc
politik c BC, h opoÐa eÐnai mÐa mèjodocMˆjhshc mèsw MÐmhshc (Imitation Learning) .

ProsomoÐwsh. To TOTO perilambˆnei èna peribˆllon prosomoi¸sewn gia thn ergasÐa èkqushc
kai èna sÔnolo dedomènwn me 108 poreÐec thleqeirismoÔ. Aut  h prosomoÐwsh qrhsimopoi jhke
gia na axiologhjeÐ h mèjodoc aut c thc enìthtac. H prosomoÐwsh proorÐzetai gia tic arqikèc
dokimèc stic mejìdouc mejìdouc touc kai den apoteleÐ mèroc tou epÐshmou prwtokìllou axio-
lìghshc TOTO. 'Opwc anafèrjhke nwrÐtera, ta apotelèsmata thc prosomoÐwshc mporeÐ na eÐnai
paraplanhtikˆ kai h uperprosarmog  sto prosomoiwmèno peribˆllon mporeÐ na empodÐsei th
genÐkeush stic pragmatikèc sunj kec. Parìla autˆ, h qr sh thc prosomoÐwshc apoteleÐ èna
polÔtimo arqikì � ma prin apì th diexagwg  peiramˆtwn ston pragmatikì kìsmo.

H prosomoÐwsh qrhsimopoieÐ to logismikì prosomoÐwshc MuJoCo [108] . O prosomoiwmènoc
�ompotikìc �raqÐonac eÐnai eÐnai tÔpou Franka Emika Panda [41] me 7 �ajmoÔc eleujerÐac, me
kˆje ˆrjrwsh na periorÐzetai se sugkekrimèno eÔroc �èsewn. O periorismìc autìc aplopoieÐ
lÐgo to prìblhma, surrikn¸nontac ton q¸ro elègqou, allˆ gÐnetai kai gia lìgouc asfaleÐac se
pragmatikèc efarmogèc.

'Opwc �aÐnetai sto Sq ma 7, o �ompotikìc �raqÐonac xekinˆei krat¸ntac èna doqeÐo gemˆto me
12 mikrèc sfaÐrec. O stìqoc eÐnai na adeiˆsei ìso to dunatìn perissìterec sfaÐrec se èna ˆllo
doqeÐo. Oi arqikèc �èseic twn arjr¸sewn kai h topojesÐa tou stìqou pothrioÔ arqikopoioÔntai
tuqaÐa gia kˆje peÐrama. MÐa dokim  �ewreÐtai epituq c an toulˆqiston mÐa sfaÐra katal xei sto
doqeÐo stìqoc. H metrik  antamoib c eÐnai to posostì twn sfair¸n pou èqoun katatejeÐ epituq¸c
sto doqeÐo stìqoc.

To sÔnolo ekpaÐdeushc apoteleÐtai apì tic 82 troqièc pou eÐnai epituqeÐc. Prin apì thn ek-
paÐdeush, ìlec oi eikìnec tou sunìlou ekpaÐdeushc kwdikopoioÔntai me ton optikì kwdikopoiht 
gia na axiologhjoÔn. Epeid  o optikìc kwdikopoiht c eÐnai pagwmènoc katˆ th diˆrkeia thc
BC ekpaÐdeushc, autì epitaqÔnei thn ekpaÐdeush, kaj¸c diaforetikˆ oi eikìnec �a èprepe na
kwdikopoihjoÔn xanˆ gia kˆje epoq .

Katˆ th diˆrkeia thc ekpaÐdeushc, o algìrijmoc BC ekpaideÔei èna neurwnikì dÐktuo pou
leitourgeÐ wc h politik  tou prˆktora. To dÐktuo politik c lambˆnei wc eÐsodo to dianÔsma
optik c anaparˆstashc se sunduasmì me tic trèqousec gwnÐec twn arjr¸sewn tou �ompìt kai
parˆgei touc stìqouc gia tic gwnÐec twn arjr¸sewn. Autèc sth sunèqeia trofodotoÔntai ston
elegkt  MuJoCo , o opoÐoc kineÐ ton �raqÐona tou �ompìt. H diˆstash eisìdou eÐnai inp _dim =
R_dim + 7, ìpou R_dim eÐnai h diˆstash tou dianÔsmatoc anaparˆstashc eikìnac. H diˆstash
exìdou eÐnaiout _dim = 7 � h , ìpou h eÐnai o orÐzontac twn energei¸n pou prèpei na problèpontai
kˆje �orˆ. Sta epìmena peirˆmata, h = 10 . H arqitektonik  tou diktÔou politik c eÐnai h ex c :
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ˆ Normalization (Input) :

norm_output =
Input � inp_mean

inp_std

ˆ Linear Layer 1 : Linear(inp_dim, hidden_dim)
ˆ ReLU Activation : ReLU(inplace=True)
ˆ Dropout : nn.Dropout(p=0.1)
ˆ Linear Layer 2 : Linear(hidden_dim, hidden_dim)
ˆ ReLU Activation : ReLU(inplace=True)
ˆ Dropout : nn.Dropout(p=0.1)
ˆ Final Linear Layer : Linear(hidden_dim, out_dim)
ˆ Rescale Output :

actions = out_mean + out_std � �nal_layer_output

Oi parˆmetroi inp_mean, inp_std, out_mean, and out_std upologÐzontai apì to sÔnolo ekpaÐ-
deushc kai apojhkeÔontai se proswrinèc metablhtèc entìc tou montèlou. H kanonikopoÐhsh aut 
kˆnei pio dÐkaih th sÔgkrish diaforetik¸n kwdikopoiht¸n pou parèqoun eisìdouc se diˆforec
morfèc. Epiplèon, antÐ na parˆgei ˆmesa to diˆnusma drˆshc, to dÐktuo problèpei pìsec tupikèc
apoklÐseic eÐnai h èxodoc apì ton mèso ìro twn drˆsewn. Aut  h prosèggish mei¸nei th diakÔmansh
katˆ thn ekpaÐdeush.

1.6.3 Peiramatik  mèjodoc

Sq ma 10: O kwdikopoiht c OcESOLV .

Se aut  thn enìthta, eisˆgoume mia mèjodo gia ton sunduasmì twn antikeimenokentrik¸n ana-
parastˆsewn tou montèlou SOLV, gia th dhmiourgÐa anaparastˆsewn eikìnwn gia thn ekpaÐdeush
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optikokinhtik¸n politik¸n. H proteinìmenh mèjodoc eÐnai paremfer c me mejìdouc pou qrhsi-
mopoioÔn antikeimenokentrikèc anaparastˆseic gia ekmˆjhsh optikokinhtik¸n politik¸n ìpwc to
VIOLA (Visuomotor Imitation via Object•centric LeArning) [129] kai to POCR (Pre•Trained Object•
centric Representations) [99] .

H POCR pr¸ta upologÐzei to {poÔ} �rÐskontai ta antikeÐmena. Sth sunèqeia efarmìzei èna mo-
ntèlo tmhmatopoÐhshc thc eikìnac gia thn exagwg  mask¸n gia ta antikeÐmena. Oi suntetagmènec
aut¸n twn mask¸n apoteloÔn to {poÔ} tou antikeimenokentrikoÔ dianÔsmatoc anaparˆstashc.
Sth sunèqeia upologÐzetai h anaparˆstash pou aforˆ to {ti} twn antikeimènwn. Gia kˆje mˆska
antikeimènou, upologÐzetai h anaparˆstash tou antikeimènou me ènan pro-ekpaideumèno kwdiko-
poiht  eikìnac. Sunduˆzontac ta dianÔsmata {poÔ} kai {ti} gia kˆje antikeÐmeno, h mèjodoc aut 
dhmiourgeÐ antikeimenokentrikˆ dianÔsmata anaparˆstashc, ta opoÐa sth sunèqeia qrhsimopoio-
Ôntai sthn ekmˆjhsh politik c.

Me parìmoio trìpo, qrhsimopoioÔme to pro-ekpaideumèno montèlo SOLV [3], to opoÐo ègine
�ne•tune sta �Ðnteo drˆsewn tou Something Something , gia na paragˆgoume ènan kwdikopoiht 
eikìnwn, pou onomˆzoume OcESOLV . To pleonèkthma tou SOLV eÐnai ìti mporeÐ na parˆgei tau-
tìqrona tìso dianÔsmata {ti} ìso kai {poÔ} mèsw tou upologismoÔ twn dianusmˆtwn twn upodoq¸n.
Sth dik  mac perÐptwsh, h ekpaÐdeush tou TOTO apaiteÐ èna epÐpedo diˆnusma gia kˆje eikìna
kai den perilambˆnei ènan kwdikopoiht  transformer ikanì na epexergasteÐ pollaplˆ dianÔsma-
ta antikeimènwn. Gia na dhmiourg soume èna epÐpedo diˆnusma anaparˆstashc gia kˆje eikìna,
exˆgoume ènan stajerì arijmì upodoq¸n anˆ eikìna, parˆgoume ta dianÔsmata {ti} kai {poÔ} gia
kˆje antikeÐmeno kai ta sunduˆzoume se mÐa eniaÐa anaparˆstash.

'Opwc suzht jhke sto prohgoÔmeno kefˆlaio, h arqitektonik  SOLV perilambˆnei mia monˆda
Slot Merger pou sugqwneÔei upodoqèc me �ˆsh thn omoiìthtˆ touc. Se aut  thn enìthta, diamor-
�¸noume ton algìrijmo Agglomerative Clustering gia na sugqwneÔsei tic arqikèc 8 upodoqèc se
4.

Ta 4 dianÔsmata upodoq¸n, me diˆstash Dwhat = 128 , antiproswpeÔoun ta dianÔsmata {ti}.
'Opwc anafèrjhke prohgoumènwc, an kai to SOLV qrhsimopoieÐ Invariant Slot Attention , ta dia-
nÔsmata upodoq¸n exakoloujoÔn na perièqoun kˆpoia plhroforÐa �èshc lìgw thc kwdikopoÐhshc
�èshc tou kwdikopoiht  DIVOv2 .

Belti¸noume thn apìdosh tou kwdikopoiht  eikìnac emploutÐzontac tic plhroforÐec gia thn
�èsh twn antikeimènwn mèsw tou attention thc kˆje upodoq c. To attention mask kˆje upodoq c
èqei arqikˆ sq ma hatt � w att = 24 � 36 . Mei¸noume to mègejìc thc se h 0

att � w 0
att = 10 � 10 qrh-

simopoi¸ntac bilinear interpolation . Sth sunèqeia, efarmìzoume sunˆrthsh softmax stic mˆskec
prosoq c meiwmènou megèjouc. Ta dianÔsmata �èshc pou prokÔptoun, me diˆstash Dwhere = 100 ,
sunduˆzontai me ta dianÔsmata upodoq¸n gia na paraqjeÐ mia epÐpedh anaparˆstash gia olìklh-
�h thn eikìna me mègejoc D = 4 � (128 + 100 ) = 912 .

1.6.4 Axiolìghsh

Se aut  thn enìthta, ekpaideÔsame prˆktorec me th mèjodo BC qrhsimopoi¸ntac diˆforouc
sÔgqronouc kwdikopoihtèc eikìnac : (i) BYOL [38], (ii) CLIP [86], (iii) DINOv2 [75], MoCo [46],
Resnet50 [43] . Epiplèon, axiolog same tic anaparastˆseic tou pro-ekpaideumènou montèlou
SOLV pou parèqetai apì [3], to opoÐo ekpaideÔthke sto sÔnolo �Ðnteo Youtube•VIS 2019 [118] .
Aut  h axiolìghsh eÐqe wc stìqo na elègxoume eˆn to �ne•tuning tou montèlou SOLV me �Ðnteo
apì to Something Something èqei �etik  epÐdrash. O kwdikopoiht c pou �asÐzetai sto pr¸to
montèlo emfanÐzetai sta apotelèsmata pou akoloujoÔn wc OcESOLV_YT .

Kˆje prˆktorac ekpaideÔetai gia 80 epoqèc. Gia na d¸soume mia pio xekˆjarh eikìna, ekpai-
deÔoume 5 prˆktorec gia kˆje kwdikopoiht  eikìnac kai axiologoÔme kˆje ènan se 100 tuqaÐa
arqikopoihmènec troqièc thc �ompotik c ergasÐac. Ta apotelèsmata parousiˆzontai ston PÐnaka
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8.

Representation size Success Rate Mean Reward
BYOL 512 0.46 � 0.05 17.48 � 2.40

CLIP 512 0.49 � 0.06 18.61 � 4.09

DINOv2 768 0.55 � 0.04 18.72 � 1.78

OcESOLV_SS 912 0.61 � 0.04 25.25 � 2.95

OcESOLV_YT 912 0.46 � 0.06 15.07 � 2.24

MoCo 2048 0.31 � 0.04 9.4 � 2.16

ResNet50 2048 0.56 � 0.11 21.15 � 5.60

PÐnakac 8: SÔgkrish twn pro-ekpaideumènwn anaparastˆsewn ston �ompotikì qeirismì tou
TOTO [128] .

Kˆpoiec parathr seic gia ta parapˆnw apotelèsmata :
ˆ To montlelo OcESOLV parˆgei kalˆ apotelèsmata, parìla autˆ kai ˆlloi kwdikopoihtèc

ìpwc DINOv2 kai Resnet50 , parˆgoun prˆktorec me kalèc epidìseic.
ˆ 'Ena meionèkthma thc proteinìmenhc mejìdou eÐnai ìti èqei auxhmènh upologistik  polu-

plokìthta kaj¸c �asÐzetai se pollˆ epÐpeda pou �asÐzontai sth mèjodo attention .
ˆ To �netuning tou montèlou SOLV se �Ðnteo tou sunìlou dedomènwn Something Something

èqei �etik  epÐdrash stic anaparastˆseic.
ˆ Sta apotelèsmata peiramˆtwn pragmatikoÔ kìsmou pou parousiˆsthkan sto [128], oi kw-

dikopoihtèc eikìnac MoCo kai BYOL emfˆnisan kalÔterh apìdosh. Autì upogrammÐzei
thn asunèpeia metaxÔ twn apotelesmˆtwn thc prosomoÐwshc kai twn pragmatik¸n apotele-
smˆtwn.

1.6.5 Sumperˆsmata kai mellontikèc kateujÔnseic

Sthn enìthta aut , parousiˆzoume mia mèjodo sunduasmoÔ twn anaparastˆsewn twn upodoq¸n
tou montèlou SOLV gia thn paragwg  anaparastˆsewn eikìnac gia thn ekmˆjhsh optikokinhti-
k¸n politik¸n. H proteinìmenh mèjodoc efarmìzetai se mia prosomoiwmènh ergasÐa �ompotikoÔ
qeirismoÔ. Ta peiramatikˆ apotelèsmata deÐqnoun ìti o kwdikopoiht c OAcESOLV epitugqˆnei ka-
lˆ apotelèsmata kai ìti h diadikasÐa �netuning se �Ðnteo drˆsewn �elti¸nei tic anaparastˆseic.
Sumperasmatikˆ, h proteinìmenh mèjodoc emfanÐzei enjarruntikˆ apotelèsmata gia dokim  se
pio sÔnjetec �ompotikèc ergasÐec kai sunj kec pragmatikoÔ kìsmou.

Sto mèllon �a  tan endiafèron na epektajeÐ h melèth se pio polÔplokec ergasÐec pou apaitoÔn
sqediasmì se peribˆllonta pollapl¸n antikeimènwn, ìpwc autˆ pou parèqontai sta peribˆllonta
Franka Kitchen [39] kai Meta•world [120] .

O kwdikopoiht c eikìnac pˆnw ston opoÐo �asÐzetai to SOLV eÐnai oDINOv2 [75]. Mia en-
diafèrousa mellontik  kateÔjunsh �a mporoÔse na perilambˆnei th melèth miac arqitektonik c
parìmoiac me to SOLV pou na exˆgei anaparastˆseic upodoq¸n apì optikèc anaparastˆseic eidi-
kˆ ekpaideumènec gia �ompìtikouc qeirismoÔc, ìpwc ta R3M [73] kai LIV [69], pou ekpaideÔthkan
se megˆla sÔnola dedomènwn, ìpwc to Ego4D [36] kai to EpicKitchen [17] .
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1.7 Sumperˆsmata kai mellontikèc kateujÔnseic

O kÔrioc stìqoc aut c thc diplwmatik c ergasÐac  tan h diereÔnhsh mejìdwn gia th �eltÐwsh
twn antikeimenokentrik¸n kwdikopoiht¸n eikìnac, estiˆzontac se mejìdouc pou dhmiourgoÔn su-
sqetÐseic antikeimènwn-drˆsewn, �ˆsei dedomènwn pou proèrqontai apì �Ðnteo drˆsewn. AutoÐ
oi kwdikopoihtèc eikìnac, pou anaptÔqjhkan mèsw optik c pro-ekpaÐdeushc, proorÐzontai gia
qr sh sta sust mata antÐlhyhc �ompìt kai teqnht¸n praktìrwn.

Sthn pr¸th peiramatik  enìthta diereun same mia mèjodo pou stoqeÔei sthn kwdikopoÐhsh
twn empeiri¸n drˆshc, qrhsimopoi¸ntac ènan pro-ekpaideumèno Masked Auto•encoder gia �Ðnteo,
kai th susqètis  touc, mèsw Apìstaxhc Gn¸shc, me thn apeikìnish twn sqetik¸n antikeimènwn.
Prospaj same na enisqÔsoume dÔo pro-ekpaideumènouc kwdikopoihtèc eikìnac : (i) CLIP [86] kai
(ii) Image MAE [45]. Autèc oi anaparastˆseic axiolog jhkan sthn ergasÐa thc kathgoriopoÐhshc
prosferìmenwn dunatot twn antikeimènwn , qrhsimopoi¸ntac èna sÔnolo dedomènwn mikr c kÐma-
kac, pou dhmiourg same qrhsimopoi¸ntac to sÔnolo dedomènwn Something•Something v2 [35].
Ta peirˆmata deÐqnoun ìti oi mèjodoi parˆgoun mia mikr  allˆ stajer  �eltÐwsh. To kÔrio
meionèkthma aut c thc pr¸thc mejìdou eÐnai h exˆrths  thc apì èna sÔsthma anÐqneushc anti-
keimènwn. Sunep¸c, sth deÔterh peiramatik  enìthta epikentrwj kame se èna montèlo �asismèno
sth mèjodo Slot Attention [67] pou exˆgei autìmata ta antikeÐmena.

Sth deÔterh peiramatik  enìthta, oi anaparastˆseic antikeimènwn antl jhkan apì to montèlo
SOLV[3], to opoÐo epitugqˆnei thn tmhmatopoÐhsh kai exagwg  anaparastˆsewn pollapl¸n anti-
keimènwn se �Ðnteo. To montèlo SOLV eÐnai uyhloÔ endiafèrontoc gia th diplwmatik  aut , lìgw
tou arjrwtoÔ sqediasmoÔ tou, pou epitrèpei thn exagwg  antikeimenokentrik¸n anaparastˆsewn
apì eikìnec kai �Ðnteo. Qrhsimopoi same pˆli to Ðdio sÔnolo dedomènwn kathgoriopoÐhshc dunato-
t twn gia thn axiolìghsh twn mejìdwn mac. H mèjodoc parousiˆzei antagwnistikˆ apotelèsmata,
en¸ epitugqˆnei epÐshc autìmath tmhmatopoÐhsh twn eikìnwn kai shmantik  meÐwsh sto mègejoc
thc anaparˆstashc anˆ antikeÐmeno. Epiplèon, proèkuyan �etikèc endeÐxeic gia thn ikanìthta tou
montèlou gia genÐkeush, kaj¸c to montèlo kathgoriopoieÐ pollaplˆ antikeÐmena se mia skhn ,
en¸ ekpaideÔthke se skhnèc me èna epishmeiwmèno antikeÐmeno.

Sthn trÐth peiramatik  enìthta, melet same mia mèjodo gia na sunduˆsoume tic anapa-
�astˆseic upodoq¸n tou montèlou SOLV, gia th dhmiourgÐa anaparastˆsewn eikìnwn gia èna
prìblhma prosomoiwmènou �ompotikoÔ qeirismoÔ. AxiologoÔme thn apìdosh autoÔ tou kwdiko-
poiht  eikìnac ènanti ˆllwn pro-ekpaideumènwn kwdikopoiht¸n eikìnac kai ta apotelèsmatˆ mac
deÐqnoun ìti h mèjodìc mac epitugqˆnei genikˆ kalÔterh apìdosh. H proteinìmenh mèjodoc em-
�anÐzei enjarruntikˆ apotelèsmata gia dokim  se pio sÔnjetec �ompotikèc ergasÐec kai sunj kec
pragmatikoÔ kìsmou.

Dhmiourg¸ntac susqetÐseic drˆshc-antikeimènou stic anaparastˆseic twn kwdikopoiht¸n ei-
kìnac, aut  h diplwmatik  epidi¸kei na sumbˆlei sthn anˆptuxh pio apotelesmatik¸n susth-
mˆtwn ìrashc gia �ompìt kai teqnhtoÔc prˆktorec, epitrèpontˆc touc na katanooÔn kalÔtera
th shmasiologÐa kai th dunamik  thc allhlepÐdrashc prˆktora-antikeimènou. Wc mellontik 
kateÔjunsh, mia pio oloklhrwmènh axiolìghsh aut¸n twn mejìdwn �a mporoÔse na perilambˆnei
megalÔtera sÔnola dedomènwn ìpwc to Ego4D [36] kai to EPIC•Kitchens [17], kaj¸c kai perai-
tèrw peiramatismì me diaforetikoÔc trìpouc montelopoÐhshc thc qr simhc plhroforÐac pou
perièqetai se autˆ. Epiplèon, oi mèjodoi optik c pro-ekpaÐdeushc gia th �ompotik  �a prèpei
na parèqoun anaparastˆseic pou na eÐnai qr simec se mia poikilÐa apì ergasÐec. Sunep¸c, �a
 tan qr simo oi antikeimenoketrikèc anaparastˆseic na axiologhjoÔn se diˆforec ergasÐec qeiri-
smoÔ, sqediasmoÔ kai anagn¸rishc. Tèloc, �a  tan endiafèron na melethjoÔn parìmoiec mèjodoi
sto plaÐsio thc SuneqoÔc ( Continual ) kai Diaqronik c ( Lifelong ) Mˆjhshc, kai na exereunhjoÔn
teqnikèc pou epitrèpoun stouc prˆktorec na kwdikopoioÔn kai na dhmiourgoÔn susqetÐseic �ˆsei
twn dik¸n touc energei¸n kai empeiri¸n.
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2 Introduction

2.1 Motivation

A key objective of computer vision is to develop techniques that extract meaningful visual rep•
resentations of the world. Robotics manipulation [6], planning [125], as well as human•robot
interaction [2, 22, 23], are areas with many open problems being studied at the moment. The
extraction of visual representations through visual pre•training methods (Figure 11) is promis•
ing because it reduces training time and improves performance and generalization, compared
to end•to•end learning methods[52, 61, 95, 128]. These representations should be able to be
utilized in a variety of downstream tasks and require minimal retraining [95, 70].

Figure 11: Visual Pre•Training for Robotics. Source: [52]

An emerging framework within visual pre•training methods is object•centric representation
learning , where the goal is to represent complex environments in terms of objects, rather than
treating the entire scene as a single entity. These methods are compatible with the way humans
process visual signals by organizing them into objects [77] and show the potential to improve
the generalization capabilities, explainability and sample e�ciency of models [67, 8, 3].

Object•centric learning could draw inspiration from the �eld of psychology, where there has
been extensive study in the way humans learn to interact with their environment by associat•
ing actions and words to objects. Experiments in developmental psychology show that infants
�rst learn action•object associations, with word associations becoming more important later in
development [24]. Developing robotic agents would potentially struggle to exactly follow human
development due to limits in computational resources, datasets, or experimental constraints.
However, this can inspire algorithms that seek to pre•train robotic perception systems through
a form of curriculum learning [5, 100] to �rst focus on extracting representations from ob•
served actions and then transition to learning from language•based supervision. This approach
transitions from utilizing self•supervised learning on more easily accessible datasets, such as
unlabeled videos, to the use of datasets that are annotated, which tend to be more costly. Addi•
tionally, it progresses from learning lower•order representations to higher•order representations.

Thesis Objective. This thesis focuses on ways that actions can be associated with objects,
following the positive results of visual pre•training methods that focus on modeling action•centric
information. Examples of this approach apply visual pre•training methods [87, 54, 61, 73, 69]
using datasets that capture the way humans interact with objects [36, 17]. These datasets can
be used to train the vision systems of agents and give them a head start in understanding the
agent•object interaction dynamics of the real world.
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2 Introduction

Based on the above, the primary aim of this thesis is to explore methods for improving object•
centric image encoders by focusing on methods that generate action•object associations based
on knowledge sourced from videos of actions. The �rst task used to evaluate the e�ectiveness
of these enhanced representations is a�ordance categorization, which is an appropriate assess•
ment of action•centric representations. In the �elds of Computer Vision, Robotics and Arti�cial
Intelligence recognizing a�ordance can help systems anticipate and plan by providing informa•
tion on possible interactions with objects and the environment. In addition, the e�ectiveness of
these representations is assessed through a basic simulated robotic manipulation task.
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2.2 Contributions

2.2 Contributions

This thesis o�ers the following contributions.

1. Something's A�ordances: Curating a Small•Scale A�ordance Categorization Dataset.
Something's A�ordances is a small•scale dataset that extends the Something•Else dataset
and focuses on a�ordance categorization. Its goal is to provide a proof of concept for
the proposed methods which are aimed at enhancing image representations through the
distillation of knowledge present in videos of actions. From the original dataset a small
subset of action categories was selected based on their ability to test the representations.
The multi•label a�ordance targets were extracted from the statistics of the dataset. The
dataset o�ers a small•scale testing environment for simple versions of some of the methods,
as a �rst step before scaling to bigger datasets with larger computational requirements.

2. The Object Action•centric Encoder. We have experimented with an action•to•object
distillation process that transfers the knowledge of a pre•trained Video MAE to an image
encoder. This framework attempts to encode (Video MAE) action experiences and associate
them with the depiction of the interacting objects present in those experiences. Experi•
ments show that the representations of Video MAE contain useful information that could
be useful to the image encoders, and we test some methods to enrich them with this in•
formation. The methods tested show some limited capability but may need adjustments
or larger datasets to e�ectively capture this information.

3. SOLV [3] representations for a�ordance categorization . We evaluate the image repre•
sentations of objects using a model that utilizes the Slot Attention architecture. We utilize
the model's modular design to extract image object•centric representations from images
and we propose a method that attempts to associate some extra information about the ac•
tions with the object representation vectors. The model presents competitive results while
also achieving automatic segmentation of the images and a substantial reduction in the
per•object representation size. Furthermore, the model's ability to detect and categorize
multiple objects in a scene, despite being trained with one object per scene, highlights its
robustness and potential for generalization.

4. SOLV [3] representations for control. We introduce a method to combine the spatial
slot representations of the SOLV model to generate image representations for a simulated
robot manipulation task. We evaluate the performance of this SOLV•based image en•
coder against other pre•trained image encoders that were trained on out•of•domain data.
Our results demonstrate that SOLV generally achieves better performance in this setting,
although it comes at the cost of increased computational complexity.
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3 Theoretical Background

3 Theoretical Background

This Theoretical Background section aims to present the theoretical foundations of this thesis by
providing the necessary context and focusing on key topics relevant to the proposed methods and
experiments. It draws insights from various sources, but mainly from:

ˆ Christopher M. Bishop's Pattern Recognition and Machine Learning [7]
ˆ Ian Goodfellow, Yoshua Bengio, and Aaron Courville's Deep Learning [32]
ˆ Marco Gori's Machine Learning: A Constraint•Based Approach [33]
ˆ Peter Norvig and Stuart J. Russell's Arti�cial Intelligence: A Modern Approach [93]
ˆ Sergios Theodoridis' Machine Learning: A Bayesian and Optimization Perspective [107]
ˆ Shai Shalev•Shwartz and Shai Ben•David's Understanding Machine Learning: From Theory

to Algorithms [98]

Figure 12: A Venn diagram illustrating the relationships between di�erent �elds relevant to this
thesis.

3.1 Machine Learning

Machine Learning (ML) is a �eld of study focused on developing methodologies that enable com•
puter programs to perform tasks by learning from data, instead of following explicit instructions.
The ability of ML algorithms to learn from data without prede�ned instructions has proven highly
e�ective in �elds like computer vision and natural language processing, where humans and bi•
ological systems can perform complex tasks, but it is di�cult to articulate the steps involved in
accomplishing them. Furthermore, ML has seen success in tasks that are di�cult or impossible
for humans to perform, such as analyzing large amounts of data or making predictions based
on complex patterns.

A concept that highlights the tasks in which ML excels at, is the symbolic vs. sub•symbolic
dichotomy within the �eld of Arti�cial Intelligence (AI) [49, 33]. Symbolic AI is the branch of AI
that focuses on methodologies that are highly dependent on the manipulation of symbols and
attempt to approach tasks by programming computers to emulate human•like reasoning. These
methods have the advantage of interpretability, as most of the reasoning process is transparent
and understandable by humans. However, because symbolic systems use human•designed
high•level representations, they often require signi�cant human involvement and struggle in
tasks that involve ambiguity, noisy data, or dynamic environments.
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3.1 Machine Learning

Notation Description
D Domain set (set of all possible inputs)

X train Training set
Xval Validation set
X test Test set
Z Latent or internal representation space
T Target/decision space
O Final output space

e : D ! Z Encoder function (maps domain inputs to latent space)
f : Z ! T Decision function (maps latent space to target space)
g : T ! O Post•processing function (maps decisions to �nal output)

h � = g � f � e Complete ML model
� Parameters of the ML model
H Hypothesis space

p : O � O ! R Performance measure

Table 9: Machine Learning (ML) Notations

Computer vision tasks are mostly of sub•symbolic nature, because inputs at the pixel level
have no semantic meaning and symbolic rules cannot easily be applied. Sub•symbolic AI, which
includes most modern ML approaches, uses methods such as statistical learning and mathemat•
ical optimization to generate models from data. These models can be expressed as parameterized
functions, and the learning process involves optimizing the functions' parameters using data.
These methods do not have the interpretability of symbolic AI methods and this opaqueness has
led to their characterization as black box models . This has led to the development of explainable
ML, which focuses on techniques that provide explanations of the processes and results of ML
models [71].

Producing useful ML models often requires a large number of parameters, which requires
a large amount of data and computational resources for training. However, technological ad•
vances in hardware, such as GPUs and TPUs, and the availability of large datasets have helped
overcome these bottlenecks, leading to signi�cant advancements and furthering research in ML
algorithms. Furthermore, in recent years, there is growing interest in hybrid approaches that
combine both sub•symbolic and symbolic AI, that study methods that are not only e�ective but
also more interpretable.

Formalizing Machine Learning Tasks and Models. Let us de�ne a formalism for a generic
ML task, model and learning, as presented in [33, 98]. The domain set , D , represents the set
of elements that an ML model, h � , is designed to process, producing outputs that belong to the
output space, O. For example, in the task of object classi�cation, the domain set D consists of
images of objects that we aim to classify into a prede�ned set of categories, O, such as "cup",
"chair", and others

An ML model can be formalized as a composition of three functions: h � = g � f � e. Many
ML models require a simpler formulation, in which some of the functions g; f; e are the identity
functions. The encoder function e : D ! Z , maps the domain inputs to the latent space, also
known as the internal representation space. The �eld that focuses on training such encoders
is called representation learning. This topic will be explored further in a next chapter, as it
constitutes a primary focus of this thesis. For example, the encoder can take images of objects,
where each image i 2 D = RH � W � 3 (with height H , width W and 3 color channels) and encode
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3 Theoretical Background

them into representation vectors z = e(i ) 2 Z . The internal representation vectors aim to
reduce the input size and transform the input into a useful form, preserving the most important
information.

The function f : Z ! T expresses the process that takes the internal representation z 2 Z ,
and produces a decision, t = f (z) 2 T , in the target space of the task. Finally, the post•
processing function, g : T ! O , expresses the mapping of the decision to the �nal output,
o = g(t ) 2 O in the space of the �nal task•speci�c output by applying activation functions,
thresholding, or scaling.

In line with the previous example of the object classi�cation task, the decision space can
include vectors of assigned probabilities to each class. These probability vectors represent the
model's con�dence that the input belongs to each class. The post•processing function g could
then apply transformations such as selecting the class with the highest probability or applying
a threshold to produce a �nal result.

The class of models and the function, h � , is chosen from the set of all possible models H .
H is called the hypothesis space, as this choice represents the designer's hypothesis and prior
knowledge about the task and domain set, which introduces certain restrictions to the learning
process. These restrictions are known as inductive bias [98, 93].

Classi�cation & Regression. If the target output is a continuous variable, the ML task is
referred to as a Regression task. When the output is a �nite number of categories, the task is
called a Classi�cation task. Classi�cation into two categories is known as Binary Classi�cation .
Classi�cation into three or more categories is refereed to as Multi•class Classi�cation . When
the goal is for each sample to be labeled with multiple, nonexclusive labels, the task is termed
Multi•label Classi�cation . An example of multi•label classi�cation is A�ordance categorization , a
task that is within the scope of this thesis. For this task, each sample is an object, and the goal
is to predict its nonexclusive a�ordances (e.g. a ball can be rollable and squeezable).

Datasets. In most of the tasks in which ML methods are used, the domain sets are in�nite or
�nite but vast. For example, if D represents all RGB images of size 10 � 10, then a sample i 2 D
would be an element in [0; 255 ]10 � 10 � 3 , where each pixel has 3 color channels (red, green, blue)
and intensity in the range [0; 255 ]. The cardinality of this domain set is jDj = 256 300 1 . It is
clear that in most cases we cannot realistically train or test an ML model on the entire domain
set, nor can we attempt to label every possible element.

ML methodologies are applied to subset datasets that are sampled from the domain set.
The challenge is to develop models that learn from these datasets but can generalize to unseen
data. This highlights the importance of sampling methods and the quality of the dataset. In
many theoretical frameworks for ML, like probably approximately correct (PAC) learning [98],
the assumption is that the sampling from the domain set takes place in an independently and
identically distributed (i.i.d.) manner. However, this i.i.d. assumption is often not strictly true in
practice. Understanding how this assumption is violated in real•world applications is important
for developing e�ective ML models [122].

The datasets sampled from the domain set are usually split into three separate datasets: the
train validation and the test set. Each of these sets performs a speci�c role in ML methods. The
train set is used to optimize the parameters of the ML model according to the learning algorithm.
The validation set is used to provide feedback during the training on how the model performs
on unseen data. This feedback is used to adjust the training process' parameters, referred to as

1For comparison, recent studies have estimated the age of Universe is approximately 8 � 10 17 seconds [40]
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hyperparameters, without compromising the �nal evaluation. The test set is used for the �nal
evaluation, providing an assessment of the model's performance on unseen data.

Over�tting & Under�tting. The main aim of ML methods is to produce models that perform
well on unseen data drawn from the same domain set (or distribution), what is known as gen•
eralisability. Generalisability is measured by training a model based on performance metrics
computed on the training set but evaluating it on the test set. In this context, the i.i.d assump•
tion on the data generating process is important , as it allows statistical learning theory through
the concept of Empirical Risk Minimization [98] to draw some conclusions on how the model's
performance on the train set will a�ect its performance on the test set. [32].

Furthermore, a model's generalizability is a�ected by its capacity , which is its ability to �t
complex datasets by approximating complex functions[32]. At �rst glance, the improved capacity
may seem as an advantage, but this �exibility can lead to a phenomenon called over�tting ,
where the model �ts the training set too tightly, diminishing its performance on unseen data.
Under�tting is when low•capacity models underperform because the complexity of the task
requires a greater amount of expressive power (Figure 13). In some ML models, like neural
networks, the amount of over�tting is also a�ected by training hyperparameters like training
duration, learning rate, etc. In recent years, there has been extensive research in �nding
methods that optimize the model's capacity and training methods to avoid over/under�tting
and improve generalization.

Figure 13: Model capacity, over�tting and under�tting. Source: [32]

Machine Learning Protocols. There are three main ML protocols that are determined by the
di�erent types of feedback that the models have access to during training.

ˆ Supervised Learning. In this type of ML, the methods uses feedback in the form of labels.
A labeled dataset includes a label for every sample, X = f(x1 ; y 1); : : : ; (xm ; y m )g, where
xi 2 D and y i 2 O. The performance of the model is quanti�ed using a performance
measure function p : O � O ! R that is used to compare the model predictions with the
ground truth labels. During training a performance measure function is used to optimize
the model parameters using the train set, X train . In the evaluation phase, performance
measure functions are used on the labels of the test set, X test , and these functions can be
di�erent from the ones used in training.

ˆ Unsupervised Learning. In Unsupervised Learning, there is no explicit feedback that in•
forms the training process, and models attempt to discover patterns in datasets. Density
estimation, clustering, and dimensionality reduction algorithms fall into this category.

ˆ Self•supervised Learning. This ML approach, generally considered a subcategory of unsu•
pervised learning, where the model generates its own supervision feedback from the data.
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This technique is commonly used to pre•train encoder models that are then �ne•tuned
using supervised learning. Self•supervised methods using neural network encoder models
fall within the scope of this thesis and are discussed in more detail in the next chapters.

ˆ Reinforcement Learning. In Reinforcement Learning the models learn by interacting with
an environment, and the feedback takes the form of a reward function. This type of ML
is inspired by the way that humans learn and interact with their environments and has
many applications in the �eld of robotics. RL is presented in greater detail in a following
chapter.

Probabilistic methods. Probability theory is a common theoretical framework on which many
ML methodologies are based on. It models the uncertainty and variability of the domain set, data
generating process and model parametrization and provides a systematic approach handling
noisy and incomplete data, incorporating prior knowledge to the learning process and updating
the models using new information [107, 115, 32].

Using the probabilistic framework, the uncertainty in the datasets is quanti�ed using prob•
ability distributions. Supervised learning can be seen as an attempt to estimate the conditional
distribution p(y jx ) using parameterised functions by observing random variables x; y . This leads
to two approaches for using the feedback of labels y: generative and discriminative learning. In
discriminative learning the conditional distribution p(y jx ) is modeled directly, learning a map•
ping between input x and output y and focusing on the boundaries of the classes. On the other
hand generative learning models the joint distribution p(x; y ) and uses the product rule of prob•
ability to make predictions (Equation 20). Generative models acquire a deeper understanding
of the underlying distributions but usually require more complex parameterized functions and
learning methods to achieve this.

P(y jx ) =
p(y; x )
p(x )

=
p(y; x )

P
y p(y; x )

: (20)

In the context of probabilistic models, Maximum Likelihood Estimation (MLE) and Maximum
A Posteriori (MAP) are two common methods for estimating the model parameters. MLE assumes
that the parameters � are �xed but unknown and attempts to �nd the parameter values that
maximize the likelihood of the observed data without incorporating any prior beliefs about the
parameters. MAP estimation extends MLE by incorporating prior knowledge of the parameters
through a prior distribution p(� ).

Performance Measures. Permanence measures are functions that quantify the model's perfor•
mance and are an important part of ML theory and methods. For binary classi�cation tasks,
where each can either belong ( y i = 1), or not ( y i = 0), to a single category, some of these functions
are based on the following numbers:

ˆ True Positives (TP): The number of samples for which y i = 1 and h � (xi ) = 1
ˆ True Negatives (TN): The number of samples for which y i = 0 and h � (xi ) = 0
ˆ False Positives (FP): The number of samples for which y i = 1 and h � (xi ) = 0
ˆ False Negatives (FN): The number of samples for which y i = 0 and h � (xi ) = 1

Some common performance measures for the supervised learning tasks will be examined
next.

Accuracy (Equation 21) is the percentage of correct predictions by the model. It provides an
assessment of the general performance of the model and the same formula can be generalized
for multi•class classi�cation tasks with the numerator being the sum of the samples classi�ed
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correctly. In multi•label classi�cation tasks there exists an accuracy variant know as Subset
Accuracy , which is the percentage of samples that had all their labels predicted correctly. A
disadvantage of this metric is that it might be misleading in imbalanced datasets. For example,
if 90 % of the samples in a dataset have labels y = 0, then a models that predicts always h � (x ) = 0
will have Accuracy = 90%.

Accuracy =
TP + TN

TP + TN + FP + FN
� 100 % (21)

Recall (Equation 22) is the percentage of accurate positive predictions to the total samples
with ground•truth positive labels.

Recall =
TP

TP + FN
� 100 % (22)

Precision (Equation 23) is the percentage of the model's accurate positive predictions to the
total samples predicted as positive.

Precision =
TP

TP + FP
� 100 % (23)

In a multi•class setting, recall and precision are computed individually for each class. If the
recall is 100 %, the model has predicted all samples belonging to this class correctly ( FN = 0).
This might be misleading, as the model might be too aggressive and assign many other classes
incorrectly. However, if the cost of FP is small and cost of FN is high, this behavior may
be preferable. For example, when designing smoke alarms, it is preferable to have increased
sensitivity (in the literature, sensitivity is another term for recall), even if that increases the
number of false alarms.

On the other hand, if the precision is 100 %, when the model assigns this class to a sample,
its always correct ( FP = 0).This might be misleading, as the model might be very cautious
with respect to this class and only assign only the obvious samples. In certain scenarios, this
cautious approach may be preferable, particularly in applications such as diagnosis of medical
conditions.

Taking the above into account, there is a clear need for a performance measure that combines
recall and precision. F1•score (Equation 24) is a function that meets this requirement and is
widely used. This metric is the harmonic mean of recall and precision and is equal to 100 %
when both metrics are 100 % and 0 % if either of them is 0 %.

F1 = 2 �
Precision � Recall

Precision + Recall
(24)

In multi•class and multi•label settings, the above per•class metrics are averaged to produce
a total performance measure for the model. The averaging can be performed in many ways, the
most widely used are macro, micro and weighted averaging [82, 97]. Macro•averaging computes
the per•class metrics and then calculates their unweighted mean. This handles each class
equally, regardless of their samples. Weighted•averaging uses the number of samples of each
class as weights to calculate the weighted mean of the per•class metrics. Finally, micro•averaging
computes the global TP; FP; FN and combines them into a global metric using the previously
described equations.

Loss functions. Loss or cost functions are a subcategory of performance measure functions
that assess how far the model's predictions are to the ground truth labels and are usually di�er•
entiable with respect to the parameters � . In simple linear models, they allow for estimation of
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the parameters using analytical di�erentiation and closed form solutions. In more complex non•
linear models they allow for the application optimization methods like the iterative algorithms
in the Gradient Descent family. Some common loss functions are presented next.

Cross Entropy Loss (CEL) (Equation 25) is a loss function mostly used in classi�cation tasks
and can be theoretically derived from the MLE principle. Suppose that ĥ � is a the model function
that assigns class probabilities to the samples of the dataset. Then CEL measures the di�erence
between a predicted class probabilities, ĥ � (xi ), and the ground truth labels.

CEL = �
1

N

NX

i=1

y i log(ĥ � (xi )) (25)

Mean Squared Error (MSE) (Equation 26) is a loss function mostly used in regression tasks
that measures the squared di�erence between the predicted values and ground truth values.
The squaring of the error penalises larger errors more and MSE is often referred to as the L2

loss function because it uses the L2 norm of the error vector. Interestingly, in some cases, MSE
can be used for MLE when we assume that the dataset is i.i.d. and the distribution p(y jx ) is
Gaussian distribution[32].

MSE =
1

N

NX

i=1

(y i � h � (xi ))2 (26)

Mean Absolute Error (MAE) (Equation 27) is a loss function mostly used in regression tasks
that measures the absolute di�erence between the predicted values and ground truth values.
MAE linearly handles all errors and therefore larger errors are not disproportionately more
costly. As a result, training with MAE is less sensitive to outliers and dataset noise. MAE is
often referred to as the L1 loss function because it uses the L1 norm of the error vector.

MAE =
1

N

NX

i=1

jy i � h � (xi )j (27)

Smooth L1 Loss (SL1 ) is a function that combines the MSE and MAE using the parameter � .
It produces squared error if the absolute element•wise error falls below beta and an absolute
error otherwise. Its outlier sensitivity falls between the MSE and MAE losses.

l i =

8
>><
>>:

0:5 (y i � h � (xi ))2

� ; if jy i � h � (xi )j < �

jy i � h � (xi )j � 0:5�; otherwise

SL1 =
1

N

NX

i=1

l i

(28)

Regularization. As seen above loss functions main goal is to guide the learning process to
statistically estimate the parameters to produce predictions that are close to the ground truth
labels. To minimize the capacity of the model and thus avoid over�tting, some penalty terms
can be added to the loss function. This technique is known as regularization. The penalty
terms create a competitive optimization problem that prevents the model from fully optimizing
the objective of the original cost function [32]. Two common regularization methods are L1 and
L2 (Equations 29 and 30).

L1 regularization term : �
mX

i=1

j� i j (29)
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L2 regularization term : �
mX

i=1

� 2
i (30)

With � being the parameter that controls regularization strength and � i the model parame•
ters.

Logistic Regression. Goodfellow et al. [32] make the observation that in most cases machine
learning frameworks require four components: a dataset, a loss function, an optimization algo•
rithm and a model. Choosing the instantiation of each component requires careful consideration
of the task at hand and experimentation. In this section, we will focus on Logistic Regression, a
fundamental ML algorithm. This algorithm is within the scope of this thesis because it is used
as a evaluation approach for the proposed representation learning methods.

In order to provide context for the experiments that follow, suppose that we have two encoder
models e1 and e2 , and we want to compare their performance on a classi�cation dataset X =
f(x1 ; y 1); : : : ; (xN ; y N )g. The output vectors of the encoders zi = e(xi ) are of size Dz . The Logistic
Regression model will take the weighted sum of the representation vectors zi as described in
Equation 31. The weights w and the bias term b are the parameters of the model. t i is called
the logit and is transformed into the probability that this sample belongs to the class using the
Sigmoid function (Equation 32). In order to make the �nal classi�cation, a threshold must be
set, usually at 0 :5 over which the sample is classi�ed as belonging to the class [18].

t i =

0
BBBBBB@

DzX

j=1

w jzi;j

1
CCCCCCA+ b (31)

p(y jxi ) = � (t i ) =
1

1 + e� t i
(32)

In the multi•class variant of Logistic Regression, t i is a vector of logits, one for every class.
The logits are transformed into class probabilities using the Softmax function (Equation 33).

p(ycjxi ) = softmax (t i ) =
et i;c

P K
j=1 et i;c

(33)

During model training, the cross•entropy loss is minimized by estimating the parameters
using Maximum Likelihood Estimation (MLE). As logistic regression is a generalized linear model
(with logits originating from a linear function), the loss function is convex, ensuring the presence
of at most one global minimum. The optimal parameters that achieve this global minimum
can be found using optimization algorithms. Gradient descent iteratively changes the weights
in the direction that minimizes the loss function using the gradient of the loss with respect
to the weights. Alternatively, the Limited•memory Broyden•Fletcher•Goldfarb•Shanno (L•BFGS)
algorithm [11] approximates the inverse Hessian matrix to achieve faster convergence, especially
in high•dimensional problems.

After training and evaluating the performance of the two classi�ers, we can draw some
conclusions about the representation vectors produced by the two encoders. Methods that
use linear models (such as classi�ers or regressors) on top of frozen encoders to evaluate their
representations are termed linear probing [86, 45].
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3.2 Deep Learning

Deep learning is a branch of ML that has achieved many successes in recent years in �elds such
as computer vision and natural language processing, and tasks such as image and speech recog•
nition, autonomous driving, and healthcare. In the deep learning framework, models can take
various forms, including feedforward neural networks (Figure 14), recurrent neural networks
(RNNs) for sequential data, and convolutional neural networks (CNNs) for image processing.
Each architecture is designed to approximate functions in di�erent domains and introduce dif•
ferent inductive biases. Their main advantage of deep learning techniques compared to other
ML methods is their ability to automatically learn representations from raw data, eliminating
the requirement for hand•crafted representations [62].

Neural networks are made up of multiple layers. Each layer uses non•linear transformations
to process its input and produces an output that is transmitted to the next layer. The �rst and
last layers are referred to as input and output layers respectively and the intermediate layers are
called the hidden layers. The depth of the neural network is the number of layers it contains
and its width is the size of its hidden layers. Increasing the width and depth of a neural network
will generally enhance its capacity and ability to approximate more complex functions. However,
this also requires more data and computational resources to optimize the parameters.

Figure 14: The architecture of a feedfor•
ward neural network with two hidden and
the equations of the forward pass that de•
scribe how the values are computed at each
layer to produce the model's prediction.
Source: [62]

Figure 15: The backward di�erentiation
�ow and equations of the backward pass
of the backpropagation algorithm. Source:
[62]

As shown in Figure 14, the layers of a feedforward neural network are made up of neurons.
Each neuron in a layer is connected to neurons in the next layer through weighted connections
w ij . The input to each neuron is a weighted sum of the outputs of the previous layer H ,
represented by zi =

P
j2H w ji y j + b (the bias term b is omitted from the �gure for simplicity).

This sum is then passed through an non•linear activation function f (zi ) to produce the neuron's
output. This non•linearity allows the neural network to learn complex patterns [32, 62]. Some
common activation functions are the following.

ˆ The Sigmoid : function maps inputs to values between 0 and 1,

f (z) =
1

1 + e� z
(34)
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ˆ The Hyperbolic Tangent (tanh) that maps inputs to values between •1 and 1.

f (z) =
ez � e� z

ez + e� z
(35)

ˆ The Recti�ed Linear Unit (ReLU) is a computationally simple and widely used activation
function.

f (z) = max (0; z) (36)

In deep learning, optimizers are mainly iterative gradient•based algorithms. This is because
the non•linear nature of neural networks results in non•convex loss functions. As a result,
there is no guarantee that the training process will converge to a global minimum. One of the
most common loss functions in deep learning is the cross•entropy loss, with the output of the
output layer being conditional probabilities p(y jx ) with the use of sigmoid or softmax activation
functions.

Stochastic Gradient Descent. Stochastic Gradient Descent (Algorithm 1) and its variants are
the most widely used optimization algorithms in deep learning. The algorithms iteratively update
the weights of the model using gradients, ĝ, computed on small random subsets of data called
mini•batches. This estimates the gradient that would result from the whole dataset and as a
result can display some variability, making the optimization process noisy. This provides SGD
with its stochastic nature that can help avoid convergence to local minima. The gradient ĝ,
being vector that points in the direction of the most rapid ascent of the loss function, is used to
update the network's parameters with the rule presented in line 5 of Algorithm 1, where � k is
the learning rate at iteration k . This learning rate may vary according to a schedule to ensure
stable convergence. Various extensions of SGD, such as momentum SGD, AdaGrad, and Adam,
have been developed to address issues like slow convergence and oscillations near local optima
[32].

Algorithm 1 Stochastic gradient descent (SGD). Adjusted from: [32]

Require: Learning rate schedule � 1 ; � 2 ; : : :
Require: Initial parameters �

1: k  1
2: while stopping criterion not met do
3: Sample a mini•batch of m examples, B = f(x1 ; y 1); : : : ; (xm ; y m )gfrom the training set X train

4: Compute gradient estimate: ĝ  1
m r �

P
i L(f (x (i ); � ); y (i ))

5: Apply update: �  � � � k ĝ
6: k  k + 1
7: end while

Backpropagation (Figure 15) is one of the most important building blocks of neural network
training as it allows for an e�cient computation of the gradient, ĝ, of the loss function with
respect to each weight in the network. The algorithm consists of two stages: the forward pass
and the backward pass . In the forward pass, input data is passed through the network to
produce the model's predictions. During this pass the computation graph of the network is used
to track the �ow of data and compute intermediate values for each operation. The loss is then
computed with the use of the ground truth labels and the loss functions. In the backward pass,
the algorithm calculates the gradient of the loss with respect to each weight using the chain rule
of di�erentiation . The gradients are propagated backwards through the network's computation
graph, quantifying how each parameter contributes to the �nal loss [18, 32, 62].
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Regularization for Deep Learning. As discussed in the previous chapter, regularization tech•
niques aim to improve the model's generalizability by introducing some constrains or penalties
in the learning process. Regularization is important for neural networks to prevent over�t•
ting caused by their �exibility and their ability to model complex functions. Some of the most
important regularization techniques for deep learning are presented next.

ˆ Parameter Norm Penalties include penalty terms introduced to the loss function, like the L1

and L2 regularizers that were previously discussed. Both methods introduce a preference
for simpler models. L2 regularization works well for most models and L1 regularization
is useful in cases that require sparse models, as the optimization objective it introduces
tends to push some parameters to zero.

ˆ Dataset Augmentation includes methods that increase the size of the training dataset by
modifying the existing data. Methods that fall into this category have been proven par•
ticularly successful in image classi�cation, object detection and segmentation. Common
image augmentations include random rotations, �ips, translations, scaling, adding noise
to the original images or combining images from di�erent categories. For the tasks of
object detection and segmentation some techniques combine di�erent backgrounds with
objects. Building upon these concepts, certain techniques use generative models to pro•
duce synthetic data that mimic the original dataset's statistical properties.

ˆ Multitask Learning involves training a model on multiple tasks simultaneously. As a result
the model learns representations that are useful for all the tasks, which makes it less
likely to over�t to any one particular task.

ˆ Early Stopping is a method that utilizes the validation loss to stop the training before
over�tting occurs. In general, training and validation loss decrease during training until a
certain point at which the validation loss begins to increase again. This is a strong indica•
tion that the model has started to over�t by learning the noise and spurious correlations
of the training set and the model's ability to generalize will not improve further.

ˆ Parameter Sharing is a form of regularization that forces a set of neurons to share weights.
This reduces the amount of learnable parameters and is a way to introduce a preference
for simpler models and domain knowledge into the frameworks. In computer vision, Con•
volutional Neural Networks (CNNs) are an architecture that successfully exempli�es this
method by applying the same convolutions �lters across an image, taking advantage of
the translation invariance of this domain.

ˆ Dropout [101] is a simple but e�ective regularization technique. During training, at each
iteration, each neuron and its connections are retained with probability p. During testing,
all the neurons are on, with their weights scaled by p. This allows the network produce
the same expected output in both cases and reduce over�tting by preventing its heavy
reliance on a small set of neurons.

Convolutional Neural Networks. Convolutional Neural Networks (CNNs) were one of the �rst
deep learning architectures to demonstrate the potential of deep learning. In the �eld of com•
puter vision, CNNs have long been the predominant neural network architecture, accomplishing
numerous breakthroughs and pushing the boundaries of what was previously thought possible
in the �eld. Their ability to automatically learn hierarchical features from raw image data has
transformed tasks such as image classi�cation, object detection, and segmentation.
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As discussed previously, this architecture utilizes the parameter sharing technique that
makes the model and its representations equivariant to translation. This allows CNNs to recog•
nize patterns regardless of their position in the image, as shifting the input equivalently shifts
the output. This is a characteristic successful example of the use of inductive bias to improve
computational e�ciency [32].

However, in recent years, self•attention based architectures such as the transformer have
been gaining popularity in computer vision, showcasing that large•scale training with minimal
inductive bias outperforms inductive bias [21]. This aligns with Sutton's observation in AI
research [103], which highlights that models leveraging scalable computation tend to eventually
outperform those relying heavily on human•engineered features or domain•speci�c knowledge.
In recent years, hybrid CNN•Transformer methods have emerged, such as [126, 66], especially
when large datasets are unavailable. In this thesis, the primary emphasis is placed on models
based on the transformer architecture. As a result, the next section will introduce the main
transformer tool for computer vision, the Vision Transformer .

Vision Transformer. The Transformer [111] is a neural network architecture that was origi•
nally proposed for the task of machine translation. Recurrent neural networks (RNNs), such as
long short•term memory (LSTM), were previously considered the state•of•the•art in processing
sequential data for natural language tasks. The transformer architecture's main di�erence to
these models is its ability to process the sequences in parallel. This allows transformers to
be trained on more data in less time, scale to much larger sizes and better exploit long•range
dependencies in the data.

Figure 16: The Vision Transformer and Transformer Encoder architectures. Source: [21]

The Vision Transformer (ViT) applies the transformer encoder architecture to image inputs 2 .
The key idea is to split an image into patches of �xed size. Each patch is a token, and the entire
set of tokens is processed using self•attention , like words in a sentence.

More formally, given an input image x 2 RH � W � C, where H and W are the height and width of
the image, and C is the number of color channels, the image is divided into N = HW=P 2 patches,
xp of size P2C. Each patch, x (i )

p , is transformed into a patch embedding , z(i ), by being �attened
and projected into a D dimensional space using a learnable linear projection, E. A vector of
learnable parameters, termed positional embedding, Epos , is added to the transformed patches

2ViTs for video inputs are discussed in subsequent sections of the thesis.
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to provide information about the spatial structure of the image. Finally, [class], a special D
dimensional vector of learnable parameters, is prepared as part of the input to model's the next
processing stage. [class] serves as the initialization of a vector that at the end of the model's
computation provides a representation for the whole image. It is bene�cial to conceptualize all
the patch embeddings as being combined into a matrix z 2 RN+1� D .

z(i ) = xpE + Epos 2 RD ; 8 i 2 N (37)

Subsequently, L identical layers process the patch embeddings. Each layer consists of the
following components:

ˆ Layer Normalization [63]: x = LN (z)
ˆ Multi•Head Attention : MHA(x)
ˆ Residual Connection: x = x + MHA(x)
ˆ Layer Normalization : x = LN (x)
ˆ Multi•Layer Perceptron : MLP(x) = W2 � f (W1 � x + b1) + b2 where W1 and W2 are weight

matrices, b1 and b2 are biases, and f is the activation function.
ˆ Residual Connection : x = x + MLP(x)

In all steps x 2 RN+1� D .

Multihead self•attention , which is the core module of the transformer architecture. Given the
patch embedding matrix z, the self•attention mechanism at the head h computes the attention
scores for each token using the query matrix qh 2 R(N+1)� dk , the key matrix kh 2 R(N+1)� Dh and
the value matrix vh 2 R(N+1)� Dh .

qh = zWq;h ; kh = zWk;h ; vh = zWv;h (38)

Where Wq;h ; Wk;h ; Wv;h 2 RD� Dh are learned projection matrices, and Dh is the dimension of the
key and query vectors which typically is Dh = D=H , in a multi•head attention module with H
heads. The attention matrix for every head is computed in the following way:

Ah (qh ; kh ; vh ) = softmax

 
qh kh

T

p
Dh

!
vh (39)

SAh = Ah vh (40)

The attention weights Ai;j symbolize the importance that token i allocates to the patch em•
bedding of token j when computing its representation. In multi•head attention, each head is set
to capture di�erent relationships in the input data. The outputs from each attention head are
concatenated and projected back into the D•dimensional space.

MHA = [SA1 ; : : : ; SAH ]WO (41)

Where WO 2 R(H � Dh )� D is a learned projection matrix.
The output of the ViT model consists of N + 1 context•aware representation vectors, xi .

Here, x0 corresponds to the representation vector of the [class] token, which can be used as
a representation of the entire image. Transformers can be trained using labeled datasets in a
classi�cation setting but are also in self•supervised representation learning settings. Most of
the models relevant to this thesis employ the latter approach and, most speci�cally, the method
of Auto•encoding where the transformer encoder is followed by a decoder module that attempts
to reconstruct the input. The next section provides an analysis of the auto•encoder framework
and other representation learning techniques.
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3.3 Representation Learning

Representation learning is the �eld that aims to develop methods by which models automatically
extract useful representations from raw input data. These learned representations are then
used for downstream tasks. Outside of ML, AI methods are based on hand•crafted features and
algorithms, which is known as feature engineering . In traditional computer vision, this includes
methods such as edge detection, color histograms, or descriptors such as SIFT (Scale•Invariant
Feature Transform) [68] and HOG (Histogram of Oriented Gradients) [16]. These methods relied
on domain expertise and the process was often time•consuming and in�exible [74].

In contrast, representation learning in ML, especially after the latest advances in neural
network methods, automates this process by allowing models to learn representations directly
from the data. This end•to•end learning process reduces the need for human intervention and
often leads to better generalization and performance. In deep learning, representation learning
methods often utilize self•supervised learning, training encoders in pretext tasks that do not
require labeled datasets.

The success of deep learning is often attributed to the ability of neural networks to learn
the non•linear manifolds in the data distributions. These advancements have given rise to
the manifold hypothesis , which suggests that high•dimensional data, such as images, audio,
or text, are concentrated in regions with fewer dimensions. In the ML literature, the term
manifold 3 loosely refers to a lower•dimensional space within a higher•dimensional space, where
a connected set of points can be approximated using fewer degrees of freedom than the higher•
dimensional space. [4, 32]

Auto•encoders. One deep learning method that takes advantage of the ideas outlined by the
manifold hypothesis is the auto•encoder (AE). The AE framework falls into the self•supervised
learning paradigm as it attempts to reconstruct the input. In general, representation learning
aims to train an encoder e : D ! Z that maps raw input data, x 2 D , to representation vectors,
z 2 Z . In AEs, the reconstruction of the input is created by a module called the decoder , that
can be formalized as a function g : Z ! D . A common loss function for training AE is the
reconstruction loss , typically de�ned as the di�erence between the input and the reconstructed
output (Equation 42).

Lr =
1

N

NX

i=1

kxi � g(e(xi ))k; (42)

The most widely used AEs are those termed undercomplete (Figure ?? ), which attempt to
reconstruct the input after mapping it to a representation space of signi�cantly smaller di•
mensionality. To push models to extract useful representations, various modi�cations of the
undercomplete AE have been proposed. Two notable types are the Denoising AEs and Masked
AEs [121].

Denoising Auto•encoders (DAEs) [32] learn from data that has been corrupted by noise. A
noisy version of the input, x̃ , is fed into the encoder, and the model is tasked with reconstructing
the original input, x :

Lr =
1

N

NX

i=1

kxi � g(e(x̃i ))k; (43)

Masked Auto•encoders (MAEs) [121] attempt to reconstruct an input, x̃ , that has some parts
hidden. In computer vision, MAEs are particularly e�ective both in image and video processing

3A more rigorous de�nition of the concept of a manifold can be found in the mathematical Topology literature.
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and are some of the main modules of the models used in this thesis. More details and speci�c
techniques are discussed in Chapter 4.

Object•centric representation learning. Object•centric representation learning is a develop•
ing paradigm in ML, where the goal is to represent complex environments in terms of objects,
rather than treating the entire scene as a single entity and extracting a single representation.
This paradigm is compatible with the proposed "principles of grouping" (Figure 17) from psychol•
ogy and cognitive science, which account for how humans process visual signals by organizing
them into objects [77].

Object•centric representation learning has shown the potential to improve the generaliza•
tion capabilities and sample e�ciency of models as well improve interpretability. However, in
the past, these techniques were hindered by the di�culty and cost of dataset annotation when
learning in a supervised manner. In recent years, this potential has been unlocked by archi•
tectures like Slot Attention that are self•supervised and highly scalable. As a result, they can
use large unlabeled image and video datasets [67, 8, 3]. The Slot Attention architecture is a key
focus of this thesis and is discussed further in chapter 5.

Figure 17: Principles of grouping (or Gestalt laws of grouping): some of the factors that govern
which visual elements are perceived by humans as going together. Source: [77]

Human•aligned representations and saliency methods The growth and success of deep
learning in recent decades have increased interest in explainability and its alignment with hu•
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man preferences. Useful techniques interpret the model's decisions by highlighting which parts
of the input were most in�uential [37, 47]. In robotics, being able to predict and align with
where humans pay attention is critical to improving human•robot interaction and collaboration.

Attention and saliency are two terms that are useful in this context. In general, attention is
a top•down process that incorporates expectations and preconceived knowledge to process the
sensory signal by highlighting areas of importance. On the other hand, saliency is mainly a
bottom•up process that uses low•level characteristics of the input to identify regions of potential
importance [25, 131, 59, 58].

Deep learning supervised methods have proven to be highly successful in predicting human
generated saliency maps using multi•modal data [60, 110, 20]. Recently, self•supervised ap•
proaches utilizing video data have demonstrated the ability to align with human saliency and
produce human•aligned representations without requiring ground truth maps for training [80].

Figure 18: Image masked auto•encoder representation learning for robot control. Source: [87].

Representation learning for robot perception. In the �eld of robotics, recent years have
witnessed an increased focus on data•driven approaches derived from ML for problems such as
manipulation and planning, shifting away from analytical methods due to their generalization
disadvantages [51]. The transfer of insights from the successful application of representation
learning in natural language processing and computer vision plays a central role in these e�orts.

Image representations play a crucial role in robotic manipulation tasks, where understanding
of the environment is key to success. In particular, after the deep learning revolution, computer
vision was equipped with e�ective representation extraction techniques that drove the paradigm
of visuomotor policy learning (Figure 51) to produce many signi�cant results [64, 106, 61, 95,
128]. The term visuomotor emphasizes that the �at state vector input to the policy model
combines image representations with a vector that includes information about the robot's state,
such as its pose or joint speeds.

Self•supervised learning techniques have gained traction in robotics representation learning,
as they allow robots to leverage large amounts of unlabeled data. An indicative example is the
success of Image Masked AEs in simulated[87] and real•world robotic tasks [88]. In the pre•
training phase encoders were trained using images from egocentric datasets such as Ego4D [36]
and EPIC•Kitchens [17] and Hand•object Interaction and action•centric datasets like Something•
Something dataset [35]. The encoders are then frozen and used to learn control policies in
various tasks (Figure 18).
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4 Action to Object Knowledge Distillation

4.1 Introduction

Based on the positive results of visual pre•training methods that focus on modeling action•
centric information, this thesis focuses on ways that modeling of datasets that capture the way
humans interact with objects [36, 17, 35] can be incorporated in object•centric representations
[67]. In this section we explore a method that aims to encode action experiences and associate
them, through the use of video(of action)•to•image(of object) KD, with the depiction of the objects
present in those experiences. In the following experiments the action experiences are in the
form of videos of human actions from the Something Something v2 dataset [35], however similar
techniques could be used to encode and create associations using the agents' own interactions
with the objects.

These representations, can potentially be useful as a pre•training step in an object•centric
modular learning framework such as that in Figure 19, where the individual object representa•
tions are becoming context•aware through a transformer module.

Figure 19: Example of AcE as part of a robotics modular learning framework.

Another potential usefulness of action•centric encoding could be to provide similarity met•
rics in an example retrieval setting, such as in the cloud database for advanced manipulation
intelligence (Figure 20) proposed in [117]. The aim of such a database is to provide examples
and information about certain tasks, with the examples being performed by humans or robots.
When a robot is assigned a new task, it can retrieve examples from the database and also post
information after completing a task. Object, representations can be used to retrieve useful ex•
amples. A similar idea could be applied to Augmented or Virtual Reality applications, where
virtual assistants could provide a�ordance information and support, and might need to retrieve
and provide action demonstrations [83].

The action•to•object distillation process transfers the knowledge of Video MAE to an image
encoder, named the Object Action•centric Encoder (OAcE). The objective of OAcE is to model the
representation space of videos featuring human actions on objects, originally accessible only by
the Video MAE model. Using cross•modal distillation, we aim to make these representations
accessible through a di�erent modality, static images of objects (object crops).

The OAcE consists of two main modules:
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Figure 20: Cloud database for advanced manipulation intelligence. Source: [117]

ˆ An Image Encoder , that transforms an image input from pixel space, to a dense image
representation space, I 2 Z img . In the following experiments, two di�erent pre•trained
models are used as Image Encoders, CLIP [86] and Image MAE [45].

ˆ A Mapping Module that maps from the image representation space to the action•centric
video representation space, R 2 Z ac .

The primary goal of this experimental section is to explore if the OAcE can be compared
with, and potentially enhance some of the state of the art static image encoders. The di�erent
methods are evaluated based on their performance in the task of a�ordance categorization.
Before discussing the experimental methodology and results, the following section presents the
theoretical background that inspired this study, along with the pre•trained models used as
modules in the proposed framework.

4.2 Theoretical Background

4.2.1 Knowledge Distillation

Knowledge distillation (KD) [34, 53, 90] is a method of neural network compression in which
a student model is trained to replicate the performance of a larger and more complex teacher
model (Figure 21). This method was introduced, along with other model•reduction techniques
like Network Pruning [14, 91, 31] to meet the need for models that are as e�ective as large deep
models but run on devices with limited computational resources, such as mobile phones or
autonomous cars. The e�ectiveness of the student model arises from the fact that it not only
learns from the dataset, but also captures the ways that the teacher model generalizes. The
implicit knowledge transferred is usually referred to as dark knowledge . This knowledge is
usually acquired as a side e�ect of the training process and is not immediately obvious in the
standard evaluation metrics, such as accuracy and recall. It can be observed in the way the
model assigns (log) probabilities to the classes and includes nuance patterns in the training data
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that help the model's decision making and generalization abilities, which cannot be acquired by
simply training the smaller model on the dataset directly [48].

Figure 21: The generic teacher•student framework for knowledge distillation. Source: [34]

In recent years, several variations of KD were proposed, and extensive studies have explored
the strengths and limitations of these frameworks [34, 53]. The KD categories that are relevant
to the OAcE experiments are the following:

ˆ Feature•Based KD : In this category of KD algorithms, the transferred knowledge is at
a higher level compared to the Response•Based knowledge methods, where the student
model targets the class probabilities of the teacher model. Feature•Based KD has shown
promising results as a representation learning method [112, 26, 28]. Given its potential
to capture and transfer the intricacies and transformation invariant aspects of the object
and action recognition tasks as well as the action•object dynamics, it was considered a
promising method to explore in this thesis.

ˆ O�ine Distillation : This means that the teacher is pre•trained prior to the distillation.
This is the case with the Object Action•centric Encoder training procedure being attempted
in this thesis, as the teacher is a pre•trained VideoMAE. However, since the training of the
VideoMAE is self•supervised, potentially the same system could be applied in an online
distillation manner, where the teacher and student learn simultaneously.

ˆ Cross•Modal distillation : This means that the teacher's input is of a di�erent modality
than the student's. In our framework we attempt cross•modal distillation as the teacher
encodes videos and the student attempts to distill the action•centric information into
images of the objects. This falls in the category of video to image distillation or knowledge
transfer [92, 80, 65].

ˆ Relational Knowledge Distillation : This KD variant focuses on transferring the mutual
relationships between data examples, as these relationships emerge in the representation
space of the teacher model. The relationship of the samples is usually quanti�ed through
two types of loss function [79]: distance•wise loss and angle•wise loss. In distance•based
loss, the Euclidean distances between pairs of samples are calculated in the output space,
promoting the student to preserve distance relationships similar to those of the teacher.
In angle•based loss, the angles formed by triplets of examples are considered, allowing a
more detailed transfer of relational information.
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Figure 22: Cross•Modal Distillation. [34]

4.2.2 Image Encoders

The architectures and training methods of the image encoders used in these experiments are
presented in the following sections.

CLIP [86]
The CLIP models presented by Radford et al. in "Learning transferable visual models from nat•
ural language supervision" [86] and this section presents some key elements from this study.
CLIP models are among the most successful image encoders, in terms of generalization, �exibil•
ity, and e�ciency. They are trained on a dataset that consists of captioned images and use the
natural language's expressive ability to enrich a contrastive learning framework. The CLIP model
is a pair of Transformer encoders f img ; f txt (Figure 23), one for each modality. Both inputs are
�rst encoded in separate representation vectors zimg 2 Rd img ; ztxt 2 Rd img and then transformed to
the multi•modal representation vectors, I ; T 2 Rdmm , using the learnable transformation matrices
W img 2 Rdmm � d img ; W txt 2 Rdmm � d txt and L2 Normalization as described in Equations 44.

I = L2Normalize (W img � f img (i))

T = L2Normalize (W txt � f txt (t))
(44)

During training, for each batch, all images are combined with all text captions, generating
N � N data points, of which N are positive N2 � N negative examples. The main goal of the
training process is to bring the correct pairs closer while simultaneously pushing the incorrect
pairs apart. This is achieved by computing the dot product 4 of all possible pairs of images and
text, and minimizing a symmetric contrastive loss [124] between the similarities and the labels.
The symmetry between the two modalities is achieved by computing two losses, the image•to•
text contrastive loss (Equation 45) and the text•to•image contrastive loss (Equation 46), both
using the Softmax Cross•Entropy Loss [85].

` img =
NX

i=1

� log
exp(I i � T i )

P N
j=1 exp(I i � T j )

(45)

4This computes the cosine similarity because the multi•modal representations are unit vectors due to the L2 normal•
ization in Equations 44.
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` txt =
NX

i=1

� log
exp(I i � T i )

P N
j=1 exp(I j � T i )

(46)

As depicted in Figure 23 the positive examples are in the diagonal of similarity matrix, where
i = j . The loss minimized during training is the mean of these two losses:

L CLIP = (` img + ` txt )=2 (47)

A pre•trained CLIP model was chosen as one of the Image Encoder modules in OAcE due to
its proven e�ciency and task•agnostic characteristics. Another important takeaway from this
paper is the detailed discussion on the evaluation of the representations. The authors make
a strong case for zero•shot classi�cation and linear probing (the �tting of a linear classi�er on
top of the representations) as evaluation metrics on the robustness and generalizability of the
representations. The main advantage of these methods is that they are less likely to exploit
spurious correlations, compared to other methods used to test representations on downstream
tasks like the end•to•end �ne•tuning of models. Linear probing is used as one of the evaluation
methods of the OAcE representations.

Figure 23: The CLIP contrastive framework. Source: [86]

Image Masked Auto•encoding [45]
The Image Masked Auto•encoder (MAE) that is used in the following experiments was proposed
in the paper "Masked Autoencoders Are Scalable Vision Learners" [45] and this section presents
some key elements from this study. Masked auto•encoding, is a self•supervised learning method
that has been very successfully in the domain of natural language processing, shaping the
training process of models like BERT [19]. The Image MAE aims to apply the method in the
(static) image modality.

The key idea behind the MAE framework is that if a model can reconstruct a sample with
some of its parts masked, then its encoder is likely to have learned high•quality representations.
However, there are some important di�erences between language and vision that He et al.[45]
address. Speci�cally, language, being a human•generated signal, is more information dense
and as a result allows low masking ratios (15 %) to su�ce in producing useful representations.
In contrast, images have high information redundancy, requiring higher masking ratios (75
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%) for the MAE to perform successfully. Furthermore, unlike BERT style models, where the
decoder of the MAE is relatively simple, the Image MAE decoder is more complex and plays a
more signi�cant role in determining the quality of the learned representations, as it needs to
reconstruct the input at pixel space, which is at a lower semantic level.

The Image MAE framework is based on the Encoder•Decoder Framework (Figure 24) with
both modules adopting a ViT architecture. The encoder processes the tokens by linearly trans•
forming them at �rst, then adding positional encoding, and �nally passing them through several
Transformer blocks. Unlike classical auto•encoder frameworks, the encoder only processes the
unmasked tokens of the image input. This approach allows for e�cient training by minimizing
the data processed by the encoder.

Figure 24: The image MAE framework. Source: [45]

The decoder, on the other hand, is designed to reconstruct the original image from both
the encoded visible tokens and the masked tokens, which are added back after the encoding
process. Each masked token is the same learnable vector that represents a patch that needs
to be predicted. The decoder takes the encoded tokens, appends the mask tokens, applies
positional encoding to all of them, and then processes this full set through its own series of
Transformer blocks. The decoder is rarely needed after the self•supervised training process, and
as a result its implemented as a smaller ViT model compared with the encoder. The encoder is
the primary focus of the process and is designed to take up > 90% of the computation load per
token.

The loss function in the Image Masked Auto•encoder (MAE) is the mean squared error (MSE)
between the reconstructed and original pixel values 5 , calculated only on masked patches. This
approach is similar to the method used in BERT [19], where the loss is calculated only on the
masked tokens. Focusing the loss calculation on the masked patches encourages the model to
learn meaningful representations by reconstructing the missing parts, leading to better perfor•
mance compared to using a loss function that includes all tokens.

The MAE framework has demonstrated strong transfer performance in downstream tasks
such as object detection and segmentation. The encoder extracts image features either through
the token class [21] or by averaging the token representations, with both approaches being
equivalently e�ective.

5 In recent years, some methods have proposed MAE frameworks that incorporate reconstruction of the input at
feature level, through feature distillation. An example is MR•MAE (Mimic before Construct Masked Auto•encoder) [28],
which adds a mimic loss that pushes the MAE to reconstruct the CLIP and DINO representations of the unmasked
features. These methods not only improve encoder performance in downstream tasks, but also improve training speed
by learning high•level and low•level semantics simultaneously.
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4.2.3 Video Encoders

Video Masked Auto•encoding
The Video MAE model used in these experiments was introduced by Tong et al. at "VideoMAE:
Masked Autoencoders are Data•E�cient Learners for Self•Supervised Video Pre•Training" [109]
and this section presents some key elements from this study.. This paper presents a tech•
nique for extracting representations from videos using the self•supervised masked representa•
tion learning method. The authors address the challenges presented by the video modality,
compared to the text and image modalities. The �rst challenge is the increased complexity in•
troduced by the time dimension. The second challenge is that, in most cases, the useful signal
is only a small percentage of the total input. Finally, when masking the tokens, the high tem•
poral correlation between frames can lead to information leakage in parts of the video with little
motion. To address these challenges, the authors recommend the use of a tubular masking
technique (Figure 25) where the temporal neighbors of a token are also hidden. Additionally,
to force the model to focus on the useful portion of signal and avoid spurious correlations they
mask 90•95% of the total tokens.

Figure 25: Video MAE. Source: [109]

The models trained with this method produce state•of•the•art results in the downstream
task of action recognition. One of the datasets used for evaluating the Video MAEs is the
Something•Something v.2 dataset. This dataset was chosen as the basis for the main part of
the experimentation of this project, as it is lightweight and provides �ne•grained action•centric
information. A more in•depth discussion of the Something Something dataset can be found in
corresponding section of this report. As a result, a Video MAE pre•trained on this dataset is
used as a teacher model in the distillation process.

Masked Video Distillation [112]
In [112] Wang et al. introduce a multi•teacher KD technique to further improve the repre•
sentations of the Video MAE. The authors propose a two•stage self•supervised representation
extraction technique (Figure 26):

ˆ Stage 1: Training two Masked Auto•Encoder teacher models

ˆ Stage 2: Distill the representations of the teacher models to a student model

As teacher models , two di�erent MAEs are used: one that produces image representations
(MIM: Masked Image Modeling) and one that produces video representations (MVM: Masked
Video Modeling). The paper presents experiments showing that the distillation of the MIM
teacher improves the performance of the student model on problems where spatial information
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Figure 26: An overview of Masked Video Distillation framework. Source: [112]

is important (Kinetics 400) and the distillation of the MVM teacher improves the performance
on problems where signi�cant information is needed in the temporal dimension (Something•
Something v2). The results are better when the KD process includes both teachers. This
approach is reminiscent of results in the Action Recognition literature, inspired by biological
studies, that demonstrate the bene�ts of a two•stream design: one stream focusing on spatial
information and the other on temporal information. The �rst stream applies sparse temporal
sampling with high resolution, while the second uses low resolution with denser sampling [27].

One of the main takeaways from this paper for this project was the e�ectiveness of feature•
based knowledge transfer at the representation level. Additionally, a variant of the multi•teacher
paradigm is used in the training of OAcE.

4.2.4 A�ordance Categorization & Understanding

In the context of action•centric visual representations, the concept of a�ordances, which links
object perception and action possibilities, provides a valuable perspective and inspiration for
representation learning methods, as it occupies the space between what is objectively observable
(object characteristics) and what is subjectively experienced (representations)[76, 13].

James J. Gibson suggested that for humans and animals, objects are not simply perceived
as compositions of their qualities (shape, color, texture), but more crucially their a�ordances
[30, 76]. The term a�ordance was coined by J.J.Gibson in 1977 and since then it has been
used among researchers and students in many �elds including psychology and neuroscience.
According to Gibson [30]: "The a�ordances of the environment are what it o�ers the animal, what
it provides or furnishes, either for good or ill. The word a�ordance implies the complementarity
of the animal and the environment." Another important formalization of the term came from
Sahin et al. [94], in which the authors aimed emphasise the fact that a�ordances can be viewed
from di�erent perspectives: the agent's, the observer's, and the environment's. According to
them, all three must be taken into account when attempting to develop autonomous robotic
agents.

The key terms relevant to this thesis are de�ned below.

ˆ A�ordance Categorization : This involves the multi•label classi�cation of input images
into a set of available a�ordances. This task usually acts as the foundation for more
complex a�ordance recognition tasks.
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ˆ A�ordance detection: The task of localizing and classifying objects based on the a�or•
dances. For n bounding boxes X = fx1 ; x2 ; :::; x n g, the learning process should produce
the function: f : X ! Y , where Y = fy1 ; y 2 ; :::; y n gand y i = (r i ; l i ) with r i representing the
location of the bounding box and l i the a�ordance label or a set of a�ordance labels.

A�ordance categorization is a suitable candidate for evaluating object representations in•
tended for robotics. This is due to the fact that identifying potential actions in an enviroment
can help the agent plan and collaborate with humans or other robots [13, 42].

4.3 Datasets

4.3.1 Something•something v2

The Something•Something v.2 dataset [35] presents a �ne•grained approach to the Action Recog•
nition task. It consists of 220 ; 847 videos that belong to 174 categories of actions. The dataset
creation protocol allowed the people creating the videos to choose an action label and then per•
form it on an object of their choice, resulting in a diverse range of scenarios and action•object
pairs. In the process of dividing the dataset into training and test sets, videos created by an
individual are included either entirely in the training set or in the test set.

(a) A sample from the Something Something dataset with the action label: "Letting
something roll along a �at surface".

(b) A sample from the Something Something dataset with the action label: "Squeezing
something".

Figure 27: Samples from the Something•Something dataset [35]

The action categories are curated with the aim of pushing the models to deepen their un•
derstanding of the physical world and develop a form of "common sense". To perform well in
this data set, the models need to distinguish between genuine and fake actions. For example,
the models are required to learn to distinguish between "Putting something behind something"
and "Pretending to put something behind something (but not actually leaving it there). Video
representations that perform well in this dataset are likely to have captured a high•quality
action•centric signal from the videos. The state•of•the•art performance of VideoMAE [109] and
MVD [112] in this dataset is presented in Table 10. These models were considered to be good
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candidates for the role of Teacher Models in the process of video•to•image knowledge distillation.
From the models shown in Table 10, only the ViT•S and ViT•B versions of the VideoMAE frame•
work were accessible as pre•trained models from the authors. Ultimately, the ViT•S variant
was deemed su�cient for the proof•of•concept experiments of this thesis, as the performance
improvement of the larger ViT was only marginal.

Method Backbone Top•1 Top•5
MVD ViT•S 70.7 92.6
MVD ViT•S 70.9 92.8
MVD ViT•B 72.5 93.6
MVD ViT•B 73.7 94.0
MVD ViT•L 76.1 95.4
MVD ViT•L 76.7 95.5
MVD ViT•H 77.3 95.7

VideoMAE ViT•S 66.8 90.3
VideoMAE ViT•B 70.8 92.4
VideoMAE ViT•L 74.3 94.6
VideoMAE ViT•L 75.4 95.2

Table 10: Performance comparison of MVD and VideoMAE models with di�erent backbones and
con�gurations on the Something Something dataset. Sources: [109, 112]

The initial experiments were conducted using a small subset of the dataset, which was
manually annotated using the Supervisely Computer Vision Platform [102]. During this phase,
a small subset of videos was selected, and bounding boxes were annotated around the interacting
objects. During the main phase of the experiments, the bounding boxes and annotations from
the Something•Else [72] dataset were used, which is an extension of the Something•something
dataset.

4.3.2 Something•Else

The Something•Else [72] dataset is an extension of the Something•Something dataset that in•
troduces new annotations (Figure 28) and data splits. This extension provides bounding boxes
of the hands and objects involved in the action, which was essential in assessing the OAcE
model. The main goal of the dataset is to test models on the task of compositional action recog•
nition, that enhances the action recognition task by focusing on compositional generalization.
The compositional generalization ability of a model is its ability to adapt and recompose knowl•
edge acquired in the past to novel and unfamiliar contexts [72, 114]. In the context of action
recognition that means that the dataset challenges models to recognize actions with unseen
combinations of verbs and nouns.

To achieve this, the category of frequent objects (the objects that appear more than 100 times
in the dataset) is split into two disjoint groups A and B, and action categories are divided into
groups 1 and 2. The training set combines action group 1 with object group A, and action group
2 with object group B (1A+2B), while the validation set �ips this (1B+2A). For example, in the
training set, the model might learn actions such as "Pick up Cup" and "Place Book" (Group 1 with
Group A), as well as "Open Phone" and "Close Pen" (Group 2 with Group B), while the test set
challenges the model with new combinations like "Pick up Phone" and "Place Pen" (Group 1 with
Group B), along with "Open Cup" and "Close Book" (Group 2 with Group A). Drawing inspiration
from this concept, one of the splits of the dataset presented in the following section attempts to
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test the models generalization ability in predicting the a�ordance of unseen categories of objects.

Figure 28: Something•Else annotations. Source: [72]

4.3.3 Something's A�ordances: Curating a Small•Scale A�ordance Categorization Dataset

Something's A�ordances is a small•scale dataset that extends the Something•Else dataset and
focuses on a�ordance categorization. To provide a proof of concept for the proposed meth•
ods, which are aimed at enhancing image representations through the distillation of knowledge
present in videos of actions, a small subset of action categories was selected based on their
ability to test the representations. For instance, the action 'Putting something on a surface'
translates into a�ordances like 'graspable' or 'movable,' which are applicable to almost all ob•
jects in the dataset. Conversely, actions like 'rolling an object on a �at surface' are more useful
for demonstrating whether the model has learned speci�c characteristics that make an object
'rollable.' The selected action categories and the corresponding a�ordances are presented in
Table 11.

A�ordance Something•Something action labels # video samples
Foldable Folding something, Unfolding something 1620
Rollable Rolling something on a �at surface, Letting something

roll up a slanted surface, so it rolls back down, Letting
something roll down a slanted surface, Letting

something roll along a �at surface

2913

Squeezable Squeezing something 2202
Containment Pouring something out of something, Pouring something

into something until it over�ows, Pretending to pour
something out of something, but something is empty,

Showing that something is empty

2289

Tearable Tearing something just a little bit 1620

Table 11: Something's A�ordances labels and the corresponding action labels from the
Something•Something dataset.

One of the limitations of extracting object crops from a video dataset is that many samples
contain interference from hands or other objects To minimize this issue, object crops were
extracted from the �rst 10 frames of the videos, where the objects typically appear on their own.
Furthermore, due to camera or hand•object movement, some of the object crops only depict part
of the object or exhibit motion blur (Figure). This is in contrast to other a�ordance categorization
datasets, such as [55], which contain clear, unobstructed images of objects. Although this may
initially seem like a drawback, it can actually be bene�cial. These variations can simulate the
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e�ects of image augmentation techniques, which are used to arti�cially make trained models
more robust [116].

In line with the Something•Else dataset [72], we de�ne the frequent objects subset, witch
consists of the objects that appear more that 20 times in the videos. This is to ensure that the
objects appear in enough examples that a�ordance information can be extracted from the dataset
statistics. In total the dataset consists of 11 ; 235 videos, out of which 123 ; 434 object crops are
extracted. For every object in frequent objects set we calculate the frequency distribution of
the actions. From this frequency distribution, we extract the multi•label a�ordance targets for
each object, by thresholding the frequencies in a way to avoid objects that are utilized in an
uncommon manner (outlier scenarios). For example, the action frequency distribution and the
multi•label a�ordance targets for the object "bottle" are presented in Table 12.

The dataset is split in two ways: Video•based split and Object•based split .

1. Video•based split : In this split, the dataset is divided into three sets (train, validation,
test), ensuring that images from the same video belong to the same split.

2. Object•based split : This split targets (compositional) generalization by dividing the objects
into two sets, Set A and Set B. Set A is used for training, while Set B is used in the
validation and test splits.

foldable rollable squeezable containment tearable
frequency distribution 2 575 156 178 1
a�ordance 0 1 1 1 0

Table 12: Example of the action frequency distribution and multi•label a�ordance targets for
the object "bottle".

The objects belonging to each a�ordance and their division into the two sets are presented in
Table 13.

A�ordance Set A Set B

Foldable
'paper', 'mat', 'book', 'bag',
'blanket', 'handkerchief',

'wallet', 'letter', 'towel'

'sock', 'cloth', 'napkin',
'kerchief', 'envelope',
'newspaper', 'shirt'

Rollable

'marble', 'tube', 'tape',
'battery', 'tomato', 'lemon',
'crayon', 'ballpen', 'plastic

container', 'lipstick'

'bottle', 'tumbler', 'pencil',
'box', 'cap', 'jar', 'marker',

'can', 'container', 'pen'

Squeezable

'sponge', 'paper', 'plastic
bag', 'bag', 'tube', 'ball',

'lemon', 'something', 'wallet',
'toothpaste'

'tissue', 'bottle', 'pillow',
'plastic'

Containment

'bowl', 'mug', 'glass', 'bag',
'basket', 'wallet',

'something', 'pot', 'plate',
'plastic container', 'cup'

'bottle', 'tumbler', 'box',
'vessel', 'cap', 'jar', 'can',

'container'

Tearable 'letter', 'paper'
'envelope', 'tissue',
'newspaper', 'leaf'

Table 13: The objects belonging to each a�ordance and their division into Sets A and B.

The following experiments consist of two stages. In the initial stage, the OAcE encoder is
trained using object crops as inputs and video representations from Video MAE as targets. To
accelerate this process, both the Image Encoder and the Video Encoder modules' representations

71



4 Action to Object Knowledge Distillation

are pre•extracted, as only the Mapping Module undergoes training. In the second stage, the
trained encoder is tested in a�ordance categorization using the multi•label a�ordance targets
outlined above.

In the next section, we present a simple method to test whether the video representations
extracted from the Video MAE encoder can enhance the a�ordance categorization performance
of an image encoder. In Chapter 5, we use this dataset to evaluate the representations extracted
by a Slot Attention model [67], which processes images in an object•centric manner and does
not require the object bounding boxes provided by the Something•Else dataset.

4.4 Proposed Method

4.4.1 Object Action•centric Encoder

The architecture and training method of the the Object Action•centric Encoder (OAcE) is depicted
in Figure 29. The OAcE takes as input object crops, which are extracted using the bounding box
annotations from the Something•Else dataset. The videos of actions belong to the Something's
A�ordance subset. For every object crop input, the OAcE is trained to produce a representation
vector in the action•centric enhanced representation space.

Model Patch Size Embed Dim Depth Num Heads Pretrained Source
Video MAE ViT•S 16 384 12 6 [109]
CLIP ViT•B 32 512 12 8 [86]
Image MAE ViT•B 32 512 12 8 [45]

Table 14: Pre•trained model speci�cations for Video MAE, CLIP, and Image MAE.

Teacher encoding. The teacher model is the pre•trained ViT•S Video MAE, provided by [109].
The model speci�cations are presented in Table 14. Let us denote the N videos in the Something's
A�ordances dataset as X (i )

t ; i 2 [1::N ], each one consisting of T (i ) frames (Equation 48). The
frames have a �xed height of 224 pixels, but variable width. Before the frames are introduced to
the Video MAE, they are pre•processed to a �xed 224 � 224 shape ( H = W = 224). In addition,
the videos are temporally downsampled to a length of 16 frames, which we refer to as video clips
(Equation 49). The Video MAE processes the video clips, and the action•centric representations
F (i ), are obtained by average pooling the encoder's token representations. The size of these
representation vectors is d t = 384.

Videos: X (i )
t = fx1 ; : : : ; xT (i )g2 RT (i )� H � W � 3 (48)

Video Clips: V (i )
t = fv1 ; : : : ; v16 g2 R16 � H � W � 3 (49)

Teacher representations: F (i ) = � teacher (V (i )
t ) 2 Rd t (50)

Image Encoding. Two pre•trained image encoders were used in this experimental section, a
CLIP [86] and an Image MAE [45] (Table 14). The Image MAE was �ne•tuned in the images of
the Something's A�ordances dataset for 100 epochs.

As mentioned previously, to reduce interference, the object crops, C(i )
t (Equation 51), are

extracted from the �rst 10 frames of the videos, using the bounding boxes from the Something•
Else dataset's annotations. The object crops are then processed with the speci�ed pre•processor
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Figure 29: Object Action•Centric Encoder: Knowledge Distillation process and architecture

of each image encoder. Both encoders accept images of shape H � W � 3, where H = W = 224.
The image encoder processes the object crops to produce the image representations I (i )

t . In both
cases, the size of the image representation vectors is d i = 512.

Object crops: C(i )
t =

n
C(i )

1 ; : : : ; C(i )
T

o
2 R10 � H � W � 3 (51)

Image representations: I (i )
t = � image _encoder (C(i )

t ) 2 Rd i (52)

Mapping to the Action•centric Representation Space. The mapping from the image repre•
sentations, I (i )

t , to the OAcE representations, R(i )
t , is produced by an MLP (Equation 53) consisting

of the following modules, connected sequentially:
1. A linear layer with input size 512 and output size 384
2. A ReLU activation layer
3. A dropout layer
4. A linear layer with input size 384 and output size 384

OAcE representations: R(i )
t = � mapper (I (i )

t ) 2 Rd i (53)

Tests involving MLPs with additional layers were carried out, and the outcomes are detailed in
the ablation section.
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Feature level decoding. To train the OAcE the action•cetric representations are decoded to
reconstruct the Video MAE representations (Equation 54)and the Image representations (Equa•
tion 55). Targeting both features helped enhance the Image Encoder's capabilities and led to
better results than having the OAcE target only the features of the Video MAE.

Teacher representation (TR) reconstructions: F̂ (i )
t = � TR_decoder (R(i )

t ) 2 Rd t (54)

Image representation (IR) reconstructions: Î (i )
t = � IR_decoder (R(i )

t ) 2 Rd i (55)

Losses. The Mapper Module and the two decoder are optimized using three distinct loss func•
tions:

1. Teacher representations reconstruction loss : This is the Mean Squared Error (MSE)
Loss calculated between the target representations from the Video MAE for each video and
the reconstructed representations of the corresponding object's crops in the same video.
For a batch B with N video samples:

LTR =
1

N � d t

NX

i=1

10X

t=1

LMSE(F (i ); F̂ (i )
t ) (56)

2. Image representations reconstruction loss : This is the Mean Squared Error (MSE) Loss
calculated between the image representations from the Image Encoder and the recon•
structed image representations. For a batch B with N object crop samples:

LIR =
1

N � d t

NX

i=1

10X

t=1

LMSE(I (i )
t ; Î (i )

t ) (57)

3. Relational KD loss : This is the Angle•wise Relational Knowledge Distillation Loss (RKD•A)
as proposed in [79]. This loss is complementary to the previous feature•based losses and
improves the model's performance by focusing on inter•sample relationships. For a triplet
of samples, the angle•wise relational potential quanti�es the angle created by the three
samples in a feature space:

 A(Ri ; Rj ; Rk ) = cos\ Ri RjRk = (eij ; ekj )

where eij =
t i � t j

kt i � t jk2
; ekj =

tk � t j

ktk � t jk2
:

(58)

The RKD•A loss measures the di�erence in angle•wise potential between the OAcE repre•
sentations and the teacher representations:

RKD•A =
1

jC3 j

X

(Ci ;Cj ;Ck )2C3

LMSE( A(Ri ; Rj ; Rk );  A(F i ; F j ; Fk )) (59)

To restrict the increase in computational complexity that this loss introduces, C3 is a set
of 50 triplets, randomly selected from each batch.
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The total loss is the sum of the above losses:

L = LTR + LIR + RKD•A (60)

Ablation tests and experiments with the individual losses being combined in di�erent ways
are presented in the loss function ablation section.

Training. All models were trained for 20 epochs with the use learning rate scheduler and the
Adam optimizer [56]. The learning rate scheduling involved a two•phase approach [3]: an initial
linear warm•up until lr = 0:001 that lasts for 5% of the total training steps, followed by expo•
nential decay. This approach aimed to stabilize the training process and improve convergence.

4.4.2 Evaluation of representations

The evaluation was carried out using two methods, both tested on the multi•label a�ordance
targets of the Something's A�ordances dataset: (i) linear probing and (ii) training an MLP classi•
�cation head on top of the frozen OAcE representations. The aim of the experimental evaluation
is to test whether the OAcE encoder can enhance two state•of•the•art image representations:
CLIP and Image MAE. It is important to note that the CLIP representations have not been trained
on the dataset used for evaluation, whereas the Image MAE has been �ne•tuned on this dataset.

All the performance metrics were macro•averaged , treating all the a�ordances equally re•
gardless of the number of samples present in them.

The evaluated representations are as follows:

1. GT: Ground truth was created by training classi�ers on the target teacher data, as if the
model had access to "perfect" memories of the actions associated with each object. This
highlights the valuable signal in the teacher model's representations.

2. OAcE on CLIP: Training classi�ers on the OAcE representations, with CLIP as the image
encoder.

3. CLIP: Training classi�ers on the CLIP representations.

4. OAcE on IMAE: Training classi�ers on the OAcE representations, with Image MAE as the
image encoder.

5. IMAE: Training classi�ers on Image MAE representations.

6. OAcE + IMAE: Training classi�ers on concatenated representations of Image MAE and
OAcE (on IMAE).

Linear Probing. Linear probing has been used as a representation evaluation protocol in a
variety of studies, including [86, 45]. It involves training a linear classi�er on top of the rep•
resentations. In the context of the Somethig's A�ordance dataset, multi•label classi�cation
requires the training of �ve binary linear classi�ers • one for each a�ordance. The classi�er cho•
sen for this experimental section was Logistic Regression, which is a generalized linear model.
The Scikit•learn [82] implementation of the L•BFGS•B [11] large•scale bound•constrained opti•
mization algorithm was used to train the classi�ers on the data. The results presented in Tables
15 and 16.
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Con�guration Recall Precision F1 Score Accuracy
GT 0.7508 0.9444 0.8349 0.8774

OAcE on CLIP 0.7275 0.9224 0.8116 0.8610
CLIP 0.7217 0.9147 0.8050 0.8561

OAcE on IMAE 0.6514 0.8986 0.7512 0.8256
IMAE 0.6863 0.8942 0.7740 0.8364
OAcE + IMAE 0.6964 0.8973 0.7821 0.8411

Table 15: Linear Probing performance metrics for Video•based split of the Something's A�or•
dance dataset

Con�guration Recall Precision F1 Score Accuracy
GT 0.6256 0.6240 0.5543 0.6845

OAcE on CLIP 0.6360 0.6404 0.5707 0.6980
CLIP 0.6256 0.6240 0.5543 0.6845

OAcE on IMAE 0.5575 0.5853 0.4821 0.6341
OAcE + IMAE 0.5994 0.5931 0.5341 0.6722
IMAE 0.5984 0.5907 0.5301 0.6681

Table 16: Linear Probing performance metrics for Object•based split of the Something's A�or•
dance datase

MLP Classi�cation Head. Linear probing, is a useful evaluation protocol, but it misses the
opportunity to learn from strong but nonlinear representation spaces. To further test the OAcE
representations in that respect, a small•scale MLP head was evaluated on the same task. The
classi�cations head architecture is the following:

1. Linear layer (input d t = 384,output = 1024)
2. Relu activation layer
3. Linear laye (input: d t = 1024, output = 5)
4. Sigmoid activation on each output

The neural network training followed a similar approach to the OAcE Mapper module, using the
Adam optimizer [56] and a learning rate scheduler with a maximum learning rate of 0 :001. To
classify the results, thresholding is applied to the outputs of the classi�er's last layer, which fall
within the [0; 1] range due to the sigmoid activation. The thresholding is tuned on the validation
set, on each one of the �ve heads separately, to maximize the F1 score of the classi�er. The
experimental results are presented in Tables 17 and 18. Additionally, the Figures 30 and 31
show the F1 score di�erent a�ordance labels.

76



4.4 Proposed Method

Con�guration Recall Precision F1 Score Accuracy
GT 0.8265 0.9380 0.8776 0.9045

OAcE on CLIP 0.8467 0.8782 0.8611 0.8878
CLIP 0.8195 0.8858 0.8505 0.8817

OAcE on IMAE 0.8138 0.8173 0.8145 0.8493
AcE + IMAE 0.8051 0.8331 0.8174 0.8538
IMAE 0.7785 0.8359 0.8046 0.8458

Table 17: MLP Classi�cation performance metrics for the Video•based split of the Something's
A�ordances dataset

Con�guration Recall Precision F1 Score Accuracy
GT 0.6900 0.7737 0.7080 0.8058

OAcE on CLIP 0.6209 0.7191 0.6562 0.7688
CLIP 0.6154 0.6912 0.6304 0.7472

AcE on IMAE 0.5271 0.6574 0.5656 0.7136
AcE + IMAE 0.5501 0.6656 0.5838 0.7218
IMAE 0.5410 0.6633 0.5763 0.7186

Table 18: MLP Classi�cation performance metrics for the Object•based split of the Something's
A�ordances dataset

Figure 30: F1 score for the di�erent a�or•
dance labels when tested on the Video•based
split.

Figure 31: F1 score for the di�erent a�or•
dance labels when tested on the Object•based
split.

MLP Depth Ablations. We tested for the impact of varying MLP depths on the performance
metrics. The top performance metrics were achieved using a two•layer MLP, as presented earlier
and the performance degrades with the increase of depth as seen in Figures 32 and 33 where
the width of the layers is presented in Table 19.
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4 Action to Object Knowledge Distillation

# Layers Layers # Learnable Parameters
2 [512, 384] 804,608
3 [1024, 512, 384] 1,592,064
4 [2048, 1024, 512, 384] 4,215,552
5 [1024, 2048, 1024, 512, 384] 5,789,440
6 [512, 1024, 2048, 1024, 512, 384] 6,052,096

Table 19: MLP Architectures and Learnable Parameters

Accuracy Precision Recall F1 Score
All Losses 0.8868 0.8834 0.8370 0.8586
LTR + RKD•A 0.8878 0.8782 0.8467 0.8611
LTR 0.8850 0.8801 0.8355 0.8567
LTR + LIR 0.8875 0.8845 0.8371 0.8597
RKD•A 0.8759 0.8644 0.8289 0.8454

Table 20: Loss functions ablation results for the OAcE on CLIP con�guration tested on the
Video•based split.

Figure 32: Performance Metrics for di�erent
MLP depths tested on the Video•based split.

Figure 33: Performance Metrics for di�erent
MLP depths tested on the Object•based split.

Loss function Ablations. Tables 20 and 21 show the results of the ablation study on the three
previously discussed loss functions. In the Video•Based split the di�erence is negligible between
the di�erent losses. In the Object•based split the relative loss, RKD•A, produces good results
alone, while the incrorporation of the other two losses marginally increases the performance.
We further tested all the losses computing the L1 and Smooth _L1 loss (in place of the MSE).
These degraded the performance of the representations.

Qualitative Results. Figure 34 presents a collection of successful examples from the test set
of the object•based split, using the OAcE on CLIP model. One important observation is the
models ability to classify objects from blurry, obstructed or incomplete crops. We hypothesize
that this capability can be credited to the fact that the training set is derived from real•world
videos. Figure 35.
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