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PerÐlhyh

Oi prosomoi¸seic Upologistik c Reustodunamik c (CFD) eÐnai aparaÐthtec gia
thn anˆlush kai th beltistopoÐhsh twn ro¸n reust¸n se èna eurÔ fˆsma prag-
matik¸n efarmog¸n. Autèc oi prosomoi¸seic perilambˆnoun thn prosèggish
twn lÔsewn twn diaforik¸n exis¸sewn Navier-Stokesme arijmhtikèc mejìdouc,
oi opoÐec eÐnai idiaÐtera apaithtikèc apì pleurˆc upologistik c isqÔoc kai mn mhc
lìgw thc anˆgkhc gia uyhl c akrÐbeiac epanal yeic. Se aut  th diplwmatik 
ergasÐa, jètoume tic bˆseic gia ènan epitaqunt  uyhl c apìdoshc meFPGA,
eidikˆ sqediasmèno gia thn arijmhtik  epÐlush twn exis¸sewnNavier-Stokes.
Estiˆzoume sth Mèjodo Peperasmènwn StoiqeÐwn(FEM) lìgw thc ikanìthtˆc
thc na prosomoi¸nei me akrÐbeia sÔnjetec gewmetrÐec kai polÔplokec diatˆxeic,
qarakthristikèc twn pragmatik¸n efarmog¸n. O epitaqunt c mac ulopoieÐtai
me Qr sh SÔnjeshc UyhloÔ Epipèdou(HLS) se FPGA AMD Alveo U200,
axiopoi¸ntac th dunatìthta epanadiamìrfwshc twn FPGA gia na prosfèrei
mia euèlikth kai prosarmìsimh lÔsh. H proteinìmenh lÔsh epitugqˆnei 7.9�
uyhlìterh apìdosh apì beltistopoihmènec ulopoi seic me Vitis-HLS kai 45%
qamhlìterh kajustèrhsh me 3.64� ligìterh katanˆlwsh enèrgeiac se sÔgkrish
me mia ulopoÐhsh logismikoÔ seCPU uyhl¸n epidìsewn se diakomist . Autì
anadeiknÔei to dunamikì thc prosèggis c mac gia pio apotelesmatik  epÐlush
twn exis¸sewn Navier-Stokes, anoÐgontac ton drìmo gia thn antimet¸pish akìmh
pio apaithtik¸n prosomoi¸sewn CFD sto mèllon.
Keywords� Upologistik  Reustodunamik  (CFD), ProsomoÐwsh, Epitaqun-
t c , FPGA, SÔnjesh UyhloÔ-Epipèdou(HLS)
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Abstract

Computational Fluid Dynamics (CFD) simulations are essential for analyzing
and optimizing �uid �ows in a wide range of real-world applications. These
simulations involve approximating the solutions of the Navier-Stokes di�erential
equations using numerical methods, which are highly compute- and memory-
intensive due to their need for high-precision iterations. In this thesis, we set
the basis towards a high-performance FPGA accelerator speci�cally designed
for numerically solving the Navier-Stokes equations. We focus on the Finite
Element Method (FEM) due to its ability to accurately model complex geome-
tries and intricate setups typical of real-world applications. Our accelerator is
implemented using High-Level Synthesis (HLS) on an AMD Alveo U200 FPGA,
leveraging the recon�gurability of FPGAs to o�er a �exible and adaptable solu-
tion. The proposed solution achieves 7.9� higher performance than optimized
Vitis-HLS implementations and 45% lower latency with 3.64� less power com-
pared to a software implementation on a high-end server CPU. This highlights
the potential of our approach to solve Navier-Stokes equations more e�ectively,
paving the way for tackling even more challenging CFD simulations in the fu-
ture.

Keywords� Computational Fluid Dynamics (CFD), Simulation, Accelerator,
FPGA, High-Level Synthesis (HLS)
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EuqaristÐec

Arqikˆ, ja  jela na ekfrˆsw tic eilikrineÐc mou euqaristÐec ston epiblèpontˆ
mou, epÐkouro kajhght  tou EMP, Swt rio XÔdh, gia thn eukairÐa pou mou
èdwse na ekpon sw th diplwmatik  mou ergasÐa sto Ergast rio Mikroôpolo-
gist¸n kai Yhfiak¸n Susthmˆtwn ( MicroLab) tou EMP. Epiplèon, me tÐmhse
dÐnontˆc mou th dunatìthta na ergast¸ pˆnw se èna antikeÐmeno pou me endièfere
ed¸ kai qrìnia, thn Upologistik  Reustodunamik , to opoÐo duskoleuìmoun na
efarmìsw mèqri t¸ra.

Epiplèon, ja  jela na ekfrˆsw thn eugnwmosÔnh mou stouc upoy fiouc
didˆktorec pou up rxan polÔtimoi arwgoÐ se aut n th diadikasÐa. Eidikìtera,
euqarist¸ ton 'Aggelo FerÐkoglou gia thn kajod ghsh kai th bo jeiˆ tou
sto na organ¸sw tic idèec mou kai na parousiˆsw to èrgo mou me epaggel-
matikì trìpo, krat¸ntac thn aparaÐthth isorropÐa metaxÔ teqnik¸n leptomerei¸n
kai katanìhshc tou perieqomènou apì ˆtoma ektìc tou sugkekrimènou pedÐou.
EpÐshc, euqarist¸ jermˆ ton Ge¸rgio Anagnwstìpoulo, upoy fio didˆktora,
gia thn polÔtimh bo jeiˆ tou sth diadikasÐa tou (pro�ling ) kai sthn katanìhsh
tou sÔnjetou k¸dika pou èprepe na melet sw.

Ja  jela epÐshc na euqarist sw touc goneÐc mou, MarÐa kai Apostìlh, kaj¸c
kai ton aderfì mou, Panagi¸th, gia thn adiˆleipth upost rix  touc kaj' ìlh th
diˆrkeia twn spoud¸n mou, kaj¸c kai gia tic polÔtimec sumboulèc touc.

Parˆllhla, èna megˆlo euqarist¸ ofeÐlw stouc kaloÔc mou fÐlouc, oi opoÐoi
èdeiqnan diarkèc endiafèron kai st rixh se kˆje epilog  kai apìfash pou èkana
sthn kajhmerinìthtˆ mou.

Tèloc, ni¸jw thn anˆgkh na euqarist sw ton Anastˆsio Stajìpoulo, ka-
jhght  mou sta Majhmatikˆ KateÔjunshc sto LÔkeio, o opoÐoc afÔpnise se
èntono bajmì thn perièrgeiˆ mou gia ton kìsmo twn Majhmatik¸n. Me eis gage
stadiakˆ sthn aparaÐthth majhmatik  austhrìthta kai, qwrÐc na to gnwrÐzei,
èpaixe me to dikì tou trìpo kajoristikì rìlo sthn epilog  mou gia to jèma thc
paroÔsac diplwmatik c ergasÐac.
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Ektetamènh Ellhnik  PerÐlhyh

1 Eisagwg 

H Upologistik  Reustodunamik  (CFD) diadramatÐzei kajoristikì rìlo sthn
anˆlush kai beltistopoÐhsh thc ro c ugr¸n se polÔploka sust mata , belti¸non-
tac to sqediasmì, thn apìdosh kai thn asfˆleia se diˆforec biomhqanÐec, ìpwc h
aerodiasthmik , h autokinhtobiomhqanÐa kai h periballontik  mhqanik . Oi pro-
somoi¸seic CFD parèqoun mia euèlikth enallaktik  lÔsh, epitrèpontac dokimèc
upì diaforetikèc sunj kec qwrÐc thn anˆgkh fusik¸n montèlwn .

Oi prosomoi¸seic CFD basÐzontai sth lÔsh twn exis¸sewnNavier-Stokes,oi
opoÐec dièpoun th ro  twn ugr¸n. Oi exis¸seic autèc, lìgw thc poluplokìthtˆc
touc, den mporoÔn na epilujoÔn analutikˆ gia ta perissìtera pragmatikˆ prob-
l mata , me apotèlesma th qr sh arijmhtik¸n mejìdwn gia thn prosèggis  touc.
Oi dÔo pio eurèwc qrhsimopoioÔmenec arijmhtikèc mèjodoi gia thn epÐlush twn
exis¸sewn merik¸n parag¸gwn (PDEs) eÐnai h mèjodoc Peperasmènwn Diafor¸n
(FDM) kai h mèjodoc Peperasmènwn StoiqeÐwn(FEM).

H mèjodoc Peperasmènwn Diafor¸n(FDM) aplopoieÐ tic exis¸seicNavier-
Stokes mèsw thc prosèggishc twn parag¸gwn se diakritˆ shmeÐa enìc domh-
mènou plègmatoc. Apì thn ˆllh pleurˆ , h mèjodoc Peperasmènwn StoiqeÐwn
(FEM) qwrÐzei ton q¸ro se mikrìtera stoiqeÐa kai qrhsimopoieÐ sunart seic
parembol c gia thn prosèggish thc lÔshc. H FEM eÐnai pio katˆllhlh gia
thn epÐlush problhmˆtwn me polÔplokec gewmetrÐec, allˆ apaiteÐ auxhmènouc
upologistikoÔc pìrouc.

Oi prosomoi¸seic CFD apaitoÔn uyhl  upologistik  isqÔ kai qrìno epexer-
gasÐac. 'Etsi , gia na meiwjeÐ o qrìnoc prosomoÐwshc, qrhsimopoioÔntai sÔgqronec
arqitektonikèc upologist¸n , ìpwc oi Kentrikèc Monˆdec EpexergasÐac(CPUs)
kai oi Monˆdec EpexergasÐac Grafik¸n(GPUs). Wstìso , kai oi dÔo arqitek-
tonikèc parousiˆzoun periorismoÔc sthn apìdosh, th diaqeÐrish mn mhc kai thn
energeiak  apodotikìthta . Oi CPUs duskoleÔontai me megˆlouc, araioÔc pÐ-
nakec, en¸ oi GPUs, parìti pio apodotikèc, katanal¸noun shmantik  enèrgeia
se aploÔstera probl mata.

Se aut  th diplwmatik  ergasÐa, parousiˆzoume ènan anadiamorf¸simo epi-
taqunt  (recon�gurable accelerator)basismèno se mÐa sugkekrimènh kathgorÐa
upologistik¸n susthmˆtwn , ta Field Programmable Gate Arrays (FPGAs),gia
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thn epÐlush twn exis¸sewnNavier-Stokesqrhsimopoi¸ntac th mèjodo Peperas-
mènwn StoiqeÐwn(FEM). O epitaqunt c anaptÔqjhke qrhsimopoi¸ntac SÔnjesh
UyhloÔ Epipèdou(HLS), epitrèpontac thn epÐteuxh shmantik c beltÐwshc thc
apìdoshc, diathr¸ntac parˆllhla thn energeiak  apodotikìthta .

SunoyÐzontac, oi arqitektonikèc CPUs kai GPUs èqoun qrhsimopoihjeÐ ek-
ten¸c gia thn epitˆqunsh twn prosomoi¸sewn CFD, ìmwc ta FPGAs pros-
fèroun megalÔterh euelixÐa kai prosarmostikìthta. Aut  h ergasÐa apodeiknÔei
thn ikanìthta tou FPGA epitaqunt  na belti¸sei shmantikˆ thn apìdosh , en¸
tautìqrona mei¸nei thn katanˆlwsh enèrgeiac, kajist¸ntac ton idanikì gia
apaithtikèc prosomoi¸seic CFD.

2 Jewrhtikì Upìbajro

2.1 Upologistik  Reustodunamik  kai Arijmhtikèc mèjodoi

H dunamik  twn reust¸n eÐnai o klˆdoc thc fusik c pou meletˆ th ro  reust¸n ,
dhlad  ugr¸n kai aerÐwn. H ro  twn reust¸n eÐnai èna fainìmeno pou parathreÐ-
tai se diˆforec klÐmakec kai èqei shmantikèc efarmogèc se polloÔc episth-
monikoÔc kai teqnologikoÔc tomeÐc, ìpwc h aerodunamik , h nauphgik , oi biomhqanikèc
diergasÐec kai h energeiak  teqnologÐa.

H sumperiforˆ thc kÐnhshc twn reust¸n tìso stic qronikèc ìso kai stic
qwrikèc diastˆseic dièpetai apì èna sÔsthma suzeugmènwn exis¸sewn merik¸n
parag¸gwn, gnwst¸n wc oi exis¸seic Navier-Stokes. Oi exis¸seic autèc peri-
grˆfoun th jemeli¸dh dunamik  thc ro c twn reust¸n , allˆ h analutik  lÔsh
touc den eÐnai efikt  stic perissìterec peript¸seic . Parˆ thn ekten  ère-
una, h Ôparxh kai h monadikìthta twn lÔsewn gia tic exis¸seicNavier-Stokes
upì dedomènec arqikèc kai sunoriakèc sunj kec paramènei anoiqtì majhmatikì
prìblhma. Lìgw thc poluplokìthtac twn exis¸sewn aut¸n , oi lÔseic touc
sun jwc lambˆnontai mèsw exeidikeumènwn upologistik¸n ergaleÐwn sto plaÐ-
sio thc CFD, pou proseggÐzoun arijmhtikˆ th sumperiforˆ thc ro c.

H Upologistik  Reustodunamik  (CFD) stoqeÔei sthn arijmhtik  epÐlush
twn exis¸sewn Navier-Stokes,qrhsimopoi¸ntac sugkekrimènec arijmhtikèc teqnikèc
pou sullambˆnoun tìso ta qwrikˆ qarakthristikˆ thc ro c ìso kai thn exèlix 
thc ston qrìno .

Oi exis¸seic Navier-Stokespou exetˆzontai sthn paroÔsa diplwmatik  peri-
grˆfoun th sumperiforˆ thc ro c reust¸n se treic diastˆseic . Ekfrˆzontai ,
ìpwc epishmaÐnetai sto[1], me tic Exis¸seic 1, 2kai 3, oi opoÐec anafèrontai sth
diat rhsh thc mˆzac, thc orm c kai thc enèrgeiac, antÐstoiqa. QrhsimopoioÔn-
tai gia na prosdioristoÔn ta basikˆ megèjh ìpwc h puknìthta tou reustoÔ, h
taqÔthta kai h jermokrasÐa tou. Autèc oi exis¸seic den mporoÔn na epilujoÔn
analutikˆ kai proseggÐzontai arijmhtikˆ gia thn epÐlush twn problhmˆtwn ro c
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reust¸n se pragmatikèc efarmogèc.
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H paroÔsa diplwmatik  ergasÐa estiˆzei sthn epÐlush tou probl matoc tou
Taylor-Green Vortex (TGV), to opoÐo apoteleÐ èna klasikì prìblhma gia thn ax-
iolìghsh twn arijmhtik¸n lÔsewn twn exis¸sewn Navier-Stokes.To prìblhma
autì epitrèpei thn axiolìghsh twn apotelesmˆtwn mèsw thc analutik c lÔshc ,
kajist¸ntac to èna katˆllhlo shmeÐo anaforˆc gia thn ulopoÐhsh kai thn
beltistopoÐhsh tou epitaqunt  pou proteÐnetai. To TGV aforˆ sumpiesmènh
ro  ugroÔ upì sugkekrimènec arqikèc kai sunoriakèc sunj kec.

H efarmog  autoÔ tou probl matoc sthn ulopoÐhsh tou epitaqunt FPGA
apoteleÐ shmantikì b ma gia thn axiolìghsh thc apìdoshc tou sust matoc kai
thc orjìthtac twn arijmhtik¸n lÔsewn pou upologÐzei , kaj¸c , ìpwc apodeiknÔei
to endeleqècpro�ling to opoÐo diex qjh, perilambˆnei touc upologistikˆ èntonouc
upologismoÔc touc opoÐouc prèpei kˆje prìblhma reustodunamik c na ekteleÐ..

Lìgw thc eggenoÔc poluplokìthtac twn exis¸sewn Navier-Stokes,oi opoÐec
stic perissìterec peript¸seic den mporoÔn na epilujoÔn analutik ,̂ qrhsimopoioÔn-
tai arijmhtikèc mèjodoi gia thn prosèggis  touc. Autèc oi mèjodoi èqoun sqe-
diasteÐ ètsi ¸ste na apodÐdoun apotelèsmata pou antikatoptrÐzoun me akrÐbeia
ta upokeÐmena fusikˆ fainìmena.

Oi exis¸seic Navier-StokestaxinomoÔntai wc Exis¸seic Merik¸n Parag¸gwn
(PDEs), oi opoÐec orÐzontai pˆnw se ènan q¸ro
 � T, ìpou 
 antiproswpeÔei
ton trisdiˆstato qwrikì tomèa ston opoÐo analÔontai oi roèc twn reust¸n , en¸
to T anafèretai sto qronikì tomèa. AntÐ na efarmìzetai mÐa arijmhtik  mèjodoc
se olìklhro to pedÐo, diaforopoioÔme metaxÔ qwrik¸n kai qronik¸n diastˆsewn,
epitrèpontac thn efarmog  xeqwrist¸n arijmhtik¸n teqnik¸n prosarmosmènwn
se kˆje tomèa.

Gia th qwrik  epÐlush twn exis¸sewn Navier-Stokes,qrhsimopoioÔntai ar-
ketèc arijmhtikèc mèjodoi ìpwc epishmaÐnetai apì to[2], metaxÔ twn opoÐwn
brÐsketai kai h Mèjodoc Peperasmènwn StoiqeÐwn(FEM).

H mèjodoc Peperasmènwn StoiqeÐwn(FEM) eÐnai h arijmhtik  prosèggish
pou qrhsimopoieÐtai apì ton epilut SOD2D,o opoÐoc eÐnai to basikì logismikì
pou exetˆzetai sthn paroÔsa diplwmatik . H FEM qwrÐzei th gewmetrÐa se
mikrìtera stoiqeÐa kai qrhsimopoieÐ sunart seic bˆshc gia thn prosèggish twn
lÔsewn, epitrèpontac thn kalÔterh anaparˆstash sÔnjetwn gewmetri¸n. H
diadikasÐa pou akoloujeÐtai sthFEM perilambˆnei thn epilog  sunart sewn

21



dokim c kai thn elaqistopoÐhsh twn upoleimmˆtwn tou sust matoc exis¸sewn,
ìpwc perigrˆfetai apì thn exÐswsh 3.13.

H mèjodocRunge-Kutta tètarthc tˆxhc eÐnai mia apì tic pio diadedomènec
arijmhtikèc mejìdouc gia thn epÐlush diaforik¸n exis¸sewn. Sthn paroÔsa er-
gasÐa, qrhsimopoieÐtai se sunduasmì me thFEM gia thn èntaxh thc qronik c
diˆstashc sthn epÐlush twn exis¸sewn Navier-Stokes. H mèjodoc aut  pros-
fèrei kal  akrÐbeia qwrÐc megˆlo upologistikì kìstoc kai eÐnai eÔkolh sthn
ulopoÐhsh.

2.2 Episkìphsh tou prosomoiwt  SOD2D

O SOD2D eÐnai ènac prosomoiwt cCFD sqediasmènoc gia thn anˆlush sumpi-
est¸n ro¸n me uyhl  anˆlush , epitrèpontac thn ektèlesh prosomoi¸sewn anatarag-
mènwn ro¸n me akrÐbeia kai qamhl  diasporˆ. QrhsimopoieÐ th mèjodo twn Fas-
matik¸n Peperasmènwn StoiqeÐwn(SEM) gia thn epÐlush twn exis¸sewn thc
reustomhqanik c kai enswmat¸nei teqnikèc diaqwrismoÔ qeirist¸n gia na an-
timetwpÐsei probl mata alhjopoÐhshc.

O prosomoiwt c eÐnai beltistopoihmènoc gia parˆllhlh epexergasÐa, epitrèpon-
tac th diaqeÐrish megˆlwn prosomoi¸sewn se sÔntomo qrìno, kˆti pou eÐnai
shmantikì gia èrga ìpwc to RefMap, to opoÐo stoqeÔei sth meÐwsh twn perib-
allontik¸n epipt¸sewn thc aeroporik c kÐnhshc mèsw prosomoi¸sewnCFD.

O prosomoiwt c SOD2D anaptÔssetai energˆ apì to Barcelona Supercom-
puting Center kai èqei sqediasteÐ gia na axiopoieÐ thn upologistik  isqÔexascale
kai epitaquntèc ìpwc oiGPUs, kajist¸ntac ton katˆllhlo gia prosomoi¸seic
se sÔnjetec gewmetrÐec kai megˆlhc klÐmakac prosomoi¸seic.

2.3 Programmatizìmenec PÔlec PedÐou (FPGAs)

Aut  h enìthta parèqei mia eic bˆjoc eisagwg  stic Anadiamorf¸simec PÔlec
(FPGAs), èna basikì ulikì gia thn epitˆqunsh upologistikˆ entatik¸n er-
gasi¸n . Exetˆzetai h arqitektonik  twn FPGAs, o programmatismìc touc mèsw
paradosiak¸n Glwss¸n Perigraf c UlikoÔ (HDLs) kai pio sÔgqronwn er-
galeÐwn UyhloÔ Epipèdou SÔnjeshc(HLS), kaj¸c kai h sÔgkris  touc me ˆllec
platfìrmec ìpwc CPUs, GPUs, kai ASICs ìson aforˆ thn apìdosh , euelixÐa
kai energeiak  apìdosh.

Ta FPGAs apoteloÔntai apì diˆfora diamorf¸sima mplok sqediasmèna gia
thn ulopoÐhsh sunart sewnBoolean. Autˆ ta mplok perilambˆnoun PÐnakec
Anaz thshc (LUTs) gia leitourgÐec me sugkekrimèno arijmì eisìdwn kai kataqwrhtèc
gia sugqronismèna kukl¸mata. Oi sÔgqronec arqitektonikècFPGAs diajètoun
uyhl c taqÔthtac pìrouc mn mhc, ìpwc Block RAMs (BRAMs), pou epitrèpoun
tautìqronec anagn¸seic kai eggrafèc. Perièqoun epÐshc kukl¸mata eidikoÔ
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skopoÔ gia epexergasÐa yhfiak¸n shmˆtwn(DSPs), epitrèpontac apodotik  ek-
tèlesh perÐplokwn upologism¸n.

H arqitektonik  twn FPGAs basÐzetai se logikˆ keliˆ, ta opoÐa perièqoun
jemeli¸dh logikˆ stoiqeÐa kai diasundèontai mèsw diktÔou diamorf¸simwn sundèsewn.
Aut  h diasÔndesh gÐnetai mèsw glwss¸n perigraf c ulikoÔ, ìpwc VHDL  
Verilog. Ta FPGAs taxinomoÔntai se treic kathgorÐec, anˆloga me thn arqitek-
tonik  dromolìghshc :

ˆ Island-Style : Arqitektonik  pou qrhsimopoieÐtai apì ta FPGAs thc Xil-
inx, me plègma logik¸n mplok kai pìrouc dromolìghshc gÔrw touc.

ˆ Row-Based : Arqitektonik  pou qrhsimopoieÐtai apì etaireÐec ìpwc hAc-
tel, me logikˆ mplok organwmèna se seirèc.

ˆ Hierarchical : Ierarqik  arqitektonik  pou qrhsimopoieÐtai sta FPGAs
thc Altera.

Oi Gl¸ssec Perigraf c UlikoÔ (HDLs), ìpwc oi VHDL kai Verilog, eÐnai
exeidikeumènec gl¸ssec programmatismoÔ pou qrhsimopoioÔntai gia ton sqedi-
asmì kai thn prosomoÐwsh hlektronik¸n susthmˆtwn, ìpwc FPGAs kai ASICs.
Epitrèpoun stouc mhqanikoÔc na perigrˆfoun thn sumperiforˆ kai th dom  twn
hlektronik¸n kuklwmˆtwn se diˆfora epÐpeda afaÐreshc.

An kai oi HDLs prosfèroun prosomoÐwsh prin thn fusik  ulopoÐhsh, h
mˆjhs  touc eÐnai dÔskolh kai qronobìra. Gia na antimetwpistoÔn autˆ ta prob-
l mata , h UyhloÔ Epipèdou SÔnjesh(HLS) prosfèrei mia enallaktik  lÔsh .

H UyhloÔ Epipèdou SÔnjesh epitrèpei stouc programmatistèc na sqediˆzoun
ulikì qrhsimopoi¸ntac gl¸ssec uyhloÔ epipèdou ìpwc h C kai C++, oi opoÐec
metatrèpontai sth sunèqeia se perigrafèc ulikoÔ gia ulopoÐhsh seFPGAs. To
HLS epitrèpei taqÔterh anˆptuxh, estiˆzontac sthn algorijmik  beltistopoÐhsh
parˆ stic qamhloÔ epipèdou leptomèreiec ulikoÔ. Epiplèon, epitaqÔnei th di-
adikasÐa anˆptuxhc kai epitrèpei thn taqÔterh dhmiourgÐa prwtotÔpwn.

3 SqedÐash tou Epitaqunt 

3.1 BeltistopoÐhsh Prìsbashc se Exwterik  Mn mh

H apodotik  prìsbash sth mn mh eÐnai krÐsimh gia ton sqediasmì uyhl c apì-
doshc seFPGAs. Aut  h enìthta perigrˆfei diˆforec teqnikèc beltistopoÐhshc
pou stoqeÔoun sth beltÐwsh twn allhlepidrˆsewn me thn exwterik  mn mh, ìpwc
h omadopoÐhsh diepaf¸n(interface bundling), h aposÔndesh twn leitourgi¸n
fìrtwshc kai apoj keushc dedomènwn, h qr sh twn AXI burst metafor¸n kai
h profìrtwsh stajer¸n pinˆkwn . Kˆje mÐa apì autèc tic teqnikèc sumbˆllei
sth meÐwsh thc kajustèrhshc kai sth beltÐwsh thc sunolik c apìdoshc sth
metaforˆ dedomènwn metaxÔFPGA kai exwterik c mn mhc.
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3.1.1 OmadopoÐhsh diepaf¸n

To prwtìkollo AXI eÐnai mia eurèwc qrhsimopoioÔmenh mèjodoc epikoinwnÐac
sta sust mata System-on-Chip (SoCs)kai sta FPGAs, parèqontac uyhlì eÔroc
z¸nhc kai qamhl  kajustèrhsh . Oi diepafècAXI qwrÐzontai se dÔo kathgorÐec:
AXI master kai AXI slave, me toucmastersna stèlnoun ait mata anˆgnwshc
kai eggraf c kai touc slavesna antapokrÐnontai se autˆ.

H omadopoÐhsh diepaf¸n epitrèpei th sÔndesh pollapl¸n anafor¸n mn mhc
se mia koin  diepaf , kˆti pou mei¸nei ton sunolikì qrìno kajustèrhshc thc
metaforˆc dedomènwn. Wstìso , o arijmìc twn diajèsimwn diepaf¸n AXI eÐnai
periorismènoc, kˆti pou epibˆllei thn prosektik  diaqeÐrish twn diepaf¸n . H
bèltisth lÔsh eÐnai h apofug  topojèthshc pollapl¸n prosbˆsewn mn mhc sthn
Ðdia diepaf , ¸ste na epitrèpetai h tautìqronh prìsbash .

3.1.2 AposÔndesh twn diepaf¸n fìrtwshc kai apoj keushc

Stic mejìdouc Runge-Kutta, pollèc leitourgÐec ekteloÔntai sto Ðdio stoiqeÐo
enìc pÐnaka, kˆti pou prokaleÐ exˆrthsh metaxÔ twn epanal yewn. Autì mporeÐ
na mei¸sei thn apìdosh lìgw thc anˆgkhc anamon c metaxÔ anˆgnwshc kai
eggraf c dedomènwn. H teqnik  thc aposÔndeshc twn diepaf¸n anˆgnwshc kai
eggraf c epitrèpei thn tautìqronh prìsbash se diaforetikèc diepafèc , mei¸non-
tac ètsi ton qrìno kajustèrhshc kai epitrèpontac th beltÐwsh thc apìdoshc
tou sust matoc .

3.1.3 AXI Burst Metaforèc

Oi AXI burst metaforèc epitrèpoun th metaforˆ pollapl¸n stoiqeÐwn dedomènwn
me mÐa eniaÐa entol  sto dÐauloAXI. Autì belti¸nei thn apìdosh thc metaforˆc
dedomènwn kai mei¸nei thn anˆgkh gia diadoqikèc ait seic prìsbashc sth mn mh.
Wstìso , h arqik  ulopoÐhsh tou k¸dika periorizìtan apì mh kanonikˆ motÐba
prìsbashc sth mn mh, gegonìc pou duskìleue thn efarmog  twn AXI burst
metafor¸n . Me thn anadiorgˆnwsh tou trìpou prìsbashc sta dedomèna, epiteÔqjhke
meÐwsh thc kajustèrhshc katˆ ènan suntelest 9� :

3.1.4 Fìrtwsh stajer¸n dedomènwn

MerikoÐ pÐnakec dedomènwn paramènoun stajeroÐ kaj' ìlh th diˆrkeia thc ek-
tèleshc thc efarmog c . H profìrtwsh aut¸n twn pinˆkwn sth mn mh tou FPGA
mporeÐ na exaleÐyei thn anˆgkh gia epanalambanìmenec prosbˆseic sthn exw-
terik  mn mh, mei¸nontac thn kajustèrhsh kai belti¸nontac thn apìdosh . Aut 
h teqnik  efarmìsthke me epituqÐa sthn trèqousa efarmog , apofeÔgontac tic
epaneilhmmènec prosbˆseic sthnDDR mn mh.
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3.2 BeltistopoÐhsh mèsw Arqitektonik c Data�ow

H beltistopoÐhsh me arqitektonik  data�ow stoqeÔei sth megistopoÐhsh tou
parallhlismoÔ kai sthn elaqistopoÐhsh tou adranoÔc qrìnou twn monˆdwn tou
FPGA. H sugkekrimènh arqitektonik  epitrèpei thn tautìqronh ektèlesh lei-
tourgi¸n , mei¸nontac thn anˆgkh gia seiriak  ektèlesh kai beltistopoi¸ntac
th qr sh twn pìrwn tou FPGA. Sthn enìthta aut  exetˆzontai strathgikèc
beltistopoÐhshc kai trìpoi apotelesmatik c diaqeÐrishc twn dedomènwn gia kalÔterh
apìdosh.

3.2.1 Eisagwg  sthn BeltistopoÐhsh Data�ow

H beltistopoÐhsh data�ow eÐnai krÐsimh gia ton sqediasmìFPGAs. BasÐzetai
se dÔo basikˆ montèla: to data-driven kai to control-driven data�ow,   se
sunduasmì touc.

Sthn paroÔsa efarmog , epilèqjhke to montèlo control-driven, to opoÐo
qrhsimopoieÐtai ìtan upˆrqoun exart seic dedomènwn kai h efarmog  allhlepidrˆ
me exwterik  mn mh. Ed¸ , h Vitis HLS entopÐzei ton parallhlismì kai dhmiourgeÐ
kanˆlia gia na diaqeiristeÐ tic exart seic. To sugkekrimèno montèlodata�ow
eÐnai apotelesmatikì gia akoloujÐec ergasi¸n ìpwc oi brìqoi kai oi sunart seic.

H beltistopoÐhsh data�ow efarmìzetai me th qr sh thc entol c :

#pragma HLS data�ow

Aut  epitrèpei thn tautìqronh ektèlesh anexˆrthtwn ergasi¸n , belti¸non-
tac thn apìdosh.

Gia na leitourg sei swstˆ to data�ow, oi ergasÐec prèpei na epikoinwnoÔn
swstˆ mèsw kanali¸n . Upˆrqoun dÔo kÔrioi tÔpoi kanali¸n:

ˆ FIFO : ApojhkeÔei memonwmèna stoiqeÐa dedomènwn, epitrèpontac thn asÔgqronh
ergasÐa metaxÔ paragwgoÔ kai katanalwt .

ˆ PIPO : ApojhkeÔei pÐnakec stoiqeÐwn kai qrhsimopoieÐ dÔo ìmoioucbu�ers,
epitrèpontac thn enallag  metaxÔ touc katˆ tic epanal yeic.

H apìdosh twn sqedÐwn pou èqoun beltistopoihjeÐ medata�ow metrˆtai
sun jwc me ton DeÐkth 'Enarxhc(Initiation Interval - II), pou prosdiorÐzei touc
kÔklouc rologioÔ anˆmesa stic epanal yeic.

3.2.2 Eswterik  Perioq  Data�ow

O algìrijmoc tou SOD2D perilambˆnei mÐa upologistikˆ èntonh perioq . Aut 
h perioq  apoteleÐtai apì èna brìqo pˆnw sta tetragwnikˆ shmeÐa(quadrature
points) tou kˆje stoiqeÐou tou plègmatoc. Lìgw tou ìti eÐnai upologistikˆ
èntonh, apoteleÐ upoy fia perioq  gia thn efarmog  tou montèlou data�ow.
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AnagnwrÐzontac tic epimèrouc diadikasÐec pou apoteloÔn th sugkekrimènh
efarmog , katafèrnoume na anagnwrlisoume poièc apì autèc epikoinwnoÔn me th
mn mh ektìc touFPGA.

H beltÐwsh thc apìdoshc mèsw thc eswterik c beltistopoÐhshcdata�ow
deÐqnei ìti an kai h kajustèrhsh thc kˆjeepanˆlhyhc auxˆnetai, h sunolik  apì-
dosh belti¸netai , kaj¸c epitugqˆnetai meiwmènh Kajustèrhsh EkÐnhshc(Initi-
ation Interval).

3.2.3 Exwterik  Perioq  Data�ow

Metˆ thn eswterik  beltistopoÐhsh , h epìmenh perioq  pou eÐnai katˆllhlh
gia beltistopoÐhsh eÐnai o brìqoc èna epÐpedo pˆnw apì autì pou proanafèrame.
Sugkekrimèna, autìc o brìqoc aforˆ ta sunolikˆ stoiqeÐa tou plègmatoc . Anag-
nwrÐzoume kai ed¸ tic epimèrouc diadikasÐec kai kˆnoume touc aparaÐthtouc metash-
matismoÔc k¸dika, me ap¸tero skopì thn proanˆkthsh (pre-fetch) stoiqeÐwn apì
th mn mh gia peraitèrw epexergasÐa thn kardiˆ thc perioq c aut c.

H sunolik  apìdosh twn brìqwn exwterikoÔ data�ow axiologeÐtai, me peri-
orismènh beltÐwsh lìgw thc èlleiyhc peraitèrw beltistopoi sewn .

3.2.4 BeltistopoÐhsh Qr shc Mn mhc On-Chip

'Opwc parathr jhke , h ekten c efarmog  tou montèloudata�ow od ghse sthn
anˆgkh qr shc megˆlou pl jouc apì BRAMs. Autì od ghse se meiwmènec
dunatìthtec exagwghc miac dromologhmènhc(routed) efarmoog c sthn epijumht 
suqnìthta rologioÔ . H qr sh URAMs (UltraRAMs) se shmeÐa pou apaitoÔn
apoj keush arket¸n stoiqeÐwn sto ulikì tou FPGa epitrèpei th beltistopoÐhsh
thc qwrhtikìthtac BRAMs. Oi URAMs prosfèroun megalÔterh puknìthta
mn mhc, me to meionèkthma, wstìso , thc qamhlìterhc diekperaiwtik c dunatìth-
tac. Aut  h enallag  epitugqˆnetai me th qr sh thc entol c :

3.3 Sugq¸neush Sunart sewn gia BeltistopoÐhsh Pìrwn

H teqnik  sugq¸neushc sunart sewn qrhsimopoieÐtai gia th meÐwsh thc sum-
fìrhshc kai th beltÐwsh thc qr shc twn pìrwn , sunduˆzontac mikrìterec er-
gasÐec se mÐa eniaÐa sunˆrthsh. Autì mei¸nei to kìstoc twn xeqwrist¸n kl sewn
sunart sewn kai axiopoieÐ pio apodotikˆ touc pìrouc touFPGA, epitrèpontac
peraitèrw beltistopoi seic .

3.3.1 Katanìhsh thc Sumfìrhshc se SqediasmoÔc FPGA

H sumfìrhsh apoteleÐ shmantik  prìklhsh se sqediasmoÔcFPGA, eidikˆ ìtan
efarmìzontai polÔplokoi pur nec. EmfanÐzetai ìtan oi pìroi dromolìghshc thc
FPGA, ìpwc ta switch blocks pou sundèoun talogic tiles, uperfort¸nontai ,
prokal¸ntac kajuster seic sth dromolìghsh kai merikèc forèc kajist¸ntac

26



ton sqediasmì adunatì na ulopoihjeÐ. H aÔxhsh thc sumfìrhshc mporeÐ na
odhg sei se aÔxhsh tou qrìnou dhmiourgÐac toubitstream   kai se adunamÐa
ulopoÐhshc tou sqediasmoÔ.

Parˆgontec pou suneisfèroun sthn aÔxhsh thc sumfìrhshc eÐnai oi uyhlèc
suqnìthtec rologioÔ , h uyhl  qr sh pìrwn kai h metakÐnhsh dedomènwn kai
prìsbash se mn mh.

MÐa lÔsh gia th meÐwsh thc sumfìrhshc eÐnai h meÐwsh thc suqnìthtac rolo-
gioÔ, kˆti pou ìmwc den eÐnai epijumhtì gia uyhlèc epidìseic. Mia pio apote-
lesmatik  prosèggish eÐnai h meÐwsh thc qr shc pìrwn mèsw sugq¸neushc lei-
tourgik¸n monˆdwn.

3.3.2 Efarmog  Sugq¸neushc Sunart sewn ston Epitaqunt 

Lìgw thc poluplokìthtac thc efarmog c , h sugq¸neush sunart sewn qrhsi-
mopoi jhke gia na mei¸sei thn katanˆlwsh pìrwn kai th sumfìrhsh . Sug-
kekrimèna, oi ìroi Diˆqushc kai Sunagwg c (Di�usive kai Convective) eÐqan
arqikˆ ulopoihjeÐ wc xeqwristèc monˆdec, parìlo pou akoloujoÔn sqedìn Ðdiec
diadikasÐec. QwrÐsthkan se koinˆ mèrh kai se mèrh eidikˆ gia ton kˆje nìro.
Ta koinˆ mèrh sugqwneÔjhkan, mei¸nontac thn dhmiourgÐa parìmoiou ulikoÔ kai
apofeÔgontac thn epanˆlhyh twn Ðdiwn prˆxewn.

Ta ofèlh thc sugq¸neushc sunart sewn perilambˆnoun meÐwsh thc qr shc
pìrwn , eleujer¸nontac pìrouc gia ˆllec beltistopoi seic , th beltÐwsh apì-
doshc lìgw thc exˆleiyhc twn epanalambanìmenwn upologism¸n kai th dunan-
tìthta mellontik c efarmog c mikro -arqitektonik¸n beltistopoi sewn , kaj¸c
h sugq¸neush mei¸jhke. To teleutaÐo, mˆlista , se sunduasmì me thn auxhmènh
qr sh pìrwn lìgw thc ulopoÐhshc Ðdiwn upologistik¸n monˆdwn  tan autì pou
apotèlese thn aform  gia th sugq¸neush .

3.4 Mikro -arqitektonikèc beltistopoi seic

Aut  h enìthta epikentr¸netai stic mikro -arqitektonikèc beltistopoi seic pou
efarmìsthkan gia th beltÐwsh thc apìdoshc tou epitaqunt  FPGA. Oi teqnikèc
autèc, ìpwc h dioqèteush(pipelining), h apotÔlixh brìqwn (loop unrolling) kai h
beltistopoÐhsh mn mhc, mei¸noun thn kajustèrhsh kai auxˆnoun ton parˆllhlo
upologismì stic krÐsimec perioqèc tou epitaqunt , belti¸nontac thn ektèlesh
tou algorÐjmouSOD2D kai thn apìdosh twn perioq¸n data�ow.

3.4.1 Eisagwg  stic beltistopoi seic RTL sto Vitis HLS

H dioqèteush(pipelining) epitrèpei thn epikˆluyh twn epanal yewn enìc brìqou,
ètsi ¸ste h epìmenh epanˆlhyh na xekinˆ prin oloklhrwjeÐ h trèqousa. Autì
auxˆnei thn parˆllhlh ektèlesh twn ergasi¸n , belti¸nontac thn apìdosh . H
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dioqèteush elègqetai apì to Initiation Interval (II) , to opoÐo kajorÐzei ton ar-
ijmì twn kÔklwn rologioÔ metaxÔ diadoqik¸n epanal yewn.

H apotÔlixh brìqwn (unroll) epitrèpei thn parˆllhlh ektèlesh epanal yewn ,
dÐnontac se kˆje epanˆlhyh dikoÔc thc pìrouc. Autì auxˆnei thn apìdosh , allˆ
me kìstoc thn auxhmènh katanˆlwsh pìrwn. H apotÔlixh prèpei na efarmìzetai
me prosoq , kaj¸c se peript¸seic ìpou h parˆllhlh ektèlesh den eÐnai dunat  ,
h aÔxhsh twn pìrwn den prosfèrei beltÐwsh sthn apìdosh.

Se alusÐdec brìqwn(loop-chains),h dioqèteush mporeÐ na odhg sei se autì-
math apotÔlixh twn eswterik¸n brìqwn, auxˆnontac shmantikˆ th qr sh pìrwn .
Epomènwc, h dioqèteush se alusÐdec brìqwn prèpei na efarmìzetai me prosoq ,
¸ste na apofeuqjeÐ h uperbolik  katanˆlwsh pìrwn .

3.4.2 Efarmog  mikro -arqitektonik¸n beltistopoi sewn

Sto plaÐsio thc beltistopoÐhshc twn perioq¸n data�ow, efarmìsthkan mikro-
arqitektonikèc beltistopoi seic se dÔo perioqèc: thn eswterik  kai thn exw-
terik  perioq  data�ow.

Prokeimènou na efarmìsoume autèc tic mikro-arqitektonikèc beltistopoi -
seic, èprepe na stoqeÔsoume strathgikˆ stic sunart seic twndata�ow perio-
q¸n pou  tan upologstikˆ barièc . Dialègame, loipì , th diergasÐa pou qreiazì-
tan ton perissìtero qrìno gia na ektelesteÐ kai thn beltistopoioÔsame. Oi
beltistopoÐhseic suneqÐzontac eÐte mèqri na mhn mporoÔme ˆllo, kurÐwc lìgw pe-
riorism¸n se pìrwn , opìte kai èprepe na kˆnoume ˆllou eÐdouc beltistopoÐhseic,
eÐte lìgw tou ìti èpaue na eÐnai h upologistikˆ bariˆ diergasÐa, opìte èprepe
na dialèxoume kai na beltistopoi soume thn amèswc epìmenh. H diadikasÐa aut 
oloklhrwnìtan ìtan den mporoÔsame na suneqÐsoume ˆllo.

Sthn eswterik  perioq  , efarmìsthkan teqnikèc ìpwc h dioqèteush kai h
apotÔlixh twn brìqwn. H dioqèteush èqei san apotèlesma thn tautìqronh ek-
tèlesh twn memonwmènwn entol¸n, mei¸nontac ton adran  qrìno kai, sunep¸c,
auxˆnontac thn qronik  apìkrish tou sust matoc . IdiaÐterh prosoq  dìjhke
sthn apotÔlixh brìqwn, an efarmosteÐ lanjasmèna, mporeÐ na aux sei shmantikˆ
touc qrhsimopoioÔmenouc pìrouc, qwrÐc na sunodeÔetai apì antÐstoiqh ˆuxhsh
thc qronik c apìkrishc . Sugkekrimèna, se kˆje perÐptwsh aut  h teqnik 
ja dhmiourg sei anÐgrafa tou kormoÔ tou ekˆstote brìqou proc apotÔlixh,
eÐte apotulÐgontˆc ton pl rwc eÐte me kˆpoio parˆgonta pou orÐzei o qr sthc.
Wstìso , an o sugkekrimènoc brìqoc perilambˆnei prospelˆseic stoiqeÐwn pou
brÐskontai se mn mec entìc touFPGA me periorismèno arijmì port¸n anˆgn-
wshc kai eggraf c , ta antÐgrafa autˆ den ja dromologhjoÔn parˆllhla allˆ
seiriakˆ .

Sthn exwterik  perioq  data�ow, efarmìsthkan teqnikèc ìpwc h dioqèteush
stic prospelˆseic mn mhc, oi opoÐec sunant¸ntai katˆ kìron se aut  thn perioq  ,
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kai h aposÔndesh twn leitourgi¸n anˆgnwshc kai eggraf c. Sugkekrimèna, h
aposÔndesh twn leitourgi¸n anˆgnwshc kai eggraf c apodeÐqthke ìti apoteleÐ
thn pio shmantik  efarmozìmenh teqnik , kaj¸c , ìpwc faÐnetai kai apì ta peira-
matikˆ apotelèsmata,  tan aut  h opoÐa"xekleÐdwse" th leitourgÐa tou Data�ow.
Autì sunèbh, diìti h eggraf  thc ananewmènhc tim c enìc stoiqeÐou pou mìlic
anagn¸stike  tan autì to opoÐo apètrepe pl rwc to data�ow apì to na lei-
tourg sei sto mègisto bajmì .

4 Peiramatik  Axiolìgh

Se aut  th diplwmatik  ergasÐa, sqediˆsame ènan pur na gia thn epitˆqunsh
thc efarmog c SOD2D se FPGA. EpitÔqame epitˆqunsh thc tˆxhc tou7.29�
se sqèsh me thn apl  metˆbash tou k¸dika apìo k¸dika gia CPU se k¸dika
gia FPGA. EpÐshc katafèrame na èqoume45% epitˆqunsh se sqèsh me thn
ulopoÐhsh seCPU, deÐqnontac tic dunatìthtec aut c thc prosèggishc.

To shmantikì sthn ulopoÐhs  mac eÐnai to gegonìc ìti oi beltistopoi seic
epilèqjhkan me strathgikì trìpo , axiolog¸ntac kˆje forˆ ta shmeÐa ta opoÐa
 tan upologistikˆ bariˆ kai prospaj¸ntac na ta beltistopoi soume . Thn Ðdia
stigm  , ìtan parathroÔsame adunamÐa efarmog c peraitèrw beltistopoi sewn
lìgw auxhmènhc qr shc pìrwn, frontÐzame na stoqeÔsoume sta shmeÐa ta opoÐa
suneisèferan se autì, me skopì thn efarmog  beltistopoi sewn meÐwshc twn
qrhsimopoioÔmenwn pìrwn. Aut  h diadikasÐa stadiakˆ od ghse ston telikì
proteinìmeno epitaqunt .

Parˆ tic sun jeic megˆlec epitaqÔnseic seFPGA pou parathroÔntai se ˆllec
efarmogèc, h efarmog  SOD2D eÐnai mia apaithtik HPC efarmog  me megˆlec
anˆgkec mn mhc kai epikoinwnÐac, opìte apaitoÔntai prosektikèc arqitektonikèc
beltistopoi seic . H paroÔsa ergasÐa jètei th bˆsh gia peraitèrw belti¸seic,
parˆ thn poluplokìthta kai thn katanˆlwsh pìrwn thc efarmog c .

Sugqrìnwc, èpeita apì mÐa melèth pou diex game, faÐnetai ìti o epitaqun-
t c eÐnai arketˆ sunep c sta apotelèsmˆ tou, tìso se metabolèc tou megèjouc
tou plègmatoc ìso kai se allagèc sthn akrÐbeia twn arijm¸n kinht c upodias-
tol c pou qrhsimopioÔntai gia thn ulopoÐhsh. Katˆ autì ton trìpo , exˆgoume
to sumpèrasma ìti mporoÔme, qwrÐc kanèna prìblhma wc proc thn pistìthta
twn apotelesmˆtwn, na mei¸soume thn akrÐbeia aut , epitrèpontac sqediˆseic
pou qrhsimopoioÔn ligìterouc pìrouc kai mporoÔn na beltistopoihjoÔn akìma
perissìtero .
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Chapter 1

Introduction

Computational Fluid Dynamics (CFD) plays a vital role in analyzing and op-
timizing �uid �ow in complex systems, improving design, performance, and
safety across various industries such as aerospace [3], automotive [4], and en-
vironmental engineering [5]. The high complexity of �uid dynamics problems
often makes physical prototyping expensive and time-consuming, particularly
when intricate scenarios require elaborate experimental setups and signi�cant
resources.

CFD simulations provide a cost-e�ective and �exible alternative by allowing
virtual testing across di�erent conditions and use cases without the need for
physical models [6, 7]. These simulations o�er detailed insights into �uid �ow
behavior, helping engineers identify potential issues, mitigate risks, and opti-
mize designs e�ciently [8]. The underlying mathematical framework of CFD
involves solving the Navier-Stokes Partial Di�erential Equations (PDEs), which
govern �uid motion [9]. However, �nding analytical solutions to these equations
is impractical for most real-world applications, leading to the use of numerical
methods for approximations.

Two widely-used numerical methods for solving PDEs are the Finite Di�er-
ence Method (FDM) and the Finite Element Method (FEM). The FDM [10]
simpli�es the Navier-Stokes equations by approximating derivatives using dis-
crete points on a structured grid, making it computationally e�cient but less
e�ective for complex geometries. On the other hand, FEM [11] divides the do-
main into smaller elements and employs interpolation functions to approximate
the solution, making it suitable for modeling irregular geometries but at the
cost of higher computational overhead.

Given the complexity and computational demands of solving the Navier-
Stokes equations, modern computing architectures such as Central Processing
Units (CPUs) and Graphics Processing Units (GPUs) are often employed to re-
duce simulation times. However, both architectures face limitations in terms of
performance, memory management, and energy e�ciency. CPUs, for example,
struggle with large, sparse matrices [12], while GPUs, though more e�cient,
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still consume signi�cant energy when handling smaller grids [13].
In this work, we introduce a recon�gurable hardware accelerator based on

Field-Programmable Gate Arrays (FPGAs) that leverages the FEM method to
e�ciently solve the Navier-Stokes equations. Unlike rigid Application-Speci�c
Integrated Circuits (ASICs), FPGAs provide the �exibility needed to handle
varying grid sizes and boundary conditions, making them ideal for complex
CFD simulations. Our design utilizes High-Level Synthesis (HLS) to facili-
tate the development process, allowing us to achieve signi�cant performance
improvements while maintaining energy e�ciency.
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Chapter 2

Related Work

Several e�orts have been made to accelerate CFD simulations using various
numerical methods and computational platforms. The majority of existing
accelerators focus on solving simpler PDEs using the Finite Di�erence Method
(FDM). Chen et al. [13] developed an FDM-based accelerator for 2D Laplace
and Poisson equations on grids up to 128x128, utilizing Processing-in-Memory
(PIM) technology to minimize external memory accesses. While this approach
demonstrated some performance bene�ts, it was limited by low computational
precision and grid size.

Mu et al.[14] proposed another FDM accelerator targeting 2D Laplace equa-
tions on a 21x21 grid with dynamic precision, later extending their design to
3D Laplace equations[15] on a 16x16x16 grid. However, these accelerators are
restricted to speci�c grid sizes and boundary conditions, limiting their applica-
bility to more complex �uid dynamics problems.

In recent work, Li et al. [16] introduced FDMAX, an elastic accelerator
that addresses some of these limitations by supporting multiple types of PDEs,
including Laplace, Poisson, Heat, and Wave equations. FDMAX allows for
arbitrary grid sizes with 32-bit �oating-point precision, o�ering notable im-
provements in both performance and energy e�ciency. However, like other
FDM-based accelerators, FDMAX is still constrained by the method's inher-
ent limitations when handling complex geometries, which is essential for CFD
simulations involving intricate designs.

On the FEM side, few e�orts have been made to develop hardware accel-
erators. Friebel et al. [17] proposed a FEM-based recon�gurable accelerator,
though their design is optimized for resource-constrained FPGAs. While ef-
fective for speci�c use cases, it does not fully exploit the potential of high-
performance cloud-based FPGA platforms, which can o�er greater parallelism
and scalability.

Our work di�erentiates itself by introducing the �rst FEM-based recon�g-
urable accelerator for solving the Navier-Stokes equations. We leverage the
�exibility and parallelism provided by modern FPGA architectures to address
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the limitations seen in previous works, o�ering a scalable and adaptable solution
for complex CFD simulations. Additionally, our approach integrates memory-
aware optimizations and architectural restructuring to maximize performance,
making it well-suited for real-world applications requiring high computational
e�ciency and energy savings.
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Chapter 3

Background and Technical Foundations

This chapter presents the theoretical and technical foundations required to un-
derstand the contributions of this thesis. It begins by introducing the �eld of
Computational Fluid Dynamics (CFD), a critical area of study in solving �uid
�ow and heat transfer problems in �uids. Fundamental equations governing
CFD, particularly the Navier-Stokes equations, are discussed, followed by an
overview of numerical methods and the Finite Element Method (FEM), which
are central to the simulation work in this thesis. Additionally, we explore the
core algorithmic details of theSpectral high-Order coD e 2D (SOD2D), the
simulation framework used in this study.

The second part of the chapter focuses on Field-Programmable Gate Arrays
(FPGAs), covering their architecture, the Computer-Aided Design (CAD) �ow
for FPGA development, and the use of High-Level Synthesis (HLS) for accel-
erating numerical computations. A comparison of FPGAs with other compu-
tational platforms like CPUs, GPUs, and ASICs is presented, illustrating the
unique advantages of FPGA-based acceleration. Finally, we provide examples
of practical applications where FPGAs have demonstrated notable success.

1 Computational Fluid Dynamics (CFD)

This section introduces the basic principles of Computational Fluid Dynamics
(CFD), a branch of �uid mechanics that uses numerical methods and algorithms
to analyze and solve problems involving �uid �ows. The discussion focuses
on the governing equations and computational approaches that underpin �uid
simulations in the context of this thesis.

1.1 Overview of CFD

Fluid dynamics is the �eld of physics that studies the �ow of �uids, that is
liquids and gases. Fluid �ow is a phenomenon observed on various scales and
has important applications in many scienti�c and technological areas, such as
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aerodynamics, shipbuilding, meteorology, industrial processes, and energy tech-
nology.

The behavior of �uid motion in both temporal and spatial dimensions is
governed by a system of coupled partial di�erential equations known as the
Navier-Stokes equations. These equations describe the fundamental dynamics
of �uid �ow, but, with few exceptions � such as the Taylor-Green Vortex (see
1.3) � solving them analytically is generally not feasible. Despite extensive
research, the existence and uniqueness of solutions to the Navier-Stokes equa-
tions under given initial and boundary conditions remain an open mathemati-
cal problem. Due to the inherent complexity of these equations, their solutions
are typically obtained using specialized computational tools within the domain
of Computational Fluid Dynamics (CFD), which numerically approximate the
�ow behavior.

Computational Fluid Dynamics (CFD) aims to numerically solve the Navier-
Stokes equations by employing speci�c numerical techniques that capture both
the spatial characteristics of �uid �ow and its temporal evolution.

CFD simulations are generally classi�ed into two main categories based
on their level of �delity: low-�delity and high-�delity methods. Low-�delity
methods, such as the Reynolds-Averaged Navier-Stokes (RANS) approach, are
used to model �uid behavior after transient e�ects have dissipated, focusing
on steady-state conditions. In these simulations, turbulent �ow is represented
using empirical turbulence models [18]. On the other hand, high-�delity simula-
tions include techniques like Large Eddy Simulation (LES) and Direct Numeri-
cal Simulation (DNS). LES o�ers a compromise between accuracy and compu-
tational cost by using less dense grids and incorporating empirical correction
terms for subgrid-scale turbulence [19]. DNS, however, directly solves the full
set of Navier-Stokes equations without any empirical approximations, providing
the most accurate and detailed representation of �uid �ow, albeit at a signi�-
cantly higher computational expense [20].

1.2 Navier-Stokes equation

Before diving into the details of the CFD techniques employed in this thesis, it
is essential to �rst provide an overview of the mathematical foundation behind
the Navier-Stokes equations.

This work focuses on the three-dimensional compressible Navier-Stokes equa-
tions, adopting the formulation proposed by Toro [21]. This formulation of the
Navier-Stokes equations is chosen because it corresponds to the implementation
used in SOD2D [1] (see Section 1.7), which forms the basis of this thesis. These
equations, expressed in their conservative form, govern the behavior of �uid
�ow and are fundamental to the CFD methods implemented in this study. The
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governing equations are presented as follows:

@�
@t

+ r � (� u ) = 0 (3.1)

@(� u )
@t

+ r � (� u 
 u ) + r p�r � � = f (3.2)

@E
@t

+ r � ((E + p)u )�r � (� � u ) � r � (� r T) = S (3.3)

Equations 3.1, 3.2 and 3.3 correspond to theconservation of mass , con-
servation of momentum , and the conservation of energy , respectively.

The primary variables to be determined in both spatial and temporal do-
mains are the scalar �uid density (� ), vector velocity (u ), and scalar absolute
temperature of the �uid (T). The total energy per unit volume of the �uid (E)
and the pressure of the �uid (p) are linked to those primary variables through
constitutive equations, following the ideal gas law. As outlined in [1], the cor-
responding constitutive equations are given by:

E = �
"
1
2

(u � u + e)
#

;

e =
p

� (
 � 1)
;

p = �RT;

R = Cp � Cu;


 =
Cp

Cu

The parameter e is the internal energy per unit mass of the �uid and
 is
the speci�c heat ration(also known as adiabatic index), de�ned as the ration
of the speci�c heat at constant pressure (Cp) to the speci�c heat at constant
volume (Cu). Additionally, R is a speci�c gas constant relating the properties
of the gas to its temperature and density.

The viscous stress tensor (� ) represents the internal frictional forces within
the �uid caused by its viscosity and, for compressible �ow, is described by the
equation:

� = � (T)
 

r u + ( r u )T �
2
3

r � u I
!

where the� (T) follows the Sutherland law [22] via the equation:

� (T) = 1 :458e� 6 �
T1:5

T + 110:4
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Finally, the terms f and S are the source terms of Equations 3.2 and 3.3,
respectively. These terms account for external energy inputs and losses within
the system, re�ecting the in�uence of external forces and energy exchanges.
The parameter� is a constant that represents the �uid's thermal conductivity.

The Navier-Stokes equations represent the most general formulation for de-
scribing the motion of any �uid, provided that speci�c �uid parameters, such as
the stress tensor (� ), are de�ned. In the literature, �ows governed by Equations
3.1, 3.2 and 3.3 are commonly referred to ascompressible �ow, which encompass
a wide range of �uid dynamics scenarios. However, to simplify calculations and
leverage faster solvers that yield high-precision results, it is often advantageous
to make certain assumptions about �uid motion.

A representative example of such simpli�cation is theincompressible �ow
assumption, which assumes that the �uid density� remains constant both spa-
tially and temporally. Under this assumption, Equation 3.1 reduces tor� u = 0.
This approximation is generally accurate for low-Mach number �ows (Mach
numbers below 0.3) [2], where the Mach number is a dimensionless quantity
that compares the �ow velocity relative to the local speed of sound.

To e�ectively solve the Navier-Stokes equations, it is essential to establish ap-
propriate boundary conditions to accurately de�ne the �ow domain and ensure
realistic simulation results. Boundary conditions dictate how the �uid interacts
with solid boundaries, such as walls and interfaces, signi�cantly in�uencing the
overall �ow characteristics. Various types of boundary conditions can be ap-
plied, including no-slip conditions, where the �uid velocity at the wall matches
the wall's velocity, and free-slip conditions, which allow for some degree of �uid
motion parallel to the boundary.

Furthermore, in many practical applications, especially those involving com-
plex geometries or high Reynolds numbers, wall models are essential. These
models approximate the e�ects of the boundary layer and the behavior of the
�uid near solid surfaces, enabling the simulation of �ows in a computationally
e�cient manner without the need to resolve the intricate details of the viscous
sub-layer. By incorporating e�ective wall models, simulations can accurately
capture the interactions between the �uid and the boundaries, ultimately en-
hancing the reliability and precision of the results.

1.3 Class of problems addressed by current thesis

In this thesis, we focus on solving the Taylor-Green Vortex (TGV) problem,
which involves the compressible Navier-Stokes equations under speci�c initial
and boundary conditions. The formulation we adopt follows the conditions
established by [1], which are detailed as follows:
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In these equations, the quantities indexed with0 are user-de�ned parameters
and L denotes the length of the cube across each dimension.

This class of initial and boundary conditions is utilized for validating solver
results, as they can be solved analytically, providing a numerical baseline for
the solver's implementation. Speci�cally, the kinetic energy solution serves as
a means of validation and is governed by the equation:

Ek =
1

� 0j
 j

Z




� 0

2
ju j2d
 (3.4)

where
 denotes the domain in which the Navier-Stokes are solved andj
 j the
volume of this domain.

The reasons for focusing our accelerator implementation on this class of
problems is as follows:

ˆ The SOD2D software is currently under active development, with features
being added and bugs �xed. As the TGV serves as a numerical reference
for any changes made to the original SOD2D code, it is a suitable class of
problems for implementation and optimization.

ˆ The components missing from the FPGA implementation of SOD2D relate
to the integration of arbitrary boundary conditions and wall models. These
functions are not computationally intensive, as they deal with boundaries
that are several orders of magnitude less complex in terms of computation.

ˆ As noted in [6] and as will be evident in Chapter 5, TGV problems are
representative of the overall computational complexity of the solver, as
they encompass the most computationally intensive functions.
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1.4 Introduction to Numerical methods

Due to the inherent complexity of the Navier-Stokes equations, which cannot
be solved analytically in most cases, numerical methods are employed to ap-
proximate their solutions. These methods are designed to yield results that
accurately re�ect the underlying physical phenomena.

The Navier-Stokes equations can be classi�ed as Partial Di�erential Equa-
tions (PDEs) de�ned over the domain 
 � T, where 
 represents the three-
dimensional spatial domain in which the �uid dynamics are analyzed, while
the T corresponds to the temporal domain. Rather than applying a single nu-
merical method across the entire domain, we di�erentiate between spatial and
temporal dimensions, allowing us to implement distinct numerical techniques
tailored to each domain.

In terms of spatial discretization of the Navier-Stokes equations, several nu-
merical methods are commonly utilized, as highlighted by [2]:

ˆ Finite Di�erence Method (FDM) : This approach discretizes the con-
tinuous space (and can also be applied to time) into a rectangular grid
of points and approximates derivatives using �nite di�erences. FDM is
relatively straightforward to implement in terms of mathematical com-
plexity and the time required to develop simulation software. However, it
faces challenges when simulating complex geometries and typically requires
dense grids to achieve a comparable level of accuracy to other methods.

ˆ Finite Volume Method (FVM) : In this method, the spatial domain
is divided into �nite volumes, with the conservation of �ow (e.g., mass,
energy) ensured through analytical integration of �ows across the volume
boundaries. FVM is particularly e�ective for conservation equations, in-
cluding the Navier-Stokes equations. While it may be more complex to im-
plement than FDM, it excels at accurately describing complex geometries
and e�ectively managing discontinuities. Its robustness is demonstrated
by its application in OpenFOAM [23], a widely recognized tool in �uid
dynamics for low-�delity RANS simulations.

ˆ Finite Element Method (FEM) : FEM divides the problem into smaller,
�nite elements, where the solution is locally approximated using basis func-
tions. This method involves more intricate computations and is generally
considered the most complex to implement among the three. However, its
versatility extends beyond the Navier-Stokes equations, making it highly
accurate and ideal for complex geometries. SOD2D utilizes FEM, thus it
is further addressed in Section 1.5.

For temporal discretization of the problem, several methods are available, in-
cluding backward and forward Euler methods. However, this introductory dis-
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Figure 3.1: FEM general procedure

cussion will focus on the most widely used method: the Runge-Kutta method,
which is the primary approach employed in this thesis. Further details regarding
the implementation of the Runge-Kutta method can be found in Section 1.6.

1.5 Finite Element Method (FEM)

In this study, we focus on the Finite Element Method (FEM), as it is the
numerical approach employed by the SOD2D solver. A brief introduction to
this method will be provided, following the insights presented by [24]. The
general procedure of FEM is illustrated in 3.1, which will serve as a reference
while exploring the core mechanics of this method.

To explain the workings of FEM, we consider a general convection-di�usion
model, as described in [1]:

@y
@t

+ r � f (y) � r � (� r y) = 0 (3.5)

For ease of reference, we de�ne the following operators corresponding to the
terms in this equation:

M (y) =
@y
@t

; (3.6)

C(y) = r � f (y); (3.7)

D(y) = �r � (� r y); (3.8)

A(y) = M (y) + C(y) + D(y) (3.9)

Thus, Equation 3.5 can be written as:

A(y) = 0 (3.10)
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Figure 3.2: Gmsh testcase example

In this formulation, the terms M (y), C(y) and D(y) correspond to theMass,
Convection and Di�usion terms, respectively.

The �rst step in FEM is the discretization of the geometry to be simulated,
which is achieved using Computer-Aided Design (CAD) software. As shown
in Figure 3.1, the domain is discretized into hexahedral elements of various
shapes, with red dots indicating the nodes of each element. The primary nodes
are located at the vertices, while additional nodes along the edges help de�ne
the geometry. The number of nodes along an edge determines theorder of
the mesh, with higher-order meshes capable of better approximating curved
geometries.

For the SOD2D solver, we use Gmsh [25] is used, an open-source 3D �nite
element mesh generator that also o�ers pre- and post-processing capabilities for
numerical simulations. In Gmsh, the user de�nes the domain by sequentially
specifying points, then connecting those points with lines, de�ning surfaces
using those lines, and �nally creating volumes by combining surfaces. The mesh
generation process begins by discretizing 1D elements (lines) using a divide-
and-conquer algorithm. This is followed by the generation of a 2D mesh on the
surfaces, which then serves as the foundation for constructing the 3D mesh for
the volume(s).

The 2D and 3D mesh generation typically utilizes theDelaunay algorithm,
which inserts new points sequentially at the circumcenter of the element with
the largest adimensional circumradius [26]. Figure 3.2 provides an example of
this process, where a test case used in Chapter 7 of this thesis is shown with a
mesh comprising 274,625 nodes. The �rst image depicts the user-de�ned geom-
etry, while the 1D mesh generation (not shown for clarity) has been completed.
The second and third images display the generated 2D and 3D meshes, respec-
tively, with the third image illustrating the 3D elements using an aspect ratio
of 0.5 to highlight their structure.

The mesh shown in Figure 3.2 exhibits a grid-like regularity. In general, the
meshes generated are divided into two categories:structured and unstructured
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meshes. Structured meshes consist of elements arranged in a regular, grid-like
pattern � usually rectangular or cuboidal in 2D or 3D � which makes them easy
to index. In such meshes, the regularity allows them to be stored as matrices,
where each grid point has a �xed index, enabling e�cient matrix assembly and
fast solution algorithms. This makes structured meshes appropriate for iterative
solvers, as neighboring elements follow a predictable pattern. In fact, much of
the literature on FPGA accelerators focuses on structured meshes, as discussed
in Chapter 2.

In contrast, unstructured meshes consist of irregularly arranged elements of
various shapes and sizes, such as triangles in 2D or tetrahedra in 3D. This
allows for greater �exibility in handling complex geometries and irregular do-
mains, which is crucial for real-world applications involving non-uniform re-
gions. However, the irregularity of unstructured meshes makes data storage,
indexing, and traversal more complex, often leading to slower computations
compared to structured meshes. This is the case in our study. Although the
mesh in Figure 3.2 appears structured, it is handled as an unstructured mesh
because the SOD2D solver is designed to solve problems using unstructured
mesh con�gurations.

In our speci�c setup, the computational domain is discretized into hexahedral
elements. Each element, as aforementioned, is de�ned by a set of nodes, which
are the points where we aim to simulate �uid dynamics. For each element
e, we de�ne a vector of values at these nodes,y e = [ ye

1 : : : ye
n], where each

ye
i represents the value of functiony in i -th node of elemente, after having

enumerated appropriately the nodes of this element.
The next step is to approximate the function describing the �uid dynam-

ics within each element. To do this, we assume a trial function for each el-
ement, constructed as a linear combination of a set of chosen basis functions
f N1; N2; : : : ; Nng, where eachN i has the property that it equals 1 at nodeye

i
and 0 at all other nodes. This allows us to represent the trial functionye(x ) as:

ye(x ) =
nX

i=1
ye

i (x ) � N i (x) (3.11)

The trial function is then substituted into the original di�erential equation
to compute the residual for that element. Theresidual is the amount by which
the trial function fails to satisfy the di�erential equation, expressed asA(� (x ))
for any function � (x ).

The primary goal of the FEM is to determine the valuesye
i for each element

e, in such a way that the weighted residuals of the di�erential equation are
minimized across the entire domain. This is formalized as:

43



X

e

Z

Ve
vi � A(ye)dV = 0 i = 1; : : : ; n (3.12)

Here, the functionsvi are calledtest-functions. The number of test functions
vi is equal to the number of basis functionsN i , creating a square system of
equations, which ensures that the problem is well-posed and solvable. However,
in some cases, more test functions are chosen than basis functions, leading to
an over-constrained system. In such situations, the goal shifts from �nding
an exact solution to minimizing the error, often through techniques like least
squares approximation.

Intuitively, the process of Equation 3.12 can be seen as averaging the error
of the approximation (i.e., the residuals) over all elements, with the weights
determined by the test functions. By minimizing the weighted residuals, FEM
ensures that the approximation closely matches the true behavior of the physical
system, even in complex geometries and domains.

Note 1 : Before proceeding with further manipulation of Equation 3.12, a weak
form is derived. This allows for a relaxation of the di�erentiability requirements
for the basis functions. For clarity, this step is omitted.
Note 2 : In the general FEM procedure, a more comprehensive form of Equa-
tion 3.12 is used. Speci�cally, by introducingB(y) as the system of equations
representing the boundary conditions required for solving any Partial Di�eren-
tial Equation (PDE), the FEM objective is to satisfy the following equation:

X

e

Z

Ve
vi � A(ye)dV +

Z

S
�vi B(y)dS = 0 i = 1; : : : ; n

Here, �vi represents a new set of test-functions applied across the boundaries
of the computational domain, whileS denotes the boundary surface. In this
section, we omit the second term to focus on the core concept of the FEM
without delving into boundary condition details.

Having reached Equation 3.12, the next step is to select which test-functions
to be used. While there are various approaches available in the literature �
such aspoint collocation and subdomain collocation[24] � for SOD2D we use
the Weighted Residual Galerkin Method. In this method, the test functions
are chosen to be the same as the basis-function used for constructing the trial
function. This leads to the following form of Equation 3.12:

X

e

Z

Ve
N i � A(ye)dV = 0 i = 1; : : : ; n (3.13)

In most cases, it's not feasible to compute the integral in Equation 3.13
analytically. Therefore, numerical integration is applied. The general idea be-
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hind numerical integration is to divide the domain of the function into smaller
regions, evaluate the function at certain points within these regions (called
quadrature points), and sum their contributions. In SOD2D, the Gauss-Lobatto-
Legendre (GLL) quadrature technique is employed for this purpose, which is
commonly used in spectral element methods. Hence, the speci�c FEM variant
used by SOD2D is often referred to as theSectral Element Method. Applying
GLL quadrature, Equation 3.13 becomes:

X

e

X

g
WgN i (� g) � A(ye(� g)) = 0 i = 1; : : : ; n (3.14)

Here, the integral is replaced by a summation over the quadrature points
� g with Wg representing thequadrature weightsand � g the quadrature points.
Both the weights and the points are predetermined constants. The quadrature
points are the roots of the derivative of the Legendre polynomialP0

N (� g) and
the quadrature weights are computed as:

Wg =
2

N (N + 1)[ PN (� g)]2

By substituting A(ye) with its expanded form from Equation 3.9, we get:
X

e

X

g
WgN i (� g) � (M (ye(� g)) + C(ye(� g)) + D(ye(� g))) = 0 i = 1; : : : ; n (3.15)

Through further mathematical manipulations, as presented in [1], a linear
system of equations is eventually formed. One notable feature of the spectral
element method used here is that the resulting mass matrix � formed from the
mass termsM (ye(� g)) � is diagonal by nature. This characteristic eliminates
the need for a linear solver during the Runge-Kutta steps (see Section 1.6),
which signi�cantly simpli�es the numerical implementation.

1.6 Fourth order Runge-Kutta

The Runge-Kutta methods are a family of iterative techniques used to solve
ordinary di�erential equations (ODEs) numerically. These methods provide
an approximate solution to ODEs where an analytical solution is di�cult or
impossible to obtain. They are widely used because they o�er a good balance
between accuracy and computational e�ciency. In SOD2D this method works
in pair with FEM, incorporating the time domain in the solution procedure
and providing the �nal results of the physical quantities which we would like to
simulate.

The following equations demonstrate howyn+1 is approximated attn+1 using
a step sizeh.
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k1 = hf (tn; yn) (6)

k2 = hf
 

tn +
h
2

; yn +
k1

2

!

(7)

k3 = hf
 

tn +
h
2

; yn +
k2

2

!

(8)

k4 = hf (tn + h; yn + k3) (9)

yn+1 = yn +
1
6

(k1 + 2k2 + 2k3 + k4) (10)

where the fourth order Runge-Kutta method is used.
The advantages of such a method is that it o�ers good accuracy without

excessive computational cost, it is easy to implement and adaptable to various
types of problems, exhibit better stability properties than lower-order meth-
ods like Euler's method and compared to methods like Taylor Series it does
not require explicit knowledge of higher-order derivatives of the function being
solved.

1.7 Spectral high-Order coDe 2 solve partial Di�erential equations
(SOD2D)

This subsection introduces the SOD2D framework, which is used in this thesis
for high-order numerical simulation of partial di�erential equations in CFD.

1.7.1 Overview of the SOD2D Simulator

In this thesis, we focus on the SOD2D CFD simulator, a powerful tool de-
signed for scale-resolving simulations of turbulent compressible �ows. SOD2D
e�ciently utilizes hardware acceleration to provide low-dissipation solutions for
�ow �elds, even in scenarios where turbulence interacts with �ow discontinu-
ities, thereby minimizing excessive dispersion. The simulator integrates the
Spectral Element Method discussed in Section 1.5. Additionally, it employs
an operator-splitting technique for the convective terms, which mitigates the
aliasing e�ects caused by the reduced-order integration inherent in the spectral
element method (SEM).

SOD2D is optimized for parallel computing, allowing it to manage large-scale
simulations e�ciently. This capability signi�cantly reduces computational time,
enabling more extensive explorations of �uid dynamics phenomena. This fea-
ture is particularly bene�cial for the RefMap European Project, an initiative
aimed at addressing these challenges and optimizing air tra�c with respect to
the environmental impact of aviation and drone operations. One of RefMap's
key objectives is to develop robust deep learning models that can predict ur-
ban �ow based on extensive CFD simulations. To achieve this, it is essential
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to generate data within a relatively short timeframe to e�ectively train these
advanced deep learning models.

As of the writing of this thesis, SOD2D is actively being developed by the
Barcelona Supercomputing Center. The primary motivation for implementing
the SOD2D algorithm was to create a simulator capable of e�ciently execut-
ing scale-resolving simulations of turbulent compressible �ows. Such simula-
tions are vital for a range of scienti�c and engineering applications, including
aerospace, meteorology, and environmental modeling.

SOD2D is designed to leverage the capabilities of exascale computing and
e�ectively utilize hardware accelerators, such as GPUs. One of its signi�cant
strengths lies in its adaptability to complex geometries, which is crucial in �uid
dynamics, as the shape of the computational domain can greatly a�ect �ow
characteristics. The software enables users to use custom geometries and mesh
them accordingly, facilitating precise modeling of diverse scenarios.

1.7.2 Algorithmic Structure of SOD2D

In this section, we outline the algorithm implemented in the SOD2D software.
While it follows the general numerical procedure explained in Section 1.4, there
are important modi�cations to optimize its performance, particularly when ex-
ecuted on modern hardware accelerators such as GPUs. Speci�cally, several
adaptations have been made to fully harness the computational power of GPUs
in HPC applications, as detailed in the literature, particularly in [27]. While
this uni�ed GPU-enabled code base allows for rapid development and scalabil-
ity, simply porting the algorithm to a GPU without further optimization can
lead to sub-optimal performance.

To elevate performance, the code undergoes transformations that enable bet-
ter alignment with GPU characteristics, such as coalescing memory access and
ensuring e�cient use of shared memory and registers. Additionally, the algo-
rithm is modi�ed to minimize global memory accesses, which tend to be more
expensive in terms of latency compared to local memory. These improvements
allow SOD2D to handle larger datasets and more complex simulations without
sacri�cing computational e�ciency.

The inner workings are detailed in Algorithm 1. Some operations, such
as applying boundary conditions, wall models, and updating viscosity using
Sutherland's law, are excluded in this speci�c problem because are not required
by the Taylor-Green Vortex (TGV), the class of problems we target in the
current thesis (see Section 1.3). Those sections are marked in red. These
operations are omitted for two primary reasons:

1. The problem class we are solving is the Taylor-Green Vortex (TGV), as
discussed in Section 1.3. This type of problem does not require boundary
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conditions or wall models, since it deals with a periodic �ow within a fully
closed domain.

2. As further analyzed in Chapter 5, the omitted functions are not part of the
compute-intensive segments of the application. Therefore, their exclusion
does not a�ect the performance pro�ling or experimental results discussed
in this thesis.

The algorithm starts by loading into memory the discretized mesh from a
prede�ned �le. This mesh is created using Gmsh, as discussed in Section 1.5.
Typically, in large-scale simulations, the mesh would be partitioned for parallel
processing using tools like GeMPa [28], allowing the problem to be distributed
across multiple computing units such as CPUs or GPUs. In this speci�c case,
no partitioning is needed since the entire computational domain is processed
by a single instance of the application.

Next, pre-processing steps are executed, including the evaluation of shape
functions (basis functions) at the quadrature points, initialization of source
terms related to the Navier-Stokes equations, and computation of the Jacobian
and mass matrices (refer to Section 1.5). The Jacobian matrix is necessary for
transforming isoparametric gradients (calculated in the reference coordinate
system) into Cartesian gradients, which are used in the physical domain. The
mass matrix, which remains constant during the simulation, is pre-computed
once and stored in memory for later use by the lumped solvers.

After initialization, the time-stepping loop begins, which implements a Runge-
Kutta (RK) algorithm of order 4. The RK loop consists of four sub-steps (the
number 4 corresponds to the order of the RK scheme used). In each sub-step,
intermediate values are �rstly updated and used in further calculations.

The di�usion term is computed over all elements and their associated nodes.
Nodal values required for di�usion calculations are preloaded into memory to
optimize performance. Isoparametric gradients are �rst computed in the ref-
erence frame and then transformed to Cartesian gradients using the Jacobian
matrix, allowing the further computation of the viscous stress term� . Lastly,
local viscosities and divergences are calculated along the quadrature points,
which are assembled into global residuals that contribute to the overall solu-
tion.

Similarly, the convection term is computed across all elements. The convection-
related nodal values are prefetched, and isoparametric gradients are computed
and transformed to the Cartesian coordinates. The local residuals due to con-
vection are computed, which contribute to the global residual updates stored
in global memory.

Once the di�usion and convection terms have been computed for all elements,
their contributions are assembled into a single residual expression. The lumped
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Algorithm 1 SOD2D Pseudocode

1: Open Descritized mesh
2: Evaluate Shape functions (N i ) at quadrature points (� g)
3: Allocate variables and initialize Source Terms and Viscosity (f ; S and � )
4: Evaluate the inverse Jacobian Matrix on the node points and the Mass Term
5: for t  1 to NumberOfTimestepsdo
6: Initialize RK arrays to zero
7: // Runge-Kutta Loop
8: for RK  1 to 4 do
9: Prepare RK sub-step (yi = yn + dt � A i;j � Rj )

10: Apply boundary conditions
11: Update velocity and equations of state
12: Update viscosity with Sutherland's law
13: // Compute Diffusion Term
14: for e in Elementsdo
15: for g in ElementNodesdo
16: Prefetch Di�usion-related Nodal Values
17: end for
18: for g in ElementNodesdo
19: Compute Isoparametric Gradients
20: Compute Gradients
21: Compute �
22: end for
23: for g in ElementNodesdo
24: Compute local viscosities
25: Compute Divergences (r� )
26: Update global nodal residual contribution
27: end for
28: end for
29: Call source terms (f and S) and evaluate wall models
30: // Compute Convection Term
31: for e in Elementsdo
32: for g in ElementNodesdo
33: Prefetch Convection-related Nodal Values
34: end for
35: for g in ElementNodesdo
36: Compute Isoparametric Gradients
37: Compute Gradients
38: Compute local residuals
39: end for
40: for g in ElementNodesdo
41: Update global nodal residual contribution
42: end for
43: end for
44: Assemble residual contribution of Di�usion and Convection kernels
45: Call lumped mass matrix solver
46: end for
47: // Runge-Kutta Update
48: Evaluate �; u ; T; E, and p
49: end for
50: De-allocate variables and exit safely
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Figure 3.3: Transformation between Cartesian and Natural coordinates

mass matrix solver is then applied, utilizing the diagonal structure of the mass
matrix to perform rapid calculations e�ciently.

After completing all the Runge-Kutta sub-steps, the primary variables such
as density (� ), velocity (u ) and temperature (T) and some derived values such
as energy (E) and pressure (p) are updated, corresponding to the solution of
those variables at the current time step. The algorithm then proceeds to the
next time step, repeating the process until the simulation is complete.

The computation of the di�usion and convection terms in the SOD2D al-
gorithm exhibits a similar code structure, which contributes to its overall ef-
�ciency. Initially, both terms begin by prefetching the nodal values relevant
to their respective calculations. Following this, intermediate values are com-
puted, and the global nodal residual contributions are updated accordingly.
This streamlined code structure is exploited by the data�ow optimization dis-
cussed in Section 6.

The computation of intermediate values involves calculating the so-called
isoparametric gradients, followed by transforming these gradients into standard
Cartesian gradients. In Finite Element Methods (FEM), the natural coordinate
system � also referred to as the isoparametric domain � is employed. In this
system, each element is transformed into an equivalent cube within the domain
[� 1; 1] � [� 1; 1] � [� 1; 1], as illustrated in Figure 3.3. This transformation
facilitates mapping the complex geometry of an element in the physical domain
(global coordinates) to a simpler reference geometry in natural coordinates,
which is achieved through the Jacobian matrix (J ). To trasnform natural to
Cartesian coordinates within the algorithm, the inverse Jacobian is computed.
This is why both the Jacobian matrix and its inverse (J � 1) are calculated at
the beginning of the SOD2D algorithm.

2 Field-Programmable Gate Arrays (FPGAs)

This section provides an in-depth introduction to Field-Programmable Gate
Arrays (FPGAs), a key hardware platform for accelerating compute-intensive
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tasks. It explores the architecture of FPGAs, how they are programmed us-
ing traditional Hardware Description Languages (HDLs) and newer High-Level
Synthesis (HLS) tools, and how FPGAs compare to other hardware platforms
such as CPUs, GPUs, and ASICs in terms of performance, �exibility, and power
e�ciency. Lastly, some examples are presented of some common FPGA accel-
erators.

2.1 FPGA architecture

Field-Programmable Gate Arrays (FPGAs) are composed of a variety of con�g-
urable blocks designed to implement Boolean algebra functions. These blocks
typically include Look-Up Tables (LUTs), which facilitate operations with a
speci�c number of inputs, and registers (or �ip-�ops) for synchronous circuits.
Modern FPGA architectures are equipped with high-speed memory resources,
such as Block RAMs (BRAMs), which provide multiple ports for synchronous
and parallel read and write operations. Additionally, FPGAs often contain spe-
cialized pre-fabricated circuits designed for Digital Signal Processing (DSP),
enhancing their capability to perform complex calculations e�ciently.

The architecture of an FPGA is structured around logic cells (or logic blocks),
each containing a de�ned number of these fundamental logic elements. These
logic cells are interconnected through a con�gurable network, allowing for cus-
tom arrangements to design complex circuits for the user's needs and to meet
the timing, area and resource requirements. From a user's perspective, the in-
terconnection of these elements is facilitated through a Hardware Description
Language (HDL), such as VHDL or Verilog.

FPGAs are generally categorized into three main groups based on their rout-
ing architectures, as outlined in [29]:

1. Island-Style : Used by Xilinx FPGAs, this architecture features a grid-
like arrangement where logic blocks are surrounded by a network of routing
resources.

2. Row-Based : Used by companies like Actel, this architecture organizes
logic blocks into rows with dedicated routing resources between them.

3. Hierarchical : Found in Altera FPGAs, this architecture uses a multi-level
routing scheme.

In this section, we will focus speci�cally on the island-style routing architec-
ture, as we will be utilizing Xilinx FPGAs in our investigations.

In Figure 3.4, an example of an island-style FPGA architecture is presented.
The picture is inspired by [29], where this architecture is used in theVersatile
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Figure 3.4: FPGA island-style common architecture (from [29])

Place and Route (VPR) tool. While modern FPGAs may implement di�er-
ent architectures than the one shown, this example serves as a great starting
point for presenting the basic blocks that make up an FPGA. Additionally,
this architecture is used in theOpenFPGA open-source initiative [30], which
aims to create a more accessible platform for FPGA development, aiding in the
acceleration of research, education, and practical applications.

Logic blocks are surrounded by routing channels of pre-fabricated wiring
segments on all four sides. A logic block's input or output, referred to as a
pin, can connect to some or all of the wiring segments in the adjacent channel
through a connection block of programmable switches At every intersection of
a horizontal and vertical channel,there exists a switch block, which is simply a
set of programmable switches that enable certain wire segments incident to the
switch block to connect with others. By activating the appropriate switches,
short wire segments can be joined together to create longer connections.

Each logic block consists ofBasic Logic Elements(BLEs) and local routing
to interconnect them via multiplexers. Input signals are provided to the cluster,
while these multiplexers allow arbitrary connections between the cluster inputs
and the BLE inputs. The same multiplexers also connect to each BLE's outputs,
enabling the output of any BLE within this cluster to be linked to any of the
BLE inputs, thus featuring feedback. It is important to note that each BLE
input can connect to any of the cluster inputs or any BLE outputs, making
these logic clustersfully-connected.

The BLE structure contains an LUT and a register. The presence of the
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Figure 3.5: FPGA CAD �ow (from [29])

D Flip-Flop register allows either the registered or unregistered version of the
LUT output, allowing, thus, the implementation of either combinational or
sequential logic circuits.

2.2 FPGA CAD �ow

In this subsection, we outline the fundamental steps of an FPGA CAD �ow,
which will be referenced later in Chapter 6.

Figure 3.5 illustrates the essential work�ow that all FPGA tool vendors
adhere to in their products.

The process begins withsynthesis , where the circuit described in a Hard-
ware Description Language (HDL) is transformed into a netlist of basic gates.This
netlist is further converted into a representation of FPGA logic blocks, optimiz-
ing for minimal resource usage and reduced critical path length. During this
phase, the logic is optimized to reduce the number of resources required. Pre-
liminary constraint checking�particularly timing and area�is also conducted
using FPGA models and assumptions regarding �nal placement and routing to
ensure the design meets speci�ed goals.

Following synthesis, the next phase isplacement . Here, the synthesized
logic is mapped onto the physical resources of the FPGA. Placement algorithms
decide where each logic block should be positioned on the FPGA to minimize
wiring, reduce critical path lengths, and improve overall circuit performance.
E�ective placement aims to minimize wiring complexity and ensures that the
logic blocks are evenly distributed to avoid routing congestion. Since placement
occurs before routing, it must also account for the availability of routing paths
to prevent bottlenecks later in the process.

After placement is complete, the design moves to therouting phase. During
this stage, the routing tool determines which programmable connections are
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required to link the logic block inputs and outputs. The challenge is to establish
all necessary connections while meeting the timing constraints and ensuring
su�cient routing resources are available. The routing process often involves
multiple iterations, as the tool explores various routing paths, evaluates timing,
and checks for potential congestion. If initial routing attempts fail to meet
timing or resource constraints, the tool re�nes its approach and reattempts
the routing process. This iterative procedure continues until all connections
are successfully made, ensuring the design satis�es both timing and resource
requirements.

After the routing stage of FPGA design is completed, the �nal step is thebit-
stream generation . The bitstream is a binary �le that con�gures the FPGA
to implement the speci�ed design. The �nal routing and placement information
is combined with the logic con�guration to create a detailed description of how
the FPGA hardware will behave. This description includes settings for all the
logic blocks, routing paths, clock networks, I/O con�gurations, and memory
initialization patterns. Through the bitstream, the design can be tested and
veri�ed on the FPGA fabric.

2.3 Hardware Description Languages (HDLs)

Hardware Description Languages (HDLs) are specialized programming lan-
guages used to model and design electronic systems, particularly integrated
circuits (ICs) like FPGAs and ASICs. Two of the most commonly used HDLs
are VHDL (VHSIC Hardware Description Language) and Verilog. These lan-
guages enable engineers and designers to describe the behavior and structure
of electronic systems at various levels of abstraction, from high-level algorithms
down to low-level gate-level implementations.

One of the advantages of using HDLs is that they allow for the simulation of
hardware designs before physical implementation. This capability is important
for verifying that a design behaves as intended, helping to identify and tackle
potential issues early in the development process. Simulation tools can interpret
the HDL code to predict how the designed circuit will respond to various inputs,
thereby enhancing the reliability of the �nal product.

In addition to simulation, HDLs primary use is to enable the synthesis pro-
cess, where the high-level descriptions provided by the HDL code are translated
into a netlist of gates and connections suitable for implementation on an FPGA
or ASIC.

In general, HDLs represent aRegister-Transfer Level (RTL). RTL is a level
of abstraction used in digital circuit design and hardware description languages
(HDLs) to describe the operation of a circuit in terms of the �ow of data between
registers and the logical operations performed on that data.
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Designers use HDLs to write RTL descriptions of their circuits, specifying
how data moves between registers and how the logical operations are performed
on that data. After verifying its validity by simulation, the RTL can be syn-
thesized into an actual gate-level representation for further implementation.

Since Hardware Description Languages (HDLs) for FPGAs are analogous
to assembly language for CPUs, they come with several drawbacks. Learning
HDLs can be complex and time-consuming, especially for engineers transition-
ing from software programming. Debugging HDL code poses additional chal-
lenges, particularly with timing-related bugs, which can be di�cult to identify
and �x. Furthermore, the entire work�ow of coding, simulating, debugging,
and synthesizing HDL designs can be labor-intensive, making it a signi�cant
concern for projects with tight deadlines.

To overcome these challenges, High-Level Synthesis (HLS) provides an alter-
native.

2.4 High Level Synthesis

High-Level Synthesis (HLS) is a design methodology that allows hardware de-
velopers to describe hardware behavior using high-level programming languages
such as C, C++, or OpenCL, which are then translated into hardware descrip-
tions like Verilog or VHDL for implementation on Field-Programmable Gate
Arrays (FPGAs). HLS abstracts away much of the manual, low-level hardware
description and o�ers a more intuitive design approach, enabling developers to
focus on algorithmic optimization rather than hardware-speci�c details. In this
way, HLS helps bridge the gap between software developers and hardware en-
gineers. Software developers can write code in languages they are familiar with
and get optimized hardware implementations from it, making hardware design
more accessible to those without deep HDL expertise.

One of the key advantages of HLS is that it signi�cantly speeds up the de-
sign process. Designers can use high-level code (e.g., C++) instead of manually
coding in low-level languages like Verilog, which is much more time-consuming
and error-prone, while a great level of expertise in the domain of hardware
design is needed. At the same time, HLS allows rapid exploration of di�erent
hardware architectures without needing to fully rewrite the design in a hard-
ware description language (HDL). This enables faster prototyping and iteration
cycles.

2.5 Comparison of FPGAs with CPUs, GPUs and ASICs

Central Processing Units (CPUs) and Graphics Processing Units (GPUs) are
well-known computational units that have been extensively utilized for many
years. CPUs were the �rst computational units developed by scientists, pri-
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marily designed to implement a speci�c Instruction Set Architecture (ISA) for
creating general-purpose computing machines. This design o�ers �exibility and
adaptability for a wide range of tasks. However, as computational demands
grew, CPUs began to show limitations, particularly in their ability to e�ciently
handle parallelism.

To address these limitations, GPUs were engineered as specialized processors
that tarde-o� some of the �exibility of CPUs with the ability to perform numer-
ous calculations simultaneously. They consist of thousands of small cores that
operate in parallel, making them very e�ective for computationally intensive
applications that require processing large amounts of data concurrently.

Despite the advantages of GPUs, there are scenarios where specialized hard-
ware is the optimal solution for accelerating speci�c applications. This need for
custom circuits leads to Application-Speci�c Integrated Circuits (ASICs). How-
ever, ASICs come with signi�cant drawbacks, including limited �exibility, high
production costs, extensive research and design times, and long time-to-market,
making them restrictive options for many projects.

Field-Programmable Gate Arrays (FPGAs) o�er a "golden mean" between
the creation of specialized hardware and the time required for research and
production. FPGAs allow hardware recon�guration to meet the speci�c needs
of each application, thus providing �exibility. Their architecture, as discussed
in Section 2.1, is designed such that the connections between logic units are
pre-implemented and merely need to be "activated." This feature enables quick
testing of implementations on actual hardware, reducing the need for compu-
tationally intensive simulations.

Lastly, the tools for generating the bitstream required to recon�gure FPGAs
have become highly sophisticated. These tools often automate the connection
of various logic elements within the FPGA, allowing engineers to focus on simu-
lating the application at both the behavioral and logical levels. This automated
work�ow makes FPGAs a practical choice for applications requiring a balance
between customization, performance, and development time.

2.6 Examples of FPGA applications

FPGA devices have been a part of computing systems for several decades and
have undergone signi�cant advancements. These developments have led to the
creation of various accelerators tailored for common computationally intensive
applications.

ˆ In the �eld of neural networks, there is FlexCNN [31], a versatile FPGA ar-
chitecture designed to accelerate Convolutional Neural Networks (CNNs).
It was benchmarked against the state-of-the-art NVIDIA A100-PCIE-40GB
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GPU, achieving a performance improvement of1:28� in inference latency
for images, despite operating at0:1735� the clock frequency of the GPU.

ˆ In the networking domain, there is NetFPGA [32], is an open-source ini-
tiative aimed at simplifying the prototyping of network applications.

ˆ Regarding graphs and algorithms, GraphLily [33] accelerates two key ker-
nels of GraphBLAS: Sparse-Matrix-Vector multiplication (SpMV) and Sparse-
Matrix-Sparse-Vector multiplication (SpMspV), achieving a3:5� speedup
compared to a software application utilizing 32 threads. Another notable
application in this area is ScalaBFS [34], which accelerates the Breadth-
First Search (BFS) algorithm on FPGAs equipped with High-Bandwidth
Memory (HBM), providing performance gains of1:34� to 2:4� relative to
the A100 GPU.

ˆ In genomics, GANDAFL [35] o�ers data�ow acceleration for Short Read
Alignment on NGS data, achieving speedups of116� and 2� over leading
software and hardware accelerators.
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Chapter 4

Experimental Setup and Development
Tools

This chapter outlines the experimental setup and development tools which are
used throughout the research and implementation stages of the thesis. The
chapter is divided into two main parts. The �rst section details the hardware
and software environment that serves as the foundation for conducting exper-
iments, including the computational infrastructure, FPGA hardware platform,
and relevant con�guration settings. The second section introduces the key
development tools employed to implement and optimize the FPGA-based so-
lutions. These tools include the Vivado Design Suite, Vitis Uni�ed Software
Platform, and OpenCL via Xilinx Runtime (XRT), all of which play an essential
role in the FPGA design and programming work�ow.

1 Experimental Setup

The FPGA used to test the validity of the results and to evaluate the perfor-
mance of the application is the AMD Alveo U200 Data Center Accelerator Card
[36]. Developed by Xilinx/AMD, this card is engineered speci�cally for high-
performance computing (HPC), machine learning (ML), and data processing
workloads. It leverages �eld-programmable gate array (FPGA) technology, al-
lowing developers to accelerate speci�c tasks by customizing hardware behavior.
The Alveo U200 connects to a CPU via PCIe Gen3 x16, making it a versatile
choice for various applications. It is particularly e�ective for low-latency in-
ference acceleration of Deep Neural Networks (DNNs), sequence alignment in
genomics and computational biology, as well as for enhancing image and video
processing capabilities. Overall, the Alveo U200 is a powerful tool for applica-
tions requiring massive parallelism, o�ering a highly customizable platform to
accelerate complex, data-intensive workloads.

As illustrated in Figure 4.1, it features three Super Logic Regions (SLRs).
As de�ned in [38], a super logic region (SLR) refers to a single device die
slice within an SSI (Stacked Silicon Interconnect) technology device. Each
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Figure 4.1: U200 Floorplan (from [37])

SLR encompasses a speci�c subset of device resources, including Con�gurable
Logic Blocks (CLBs), Block RAMs, and Digital Signal Processing (DSP) tiles
as detailed in Table 4.1, maintaining a structure akin to non-SSI devices.

SSI technology, developed by Xilinx, represents an advanced packaging tech-
nique that integrates multiple silicon dies into a single FPGA device [39]. This
approach overcomes the limitations of scaling traditional monolithic FPGAs by
adopting a modular design, where smaller dies, or SLRs, are interconnected
using high-speed interconnects.

To enable communication among the di�erent SLRs in an SSI-based FPGA,
Super Long Lines (SLLs) are employed.These SLLs traverse the silicon inter-
poser, providing high-bandwidth, low-latency communication between multi-
ple SLRs within the same FPGA package. The use of SLLs enables e�cient
data transfer across di�erent dies, thereby enhancing the scalability and per-
formance of SSI-enabled FPGAs. However, since SLLs span across multiple
SLRs via the silicon interposer, signals must traverse longer distances, resulting
in increased communication delays and higher latency compared to intra-die
connections.Additionally, the extended routing and interconnect overhead as-
sociated with SLLs can lead to higher power consumption, potentially a�ecting
overall e�ciency in designs that necessitate extensive cross-SLR communica-
tion.

U200 Resources SLR 0 SLR 1 SLR 2
CLB LUT 388K 205K 385K

CLB Register 776K 410K 770K
Block RAM tile 720 420 720

UltraRAM 320 160 320
DSP 2280 1320 2280

Table 4.1: Alveo U200 Resources per SLR

Note : Con�gurable Logic Block (CLB) is the name Xilinx gives to the BLEs
we presented in Section 2.1.
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Each SLR is connected to at least one o�-chip memory of type DDR4, with
total bandwidth of 77GB/s and total memory capacity of 64GB. The �oorplan
in Figure 4.1 distinguishes between two major regions, thebase � or other-
wise referred to as static � and thedynamic region. The base region refers
to the part of the FPGA that is not altered or recon�gured during runtime.
It is typically programmed once at the initial con�guration stage and remains
�xed throughout the operation of the FPGA. Contains essential system logic
that must always be active, such as interfaces, control logic, and communi-
cation modules, while it typically hosts components like memory controllers,
processors, clock generation, and peripheral management. The dynamic region
(also called the recon�gurable region) is the part of the FPGA that can be
reprogrammed during operation without a�ecting the functionality of the base
region. It allows to load and unload di�erent hardware modules (also called bit-
streams) into the dynamic region without disrupting the base region and can
change functionality based on application requirements, adapting to di�erent
tasks without the need to recon�gure the entire FPGA.

The entire development process of the application, including the invocation
of the FPGA kernel and the extraction of baseline data, was conducted on a
high-performance Linux server. This server is powered by an Intel Xeon Silver
4210 CPU, operating at a clock speed of 2.20 GHz. It is equipped with 32KB
L1D/I, 1MB L2 and 14MB L3 cache. The server is equipped with DDR4-
2400 RAM, supporting a maximum capacity of 1TB, and can operate with a
maximum memory speed of 2400 MHz across six memory channels.

Furthermore, the server supports PCIe 3.0 with 48 lanes, providing high
bandwidth essential for connecting I/O devices such as GPUs, NVMe SSDs, and
network cards, making it well-suited for applications requiring signi�cant data
throughput. It features include Intel Virtualization Technology (VT-x and VT-
d), which enhances the management of virtualized environments by improving
performance, security, and resource isolation. Additionally, the server supports
Intel Advanced Vector Extensions (AVX-512), which signi�cantly boosts per-
formance for computationally intensive tasks such as cryptography, scienti�c
simulations, and AI workloads that involve heavy vector calculations. Overall,
this robust hardware con�guration facilitates e�cient application development
and execution, making it ideal for high-performance computing scenarios.

2 Development Tools

To develop the kernel for the AMD Alveo U200 Data Center Accelerator Card,
the development tools provided by Xilinx were installed and utilized on the
Linux server.
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2.1 Vivado Design Suite 2021.1

Vivado is Xilinx's FPGA design and veri�cation software used primarily for
hardware design targeting Xilinx FPGAs and SoCs (System-on-Chip). This
suite o�ers a robust set of tools that facilitate the creation, simulation, and
veri�cation of digital circuits on Xilinx FPGAs. One of the key features of
Vivado is its high-level graphical environment, which allows engineers to design
digital systems using various methodologies, including hardware description
languages such as Verilog and VHDL, as well as schematic-based designs.

Vivado also includes advanced functionalities for logic synthesis, which in-
volves converting high-level code into gate-level representations, and imple-
mentation, where the synthesized logic is mapped to the FPGA's resources,
including lookup tables (LUTs) and �ip-�ops. Additionally, it provides a place-
and-route engine that optimally organizes the logic elements within the FPGA
fabric, ensuring e�cient use of resources and high performance. This process is
critical in minimizing signal delays and maximizing overall throughput.

The suite also generates detailed performance and resource utilization re-
ports, enabling engineers to analyze their designs comprehensively. This insight
helps in identifying potential bottlenecks and optimizing the design before de-
ployment.

2.2 Vitis Uni�ed Software Platform 2021.1 and Vitis HLS 2021.1

Vitis is Xilinx's uni�ed software platform designed to enable both hardware and
software engineers to develop applications for a variety of Xilinx devices, in-
cluding FPGAs, SoCs, and Versal ACAPs. This platform is tailored to support
diverse applications, ranging from hardware acceleration to embedded systems
development. Vitis is compatible with a broad array of hardware platforms,
whether targeting edge devices or data center accelerators. By abstracting the
underlying hardware details, it empowers developers to create high-performance
applications for both FPGAs and adaptive computing platforms seamlessly.
Moreover, Vitis facilitates easy transitions between hardware design (via Vi-
vado) and application development, o�ering an optimized hardware-software
co-design environment.

A key component of the Vitis platform is Vitis HLS, which o�ers a high-
level synthesis (HLS) tool that allows developers to design hardware accelera-
tors using familiar programming languages such as C, C++, or OpenCL. This
feature is particularly bene�cial for software engineers looking to target FP-
GAs without needing to have a deep understanding of the low-level hardware
description languages (HDLs) like Verilog or VHDL. Vitis HLS automatically
synthesizes high-level, software-like descriptions (written in C/C++) into RTL
(Register-Transfer Level) code, which can then be implemented on an FPGA
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using the Vivado environment. This capability signi�cantly simpli�es FPGA
programming, making it more accessible to those from software engineering
backgrounds. Vitis HLS also provides various pragmas and directives, allowing
developers to �ne-tune their high-level designs to enhance the performance of
the resulting hardware..

In the 2021.1 version of Vitis HLS, a powerful compiler translates high-level
C/C++ descriptions into lower-level Verilog or VHDL code. The tool supports
directive-based optimizations, enabling developers to use pragmas or directives
in their high-level code to guide the HLS compiler in optimizing for speci�c
architectural features such as pipelining loops, unrolling iterations, or man-
aging memory access. These directives o�er developers granular control over
the hardware implementation without the need to write HDL code explicitly,
striking a balance between user-friendliness and optimization potential.

The transformation process of the source code is facilitated by the open-
source HLS compiler [40], which uses theClang frontend to convert the C++
source code intoLow Level Virtual Machine Intermediate Representation (LLVM
IR) . This representation is more abstract than traditional machine code but
lower-level than the original high-level language. LLVM enables the Vitis HLS
compiler to perform a variety of optimizations on the code prior to its conversion
into hardware description languages (HDLs) like VHDL or Verilog. After gener-
ating the LLVM IR, Vitis HLS can apply numerous LLVM optimization passes,
enhancing the performance of the generated hardware. These optimizations
may include loop transformations, function inlining, constant propagation, and
various other code-level improvements. Following the optimization phase, the
Vitis HLS compiler translates the optimized LLVM IR into the �nal HDL rep-
resentation. This step involves mapping high-level constructs to speci�c FPGA
resources, such as LUTs, DSP slices, and block RAMs.

Vitis HLS e�ectively converts an untimed high-level speci�cation into a fully
timed implementation. This transformation encompasses the creation of a cus-
tom architecture that aligns with the speci�ed design requirements. The re-
sulting architecture includes the data path, control logic, memory interfaces,
and the interactions between the RTL and external systems. The sequential
tasks performed by this compiler are illustrated in Figure 4.2 and include the
following steps:

1. Compilation : This step compiles the algorithm, incorporating several op-
timizations such as dead-code elimination, constant folding, and reporting
of unsupported constructs.

2. Schedule : Here, operations are scheduled, determining which operations
occur during each clock cycle based on resource availability, operation la-
tency, and clock frequency.
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Figure 4.2: HLS Steps (from [41])

3. Binding : This phase binds the operations to functional components and
associates variables with storage elements.

4. RTL Generation : This �nal step creates a �nite state machine (FSM)
to sequence the operations in the RTL design and generates the necessary
logic for communication with external systems, culminating in the RTL
architecture.

The successful completion of these steps yields the required RTL, which will
then be implemented on the FPGA fabric through the synthesis and place-and-
route procedures of the Vivado Design Suite.

Vitis HLS, being directive-based, contains a number of directives to control
the resulting RTL. For reference, we provide the following:

ˆ #pragma HLS pipeline : Enables pipelining on a speci�c function or
loop to allow for concurrent execution of operations.

ˆ #pragma HLS unroll : Unrolls loops to create multiple copies of the
loop body, allowing for parallel execution of iterations.

ˆ #pragma HLS array_partition : Partitions an array into multiple
smaller arrays to improve access patterns and enable parallel reads/writes.

ˆ #pragma HLS data�ow : Enables a data�ow architecture that allows
tasks to execute concurrently, improving throughput.

ˆ #pragma HLS loop_tripcount : Speci�es the expected number of iter-
ations for a loop, assisting the HLS tool in optimizing resource utilization.

ˆ #pragma HLS interface : De�nes the interface for a function, such as
specifying AXI or other communication protocols.
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ˆ #pragma HLS allocation : Allocates resources for speci�c variables or
arrays, controlling how and where they are implemented in hardware.

Some of them are going to be explained thoroughly in Chapter 6.

2.3 OpenCL via Xilinx Runtime (XRT)

To facilitate communication with the FPGA via the PCIe interface, a dedicated
framework is essential. OpenCL serves this purpose as it is designed for writing
programs that execute across heterogeneous systems, including CPUs, GPUs,
FPGAs, and other processors. OpenCL is platform-independent, allowing the
same code to run on various types of hardware with minimal modi�cations. In
this context, a kernel refers to the computational function that executes on the
device, such as an FPGA.

While OpenCL provides a high-level and abstract description of how to com-
municate with heterogeneous systems � in this case, the CPU and the FPGA
� speci�c drivers are necessary for actual communication to occur. To address
this need, Xilinx developed the Xilinx Runtime (XRT), which manages the in-
teraction between the host application and the FPGA hardware. XRT acts as
an abstraction layer between hardware and software, simplifying development
and enabling e�cient FPGA acceleration for a variety of applications, includ-
ing those built with OpenCL. It allows users to load, con�gure, and execute
OpenCL kernels on the FPGA while managing FPGA resource allocation, such
as memory bu�ers and kernel instances.

Although XRT is a superset of the OpenCL implementation, it also enables
system calls to OpenCL functions, a feature used in the current implementa-
tion. This design choice was made to ensure that the implementation can be
easily ported to other FPGA architectures, thus enabling experimentation and
validation across a wide range of FPGA solutions. By allowing for seamless
integration with di�erent hardware platforms, XRT enhances �exibility and
usability, making it a powerful tool for developers aiming to optimize their
applications across various FPGA con�gurations.
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Chapter 5

Pro�ling and Analysis of the source
code

E�ective performance optimization begins with a thorough understanding of
how software utilizes system resources. Pro�ling is the process of analyzing
the behavior of an application to identify bottlenecks, ine�ciencies, and ar-
eas that can bene�t from optimization. This chapter centers on pro�ling and
analyzing the SOD2D software, breaking down its performance across various
segments. By employing pro�ling techniques, the aim is to identify the most
computationally-demanding tasks and evaluate which of these can be e�ectively
o�oaded to an FPGA for hardware acceleration.

1 Introduction to Code Pro�ling

When targeting the acceleration of an application that originally runs on a
CPU, the �rst critical step is identifying which parts of the application are
suitable for acceleration. Not all tasks within the software can or should be of-
�oaded to FPGA. Certain operations, such as memory allocation, initialization
routines, and less computationally demanding tasks, are more suitable for CPU
execution.

Several considerations are essential when selecting the portions of the code
to be accelerated by an FPGA:

ˆ FPGAs are highly e�ective for accelerating tasks that are both computa-
tionally intensive and highly parallelizable. However, if the selected part of
the application is not su�ciently demanding in terms of computation, or
if it involves large data transfers between the FPGA and external memory,
the performance gains from FPGA acceleration may be diminished due to
the limited bandwidth of o�-chip memory.

ˆ FPGAs provide signi�cant advantages for pipelining operations, making
them ideal for handling iterative processes commonly found in high-performance
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computing (HPC) applications. Identifying repetitive, loop-heavy code
sections and o�oading them to the FPGA can greatly improve execution
time.

ˆ If a task requires substantial data transfers between the CPU and FPGA,
it's crucial to assess whether the overhead associated with moving the
data outweighs the potential speedup from FPGA acceleration. In such
cases, it must be assured that the communication overhead is insigni�cant
compared to the computational workload of the task.

As outlined in Section 4, our development environment includes a Linux
server equipped with Intel CPUs, making it suitable for pro�ling using the In-
tel VTune Pro�ler [42]. Intel VTune Pro�ler is a powerful performance analysis
and pro�ling tool designed to help developers optimize software applications,
particularly those running on Intel CPUs. It provides in-depth insights into
how an application utilizes system resources, making it easier to detect per-
formance bottlenecks in both single-threaded and multi-threaded applications.
One of VTune's most useful features, which we leverage here, is its ability to
identify "hotspots", which are code sections consuming large amount of pro-
cessing time compared to the other tasks. Understanding these hotspots is key
to determining which parts of the code are prime candidates for o�oading to
FPGA.

2 Performance Analysis of the SOD2D Software

Using Intel VTune Pro�ler to analyze the CPU version of the SOD2D applica-
tion, we generated pro�ling data across various test cases, ranging from simula-
tions with 4,913 nodes to those with 4 million nodes, all executed for 100 time
steps. The pro�ling results exhibit consistency across these di�erent test cases,
with only minor variations in performance metrics. This consistency allows us
to con�dently take a representative average of the execution time percentages
for each part of the application, providing a clear overview of performance bot-
tlenecks. This averaged summary of the pro�le results is shown in Figure 5.1.
Additionally, the observed consistency of the pro�ling data helps us make more
informed decisions regarding which parts of the application to target for FPGA
acceleration, ensuring that any optimizations will be broadly applicable across
a range of scenarios.

The pro�ling results indicate that a substantial portion of the execution
time is spent within the Runge-Kutta (RK) function, as highlighted in the
SOD2D code (refer to Algorithm 1). Speci�cally, the Runge-Kutta method
accounts for approximately 76% of the total execution time. This time is further
divided, with 21% of the total execution time dedicated to the computation of

68



Figure 5.1: Pro�ling data of SOD2D in CPU

the Di�usion term and 16% to the Convection term. The remaining 39% of
the time is spent on other tasks within the Runge-Kutta method, while the
rest 23% of the total execution time is attributed to other functions, such as
computing the inverse Jacobian or evaluating the shape functions.

3 Identifying Tasks for FPGA O�oading

Having pro�led appropriately the application, the next step is to identify which
tasks are to be o�-loaded to the FPGA.

The initial steps of the algorithm, including the computation of the shape
functions, the Jacobian matrix, and the mass matrix, are retained on the CPU.
These functions are not performance bottlenecks, as indicated by the pro�ling
results, and they involve operations such as �le opening and reading from the
�le system, which are tasks that are more suited for CPU execution.

A �rst approach to FPGA o�oading would be to isolate the computation of
the Convection and Di�usion terms, which are well-suited for FPGA accelera-
tion due to their loop-heavy nature and parallelization potential (see Section 1).
However, as detailed in Algorithm 1, both of these terms are computed mul-
tiple times within each stage of the Runge-Kutta method, which involves four
stages per time step. For each stage, the CPU would be required to transfer
data to the FPGA's o�-chip memory, from where the FPGA would access it to
perform the calculations. This approach, as mentioned earlier, introduces sig-
ni�cant overhead from frequent CPU-FPGA communication, negating potential
performance gains from the FPGA's computational capabilities.

To address this, a more e�cient solution is to o�oad the entire Runge-Kutta
function to the FPGA. By doing so, the CPU only transfers data to the FPGA's
o�-chip memory once per time step. From that point onward, the FPGA man-
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ages the data locally, handling memory accesses and intermediate bu�er storage.
This reduces the need for constant CPU-FPGA communication and minimizes
overhead. Moreover, as discussed later, the Di�usion and Convection terms can
be executed in a more e�cient manner by batching data transfers to and from
o�-chip memory. This enables aData�ow -style implementation, where data
can be processed in parallel as it �ows through the FPGA pipeline, maximizing
resource utilization and reducing idle time, while at the same time elevating
the parallelization characteristics of the respective tasks.

Based on the pro�ling analysis and the evaluation of o�oading strategies,
we determined that the optimal section of code for FPGA o�oading is shown
in Algorithm 2. In this version, non-compute-intensive tasks (previously high-
lighted in red) are omitted, with the focus placed on the critical tasks that will
bene�t the most from acceleration.
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Algorithm 2 Algorithm to be o�oaded to the FPGA

1: Initialize RK arrays to zero
2: // Runge-Kutta Loop
3: for RK  1 to 4 do
4: Prepare RK sub-step (yi = yn + dt � A i;j � Rj )
5: Update velocity and equations of state
6: // Compute Diffusion Term
7: for e in Elementsdo
8: for g in ElementNodesdo
9: Prefetch Di�usion-related Nodal Values

10: end for
11: for g in ElementNodesdo
12: Compute Isoparametric Gradients
13: Compute Gradients
14: Compute �
15: end for
16: for g in ElementNodesdo
17: Compute local viscosities
18: Compute Divergences (r� )
19: Update global nodal residual contribution
20: end for
21: end for
22: // Compute Convection Term
23: for e in Elementsdo
24: for g in ElementNodesdo
25: Prefetch Convection-related Nodal Values
26: end for
27: for g in ElementNodesdo
28: Compute Isoparametric Gradients
29: Compute Gradients
30: Compute local residuals
31: end for
32: for g in ElementNodesdo
33: Update global nodal residual contribution
34: end for
35: end for
36: Assemble residual contribution of Di�usion and Convection kernels
37: Call lumped mass matrix solver
38: end for
39: // Runge-Kutta Update
40: Evaluate �; u ; T; E, and p
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Chapter 6

Accelerator Design

This chapter presents the design and optimization process of the FPGA-based
accelerator, focusing on improving performance through various architectural
and memory access strategies. The chapter begins by discussing the proposed
accelerator design and the methodology followed during its implementation.
Subsequent sections address critical optimizations made to improve memory ac-
cess, parallelism, and computational e�ciency. These include kernel decompo-
sition, data�ow optimization, and micro-architectural re�nements, which were
necessary to maximize performance.

1 Proposed Accelerator Architecture

Before delving into the detailed description of the accelerator and the techniques
applied, we will �rst provide an overview of the entire system. Figure 6.1 illus-
trates the �nal architecture of the proposed accelerator, which will be analyzed
in the subsequent sections.

On the left side of the �gure, the CPU is shown communicating with the
FPGA over the PCIe bus. This communication involves two key aspects: the
transfer of necessary input data from the CPU to the FPGA, and the sequential
execution of the RKL and RKU kernels on the FPGA. The application running
on the FPGA is divided into two primary kernels: RKL and RKU, as outlined

Figure 6.1: Final Accelerator Design
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in Section 6.4
On the left side of the �gure, the CPU is shown communicating with the

FPGA over the PCIe bus. This communication involves two key aspects: the
transfer of necessary input data from the CPU to the FPGA, and the sequen-
tial execution of the RKL and RKU kernels on the FPGA. The RKL kernel
interfaces directly with o�-chip memory via AXI (Advanced eXtensible Inter-
face) through an AXI Interconnect. The RKU kernel, though operating in a
di�erent SLR (Super Logic Region), also uses the same AXI interfaces through
via SLLs (Super Logic Links), since it is assigned to di�erent SLR than those
interfaces. For clarity, the SLR IDs used here are arbitrarily assigned and do
not necessarily correspond to the actual IDs on the FPGA �oorplan shown in
Figure 4.1.

The green-shaded arrows represent data�ow regions, which will be explained
in more detail in Section 6. These regions handle a merged version of Di�usion
and Convection terms (see Section 7.2), which are the computationally intensive
parts of the application, as discussed in Chapter 5. Within the RKL kernel,
the data�ow structure is split into two levels: an outer data�ow region and an
inner data�ow region. The outer data�ow consists of three main tasks, one of
which is Main-Computations. This task is further subdivided into four smaller
tasks that form the inner data�ow region. The outer data�ow loop iterates over
the total number of elements, while the inner data�ow loop iterates over the
quadrature points within each element, enabling e�cient parallelism.

In terms of task color indication, tasks that need to access o�-chip memory
are highlighted in red. Tasks highlighted in yellow represent compute-bound
operations that rely on data stored within the FPGA fabric itself and handle
the core of the application's computations.

This overall architecture demonstrates how di�erent components of the ac-
celerator, from memory interfaces to compute tasks, are interconnected and
optimized to achieve a high level of parallelism and performance. The strate-
gic placement of kernels across SLRs, the careful handling of memory access
through AXI interfaces, and the use of hierarchical data�ow regions contribute
to the e�ciency and scalability of the proposed design, discussed in Chapter 7.

2 Design Iteration Methodology

The high complexity of the application, as demonstrated in Algorithm 2, ne-
cessitates the development of a speci�c methodology to accelerate the design
iterations. As will be discussed in detail in subsequent chapters, the process
of synthesizing and implementing the application on the FPGA fabric can take
between 3 to 8 hours on our current setup, depending on the level and nature of
optimizations applied. This signi�cant time requirement poses a challenge for
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Figure 6.2: Unit-testing work�ow

e�cient design iteration, especially when late-stage bugs are detected, leading
to potential delays and additional development cycles.

To mitigate the risk of late bug discovery and reduce the need for extensive
rework, we have adopted a systematic unit-testing procedure, as illustrated in
Figure 6.2. This approach allows us to isolate and test individual components
of the design early in the development cycle, ensuring that errors can be identi-
�ed and corrected before full synthesis and implementation. By following this
strategy, we aim to improve both the reliability and speed of the overall de-
sign process, reducing the likelihood of time-consuming rework at later stages
of development. Additionally, this method aligns with modern best practices
in hardware and software co-design, where iterative testing and validation are
critical to achieving robust and e�cient system performance.

In Figure 6.2, the unit-testing work�ow of the application is depicted, illus-
trating the combined software and hardware testing phases. This work�ow is
divided into two main sections: thePure Software Work�ow on the left and
the Vitis Co-development Work�ow on the right. Each section represents a dis-
tinct phase in the veri�cation and validation of the software kernels and their
hardware implementations.

The Pure Software Work�ow begins with the development of a C++ software
kernel. Once the C++ kernel is ready, it is compared against the original
Fortran software kernel, which is treated as a reference, providing thegolden
resultswith which to compare our implementation. The original code is fed with
random data constrained with values having physical meaning, in order to get
logical results, thus generating the input �le used by both kernels (Input.txt ).
The Fortran kernel is �rst executed, generating output in the form of a text
�le ( Fortran_output.txt ). The C++ kernel is then executed using the same
input �le, producing its own output �le (C++_output.txt). The results of
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both kernels are compared with a dedicated Python script by calculating their
relative error. If the relative error is high (greater than10� 5), the process
loops back to re�ne the C++ kernel, thus ensuring a thorough testing cycle. If
the relative error is su�ciently low, the work�ow transitions to the hardware
validation phase.

The Vitis Co-development Work�ow represents the hardware validation phase.
Initially, the C++ kernel is run along the main SOD2D application through a
software emulation (SW Emu) to con�rm its correctness in a simulated envi-
ronment. Additionally, this phase serves as a way to validate that the OpenCL
functions called by the CPU side allocates the correct memory bu�ers and runs
appropriately the kernel(s), at least at software level. Once this stage is success-
ful, the process moves on to hardware emulation (HW Emu), where the kernel
is tested in a hardware-simulated setting to evaluate how well it performs. In
this phase, the amount of input data must be very low, since HW Emu is gen-
erally a very compute- and memory-intensive task. For that, we use testcases
with a few nodes, such as the one with 4,913 nodes. Following successful hard-
ware emulation, the design undergoes synthesis and implementation on actual
FPGA hardware. During this stage, the hardware logic is optimized and imple-
mented on the FPGA fabric and the necessary bitstream is generated. Finally,
the FPGA bitstream is run to validate the performance and functionality of
the kernel on real hardware, comparing the results of the FPGA run with the
results the CPU version outputs.

This work�ow provides a comprehensive testing framework for the applica-
tion, starting from software veri�cation and concluding with hardware imple-
mentation. By including both software and hardware testing phases, potential
errors can be identi�ed early, ensuring that the �nal hardware implementation
meets all performance and correctness expectations. By dividing the develop-
ment process into distinct software and hardware phases, we can more easily
pinpoint the source of any incorrect behavior. Errors that arise during the
software phase suggest issues with the implemented algorithm, while errors
encountered in the hardware phase are more likely to result from problems re-
lated to the applied directives, tool settings, or OpenCL function calls. This
separation of phases enhances, thus, our ability to diagnose and address issues
e�ciently.

3 Initial Implementation - Naive Porting

Before applying any optimizations, the �rst step is to port the original SOD2D
code to the FPGA and execute it. This serves several purposes:

ˆ Performance Benchmarking: Measuring the initial performance provides a
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baseline for comparison with optimized versions.

ˆ Easier Debugging: Debugging optimized code can be complex because
optimizations often introduce additional hardware complexity. Starting
with a direct port of the CPU code keeps the design simpler, making it
easier to track down and �x any initial issues that might arise during the
porting to the FPGA.

ˆ Resource Examination: This direct porting of the software code helps give
an initial estimate of resource utilization (e.g., LUTs, BRAMs, DSPs) on
the FPGA. This helps plan for hardware constraints and guide and prior-
itize the optimizations that are about to be applied.

Although the application is ported without any manual optimization to the
FPGA fabric, Vitis HLS automatically infers some optimizations, wherever it
is possible. Speci�cally:

ˆ automatic loop pipelining using the �ag con�g compile -pipeline loops.
With this �ag, the HLS compiler analyzes the loop bodies and under-
stands intra-loop dependencies. If an Initiation Interval (II) lower than
the Iteration Latency can be achieved, it pipelines the loop.

ˆ unrolling of small tripcount loops through con�g unroll -tripcount thresh-
old. When a loop with relatively low bounds (what is considered aslow
depends on the version of the tool and its default con�gurations) is encoun-
tered, it unrolls it completely. The tool avoids the unrolling of high-bound
loops, since this could lead to resource over-utilization and unrouteable
design.

ˆ complete partitioning of small arrays usingcon�g array partition-complete
threshold. When a loop is unrolled and it contains accesses to arrays stored
on the FPGA fabric, it is desirable to be able to access those array ele-
ments in parallel. For this reason, those arrays are partitioned into distinct
sotrage units of the FPGA fabric, allowing parallel access.

For more on how those optimizations work in RTL level, refer to Section 8.
Vitis HLS limits the user to implement the kernel in one SLR. Since SLR1

has less available resources than the other two (see Table 4.1), it is excluded as
a candidate for the implementation of our kernel. Hence, from the remaining
two SLRs, we arbitrarily selected SLR0 for the kernel to be implemented. After
the place & route procedure has �nished, we obtain the resource utilization of
Table 6.1 for each SLR. ByCLB we refer to both CLB Registers and CLB
LUTs, since they are contained in the CLB tiles.
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Utilization(% ) SLR 0 SLR 1 SLR 2
CLB 82.45 54.91 2.68

Block RAM 29.93 38.96 0
UltraRAM 2.19 0 0

DSP 27.19 0.31 0

Table 6.1: Resource utilization(%) per SLR of initial implementation

Figure 6.3: Visualization of the resource utilization

In Figure 6.3, a visualized representation of the resource utilization is pre-
sented, as obtained fromVivado Design Suite. In red-orange the base region
is depicted (see Chapter 4-Section1), while the rest in light blue is the imple-
mented logic inferred for our design.

The design achieves a maximum frequency of 100 MHz. However, attempts
to increase the frequency resulted in negative slack. With the term slack, we
refer to the operationSlack = TClk � TCriticalPath , whereTClk is the clock period
and TCriticalPath is the time taken by the longest signal path. Negative slack oc-
curs when the critical path exceeds the clock period, causing timing violations
where signals cannot traverse the required paths within one clock cycle. In
this case, negative slack rises from the fact that all the memory accesses occur
through the same AXI Intreface bundle (refer to Section 5.1), making the rout-
ing procedure especially challenging to meet the clock frequency requirements.

The presence of negative slack indicates the need for further optimization
to meet timing constraints at higher frequencies, possibly through pipeline ad-
justments, logic restructuring, or reducing delays along the critical path. The
next sections will provide means of tackling this problem.

4 Kernel Decomposition

By analyzing the resource utilization of the kernel in Table 6.1, where the
application was naively ported to the FPGA, it becomes evident that SLR0 is
over-utilized. Over-utilization leads to several issues: primarily, it restricts the
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Figure 6.4: Current accelerator design with decomposed kernels

potential for further optimizations, as most optimizations � particularly loop
unrolling � tend to increase resource consumption. Moreover, the excessive
resource utilization causes congestion problems, as detailed in Section 7.1, which
in turn limits the clock frequency of the �nal design.

To address this problem and achieve higher clock frequencies, the kernel is
decomposed into two distinct kernels, executed sequentially:Runge-Kutta Loop
(RKL ) and Runge-Kutta Update(RKU) . Tke RKL kernel refers to the loop
over the Runge-Kutta order in the Algorithm 2. Since it includes the compu-
tationally intensive Di�usion and Convection terms, it is the most resource-
demanding part of the Runge-Kutta method. As a result, RKL is allocated
to SLR0, which is closer to the o�-chip memory to minimize communication
delays.

On the other hand, the RKU kernel manages the update phase of the Runge-
Kutta method, following the execution of the RKL kernel. This part is less
computationally demanding and is assigned to SLR2. SLR1 is excluded as a
candidate for assigning any of those kernels, since it is already partly utilized
by the base regions, leaving few resources for the implementation of a kernel.

Since the RKU kernel operates upon the data produced by RKL, an e�cient
way to provide it must be found. One approach would be to migrate the data
produced by RKL and stored in DDR[0], to the DDR[3] of the SLR2, where the
RKU is assigned (refer to Figure 4.1). However, this would lead to overloading
the CPU with large data transfers, especially in cases of large inputs. To
avoid this problem, we exploit the provided SLLs to connect the RKU memory
accesses to the DDR[0] via the same AXI Interconnect of SLR0, as shown in
Figure 6.4.

The whole setup is designed to reduce latency. Particularly, by assigning
the compute-intensive RKL kernel to the SLR0, which is closer to the o�-chip
memory holding the necessary data, we reduce overall execution time. If we
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Figure 6.5: AMBA AXI Connection to Interconnect (from [44])

assigned RKL to a di�erent SLR which connects to the used DDR via SLL
connections, those connections would introduce higher delays, degrading the
performance of RKL. The assignment of the kernels to their respective SLRs
and the de�nition of the DDR bank which they are accessing is done via the
dedicated Vitis con�guration �le [43].

In Appendix A, the respective code segment from the part of the CPU is
provided, in order to make clear the way OpenCL is used to allocate the needed
bu�ers and execute those two kernels sequentially.

5 Optimizing O�-Chip Memory Access

E�cient memory access is crucial for high-performance FPGA designs. This
section covers various optimizations aimed at improving o�-chip memory in-
teractions, including interface bundling, decoupling memory load and store op-
erations, using AXI burst transfers and prefetching runtime-constant arrays.
Each of these techniques is discussed in detail, showing how they contribute
to reducing latency and improving overall data throughput between the FPGA
and external memory.

5.1 Interface bundling

The AXI (Advanced eXtensible Interface) is a widely used communication pro-
tocol in System-on-Chip (SoCs) systems and FPGAs and is part of the AMBA
(Advanced Microcontroller Bus Architecture), developed by ARM [44]. AXI is
a parallel interface that enables e�cient data transfers between various compo-
nents of a system, such as processors, memories, and peripheral subsystems. It
supports high-bandwidth and low-latency, with the ability to easily parallelize
transfers, making it signi�cantly more e�cient than serial protocols like SPI or
I2C for high-performance applications.

AXI interfaces are classi�ed into two categories: AXI masters and AXI slaves.
AXI masters are responsible for initiating read and write requests, such as Direct
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Memory Access (DMA) controllers, while the AXI slaves consist of units that
respond to the these requests, such as RAM or peripheral controllers.

One of the key features of the AXI protocol is its ability to connect multiple
AXI interfaces through a central AXI Interconnect. This interconnect routes
read and write requests from masters to appropriate slaves, handles arbitra-
tion when multiple masters compete for the same resource, and synchronizes
transactions across di�erent clock domains, when necessary.

Another important aspect of the AXI protocol is that it is memory-mapped,
meaning each device or peripheral connected to an AXI bus can be assigned a
speci�c address range in the system's memory map. This allows AXI masters to
perform read and write operations by addressing memory locations, facilitating
straightforward communication with peripherals and other devices.

Figure 6.5 illustrates a typical AXI topology, where managers (AXI masters)
initiate transactions and subordinates (AXI slaves) respond to them, according
to the speci�cation in the AMBA AXI standard [44].

In Figure 6.6, the transactions of read and write channels are illustrated.
In general, the AXI protocol operates with independent channels for read and
write transactions, enabling full-duplex communication.

Write transactions utilize three channels: the Write Address (AW), Write
Data (W), and Write Response (B). The transaction begins with the master
sending the target address over the AW channel. This address indicates where
the data should be written in memory. Following the address transmission, the
master sends the actual data over the W channel. Throughout this process,
a handshake mechanism, based on theVALIDand READYsignals, ensures that
data is transferred only when both the master and slave are ready to send and
receive. After the data has been written, the slave responds through the B
channel, sending a status response to indicate whether the write operation was
successful or if any errors occurred.

Read transactions involve two channels: Read Address (AR) and Read Data
(R). The process begins with the master sending the read address on the AR
channel, specifying the memory location to read from. In response, the slave
returns the requested data via the R channel. During data transmission, control
signals such asLASTand RESPaccompany the data to manage the �ow and
indicate the status of the transaction.

In FPGAs, such as the Alveo U200 card we are using, each SLR (Super Logic
Region) has a limited number of AXI master interfaces, which are connected
through an AXI Interconnect to a DMA controller. This controller is responsi-
ble for communication with DDR memory.In any HLS (High-Level Synthesis)
application, every o�-chip memory reference (typically array accesses) made by
the FPGA, which targets the DDR, must be connected to one of the avail-
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Figure 6.6: Architecture of read and write channels (left and right pictures respectively)

able AXI master interfaces. Multiple memory references can share the same
interface, forming what are referred to as bundles.

A representative code segment from the implementation of SOD2D is shown
to the left of Figure 6.7. Such code samples are present in many parts of the
source code. The o�-chip memory accesses are highlighted in red, while the
other memory accesses refer to on-chip arrays, stored on the FPGA fabric, and
are not part of the interface bundling process. The code uses the following
directive to manage the bundling:

#pragma HLS interface mode=<interface_mode>
bundle=<bundle_name> port=<array_name>

The interface_modede�nes the protocol to be used for this interface, among
which are the AXI-Master, AXI4-Lite and AXI4-Stream. In this case, the
interface_mode is set tom_axi to indicate that an AXI-Master will be used as
interface. The port option refers to the speci�c array to be connected to the
interface, while thebundlede�nes the interface bundle name to which the array
is added.

If all memory accesses were assigned to the same AXI interface, they would
have to be routed in separate clock cycles. Since an AXI interface requires
several clock cycles to initiate data transmission, to forward the request to the
DMA, and to retrieve data from DDR, bundling all accesses onto a single in-
terface would cause the HLS tool to route them sequentially. Without explicit
interface directives, Vitis HLS automatically bundles all memory accesses to
the same AXI interface, which increases the loop latency due to the aforemen-
tioned sequential scheduling. For instance, as shown in the Figure 6.7, the loop
loop_per_elem_temp_arrays_init experiences high latency due to interface
contention.

To overcome this, di�erent AXI interfaces should be assigned to each array,
as shown to the right of Figure 6.7. This solves the contention problem for
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Figure 6.7: Sample code of o�-chip memory accesses (to the left) and of the optimized version
with aimed interface bundlind (to the right)

the same interface, allowing simultaneous memory accesses in a single clock
cycle and reducing iteration latency. Indeed this is the case as we can see in
Table 6.2, where the default implementation has an estimated latency of4519
cycles, while by bundling the interfaces we reduce the latency to1603cycles.
(Note: the code segment is a small part of the overall loop, so the actual
performance improvement from bundling is not the same as the theoretical ,
due to the rest of the instructions to be scheduled)

Default bundling Manual bundling
Latency (cycles) 4519 1603

Table 6.2: Interface bundling performance gain

However, the number of AXI interfaces is limited. This limitation forces
multiple arrays to be grouped into bundles, meaning some interfaces must be
reused. Ideally, arrays accessed within the same loop should not be placed in
the same bundle, as doing so would negate the latency improvements achieved
through interface bundling. Nevertheless, in cases where the kernel has fewer
available interfaces, this reuse technique must be employed.

The solution is to group array accesses from di�erent loop bodies into the
same bundle, as shown in Figure 6.8. Since loops L1 and L2 are executed
sequentially (due to data dependencies), their memory accesses will not overlap,
avoiding interface con�icts. At the same time, the desired performance gains
are achieved for each of those loops.

This limitation becomes even more critical in designs where the application
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Figure 6.8: Reusing the same bundle in di�erent loops L1 and L2

is split across multiple SLRs. As discussed in Section 4, the design has been
partitioned into two kernels: RKL (Runge-Kutta Loop) and RKU (Runge-
Kutta Update). Despite each SLR having its own external DDR memory, only
one DDR is used, connected to the SLR running the RKL kernel (SLR0). This
decision avoids the overhead of transferring data between DDRs, which would
signi�cantly increase execution time. Additionally, assigning the DDR to the
same SLR as the compute-intensive RKL kernel helps minimize communication
delays

However, this con�guration forces the allocation of separate AXI interfaces
for both RKL and RKU, further reducing the number of available interfaces for
each kernel, complicating resource management.

All these factors are carefully considered to identify the most e�cient con-
�guration of AXI interface bundles and memory references. However, this does
not necessarily guarantee that the chosen con�guration is the absolute optimal
solution, as further re�nements and adjustments may still be possible depending
on the speci�c requirements and constraints of the design.

5.2 Decoupling Memory Load and Store Interfaces

In the Runge-Kutta (RK) method, loops frequently iterate over arrays stored
in o�-chip memory, performing operations likex[i ]  f (x[i ]; y[i ]), wheref is a
function applied to arraysx and y. The characteristic of those operations is the
fact that they operate on the same elementx[i ], which is about to be loaded and
stored in the same iteration. These arrays retrieve data from o�-chip memory
through an AXI interface. As a result, the same AXI interface is responsible for
reading the values ofx and writing back the updated results. This introduces an
inter-iteration dependency, as the loop cannot pipeline e�ectively � before the
next iteration initiates its loading operation, the previous iteration must �nish
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Figure 6.9: Decouple LOAD-STORE of the same element

writing back. Consequently, the loop stalls until the entire read-update-write
cycle is completed, which signi�cantly slows down execution.

To overcome this limitation, a decoupling technique between the reading and
the writing operations can be applied, as showed in Figure 6.9. In this method,
an additional interface dedicated tox is introduced. One interface is responsible
for reading values from o�-chip memory, while the other concurrently writes
back the previously computed array elements. This technique eliminates inter-
iteration dependencies and enables loop pipelining for memory updates.

The application of this technique requires code modi�cation beyond simply
adding an extra interface. In Figure 6.9, the top part shows the original source
code responsible for the read-write updates. The bottom section shows the
transformed version after applying the decoupling technique. Here, a new array,
x0, is introduced, which points to the same o�-chip memory location asx, but
through a di�erent interface. In each loop iteration, the current element in the
index space is read through one memory interface and stored in a temporary
register oper_res , the necessary computation is performed and the previously
computed element is written back to the o�-chip memory via another memory
interface. Though the steps appear sequential, the use of the#pragma HLS
pipeline directive allows the read, compute, and write operations to appear as
di�erent stages of the pipeline(for more on pipeline, refer to Section 8.1.1).
The application of the pipelining technique is possible due to the fact that the
operations of each pipeline stage do no longer exhibit any dependence, thus
they can be executed independently.

Figure 6.10 illustrates this approach in practice. On the left side is the
original code, which uses the optimization from Section 5.1, where memory
accesses are placed in di�erent interface bundles. The loop body consists of
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Figure 6.10: Example of decoupling load and store interfaces

instructions like x[i] += c*y[i] , where the arrayx corresponds to the arrays
Rmass_sum, Rener_sumand Reta_sumand the y array refers to Rmass, Rener
and Reta. On the right side is the optimized code. In each iteration, the
intermediate registersRmass_sum_temp, Rener_sum_tempand Reta_sum_temp
holding the data loaded from previous iteration are used to update the previous
element and then the newly loaded element is stored into them. The write back
happens through a new set of arrays under the namesRmass_sum_identical,
Rener_sum_identical and Reta_sum_identical , which point to the same
memory area in the o�-chip memory but through a di�erent interface. Those
arrays correspond tox0 of Figure 5.1. This procedure decouples the read and
write operations. This way, all those operations can be e�ectively pipelined.

In Table 6.3, the performance gain from applying the optimization to the
code segment in Figure 6.10. The latency has been reduced by a factor of
8.34. The achieved Initiation Interval(II) for the pipeline is 76. While this II
is not reduced to 1 (as would be ideal) due to some arrays (Rmass, Rener and
Reta) being bundled to the same interface, it seems to be a very promising
optimization.

Important Note : This optimization is one of the most critical in the ac-
celerator design. The code segment shown in Figure 6.10 is representative of
a common pattern found in tasks discussed in Section 6 on data�ow optimiza-
tion. By applying this technique in data�ow tasks, we substantially reduce
clock cycle latency, enabling more e�cient memory access and helping to move
the design away from a memory-bound performance regime.

Before code transformation After code transformation
Latency (clock cycles) 634000000 76000085

Table 6.3: Decoupling Load-Store interfaces performance

This technique has the unwanted consequence that more interfaces have to be
used in order to be applied e�ciently, which might lead to assignment problems
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