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Abstract

Artificial intelligence (AI), among other technologies such as big data, internet of

things (IoT), and cloud computing are increasingly being used in the energy sector and

specifically electrical power and energy systems (EPES), gradually shifting the contempo-

rary research and industry landscape towards the smart grid paradigm. In this context,

machine learning (ML) and deep learning (DL) have been revolutionizing the power grid

industry with innovative applications ranging from electricity demand forecasting, load

balancing and stability control to electricity theft detection, security, data management,

grid analytics, and demand side management. The current dissertation deep dives into

several applications of ML and DL in the energy domain as well as the smart grid in-

cluding short-term load forecasting (STLF), demand response (DR). STLF is vital for the

effective and economic operation of EPES and energy markets. However, the non-linearity

and non-stationarity of electricity demand as well as its dependency on various external

factors renders STLF a demanding task that requires accuracy and efficient integration in

production systems. On the other hand, DR is a tool for the demand side management

of peak demand, and the balance of generation and consumption in the electrical grid.

Specifically, the present study highlights three main contribution pillars within the field

of contemporary buildings and smart grids. The first one initially includes the develop-

ment of DeepTSF, an open-source machine learning operations (MLOps) software for time

series forecasting, initially meant for energy-related time series forecasting, however also

capable of generalizing to other domains. Secondly, it entails the development of FlexDR,

an AI application providing flexibility forecasting and corresponding demand response

recommendations within flexible energy communities. Note that both services promote

trustworthy artificial intelligence (TAI) either through explainable artificial intelligence

(XAI) features or enhanced human oversight and human-in-the-loop (HITL) approaches.

The second pillar encompasses three case studies that present innovative AI methodologies,

while also serving as demonstrators of DeepTSF and FlexDR. Said case studies involve:

i) a comparative and explainable assessment of DL models for day-ahead load forecasting

(STLF); ii) transfer learning for day-ahead load forecasting (STLF); iii) a complete frame-

work for targeted demand response within flexible energy communities (DR). Ultimately,

given the recent necessity for ethical development and application of AI systems in the

energy sector among others, we wrap up the technological and methodological ML and

DL developments of this dissertation with a proposed methodological framework for eth-
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ii Abstract

ical and trustworthy AI. Said TAI framework is based on the EU ”Ethics Guidelines for

Trustworthy AI” and focuses on education, motivation, and the establishment of ethical

principles for the development of AI systems in the power systems domain. The cur-

rent study provides significant contributions to the open-source community of ML, DL,

MLOps, data science, energy, and time series forecasting sectors, and can be of significant

interest for transmission system operators, utilities, and prosumers at both European and

international levels.

Keywords

clustering, deep learning, demand response, demand side management, entropy, energy

communities, ethical AI, flexibility, load profiling, machine learning, MLOps, open-source

software, peak performance score, short-term load forecasting, smart grid, time series

forecasting, transfer learning, trustworthy artificial intelligence



Εκτεταμένη Περίληψη

Eisagwg 

H paroÔsa diatrib  diereun� tic efarmogŁc thc teqnht c nohmosÔnhc (TN) ston energeia-

kì tomŁa, esti�zontac kur—wc sthn prìbleyh fort—ou hlektrik c enŁrgeiac kai thn apìkrish

z thshc sta Łxupna d—ktua hlektrik c enŁrgeiac. DÔo diadiktuakŁc efarmogŁc anaptÔqjh-

kan, en‚ analÔjhkan kai 3 analutikŁc melŁtec per—ptwseic sqetikŁc me ta parap�nw zh-

t mata. EpiplŁon, analÔetai h shmas—a thc axiopist—ac kai thc hjik c sth qr sh thc TN

ston energeiakì tomŁa, kaj‚c kai oi epipt‚seic thc sthn apodotikìthta kai th biwsimìthta

twn energeiak‚n susthm�twn. Sqetik� me autì, prote—netai Łna sqetikì mejodologikì pla-

—sio praktik c axiolìghshc susthm�twn TN pou anaptÔssontai gia ton tomŁa thc enŁrgeiac

kai ta sqetik� sut mata hlektrik c enŁrgeiac kai isqÔoc. Oi suneisforŁc thc diatrib c

diarjr‚nontai ìpwc fa—netai stic epìmenec upoenìthtec.

Diadiktuak  efarmog  1 � DeepTSF

Prìkeitai gia m—a diadiktuak  efarmog  diadikasi‚n mhqanik c m�jhshc qwr—c thn a-

n�gkh gia suggraf  k‚dika, sqediasmŁnh gia thn prìbleyh qronoseir‚n. To DeepTSF

epitrŁpei thn automatopo—hsh diafìrwn stad—wn tou kÔklou zw c thc mhqanik c m�jhshc,

k�nont�c thn prosb�simh tìso se eidikoÔc-Łc ìso kai se mh eidikoÔc-Łc qr stec-riec. H

efarmog  uposthr—zei thn enswm�twsh sÔgqronwn algor—jmwn mhqanik c kai baji�c m�jh-

shc, prosfŁrontac Łna isqurì ergale—o gia thn akrib  kai apodotik  prìgnwsh qronoseir‚n

se di�fora ped—a efarmog‚n. H epituq c efarmog  kai axiolìghsh tou DeepTSF sto pla-

—sio eurwpaðk‚n Łrgwn katadeiknÔei th dunatìtht� tou na belti‚sei tic praktikŁc prìbleyhc

ston energeiakì tomŁa kai se �llouc tome—c. Dieukrin—zetai ìti to DeepTSF Łqei per�sei

diadikas—a peer-review kai Łqei dhmosieute— sto periodikì SoftwareX [1].

Diadiktuak  efarmog  2 � FlexDR

Prìkeitai gia m—a diadiktuak  efarmog  gia thn prìbleyh euelix—ac kai thn apìkrish

z thshc sthn pleur� qamhl c t�shc tou diktÔou hlektrik c enŁrgeiac. To FlexDR sun-

du�zei thn prìbleyh mŁsw TN mesw enìc eÔqrhstou perib�llontoc ergas—ac qr sth/riac,

dieukolÔnontac thn apotelesmatik  epikoinwn—a metaxÔ parìqwn enŁrgeiac kai bohjhtik‚n
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uphresi‚n kai katanalwt‚n. Me thn beltistopo—hsh thc prìgnwshc euelix—ac kai thc apìkri-

shc z thshc, to FlexDR d—nei lÔseic shmantikŁc prokl seic sth diaqe—rish diktÔou, ìpwc

e—nai h ant—strofh ro  isqÔoc kai h z thsh aiqm c. Sto shme—o autì prŁpei na shmeiwje— ìti

to FlexDR epitrŁpei th suneq  summetoq  tou/thc qr sth/riac sth diadikas—a beltistopo-

—hshc mŁsw mhqanik  m�jhshc, ent�ssontac Łtsi thn axiìpisth TN sthn apìkrish z thshc

kai sugkekrimŁna thn anjr‚pinh parous—a entìc kÔklou apof�sewn (HITL). Prìkeitai gia

m—a diadiktuak  efarmog  gia thn prìbleyh euelix—ac kai thn apìkrish z thshc sthn pleur�

qamhl c t�shc tou diktÔou hlektrik c enŁrgeiac. To FlexDR sundu�zei thn prìbleyh mŁsw

TN mesw enìc eÔqrhstou perib�llontoc ergas—ac qr sth/riac, dieukolÔnontac thn apotele-

smatik  epikoinwn—a metaxÔ parìqwn enŁrgeiac kai bohjhtik‚n uphresi‚n kai katanalwt‚n.

Me thn beltistopo—hsh thc prìgnwshc euelix—ac kai thc apìkrishc z thshc, to FlexDR d—nei

lÔseic shmantikŁc prokl seic sth diaqe—rish diktÔou, ìpwc e—nai h ant—strofh ro  isqÔoc kai

h z thsh aiqm c. Sto shme—o autì prŁpei na shmeiwje— ìti to FlexDR epitrŁpei th suneq 

summetoq  tou/thc qr sth/riac sth diadikas—a beltistopo—hshc mŁsw mhqanik  m�jhshc,

ent�ssontac Łtsi thn axiìpisth TN sthn apìkrish z thshc kai sugkekrimŁna thn anjr‚pinh

parous—a entìc kÔklou apof�sewn (HITL).

Sth sunŁqeia analÔontai treic melŁtec per—ptwshc, oi opo—ec leitourgoÔn tìso wc emperi-

statwmŁna parade—gmata efarmog c axiìpisthc TN sto d—ktuo hlektrik c enŁrgeiac all� kai

wc sen�ria axiolìghshc twn 2 par�p�nw diadiktuak‚n efarmog‚n kai twn leitourgikìthtwn

touc. SugkekrimŁna oi melŁtec e—nai autŁc twn tri‚n epìmenwn upoenot twn.

MelŁth per—ptwshc 1 � Braquprìjesmh prìbleyh hle-

ktrikoÔ fort—ou me qr sh teqnik‚n baji�c mhqanik c

m�jhshc

Sto kef�laio autì, pragmatopoioÔme m—a sugkritik  an�lush montŁlwn baji�c m�jhshc

gia thn prìbleyh epìmenhc mŁrac thc z thshc hlektrik c enŁrgeiac sthn Portogal—a. H me-

lŁth aut  apodeiknÔei thn apotelesmatikìthta pollapl‚n arqitektonik‚n baji�c m�jhshc.

Ta montŁla aut� perilamb�noun ta multi-layer perceptron (MLP), long short-term mem-

ory neural network (LSTM), temporal fusion transformer (TFT), temporal convolutional

network (TCN), neural basis expansion analysis time series forecasting neural network

(N-BEATS). De—qnetai peiramatik� ìti to montŁlo N-BEATS uperŁqei susthmatik� Łnanti

twn upolo—pwn montŁlwn baji�c m�jhshc ìson afor� to mŁso apìluto posostia—o sf�lma

(MAPE), ft�nontac se tim  1.90%, en‚ to MLP akolouje— me MAPE 2.02%. To TFT

akolouje— me 2.17%, wstìso sunodeuìmeno apì uyhlŁc upologistikŁc apait seic kai polu-

plokìtht�, en‚ ta TCN kai LSTM Łqoun parìmoia apìdosh (2.23% kai 2.22% ant—stoiqa).

Wc apotŁlesma, epibebai‚netai h shmas—a twn neurwnik‚n diktÔwn emprìsjiac trofodìthshc

(feed-forward neural networks) sthn braquprìjesmh prìbleyh fort—ou.

Gia th diereÔnhsh kai epex ghsh twn paragìntwn pou ephre�zoun thn apìdosh k�je

monometablhtoÔ montŁlou baji�c m�jhshc, dhmiourg jhke Łna montŁlo pollapl c grammi-
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k c palindrìmhshc (MLR) an� per—ptwsh, susqet—zontac tic timŁc sf�lmatoc (MAPE) tou

montŁlou me Łna epilegmŁno sÔnolo basik‚n qarakthristik‚n hmerolog—ou kai kairoÔ. Se

autì to pla—sio, oi ejnikŁc arg—ec, oi krÔec/qeimerinŁc hmŁrec kai oi meshmerianŁc ‚rec a-

pode—qjhkan oi ligìtero problŁyimec peript‚seic sunolik�. Oi pio shmantikŁc apì autŁc tic

kateujunt riec grammŁc perilamb�noun:

• thn epilog  tou N-BEATS gia genikŁc ergas—ec braquprìjesmhc prìbleyhc fort—ou

wc mia sunolik  lÔsh me kal  sunolik  apìdosh;

• thn epilog  tou MLP ant— tou N-BEATS sthn per—ptwsh pou e—nai epijumht  mia

isorrop—a metaxÔ akr—beiac prìgnwshc kai upologistikoÔ kìstouc;

• thn epilog  tou MLP ant— tou N-BEATS sthn per—ptwsh pou to endiaferìmeno mŁroc

epijume— uyhl  akr—beia prìbleyhc kat� tic periìdouc aiqm c fort—ou;

• thn apofug  polÔplokwn montŁlwn ìpwc to TFT lìgw thc uyhl c poluplokìthtac

kai twn upologistik‚n apait se‚n touc;

• thn epilog  tou TCN ant— tou TFT   tou LSTM sthn per—ptwsh pou to endiaferìmeno

mŁroc epijume— uyhl  akr—beia prìbleyhc kat� tic periìdouc aiqm c fort—ou;

• thn apofug  tou LSTM gia problŁyeic hmer‚n SabbatokÔriakou lìgw twn anepijÔmh-

twn epipt‚sewn tou probl matoc exafanizìmenhc kl—shc (vanishing gradient problem)

stic emplekìmenec makroprìjesmec exart seic.

Wc telikì b ma peiramatismoÔ, diereun same ton ant—ktupo thc jermokras—ac sth Lisa-

bìna sto sf�lma prìgnwshc enswmat‚nont�c thn wc prognwstik  metablht  sta montŁla

prìbleyhc mac. Ta apotelŁsmat� mac faner‚noun ìti h prosj kh metewrologik‚n me-

tabl twn se genikŁc grammŁc parathre—tai na mei‚nei peraitŁrw ta sf�lmata, wstìso se

kumainìmeno bajmì analìgwc montŁlou.

Dieukrin—zetai ìti h sugkritik  an�lush aut  Łqei per�sei diadikas—a peer-review kai Łqei

dhmosieute— sto periodikì Sustainable Energy Grids and Networks [2]. M�lista, up rxe kai

mia proparaskeuastik  an�lush aut c, h opo—a Łqei dhmosieÔtei se diejnŁc, peer-reviewed,

Łgkrito episthmonikì sunŁdrio [3].

MelŁth per—ptwshc 2 � Braquprìjesmh prìbleyh hle-

ktrikoÔ fort—ou me qr sh teqnik‚n metafor�c m�jhshc

Sto kef�laio autì pragmatopoi jhke mia sugkritik  an�lush teqnik‚n metafor�c m�jh-

shc gia thn prìbleyh olikoÔ hmer siou ejnikoÔ fort—ou hlektrik c enŁrgeiac se paneurw-

paðkì ep—pedo. Gia thn ulopo—hsh twn basik‚n montŁlwn prìgnwshc, epilŁqjhke arqitekto-

nik  neurwnikoÔ diktÔou emprìsjiac trofodìthshc akoloujoÔmenh apì kat�llhlh rÔjmish

uperparamŁtrwn kai sunduasmì montŁlwn (ensembles). EpiplŁon, h teqnik  warm-start,
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sunodeuìmenh apì kat�llhlo koÔrdisma, qrhsimopoi jhke wc mia eurŁwc qrhsimopoioÔmenh

kai apodotik  teqnik  metafor�c m�jhshc.

Kat� th diadikas—a metafor�c m�jhshc anaptÔxame Łna xeqwristì montŁlo gia thn prìble-

yh thc qronoseir�c hlektrikoÔ fort—ou thc k�je q‚rac-stìqou (stìqoc) tou sunìlou dedo-

mŁnwn. K�je montŁlo metafor�c m�jhshc antle— tic arqikŁc timŁc twn paramŁtrwn tou apì

Łna �llo monadikì montŁlo pou e—nai proekpaideumŁno apokleistik� sta dedomŁna apì ìlec

tic upìloipec q‚rec pou perilamb�nontai sto sÔnolo dedomŁnwn-phg c (phg ). Sthn arqik 

mac prosŁggish (AbO), exet�same thn ax—a thc apl c metafor�c m�jhshc me thn phg  na pe-

rilamb�nei ìlec tic q‚rec ektìc tou stìqou. EpiplŁon, me k—nhtro thn diereunhtik  an�lush

dedomŁnwn pou apok�luye mia orismŁnh susqŁtish metaxÔ twn protÔpwn twn qronoseir‚n

enŁrgeiac twn diaforetik‚n qwr‚n diereun same e�n oi sqetikŁc susqet—seic mporoÔsan na

axiopoihjoÔn gia peraitŁrw belt—wsh thc probleptik c akr—beiac. Proc aut  thn kateÔjun-

sh, anaptÔxame Łnan ierarqikì algìrijmo omadopo—hshc gia na prokÔyoun sust�dec qwr‚n

me parìmoiec kampÔlec z thshc. Sth sunŁqeia qrhsimopoi same tic sust�dec autŁc gia na

sqhmat—soume ena enallaktikì sÔnolo-phg  to opo—o periel�mbane mìno tic qronoseirŁc twn

qwr‚n pou an koun sthn —dia sust�da me th q‚ra-stìqo (CbO).

Sunolik�, oi peiramatikŁc parathr seic pou prokÔptoun apì thn Łreun� mac mporoÔn na

sunoyistoÔn wc ex c:

• H an�lush qronoseir‚n apokalÔptei ìti oi q‚rec emfan—zoun Łna sunepŁc prìtupo

sta kajhmerin�, ebdomadia—a kai et sia prof—l fort—ou touc.

• H diadikas—a omadopo—hshc qwr‚n upodhl‚nei ìti oi q‚rec pou moir�zontai parìmoiouc

gewgrafikoÔc kai/  koinwnikooikonomikoÔc par�gontec emfan—zoun isqur  susqŁtish

kai epomŁnwc omadopoioÔntai an�loga.

• H apìdosh tou montŁlou b�shc ustere— susthmatik� Łnanti toul�qiston miac apì tic

exetazìmenec prosegg—seic metafor�c m�jhshc, e—te AbO e—te CbO. SugkekrimŁna, to

montŁlo metafor�c m�jhshc basismŁno sthn omadopo—hsh (CbO) uperŁqei twn upolo-

—pwn montŁlwn, mei‚nontac to mŁso sf�lma kat� 0.04% se sÔgkrish me to AbO kai

kat� 0.24% se sÔgkrish me to basikì montŁlo.

• Par� thn sunolik  uperoq  tou, to CbO suqn� parous—ase qeirìterh apìdosh, eidi-

k� gia q‚rec me apokl—nonta koinwnikooikonomik� prof—l  /kai prìtupa kai megŁjh

fort—ou.

Dieukrin—zetai ìti h melŁth per—ptwshc aut  Łqei per�sei diadikas—a peer-review kai Łqei

dhmosieute— sto periodikì Mathematics [4].

MelŁth per—ptwshc 3 � StoqeumŁnh apìkrish z thshc

me qr sh mejìdwn sustadopo—hshc

Se aut  th melŁth pragmatopoi same an�lush omadopo—hshc se sust�dec paragwg‚n-

katanalwt‚n enŁrgeiac entìc enìc diktÔou dianom c sthn eparq—a TŁrni sthn Ital—a. Su-
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gkr—jhkan treic teqnikŁc omadopo—hshc �k-means, k-medoids, agglomerative� me skopì thn

tmhmatopo—hsh miac mikr c euŁlikthc energeiak c koinìthtac 54 paragwg‚n-katanalwt‚n

pou diaqeir—zetai mia dhmotik  etaire—a koin c wfŁleiac. Oi mŁjodoi omadopo—hshc efar-

mìsthkan se kajhmerin� prof—l katan�lwshc/paragwg c twn paragwg‚n-katanalwt‚n, e-

pitrŁpontac thn kalÔterh diereÔnhsh twn sumperiforik‚n touc protÔpwn me thn p�rodo tou

qrìnou. Gia thn axiolìghsh thc apìdoshc tou montŁlou akolouj same tìso majhmatikŁc

ìso kai empeirikŁc mejìdouc. Se autì to pla—sio, prote—name ton de—kth apìdoshc aiqm c

  peak performance score (PPS) wc mia nŁa metrik  axiolìghshc pou mpore— na qrhsi-

mopoihje— gia apotelesmatik  omadopo—hsh, sumperilambanomŁnhc all� ìqi perioristik� thc

omadopo—hshc hlektrikoÔ fort—ou kai tou tomŁa hlektrik c enŁrgeiac. To k-means me perio-

rismŁnh m tra apost�sewn dynamic time warping (DTW) kai 14 sust�dec  tan h kalÔterh

di�taxh, apofŁrontac uyhlŁc timŁc tìso twn metrik‚n axiolìghshc PPS (0.689) ìso kai

silhouette DTW (0.256). Tautìqrona, o sqetik� meg�loc arijmìc sust�dwn e—nai qr simoc

gia thn paragwg  pio stoqeumŁnwn kai leptomer‚n sqhm�twn apìkrishc z thshc gia touc

paragwgoÔc-katanalwtŁc. Sth sunŁqeia, proŁkuyan 14 sust�dec prof—l fort—ou kai qa-

rakthr—sthkan wc proc thn ikanìtht� touc gia euelix—a kai apìkrish z thshc, lamb�nontac

upìyh ta kajhmerin� sq mata prof—l fort—ou, thn katanom  fort—ou (oikiak    emporik 

qr sh) kai thn endosustadik  entrop—a. Shmei‚netai ed‚ ìti aut  h an�lush sust�dwn e-

pibeba—wse peraitŁrw thn apotelesmatikìthta tou algor—jmou omadopo—hshc sth dhmiourg—a

ousiastik‚n sust�dwn euelix—ac, kaj‚c diaqwr—sthkan epark‚c kai diaisjhtik� wc proc

thn katanom  fort—ou (oikiak /emporik  qr sh, paragwg /katan�lwsh) kai sumfwn‚ntac

me thn trŁqousa bibliograf—a wc proc ta ep—peda entrop—ac.

EpiplŁon, prot�jhke mia politik  DR gia to diaqeirist  organismì thc energeiak c koi-

nìthtac, lamb�nontac upìyh ìlouc touc tÔpouc programm�twn apìkrishc z thshc basi-

smŁnwn sthn tim  pou apant‚ntai sthn trŁqousa bibliograf—a, dhlad  timolìghshc qroni-

k c z‚nhc (TOU), timolìghshc pragmatikoÔ qrìnou (RTP), timolìghshc kr—simhc aiqm c

(CPP). Apì thn proteinìmenh mejodolog—a prokÔptei Łna sÔnolo realistik‚n prosegg—se-

wn apìkrishc z thshc basismŁnwn sthn tim  thc enŁrgeiac, oi opo—ec e—nai prosarmosmŁnec

stic an�gkec kai apait seic twn om�dwn paragwg‚n-katanalwt‚n. Gia na protaje— Łna

exatomikeumŁno sq ma DR se mia sugkekrimŁnh sust�da paragwg‚n-katanalwt‚n, l fjh-

kan upìyh 4 basik� krit ria apìfashc: i) h ikanìthta gia me—wsh aiqm c kai metatìpish

aiqm c kat� tic apogeumatinŁc ‚rec, ii) h ikanìthta megistopo—hshc thc katan�lwshc kat�

tic ‚rec aiqm c paragwg c (me skopì thn elaqistopo—hsh ant—strofhc ro  isqÔoc apì thn

koinìthta proc ton kÔrio upostajmì), iii) h entrop—a thc sust�dac pou faner‚nei thn ane-

ktikìthta twn paragwg‚n-katanalwt‚n se allagŁc, kai iv) o tÔpoc tou fort—ou. Sunoptik�,

sumpera—netai pwc ta progr�mmata TOU e—nai kat�llhla gia ìlouc touc tÔpouc fort—ou ka-

j‚c apoteloÔn thn aploÔsterh morf  apìkrishc z thshc, en‚ sunist‚ntai prwtarqik� gia

sust�dec/paragwgoÔc-katanalwtŁc qamhl c entrop—ac, ìpwc ta emporik� fort—a. Gia thn

ep—teuxh twn stìqwn tou diaqeirist  organismoÔ -dhlad  thn elaqistopo—hsh thc ant—stro-

fhc ro c isqÔoc kat� tic aiqmŁc paragwg c kai thn me—wsh/metatìpish aiqm c kat� tic aiqmŁc

z thshc- prote—netai Łna exeidikeumŁno sq ma timolìghshc to opo—o: i) enjarrÔnei thn ka-
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tan�lwsh mŁsw qamhl‚n tim‚n kat� tic ‚rec aiqm c paragwg c kaj‚c kai kat� th di�rkeia

thc nÔqtac, ii) apojarrÔnei thn katan�lwsh mŁsw uyhl‚n tim‚n kat� tic apogeumatinŁc ‚rec

ìtan parathroÔntai aiqmŁc fort—ou. Autì to sq ma timolìghshc mpore— na apotelŁsei thn

arq  tìso gia progr�mmata TOU ìso kai gia progr�mmata RTP sto mŁllon.

San teleuta—o b ma, suzht same mia mejodolog—a basismŁnh se prosomo—wsh gia thn a-

xiolìghsh sqhm�twn apìkrishc z thshc entìc thc proanaferje—sac energeiak c koinìthtac

sthn Ital—a. Me thn omadopo—hsh twn paragwg‚n-katanalwt‚n me b�sh ta kajhmerin� pro-

f—l katan�lwshc, prosarmìsame ta mŁtra DR gia na mei‚soume thn ant—strofh ro  isqÔoc.

H axiolìghsh Łdeixe ìti h apotelesmatik  uiojŁthsh thc apìkrishc z thshc mpore— na mei-

‚sei thn ant—strofh ro  isqÔoc apì 1.23% Łwc 5.04%, an�loga me ta ep—peda dŁsmeushc

twn katanalwt‚n. H proteinìmenh prosŁggish anadeiknÔei th dunamik  twn exatomikeumŁnwn

programm�twn apìkrishc z thshc sthn en—sqush thc stajerìthtac kai apodotikìthtac tou

diktÔou, parŁqontac Łna qr simo pla—sio gia tic diaqeir—striec etaire—ec energeiak‚n koino-

t twn kai �lla endiaferìmena mŁrh tou energeiakoÔ tomŁa.

Dieukrin—zetai ìti h melŁth per—ptwshc aut  Łqei per�sei diadikas—a peer-review kai Łqei

dhmosieute— sto periodikì Sustainable Energy Grids and Networks [5].

Proteinìmeno pla—sio gia thn axiolìghsh thc axiopist—ac

susthm�twn TN ston tomŁa thc enŁrgeiac

TŁloc, sthn paroÔsa didaktorik  diatrib  prote—noume to E-TAI, Łna kainotìmo pla-

—sio gia thn axiolìghsh thc axiopist—ac susthm�twn TN ston energeiakì tomŁa. To E-TAI

apotele—tai apì Łna sÔnolo uposthriktik‚n kateujunt riwn gramm‚n, kaj‚c kai mia mejo-

dolog—a susthmatik c efarmog c tou. EpiplŁon, pragmatopoi jhke mia an�lush thc trŁqou-

sac kat�stashc se sqŁsh me touc kanonismoÔc kai tic prwtoboul—ec entìc thc Eurwpaðk c

’Enwshc sqetik� me thn hjik  kai axiìpisth TN. To proteinìmeno pla—sio apeujÔnetai sta

endiaferìmena mŁrh tou tomŁa thc enŁrgeiac all� kai sugkekrimŁna twn Łxupnwn susthm�twn

hlektrik c enŁrgeiac pou emperiŁqoun sust mata TN kai mpore— na qrhsimopoihje— wc egqei-

r—dio gia thn susthmatik  axiolìghsh thc axiopist—ac touc. Dieukrin—zetai ìti h mejodolog—a

aut  axiolìghshc Łqei dhmosieutei se Łgkrito episthmonikì peer-reviewed sunŁdrio [6].

Ep—logoc

Se aut  th diatrib , diereunoÔntai di�forec teqnolog—ec, mejodolog—ec kai pla—sia TN

ston tomŁa twn diktÔwn hlektrik c enŁrgeiac. Pio sugkekrimŁna, k�je kef�laio parous—azei

anex�rthta all� allhlŁndeta eur mata pou sullogik� sumb�lloun sthn an�ptuxh tou to-

mŁa thc Łxupnhc diaqe—rishc enŁrgeiac, tic efarmogŁc mhqanik c m�jhshc all� kai thn hjik 

an�ptuxh kai di�jesh sthn paragwg  twn susthm�twn thc. H melŁth suneisfŁrei shmantik�

stic koinìthtec anoiqtoÔ k‚dika pou sqet—zontai me mhqanik  m�jhsh kai tic diadikas—ec thc

(MLOps), th baji� m�jhsh, thn epist mh dedomŁnwn, all� kai touc tome—c thc enŁrgeiac kai
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thc prìbleyhc qronoseir‚n. Tautìqrona, mpore— na diadramat—sei exŁqonta rìlo sto pla-

—sio efarmog‚n pou apaitoÔntai kai anaptÔssontai apì diaqeir—striec etaire—ec susthm�twn

metafor�c, etaire—ec koin c wfele—ac all� kai touc paragwgoÔc-katanalwtŁc enŁrgeiac tìso

se eurwpaðkì ìso kai se diejnŁc ep—pedo.

LŁxeic Kleidi�

axiìpisth teqnht  nohmosÔnh, apìkrish z thshc, baji� m�jhsh, braquprìjesmh prìble-

yh fort—ou, de—kthc apìdoshc aiqm c, diadikas—ec mhqanik c m�jhshc, diaqe—rish pleur�c

z thshc, enŁrgeia, entrop—a, Łxupna d—ktua hlektrik c enŁrgeiac, euelix—a, hjik  teqnht 

nohmosÔnh, logismikì anoiqtoÔ k‚dika, mhqanik  m�jhsh, metafor� m�jhshc, sustadopo—h-

sh, prof—l fort—ou, prìbleyh qronoseir‚n
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Chapter 1

Introduction

1.1 Contemporary power systems and arti�cial intelligence

Arti�cial Intelligence (AI), more speci�cally Machine Learning (ML) and Deep Learn-

ing (DL), is increasingly being applied to all the aspects of the power grid for better

energy management, grid resilience, planning, e�ciency, and overall performance. These

technologies are crucial in the development of smart energy grids that integrate renewable

energy sources, smart meters, energy-e�cient resources, and intelligent appliances. Their

applications include forecasting of electricity demand, detection of electricity theft, stabil-

ity analysis, load balancing, security enhancement, data management, and grid analytics

[9, 10].

In particular, AI has been enhancing load forecasting by processing extensive datasets

that cover historical consumption patterns, real-time demand 
uctuations, and weather

conditions. This capability is important for e�ective short-, medium-, and long-term

planning for energy dispatch [11]. Beyond load forecasting, AI also contributes to various

key areas of electrical power and energy systems (EPES), such as:

ˆ Conducting stability assessments of power frequency [12] and voltage [13].

ˆ Ensuring grid security and resilience [14].

ˆ Facilitating 
exibility and e�ective demand-side management [15, 16].

ˆ Non-intrusive load monitoring (NILM) [17], where AI/ML techniques excel by iden-

tifying energy consumption patterns without the need for intrusive devices.

Furthermore, ML and DL have been used in the management of smart cities through

the adoption of advances in information technologies to collect and analyze critical data.

The analysis helps in informed decision-making on peak load management, adapting to

customer needs, and enhancing grid resilience [18]. In general, AI technologies are making

power systems more adaptive and e�cient networks that can deal with modern challenges.

Overall, it becomes clear that AI o�ers a wide range of applications in EPES. Said

applications can help in improving the e�ciency, resilience, and overall performance of

1



2 Chapter 1. Introduction

the power grid, contributing to a more sustainable and reliable energy future. Given the

aforementioned rich landscape within the power system and AI domain, in the context

of this dissertation, we deep dive into smart grid applications related speci�cally to DL-

based short-term load forecasting (STLF), and clustering-based demand response (DR),

also analyzing issues of trustworthiness in AI applications alongside its real-life evaluation.

1.1.1 Machine learning for load forecasting in smart grids

1.1.1.1 Short-term load forecasting

Electricity load forecasting is crucial for the optimal operation and modernization of

power systems (e.g. smart grids) and has always been an important task for all coun-

tries worldwide irrespective of their economical state. This is because power systems are

the backbone of modern life, enabling the technology that organizations and individuals

possess to function within society. Load forecasts contribute in preserving the balance

between electricity consumption and production, the economic power dispatch, storage

scheduling, network planning, and expansion of power grids. However, electricity demand

depends on numerous external variables [19], such as energy prices, weather conditions

and demographics [20], as well as social and political factors like the climate crisis and the

recent outbreak of the Russian-Ukrainian war that urge for an immediate energy transition

through an even higher penetration of RES [21]. These factors complicate the patterns of

load time series and therefore sophisticated models are required to accurately extrapolate

them in time.

From a technical perspective, load forecasting is typically divided into four categories

according to the forecasting horizon considered. Long-term load forecasting involves fore-

casts up to 20 years ahead and is usually linked to grid development and strategic planning.

Medium-term load forecasting involves a week up to a year ahead forecasts and is mainly

used for maintenance scheduling and fuel purchases planning, as well as for energy trading

and revenue assessment. Short-term load forecasting (STLF) includes one day to one week

ahead forecasts. The resolution of said forecasts ranges from 15-minutes to one hour and

they usually serve the day-to-day operations of utilities and companies participating in

electricity markets. Lastly, very short-term load forecasting addresses forecast horizons of

few minutes to few hours, being mostly used for DR and near real-time control [22].

With respect to STLF, it is considered a challenging task as electricity load time

series are characterized by non-linearity, non-stationarity, noise, and multiple seasonal

patterns. This can be attributed to the fact that electrical power demand originates from

various electrical loads that, in turn, depend on numerous external variables, including

weather and calendar factors. Additionally, the increased diversity of the behavior of

the users connected to smart devices and electric vehicles has increased the 
uctuation

of the electricity load [23]. Therefore, given the necessity for higher penetration of RES,

more accurate forecasts are required that will e�ectively adapt to the 
exibility and DR

requirements posed within transmission and distribution operation systems [5]. As a result,
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STLF has been investigated in a variety of research studies and projects [24, 3, 25, 26, 27].

This research has led to an abundance of related literature that promotes continuous

innovation and evolution in the �eld. Nonetheless, it has also created a fuzzy landscape

for industrial electrical EPES stakeholders that seek to identify the most suitable methods

for their STLF use cases with a minimal e�ort.

The role of accurate STLF is crucial within power systems. According to Hobbs [28],

a decrease of the mean absolute percentage error (MAPE) by 1% can reduce generation

costs by approximately 0.1%-0.3% when MAPE is in the range of 3%-5%. In this context,

a conservative estimate is that a 1% reduction in forecast error for a 10 GW utility can

save up to $ 1.6 million annually. Ortega-Vazquez and Kirschen [29] explored the eco-

nomical impact of load forecast errors on the daily power system operation considering

the probability of generating units outages to estimate the energy not served due to the

outages, concluding that an increase of 1% in the error can lead to an economic impact

of 590.14$ daily, assuming an one-area IEEE-RTS system of 3105 MW. Meanwhile, Stim-

mel Carol [30] estimated that a 0.1% improvement in forecasting for a midsize European

utility could lead to a reduction of around $3 million in operating costs within imbalance

markets. This estimate took however into account the ability to forecast at a granular

level, including meters and transformer feeders, thus enabling dynamic tari�s, DR, and

e�ective management of distributed energy resources that alleviate peak demand.

1.1.1.2 Transfer learning

Conventional STLF approaches involve the selection of a proper forecasting model

and its training using historical data of the target time series (e.g., national electricity

demand), often accompanied by key explanatory variables [31, 32, 33, 3]. Although such

models are theoretically focused on a single time series, in practice, they may also be

capable of accurately forecasting other series, provided that said series exhibit a su�cient

level of similarity with the ones used for originally training the models. This process

of \transferring" the knowledge gained from solving a certain learning problem (source

task) to another, usually related problem (target task) [34], is commonly referred to in the

literature as transfer learning (TL). The fact that TL enables the development of reusable,

generalized models that can be used directly and with a minimal cost for forecasting

multiple new series has popularized the research and development of TL. This has been

particularly true in applications that involve the utilization of computationally intensive

models, such as deep NNs, or the prediction of relatively small data sets. In the �rst

case, TL can be exploited to democratize the use of sophisticated models by making them

widely available to the public, while in the second case to support forecasting tasks where

limited data availability would have introduced several modeling challenges. E�ectively,

the application of TL in the STLF domain o�ers the opportunity to generate accurate

forecasts using the concept of pre-trained, global forecasting models [35] that, with little

or no retraining, can be adapted to the needs of a previously unseen (not included in the
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training set|zero-shot forecasting) or slightly seen (included in the training set among

many other time series|few-shot forecasting) time series.

Although the research with respect to TL in STLF applications has been relatively

limited, the concept of TL has been extensively studied in the �elds of computer vision

and image recognition [36, 37, 38]. The main objective of TL in such settings has been the

transfer of existing knowledge, representations, or patterns learned from one context and

applying that knowledge to improve performance in a di�erent context [39]. In contrast

to traditional ML techniques, which require past (training) and future (testing) data

to have the same domain, TL allows learning from di�erent tasks, domains, or feature

spaces. This element of TL o�ers immense 
exibility when it comes to the source, nature,

and context of the source/target data. There are various TL approaches [40] that can be

distinct based on the nature of knowledge that is being transferred, namely, (a) instance

transfer, (b) feature representation transfer, (c) parameter transfer, and (d) relational

knowledge transfer. Depending on the approach, di�erent techniques have been proposed

in the literature: from simply reusing data from the source domain as part of the target

domain in a process called \re-weighing" (instance transfer) [41] to more complicated ones,

such as \warm-start" (parameter transfer) [42, 43, 44, 45], \freezing/�ne-tuning" (feature

representation) [43, 44], and \head replacement" (parameter transfer) [46]. Note that TL

techniques are not mutually exclusive. In fact, they can be blended, addressing di�erent

aspects of the forecasting problem.

1.1.2 Energy 
exibility and demand response in power systems and dis-
tribution networks

Energy 
exibility describes the amount of energy consumption that can be shifted or

changed in time. Most often, assessing and forecasting grid 
exibility aims to reduce 
uc-

tuations in demand (and generation) of electricity, i.e. the smoothing of the demand curve

and shaving load peaks. Flexibility is also the key to achieve maximum RES penetration

in the power grid. However, in terms of formalization, the landscape of energy 
exibility

is quite fuzzy as di�erent studies come up with varying de�nitions. In practice, energy


exibility is often de�ned in conjunction with other quantities that denote the motive for

providing it, such as energy prices [47]. In this context, for the needs of this document,

energy 
exibility can be intuitively perceived as � %�E
%�p , where E the energy demand, p

the energy price and � the delta operator. This formalization implies that the larger

the motive (price increase/decrease) required for a certain variation (decrease/increase) of

the energy consumption, the lower the 
exibility of the speci�c consumer and vice-versa.

Note here that the minus sign denotes that an increase in price leads to a decrease in

consumption and vice-versa.

Climate change alongside the growing population, the increase in electrical energy

consumption and the depletion of resources have led to a large-scale deployment of RES,

increasing their energy share worldwide [48]. Numerous RES technologies have signi�-
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cantly progressed in technical and economic maturity over the past few decades. Yet, their


uctuating and intermittent nature raised concerns related to the balancing and capacity

adequacy of an energy supply con�guration relying mostly on RES [49] as it usually leads

to a gap between the energy produced and the energy demanded during speci�c hours of

the day (peak hours). To this end, battery energy storage systems (BESS) can be utilized

in order to store the surplus of produced energy to make it available during the peak hours

[50]. However, it is worth noting that this approach may actually increase energy usage

[51]. Furthermore, serving the demand during peak hours may lead to blackouts.

The necessity of increasing the 
exibility of the existing bulk system has led researchers

to investigate new methodologies for demand side management (DSM) to fully exploit the

production of RES. In this direction, DR {a tool for the management of peak demand, and

the balance of generation and consumption in the electrical grid{ has emerged recently.

However, the implementation of DR programs is still quite limited, especially when it

comes to residential consumers. As the cost of equipment that can help homes and busi-

nesses participate in DR (i.e. smart meters, controllers and devices) decreases, there is a

growing need for the design and implementation of programs to e�ectively motivate the

consumers that are involved in DR. To this end, the I-NERGY project [25] aimed at devel-

oping innovative arti�cial intelligence (AI) services [52] for the energy sector by providing

better energy forecasts [3, 2], 
exibility and anomaly detection services [53], among others.

These services cover the entire energy value chain.

1.1.3 Trustworthy arti�cial intelligence in the smart grid and the energy
sector

Given the above, it becomes evident that the energy domain in Europe is undergoing

a notable transformation due to the growth of AI [54]. As aforementioned, the latter is

being applied in more and more �elds including demand forecasting [3, 2, 4], 
exibility

management [55], DR [2], EV charging optimization [56], load dissagregation [57], and

predictive maintenance [58], presenting various implications and ethical considerations

as most of them treat personal data or personally identi�able data (PII) collected from

smart meters. Speci�cally, the integration of AI in the energy sector brings about various

potential dangers that need to be addressed. These dangers entail the following.

ˆ Cybersecurity risks: the increased use of AI in energy systems exposes vulner-

abilities to cyberattacks [59, 60], which have surged signi�cantly in recent years.

These attacks, leveraging AI, pose a threat to the security and stability of energy

infrastructure [61].

ˆ Data management risks: AI applications in energy systems can lead to challenges

related to data management, including data privacy, integrity, and accessibility [62].

Ensuring secure and e�cient data handling becomes crucial to prevent potential

risks associated with AI deployment.
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ˆ Loss of human oversight [63]: overreliance on AI systems without adequate hu-

man oversight can result in errors or malfunctions that may have severe consequences

in the energy sector. Maintaining a balance between automation and human control

is essential to mitigate risks.

ˆ Environmental impact: the signi�cant energy demand of AI technologies, partic-

ularly in data centers, raises concerns about environmental sustainability. The power

consumption of AI systems, especially GPUs used for processing, contributes to in-

creased energy consumption and water usage, impacting the overall environmental

footprint of the energy sector [64].

ˆ Safety concerns: faulty predictions or malfunctions in AI systems used for energy

management can pose safety risks, potentially leading to accidents or failures in

critical infrastructure [65]. Ensuring the reliability and accuracy of AI applications

is crucial to prevent safety hazards within the energy sector.

ˆ Discrimination and promotion of energy inequality against justice: AI

systems are prone to erroneous decisions in
uenced by biased or poisoned data sets,

hence producing results that are unfair and promote societal inequality [66] (e.g.

DR schemes that favor high-income consumers, against low-income ones that cannot

a�ord smart meters).

Addressing these dangers requires a comprehensive approach that combines robust

cybersecurity measures [67, 68], e�ective data management strategies, human oversight

mechanisms, adaptable technology solutions, sustainable energy practices, and a focus on

safety and reliability in AI deployment within the energy industry. Towards this direction,

trustworthy AI (TAI) is crucial in ensuring the responsible and ethical deployment of AI

systems within the energy domain. In the context of the energy sector, the European

Commission (EC) emphasizes the critical importance of TAI to drive innovation while

ensuring ethical and responsible AI deployment. The EC's Ethics guidelines for trust-

worthy AI (EGTAI) [69], alongside the White Paper on Arti�cial Intelligence [70] outline

key strategies to promote TAI, focusing on fundamental rights, safety, and transparency,

explainability, and robustness. This commitment to ethical AI aligns with the European

Union's (EU) broader e�orts to establish clear guidelines and regulations for AI technolo-

gies, emphasizing the need for transparency, accountability, and human oversight in AI

applications within various sectors, including energy. By prioritizing TAI principles, the

EC aims to foster a regulatory environment that supports innovation while safeguarding

ethical standards and legal compliance in the energy domain. In the same direction, the

EC has issued the Arti�cial Intelligence ACT (AI Act), which has already been decided

to be adopted as an EU law, also resulting to its �nal draft in 2024 [71].
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1.2 Objectives and contributions

Bearing in mind the ever-growing need for AI solutions in the energy domain and the

power grid alongside the necessity for trustworthiness, the objetives of this dissertation

develop around three main pillars. The �rst pillar entails the development of two AI-

based open-source technological products, named DeepTSF [72] and FlexDR. DeepTSF

is aimed at assisting time series forecasting primarily within the smart grid context but

also with generalization capabilities to other domains while FlexDR enables decusion sup-

port through 
exibility forecasting, planning and DR for utilities and aggregators that

target the creation of smart energy communities. The second pillar involves three case

studies that bring innovative AI methodologies in the current landscape of smart grids,

while also serving as demonstrators of DeepTSF and FlexDR consumption, generation,

and 
exibility forecasting capabilities. Said case studies involve: i) a comparative and

explainable assessment of DL models for day-ahead load forecasting (STLF); ii) transfer

learning for day-ahead load forecasting (STLF) iii) a complete framework for targeted DR

within 
exible energy communities (DR). The third pillar of this dissertation refers to the

development of a methodological framework for the incorporation of trustworthy AI (TAI)

in the energy domain including smart grid environments, aiming at reinforcing the ethical

development of AI systems in relative contexts. The speci�c contributions of each pillar

are presented in detail in the following sections.

1.2.1 Development of innovative open-source machine learning applica-
tions for the energy sector and the smart grid

DeepTSF is an innovative full-stack machine learning operations (MLOps) framework

that provides codeless deep learning (DL) capabilities for time series forecasting by au-

tomating several parts of the ML lifecycle. DeepTSF is publicly available at Github [73],

therefore contributing to the open-source community of MLOps, data-science, energy and

time series forecasting sectors. DeepTSF is speci�cally developed to automate several

stages of the ML and DL-based forecasting lifecycle for data scientists and MLOps en-

gineers. Following a modular development approach, it incorporates state-of-the-art ML

and DL algorithms and techniques, providing them with a user-friendly and powerful tool

for accurate and e�cient time series forecasting. Additionally, it can serve several other

categories of high-level stakeholders and end-users within the time series modeling do-

main by providing high-level insights {through visualizations and evaluation metrics{ of

the developed forecasting models including explainable AI (XAI). However, it should be

noted that, in practice, DeepTSF can handle all types of forecasting tasks irrespective of

the time series domain, resolution, and forecast horizon rendering it a powerful tool for

forecasters in general. Speci�cally focusing on the speci�c contributions of DeepTSF in

the current landscape of time series forecasting software, they are structured as follows:

ˆ Unlike other developer-oriented technologies, such as [74, 75, 76, 77, 78], DeepTSF
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comprises a full stack application that allows end-to-end machine learning operations

to multiple personas of varying coding skills, including data scientists (highly skilled

in programming) and domain experts of the time series application in question (not

skilled in programming).

ˆ Compared to open-source analytics technologies, such as Knime [79], DeepTSF is

specialized to time series forecasting MLOps rather than general analytics work
ows,

hence targeting speci�cally forecasters and achieving to facilitate their speci�c tasks.

[80].

FlexDR is an ML application for 
exibility forecasting and DR, function as a decision

support system in demand-side management for EPES stakeholders. It combines data-

driven approaches involving clustering algorithms, such as k-means [81], alongside forecasts

originating from DeepTSF to predict the day-ahead 
exibility of prosumers. Subsequently

it allows aggregators to assess their capacity for DR, and recommend them DR actions

through an interactive platform. FlexDR is publicly available at Github [82], also high-

lighting its contribution to the open-source community and uses a similar architecture

with DeepTSF based on modularity and codeless operations, forming a powerful tool both

for utilities that are willing to initiate DR programs and their customers.

Given the above, the novelty of FlexDR is obvious given that no similar ML-based

decision support systems have been developed to assist DR in the smart grid context.

Note that the interaction of the the human factor is prevalent within the functionalities

of FlexDR, enabling a human-in-the-loop (HITL) model, hence, promoting TAI in energy

systems.

1.2.2 Novel machine learning and deep learning case studies for the
energy sector and the smart grid

The �rst case study relates to STLF and entails an investigation of state-of-the art

DL for day-ahead load forecasting in Portugal. It considers �ve DL models and evaluates

their accuracy in day-ahead load forecasting. The models include networks from the multi-

layer perceptron (MLP{traditional feed-forward), long short-term memory neural network

(LSTM{recurrent), temporal fusion transformer (TFT{hybrid recurrent/ feed-forward),

temporal convolutional network (TCN{convolutional), and neural basis expansion anal-

ysis for time series forecasting (N-BEATS{deep feed-forward with residual stacking) ar-

chitectures that have recently drawn signi�cant attention in the �eld of STLF. The main

innovation of this analysis lies in the fact that we attempt to address TAI requirements and

speci�cally explainability by generating an explanation and selection of the best based on

key external variables. In this context, we use multiple linear regression (MLR) to correlate

calendar (time of day, season, holidays, and weekends) and weather (temperature) features

with the forecast errors of each DL model. E�ectively, this post-hoc analysis, enables the

decomposition of the forecasting performance of the examined models, the identi�cation of
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the factors that mostly a�ect their accuracy most alongside the models that are expected

to perform best based on the calendar and weather features. The analysis results in a

set of guidelines for EPES stakeholders, such as transmission system operators, that are

interested in reinforcing their forecasting toolset with state-of-the-art DL techniques or in

generating forecasts in a selective fashion based on the state of external variables. Given

the current landscape in STLF, this is the �rst attempt to apply such a model explanation

approach{originating from the domain of operational research [83, 84, 85]{ to an STLF

context.

The second case study, extends the �rst towards both scienti�cally and spatially. In

this case, all European countries are examined and the contribution of TL is investigated

and established within inter-country STLF contexts. Speci�cally the contributions of this

case study in the power systems domain can be listed as follows:

ˆ While previous research has examined TL for STLF using national [86, 87, 88] or

small-scale international transfer [89, 90], the present study extends the scale of

international TL to 27 EU countries, covering the entire European continent. To

this end, we used load consumption data sets available at ENTSO-E [91].

ˆ We argue that global forecasting models can be used as a starting point to provide

more accurate load forecasts by taking advantage of knowledge transfer opportuni-

ties among di�erent, yet possibly similar electricity demand time series. This is a

major contribution to the electrical power and energy system domain that can be of

signi�cant interest for TSOs and utilities, both at European and international level.

ˆ Many researchers have chosen to experiment with complex DL architectures [92,

87, 93, 94, 95], in this work we focus on MLPs, a relatively simple NN architecture

that is well-established in the time series forecasting domain and has been proven

to often outperform more sophisticated models. Apart from the fact that MLPs

allow for greater 
exibility when it comes to parameter adjusting and re-training, a

feature that makes them a widely accepted benchmarking option in the context of

TL, the former are usually faster to compute and easier to implement and replicate.

Said features constitute a signi�cant contribution for the research community and

potential future users of the present study.

ˆ Finally, it has been observed that di�erent countries may exhibit di�erent electricity

demand patterns due to key latent variables (e.g. geography, population size, and

economic state). Therefore, we introduce a time series clustering approach with

the objective to identify countries of similar demand patterns and facilitate TL.

Although similar clustering approaches have been examined in the literature [96, 97],

these were applied on low voltage distribution and building level data rather than

country level demand time series. To this end, we introduce an additional TL setup

in our study, where we apply TL among the countries of a given cluster rather than

the complete set of countries available in the data set.
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The third case study relates to 
exibility management through DR and proposes an

easy-to-use, clustering-based methodology using AI techniques, aimed at aggregator com-

panies, for the extraction of general-purpose DR policies within 
exible energy commu-

nities. Speci�cally the contributions of this case study in the power grid domain can be

listed as follows:

ˆ We perform a targeted analysis within a relatively small, local distribution network

based on real-life data collected by smart meters of an Italian utility company. Con-

trary to past studies which usually apply and validate a clustering methodology on

a large data set and a wider area [98, 99, 100, 101], our focus is on developing a

realistic DR framework that will be applied by an actual aggregation utility in the

province of Terni in Italy.

ˆ We apply clustering on daily load pro�les as this approach incorporates the sea-

sonality and periodicity that may occur in the consumption patterns of a speci�c

prosumer. During the optimization of clustering algorithms, we employ the eu-

clidean distance and the constrained dynamic time warping (DTW) distance which

allows for more e�ective edge matching at faster computation times. To the best of

our knowledge, only Gao et al. [102] have employed constrained DTW in the elec-

trical load clustering domain until the present. Additionally, we complement the

constrained approach by a relaxation method which is inspired from the voice recog-

nition domain, namely the Sakoe-Chiba radius [103]. Such relaxation technique is

novel in the �eld of electrical load clustering.

ˆ We introduce a novel evaluation metric for clustering algorithms, namely peak per-

formance score (PPS). The PPS solves the shortcoming of the peak match score

(PMS) [104], that is to penalize the false detection of an edge only when a sample

has no edges at all.

ˆ We employ and compare 3 di�erent clustering algorithms {namely k-means, k-

medoids, and hierarchical clustering{ using various dissimilarity measures. We eval-

uate them using PPS and silhouette DTW score. However, to come up with an

optimal clustering algorithm, we perform an additional empirical and visual evalua-

tion that accounts for the speci�c needs of a realistic DR policy regarding the cluster

number and separability.

ˆ We describe the high-level behavioral characteristics of fourteen di�erent daily pro�le

clusters within the energy community also investigating their capability for 
exibility

schemes. To this end we take into consideration three key factors: (i) daily load

pro�le shapes, (i) load types, and (i) daily load pro�le entropy. To the best of our

knowledge, no prior research study has attempted such a holistic investigation in the

context of heterogeneous data sets that combine residential/commercial prosumers

and demand/generation. For instance, Kwac et al. [99, 105], Biswas and Abraham
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[98] only treat residential loads while Biswas and Abraham [98] do not account for

entropy at all within their analysis.

ˆ We propose a formalization for discretizing the real values of cluster entropy by

mapping them to a simpli�ed qualitative scale. Such a scale can be useful and

simple to use for any EPES stakeholder that is interested in tailoring DR schemes

that also account for load pro�le entropy within prosumer clusters.

ˆ We provide targeted, general-purpose DR schemes for prosumers based on the 
exi-

bility characteristics of the cluster to which they belong as indicated by the majority

of their electrical load/generation pro�les. Adding up to the current approaches in

DR, we account for all types of price-based DR programs documented in the litera-

ture {namely time of use (TOU), critical peak pricing (CPP), and real-time pricing

(RTP){ o�ering a wide range of realistic options for the aggregator rather than en-

tirely sticking to a speci�c one [101] or entirely neglecting the actual limitations of

DR programs [98]. Finally, the allocation of prosumers to clusters, alongside the re-

spective DR policies are static through time, therefore enabling their easy adoption

by stakeholders.

ˆ The overall proposed methodology in this study is easy-to-use and has low compu-

tational complexity as the feature space of the clustering models corresponds to the

exact load/generation pro�les of energy community participants. Additionally, it

can cope with low volumes of training data and exhibits robustness to the presence

of outliers and missing data, which is usually caused by the discontinuity of smart

meter measurements within small power systems.

ˆ We introduce a novel pilot evaluation methodology considering peak shaving and

peak shifting scenarios. The proposed methodology can be extended to other po-

tential users of our personalized DR framework after adapting it to the data and

behaviors of the energy community in question.

1.2.3 Methodological framework for trustworthy arti�cial intelligence in
the energy sector

Ethical considerations often underlie the law and represent the common rationale,

and thus overlap with the law to a certain degree. As such, they may serve as guidance

where the law is not entirely adapted to new phenomena, e.g., where technology enables

practices, which the legislator had not anticipated. In newly emerging �elds, such as AI,

legislation may indeed not cover su�ciently all ethical implications or may have not clear

rules on them, thus hampering compliance. In this context, the contributions of this part

are as follows:

ˆ a concise analysis of the research landscape and regulatory framework related to the

energy domain within the EU. To the best of our knowledge no previous work has
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attempted such a focused analysis of TAI frameworks in the energy domain.

ˆ a novel TAI framework (named E-TAI) developed in the I-NERGY project [25] is

proposed for the energy domain, introducing practices mainly inspired from EGTAI.

Said framework facilitates the development and latter evaluation of TAI systems

in terms of TAI compliance. Despite some attempts to introduce TAI in practice

[106, 107], no previous work has proposed such a generalized methodology in the

EPES domain.

ˆ Reinforcement of the ethical development of AI systems in the energy domain through

the education, motivation of EPES stakeholders such as utilities researchers and de-

velopers. In this context, the establishment of TAI development, evaluation, and

application practices can lead to a new ethical and trustworthy smart grid paradigm.

1.3 Structure of the document

Chapter 2 presents a detailed literature review of our domains of interest including

time series forecasting, transfer learning, and clustering-based DR. Chapter 3 presents

DeepTSF which is our technological development related to time series forecasting, while

chapter 4 presents FlexDR which is our decision support system related to 
exibility

forecasting and DR. We proceed with the three corresponding case studies with chapters

5, 6 focusing on the STLF through deep learning and transfer learning respectively, and

chapter 7 on 
exibility and DR in the smart grid. Last but not least, chapter 8 introduces

our proposed framework for TAI in the energy sector. Finally, chapter 9, wraps up our

study with concluding remarks and future perspectives respectively.
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Literature review

2.1 Short-term load forecasting using machine learning and

deep learning

2.1.1 Traditional short-term load forecasting

Recently, NNs and DL models have dominated the �eld of time series forecasting,

including STLF among other energy forecasting applications. The MLP architecture has

been widely used for STLF [93, 108, 109], even though not originally designed to model

time series data that are chronologically correlated. Other approaches that include genetic

algorithms have also been proposed to reduce training time [110, 111] and to select the

training parameters of genetic algorithm neural network hybrid models [112, 94]. NNs

have also been trained using arti�cial immune system models, mainly for hyperparameter

tuning purposes [113, 114], and implemented in the form of extreme learning machines

[115]. Moreover, several ensembling techniques have been introduced to reduce model

and parameter uncertainty and, consequently, improve forecast accuracy [112, 116]. An

exhaustive review on NN methods for STLF has been conducted by Hernandez et al. [117].

With respect to more recent advances, a massive 
ow of research studies have shifted

towards deeper architectures [118]. Recurrent neural networks (RNNs) and particularly

LSTMs [119] and their variants, such as sequence-to-sequence models and encoder-decoder

architectures, cover a signi�cant share of the current research interest on STLF [120, 121,

122]. Other innovative approaches build on convolutional neural networks (CNN) [123]

and LSTM hybrids since they can e�ciently correlate load data with numerous weather

variables [124, 125].

Cutting-edge DL architectures include temporal convolutional networks (TCN) [126],

neural basis expansion coe�cient analysis (N-BEATS) [127], and transformers [128]. These

models have recently drawn considerable attention in the �eld of STLF as they can result to

relatively higher accuracy, lower training times, and more interpretable forecasts [129, 127].

Speci�cally, Tang et al. [130] employed a TCN architecture with channel and temporal

attention mechanisms to exploit the non-linear relationships between weather factors and

13
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load. Yin and Xie [131] applied a multi-temporal-spatial-scale TCN for forecasting the

load of a city in China, while Gu and Jia [132] compared the TCN architecture with three

traditional models, suggesting its superiority when used to forecast the load of a certain

region in Shanghai. Regarding N-BEATS, it has been evaluated by Oreshkin et al. [133] on

medium-term load forecasting tasks, achieving state-of-the-art performance, and by Singh

et al. [134], who employed the model for STLF in Ontario. Wen et al. [135] and Grabner

et al. [136] have also used variants of N-BEATS for probabilistic STLF and consumer-level

STLF at global scale, respectively. In addition, Pelekis et al. [3] compared the accuracy

of TCN and N-BEATS in STLF settings for the case of the Portuguese national load at

a 15-minute resolution, with N-BEATS resulting to superior forecasts. With respect to

transformers, Zhang et al. [137] evaluated a time augmented transformer for STLF on the

electrical load data of New South Wales in Australia, Lim et al. [129] validated temporal

fusion transformers (TFT) for STLF on the UCI Electricity Load Diagrams Dataset [138],

while Huy et al. [139] employed the latter architecture to forecast the load of Hanoi city

using weather and calendar features.

Another research topic of great interest and implications in time series forecasting is the

explainability of forecasting performance. Spiliotis et al. [85] investigated the time series

features of popular forecasting competition data sets, concluding that di�erent forecast-

ing methods should be used depending on the particularities of the data. Their analysis

built on established feature extraction and visualization techniques [84], as well as a MLR

model that correlated time series feature values with forecast accuracy. This type of ex-

planatory analysis was �rst introduced by Petropoulos et al. [83], proposing the selection

and combination of di�erent forecasting models based on their expected forecast accuracy,

predicted based on key time series features. In a similar direction, Montero-Manso et al.

[140] used a tree-based model to combine the forecasts of various models based on time

series features, while Talagala et al. [141] introduced a meta-learning algorithm for time

series forecast model performance prediction and selection, also providing useful insights

on which forecasting models best work for particular types of time series. In the STLF

domain, Moon et al. [142] proposed an explainable tree-based model to forecast the de-

mand in buildings using Shapley values [143], concluding that the temperature-humidity

index and the wind chill indexes a�ect the forecasting accuracy more than temperature,

humidity, and wind speed. Similarly, Wu et al. [144] used Shapley values to develop a

feature selection strategy for load forecasting models within a regional integrated energy

system.

2.1.2 Transfer learning

Among the various forecasting approaches used, TL has been a key topic of research

with applications in multiple sectors. There is an extensive review conducted by Iman

et al. [145], presenting studies involving TL in various topics including but not limited to

medical imaging, psychology, natural language processing (NLP), and quantum mechan-
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ics. TL techniques have also been employed to solve problems in the energy sector and

especially STLF. Following the trend of aforementioned complicated architectures, models

such as LSTM, ResNet, and TCN have been used to process data from multiple meters

at the regional, national, and international levels, all achieving considerable forecasting

performance. Jung et al. [146] proposed a novel energy load forecasting scheme, collecting

calendar, population, and weather data from 25 districts in Seoul. Lee and Rhee [86] pro-

posed a two-layer transfer-learning-based short-term load forecasting (STLF) architecture

using data from ISO England and GEFCOM 2012, spanning multiple US cities and states.

Cai et al. [87] attempted to increase model performance to adjust to future needs for elec-

tricity consumption brought on by the rapid urbanization in Nigeria. Abdulrahman et al.

[88], Zhao et al. [89], and Zhang et al. [90] focused on developing models for high-precision

short-term load forecasting during COVID-19, collecting data from Switzerland, France,

Germany, and Italy as well as metropolitan US cities. Also in the context of TL, clustering

techniques have been employed, aiming to identify distribution nodes that have similar

trends based on the energy consumption of smart grids [96, 97]. Ultimately, ensemble

techniques have become popular in the context of TL [147, 92], once more demonstrating

the importance of NN ensembles within time series forecasting applications.

Among the numerous comparative studies related to DL architectures [148, 149, 150],

we can distinguish several cases where MLP architectures achieve higher accuracy than

other NN models [151], as well as studies demonstrating that MLPs, aided by TL, out-

perform LSTM architectures [150]. Another study [86] compares TL and meta-learning

techniques on national data sets of Korea and Portugal, respectively, highlighting the im-

portance of hyperparameter optimization in the process. Additionally, depending on the

nature of the use case [152, 153], MLPs can be preferred over a recurrent neural net-

work, including LSTMs. Considering these �ndings, alongside the numerous applications

of MLP-based TL in the energy sector [154, 155, 146, 156], MLPs clearly demonstrate

their usefulness as a base model within the contemporary TL landscape.

Summing up, TL applications have been widely researched in the STLF domain.

In terms of model architecture, modern research mostly comprises CNN (e.g., ResNet,

TCN) and RNN (LSTM) architectures. However, MLPs are still used for benchmark-

ing and occasionally preferred when relative changes over a few time steps away can be

ignored. With regards to regional TL, existing research focuses on applications where

TL is implemented on data sets, spanning from multi-building to multi-district and even

multi-city (intra-national) levels. However, studies that employ TL at an international

level usually expand at a small scale as aforementioned, involving a limited number of

countries.

2.1.3 Forecasting software based on machine learning and deep learning

From an implementation and development perspective, today's software systems are

wide open to innovative approaches enabling the incorporation of real-time and data-
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centric solutions powered by information and communication technologies (ICT) such as

big data, internet of things (IoT), AI, and lately MLOps [157]. MLOps is an emerging �eld

in AI that establishes a new paradigm in industrial ML that goes beyond conventional, and

manual model development processes. In this context, automated and continuous model

training, evaluation, validation, and deployment already replace the manual processes of

the conventional ML lifecycle which is the core of current time series forecasting pipelines,

leading to faster and more e�cient decision making for related stakeholders.

Speci�cally, Python provides a diverse selection of open-source time series forecasting

tools including PyTorch-Forecasting [74], GluonTS [75], Prophet [77], Darts [76], and

other relevant options. PyTorch-Forecasting is a Python library built on the PyTorch

framework, speci�cally designed for DL-based time series forecasting. It provides a high-

level application programming interface (API) and supports advanced NN architectures,

enabling users to leverage the power of DL for accurate predictions. PyTorch-Forecasting

is well-regarded for its 
exibility and customization options, making it a preferred choice

for researchers and practitioners with expertise in DL. GluonTS, built on the Apache

MXNet framework [158], is a library focused on probabilistic time series forecasting. It

o�ers a comprehensive suite of tools and models for capturing uncertainty and modeling

complex patterns in time series data. GluonTS provides state-of-the-art probabilistic

forecasting models such as DeepAR, RNN-based models, and TCNs. Additionally, it o�ers

utilities for data pre-processing, model evaluation, and visualization. Prophet, developed

by Facebook, is a widely-used library speci�cally designed for time series forecasting. It

o�ers a user-friendly interface and employs an additive model that decomposes time series

into trend, seasonality, and holiday components. Prophet simpli�es the forecasting process

by automating trend detection and supporting custom regressors. Its simplicity and ease

of use make it accessible to users with varying levels of expertise in time series forecasting.

Subsequently, Darts [76] is a versatile library for time series forecasting. It provides a

comprehensive collection of models, including classical statistical models, machine learning

algorithms, and DL architectures. Darts emphasizes automation and MLOps capabilities,

o�ering automated hyperparameter optimization and model selection. It also seamlessly

integrates with other Python libraries, facilitating e�cient data pre-processing and feature

engineering. In addition to these tools, there are other notable time series forecasting

libraries available in Python. For example, scikit-learn [159], a popular machine learning

library, o�ers various algorithms suitable for time series forecasting along with utilities

for model evaluation and selection. TensorFlow Probability [160] combines deep learning

with probabilistic modeling, providing a powerful framework for capturing uncertainty in

predictions.

2.2 Machine learning-based clustering methods for grid 
ex-

ibility and demand response

Si et al. [161] review the clustering methods applied to electricity consumption data.



2.2 Machine learning-based clustering methods for grid 
exibility and demand response17

The authors conclude that the most common clustering algorithm in smart meter data

is k-means, with the euclidean distance to be the most common dissimilarity measure.

Although k-means is a simple algorithm and handles large, high-dimensional data sets

well, it is very sensitive to outliers and noisy data. Variants of k-means, such as k-

medians and k-medoids, can address these problems, in exchange for higher computational

costs. There are also other alternatives, such as self-organizing maps (SOM) and various

hierarchical algorithms. In addition to these methods, and given that load curves have

time series characteristics, various algorithms and proximity measures have been discussed

in the literature of time series analysis. An indicative example is dynamic time warping

(DTW), an algorithm that aligns time series based on their shape. By applying DTW-

based clustering algorithm, the load curves with similar shapes can be grouped more

e�ectively than using the euclidean distance [162]. However, e�ectively grouping load

curves that have similar shapes but peak at di�erent times of the day (e.g. one in the

morning and the other in the afternoon) is a problem for traditional DTW methods. In

this context, constrained DTW [163, 102] {that can prevent time series alignment when

the time shift is large{ and weighted DTW [162] {that can impose a size-dependent penalty

on the similarity measure{ can be used as alternatives in this case. Deep learning based

time series clustering techniques have also been proposed in literature and often lead to

more 
exible alternatives [164].

A concern that arises here is the evaluation and selection of the appropriate clustering

algorithms. Clustering validity indices can solve this problem. Such metrics quantify

either how "close" the center of a cluster is to its samples (e.g. mean squared error) or

how "far" di�erent clusters are from each other. McLoughlin et al. [100] use the Davies-

Bouldin validity index (DBI) to select an appropriate clustering algorithm alongside an

optimal proper number of clusters. Cao et al. [104] use two metrics, one to evaluate how

well the peaks of the load curve samples match the peaks of the pro�les of the clusters to

which they belong {namely peak match score (PMS){and one to quantify how the di�erent

pro�les of di�erent clusters match with each other (cluster distinctiveness).

With respect to load pro�ling and relevant pre-processing, before feeding data to the

clustering pipeline, the selection of the data features along with the timely resolution to be

used are very important as they practically de�ne what a load pro�le is. In this direction,

within a large part of the literature the consumptions are normalized, that is they are

divided by the total daily consumption. The purpose of this procedure is to cluster the

daily consumption pro�le (load shape) and not to a�ect the measure of dissimilarity by

the size of the load. The studies of Cao et al. [104], Lin et al. [165], Kwac et al. [99]

are some indicative examples. Subsequently, given that daily consumption pro�les are

highly in
uenced by the season, both in terms of total daily consumption and shape of the

consumption curve, Cao et al. [104], Biswas and Abraham [98], Smith et al. [166] divide

the data into summer data and winter data. Due to the fact that the load curves of a

house on weekdays typically di�er from weekends or holidays, some researchers decide to

only deal with everyday data [104, 166]. McLoughlin et al. [100], Kwac et al. [99] avoid
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such distinction. Lin et al. [165] create an average consumption pro�le for each load (with

the consumption per hour being equal to their average consumption at that time within

the study period) and cluster these pro�les. This approach greatly reduces the amount of

data (since in total there are as many pro�les as the loads), but ignores day to day and

seasonal patterns within a speci�c load. Another approach is clustering using all daily

consumption pro�les for all loads. This approach has the great advantage that it does not

ignore the seasonality and periodicity that may occur in the consumption of a user, but

it is more complex, since consumption pro�les of the same load can be stored in di�erent

clusters, and requires a much larger volume of data (since for 1 year of data, there are 365

di�erent pro�les for each load). In McLoughlin et al. [100], Kwac et al. [99], following the

above tactic the authors consider that a load "belongs" to the cluster that contains the

largest percentage of its daily curves.

2.3 Trustworthy arti�cial intelligence in the EU and the en-

ergy sector

The advancement of AI is accompanied by great opportunities for economic devel-

opment and addressing societal challenges. The potential of AI is expected to radically

transform the energy sector, revolutionize the way that the EPES community is under-

taking the business processes and have a signi�cant impact on society and environment.

However, AI can put pressure on ethical values and fundamental rights that drive our

lives and our societies. In this context, it is necessary for the development of relevant

AI systems to be in line with ethical principles and requirements, preventing any harm-

ful implications. In this direction, it is crucial to identify all possible ethical issues and

implications within AI projects and systems, thus mitigating the associated risks and max-

imizing trustworthiness, impact, and sustainability. To achieve this, we examine they key

initiatives and ongoing e�orts around TAI in the EU.

2.3.1 Ethics guidelines for trustworthy arti�cial intelligence

With trust being a prerequisite for human-centered AI, EC set up the High-Level

Expert group on AI (AI HLEG) in June 2018 to provide advice on its Strategy [69]. The AI

HLEG prepared and published in 2019 the EGTAI, where key concepts and requirements

of TAI are prescribed, and EC highlighted these requirements through its Communication

on \Building Trust in Human-Centric Arti�cial Intelligence" [167]. In parallel to HLEG,

the European AI Alliance [168] was established, bringing together multiple stakeholders

for an open discussion on AI, including its impacts.

At �rst, it is meaningful to examine the term \trustworthy AI". According to AI

HLEG, AI systems should meet the following conditions to be deemed trustworthy: i) Be

in line with all applicable laws and regulations (lawful) ii) Comply with ethical principles

and values. (ethical) iii) Be robust concerning both a technical and social perspective
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(robust). AI HLEG puts fundamental rights, enshrined in EU treaties, EU Charter for

fundamental Rights, ECHR and other international human rights laws, at the center of a

TAI approach. These rights contribute to the lawful dimension of AI systems as they are

legally binding, but they also form the basis for the ethical principles and guidelines that

AI systems should follow. AI HLEG describes the categories of fundamental rights that

are suitable for AI systems. The re
ection of these rights will raise awareness regarding

the aspects that should be considered considered when assessing an AI system from an

ethical perspective. Therefore, these rights are the following: i) respect for human dignity;

ii) freedom of the individual; iii) respect for democracy, justice and the rule of law; iv)

equality, non-discrimination and solidarity; v) citizens' rights. Grounded on fundamental

rights, EGTAI also lists the four principles, that AI systems, must respect in order for

their development and operation to be deemed trustworthy. These principles, as described

in the EGTAI document, are: i) human autonomy; ii) prevention of harm; iii) fairness; iv)

explicability.

2.3.1.1 Requirements for trustworthy arti�cial intelligence

The requirements for TAI, as de�ned by the EGTAI, constitute a non-exhaustive list

of 7 key equally weighted factors that should be considered through the implementation

stage of AI systems. These requirements derive from the previously mentioned 4 ethi-

cal principles and come to put them in practice within the implementation stages of an

AI system. The 7 requirements are described in detail in the EGTAI, and are brie
y

summarized as follows.

ˆ Human agency and oversight. AI systems should uphold human autonomy,

decision-making, fundamental rights, democracy, and equality. Assessing potential

threats to rights before development is crucial. Providing users with information and

tools for informed decisions is essential. Human oversight varies based on application

and risks, requiring de�ned government mechanisms like human-in-the-loop, human-

on-the-loop, and human-in-command.

ˆ Technical robustness and safety. AI systems must be technically robust to pre-

vent harm and ensure human integrity. Resilience to attack and security is crucial

to safeguard against vulnerabilities. Preventing misuse by malicious actors is essen-

tial. Fallback plans and safety measures are vital components of robust systems.

Identifying risks and implementing necessary measures are key processes. Accuracy,

reliability, and reproducibility are critical considerations for AI systems to function

e�ectively under various conditions.

ˆ Privacy and data governance. Data governance is vital for privacy in AI systems,

ensuring protection and lawful use of collected or generated information. Maintain-

ing data integrity and quality is essential to address biases before model training.
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Access policies should be clearly de�ned to restrict data access to authorized per-

sonnel under speci�c conditions.

ˆ Transparency. AI systems must prioritize traceability, documenting data sets,

algorithms, and decision-making processes for error identi�cation and correction.

Explainability is crucial, ensuring AI processes and decisions are understandable to

humans. Users should be informed about interacting with AI systems and their

capabilities and limitations.

ˆ Societal and environmental well-being. For AI systems to be trustworthy, they

must promote inclusion and diversity, addressing biases in data sets and algorithms

to prevent prejudice and discrimination. Oversight processes and diverse perspec-

tives are essential to mitigate bias risks. Designing AI solutions for accessibility

according to relevant standards and principles ensures equal access for all, including

individuals with disabilities. Involving stakeholders enhances the development of

trustworthy systems.

ˆ Diversity, non-discrimination and fairness. AI systems should be designed,

developed and operate in the most environmentally friendly manner and measures

towards this direction are encouraged. In addition, the social impact and the e�ects

that AI systems may have on people's mental and physical health should be con-

sidered and monitored. Attention should also be paid to the possible impacts of AI

systems on society and democracy.

ˆ Accountability. Establishing mechanisms for ensuring responsibility and account-

ability of AI systems is essential. Auditability, assessment, and evaluation reports

enhance trustworthiness. Identifying, reporting, and mitigating negative impacts

through impact assessments are crucial. When con
icts arise, considering appro-

priate trade-o�s is necessary, documenting them and evaluating their ethical im-

plications. If tradeo�s violate ethical principles, the development of such systems

should be prohibited. Providing mechanisms for a�ected parties to seek redress is

also important.

2.3.1.2 Technical and non-technical methods

To further assist the realization of TAI, the guidelines suggest a set of technical and

non-technical methods for implementing the de�ned requirements.

The technical methods for TAI, as described in the EGTAI, include: i) Architectures

de�ning acceptable behaviors and monitoring compliance. ii) Ethics integration from

design phase to safeguard data and prevent risks. iii) Emphasizing explainability for user

understanding and system reliability. iv) Comprehensive testing and validation across

the AI system lifecycle to ensure consistency with requirements. v) Establishing quality of

service indicators for evaluating system development from various perspectives like security

and usability.
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Besides the technical methods, EGTAI recommend non-technical methods to enhance

AI trustworthiness, including: i) compliance with regulations and legislative frameworks;

ii) updating policies and codes of conduct based on EGTAI guidance; iii) utilizing stan-

dards for information, rules, and quality management; iv) certi�cation for transparency

to bene�t public understanding; v) implementing governance frameworks for accountabil-

ity; vi) promoting education and awareness for an ethical mindset among stakeholders;

vii) encouraging stakeholder participation and social dialogue for equitable access to AI

bene�ts; viii) engaging diverse teams in AI system development for realistic and objective

outcomes;

2.3.1.3 Assessment list for trustworthy arti�cial intelligence

AI HLEG presented on 17 July 2020 the �nal assessment list for trustworthy AI (AL-

TAI) [169]. This list makes ethics central to the development of AI systems. It acts as

a self-evaluation tool for assessing AI systems under the key requirements de�ned in the

EGTAI. The list contains a set of questions relevant to the requirements that provide guid-

ance for their practical implementation. In addition, this list raises awareness around the

potential impact and risks of the proposed AI systems and the kind of measures that can

be taken to mitigate these risks. The ALTAI comes to seal the process of TAI by enabling

the inspection and validation of the �nal AI system, hence completing the lifecycle of TAI

development as shown in Figure 2.1.

Figure 2.1: The TAI framework as established by HLEG.

2.3.2 Arti�cial intelligence ACT

On 21 April 2021, the European Commission unveiled the draft AI act, a new proposal

for an EU regulatory framework on AI. The draft act signals the European Commission's

shift from a soft-law approach, as indicated by the publication of its non-binding EGTAI

and Policy investment recommendations [170] towards a legislative one. The draft AI act

has been the �rst ever attempt to enact horizontal regulation of AI, applicable to all AI
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systems, developed, placed on the market or used in the Union, establishes a technology-

neutral de�nition of the latter in EU law, and lays down for them a classi�cation with

di�erent requirements and obligations tailored on a 'risk-based approach', whereby legal

intervention is dependent upon the concrete level of risk. The AI act aims to ensure that AI

systems used within its borders are safe, transparent, traceable, non-discriminatory, and

environment friendly. The Act emphasizes human oversight over AI systems to mitigate

the risk of adverse outcomes. The act introduces speci�c obligations for both providers and

users, tailored to the risk level associated with di�erent AI technologies. In particular, the

draft AI act distinguishes between AI systems posing (i) unacceptable risk, (ii) high risk,

(iii) limited risk, and (iv) low or minimal risk. Under this approach, AI applications would

be regulated only as strictly necessary to address speci�c levels of risk. Note here that the

�nal draft of the ACT has been issued on 26 January 2024 and was �nally approved by

the European Parliament on 13 March 2024. Subsequently, the Council of the European

Union adopted the Act on 21 May 2024. The legislation entered into force on 1 August

2024, however, it is important to highlight that the provisions of the AI Act will become

applicable in phases, with the earliest obligations starting in August 2025, depending on

the type of AI system.

2.3.2.1 High-risk systems

Given that the power system is a critical infrastructure and serves vital human needs,

most AI systems related to the latter can be considered high-risk according to the AI

act. In this direction, the act mandates an ex-ante conformity assessment for high-risk

AI systems among others. AI products and services governed by existing product safety

legislation, will fall under the existing third-party conformity assessment structures and

regulatory frameworks that already apply. Providers of AI systems that are not currently

governed by explicit regulatory frameworks are obliged to conduct their own conformity

assessment (self-assessment) and register their systems in an EU database managed by the

Commission before placing them on the market or putting them into services. Proportion-

ate obligations are also placed on users and other participants across the AI value chain.

Additional technical and auditing requirements for high-risk AI systems concern: i) risk

management; ii) data and data governance; iii) technical documentation: production of de-

tailed technical documentation, including around system architecture, algorithmic design,

and model speci�cation; iv) record-keeping; v) transparency and provision of information

to users; vi) human oversight system designed to maintain human oversight at all times

and prevent or minimize risks to health and safety or fundamental rights, including an

override or o�-switch capability; vii) accuracy, robustness and cybersecurity.

2.3.2.2 CEN-CENELEC standardization

To assist the implementation of the AI act, in May 2023 the European Commission

released a standardization request to the CEN-CENELEC for supporting the implemen-
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tation of the AI act provisions [171]. The standards requested by the Commission include

logging, data quality and governance, accuracy, robustness, risk management, quality man-

agement, conformity assessment, cybersecurity, human oversight, transparency. However,

the current high-level, domain-agnostic requirements set at EU-level need to be customized

to speci�c domains to ensure e�ective and trustworthy application. There is also an issue

with the interoperability between CEN-CENELEC and ISO standards, posing a signi�-

cant barrier for the interoperability of AI systems in EU and international markets. This

issue could burden companies, complicating compliance with both sets of standards and

hindering market interactions.

2.3.3 EU-funded projects

2.3.3.1 AI4EU project

Signi�cant contribution to the �eld of ethics on AI is also provided by the AI4EU

project [172]. One of the strategic objectives of AI4EU has been to promote European

values for Ethical, Legal, Socio-Economic and Cultural (ELSEC) issues in AI. Societal

concerns over the use and misuse of AI are addressed with the organization of an ethical,

legal, socio-economical and gender-aware observatory, providing the AI community as well

as European and national authorities with detailed, accurate and up to date information

regarding the consequences of use and misuse of AI. While AI technologies can provide

great bene�t for European society, misuse can pose grave risks. In this direction, AI4EU

has created the AI4EU Ethical Observatory working to assure respect of European values

and to assure that respect for these values provides an important competitive advantage

both within the EU and in larger international markets. The AI4EU project also devel-

oped an abbreviated assessment framework [173], based on the ALTAI. This abbreviated

assessment list is mainly meant to assess the AI applications shared through the AI4EU

catalog, but it also can support organisations perform a `quick scan' of their AI systems.

This list can be used as a self-assessment tool to quickly identify the relevant elements of

trustworthy AI and the level of compliance to these elements. It will help determine the

level of impact of the AI applications and provide options to balance di�erent tensions

and interests. The e�ort of AI4EU towards trustworthy AI will be now continued by its

follow-up project called DeployAI.

2.3.3.2 SHERPA project

The Energy Trilemma [174], de�ned by the World Energy Council [175], consists of

Energy Security, Energy Equity, and Environmental Sustainability. Balancing these di-

mensions is crucial for prosperity and competitiveness. Resolving the trilemma drives

technological growth and raises ethical considerations for achieving optimal equilibrium.

AI systems can aid in addressing the Energy Trilemma, but ethical issues must be prior-

itized. Current research focuses more on functionality than ethics, highlighting the need

for responsible ethical considerations. The H2020 project SHERPA explored how smart
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information systems (SIS) impact ethics and human rights, with a case study analyzing

ethical issues in using these systems in electricity grids. Note here that SHERPA did not

explicitly treat AI systems, however its contribution is still invaluable to the AI landscape

in a smart grid context. Among other results, a case study [176] has been published, within

the context of this project, analysing the principal ethical issues that occur in the use of

SIS in electricity grids. These ethical issues entail: i) Privacy and informed consent: AI

services utilize detailed household energy data from smart meters, raising concerns about

privacy and informed consent. Newcomers like aggregators monitor household data for

energy e�ciency programs, potentially revealing private information and habits. Address-

ing these issues involves balancing in-home surveillance and privacy concerns at technical

and policy levels. Questions arise about opt-out options for low-income households and

individuals in shared living spaces, especially when access to a�ordable energy is at stake.

It is essential to consider how to navigate these challenges e�ectively to protect consumer

privacy and ensure informed consent in such programs. ii) Energy security: Cyber-attacks

on the energy grid, pose signi�cant risks due to the vulnerability created by sensors and

IoT networks. These attacks can disrupt energy distribution and infrastructure, impacting

people's well-being and causing economic repercussions at a national level. ENISA [177]

reported global losses of up to 1.69 billion euros in 2018 due to cyber-attacks on the energy

grid [178]. iii) Energy equity and a�ordability: Smart grids aim to manage energy abun-

dance and rising demand [179], yet they raise ethical concerns related to energy justice.

A�uent consumers may initially bene�t more from AI and smart grids, potentially leading

to unequal access and impact on model training. Dynamic pricing supported by AI could

further exacerbate energy poverty [180] and inequalities, contradicting the EU's goals of

promoting energy equity and a�ordability. iv) Sustainability: AI technologies and smart

devices play a crucial role in smart grids, supporting the EU's decarbonization e�orts

by enabling precise electricity 
ow management and increased renewable energy sources

(RES) integration. However, the energy-intensive nature of smart grid equipment and AI

models results in signi�cant electricity consumption and CO2 emissions [181]. Studies like

[182] indicate that the introduction of smart devices in grids may not always lead to a

reduction in CO2 emissions from a life cycle assessment (LCA) perspective [183].

2.3.3.3 I-NERGY project

The I-NERGY project is a landmark EU-funded initiative focused on advancing AI in

the energy sector through innovative services [3, 5, 1, 184, 4]. By deepening AI research,

deploying decentralized governance for energy data, and providing technology enablers for

advanced AI-based solutions, I-NERGY demonstrated a strong commitment to innovation

and sustainability. Speci�cally, I-NERGY aimed at evolving, scaling up and demonstrating

innovative AI-as-a-service energy analytics applications and digital twin services that were

be validated along 9 pilots. Said pilots spanned over the full energy value chain, ranging

from optimized management of grid and non-grid RES assets, improved e�ciency and
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reliability of electricity networks operation, optimal risk assessment for energy e�ciency

investments planning, optimizing local and virtual energy communities involvement in


exibility to green energy marketplaces. The project's emphasis on AI interaction and

TAI showcases its dedication to ensuring responsible and ethical AI deployment in the

energy sector. Through its e�orts to empower European AI innovation and reinforce the

service layer of the AI-on-demand platform [185], I-NERGY stood at the forefront of

driving advancements in TAI applications for the energy industry.
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Technological development 1 {

DeepTSF

3.1 Motivation and signi�cance

Historically, time-series modeling has been a prominent area of interest in academic re-

search, with diverse applications in �elds such as climate modeling [186], biological sciences

[187], medicine [188], and commercial decision-making domains like retail [189], �nance

[190], and energy [2, 3, 5]. Traditional approaches in this �eld have primarily focused

on parametric statistical models, utilizing domain expertise-driven techniques such as au-

toregressive models [191], exponential smoothing [192], and other methods that heavily

relied on decomposing time series [193]. However, the advent of modern ML methods has

introduced data-driven approaches for capturing temporal dynamics [194].

Among these methods, DL has gained signi�cant traction, inspired by its remarkable

achievements in areas like image classi�cation [195], natural language processing [196], and

reinforcement learning [197]. Deep NNs, with their customized architectural assumptions

or inductive biases [198], can e�ectively learn intricate data representations, eliminating

the need for manual feature engineering and model design. The availability of open-source

backpropagation frameworks [199, 200] has further simpli�ed network training, allowing

for 
exible customization of network components and loss functions. This convergence of

data availability, increased computing power, and the rise of deep learning has transformed

time-series forecasting, paving the way for the next generation of models. These models

leverage ML techniques to e�ectively capture complex temporal dependencies, facilitating

improved forecasting accuracy and 
exibility in various applications.

In this chapter we present DeepTSF, a full-stack machine learning operations (MLOps)

framework that provides codeless machine learning (ML) capabilities for time series fore-

casting by automating several parts of the ML lifecycle. The back-end of DeepTSF is

speci�cally developed to automate the ML and DL-based forecasting lifecycle for data

scientists and MLOps engineers. It incorporates state-of-the-art ML and DL algorithms

and techniques, providing them with a scalable and interoperable tool for accurate and

27
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e�cient time series forecasting. DeepTSF harnesses the capabilities of Python's exten-

sive scienti�c libraries and frameworks including Darts [76], enabling seamless integration

with existing data analysis work
ows. Additionally, it provides a user-friendly front-end

that can serve several other categories of high-level stakeholders and end-users within the

time series modeling domain by providing high-level insights{ through visualizations and

evaluation metrics{ of the forecasting models developed at lower level by the engineers.

Ultimately, securing the provided services is a high priority of DeepTSF and is achieved by

employing e�ective identity management and access authorization mechanisms. In terms

of real-world application, DeepTSF has already been validated by researchers [2, 3] within

DL-based short-term electricity load forecasting use cases. However, in practice, DeepTSF

can handle all types of forecasting tasks irrespective of the time series domain, resolution,

and forecast horizon. Note here that DeepTSF has been peer-reviewed and published in

the SoftwareX journal [1].

3.2 Software description

DeepTSF is a user friendly, AI-based time series forecasting application that facilitates

MLOps for multi-horizon time series forecasting with deep learning models. DeepTSF

has been developed using various programming tools in Python and Javascript alongside

Docker [201] for e�cient building, sharing and deployment of the application.

3.2.1 Software architecture

For the development of DeepTSF, a modular and micro-service-oriented approach has

been followed, consisting of several layers that assume di�erent responsibilities and imple-

ment various functionalities within the application. In this context, the overall DeepTSF

architecture (also illustrated in Figure 3.1) consists of several layers that employ state-of-

the-art programming frameworks as follows.

ˆ Database (optional) : Time series data (e.g. energy and weather-related series

data) are periodically stored to a MongoDB [202] (NoSQL database) after several

pre-processing and data harmonization processes. MongoDB was selected because

it provides great performance and scalability, as it is able of processing millions of

requests per day without changes in performance. Note here that this feature is

optional and requires a MongoDB installation from the end-user, however the basic

local release of DeepTSF [73] does not need it to be functional.

ˆ Forecasting backend: This component is the core of DeepTSF and is responsible

for: i) extracting data from the database, ii) pre-processing and harmonization in

accordance with the speci�cations of the forecasting model input, iii) model training

and (optionally) hyperparameter tuning, iv) model evaluation, explanation and v)

model storage, versioning and serving. These steps can be executed either sequen-

tially or individually. The execution/orchestration of the pipeline can take place
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either through command line interface (CLI) or the advanced work
ow orchestrator

that is described later on.

The backend's code is organized in �les that correspond to the stages of the above

work
ow:

{ load raw data.py : This interface is responsible for loading the data from local

or online sources and saving it to the ML
ow tracking server.

{ etl.py : Conducts data harmonization and pre-processing.

{ training.py : Performs model training.

{ optuna search.py : Responsible for the hyperparameter tuning of the model

if requested by the user.

{ evaluate forecasts.py : It evaluates the model using the provided test set.

The DeepTSF documentation [203] includes more information on the backend's code

structure and usage.

The most important technologies of the forecasting backend are the following:

{ Python ML
ow [157] as the core of this implementation. The model training

client's code extensively uses the ML
ow API to allow for ML experiments'

triggering and tracking on the tracking server. Optionally, models can also

be registered, versioned, and deployed using the ML
ow model registry [204].

The tracking server is also assisted by a MinIO [205] artifact store for storing

models, data sets, and results alongside a PostgreSQL [206] database for storing

experiment parameters and evaluation metrics.

{ Python Darts [199] for automated and optimized time series forecasting based

on PyTorch.

{ Python Optuna library [207] for hyperparameter optimization.

{ Python SHAP (SHapley Additive exPlanations) library [208] for ex-

plaining feature importance. In the context of TAI and particularly XAI,

DeepTSF provides detailed forecasting model explanations. Said explanations

rely on graphs, such as SHAP coe�cient bar plots, beeswarm plots, and force

plots (see Fig. 3.6)

{ Python FastAPI [209] for exposing the information and functionalities of the

back-end application as an API to the outside world.

ˆ Graphical user interface which is the front-end environment of DeepTSF and is

developed using React [210], an open-source, widely-used and very well-documented

JavaScript library, which o�ers versatility and unparalleled e�ciency for building

user interfaces. Its main advantages lie in the component-based architecture, which

enables the developers to create reusable and modular user interface (UI) compo-

nents, resulting in faster rendering and optimal overall application performance.
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Moreover, React o�ers a robust ecosystem of libraries and tools, ensuring that the

created applications will be scalable and maintainable, while there is also a very

active community of developers that o�ers support and contributions to the React

library.

ˆ Work
ow Management DeepTSF supports two layers of work
ow management,

as follows.

{ Basic work
ow management The �rst layer comprises a CLI which has been

developed with the Click package [211] and allows for executing (individually

or sequentially) the four stages of the ML pipeline that were mentioned above.

This CLI is developed on top of the built-in CLI of ML
ow [212].

{ Advanced work
ow management The advanced work
ow management en-

gine is based on Dagster [213]. This engine allows for orchestrating, scheduling

and executing the ML pipeline in a more advanced and higher-level fashion.

This component is integrated with the MongoDB to extract the data needed

for the forecasting scenario, as well as with the ML
ow platform for tracking

the experiments and storing the trained models. This integration is achieved

utilizing the python client APIs of those tools. Note here that every forecast-

ing use case requires a new custom con�guration of the Dagster orchestrator,

which is abstracted within our work so that it can be used as a starting point

for future extensions.

ˆ Identity and access management (optional) Identity and access management

in DeepTSF are implemented leveraging OpenID Connect Protocol and therefore the

OAuth2.0 protocol on top of which OpenID Connect is built [214]. A Keycloak [215]

server is used and con�gured to act as the OpenId Provider. User authentication is

achieved via the front-end application, where users authenticate against the OpenID

Provider using their credentials. Note here that this feature is optional and requires a

Keycloak installation from the end-user, however the basic local release of DeepTSF

does not need it to be functional.

3.2.2 Software functionalities

DeepTSF provides three options of triggering ML forecasting experiments. All of them

eventually interact with the load forecasting backend that in turn activates the underlying

ML work
ow comprising 4 consecutive steps, as illustrated in Figure 3.2. Despite the

selected option, the executed experiments are logged to the ML
ow tracking server and

can be visualized by the user using the ML
ow UI.
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Figure 3.1: The DeepTSF architecture.

Figure 3.2: DeepTSF backend standard work
ow.
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3.2.2.1 User interface

The front-end of DeepTSF is designed to provide a smooth experience to the end-user

roles within the application (system administrators, data scientists and domain experts).

The front-end provides the following pages:

ˆ Sign-In and homepage

ˆ Codeless forecast: Page for codeless model training after the upload of a CSV training

data set and the selection of training properties (train/test split, outlier detection,

forecast horizon etc.) and hyperparameters

ˆ Experiment tracking and evaluation: Page for retrieving metrics and evaluation

graphs of ML experiments

ˆ System monitoring: CPU, GPU, memory usage information

3.2.2.2 Work
ow management interface

As already mentioned in Section 3.2.1, the work
ow management interface comprises

two subcomponents: i) a CLI for triggering the stages of the pipeline, ii) a work
ow

orchestrator based on Dagster [213] that takes care of model re-training and error handling

issues. More, speci�cally the two components are as follows:

ˆ CLI. The DeepTSF CLI is a direct way of handling and triggering the work
ow

stages easily, automating the argument passing process and linking the execution of

each script in a sequential order, passing the proper arguments from one to another.

Figure 3.2 illustrates this concept. More details on the DeepTSF CLI functionality

for either the manual execution of pipeline stages or their automated sequential

execution can be sought in Section 3.3 alongside the DeepTSF documentation.

ˆ Dagster. Dagster [213] acts as a work
ow orchestration engine, where data pro-

cessing and ML model training pipelines, are de�ned as jobs. Dagster provides a

web user interface including, among others, information regarding the de�ned jobs

and their runs, the de�ned schedules, the produced assets, as well as providing the

ability to con�gure, execute, and visualise the logs of said jobs.

3.2.2.3 User roles

Access to components of DeepTSF is restricted to authorized users. Users should �rst

be registered using the identity and access control mechanism of DeepTSF, in order to

use the components of the application. Then, based on their roles, they acquire di�erent

levels of access to the application. Supported roles include data scientists, domain experts,

and administrators. The "domain expert user role" has limited access to application

features that are the "experiment tracking" and "system monitoring" interfaces. The



3.3 User journey 33

"data scientist" user role has additional access to the "load forecast" feature of the main

page while they are also allowed to straight access to the API of the application back-end.

The ML
ow experiments are available to all users. Lastly, the administrator role have

access to all the features of the application. Note here that this feature is not included in

the basic local deployment of DeepTSF.

3.3 User journey

In this section we provide a simple illustrative example of how a user can interact with

DeepTSF. As already mentioned, there are three ways in which this user can interact with

the application: i) through the DeepTSF UI, ii) through the DeepTSF CLI, iii) through

the DeepTSF work
ow orchestrator (Dagster). We opt here for demonstrating the �rst

one, as it is the most user-friendly one also providing a purely codeless experience of

DL/ML-based time series forecasting model training and evaluation. To do that, the user

needs to follow the steps below:

1. Deploy the application and navigate to port 3000 of the respective host machine (e.g.

http://localhost:3000 ) where the homepage of DeepTSF is available (Figure 3.3).

Note that in case of local docker deployment, where no access management takes

place, the Sign-in step is omitted.

(a) Sign-In page. (b) Homepage.

Figure 3.3: DeepTSF Sign-in and home pages.

2. Open the sidebar and navigate to the "Codeless forecast" page. This page enables

the execution of an experiment, after uploading the desired data set in the cor-

rect csv format (see documentation) and con�guring key parameters of the model

pre-processing, training and model evaluation steps (Figure 3.4). In the \Data set

Con�guration" section, the user can either upload their own �les or choose among

the already stored ones, before selecting the time series resolution and the data set

split that contains the start and end dates, which represent the dates de�ning the

experiment execution. In the \Model Training Setup" section, the users can de�ne

the experiment name, choose between the available algorithms and choose between

a set of hyperparameters that vary depending on the chosen algorithm. Finally, the
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user needs to choose a forecast horizon for backtesting the model during evaluation.

After �lling all the required �elds, the \EXECUTE" button becomes available.

Figure 3.4: DeepTSF codeless forecast page.

3. To visualize the executed runs and obtain detailed model evaluation results, the user

should navigate to the ML
ow UI (port 5000) illustrated in Figure 3.5. This can be

also done by clicking the \Visit ML
ow server" button which becomes available after

the execution. Note that for CLI or Dagster execution the "analyze-with-shap" 
ag

can be set to true and enable the generation of model explanations (see Fig. 3.6)

within the evaluation stage.

4. To graphically evaluate the model at high-level, the user needs to navigate to the

"Experiment tracking and evaluation" page. This page enables a brief evaluation of

the experiments' results, by either their name or their id as illustrated in Figure 3.7a.

After specifying the main evaluation metric and a number of evaluation samples, the

user can press the \DETAILS ON MLFLOW" button, which navigates them to the

ML
ow instance, where they can access a number of comprehensive experiment

details. Moreover, upon clicking the \LOAD METRICS", two charts are displayed

on the bottom of the page, as demonstrated in Figure 3.7. The �rst chart presents

the model evaluation metrics of the speci�ed experiment, while the second one o�ers
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Figure 3.5: ML
ow user interface example.

a visual comparison of the actual and the forecasted load series. Note here that

the actual vs forecast plot is only available for experiments / evaluation runs that

exclusively contain univariate time series models.

3.4 Impact

Since DeepTSF is open-source, it can serve as a reference production tool for stakehold-

ers such as data scientists, and domain experts that need to develop, optimize, evaluate,

serve and monitor ML and DL models for time series forecasting. DeepTSF makes MLOps

for time series forecasting easy for everyone by unifying the ML lifecycle development and

monitoring. This is achieved through a user interface that guarantees a user-friendly and

codeless experience which is its main contribution to the industrial time series forecasting

domain. Additionally, CLI capabilities are also available for data experts and ML engi-

neers that require custom model training procedures and 
exibility, given a speci�c degree

of coding expertise.

Thanks to its design, DeepTSF enables the codeless development, initialization, and

seamless monitoring of ML experiments, thereby facilitating the mass execution of ML

experiments. Therefore, researchers can easily reproduce and evaluate an abundance of

research results related to various ML and DL models and hyperaparameter setups. In

this fashion, DeepTSF reinforces the ability for research contributions within the time

series forecasting domain. Within industrial environments, DeepTSF can accelerate the

processes for the deployment of accurate time series forecasting models in production as

domain experts are allowed to directly monitor the model development process via intuitive

user interfaces that match their domain knowledge even if they possess limited modeling

skills.

DeepTSF has been already used in the EU H2020 research project I-NERGY and it



36 Chapter 3. Technological development 1 { DeepTSF

(a) SHAP values bar plot. (b) Beeswarm plot.

(c) Force plot.

Figure 3.6: Indicative SHAP plots produced by DeepTSF for explaining the importance of
di�erent time steps within the lookback window.

(a) DeepTSF experiment tracking page.

(b) Evaluation metrics of the selected model for

inspection.

(c) Line plot of the forecast versus actual time se-

ries.

Figure 3.7: DeepTSF experiment tracking and evaluation page results.
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was developed as a solution to enable automated energy time series forecasting for both

generation and consumption time series for multiple pilot sites and use cases within the

project. The service was meant to serve both data scientists coming from the technical

partners of the project and energy experts coming from the pilot partners and coordinate

their every day time series forecasting tasks in an e�cient and highly collaborative fashion.

3.5 Conclusions

In this chapter, we introduced DeepTSF, a comprehensive MLOps framework designed

to revolutionize time series forecasting with codeless ML capabilities. DeepTSF automates

several aspects of the ML lifecycle, making it an ideal tool for data scientists and MLops

engineers engaged in ML and DL-based forecasting. By incorporating cutting-edge ML

and DL algorithms, DeepTSF empowers users with a robust and user-friendly solution

for precise and e�cient time series forecasting. Leveraging the power of Python's ex-

tensive scienti�c libraries and frameworks, DeepTSF seamlessly integrates into existing

data analysis work
ows, enhancing productivity and compatibility. DeepTSF also in-

cludes a front-end that caters to various high-level stakeholders and end-users in the time

series modeling domain. Through insightful visualizations and evaluation metrics, these

stakeholders gain a comprehensive understanding of the forecasting models developed by

engineers at a lower level. In this context, XAI is also a central factor in DeepTSF's

results and outputs that aims at reinforcing the concept of TAI within the energy fore-

casting domain. Security is also top priority for DeepTSF, and it ensures protection by

implementing e�ective identity management and access authorization. DeepTSF is ver-

satile and capable of handling all types of forecasting tasks. In real-world applications,

currently DeepTSF has already proven its e�cacy in DL-based short-term electricity load

forecasting use cases with signi�cant added value in the EPES sector.

3.6 Future work

With respect to future work we plan to further extend DeepTSF's work
ow orchestra-

tion interface so that it can seamlessly handle the data and ML pipelines through DAGs,

therefore fully replacing the capabilities that are currently supported by the CLI (com-

mand line interface). Additionally, regarding model serving, it is envisaged that DeepTSF

will also integrate with other model serving mechanisms such as Seldon [216], BentoML

[217] and interoperability frameworks such as ONNX [218], as ML
ow's model serving fea-

tures are currently on experimental stages. Last but not least, it is of crucial importance

to make DeepTSF solution agnostic in terms of database technology, and data format-

ting standards, aiming to provide 
exibility with respect to the integration with other

user-preferred technology stacks and requirements. In this context, the data ingestion

mechanism of DeepTSF is planned to be extended to support the integration with various

data sources and database technologies, primarily focusing on time series databases such
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as In
uxDB [219] and Timescale [220]. Furthermore, interoperability frameworks will be

utilized to facilitate di�erent data schema standards.



Chapter 4

Technological development 2 {

FlexDR

4.1 Motivation and signi�cance

ASM is a municipal enterprise that owns and manages the electricity distribution

network in the town of Terni in central Italy. In this context, the company posed an energy

use case entailing consumption and 
exibility prediction for local community optimal

aggregation and 
exibility trading. Its main goal was to leverage sources of 
exibility and

most importantly DR. Therefore, given a virtual energy community or virtual power plant

(VPP) of 54 prosumers, and acting as an aggregator, ASM started collecting demand and

generation time series data from their smart meters. In this way, ASM hoped to solve two

main problems through DR:

1. the problem of RPF, where the total energy production in the virtual network is

greater than the total consumption. This occurs early in the afternoon when pro-

duction from photovoltaic installations peaks and there is power 
ow from the virtual

low voltage network managed by ASM towards the transmission system;

2. electricity demand during peak hours, where the total energy consumption exceeds

the total production.

In this context, FlexDR was implemented as a web application to enhance the decision

making work
ow of ASM experts, in an attempt to automate the data analysis and 
exi-

bility forecasting procedure for the aggregator, while also facilitating their communication

with their customers towards optimal DR. This is a novel application that incorporates the

forecasting capabilities of DeepTSF (see Chapter 3) alongside the clustering techniques

towards targeted DR that are presented in the next chapter (also see Chapter 4 and Pelekis

et al. [5]).

39
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4.2 Software description

FlexDR, comprises a modular architecture utilizing a modern stack of various open

source frameworks and tools. The components empowering the application are illustrated

in Section 4.2.1 where the diagram of the architecture is provided. In addition, the com-

ponents involved in the architecture are described in detail in the following subsections

explaining thus their role within the application, the functionalities they provide as well as

their implementation details. The intended audience of the application encompass the fol-

lowing entities: a) administrators; individuals with the highest privileges within FlexDR,

capable of accessing all functionalities; b) energy experts; experienced users on the VPP

operator side, responsible to accomplish their daily tasks of VPP management, or cus-

tomize FlexDR suggested actions; c) consumers; end-users or prosumers using FlexDR to

gain insights from its recommendations and actively contribute to the enhancement of the

network's 
exibility for their own pro�t. It should be highlighted that human interaction is

prevalent within the FlexDR functionalities, enabling a HITL approach, hence, promoting

TAI in energy systems.

4.2.1 Software architecture

In this section the technical architecture (see Figure 4.1) which empowers the software

application is presented focusing on the components involved and the technologies used.

Speci�cally, the components involved in the architecture are as follows:

ˆ Database and data storage. Data coming from the smart meters involved in the

VPP are inserted into the relevant collection of the MongoDB database. MongoDB

serves also as the database for the backend service that implements the REST API

of the FlexDR application. In addition to the above uses, data produced by the

forecasting service are also stored to the MongoDB for subsequent utilization by the

backend services. Within the data storage layer, MinIO was also employed, not only

for the needs of ML
ow service, but also acting as a data lake where the smart meters

data are stored after being processed according to the requirements of DeepTSF.

ˆ Backend service and REST API. The functionalities of the backend service are

exposed via a REST API which is empowered by a FastAPI service. The business

logic supporting the endpoints is implemented in Python and the interactions with

MongoDB and MinIO are performed using the PyMongo driver and the Python

MinIO client respectively.

ˆ User interface. A custom front-end service is developed providing the user interface

which enables all the required actions by the di�erent user groups. The front-end

service is a React based web application.

ˆ Orchestration Engine. The orchestrator engine facilitates the automation of the

work
ows within FlexDR, enabling their scheduled and customized execution as well
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as their monitoring. The orchestration engine is based on Dagster, and the work
ows

are encoded in Python.

ˆ ML experiments tracking and models storage. To meet the requirements

of ML experiments tracking and AI models lineage the ML
ow service o�ering is

utilised. The deployment setup employs a PostgreSQL as the backend store for the

tracking server as well as a MinIO server for the artifact store.

ˆ Identity and access management. Identity and access management in FlexDR

are implemented leveraging OpenID Connect Protocol and therefore the OAuth2.0

protocol on top of which OpenID Connect is built [214]. A Keycloak [215] server is

used and con�gured to act as the OpenId Provider. User authentication is achieved

via the front-end application, where users authenticate against the OpenID Provider

using their credentials. Note here that this feature is optional and requires a Key-

cloak installation from the end-user, however the basic local release of DeepTSF does

not need it to be functional.

Figure 4.1: The FlexDR architecture.

4.2.2 Software functionalities

4.2.3 User interface

The front-end of DeepTSF is designed to provide a smooth experience to the end-user

roles within the application (system administrators, data scientists and domain experts).

The front-end provides the following pages:

ˆ Sign-in page (available to all users)
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ˆ Homepage (available to all users)

ˆ Smart meters page: Shows the smart meters involved in the 
exible community

along with information of their type (available to administrators and energy experts)

ˆ Load pro�les page: Enables the creation of new load pro�les or modify existing

ones (available to administrators and energy experts)

ˆ Assignments page: Shows the assignments related to smart meters within the


exible community (available to administrators and energy experts)

ˆ Daily tip page: Page that allows consumers to view their daily recommendation

(available to administrators and consumers)

ˆ User pro�le page: Shows basic details about the user and their assigned role

(available to all users)

4.2.4 Backend services

4.2.4.1 Work
ow orchestration engine

FlexDR relies on the orchestration and scheduled execution of designated work
ows.

Dagster serves as the orchestration engine within FlexDR. In this setup, work
ows are

encoded using Python and are implemented to accept runtime con�guration. The FlexDR

clustering algorithm aims to predict the day ahead load pro�le for a given smart meter.

This requires the day ahead load data to be fed into the clustering model and there-

fore a loose integration with DeepTSF is required at runtime. This setup requires the

implementation of the following data processing and inference work
ows.

Smart meter data preprocessing The preparation of smart meter data requires the

implementation of two distinct work
ows. The �rst one is dedicated to generating histor-

ical data essential for training the load forecasting model. This involves retrieving and

transforming time series data from MongoDB according to load forecasting requirements

and uploading the processed data to the data lake, i.e., the MinIO service. The imple-

mentation follows a dynamic fan-out approach creating a pair of processing and uploading

tasks for each monthly segment of data, and is able to handle all the, continuously in-

creasing over time, data stored in MongoDB. The output includes di�erent csv �les with

the processed data stored by month. The execution of this job is triggered on demand

by the load forecasting module and can be con�gured to process data within a desired

time period between two months. The second work
ow is designed to generate the data

necessary for the inference process of the load forecasting model. This includes fetching

and processing data within a con�gurable timeframe ranging from 1 to 14 days before the

day of prediction.
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Load forecast retrieval. The retrieval of forecasted load is a daily process scheduled to

align with the availability of the data required for the forecasting model. This task makes

use of the DeepTSF STLF model to obtain the day ahead forecast for each registered

smart meter and subsequently stores the forecasts to MongoDB.

Cluster curve predictions Once the load forecast is accessible in MongoDB, a distinct

job needs to be executed to generate assignments for the involved smart meters within the

FlexDR application. This task entails using the clustering model to obtain the predicted

cluster, and subsequently, determining the corresponding cluster pro�le for each smart

meter involved in the community. The implementations of the aforementioned work
ows

are available at projects repository.

4.2.4.2 Database and data storage

The infrastructure supporting FlexDR comprises MongoDB and MinIO. The �rst

is linked with the smart meters database and also contains collections essential for the

FlexDR web application i.e. housing data for smart meters details, cluster pro�les, assign-

ments, and ML models. The documents stored within these collections are available to

FlexDR's front-end application via the developed REST API. The MinIO service serves a

dual role, supporting ML
ow as an artifact storage and serving as the main data lake for

STLF service within FlexDR.

4.2.4.3 Machine learning experiments tracking and model storage

For experiment tracking within FlexDR ML
ow is utilized. The ML
ow tracking

server as well as the model registry and artifact storage act as a connection point between

the FlexDR and DeepTSF applications with respect to the load forecasting functionality

required for FlexDR. The implemented work
ows mentioned in Section 4.2.4.1, use the load

forecasting model of DeepTSF to get the day ahead predictions and employ the clustering

model to get the load pro�le prediction. Both models are uploaded to and retrieved

from the ML
ow server. Besides the model's lineage, ML
ow was used throughout the

whole lifecycle of the clustering model that is served by FlexDR, for which an extensive

analysis is provided in Chapter 7. In this manner, information related to models such as

model con�guration parameters, metrics, identi�ed clusters load curves were logged to the

ML
ow server.

4.2.4.4 User roles

Similar to DeepTSF, access to components of FlexDR is restricted to authorized users.

Users should �rst be registered using the identity and access control mechanism of FlexDR

to use the components of the application. Then, based on their roles, they acquire di�erent

levels of access to the application. Supported roles are: administrators, energy experts, and

consumers. Non-authenticated users cannot access the dashboard. Upon trying to do so,
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they are automatically navigated to the authentication page to provide their credentials.

More speci�cally, the "energy expert" user role, who is supposed to be an employee of

the aggregator, is designed to have access to all the above-described pages, except for the

\Daily Tip" which is meant for consumers. On the contrary, the "consumer" user role only

has access to the daily-tip page as it refers to the end-user/customer of the application

provided by the aggregator. Lastly, the "administrator" role has access to all the features

and pages of the FlexDR application. Note that the supervision by the human factor is

essential to maintain the functionalities and services of FlexDR at top quality. In this

fashion, the concept of HITL is promoted by the application towards TAI.

4.3 Illustrative examples

This section is intended to o�er a comprehensive grasp of the user interface imple-

mented for FlexDR. To achieve this, it will include illustrative screenshots accompanied

by explanations detailing the depicted elements. The demonstration will be organized

according to application's pages. The following demonstration takes place using an ad-

ministrator user role who is able to navigate and use all pages.

4.3.1 Sign-in page

Initially, users need to log in to access the application's features. This is feasible by

�lling in the credentials in the sign-in page of FlexDR (see Figure 4.2). Depending on their

assigned role in Keycloak, users will be granted authorization to utilize speci�c features

associated with that role.

Figure 4.2: The FlexDR sign-in page.
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4.3.2 Homepage

After successful login, users will land to the homepage (Figure 4.3). Using the side

menu users have the option to navigate, depending on their role, to the following pages:

a) Homepage, b) Load pro�les, c) Smart meters, d) Assignments, e) Daily Tip, f) My

Pro�le as well as to use the "Sign out" button to log out. These pages are described in

the following sections.

Figure 4.3: The FlexDR homepage.

4.3.3 Smart meters page

On the smart meters page (Figure 4.4) users can view the smart meters involved in the


exible community along with information of their type. Speci�cally, information available

for smart meters includes:

ˆ Device ID: Smart meter's identi�cation number

ˆ Contractual Power: Smart meter's contractual power in kW

ˆ Production: Smart meter's nominal generation power capacity in kW

ˆ Type: Smart meter's installation category
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Figure 4.4: The FlexDR smart meter inspection page.

By expanding the "Add new Smart Meter" area users are able to register a new smart

meter in FlexDR by �lling in the smart meter's details in the displayed form (Figure 4.5).

Figure 4.5: The FlexDR page for adding new smart meters.

In case users need to make modi�cations to any of the smart meter's information or

remove it, they can use the EDIT and DELETE buttons, respectively. Moreover, if users

wish to access the next day's predicted load pro�le for a smart meter, they can use the

DAY AHEAD button (Figure 4.6). The information presented follows the layout described

in the following assignments section 4.3.5.

Figure 4.6: Smart meter info & action buttons.
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4.3.4 Load pro�les page

The load pro�les page (Figure 4.7) enables the creation of new load pro�les or the

modi�cation of existing ones. The concept behind a load pro�le is to group together

multiple cluster curves identi�ed by the AI model. If similarities exist between these

curves, energy experts, based on their expertise, can simplify and merge the load pro�les

curves for better management and analysis.

Figure 4.7: Initial load pro�les page in FlexDR.

By selecting the desired laod pro�le in the drop-down menu {Figure 4.8 (1){, users are

able to see its description in the below area {Figure 4.8 (3){ where usually the rationale

behind grouping the curves of di�erent clusters identi�ed by the algorithm is described.

Users can expand the clusters areas to preview their load curves. The last section { Figure

4.8 (4){ of the page includes the suitable recommendation for this load pro�le. At this

stage, users are able to use one of the action buttons {Figure 4.8 (2){ to remove, edit or

add a new load pro�le.

Figure 4.8: The FlexDR page for load pro�le inspection.
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In case users want to edit the load pro�le, they can modify the text inputs of the areas

related to the pro�le and its associated recommendation as seen in Figure 4.9. Speci�cally,

these �elds include:

ˆ Indicative name of load pro�le

ˆ Short description of the load pro�le

ˆ Details of the load pro�le

ˆ Indicative name of recommendation

ˆ Short description of recommendation

ˆ Details of the proposed recommendation

Figure 4.9: The FlexDR page for load pro�le modi�cation.

At this point, the creation of a new load pro�le will be examined. When users try to

create a new cluster pro�le by using the "ADD NEW" button (Figure 4.7 or Figure 4.8

(2)), they will see the form as depicted in Figure 4.10. At this point, the user should choose

one of the existing clustering models which will form the basis for this con�guration. In

this manner, the load clusters that are identi�ed by the selected model will be retrieved

and be available for selection for this pro�le (see Figure 4.11, 4.12).
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Figure 4.10: The FlexDR page for creating new load pro�les.

Figure 4.11: The FlexDR screen for cluster selection while creating a new load pro�le.
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Figure 4.12: The FlexDR preview of cluster load curves while creating a new load pro�le.

4.3.5 Assignments page

The assignments page (Figure 4.13) shows the assignments related to smart meters

within the 
exible community. In this context, an assignment refers to the predicted

cluster curve associated with a particular smart meter. It's important to note that a single

load pro�le can be comprised of multiple cluster curves. As such, the Assignments page

presents details about the matched cluster curve determined by the prediction process.

Speci�cally, the Assignments page showcases the predictions in a tabular format, with

columns including:

ˆ The date associated with the prediction.

ˆ The device ID of the smart meter.

ˆ The category (type) of the smart meter.

ˆ The predicted load pro�le (cluster).

ˆ A short description of the matched cluster pro�le.

Figure 4.13: The FlexDR assignments page.

Users can conduct a thorough examination of a speci�c assignment by utilizing the

"DETAILS" button. It's important to highlight that assignment details are also accessible

from the smart meters page. This feature streamlines the daily tasks of energy experts,

enabling them to easily locate predictions for a speci�c smart meter when needed. The

details corresponding to an assignment, as depicted in Figure 4.14, contain the following:
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ˆ ML model information: This includes speci�cs about the clustering algorithm

employed, such as the number of clusters identi�ed by the model, the date when the

model was trained, and the time span covered by the training data.

ˆ Smart meter details: Comprehensive information about the smart meter involved

in the assignment.

ˆ Matched load pro�le details: This includes the date corresponding to the pre-

diction, the name and the details of the load pro�le, and the description of the rec-

ommendation provided. In addition, an interactive chart is provided, plotting both

the load curve of the forecasted load and the load curve of the predicted cluster.

Figure 4.14: The FlexDR page for assignment details.

4.3.6 Daily tip page

The daily tip page (Figure 4.15) is the main user interface of the prosumers-members

of the 
exible community and allows them to view FlexDR's recommendation, towards

taking a DR action for enhancing network's 
exibility.
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Figure 4.15: The FlexDR page for providing daily tips to end-users.

4.3.7 User pro�le page

Finally, the user pro�le page (Figure 4.16) enables users to view the basic information

of their pro�le as well as their roles provided by the identity and access management

framework.

Figure 4.16: The FlexDR user pro�le page.

4.4 Impact

Since FlexDR is open source, it can serve as a reference production tool for stakeholders

such as data scientists, and energy domainexperts that need to develop, optimize, evaluate,

serve and monitor ML-based clustering models for energy communities. FlexDR allows

utilities and speci�cally aggregators to create a common platform for concentrating their

consumers, analyzing their consumption and generation, and creating collaborative and

targeted demand side response schemes aiming at achieving their 
exibility goals and the

pro�t of their clients. This is achieved through a user interface that guarantees a user-

friendly and collaborative experience among utilities and their customers. FlexDR has

been already used in the EU H2020 research and innovation project I-NERGY and it

was developed as a solution that would recommend appropriate daily DR actions to the

prosumers of ASM, based on the forecasted 
exibility cluster that they belong to. The

service was meant to serve both data scientists coming from the technical partners of the

project and energy experts coming from the pilot partners and coordinate their every day
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time series forecasting tasks in an e�cient and highly collaborative fashion.

4.5 Conclusions

In this chapter, we introduced FlexDR, a comprehensive web application designed

to enhance 
exibility prediction and DR for local energy communities. Leveraging AI-

based consumption and 
exibility forecasting, FlexDR facilitates optimal aggregation and


exibility trading, addressing critical challenges such as RPF and peak hour electricity

demand. Developed in collaboration with ASM Terni, an Italian utility, FlexDR has been

validated in real-world settings, demonstrating its capability to streamline data analysis

and forecasting processes for energy experts and facilitate e�ective communication with

consumers.

FlexDR's architecture is modular, incorporating state-of-the-art open-source tools and

frameworks. The backend service, empowered by FastAPI, provides a robust REST API,

while the frontend, built with React, o�ers an intuitive user interface for various user roles,

including administrators, energy experts, and consumers. HITL is also a central pillar of

FlexDR towards TAI. The orchestration engine, based on Dagster, automates work
ows,

ensuring e�cient data preprocessing, load forecast retrieval, and cluster curve predictions.

The integration with ML
ow ensures rigorous tracking of machine learning experiments

and models, enhancing transparency and reproducibility.

The impact of FlexDR is signi�cant, o�ering a reference production tool for stake-

holders involved in developing, optimizing, evaluating, and deploying ML-based clustering

models for energy communities. By unifying the ML lifecycle and providing a collabora-

tive platform, FlexDR supports utilities and aggregators in achieving their 
exibility goals

and enhancing customer engagement.

4.6 Future Work

Future developments for FlexDR will focus on expanding its capabilities and improving

its integration with other systems. Key areas for future work include:

ˆ Database and Data Format Agnosticism: Make FlexDR solution agnostic in

terms of database technology and data formatting standards. This will involve ex-

tending the data ingestion mechanism to support various data sources and database

technologies, such as time series databases like In
uxDB and Timescale. Interoper-

ability frameworks will be utilized to accommodate di�erent data schema standards,

providing greater 
exibility for users and new utilities.

ˆ Real-Time Data Processing: Implement real-time data processing capabilities

to enable more responsive and timely DR actions. This will involve integrating

streaming data technologies and enhancing the system's ability to handle real-time

data 
ows.
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ˆ User experience enhancements: Continuously improve the user interface based

on feedback from users to ensure a seamless and intuitive experience. This will

include adding new features, improving existing functionalities, and ensuring the

application remains user-friendly for all stakeholders.

ˆ Scalability and performance optimization: Conduct further optimizations to

enhance the scalability and performance of FlexDR. This will ensure the application

can handle increasing amounts of data and users without compromising on speed or

e�ciency.

ˆ Extension and Generalization: Extend and generalize FlexDR to support a

broader range of utilities, aggregators, data sets, and use cases. This will involve

adapting the application to di�erent market requirements and expanding its appli-

cability to a wider array of scenarios.

ˆ Privacy: Make FlexDR work on fully anomymized data sets or even encrypted data

sets hence avoiding prosumer data sharing. An alternative solution can be achieved

through federated training at the prosumers' side.



Chapter 5

Case study 1 { An explainable

comparison of day-ahead load

forecasting models

In power grids, short-term load forecasting (STLF) is crucial as it contributes to the

optimization of their reliability, emissions, and costs, while it enables the participation

of energy companies in the energy market. Short-term load forecasting (STLF) is vital

for the e�ective and economic operation of power grids and energy markets. However,

the non-linearity and non-stationarity of electricity demand as well as its dependency on

various external factors renders STLF a challenging task. To that end, several DL models

have been proposed in the literature for STLF, reporting promising results. In order to

evaluate the accuracy of said models in day-ahead forecasting settings, in this chapter

we focus on the national net aggregated STLF of Portugal and conduct a comparative

study considering a set of indicative, well-established deep autoregressive models, namely

multi-layer perceptrons (MLP), long short-term memory networks (LSTM), neural basis

expansion coe�cient analysis (N-BEATS), temporal convolutional networks (TCN), and

temporal fusion transformers (TFT). Moreover, we identify factors that signi�cantly a�ect

the demand and investigate their impact on the accuracy of each model.

Our case study, which has initially been peer-reviewed and published in Sustainable

Energy Grids and Networks [2] is organized as follows. Section 5.1 describes our method-

ological approach, including the utilized DL architectures and benchmarks, the data used

for the empirical evaluation, and the MLR framework employed to explain the forecasting

performance of each model. Subsequently, Section 5.2 presents our results, while Section

5.3 discusses the impact of including the temperature in Lisbon as predictor within our

DL models.

55
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5.1 Methodology

This section presents the methodology applied to address the common stages of the ML

life-cycle referring to our speci�c STLF case in Portugal. These stages include the following

tasks: (i) data collection, wrangling and transformations; (ii) exploratory analysis of the

data set; (iii) selection and description of utilized DL architectures; (iv) training and

model validation (hyperparameter tuning); (iv) forecast evaluation. Subsequently, the

MLR-based framework used for explaining the forecasting performance of the DL models is

presented. The experimental process took place using an the automated MLOps pipelines

of DeepTSF which was presented in Chapter 3, building up to the one described by Pelekis

et al. [3].

5.1.1 Data collection and exploratory analysis

The data set used in the present study consists of the time series of the Portuguese

national net aggregated electricity demand, reported at an hourly time resolution. The

data was provided by R&D Nester [221] in the context of the I-NERGY [25] project.

The time series ranges from 2013 to 2021 as this was the most recent version of the data

set including complete calendar years at the time the experiments were conducted. The

operations applied to the electricity load time series before data scaling and model training

took place were the following: (i) removal of duplicate entries (mainly caused by changes

between standard and daylight saving time) and (ii) �lling of missing data (rare cases

handled using linear interpolation). An additional data source used was the historical

weather archive in Lisbon that can be found online [222]. Speci�cally, hourly samples

from the weather station "08579" were collected and an additional data set corresponding

to the Portela airport from the same provider [223] was used in an auxiliary fashion to �ll

any missing values.

Autoregressive models can be used to predict the future values of a time series by

looking back at a prede�ned number of its past values. However, as already discussed,

various exogenous variables can a�ect electricity demand, thus in
uencing the performance

of forecasting models. To demonstrate this e�ect, we analyze the daily load pro�les of

the time series in juxtaposition to these exogenous factors. Figure 5.1 demonstrates the

variation of daily load pro�les given certain calendar features. All �gures from 5.1a to 5.1d

illustrate the average daily load of Portugal as a reference point, while they additionally

respectively depict: i) the average daily load on holidays versus non-holiday days, ii) the

average daily load on weekends versus weekdays, ii) the inter-season daily pro�les and

ultimately iv) the daily pro�les across di�erent average daily temperature levels.

Regarding the intra-day 
uctuations, derived the average daily pro�le (black curve),

four main intervals of varying time series behavior can be extracted:

ˆ early morning (23.00-04.00): During these hours an almost linear and decreasing

pattern can be observed in the load pro�le given that most companies do not operate
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(a) Average daily electricity load across holi-

days and non-holiday days.

(b) Average daily electricity load across week-

ends and weekdays.

(c) Average daily electricity load across the four

di�erent seasons of the year.

(d) Average daily electricity load across di�er-

ent average daily temperature levels.

Figure 5.1: Average daily pro�les of the Portuguese national electricity load time series grouped
by selected calendar features (season of the year, holidays weekends) and weather features (tem-
perature in Lisbon). The average load curve is also included in these graphs as a point of reference.
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Figure 5.2: Scatter plot of the average daily electricity load across the respective average daily
temperature levels. The locally weighted regression [7] line is also included in the graph with red
color.

and households gradually reduce their electrical energy consumption.

ˆ morning (04.00-09.00): A steadily increasing trend is observed within the load

pro�le curve as every day life gradually recovers to its usual patterns;

ˆ midday (09.00-17.00): This is a volatile period of the day corresponding to ordinary

working hours. The load curve is noisy, however it maintains a rather constant level

within this interval.

ˆ night (17.00-23.00): A convex curve can be observed, corresponding to the con-

sumption of peak hours when people get back from work, followed by the late night

drop caused by the termination of most daily activities.

Considering the external variables, we observe that on holidays: a) the lower load

values during the early morning hours are shifted towards later hours of the day as citizens

tend to wake up later; b) the load exhibits a lower mean value than on non-holiday days;

c) a notable load decrease during working hours; d) a peak shift towards later hours

regarding the usual night peak of 8 p.m. Similar conclusions can be drawn for weekends

and weekdays with the exception of the late night peak shift. Regarding the per season
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average load pro�les, the deviations among seasons are still visible with the naked eye.

During the winter period a signi�cant increase of the average load and peaks is observed

due to the presence of heating loads alongside the full operation of industrial/working

activities. Autumn pro�les exhibit a similar behavior to the average load pro�le, which is

expected due to the presence of both hot and cold days during this season. Summer and

spring pro�les tend to exhibit lower load levels in general, suggesting that high load values

are mainly driven by higher heating demand, especially at night hours when temperatures

are typically lower. On the contrary, cooling loads seem to mainly a�ect late midday hours

when the temperature is higher and this is exactly the interval when the summer pro�le

is above that of spring. Note that summer is also linked with holidays and therefore the

average level of the load pro�le is expected to be lower compared to other seasons as,

except for cooling loads during the day, the rest of the loads are functioning to a smaller

extent.

Nevertheless, as seasons involve mixed temperature levels and the e�ect of the latter

cannot be directly observed, we additionally include Figure 5.1d that illustrates the e�ect

of average daily temperatures on the average load curve. Note here that the thresholds

for temperature levels have been chosen based on the the Portuguese regulation on the

energy performance of residential buildings (REPRS) [224, 225]. These temperatures are

18� C for heating degree-days (HDD) and 25� C for cooling degree-days (CDD). Speci�cally,

we observe that the shape of the daily load pro�le for average daily temperatures lower

than 18� C (cold days) is similar to the winter period, exhibiting however signi�cantly

lower magnitudes. This can be attributed to the fact that the average temperature of

winter months within our data set is 12.08� C, therefore implying that lower demand for

heating loads is expected for average daily temperatures below 18� C, which apparently do

not correspond to pure winter days. Subsequently, for high temperature pro�les we can

also observe that the respective load curve exhibits high magnitudes, especially during

the midday where usually the demand from cooling loads is increased while a certain

decrease is notable during the night, despite the fact that people get back to home, as

lower temperatures will be normally be observed there. To validate the assumption that

hourly load values and daily load pro�les are strongly dependent on the temperature levels,

we also include the scatter plot of average daily loads against the respective average

daily temperatures. We observe a bimodal joint distribution of said quantities leading

to the conclusion that cold days can co-exist with extremely high as well as extremely

low loads. The same can be observed for hot days. This behavior can be attributed

to holidays and weekends (lower region) which, as observed from Figures 5.1a and 5.1b,

exhibit on average much lower average loads contrary to working days (upper region). The

locally weighted regression [7] line (red color) that is also included in the graph clearly

demonstrates the non-linear relationship among the two quantities, highlighting the fact

that hot and especially cold days have a high impact on the increase of the load due to

the functioning of cooling and heating systems, respectively.

The above observed intra-day patterns between the load and the external variables
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(calendar and temperature) reveal a certain correlation which implies potential perfor-

mance drifts of di�erent forecasting models across the di�erent state of said variables.

Hence, the motivation for explaining model errors based on such external variables be-

comes indisputable and forms one of the main objectives of our study.

5.1.2 Selected models and benchmarks

To conduct our comparative analysis, an indicative set of models was considered to

demonstrate the di�erent aspects of current state-of-the-art DL architectures. When eval-

uating forecasting models, it is necessary to introduce concrete benchmarks. Therefore,

two seasonal naive (sNaive) models of daily and weekly seasonality were �rst employed.

Moreover, since our aim is to investigate the performance of the currently popular LSTM{

which is selected as the representative of RNNs{ with that of alternative DL architectural

setups, we also employ feed-forward NNs using MLP as a pure traditional NN and N-

BEATS as a feed-forward approach with residual-stacking that is tailored for time series

forecasting. Subsequently, we include TFT as a recurrent/feed-forward hybrid, and �nally,

to further extend the scope of our comparisons, we also employ TCN as a convolutional

candidate. The selected DL models and benchmarks are presented below in more detail:

sNaive (24) This naive model of daily seasonality uses the observed values of the pre-

vious day as day-ahead forecasts. The method is expected to generate poor results as

electricity load time series exhibit multiple seasonal cycles, being strong at both daily and

weekly level.

sNaive (168) This naive model of weekly seasonality uses the observed values of the

same day of the previous week as day-ahead forecasts. The method is expected to produce

moderate results as it can e�ectively take into account daily and weekly seasonality.

Multi-layer perceptron (MLP) This is the most common DL architecture, consisting

of multiple perceptrons (or neurons) arranged in multiple layers. Each individual neuron's

output is calculated using the function of Equation 5.1.2.1.

y = f (
nX

i =1

(wi x i ) + b) (5.1.2.1)

The weighted (with weights wi ) sum of the outputs (x i ) of all the neurons in the

previous layer plus a bias term (b) is computed �rst. Then, the activation function f

is applied to this result. The purpose of this function is to enable the model to capture

nonlinear relationships among the inputs (lags) and outputs (forecasts). Various activation

functions have been used in literature, the most popular being the recti�ed linear unit

(ReLu) of Equation 5.1.2.2.

f (x) =
1

1 + e� x (5.1.2.2)
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During the training process of a MLP, the back-propagation algorithm is used. The

weights and biases of the MLP are iteratively updated according to the following equation

wk
ij (t + 1) = wk

ij (t) � �
@L

@wkij
; (5.1.2.3)

where wk
ij (t) is the weight connecting the i -th neuron of a layer with the j -th neuron of

the previous layer at iteration t of the algorithm, � is the learning rate, and L is the loss

function. The gradient is computed using the chain rule, and the algorithm needs to be

run after each forward pass of the training.

In this study, the Scikit-Learn [159] ML toolkit, and speci�cally the MLPRegressor

class, was used to implement the MLP model.

Long short-term memory (LSTM) LSTM is an extension of the classical RNN that

came to solve the vanishing gradient problem, mitigating RNNs' inability to learn long

range dependencies [119]. LSTM has been extensively used for sequence modeling and

time series forecasting. It is capable of learning long-term dependencies by introducing

a memory cell and three di�erent gates, namely the input gate, output gate, and forget

gate. This allows the network to store information over a large number of time steps,

which is crucial for time series forecasting. The LSTM architecture can be represented

mathematically as shown below:

f t = � (Wf � [ht � 1; x t ] + bf );

i t = � (Wi � [ht � 1; x t ] + bi );

ot = � (Wo � [ht � 1; x t ] + bo);

gt = tanh( Wg � [ht � 1; x t ] + bg);

ct = f t � ct � 1 + i t � gt ;

ht = ot � tanh(ct );

(5.1.2.4)

where f t ; i t ; ot are the forget, input, and output gates, gt is the cell state, ct is the memory

cell, ht is the hidden state at time step t, and bk the respective bias of gatek. Backprop-

agation through time is used to train calculate the gradients of LSTM architecture and

gradually update their weights.

Focusing on encoder-decoder architectures, they can be used for time series forecasting

by recurrently encoding the input sequence into a �xed length vector, and then recurrently

decoding it back into a sequence of predictions as the encoder and decoder are typically

implemented using RNNs and more often LSTMs. The hidden dimension of the encoder

and decoder is an important hyperparameter that needs to be the same for the two com-

ponents in order for the model to function properly. Another important hyperparameter

of an encoder-decoder LSTM is the number of recurrent layers in the encoder and de-

coder. Typically, increasing said number leads to more complex models that are prone to

over�tting and generalize poorly on previously unseen data. Hence, the selection of these
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hyperparameters should be handled with care. The encoder-decoder architecture can be

represented as shown below:

ht = LSTM encoder(x t )

ŷt = LSTM decoder(ht )
(5.1.2.5)

where ht is the hidden state of the encoder at time stept and ŷt is the forecast at the

same step.

In this study, the Darts [76] forecasting toolkit was used to implement the LSTM

model, exploiting the BlockRNNModel class.

Neural basis expansion analysis time series forecasting (N-BEATS) N-BEATS

is a deep feed-forward neural network, introduced by Oreshkin et al. [127] in an attempt to

demonstrate that a pure autoregressive DL models can outperform traditional forecasting

methods. The N-BEATS architecture consists ofn stacks, which comprisem fully con-

nected non-linear neural regressor blocks, interconnected with double residual links. Each

block has a fully connected stack ofk layers using the ReLU activation function. The �rst

block receives an inputx̂1 � x̂, whereas the other blocks receive an input ^xm , producing

two distinct outputs, namely the backcast b̂m and the forecast f̂ m . The former (b̂m ) is

subtracted from the input of the next block as in Equation 5.1.2.6 and is referred to the

part of the input that has been predicted adequately, while the latter (f̂ m ) is a partial

forecast to predict the future.

x̂m = x̂m� 1 � b̂m� 1 (5.1.2.6)

This strategy is called double residual stacking and contributes to both forecasting

and decomposing the target time series. The outputs of the blocks (̂f m ) are aggregated

to produce the forecast (f̂ n ) of each stack, as shown in Equation 5.1.2.7, and it is used to

calculate the loss function and train the model.

f̂ n =
mX

i =1

f̂ m (5.1.2.7)

Finally, the outputs ( f̂ n ) of the stacks are combined to produce the forecast (^y) of the

model, as shown in Equation 5.1.2.8.

ŷ =
nX

i =1

f̂ n (5.1.2.8)

In this study, the Darts forecasting toolkit was used to implement the N-BEATS model.

The generic form of the architecture was used without considering the ensembles originally

proposed by Oreshkin et al. [127].
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Temporal convolutional network (TCN) TCN, �rst introduced by Bai et al. [126],

is a type of neural network architecture that has been speci�cally designed for processing

sequential data. Speci�cally, TCN is a CNN that consists of dilated, causal 1-dimensional

convolutional layers with the same input and output lengths. Stack dilated convolutional

networks are constructed to capture long term temporal dependencies, enabling large

receptive �elds with the use of a reasonable amount of layers. Equation 5.1.2.9 shows the

basic formula characterizing a temporal convolutional layer

y[i ] = b[i ] +
X

j

w[i; j ] � x[j ]; (5.1.2.9)

where x is the input sequence,w is the weight matrix of the layer, b is the bias vector,

y is the output sequence, whilei and j are the indexes of the time step in the input and

output sequence, respectively. The depth of the network is determined by the number

of convolutional layers while the width of the network is determined by the number of

�lters in each convolutional layer. The size of the kernel plays a crucial role, allowing

the network to learn more global patterns in the data. The residual block has a doublet

of dilated convolutional layers followed by a batch normalization operation and a ReLU

activation. Regarding the receptive �eld ( R) of a TCN, it is usually calculated using the

number of convolutional layers (l), the dilation base (b), and the kernel size (k), as shown

in Equation 5.1.2.10. The purpose of such calculation is to assure that the receptive �eld

is large enough to process the input variables.

R = bl � (k � 1) (5.1.2.10)

In this study, the Darts forecasting toolkit was used to implement the TCN model.

Temporal fusion transformer (TFT) The TFT is a powerful neural architecture for

time series forecasting that combines the strengths of transformers [226] and autoregres-

sive models. They were �rst introduced by Lim et al. [227] and have been speci�cally

designed to handle the challenges of temporal data, making them well-suited for accurate

predictions in various forecasting tasks. TFT operate on the concept of encoding both

the input features and the temporal context of the time series data. This is achieved

through the integration of self-attention mechanisms within the transformer architecture.

The self-attention mechanism enables TFT to capture the dependencies between di�er-

ent time steps, e�ectively modeling the temporal dynamics present in the data. The

key component of a TFT is the fusion layer, which combines the encoded input features

and the temporal context representations. The fusion layer utilizes gating mechanisms to

adaptively weight the importance of each representation. This enables the model to e�ec-

tively integrate both local and global temporal information, resulting in improved forecast

accuracy. Mathematically, the fusion layer can be represented as in Eq. 5.1.2.11.
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zt = � (W z[x t ; ct ] + bz);

gt = softmax( W g[x t ; ct ] + bg);

c0
t = gt � ct + (1 � gt ) � zt ;

(5.1.2.11)

wherex t represents the input features at time stept, ct is the temporal context representa-

tion at time step t, W z and W g are weight matrices,bz and bg are bias vectors,� denotes

the activation function, softmax is the softmax function, and � represents element-wise

multiplication. The fusion layer is typically applied iteratively across multiple time steps,

allowing the TFT to progressively update the temporal context representation based on

the input features. This iterative process enhances the model's ability to capture complex

temporal patterns and improve forecast accuracy.

In this study, the Darts forecasting toolkit was used to implement the TFT model.

5.1.3 Model training and validation

The objective of the training process has been the development of DL models for day-

ahead load forecasting at hourly resolution for the net aggregated electricity demand of the

Portuguese transmission system. Regarding the model training pipeline, every DL model

was: (i) trained on the train set (years 2013 to 2019: 61,344 data points); (ii) optimized on

the validation set (year 2020: 8,784 data points) to identify appropriate hyperparameter

values; (iii) and evaluated on the remaining, previously unseen test set (year 2021: 8,760

data points) without retraining the model on the full data set. This split allowed the

inclusion of complete calendar years within each data set, thus maintaining the symmetry

of seasonal patterns. Regarding the sampling procedure, the training set comprisesN train

samples as shown in Equation 5.1.3.1.

N train = ktrain � l � f + 1 = 61 ; 321� l (5.1.3.1)

wherektrain is the number of data points in the train set, f the forecast horizon (24 hours),

and l the look-back window used by the model. Similarly, the validation set consists of

Nval samples, as shown in Equation 5.1.3.2.

Nval = kval � f + 1 = 8 ; 761 (5.1.3.2)

where kval is the number of validation data points. With respect to the testing process,

the test set contains N test samples, as shown in Equation 5.1.3.3, given that the model

evaluation took place at a daily basis rather than hourly, considering daily forecast batches

of 24 hours.

N test =
ktest

f
= 365 (5.1.3.3)

Note here that the optimizers of each individual model have been programmed to min-

imize the L2 loss, namely squared error loss, following a mini-batch gradient computation

approach while considering all possible rolling windows i.e 00:00 - 23:00, 01:00 - 00:00
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(next day), 02:00 - 01:00 (next day) etc. To prevent over�tting early stopping was applied

with a patience of 10 epochs on the loss of the validation set. All models have been trained

on the scaled version of the time series using a normalization approach within the [0,1]

space. Note also that scaling took place using the range of values observed in the training

set.

With respect to hyperparameter tuning, the selected DL architectures were trained on

multiple sets of hyperparameter values using the tree-structured parzen estimator (TPE)

hyperparameter optimization method, as described by Bergstra et al. [228] and imple-

mented in Python programming language in Optuna optimization library [207]. A crucial

hyperparameter that is common among all models, is the look-back window (l), namely

the number of historical time series values (lags) that the model looks back at when being

trained to generate forecasts. Note thatl directly determines the input layer size of the

trained neural network. The speci�c details of the optimization process for each archi-

tecture are presented in Table 5.1 where only the hyperparameters that were tuned are

presented, while the rest of the hyperparameters were set to their default values, as pro-

posed by the respective Python implementation frameworks (Darts, Scikit-Learn), apart

from some small exceptions that are listed in Section 5.2.1. A total of 100 trials were

executed for selecting the optimal DL architecture based on the minimum MAPE value

on the validation set. This time, the calculation of said metric was performed iteratively

using a stride of 24 hours, hence selecting the optimal forecasting model for complete

calendar days (only forecasts of the 00.00-23:00 intervals).
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Table 5.1: The hyperparameters optimized per DL architecture and the respective search spaces.

Architecture Hyperparameters

Name Space

MLP

l f 24, 48,..., 480g

# layers f 1, 2,..., 10g

# neurons per layer f 32, 64, 128, 256, 512g

activation function f relu, sigmoidg

batch size f 256, 512,..., 2048g

LSTM

l f 24, 48,..., 480g

# RNN layers f 1, 2,..., 10g

hidden dimension size f 24, 48,..., 240g

batch size f 256, 512,..., 2048g

N-BEATS

l f 24, 48,..., 480g

# stacks f 1, 2,..., 25g

# blocks f 1, 2,..., 20g

# layers f 1, 2,..., 10g

batch size f 256, 512,..., 2048g

TCN

l f 24, 48,..., 480g

kernel size f 2, 3,..., 6g

# �lters f 2, 3,..., 12g

dilation base f 2, 4, 8, 16, 32g

batch size f 256, 512,..., 2048g

TFT

l f 24, 48,..., 480g

# LSTM layers f 1, 2, 3, 4g

# attention heads f 1, 4g

dropout f 0, 0.1, 0.3, 0.5, 0.7, 0.9g

hidden dimension size f 16, 32, 64, 128, 256g

batch size f 256, 512,..., 2048g

Following the identi�cation of the best model architecture in terms of hyperparame-

ter values, 30 separate networks sharing the same hyperparameters but di�erent pseudo-

random initializations of neural weights were trained for each DL architecture. Then,

an ensemble of these models was used to produce the �nal forecasts on the test set. To

improve the robustness of the results, the median operator was used to aggregate the

forecasts of the individual models [229]. Note that the sub-models of each ensemble were

trained on the union of the training and validation sets for a prede�ned number of epochs

as established from the hyperparameter optimization stage therefore not requiring early

stopping.

The training, validation, and ensembling of the models was executed on an Ubuntu

22.04 virtual machine with an NVIDIA Tesla V100 GPU, 32 CPU cores, and 64GB of



5.1.4 Evaluation of forecast accuracy 67

RAM.

5.1.4 Evaluation of forecast accuracy

With respect to the evaluation of forecast accuracy, various forecasting performance

measures are common in the literature, such as the mean absolute error (MAE), the mean

squared error (MSE), the MAPE, the root mean square error (RMSE), the symmetric

mean absolute percentage error (sMAPE), and the mean absolute scaled error (MASE)

Hyndman and Koehler [230]. Within the present study, the MAPE is considered as the

primary evaluation measure, reporting the average magnitude of the absolute percentage

errors. It is widely used in practice because it allows for easy interpretation and comparison

across di�erent forecasting models. By considering the relative magnitude of the errors in

terms of actual values, the MAPE helps in understanding and communicating the overall

accuracy of the forecasts. Therefore, the MAPE is a widely accepted choice in STLF

applications and leads to explainable evaluations. Speci�cally, we used the MAPE as

the objective function during the hyperparameter optimization process and as the main

criterion for evaluating the models and investigating their appropriateness for di�erent

calendar and weather conditions. MAPE is de�ned as shown in Equation 5.1.4.1.

MAPE =
1
m

mX

t=1

�
�
�
�
yt � ŷt

yt

�
�
�
� � 100(%) (5.1.4.1)

wherem represents the number of samples, whileyt and ŷt stand for the actual values and

the forecasts at time t, respectively.

Nevertheless, MAPE has some limitations. It can be sensitive to extreme values and it

may produce in�nite or unde�ned values when the actual values are zero. Additionally, the

MAPE treats positive and negative errors unequally, putting heavier penalty on negative

errors (overcasting). In order to enhance the representativeness of our results and better

support our discussion, we also use the RMSE as a secondary evaluation metric. The

RMSE provides a symmetric measure of the dispersion or spread of the forecast errors.

It is widely used because it gives higher weight to larger errors, thus penalizing larger

deviations between predicted and actual values more heavily. By taking the square root of

the average squared errors, the RMSE is expressed in the same units as the original data

set, allowing for easy interpretation and comparison. The RMSE is calculated by taking

the square root of the mean of the squared di�erences between the predicted values (^y)

and the actual values (y) in the data set. Mathematically, it can be represented as:

RMSE =

vu
u
t 1

m

nX

t=1

(ŷt � yt )2 (5.1.4.2)

where m represents the number of observations in the data set.

Note here that the evaluation of the models on the validation (hyperparameter tuning)

and test sets (�nal performance) was performed iteratively using a stride of 24 hours as
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also mentioned in the previous section.

5.1.5 Multiple linear regression for forecasting error explanation and
model selection

Although forecasting accuracy measures like MAPE are useful for identifying models

that perform best on average, they provide no information about the conditions under

which the forecast accuracy of each model is typically improved or deteriorated. In order

to provide intuitive insights in this direction, for each architecture, a MLR model was

estimated to correlate the MAPE values of the test set (dependent variable) with nine key

forecast accuracy drivers (independent variables), as follows:

ˆ Three binary (one-hot encoded) features (F1: morning, F2: midday, F3: night),

representing thetime of day . The "early morning" variable was dropped from the

model to avoid undesirable multicollinearity e�ects.

ˆ Three binary features (F4: winter, F5: spring, F6: autumn), representing the sea-

son of the year . The "summer" variable was dropped to avoid undesirable multi-

collinearity e�ects.

ˆ One binary feature (F7: holiday), representing thePortuguese national holidays .

The "non-holiday" variable was dropped to avoid undesirable multicollinearity ef-

fects.

ˆ One binary feature (F8: weekend), representingweekends . The "weekday" variable

was dropped to avoid undesirable multicollinearity e�ects.

ˆ One numerical feature (F9: temperature) representing thetemperature in the city

of Lisbon. This variable was introduced as an extra dependent variable in the MLR

problem, as it is known to a�ect electricity load patterns [31, 32, 33].

Hence, each of the MLR models can be formulated as follows:

MAPE k = aF 1k + bF2k + ::: + hF 3k + iF 9k (5.1.5.1)

where MAPE k is the error generated for thekth data point of the selected test set (year

2021) andF i k the value of variable F i at the same point. Before estimating the models,

both dependent (MAPE) and independent (external features) variables were 1% trimmed

in order to mitigate the e�ect of extreme values and enhance the representativeness of the

results.

Note that each MLR model can e�ectively serve as a framework for decomposing and

explaining forecasting performance, predicting forecast accuracy and, consequently, allow-

ing to conditionally select the most appropriate forecasting model based on the speci�c

needs of the use case posed by an EPES stakeholder.
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5.2 Results

5.2.1 Forecasting accuracy

Initially, the results of the training and hyperparameter tuning processes are summa-

rized, leading to the �nal architectures and weights for each of the selected forecasting

methods. The computational times for running the 100 TPE trials are also listed along

with the times required for training the models of each ensemble as they are indicative of

the resources needed in real life for their implementation. The results are as follows.

ˆ sNaive (24): No optimization took place as there are no hyperparameters to tune.

The method required 1 minute to produce forecasts for the complete test set.

ˆ sNaive (168): No optimization took place as there are no hyperparameters to tune.

The method required 1 minute to produce forecasts for the complete test set.

ˆ MLP: The TPE optimization process of the MLP architecture ran for 199 minutes

to converge to the following hyperparameter values:l : 192, # layers: 2, # neurons

per layer: [256, 256], activation function: relu, batch size: 1024. Given these values,

each model of the ensemble was trained for 2.12 minutes on average, running for a

total 109 epochs. Note here that the alpha parameter of the MLPRegressor class

was set to 0 to avoid any regularization. The method required 1 minutes to produce

forecasts for the complete test set.

ˆ LSTM: The TPE optimization process of the LSTM architecture took 1,664 minutes

to converge to the following hyperparameter values:l : 240, # RNN layers: 3, hidden

dimension size: 48, batch size: 1,280. Given these values, each model of the ensemble

was trained for 22.6 minutes on average, running for a total 180 epochs. The method

required 1 minutes to produce forecasts for the complete test set.

ˆ N-BEATS: The TPE optimization process of the N-BEATS architecture took 2589

minutes and resulted to the following set of hyperparameter values:l : 192, # stacks:

3, # blocks: 6, # layers: 3, batch size: 1,536. Note here that the layer widths and

the dimension of the expansion coe�cient have been set to 64 and 5 respectively.

Given these values, each model of the ensemble was trained for 13.1 minutes on

average, running for a total 108 epochs. The method required 1 minutes to produce

forecasts for the complete test set.

ˆ TCN: The TPE optimization process of the TCN architecture took 3,698 minutes

to converge to the following set of hyperparameter values:l : 456, kernel size: 4, #

�lters: 10, dilation base: 8, batch size: 256. Given these values, each model of the

ensemble was trained for 55 minutes on average, running for a total 296 epochs. The

method required 1 minutes to produce forecasts for the complete test set.
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ˆ TFT: The TPE optimization process of the TFT architecture took 4732 minutes to

converge to the following set of hyperparameter values:l : 168, # LSTM layers: 2, #

attention heads: 4, dropout: 0, hidden dimension size: 128, batch size: 1280. Given

these values, each model of the ensemble was trained for 64 minutes on average,

running for a total 46 epochs. The method required 1 minutes to produce forecasts

for the complete test set.

Table 5.2: Evaluation of the selected DL methods on the test set (2021) in terms of forecasting
accuracy (MAPE% and RMSE) and computational cost (minutes). The �rst subcolumn under
each measure (MAPE% and RMSE) lists its average value alongside the standard deviation of
the 30 models involved in each ensemble. The second subcolumn lists the performances of the
respective ensemble models (median of individual forecasts). The last column of the table reports
the time required for tuning the hyperparameters of each architecture and training the models
included in the ensembles.

Architecture MAPE % RMSE Cost (minutes)

Individual models Ensemble Individual models Ensemble Tuning & training

sNaive (24) 6.52 - 551.54 - 1

sNaive (168) 4.29 - 402.49 - 1

MLP 2.44 � 0.15 2.02 211.62� 9.91 187.02 262

LSTM 2.63 � 0.14 2.23 259.1� 16.4 213.19 2,343

N-BEATS 2.43 � 0.13 1.90 213.7� 13.2 181.68 2,983

TCN 2.52 � 0.09 2.22 226.1� 5.8 205.25 5,349

TFT 3.36 � 0.17 2.17 301.1� 14.6 208.13 6,653

Taking into consideration the ensemble modeling approach (median of 30 networks)

that followed the hyperparameter optimization process, the �nal performance of each

architecture for year 2021 is summarized in Table 5.2. Regarding the benchmarks, sNaive

(128) performs much better than sNaive (24) as it replicates weekly seasonality which is

signi�cantly stronger in electricity load time series.

Regarding the DL methods, initially we observe that all DL architectures outperform

the sNaive benchmarks. This is an expected result as sNaive models simply replicate

past values and do not involve any learning process. Subsequently, we note that the feed-

forward architectures, namely N-BEATS and MLP, clearly outperform the LSTM, TCN,

and TFT models in terms of forecasting accuracy, with N-BEATS reaching the lowest

MAPE of 1.90% and RMSE of 181.68. The MLP follows with a signi�cantly low error

of 2.02% and an also low RMSE of 187.02 despite the simplicity of its architecture and

its limited computational requirements. This is an impressive result for an architecture

that has not been originally designed for handling sequential data. However it completely

justi�es its popularity and extensive usage along the years within time series forecasting

and speci�cally STLF �elds.

TCN and LSTM perform at a similar level in terms of MAPE (2.22% and 2.23%

respectively), while the former scores better in terms of RMSE than both the latter and
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TFT {which exhibits a comparatively moderate MAPE of 2.17 despite the complexity of

its architecture and its high computational requirements. Last but not least, it is notable

that although the validation set mainly contained a period that has been highly a�ected by

the COVID-19 pandemic [3], the selected DL architectures manage to perform impressively

well on average. Taking into consideration that the evaluation results derived by MAPE

are in general alignment with those provided by RMSE, apart from insigni�cant deviations,

from now on our study primarily focuses on MAPE to discuss further lower-level concepts

regarding model accuracy.

To validate the added value of the ensembling strategy, Table 5.2 lists both the aver-

age forecast error of the individual models involved in each ensemble and the respective

standard deviation of said errors. These results are also visualized in Figure 5.3. As

seen, the accuracy of the ensemble is always higher than that of the respective individual

models, implying that the examined strategy cannot only ensure robustness by avoiding

inaccurate forecasts, but also leads to superior accuracy overall. Note here the spectac-

ular improvement (1.19%) demonstrated by the TFT ensemble (2.17%) compared to the

respective individual models whose average error is (3.36%). The latter can be attributed

to the large variance among individual TFT forecasts errors that leads to signi�cant neu-

tralization of the median prediction. Note also that said large errors for the individual

TFT models imply signi�cant over�tting during the training process which is an obvious

consequence of the large complexity of this model.

Figure 5.3: Boxplots summarizing the accuracy (MAPE) of the 30 individual models (same
hyperparameter values but di�erent neural weight initializations) used to form the ensemble of
each DL architecture. The MAPE of the ensemble is also depicted.

To further investigate the di�erences reported between the examined DL methods and

the benchmarks considered, we conduct the multiple comparisons with the best (MCB)

test [8]. The test computes the average ranks of the forecasting methods according to

MAPE across the complete test set and concludes whether or not these are statistically
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Figure 5.4: Average ranks and 95% con�dence intervals of the four DL forecasting models and
the two benchmarks considered in the present study. The multiple comparisons with the best test,
as proposed by Koning et al. [8], is applied using MAPE for ranking the methods.

di�erent. Figure 5.4 presents the results of the analysis. If the intervals of two methods

do not overlap, this indicates a statistically di�erent performance. Thus, methods that do

not overlap with the gray interval of the �gure are considered signi�cantly worse than the

best, and vice-versa. The results of the MCB test con�rm that N-BEATS and MLP are

signi�cantly more accurate than the rest of the methods with N-BEATS being the clear

winner. The rest of the already discussed results are also con�rmed by the MCB test.

5.2.2 Explaining the performance of forecasting models

Table 5.3 presents the coe�cients estimated by the MLR models, aiming to explain

the forecasting performance achieved by the DL methods and the benchmarks using as

accuracy drivers the selected calendar and weather features. The goodness-of-�t coe�-

cient R2 is also reported to measure the capability of the MLR models to identify strong

correlations. Before interpreting the results of Table 5.3, the following should be noted:

ˆ The calendar variables are binary and therefore their coe�cients denote the extent

to which the forecast error is increased on average during the time period they

represent. On the contrary, temperature is a continuous variable, and the respective

coe�cients demonstrate the average increase in MAPE that is expected given a rise

in the temperature by 1� C.

ˆ The coe�cients calculated by �tting the MLR models do not directly re
ect the
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absolute 
uctuations of the MAPE values across di�erent models but rather the

relative variation around the corresponding average value of a given model. This is

a result of building each MLR model independently for each forecasting method. To

address this issue, the complementary bar charts of Figures 5.5, 5.6 are required to

establish a complete comparison among the di�erent models with regard to accuracy.

The reader can also refer to Figures 5.7, 5.8 for additional bar charts that measure

the forecasting accuracy using the RMSE metric. Note that the results of the RMSE

are in general agreement to those produced by MAPE. However, they can provide

useful insights on the variance of model performance across di�erent time periods as

we will explain later on.

ˆ Drawing conclusions for the "early morning" hours and the "summer" periods is not

possible due to the exclusion of these features from the MLR models to avoid severe

multicollinearity problems. However, the selection of these variables was not random

as these periods were usually characterized by lower forecast errors, thus exhibiting

less interest for explanatory insights.

ˆ The considered features explain more than half of the MAPE variance (R2 values

higher than 0.5). Although including more external variables could result to higher

R2 values, given the randomness of the series and the challenges present in STLF,

we suggest that this value still suggests an adequate amount of explainability.

ˆ All the coe�cients of the MLR model have proved to be statistically signi�cant

with p-values lower than 0.05. This reinforces the validity of the observations and

conclusions extracted in the paragraphs to follow.

Table 5.3: The estimated coe�cients of the MLR models aiming to relate the MAPE values
generated by sNaive (24), sNaive (168), MLP, LSTM, N-BEATS, TCN, and TFT in the test set
of the study with the selected calendar and weather features.

morning midday night winter spring autumn holiday weekend temperature R2

sNaive (24) 2.96 4.65 2.26 1.30 0.93 0.38 4.92 6.04 0.06 0.58
sNaive (168) 0.63 1.55 1.19 4.93 0.72 1.25 6.64 0.45 0.07 0.55
MLP 0.60 1.56 1.05 1.08 0.33 0.38 4.49 0.34 0.02 0.57
LSTM 0.93 1.93 1.56 1.28 0.44 0.41 3.80 0.62 0.01 0.57
N-BEATS 0.63 1.62 1.15 1.04 0.29 0.26 3.58 0.21 0.02 0.54
TCN 0.47 1.10 0.60 1.56 0.27 0.31 5.47 0.22 0.04 0.59
TFT 0.85 1.81 1.48 1.37 0.35 0.40 4.18 0.31 0.01 0.57

5.2.2.1 Benchmarks

As seen from Table 5.3 and Figure 5.5, the forecast error of the sNaive (24) benchmark

is not particularly a�ected by the season of the year as this factor cannot contribute much

to the overall accuracy of the method given the short-term (daily) periodicity it assumes.

However, sNaive (24) is signi�cantly less accurate on holidays and weekends, which is
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expected given that said days have di�erent load patterns than weekdays. Mediocre results

are also observed for the "time of day" variables as switching among time periods a�ects

the performance of sNaive (24) when transitioning from weekends to weekdays, and vice-

versa.

Regarding sNaive (168), the method is less sensitive to the "time of day" features

(morning, midday, night) as by using the values of the previous week as forecasts the

benchmark manages to capture the weekend to weekday transitions. Similar conclusions

are true for the "weekend" variable as well. Nonetheless, on holidays, sNaive (168) still ex-

hibits great errors given that holidays are not subject to weekly seasonality. Additionally,

as holidays tend to be concentrated within small periods of time (e.g. Christmas period){

also accompanied by other semi-vacation days due to days o� that are given by most

companies to their employees{ forecasts of weekly seasonality result to low accuracy for

long periods of time, both including vacation days and the �rst week to come after them.

With respect to the "season" variables, the forecast error of the sNaive (168) method is

negatively a�ected in winter, which can be attributed to i) the aforementioned irregularity

within the Christmas holidays period and ii) the fact that changes in temperature among

di�erent weeks can lead to signi�cant load curve alterations during the winter, given Fig-

ure 5.2. Similarly, "autumn" exhibits a relatively large coe�cient value, potentially caused

by the switch from summer to autumn that signals the return from holidays and thus an

expected notable variation in the load curve from one week to another.

It can be also observed that the increase of the temperature reduces the accuracy of

both benchmarks, demonstrating a certain increase in the variability of the time series

that cannot be captured e�ectively by the naive models.

5.2.2.2 DL models

Before discussing the MLR coe�cients of the DL models and their absolute perfor-

mance across the the di�erent values of external variables based on the bar plots of Figure

5.5, it should be �rst noted that all DL architectures perform better overall compared

to the naive benchmarks, irrespective of the feature in question. This is expected and

con�rmed by Figure 5.5. This observation is not to be confused with the magnitude of

the MLR coe�cients as naive models often involve smaller values than DL models, thus

denoting a smaller relative increase to their average forecasting error, caused by a speci�c

external variable. An additional preliminary observation is that, in general, all models

mostly demonstrate a certain performance consistency meaning that they do not deviate

signi�cantly in terms of ranking across the studied calendar and weather features. In the

same context, the feed-forward networks i.e. N-BEATS and MLP demonstrate a consis-

tent superiority against the rest of the architectures with nearly no exceptions at all to

that for N-BEATS. Therefore, in the rest of this section we mainly discuss what noticeably

deviates from this basis.

Starting from the "time of day" variables, according to the MLR model of Table 5.3,
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