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Περίληψη

Πολυπρακτορικά συστήματα εντοπίζονται σε ένα ευρύ φάσμα φαινομένων του πραγματικού κόσμου,
με την αλληλεπίδραση των αυτόνομων πρακτόρων να χαρακτηρίζεται γενικά από στοιχεία τόσο
συνεργασίας όσο και ανταγωνισμού. Ο σχεδιασμός περιβαλλόντων που προάγουν την αποτελεσματική
συνεργασία και τη βελτιωμένη συλλογική απόδοση έχει αναδειχθεί ως κεντρική πρόκληση στη
διασταύρωση της θεωρίας παιγνίων, του σχεδιασμού μηχανισμών και της μηχανικής μάθησης. Η
παρούσα διπλωματική εργασία εξερευνά το πλαίσιο του αποκαλλούμενου Κοινωνικού Σχεδιασμού
Περιβάλλοντος (SED) μέσω Πολυπρακτορικής Ενισχυτικής Μάθησης (MARL), με έμφαση στην
υλοποίηση ενός δυναμικού συστήματος ψηφοφορίας που επιτρέπει στους πράκτορες να εκφράζουν τις
προτιμήσεις τους προς τον σχεδιαστή του περιβάλλοντος, ο οποίος αποτελεί ο ίδιος έναν μαθησιακό
πράκτορα, γνωστό ως principal. Το SED προτάθηκε αρχικά από τους Zhang et al. [2024], αλλά δεν έχει
υλοποιηθεί στην πράξη.

Η διπλωματική ξεκινάει με μια επισκόπηση θεμελιωδών εννοιών για τη θεωρητική ανάλυση
πολυπρα-κτορικών συστημάτων, που εκτείνεται από τη μη-συνεργατική θεωρία παιγνίων και τις
πολυπρακτορικές επεκτάσεις των Μαρκοβιακών Διαδικασιών Απόφασης (MDPs), έως τα συστήματα
ψηφοφορίας και το σχεδιασμό μηχανισμών. Στη συνέχεια, εισάγεται η ενισχυτική μάθηση ως το
κύριο πλαίσιο μηχανικής μάθησης για διαδοχική λήψη αποφάσεων υπό αβεβαιότητα. Ακολουθείται
μια προσέγγιση που ξεκινά με τις βασικές έννοιες επίλυσης των μονοπρακτορικών MDPs μέσω pol-
icy και value iteration και σταδιακά κτίζει προς τη μελέτη προχωρημένων αλγορίθμων βελτιστοποίησης
πολιτικής, με κυριότερο τον Proximal Policy Optimization (PPO), ο οποίος αποτελεί και τον βασικό
αλγόριθμο των πειραμάτων αυτής της εργασίας. Έπειτα, συνδυάζονται αυτές οι έννοιες στην
Πολυπρακτορική ΕνισχυτικήΜάθηση (MARL), που αποτελεί και τον κορμό της πειραματικής ανάλυσης.
Στη διπλωματική παρουσιάζονται τα κύρια παραδείγματα MARL και συζητείται πώς ο PPO μπορεί να
προσαρμοστεί σε κάθε ένα από αυτά.

Στη συνέχεια, το SED διατυπώνεται ως ο δυναμικός καθορισμός κινήτρων και συλλογικών αποφάσε-
ων μέσω ενός κεντρικού, μαθησιακού principal που τροποποιεί παραμέτρους του περιβάλλοντος σε
αντα-πόκριση της ψηφοφορίας των πρακτόρων. Η δυναμική αυτή προσέγγιση συγκρίνεται πειραματικά
με στατικούς στόχους για τον principal, με σενάρια χωρίς principal και με σενάρια που βασίζονται σε
θεωρητικά βέλτιστες πολιτκές, χρησιμοποιώντας το παιχνίδι Commons Harvest (Agapiou et al. [2022]),
το οποίο μοντελοποιεί το δίλημμα της τραγωδίας των κοινών (tragedy of the Commons) ως το περιβάλλον
στο οποίο αλληλεπιδρούν οι πράκτορες, και στο οποίο δοκιμάζονται μηχανισμοί φορολόγησης και
ψηφοφορίας.

Τα αποτελέσματά μας αναδεικνύουν πως οι προσαρμοστικές παρεμβάσεις μέσω φορολόγησης, με
ιδιαίτερη έμφαση στο δυναμικό σχήμα ψηφοφορίας που αποτελεί τη βασική συμβολή του πλαισίου
SED, μπορούν να καθοδηγήσουν εγωιστικούς πράκτορες προς πιο κοινωνικά αποδοτικά και δίκαια
αποτελέσματα, ενώ παράλληλα φωτίζουν βασικές προκλήσεις όπως η κλιμακωσιμότητα, η απόδοση
ευθύνης (credit assignment) και η μη-στασιμότητα του περιβάλλοντος. Η εργασία αυτή συνεισφέρει
θεωρητικά και εμπειρικά στη μελέτη του σχεδιασμού περιβάλλοντος που ευνοεί τη συνεργασία και την
ανθεκτικότητα σε αποκεντρωμένα πολυπρακτορικά συστήματα, και σκιαγραφεί τη δυναμική μιας νέας
κατεύθυνσης που αποκαλούμε ως learning-compatible mechanisms, που στοχεύει στην ευθυγράμμιση
των κινήτρων ως προς βέλτιστη μάθηση και όχι μόνο ως προς ασυμπτωτικές ιδιότητες.

Λέξεις-κλειδιά: Πολυπρακτορική Ενισχυτική Μάθηση, Θεωρία Παιγνίων, Σχεδιασμός Περιβάλλοντος,
Σχεδιασμός Μηχανισμών, Ψηφοφορία, Proximal Policy Optimization, Τραγωδία των Κοινών
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Abstract

Multi-agent settings underpin a wide range of real-world phenomena, where the interaction
of autonomous agents generally engenders elements of both coordination and competition. De-
signing environments that foster effective cooperation and improved collective performance has
become a central challenge at the interface of game theory, mechanism design, and machine
learning. This thesis explores the Social Environment Design (SED) framework through Multi-
Agent Reinforcement Learning (MARL), with a focus on implementing a dynamic voting system
that enables agents to express preferences to a learning environment designer, or principal, a con-
cept originally proposed by Zhang et al. [2024] but not previously implemented in practice.

We begin with a review of foundational concepts for the theoretical analysis of multi-agent
systems, spanning non-cooperative game theory, multi-agent Markov Decision Processes, voting
systems, and mechanism design. Reinforcement learning is then introduced as the main learning
paradigm for sequential decision-making under uncertainty. We follow a constructive approach
that begins with the base solution concepts of single-agent MDPs of policy and value iteration
and gradually culminates in the study of advanced policy optimization algorithms, most notably
Proximal Policy Optimization (PPO), which will be the algorithm of choice for the experiments
that we run on this thesis. We then combine these notions in Multi-Agent Reinforcement Learn-
ing (MARL), which serves as the core of our experimental analysis. The thesis discusses the
main MARL paradigms and how PPO can be adapted for each.

Following that, the SED problem is formalized as the dynamic shaping of incentives and col-
lective decisions via a central, learning principal that adjusts environment parameters in response
to agent voting. We benchmark this dynamic framework against static principal objectives and
baselines without a principal, using the Commons Harvest (Agapiou et al. [2022]) game that
models the Tragedy of the Commons as the environment in which agents interact, where taxa-
tion and voting mechanisms are tested.

Our results highlight how adaptive interventions through taxation, focusing particularly on
the dynamic voting scheme that being the main contribution of the SED framework, can guide
self-interested agents toward more socially efficient and fair outcomes, while illuminating key
challenges such as scalability, credit assignment, and non-stationarity. The thesis contributes
theoretical and empirical insights into how principled environment design can foster cooperation
and robustness in decentralized multi-agent systems, and outlines the potential of a novel direc-
tion termed learning-compatible mechanisms that align incentives for optimal learning rather
than only post-convergence properties.

Keywords: Multi-Agent Reinforcement Learning, Game Theory, Environment Design, Mech-
anism Design, Voting, Proximal Policy Optimization, Tragedy of the Commons
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Εκτενής Ελληνική Περίληψη

Η σημασία του προβλήματος
Η μελέτη των ευφυών πρακτόρων και των αλληλεπιδράσεών τους είναι κεντρικής σημασίας

για την κατανόηση και τον σχεδιασμό πολύπλοκων συστημάτων του πραγματικού κόσμου,
από κοινωνικές ομάδες και οικονομικές αγορές έως κατανεμημένη τεχνητή νοημοσύνη. Σε
πολλά σενάρια, αυτόνομοι πράκτορες πρέπει να αλληλεπιδρούν, να συνεργάζονται και ενίοτε
να ανταγωνίζονται σε περιβάλλοντα όπου οι αποφάσεις τους επηρεάζουν όχι μόνο τα δικά
τους αποτελέσματα αλλά και αυτά των άλλων. Αυτή η αλληλεπίδραση συνεργασίας και
ανταγωνισμού δημιουργεί μοναδικές προκλήσεις τόσο για τους σχεδιαστές συστημάτων όσο και
για τους ερευνητές, ειδικά όταν ο στόχος είναι η ενίσχυση κοινωνικά ωφέλιμων συμπεριφορών
μεταξύ των ιδιοτελών πρακτόρων.

Μια κρίσιμη και αναδυόμενη πρόκληση στη διασταύρωση της θεωρίας παιγνίων, του
σχεδιασμού μηχανισμών και της μηχανικής μάθησης είναι ο σχεδιασμός περιβαλλόντων που
προάγουν φυσικά τη συνεργασία, τη δικαιοσύνη και ανθεκτικά συλλογικά αποτελέσματα.
Παραδοσιακά, η έμφαση έχει δοθεί στην ανάλυση σταθερών περιβαλλόντων και στη
βελτιστοποίηση των πολιτικών των πρακτόρων εντός αυτών. Ωστόσο, η αντίστροφη οπτική
- ο σχεδιασμός του ίδιου του περιβάλλοντος, ώστε ακόμη και ιδιοτελείς πράκτορες να έχουν
κίνητρο να συνεργαστούν ή να ενεργούν δίκαια - παραμένει ανοιχτό και σημαντικό πρόβλημα.

Η παρούσα διατριβή έχει ως κίνητρο την ανάγκη κατανόησης και τυποποίησης των αρχών
του «Σχεδιασμού Κοινωνικών Περιβαλλόντων» (Social Environment Design, SED) στο πλαίσιο
της Μάθησης Ενισχύσεως Πολλαπλών Πρακτόρων (Multi-Agent Reinforcement Learning,
MARL). Ειδικότερα, η εργασία επιδιώκει να απαντήσει στα εξής ερωτήματα:

• Πώς μπορούμε συστηματικά να διαμορφώσουμε τα κίνητρα και τη δυναμική ενός
πολυπρακτορικού περιβάλλοντος ώστε η συμπεριφορά των μεμονωμένων πρακτόρων να
ευθυγραμμίζεται με επιθυμητούς κοινωνικούς στόχους;

• Μπορούν προσαρμοστικοί, μαθησιακοί μηχανισμοί - όπως η δυναμική φορολόγηση ή η
ψηφοφορία - να οδηγήσουν αποκεντρωμένους πράκτορες προς αποτελέσματα που είναι
ταυτόχρονα αποδοτικά και δίκαια;

• Ποιες είναι οι πρακτικές και θεωρητικές προκλήσεις στην υλοποίηση τέτοιων
μηχανισμών, ειδικά σε μεγάλης κλίμακας, μη-στατικά ή μερικώς παρατηρήσιμα
περιβάλλοντα;

Για την αντιμετώπιση αυτών των ερωτημάτων, η διατριβή αντλεί έμπνευση από πρόσφατες
προτάσεις στη βιβλιογραφία (συγκεκριμένα το πλαίσιο SED των Zhang et al. [2024]),
αλλά στοχεύει να καταστήσει αυτές τις ιδέες συγκεκριμένες μέσω της πρώτης πρακτικής
υλοποίησης και πειραματικής μελέτης ενός τέτοιου δυναμικού σχεδιαστή περιβάλλοντος -
μοντελοποιημένου ως «κύριου» (principal) πράκτορα - που μπορεί προσαρμοστικά να επηρεάζει
το περιβάλλον βάσει των εκφρασμένων προτιμήσεων των πρακτόρων.
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Πιο συγκεκριμένα, ο τρόπος και η μεθοδολογία με την οποία θα επιδιώξουμε να
απαντήσουμε στα παρακάτω ερωτήματα είναι η εξής:

Υλοποίηση του Δυναμικού Μηχανισμού Ψηφοφορίας: Σχεδιασμός και υλοποίηση
συστήματος όπου οι πράκτορες μπορούν να εκφράζουν τις προτιμήσεις ή απόψεις τους
μέσω μιας διαδικασίας ψηφοφορίας. Ο «κύριος» πράκτορας συγκεντρώνει αυτές τις
προτιμήσεις για να καθοδηγήσει προσαρμοστικές παρεμβάσεις, καθιστώντας έτσι το περιβάλλον
ανταποκρινόμενο στην ανατροφοδότηση των πρακτόρων.

Συγκριτική Αξιολόγηση του SED με Εναλλακτικές Προσεγγίσεις: Διεξαγωγή
συστηματικών πειραμάτων χρησιμοποιώντας το παιχνίδι Commons Harvest - ένα μοντέλο της
«Τραγωδίας των Κοινών» - για να συγκριθεί το δυναμικό πλαίσιο SED με:

1. Στατικούς στόχους του κύριου πράκτορα (συγκεκριμένα του λειτουργικότητας (utilitar-
ian) και της ισοτιμίας (egalitarian) ),

2. Σενάρια χωρίς καμία παρέμβαση κύριου πράκτορα (αναρχία),

3. Θεωρητικά βέλτιστα πρότυπα πολιτικής ως προς τα κριτήρια (αναδιανομή).

Αξιολόγηση της Επίδρασης των Δυναμικών Παρεμβάσεων: Αποτίμηση της
αποτελεσματικότητας προσαρμοστικών μηχανισμών (όπως δυναμική φορολόγηση ή
πολιτικές που βασίζονται σε ψηφοφορία) στην προώθηση της κοινωνικής αποδοτικότητας,
της δικαιοσύνης και της συνεργασίας μεταξύ των πρακτόρων. Ανάλυση του πώς αυτοί οι
μηχανισμοί επηρεάζουν τόσο τα ατομικά όσο και τα συλλογικά αποτελέσματα.

Εντοπισμός και Ανάλυση Κρίσιμων Προκλήσεων: Διερεύνηση βασικών ζητημάτων
όπως η κλιμάκωση, η απόδοση πίστωσης (credit assignment) και η μη-στασιμότητα του
περιβάλλοντος που ταλανίζουν τα πολυπρακτορικά συστήματα ενισχυτικής μάθησης. Εξέταση
των περιορισμών και της ανθεκτικότητας του προτεινόμενου πλαισίου.

Εξερεύνηση της Έννοιας των Συμβατών με τη Μάθηση Μηχανισμών: Εισαγωγή και
συζήτηση της ιδέας μηχανισμών που έχουν σχεδιαστεί ειδικά ώστε να είναι συμβατοί με
τη συνεχή μάθηση των πρακτόρων, και όχι με την υπόθεση στατικής ή συγκλίνουσας
συμπεριφοράς. Παρουσίαση των συνεπειών για μελλοντική έρευνα στον σχεδιασμό μηχανισμών
και τη MARL.

Μέσα από αυτούς τους στόχους, η διατριβή επιδιώκει να γεφυρώσει το χάσμα μεταξύ
αφηρημένης θεωρίας και πρακτικής εφαρμογής, προσφέροντας τόσο μια θεμελιώδη προοπτική
όσο και εμπειρικές γνώσεις για το πώς ο σχεδιασμός περιβάλλοντος μπορεί να αξιοποιηθεί ως
ισχυρό εργαλείο για την προώθηση της συνεργασίας, της κοινωνικής αποδοτικότητας και της
ανθεκτικότητας σε αποκεντρωμένα συστήματα πρακτόρων.

Ανασκόπηση του Σχεδιασμού Κοινωνικού Περιβάλλοντος (SED)
Ο Σχεδιασμός Κοινωνικού Περιβάλλοντος (Social Environment Design, SED) αποτελεί

ένα νέο και αναπτυσσόμενο πρότυπο που επικεντρώνεται στη δυναμική διαμόρφωση
πολυπρακτορικών περιβαλλόντων με σκοπό την επίτευξη κοινωνικά επιθυμητών
αποτελεσμάτων. Σε αντίθεση με τις παραδοσιακές προσεγγίσεις, όπου οι πολιτικές των
πρακτόρων θεωρούνται σταθερές ή το περιβάλλον αντιμετωπίζεται ως στατικό, το SED
αντιμετωπίζει το ίδιο το περιβάλλον ως μία εύπλαστη οντότητα - υπόκειται σε σχεδιασμό,
προσαρμογή και ακόμη και μάθηση.

Στην καρδιά του SED βρίσκεται η έννοια του προσαρμοστικού σχεδιαστή περιβάλλοντος,
ο οποίος συχνά μοντελοποιείται ως «κύριος» πράκτορας, που μπορεί να ρυθμίζει βασικές
παραμέτρους ή μηχανισμούς (όπως ανταμοιβές, φορολόγηση ή κανόνες κατανομής πόρων)
ανταποκρινόμενος στη μεταβαλλόμενη συμπεριφορά και τις προτιμήσεις των πρακτόρων.
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Figure 0.1: Το πρότυπο του Κοινωνικού Σχεδιασμού Περιβάλλοντος (Zhang et al. [2024])

Αυτός ο κεντρικός σχεδιαστής δεν είναι στατικός, αλλά μαθαίνει με την πάροδο του χρόνου,
αξιοποιώντας ανατροφοδότηση μέσω ψηφοφορίας των πρακτόρων για να κατευθύνει το
σύστημα προς συλλογικούς στόχους στους οποίους αυτοί αποφασίσανε, όπως η αποδοτικότητα,
η δικαιοσύνη ή η βιωσιμότητα. Το τελευταίο είναι και η πιο σημαντική καινοτομία του
προτεινόμενου προτύπου, καθώς παρουσιάζει πολύ ενδιαφέροντες παραλληλισμούς με το τρόπο
που είναι σχεδιασμένες οι ανθρώπινες κοινωνίες.

Στην παρούσα διατριβή, το SED εξετάζεται μέσω της πρακτικής υλοποίησης ενός
δυναμικού συστήματος ψηφοφορίας στο πλαίσιο πολυπρακτορικής μάθησης ενισχύσεως. Οι
πράκτορες μπορούν περιοδικά να εκφράζουν τις προτιμήσεις τους σχετικά με παραμέτρους
του περιβάλλοντος και ένας μαθησιακός «κύριος» πράκτορας συγκεντρώνει αυτά τα σήματα
για να τροποποιήσει τη δομή των κινήτρων μέσω ενός φορολογικού συστήματος. Αυτή η
δυναμική, διαδραστική διαδικασία συγκρίνεται με στατικά πρότυπα και άλλες προσεγγίσεις,
ώστε να αναδειχθούν τα πλεονεκτήματα και οι προκλήσεις του προσαρμοστικού σχεδιασμού
περιβάλλοντος.

Εστιάζοντας στη δυναμική αλληλεπίδραση μεταξύ της μάθησης των πρακτόρων και
της προσαρμογής του περιβάλλοντος, το SED ανοίγει έναν νέο δρόμο για τη δημιουργία
πιο συνεργατικών, δίκαιων και ανθεκτικών πολυπρακτορικών συστημάτων, με εν δυνάμει
εφαρμογές στην οικονομία, τα κοινωνικά συστήματα, την κατανεμημένη τεχνητή νοημοσύνη
και πέραν αυτών.

Θεωρητικό Υπόβαθρο
Η εργασία μας ασχολείται κατά κύριο λόγο με την ανάλυση πολυπρακτορικών συστημάτων

(Multi-agent systems, MAS). Αυτά είναι συλλογές αυτόνομων πρακτόρων που αλληλεπιδρούν
σε ένα κοινό περιβάλλον. Κάθε πράκτορας είναι ικανός να λαμβάνει τις δικές του αποφάσεις
και ενδεχομένως να προσαρμόζει τη στρατηγική του με βάση την εμπειρία του και να μαθαίνει
με την πάροδο του χρόνου. Αυτό που διακρίνει τα MAS από τα μονοπρακτορικά συστήματα
είναι το γεγονός ότι η επιτυχία ή η ωφελιμότητα ενός πράκτορα συχνά αλληλεξαρτάται με
τις ενέργειες και τις πολιτικές των άλλων. Αυτή η αλληλεπίδραση εισάγει μια ιδιαίτερη
μορφή πολυπλοκότητας και δυναμισμού, καθώς το περιβάλλον δεν αποτελεί μόνο ένα φυσικό ή
πληροφοριακό υπόβαθρο, αλλά διαμορφώνεται συνεχώς από τους ίδιους τους πράκτορες.

Το κίνητρο για τη μελέτη πολυπρακτορικών συστημάτων προκύπτει από την ευρεία
παρουσία τους τόσο σε φυσικά όσο και σε τεχνητά πλαίσια. Στη φύση, παρατηρούμε
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παραδείγματα όπως τα κοινωνικά έντομα που συντονίζουν τη συλλογή τροφής, τα ζώα που
σχηματίζουν συμμαχίες ή τους ανθρώπους που αλληλεπιδρούν σε ομάδες, κοινωνίες και αγορές.
Σε μηχανικά συστήματα, τα MAS αποτελούν τη βάση για σύγχρονες εφαρμογές όπως ομάδες
ρομπότ που συνεργάζονται για την εκτέλεση εργασιών, «έξυπνα δίκτυα» που διαχειρίζονται
κατανεμημένους ενεργειακούς πόρους, αυτόνομα οχήματα που συντονίζονται στους δρόμους,
καθώς και λογισμικά πράκτορες που πραγματοποιούν συναλλαγές σε ηλεκτρονικές αγορές. Σε
κάθε μία από αυτές τις περιπτώσεις, η συνολική συμπεριφορά είναι πολύ πιο σύνθετη από ό,τι
θα προέκυπτε από απομονωμένους πράκτορες.

Η ευφυής συμπεριφορά στα MAS χαρακτηρίζεται από φαινόμενα ανάδυσης - μοτίβα
ή αποτελέσματα που προκύπτουν από τη συλλογική δυναμική των πρακτόρων και συχνά
εμφανίζουν ιδιότητες που δεν είναι εμφανείς σε ατομικό επίπεδο. Τέτοια φαινόμενα
περιλαμβάνουν τη συνεργασία, τον ανταγωνισμό, τη διαπραγμάτευση, την εμπιστοσύνη, την
παραπλάνηση και την προσαρμογή. Επειδή κάθε πράκτορας πρέπει να συλλογίζεται όχι μόνο για
το περιβάλλον αλλά και για τις στρατηγικές και τις πιθανές ενέργειες των άλλων, η στρατηγική
αλληλεπίδραση καθίσταται κεντρικής σημασίας. Οι πράκτορες οφείλουν να προβλέπουν, να
ανταποκρίνονται και ενίοτε να συντονίζονται με τη συμπεριφορά των ομοτίμων τους, οδηγώντας
σε ένα πλούσιο φάσμα πιθανών εκβάσεων.

Θεωρία Παιγνίων
Η ŪŮɤɟɑŬ ɄŬɘɔɜɑɤɜ (Game Theory) παρέχει το μαθηματικό υπόβαθρο για την ανάλυση και

την πρόβλεψη της συμπεριφοράς αλληλεπιδρώντων πρακτόρων σε πολυπρακτορικά συστήματα.
Στον πυρήνα της, η θεωρία παιγνίων τυποποιεί τη μελέτη της στρατηγικής λήψης αποφάσεων,
όπου το αποτέλεσμα για κάθε συμμετέχοντα εξαρτάται όχι μόνο από τις δικές του ενέργειες
αλλά και από τις ενέργειες που επιλέγουν οι άλλοι. Αυτό το πλαίσιο είναι ιδιαίτερα ισχυρό για
τη σύλληψη της έμφυτης πολυπλοκότητας των πολυπρακτορικών αλληλεπιδράσεων, είτε αυτές
είναι ανταγωνιστικές, συνεργατικές, είτε συνδυασμός των δύο.

Στη μη-συνεργατική θεωρία παιγνίων, οι πράκτορες μοντελοποιούνται ως ανεξάρτητοι
λήπτες αποφάσεων, καθένας από τους οποίους επιδιώκει να μεγιστοποιήσει τη δική του
ωφελιμότητα χωρίς να υπάρχουν επιβεβλημένες συμφωνίες. Η ουσιαστική πρόκληση είναι
ότι η βέλτιστη επιλογή κάθε πράκτορα μπορεί να εξαρτάται από τις αναμενόμενες επιλογές
των άλλων, δημιουργώντας έναν ιστό αμοιβαίας επιρροής και προσδοκιών. Μία κεντρική
αναπαράσταση στη θεωρία παιγνίων είναι το παιχνίδι σε κανονική μορφή (normal-form
game), το οποίο αποτυπώνει στρατηγικές αλληλεπιδράσεις όπου οι πράκτορες επιλέγουν τις
ενέργειές τους ταυτόχρονα. Η απόδοση κάθε πράκτορα εξαρτάται από το συνολικό προφίλ των
επιλογών όλων των συμμετεχόντων. Μέσα σε αυτό το πλαίσιο, μπορούν να μοντελοποιηθούν
διάφοροι τύποι παιγνίων, από κλασικά παιχνίδια συντονισμού και μηδενικού αθροίσματος
έως πιο λεπτομερή κοινωνικά διλήμματα. Τα κοινωνικά διλήμματα - όπως το Δίλημμα του
Φυλακισμένου, το Κυνήγι του Ελαφιού (Stag Hunt) και το Παιχνίδι του Κοτόπουλου (Chicken
Game) - είναι ιδαίτερα σημαντικά στα πλαίσια αυτής της διπλωματικής, καθώς αναδεικνύουν
την ένταση μεταξύ ατομικής ορθολογικότητας και συλλογικής ευημερίας. Σε αυτά τα παιχνίδια,
οι ατομικά βέλτιστες επιλογές μπορούν να οδηγήσουν σε υποβέλτιστα αποτελέσματα για την
ομάδα, αποκαλύπτοντας τις προκλήσεις της προώθησης της συνεργασίας μεταξύ ιδιοτελών
πρακτόρων. Η μελέτη τέτοιων διλημμάτων είναι ιδιαίτερα σχετική με τη διατριβή επειδή
υπογραμμίζει την ανάγκη για παρεμβάσεις στο περιβάλλον που να αναδιαμορφώνουν τα κίνητρα
και να καθοδηγούν τη συμπεριφορά των πρακτόρων προς κοινωνικά επωφελείς λύσεις.

Για να μελετήσει τις ιδιότητες αυτών των παιγνίων, η θεωρία παιγνίων εισάγει έννοιες
λύσεων όπως η ισορροπία Nash - μια κατάσταση όπου κανένας πράκτορας δεν μπορεί να
βελτιώσει μονομερώς το αποτέλεσμά του αλλάζοντας τη στρατηγική του, υπό την προϋπόθεση
ότι οι στρατηγικές των άλλων παραμένουν σταθερές. Η έννοια της ισορροπίας Nash είναι

21



C D
C R; R S; T

D T; S P; P

Table 1: Κοινωνικά Διλήμματα - Γενική Μορφή

θεμελιώδης, καθώς παρέχει μια πρόβλεψη σταθερών, αυτο-ενισχυόμενων συμπεριφορών μέσα
στο σύστημα. Ωστόσο, δεν είναι όλες οι ισορροπίες εξίσου επιθυμητές, ιδιαίτερα από
συλλογική οπτική. Εισάγονται έννοιες όπως η βέλτιστη κατάσταση κατά Pareto για να
αξιολογηθεί η κοινωνική ευημερία, εντοπίζοντας αποτελέσματα όπου κανένας πράκτορας
δεν μπορεί να βελτιωθεί χωρίς να επιδεινωθεί η θέση κάποιου άλλου. Περαιτέρω
εξειδικεύσεις, όπως οι συσχετισμένες ισορροπίες (correlated equilibria) και οι υποπαιγνιακά
τέλειες ισορροπίες (subgame-perfect equilibria), λαμβάνουν υπόψη σενάρια που περιλαμβάνουν
σήματα συντονισμού ή διαδοχική λήψη αποφάσεων, αντίστοιχα. Αυτά τα θεωρητικά εργαλεία
είναι απαραίτητα για την κατανόηση τόσο των δυνατοτήτων όσο και των περιορισμών του
συντονισμού και του ανταγωνισμού μεταξύ πρακτόρων.

Πέρα από την ταυτόχρονη αλληλεπίδραση που μοντελοποιείται στην κανονική μορφή,
πολλά σενάρια του πραγματικού κόσμου περιλαμβάνουν ακολουθίες αποφάσεων, όπου οι
πράκτορες μπορούν να παρατηρούν και να αντιδρούν στις ενέργειες των άλλων με την
πάροδο του χρόνου. Αυτό τυποποιείται μέσω της αναπαράστασης παιγνίων σε εκτεταμένη
μορφή (extensive-form game), όπου οι αλληλεπιδράσεις απεικονίζονται ως δέντρο αποφάσεων.
Οι κόμβοι αντιστοιχούν σε σημεία επιλογής, τα κλαδιά σε δυνατές ενέργειες και τα
φύλλα σε αποτελέσματα με σχετιζόμενες αποδόσεις. Τα παιχνίδια σε εκτεταμένη μορφή
επιτρέπουν τη μοντελοποίηση διαδοχικών στρατηγικών, απειλών και δεσμεύσεων, και εισάγουν
εξειδικευμένες έννοιες ισορροπίας όπως η υποπαιγνιακά τέλεια ισορροπία (subgame-perfect
equilibrium), που διασφαλίζει ορθολογικό παιχνίδι σε κάθε σημείο του δέντρου. Σε περιπτώσεις
όπου ένας πράκτορας ενεργεί πρώτος και οι άλλοι ανταποκρίνονται, η έννοια της ισορροπίας
Stackelberg είναι ιδιαίτερα σχετική. Εδώ, ένας «ηγέτης» (Stackelberg agent) δεσμεύεται σε
μία στρατηγική και οι ακολούθοι αντιδρούν με τον καλύτερο τρόπο, δημιουργώντας ιεραρχική
στρατηγική δυναμική. Τα παιχνίδια Stackelberg είναι σημαντικά για τη μοντελοποίηση
σεναρίων όπου ένας principal ή κεντρικός σχεδιαστής διαμορφώνει το περιβάλλον ή τα κίνητρα,
προβλέποντας τις προσαρμοστικές αντιδράσεις των αποκεντρωμένων πρακτόρων - παράλληλα
με το πλαίσιο SED που διερευνάται σε αυτή τη διατριβή.

Μια πρώτη σημαντική επέκταση των παραπάνω εννιών προς την κατεύθυνση της
πολυπρακτορικής ενισχυτικής μάθησης και του SED εντοπίζεται στα επαναλαμβανόμενα
παιχνίδια (repeated games), όπου οι πράκτορες συμμετέχουν στην ίδια στρατηγική
αλληλεπίδραση για πολλαπλούς γύρους. Η επανάληψη επιτρέπει τη μάθηση, τη δημιουργία
φήμης και την εμφάνιση συνεργατικής συμπεριφοράς που θα ήταν ανέφικτη σε ένα παιχνίδι
μίας φοράς. Οι πράκτορες μπορούν να χρησιμοποιούν στρατηγικές που εξαρτώνται από το
ιστορικό των κινήσεων, οδηγώντας σε πιο πλούσια και ρεαλιστικά μοντέλα διαρκών κοινωνικών
και οικονομικών αλληλεπιδράσεων. Έννοιες όπως το λεγόμενο Folk Theorem αποκαλύπτουν
ότι, σε επαναλαμβανόμενα πλαίσια, μπορεί να διατηρηθεί ένα ευρύ φάσμα ισορροπιών -
συμπεριλαμβανομένων και ιδιαίτερα συνεργατικών - μέσω κατάλληλων σχημάτων κινήτρων
και απειλών τιμωρίας. Έτσι γεννιέται ένα μεγάλο ζήτημα του πώς θα πλοηγηθούν οι παίκτες
σε αυτόν τον τεράστιο χώρο εφικτών λύσεων, ώστε να καταλήξουν σε ισορροπίες με καλά
χαρακτηριστικά.

Τέλος, τα περιβάλλοντα του πραγματικού κόσμου χαρακτηρίζονται συχνά από αβεβαιότητα
και μερική πληροφόρηση. Τα Μερικώς Παρατηρήσιμα Στοχαστικά Παίγνια (Partially Ob-
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servable Stochastic Games, POSGs) παρέχουν ένα ισχυρό μοντελοποιητικό πλαίσιο για
τέτοιες συνθήκες. Στα POSGs, κάθε πράκτορας λαμβάνει μόνο μερικές παρατηρήσεις της
κατάστασης του περιβάλλοντος και πρέπει να διαμορφώσει πεποιθήσεις τόσο για τον κόσμο
όσο και για τις κρυφές προθέσεις ή γνώσεις των άλλων πρακτόρων. Αυτό το πρόσθετο
επίπεδο αβεβαιότητας δυσχεραίνει περαιτέρω τον σχεδιασμό αποτελεσματικών πολιτικών και
μηχανισμών για τους πράκτορες, αλλά καθιστά το πλαίσιο εξαιρετικά γενικό και σχετικό με
ρεαλιστικά πολυπρακτορικά συστήματα, όπου οι πράκτορες σπάνια έχουν πλήρη γνώση της
παγκόσμιας κατάστασης ή των στρατηγικών των άλλων.

Πέρα από αμιγώς στρατηγικές πτυχές, η θεωρία παιγνίων ασχολείται επίσης με τον
σχεδιασμό περιβαλλόντων και κανόνων - γνωστό ως «σχεδιασμός μηχανισμών» (mechanism
design) - με σκοπό την παροχή κινήτρων στους πράκτορες να δρουν με τρόπους που προάγουν
συλλογικούς στόχους. Ο σχεδιασμός μηχανισμών είναι ιδιαίτερα σχετικός με τη διατριβή,
καθώς γεφυρώνει το χάσμα μεταξύ των φυσικών δυναμικών αλληλεπίδρασης των πρακτόρων
και του τεχνητού επηρεασμού των κινήτρων που διαμορφώνουν τα κοινωνικά αποτελέσματα. H
θεωρία αυτή απευθύνεται στον πυρήνα του προβλήματός μας, ωστόσο δυστυχώς δεν μπορεί να
λάβει υπόψην την πολυπλοκότητα και αστάθεια συστημάτων που χαρακτηρίζονται από μάθηση.
Για αυτό το λόγο, έχει νόημα η πρόταση νέων μεθ΄΄οδων που προσπαθούν να επεκτείνουν
αυτές τις μεθόδους σε συστήματα που χαρακτηρίζονται από διαδοχικές αλληλεπιδράσεις, μερική
παρατηρησιμότητα και, κυρίως, μάθηση - σε αυτό το πλαίσιο κινείται και το πρότυπο του SED.

Συνολικά, η θεωρία παιγνίων προσφέρει μια αυστηρή γλώσσα για την έκφραση, ανάλυση
και σχεδιασμό πολυπρακτορικών αλληλεπιδράσεων. Αξιοποιώντας τις έννοιές της, οι ερευνητές
μπορούν να κατανοήσουν καλύτερα τη δυναμική πολύπλοκων συστημάτων και να σχεδιάσουν
παρεμβάσεις που ευθυγραμμίζουν τη συμπεριφορά του ατόμου με τους επιθυμητούς στόχους
της ομάδας. Αυτή η παιγνιοθεωρητική οπτική είναι θεμελιώδης τόσο για την ανάλυση όσο και
για τις καινοτόμες προσεγγίσεις σχεδιασμού που εξετάζονται στη διατριβή αυτή.

Μαρκοβιανές Διαδικασίες Αποφάσεων (MDPs) και οι
Πολυπρακτορικές τους Επεκτάσεις

Παρόλο που η θεωρία παιγνίων παρέχει ένα ισχυρό πλαίσιο για την κατανόηση των
στρατηγικών αλληλεπιδράσεων μεταξύ πολλαπλών πρακτόρων, συχνά είναι απαραίτητο να
ληφθεί υπόψη το πώς οι αποφάσεις και τα αποτελέσματα εξελίσσονται διαχρονικά μέσα σε
δυναμικά περιβάλλοντα. Εδώ είναι που οι Μαρκοβιανές Διαδικασίες Αποφάσεων (Markov
Decision Processes, MDPs) καθίστανται ουσιώδεις. Μία MDP τυποποιεί το πρόβλημα της
διαδοχικής λήψης αποφάσεων υπό αβεβαιότητα για έναν μεμονωμένο πράκτορα. Σε μία
MDP, ο πράκτορας αλληλεπιδρά με ένα περιβάλλον που χαρακτηρίζεται από ένα σύνολο
καταστάσεων, ένα σύνολο ενεργειών, πιθανότητες μετάβασης μεταξύ καταστάσεων και μια
συνάρτηση ανταμοιβής. Στόχος του πράκτορα είναι να μάθει μια πολιτική - δηλαδή μια
αντιστοίχιση από καταστάσεις σε ενέργειες - που μεγιστοποιεί τη προσδοκώμενη αθροιστική
ανταμοιβή του με την πάροδο του χρόνου. Η ιδιότητα Markov διασφαλίζει ότι η μελλοντική
εξέλιξη της διαδικασίας εξαρτάται μόνο από την τρέχουσα κατάσταση και ενέργεια, και όχι από
το ιστορικό των προηγούμενων καταστάσεων.

Για τη μοντελοποίηση σεναρίων με πολλαπλούς αλληλεπιδρώντες πράκτορες, η έννοια
της MDP επεκτείνεται στις Πολυπρακτορικές Μαρκοβιανές Διαδικασίες Αποφάσεων (Multi-
Agent Markov Decision Processes, MAMDPs). Σε αυτά τα πλαίσια, κάθε πράκτορας επιλέγει
ταυτόχρονα ενέργειες σε κάθε χρονικό βήμα, και οι μεταβάσεις και οι ανταμοιβές του
περιβάλλοντος εξαρτώνται από τις συλλογικές ενέργειες όλων των πρακτόρων. Κάθε πράκτορας
επιδιώκει να μεγιστοποιήσει μία προσδοκώμενη ανταμοιβή που όλοι οι πράκτορες λαμβάνουν
από κοινού, γεγονός που καθιστά αυτό το πλαίσιο ικανό να μοντελοποιήσει μόνο συνθήκες
πλήρης συνεργασίας. Σε βασικό επίπεδο, το συγκεκριμένο μοντέλο μπορεί να θεωρηθεί
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ισοδύναμο με τα MDPs μοναδικού πράκτορα, καθώς επιτρέπει την έκραση των επιμέρους
πράξεων ως μία, από κοινού πράξης. Για αυτό ορίζεται το πιο γενικό Dec-MDP, στο οποίο
κάθε πράκτορας δρα αποκλειστικά με βάση τις δικές του, επιμέρους παρατήρησεις και πολιτκή.
Η ύπαρξη πολλών μαθησιακών και προσαρμοζόμενων πρακτόρων καθιστά την ανάλυση και
επίλυση αυτών των διαδικασιών σημαντικά πιο δύσκολη σε σύγκριση με την περίπτωση του
ενός πράκτορα, συχνά απαιτώντας εξειδικευμένους αλγορίθμους και θεωρητικά εργαλεία.

Σε πολλές πρακτικές περιπτώσεις, ο πράκτορας δεν έχει πλήρη παρατηρησιμότητα της
υποκείμενης κατάστασης. Αυτό οδηγεί στο πλαίσιο τηςΜερικώς ΠαρατηρήσιμηςΜαρκοβιανής
Διαδικασίας Αποφάσεων (Partially Observable Markov Decision Process, POMDP), όπου ο
πράκτορας λαμβάνει μόνο ατελείς ή θορυβώδεις παρατηρήσεις σχετικά με την πραγματική
κατάσταση του περιβάλλοντος. Σε μία POMDP, ο πράκτορας πρέπει να διατηρεί μια
«πεποίθηση» - δηλαδή μια κατανομή πιθανότητας πάνω στις πιθανές καταστάσεις - βασιζόμενος
στο ιστορικό των ενεργειών και παρατηρήσεων του, και να λαμβάνει αποφάσεις με βάση αυτήν
την πεποίθηση. Η επίλυση των POMDPs είναι σημαντικά πιο απαιτητική από τη λύση τυπικών
MDPs, καθώς η πολιτική του πράκτορα πρέπει να λαμβάνει υπόψη την αβεβαιότητα σχετικά
με την κατάσταση του περιβάλλοντος σε κάθε βήμα. Προφανώς, υπάρχουν οι αντίστοιχες
πολυπρακτορικές επεκτάσεις (MAPOMDPs και Dec-POMDPs).

Οι πολυπρακτορικές επεκτάσεις των MDPs, και ειδικά τα Dec-POMDPs λόγω τις
γενικότητάς τους, αποτελούν το μαθηματικό υπόβαθρο για το μεγαλύτερο μέρος της σύγχρονης
έρευνας στην Πολυπρακτορική Ενισχυτική Μάθηση (Multi-Agent Reinforcement Learning,
MARL) σε περιβάλλοντα πλήρης συνεργατικότητα (από κοινού ανταμοιβές για όλους τους
πράκτορες).

Ενισχυτική Μάθηση
Η ενισχυτική μάθηση (Reinforcement Learning, RL) αποτελεί μία από τις τρεις θεμελιώδεις

κατηγορίες στη μηχανική μάθηση (μαζί με την επιβλεπόμενη και μη-επιβλεπόμενη μάθηση).
Ασχολείται με το πώς οι πράκτορες μπορούν να μάθουν να λαμβάνουν διαδοχικές αποφάσεις
μέσω άμεσης αλληλεπίδρασης με το περιβάλλον. Στην ουσία της, η RL πραγματεύεται το
πρόβλημα του να μάθει κανείς τι πρέπει να κάνει - πώς να αντιστοιχίζει καταστάσεις σε
ενέργειες - ώστε να μεγιστοποιεί ένα μακροπρόθεσμο μέτρο ανταμοιβής. Σε αντίθεση με τη
εποπτευόμενη μάθηση, όπου παρέχονται ετικετοποιημένα δεδομένα, ή τη μη εποπτευόμενη
μάθηση, όπου αναζητείται δομή στα δεδομένα, η ενισχυτική μάθηση βασίζεται στην εμπειρία
δοκιμής και σφάλματος. Ο πράκτορας λαμβάνει ανατροφοδότηση με τη μορφή αριθμητικών
ανταμοιβών μετά από κάθε ενέργεια και πρέπει να ανακαλύψει μια αποτελεσματική πολιτική
μέσω εξερεύνησης και εκμετάλλευσης.

Έννοια-κλειδί στην ενισχυτική μάθηση είναι οι μέθοδοι επίλυσης Μαρκοβιανών
Διαδικασιών Αποφάσεων (MDPs) που αναλύσαμε προηγουμένως. Δύο κλασικές προσεγγίσεις
είναι η επανάληψη τιμών (value iteration) και η επανάληψη πολιτικής (policy iteration).
Η επανάληψη τιμών βασίζεται σε διαδοχικές ενημερώσεις της εκτίμησης της αξίας κάθε
κατάστασης, λαμβάνοντας υπόψη την αναμενόμενη απόδοση της καλύτερης δυνατής ενέργειας
και ακολουθώντας τις τρέχουσες εκτιμήσεις αξίας. Η επανάληψη πολιτικής, αντίθετα,
εναλλάσσει μεταξύ της αξιολόγησης της πολιτικής - υπολογίζοντας την αξία κάθε κατάστασης
υπό την τρέχουσα πολιτική - και της βελτίωσης της πολιτικής - ενημερώνοντας την πολιτική με
βάση αυτές τις τιμές. Και οι δύο μέθοδοι στηρίζονται θεμελιωδώς στην εξίσωση Bellman, η
οποία εκφράζει τη διαδοχική σχέση μεταξύ της αξίας μιας κατάστασης και των αναμενόμενων
τιμών των διαδόχων καταστάσεων. Η εξίσωση Bellman αποτελεί τον κεντρικό πυλώνα των
τεχνικών δυναμικού προγραμματισμού στην ενισχυτική μάθηση, επιτρέποντας τον αποδοτικό
υπολογισμό βέλτιστων πολιτικών όταν το μοντέλο του περιβάλλοντος είναι γνωστό, αλλά και
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γενικότερα των αλγορίθμων ενισχυτικής μάθησης, που αρχίζει να παίζει ρόλο όταν ο πράκτορας
δεν διαθέτει τέλειο μοντέλο του περιβάλλοντος.

Θα επικεντρωθούμε σε μεθόδους RL χωρίς μοντέλο (model-free), όπου ο πράκτορας
μαθαίνει από άμεση εμπειρία αντί για ρητό σχεδιασμό. Δύο βασικές κατηγορίες τέτοιων
μεθόδων είναι οι μέθοδοι Monte Carlo, που εκτιμούν τις συναρτήσεις αξίας με βάση το μέσο
των επιστρεφόμενων αποδόσεων από δειγματοληπτικά επεισόδια, και η Μάθηση Χρονικής
Διαφοράς (Temporal Difference, TD), που ενημερώνει τις εκτιμήσεις αξίας με βάση τη διαφορά
μεταξύ της προβλεπόμενης και της παρατηρούμενης ανταμοιβής σε κάθε βήμα. Η TD
μάθηση περιλαμβάνει αλγορίθμους όπως SARSA και Q-learning, που έχουν ευρεία εφαρμογή
λόγω της ικανότητάς τους να μαθαίνουν αποτελεσματικές πολιτικές σε άγνωστα ή πολύπλοκα
περιβάλλοντα.

Με την έλευση της βαθιάς μάθησης (deep learning), η ενισχυτική μάθηση χωρίς μοντέλο έχει
επεκταθεί περαιτέρω με τη χρήση νευρωνικών δικτύων για την προσέγγιση συναρτήσεων αξίας
και πολιτικών, οδηγώντας σε μεθόδους όπως το Deep Q-Network (DQN). Τα DQNs αξιοποιούν
τη μεγάλη εκφραστική ικανότητα των βαθιών δικτύων για να χειριστούν χώρους καταστάσεων
υψηλής διάστασης, όπως σε βιντεοπαιχνίδια ή ρομποτική, και έχουν δείξει αξιοσημείωτη
επιτυχία σε δύσκολα περιβάλλοντα. Βασικό στοιχείο της επιτυχίας τους ήταν το λεγόμενο replay
buffer, που αποθηκεύει παρατηρήσεις που αποκτήθηκαν από παλαιότερες εκδόσεις του δικτύου
για να χρησιμοποιηθούν στην εκπαίδευσή του.

Παρά τη δύναμή τους, οι μέθοδοι βασισμένες σε αξίες μπορεί να αντιμετωπίζουν δυσκολίες
σε περιβάλλοντα με συνεχείς ή πολύ μεγάλους χώρους ενεργειών. Για να αντιμετωπιστούν
αυτές οι προκλήσεις, έχουν αναπτυχθεί οι μέθοδοι βαθμίδας πολιτικής (policy gradient meth-
ods). Αυτές οι μέθοδοι παραμετροποιούν άμεσα την πολιτική - συνήθως ως νευρωνικό δίκτυο
- και τη βελτιστοποιούν εκτιμώντας τη βαθμίδα της αναμενόμενης ανταμοιβής ως προς τις
παραμέτρους της πολιτικής. Από τις πλέον εξέχουσες είναι η Προστατευμένη Βελτιστοποίηση
Πολιτικής (Proximal Policy Optimization, PPO), που εξισορροπεί την αποδοτικότητα και τη
σταθερότητα της μάθησης. Το PPO βελτιώνει παλαιότερους αλγορίθμους βαθμίδας πολιτικής
χρησιμοποιώντας έναν βοηθητικό στόχο που αποτρέπει υπερβολικά μεγάλες ενημερώσεις
της πολιτικής, διασφαλίζοντας έτσι πιο σταθερή και αξιόπιστη μάθηση. Αυτό καθιστά
το PPO ιδιαίτερα αποτελεσματικό για πολύπλοκα, υψηλής διάστασης και πολυπρακτορικά
περιβάλλοντα, και είναι ο βασικός αλγόριθμος που χρησιμοποιείται στα πειράματα αυτής της
διατριβής.

Συνολικά, αυτές οι προσεγγίσεις αποτελούν τη μεθοδολογική βάση της σύγχρονης
ενισχυτικής μάθησης, επιτρέποντας στους πράκτορες να μαθαίνουν αποτελεσματικές
συμπεριφορές σε ποικίλα, δυναμικά και συχνά αβέβαια περιβάλλοντα. Παρέχουν τα πρακτικά
εργαλεία για τη διερεύνηση προηγμένων θεμάτων όπως η πολυπρακτορική ενισχυτική μάθηση
και ο δυναμικός σχεδιασμός περιβάλλοντος, τα οποία βρίσκονται στον πυρήνα αυτής της
έρευνας.

Πολυπρακτορική Ενισχυτική Μάθηση
Η Ενισχυτική Μάθηση Πολλαπλών Πρακτόρων (Multi-Agent Reinforcement Learn-

ing, MARL) επεκτείνει την ενισχυτική μάθησ σε περιβάλλοντα όπου πολλοί αυτόνομοι
πράκτορες αλληλεπιδρούν, παρουσιάζοντας συχνά τόσο συνεργατικές όσο και ανταγωνιστικές
συμπεριφορές. Όπως τονίζεται στη διατριβή, η MARL είναι απαραίτητη για τη μοντελοποίηση
φαινομένων του πραγματικού κόσμου, στα οποία οι ενέργειες κάθε πράκτορα επηρεάζουν
και επηρεάζονται από τις ενέργειες των άλλων. Αυτή η αλληλεξάρτηση εισάγει σημαντική
πολυπλοκότητα, όπως το πρόβλημα της μη-στασιμότητας - καθώς το περιβάλλον αλλάζει
δυναμικά κάθε φορά που ένας πράκτορας προσαρμόζει την πολιτική του. Επομένως, οι μέθοδοι
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ενισχυτικής μάθησης ενός πράκτορα είναι ανεπαρκείς για την πλήρη σύλληψη της δυναμικής
αυτών των πολυπρακτορικών συστημάτων.

Η διατριβή παρουσιάζει μια λεπτομερή επισκόπηση των βασικών παραδειγμάτων
εκπαίδευσης στη MARL. Η Κεντρικοποιημένη Εκπαίδευση και Εκτέλεση (Centralized Train-
ing and Execution, CTE) προϋποθέτει πλήρη πρόσβαση στην καθολική κατάσταση και τις
ενέργειες όλων των πρακτόρων τόσο κατά την εκπαίδευση όσο και κατά την εκτέλεση,
επιτρέποντας βέλτιστες συλλογικές πολιτικές, αλλά σε βάρος της επεκτασιμότητας και της
πρακτικότητας. Αντίθετα, η Αποκεντρωμένη Εκπαίδευση και Εκτέλεση (Decentralized Training
and Execution, DTE) αντιμετωπίζει κάθε πράκτορα ως πλήρως ανεξάρτητο, ο οποίος μαθαίνει
μόνο από τις δικές του παρατηρήσεις και ανταμοιβές. Ενώ η DTE κλιμακώνεται εύκολα,
συχνά παρουσιάζει προβλήματα σωστής κατανομής πίστωσης και δυσκολία στην προσαρμογή
στις διαρκώς μεταβαλλόμενες στρατηγικές των υπολοίπων. Ένας ευρέως χρησιμοποιούμενος
συμβιβασμός είναι η Κεντρικοποιημένη Εκπαίδευση με Αποκεντρωμένη Εκτέλεση (Central-
ized Training with Decentralized Execution, CTDE), όπου οι πράκτορες αξιοποιούν καθολικές
πληροφορίες κατά την εκπαίδευση, αλλά ενεργούν αποκλειστικά βάσει τοπικών παρατηρήσεων
κατά την εκτέλεση. Το CTDE διατηρεί πολλά από τα οφέλη της κεντρικοποίησης στη μάθηση,
ενώ ταυτόχρονα υποστηρίζει επεκτάσιμη και ανθεκτική ανάπτυξη, γεγονός που το καθιστά
ιδιαίτερα αποτελεσματικό για συνεργατικά έργα.

Όπως προαναφέρθηκε, ο αλγόριθμος Proximal Policy Optimization (PPO) αποτελεί τη βάση
για την πολυπρακτορική μάθηση σε αυτή τη διατριβή, όπου χρησιμοποιούμε δύο κύριες εκδοχές:
το Ανεξάρτητο PPO (Independent PPO, IPPO) και το Αποκεντρωμένο IPPO (Decentralized
IPPO, Dec-IPPO). Στο πλαίσιο του IPPO, όλοι οι πράκτορες μοιράζονται ένα κοινό νευρωνικό
δίκτυο κατά τη διάρκεια της εκπαίδευσης - καθιστώντας τον CTDE - κάτι που επιτρέπει στους
πράκτορες να επωφελούνται από κοινές αναπαραστάσεις και μπορεί να οδηγήσει σε έμμεσο
συντονισμό μέσω των παραμέτρων του δικτύου. Αντίθετα, στο Dec-IPPO κάθε πράκτορας
έχει το δικό του ξεχωριστό νευρωνικό δίκτυο, χωρίς κοινή χρήση παραμέτρων ή κεντρικές
πληροφορίες, οδηγώντας σε πλήρως αποκεντρωμένη εκπαίδευση και εκτέλεση (DTE). Αυτή
η βασική διάκριση επιτρέπει στη διατριβή να αξιολογήσει με αυστηρότητα τους μηχανισμούς
Κοινωνικού Σχεδιασμού Περιβάλλοντος και στα δύο πλαίσια: όταν οι πράκτορες μπορούν
να συντονίζονται έμμεσα μέσω κοινών παραμέτρων (IPPO) και όταν είναι υποχρεωμένοι να
μαθαίνουν σε πλήρη απομόνωση (Dec-IPPO).

Σε όλη αυτή την ενότητα, η διατριβή εντοπίζει και συζητά αρκετές διαρκείς προκλήσεις στη
MARL. Ένα βασικό ζήτημα είναι η απόδοση πίστωσης (credit assignment): πώς αποδίδονται
τα συλλογικά αποτελέσματα στις ατομικές ενέργειες, κάτι που είναι ιδιαίτερα δύσκολο σε
συνεργατικά ή μικτού κινήτρου περιβάλλοντα. Η επεκτασιμότητα επίσης αναδεικνύεται ως
σημαντική πρόκληση, καθώς οι αλγόριθμοι πρέπει να παραμένουν αποτελεσματικοί καθώς
αυξάνεται ο αριθμός των πρακτόρων. Η μη-στασιμότητα, δηλαδή η συνεχής εξέλιξη του
περιβάλλοντος λόγω των διαρκών ενημερώσεων πολιτικής όλων των πρακτόρων, περιπλέκει
τόσο τη σύγκλιση όσο και τη σταθερότητα. Επιπλέον, η μερική παρατηρησιμότητα αποτελεί
πρακτικό περιορισμό, απαιτώντας αλγορίθμους που λειτουργούν αποτελεσματικά ακόμα και
όταν οι πράκτορες έχουν περιορισμένη ή θορυβώδη πληροφόρηση.

Τέλος, η διατριβή τονίζει τη σημασία αυτών των πλαισίων MARL για τις πειραματικές
και θεωρητικές της συνεισφορές. Η προσεκτική ανάλυση των παραδειγμάτων εκπαίδευσης
και των αλγοριθμικών προσαρμογών υποστηρίζει τον κοινωνικό σχεδιασμό και την αξιολόγηση
δυναμικών περιβαλλόντων, ιδίως στο πλαίσιο της διαμόρφωσης κινήτρων και της συλλογικής
λήψης αποφάσεων. Αντιμετωπίζοντας τόσο τις τεχνικές όσο και τις εννοιολογικές προκλήσεις
της MARL, η διατριβή παρέχει μια ισχυρή βάση για τη διερεύνηση μηχανισμών που προάγουν
τη συνεργασία, τη δικαιοσύνη και την ανθεκτικότητα σε πολυπρακτορικά συστήματα.
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Πειραματική Διάταξη
Για τη διερεύνηση της αποτελεσματικότητας του δυναμικού σχεδιασμού κοινωνικού

περιβάλλοντος σε εμπειρικό επίπεδο, η διατριβή υιοθετεί ένα αυστηρό πειραματικό πλαίσιο,
βασισμένο σε ένα ευρέως καθιερωμένο κοινωνικό δίλημμα: την Τραγωδία των Κοινών. Το
επιλεγμένο πεδίο δοκιμών είναι το παιχνίδι Commons Harvest, ένα πολυπρακτορικό περιβάλλον
που μοντελοποιεί με κομψό τρόπο την ένταση μεταξύ ατομικής ορθολογικότητας και συλλογικής
ευημερίας. Σε αυτό το περιβάλλον, οι πράκτορες λειτουργούν σε ένα κοινό gridworld,
συλλέγοντας περιορισμένους πόρους (όπως μήλα), οι οποίοι ανανεώνονται στοχαστικά με την
πάροδο του χρόνου. Οι πράκτορες καλούνται να ισορροπήσουν ανάμεσα στον πειρασμό για
άμεση ανταμοιβή και τον κίνδυνο εξάντλησης των πόρων, καθιστώντας αυτό τον τομέα ιδιαίτερα
κατάλληλο για τη δοκιμή μηχανισμών που στοχεύουν στην ενίσχυση της συνεργασίας και της
βιώσιμης συμπεριφοράς σε ανταγωνιστικά πολυπρακτορικά περιβάλλοντα.

Ο πυρήνας της πειραματικής διερεύνησης εστιάζει στη σύγκριση διαφορετικών
προσεγγίσεων στο SED, τόσο στατικών όσο και δυναμικών. Κεντρικό ρόλο έχει η εισαγωγή
του «κύριου» (principal), του ειδικού πράκτορα που μπορεί να προσαρμόζει παραμέτρους
του περιβάλλοντος ως απάντηση στην ψήφο των πρακτόρων. Ο principal είναι κι ο ίδιος
μαθησιακός πράκτορας, υλοποιημένος με ενισχυτική μάθηση, του οποίου η πολιτική στοχεύει
στη βελτιστοποίηση ενός συλλογικού στόχου (όπως η κοινωνική ευημερία ή η δικαιοσύνη)
επηρεάζοντας τα κίνητρα των πρακτόρων μέσω μηχανισμών όπως η φορολόγηση ή οι κανόνες
αναγέννησης των πόρων.

Για τη διασφάλιση ουσιαστικών σημείων αναφοράς, θεσπίζονται διάφορες πειραματικές
γραμμές βάσης (baselines).

1. Principal με Ψηφοφορία: Ο principal προσαρμόζει δυναμικά τις παραμέτρους του
περιβάλλοντος βάσει των ψήφων των πρακτόρων, επιδιώκοντας τη βελτιστοποίηση ενός
κοινωνικού στόχου σε πραγματικό χρόνο. Είναι το βασικό πρότυπο που εκφράζει το SED.

2. Principal με στατικούς στόχους: Η συνάρτηση αμοιβής του principal είναι σταθερή -
παραμετροποιεί το περβάλλον με ένα σταθερό σύνολο κινήτρων. Οι στόχοι είναι δύο σε
κάθε περίπτωση: Utilitarian και Egalitarian.

3. Χωρίς Principal (Αναρχία): Δεν λαμβάνονται παρεμβάσεις - οι αλληλεπιδράσεις των
πρακτόρων εξελίσσονται ελεύθερα χωρίς εξωτερική ρύθμιση.

4. Θεωρητικές/Βέλτιστες Γραμμές Βάσης: Όπου είναι εφικτό, χρησιμοποιούνται
αναλυτικές ή γνωστές βέλτιστες πολιτικές για σύγκριση. Αυτή είναι η στρατηγική της
Ανακατανομής, που είναι βέλτιστη ως προς την ισοτιμία (egalitarian), αλλά μπορεί να
θεωρηθεί και ως βέλτιστη για την χρηστικότητα επίσης (utilitarian).

Ο πειραματικός σχεδιασμός δίνει ιδιαίτερη έμφαση στον ρόλο του σχεδιασμού μηχανισμών
και της συλλογικής συγκέντρωσης προτιμήσεων (preference aggregation). Συγκεκριμένα,
υλοποιείται η καινοτομία του δυναμικού συστήματος ψηφοφορίας, το οποίο επιτρέπει
στους πράκτορες να εκφράζουν τις προτιμήσεις τους για αλλαγές στο περιβάλλον (όπως
προτεινόμενους φορολογικούς συντελεστές ή κανόνες κατανομής πόρων). Ο principal συλλέγει
αυτές τις ψήφους και, ως μαθησιακός πράκτορας, τις ενσωματώνει στις ενημερώσεις της
πολιτικής του - δημιουργώντας ουσιαστικά έναν βρόχο ανατροφοδότησης όπου το περιβάλλον
ανταποκρίνεται δυναμικά στις προτιμήσεις των πρακτόρων. Ο principal υλοποιεί την απόφαση
των πρακτόρων μαθαίνοντας τα ποσοστά φορολόγησης τριών επιπέδων: των 2 πλουσιότερων,
των 2 φτωχότερων και των 3 μεσαίων.

Το βασικό μαθησιακό πλαίσιο τόσο για τους πράκτορες όσο και για τον principal βασίζεται
στο Proximal Policy Optimization (PPO). Κάνουμε χρήση replay buffer για να λύσουμε το
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πρόβλημα του ότι οι παρατηρήσεις που συλλέγει ο principal σε κάθε update είναι πολύ λίγες
για να μάθει επιτυχώς τις βέλτιστες πολιτικές. Oι επιμέρους πράκτορες εκπαιδεύονται με
τη χρήση τόσο IPPO και Dec-IPPO σε ξεχωριστά runs για να συγκρίνουμε την επίδραση
της κεντροποιημένης και πλήρως αποκεντροποιημένης προσέγγισης αντίστοιχα κατά την
εκπαίδευση.

Χρησιμοποιούμε νευρωνικά δίκτυα ως προσεγγιστές συναρτήσεων τόσο για τους πράκτορες
όσο και για τον principal. Οι πράκτορες λαμβάνουν τοπικές παρατηρήσεις από το περιβάλλον
τους (π.χ. θέση και κατάσταση πόρων και άλλων πρακτόρων) και παράγουν κατανομές
ενεργειών και εκτιμήσεις αξίας. Ο principal συνήθως λαμβάνει συγκεντρωτικές πληροφορίες,
όπως την τρέχουσα κατάσταση του περιβάλλοντος, τα αποτελέσματα της ψηφοφορίας των
πρακτόρων και τον αριθμό των μήλων που έχουν συλλέξει οι πράκτορες. Οι πράκτορες έχουν
πρόσβαση στο χώρο του προβλήματος μόνο εντός του περιορισμένου ορίζοντά τους.

Τα αποτελέσματα παρουσιάζονται τόσο ποσοτικά (με διαγράμματα και πίνακες) όσο και
ποιοτικά (με ανάλυση παρατηρούμενων συμπεριφορικών μοτίβων). Αυτή η ολοκληρωμένη
πειραματική μεθοδολογία επιτρέπει τη διατύπωση αξιόπιστων συμπερασμάτων σχετικά με
την αποτελεσματικότητα του δυναμικού σχεδιασμού κοινωνικού περιβάλλοντος σε πλαίσια
πολυπρακτορικής ενισχυτικής μάθησης, ενώ αναδεικνύει προκλήσεις όπως η επεκτασιμότητα,
η απόδοση πίστωσης και η ανθεκτικότητα των μηχανισμών σε αποκεντρωμένα συστήματα.

Αποτελέσματα
Τα πειράματα, τα οποία συνέκριναν διάφορα σενάρια πολυπρακτορικής ενισχυτικής

μάθησης (MARL), παρείχαν σημαντικές γνώσεις σχετικά με την αποτελεσματικότητα
του Σχεδιασμού Κοινωνικού Περιβάλλοντος (SED) τόσο υπό κεντρικοποιημένα όσο και
αποκεντρωμένα σχήματα εκπαίδευσης.

Στα αποτελέσματα του IPPO (Κεντρικοποιημένη Εκπαίδευση Αποκεντρωμένη Εκτέλεση),
η συλλογική απόδοση αποκάλυψε σαφείς τάσεις για διαφορετικούς στόχους. Το σενάριο “Util-
itarian” (Ωφελιμιστικό) κατέγραψε τελικά την καλύτερη απόδοση ως προς το συνολικό πλήθος
μήλων που συλλέχθηκαν (ωφελιμιστικός στόχος), ενώ προς το τέλος της εκπαίδευσης έδειξε
επίσης ισχυρή επίδοση και στη διάσταση της ισότητας [Εικόνες 4.5, 4.7]. Αντίθετα, το “Egal-
itarian” (Ισοκρατικό) σενάριο είχε σταθερά τις χαμηλότερες ωφελιμιστικές αποδόσεις [Εικόνα
4.5]. Το “Redistribution” (Αναδιανομή) παρουσίασε αρχικά υψηλές ωφελιμιστικές επιδόσεις,
δείχνοντας ταχεία συλλογική μάθηση, αλλά στη συνέχεια υπέστη απότομη πτώση καθώς
προχωρούσε η εκπαίδευση - μια παρατήρηση που σχετίζεται με το πρόβλημα της απόδοσης
πίστωσης (credit assignment) [Εικόνα 4.5]. Το “Anarchy” (Αναρχία), χωρίς principal, επίσης
εμφάνισε αρχικά ισχυρή απόδοση, αλλά τελικά ξεπεράστηκε από το “Utilitarian” [Εικόνα 4.5].
Ως προς τους δείκτες δικαιοσύνης, το “Redistribution” διατήρησε σχεδόν μηδενική τυπική
απόκλιση και τα υψηλότερα ισοκρατικά σκορ, καθώς είχε σχεδιαστεί για τέλεια ισότητα [Εικόνες
4.6, 4.7]. Ένα σημαντικό εύρημα ήταν ότι το “Dynamic” SED σενάριο πέτυχε επιθυμητή
ισορροπία μεταξύ ωφέλειας και ισότητας, χωρίς να υπολείπεται σημαντικά του “Utilitarian”
στο συνολικό όφελος, διατηρώντας παράλληλα μέτρια ανισότητα και συχνά ξεπερνώντας ή
εξισώνοντας το “Utilitarian” στο ισοκρατικό κριτήριο στα τελευταία επεισόδια [Εικόνες 4.5,
4.6, 4.7]. Αυτό αποδεικνύει τη δυναμική του SED να πετυχαίνει ευεργετική ισορροπία.

Η ανάλυση των φορολογικών συντελεστών υποστήριξε αυτά τα ευρήματα: ο principal στο
“Utilitarian” επέβαλε υψηλότερους φόρους στους χαμηλόμισθους (Bracket 1) και χαμηλότερους
στους υψηλόμισθους (Bracket 3) για τη μεγιστοποίηση του συνολικού οφέλους, ενώ ο “Egal-
itarian” φορολογούσε περισσότερο τους πλούσιους (Bracket 3) και λιγότερο τους φτωχούς
(Bracket 1) ώστε να δώσει προτεραιότητα στη δικαιοσύνη [Εικόνες 4.8, 4.10]. Ο “Dynamic”
principal διατηρούσε σταθερά μια πιο μετριοπαθή προσέγγιση, με φορολογικούς συντελεστές
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ενδιάμεσους αυτών του “Utilitarian” και “Egalitarian” σε όλες τις κατηγορίες εισοδήματος
[Εικόνες 4.8, 4.9, 4.10].

Η εξέταση των ατομικών αποδόσεων ανέδειξε ότι η επιθετική αναδιανομή στο “Egalitarian”
οδήγησε σε αποσύνδεση μεταξύ ατομικής επίδοσης και ανταμοιβής, τιμωρώντας ουσιαστικά
τους πιο αποτελεσματικούς πράκτορες και επιδεινώνοντας το πρόβλημα της απόδοσης πίστωσης,
με τελικό αποτέλεσμα την κατάρρευση της απόδοσης. Αυτό το πρόβλημα αποφεύχθηκε στο
“Dynamic” σενάριο, το οποίο ανέκαμψε από αρχικές πτώσεις και συνέχισε να βελτιώνεται.
Το “Anarchy” εμφάνισε μεγάλη ανισότητα, με λίγους πράκτορες να κυριαρχούν στη συλλογή
πόρων, μετατρέποντας το παιχνίδι σε σχεδόν μηδενικού αθροίσματος για τους υπόλοιπους
[Εικόνα 4.14].

Στα αποτελέσματα του Dec-IPPO (Αποκεντρωμένη Εκπαίδευση Εκτέλεση)
παρατηρήθηκαν αξιοσημείωτες αντιθέσεις. Σε αυτό το πλήρως αποκεντρωμένο σχήμα,
το “Anarchy” πέτυχε τη μεγαλύτερη συλλογική ωφελιμιστική ωφέλεια με διαφορά από όλα
τα υπόλοιπα Dec-IPPO αλλά και IPPO σενάρια [Εικόνα 4.15]. Αυτό συνάδει με το Πρώτο
Θεμελιώδες Θεώρημα της Οικονομικής Ευημερίας, που προβλέπει πως υπό ιδανικές συνθήκες,
ο ανταγωνισμός μπορεί να οδηγήσει σε αποδοτική κατανομή πόρων χωρίς κεντρικό συντονισμό.
Ωστόσο, τα σενάρια “Egalitarian” και “Redistribution” συνέχισαν να παρουσιάζουν πτώση
απόδοσης λόγω της αποσύνδεσης μεταξύ δράσης και ανταμοιβής και σε αυτό το αποκεντρωμένο
πλαίσιο. Το κρίσιμο εύρημα ήταν ότι το “Dynamic” SED σενάριο αναδείχθηκε το πιο βέλτιστο
όταν συνεκτιμώνται όλοι οι στόχοι στο DTE, κατακτώντας τη δεύτερη υψηλότερη συλλογική
ωφέλεια και τελικά ξεπερνώντας το “Egalitarian” στη δεύτερη θέση ως προς τον ισοκρατικό
στόχο [Εικόνες 4.15, 4.17]. Αυτό παρέχει εμπειρική απόδειξη για την υπόσχεση του SED να
ισορροπεί απόδοση και δικαιοσύνη σε αποκεντρωμένα πολυπρακτορικά συστήματα. Όπως
και στο IPPO, οι φορολογικές πολιτικές στο Dec-IPPO εμφάνισαν σταθερές τάσεις, αν και ο
“Dynamic” principal έγινε ελαφρώς πιο πολωμένος μεταξύ των brackets, διατηρώντας πάντως
τη μετριοπάθειά του [Εικόνες 4.18, 4.20].

Επιπρόσθετες παρατηρήσεις επιβεβαίωσαν ότι το “Anarchy”, ενώ οδηγεί σε υψηλές
ωφελιμιστικές αποδόσεις, συνεπάγεται πάντοτε σημαντική ανισότητα μεταξύ των πρακτόρων
[Εικόνες 4.6, 4.16], αναδεικνύοντας το θεμελιώδες δίλημμα μεταξύ συνολικής ευημερίας και
δίκαιης κατανομής. Ένα αξιοσημείωτο αναδυόμενο φαινόμενο ήταν η κατάρρευση απόδοσης
στα “Redistribution” runs, παρά τη θεωρητική βέλτιστη ισορροπία τόσο για τους ωφελιμιστικούς
όσο και τους ισοκρατικούς στόχους. Αυτό συνέβη επειδή ο μηχανισμός παραμόρφωσε τον
άμεσο δεσμό μεταξύ ατομικών ενεργειών και λαμβανόμενων ανταμοιβών, επιδεινώνοντας το
πρόβλημα απόδοσης πίστωσης και παρεμποδίζοντας τη διαδικασία μάθησης. Αυτό το εύρημα
αναδεικνύει την ανάγκη για «μηχανισμούς συμβατούς με τη μάθηση» - σχεδιασμούς που όχι
μόνο επιτυγχάνουν κοινωνικούς στόχους σε ισορροπία, αλλά και διευκολύνουν σταθερή και
ανθεκτική μάθηση σε προσαρμοζόμενα πολυπρακτορικά συστήματα, γεφυρώνοντας το χάσμα
μεταξύ της κλασικής θεωρίας σχεδιασμού μηχανισμών και των πρακτικών εφαρμογών MARL.
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Chapter 1

Multi-Agent Systems

1.1 Introduction
Intelligent behavior in the real world rarely is observed in isolation. From social organisms to

digital economies, interaction is a major component that drives complexity. Agents adapt, com-
pete, cooperate, signal, deceive, negotiate, and align. Therefore, before we can begin to model
learning in such systems, or to design environments that steer them toward desirable outcomes,
we must study the substrate of interaction itself.

This chapter effectively focuses not on how agents learn, but on what it means for them to
act in shared spaces - strategically, often under uncertainty and perhaps adaptively. This is the
necessary first step toward the main contribution of this work: the investigation of a dynamic
framework for shaping multi-agent systems called Social Environment Design.

We begin with the mathematical underpinnings of game theory, which formalizes how agents
reason about each other in both simultaneous and sequential decision-making contexts. We then
shift our focus to cooperative settings, which are settings where the rewards are shared among
the agents. In that, we will introduce Markov Decision Processes (MDPs), which will form the
mathematical foundation for the learning setups explored later, and their subsequent multi-agent
generalizations. Finally, we discuss collective decision-making, in how individual preferences
can be aggregated through voting, and how incentives can be structured through a framework
called mechanism design, leading us toward the central question of this thesis: how to shape in-
teraction and engineer solutions that optimize a learning agent’s behavior in multi-agent settings.

1.2 Non-Cooperative Game Theory
Multi-agent interaction brings with it an inherent layer of strategic complexity. When the

outcome of an agent’s decision depends not just on the environment, but also on the choices made
by others, reasoning must account for more than the individual’s dynamics. In such settings, the
core problem is no longer just one of decision-making, but one of strategic interaction.

Game theory is the formal study of such interactions. It provides a mathematical framework
to describe settings in which multiple agents, or players, each with potentially conflicting goals,
select actions that jointly determine the outcome. These outcomes, in turn, determine the conse-
quences faced by each agent. In the context of game theory, these are either costs that the agents
would prefer to minimize or rewards/utilities that the agents strive to maximize (we will adopt
the latter, as it is in accordance with the Reinforcement Learning approach).

In this work, we adopt the perspective of non-cooperative game theory, where agents are
treated as autonomous entities acting independently, each aiming to optimize their own out-
come. No binding agreements or enforced coordination mechanisms are assumed; instead, be-
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havior emerges from the interplay of individual objectives and mutual influence. This setting
captures a broad class of real-world systems where collaboration is neither guaranteed nor cen-
trally enforced, and where agents must navigate strategic environments based solely on their own
reasoning.

At the heart of game-theoretic analysis lies the concept of self-interest. Each agent is assumed
to act in accordance with its own objectives, independent of any external prescription. This does
not necessarily imply selfishness in the moral sense, but rather that each agent’s behavior is
governed solely by what it perceives as beneficial, given its preferences and beliefs about the
world.

We also assume that our agents are strategic, meaning that each takes the optimal actions to
maximize their returns in the scope of the game. While that might appear as a rational hypothesis,
it is considered as the greatest weakness of game theory. In reality, people and other strategic
actors do not act totally rationally, but rather only approximate such behavior or even act based
on other factors like emotions. That also holds true for learning agents, as until they figure out
the optimal policy, they are acting in a suboptimal manner. This is where the notion of bounded
rationality comes in, which acknowledges these limitations, but we will refrain from discussing
this to a greater extent as it doesn’t offer any helpful insights other than that this problem is much
more complicated and any theoretical guarantees become rarer and weaker. Instead, we mention
this to give an early indication that notions of convergence and other theoretical aspects that we
will discuss in this chapter are difficult to demonstrate in practice, although they remain relevant
as desiderata and provide us with useful tools to understand and analyze practical implementa-
tions of such systems.

To reason about preferences and compare outcomes, game theory introduces the notion of
utility. Each agent is assumed to evaluate the desirability of outcomes through a utility function,
which assigns a numerical value to each possible result of the game. These values provide a
common language for describing incentives, trade-offs, and the alignment or misalignment of
the agents’ interests. It should be made clear at that point that utility corresponds to the rewards
in the Reinforcement Learning setting, and that the possible results of a game correspond to the
states (the latter will become more clear when discussing Markov games in section 1.4).

In the most standard formulation, utility is expressed as a single real number, enabling formal
comparison and optimization, so the utility function becomes a mapping from states to real num-
bers. However, it is not at all obvious why that would be the case; perhaps utility would be better
described with an n-dimensional vector which could store more complex information about the
agent preferences. In fact, there is a distinct field called utility theory that, among other direc-
tions, attempts to quantify the agents’ preferences across their available alternatives. Firstly, it
formulates the relations between different preferences, for which we refer to section 1.5. Then, it
states certain axioms upon which it is based, namely completeness, transitivity, substitutability,
decomposability, monotonicity and continuity (we will not discuss in detail what each expresses,
but they are rather common-sense hypotheses about how a rational individual would think about
its preferences). It was proven by von Neumann and Morgenstern [1944] that if all six of these
axioms hold true, then there is in fact a mapping from every possible alternative to a single real
number, which is our utility function. Therefore, this justifies the use of a single real number to
express the utilities of each agent.

We will now move forward with formalizing the notion of a game.

1.2.1 Normal Form
One of themost familiar representations of strategic interactions in game theory is the normal

form, also referred to as the strategic form. It corresponds to the tabular representation of every
player’s utility for every combination of actions for the individual players. Therefore, it assumes

31



that the states of the game are solely the joint vector of the actions played by the players in an
instance of the game. It also assumes that the players are acting simultaneously, so no one plays
before another and therefore cannot observe other players’ actions before making their own.
More formally:

Definition 1.1 (Normal-form game (Shoham and Leyton-Brown [2009])). A (finite, n-person)
normal-form game is a tuple (N;A; u), where:

• N is a finite set of n players, indexed by i;

• A = A1 � � � � �An, where Ai is a finite set of actions available to player i. Each vector
a = (a1; : : : ; an) 2 A is called an action profile;

• u = (u1; : : : ; un), where ui : A 7! R is a real-valued utility (or payoff) function for
player i.

Definition 1.2 (Action Profile). Given a normal-form game (N;A; u), an action profile is a tuple
a = (a1; : : : ; an) 2 A, where each ai 2 Ai is the action chosen by player i.

We will use a�i to denote the actions of all players except player i, so that an action profile
can be written as (ai; a�i).

The most common way to represent normal-form games is via payoff matrices, which define
the outcomes of simultaneous choices by players (see for instance Table 1.1). With this represen-
tation in place, the central challenge now becomes identifying how rational players will behave,
and consequently which outcomes can be expected to arise. The field of game theory approaches
this by introducing solution concepts, formal definitions that seek to characterize rational behav-
ior in strategic settings. So, before we examine specific classes of games, we will first present
some of these solution concepts.

We begin with the notion of Nash equilibrium (NE), which is one of the first and most funda-
mental and influential such concepts in game theory. Essentially, a Nash equilibrium is a strategy
profile where no player has an incentive to deviate unilaterally. That is, given the strategies of
all other players, each player’s strategy is a best response. In other words, each player assumes
the others are behaving optimally, and behaves optimally in response.

Definition 1.3 (Nash Equilibrium). A strategy profile �� = (��
1; : : : ; �

�
n) in a game with n

players is a Nash equilibrium if for every player i, and for all alternative strategies �i, we have:

ui(�
�
i ; �

�
�i) � ui(�i; ��

�i);

where ��
�i denotes the strategies of all players except i, and ui is the utility function of player i.

While a strategy profile is in general distinct from an action profile, as wewill discuss shortly,
at this point the reader can assume that these notions are interchangeable. One natural way to
determine these action profiles is via examining which actions dominate another. This is also
closely related to the notion of Pareto Optimality, that we will discuss shortly.

Definition 1.4 (Strict Domination). An action ai strictly dominates another action a0
i for player

i if for every profile of actions a�i by the other players, the payoff of ai is strictly better:

ui(ai; a�i) > ui(a
0
i; a�i) 8a�i:

Definition 1.5 (Weak Domination). An action ai weakly dominates another action a0
i for player

i if for every profile of actions a�i by the other players, ai yields at least as much utility, and for
some a�i it yields strictly more:

ui(ai; a�i) � ui(a0
i; a�i) 8a�i; and 9a�i such that ui(ai; a�i) > ui(a

0
i; a�i):
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In general, if a strategy is strictly dominated, it cannot be part of any Nash equilibrium since
rational players would never choose it. Hence, the process of iteratively eliminating strictly
dominated strategies (iterated strict dominance) often simplifies the analysis of games and can
lead directly to Nash equilibria in certain classes of games - it does not always result in a solution.

However, weak domination is subtler. While weakly dominated strategies are often subopti-
mal, they can appear in some Nash equilibria, particularly in mixed-strategy settings. Therefore,
elimination of weakly dominated strategies must be used cautiously, as it may exclude potential
equilibria.

Nonetheless, if many NE exist, it does not mean that they are all as desirable outcomes as
other. In fact, it might even be the case that they are not desirable at all. That brings us to the
concept of Pareto optimality and Pareto-dominant sets, which help evaluate the efficiency of
equilibria from a social welfare perspective.

Definition 1.6 (Pareto Optimality). An action profile a = (a1; : : : ; an) is said to be Pareto
optimal (or Pareto efficient) if there does not exist another action profile a0 = (a0

1; : : : ; a
0
n) such

that for all players i, ui(a0) � ui(a) and for at least one player j, uj(a0) > uj(a). In other words,
a is Pareto optimal if no player can be made better off without making at least one other player
worse off.

This notion captures a form of collective rationality: while Nash equilibrium is based on
unilateral deviations and individual incentives, Pareto optimality evaluates outcomes in terms of
group welfare. Importantly, not all Nash equilibria are Pareto optimal. Some equilibria may be
stable yet inefficient, meaning that all players could simultaneously switch to a different strat-
egy profile that would strictly improve at least one player’s payoff without harming the others.
This discrepancy is famously illustrated by the Prisoner’s Dilemma in Figure 1.9, where mutual
defection is the unique Nash equilibrium but is strictly Pareto dominated by mutual cooperation.

The set of Pareto optimal profiles, often referred to as the Pareto frontier, represents all the
undominated outcomes in the game. This is a very important notion, including in the context of
this thesis, as in applications such as mechanism design or policy formulation, it is common to
seek equilibria that are not only stable (in the Nash sense), but also Pareto efficient - aligning
individual rationality with collective well-being.

Besides the points considered above, there are also cases where no single action is optimal to
play. Consider the game of Rock-Paper-Scissors: no pure strategy (i.e., deterministic choice of
action) guarantees a win regardless of the opponent’s choice. This motivates the introduction of
mixed strategies, where players randomize over their available actions to avoid being exploitable.

Rock Paper Scissors
Rock 0; 0 �1; 1 1;�1

Paper 1;�1 0; 0 �1; 1

Scissors �1; 1 1;�1 0; 0

Table 1.1: Rock-Paper-Scissors game.

Definition 1.7 (Pure Strategy). A pure strategy for a player is a deterministic choice of an action
from their action set. That is, a pure strategy selects one specific action to play with probability
1.

Definition 1.8 (Mixed Strategy). A mixed strategy for a player i is a probability distribution �i
over their action set Ai. That is, �i : Ai ! [0; 1] such that

P
ai 2Ai

�i(ai) = 1. The player then
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selects an action randomly according to this distribution. Pure strategies are a special case of
mixed strategies where the distribution is concentrated on a single action.

Definition 1.9 (Strategy Profile). A strategy profile is a tuple � = (�1; : : : ; �n) where each �i
is a (possibly mixed) strategy for player i. It describes a complete specification of how every
player in the game will act.

By extending the strategy space from pure to mixed strategies, a powerful result by Nash
[1950] can be established: every finite game admits at least one Nash equilibrium in mixed
strategies. This is a fundamental result in game theory, as it guarantees the existence of a stable
outcome even in games with no pure-strategy equilibrium. The formal statement is as follows:

Theorem (Nash [1950]). Every finite game (i.e., with a finite number of players and a finite
number of actions per player) admits at least one Nash equilibrium in mixed strategies.

This existence result is nontrivial and the proof relies on fixed-point theorems from topology
(notably Brouwer’s fixed-point theorem). It highlights the robustness of the equilibrium concept:
regardless of the structure of player preferences, as long as the game is finite, we are guaranteed
a strategy profile where no player can improve their payoff by deviating unilaterally.

There also exists a refinement of the Nash equilibrium concept that imposes stricter stability
requirements under the assumption that playersmaymake small, unintendedmistakes. This leads
to the notion of a trembling hand perfect equilibrium, which eliminates equilibria that rely on
weakly dominated strategies or non-credible threats (relates to concepts seen in extensive-form
games, seen in section 1.2.2.

Definition 1.10 (Trembling Hand Perfect Equilibrium). A trembling hand perfect equilibrium
is a strategy profile that is the limit of a sequence of completely mixed strategy profiles (i.e., ev-
ery action is played with positive probability) that are best responses to one another. Formally,
a strategy profile �� is a trembling hand perfect equilibrium if there exists a sequence of per-
turbed strategy profiles f��g, where each player assigns positive probability to every action (i.e.,
��i (a) > 0 for all a 2 Ai), such that:

lim
�!0

�� = ��;

and for each � > 0, �� is a Nash equilibrium of the perturbed game.

This refinement captures the idea that players should only rely on strategies that remain op-
timal even when there is a small chance of every possible mistake occurring. A trembling hand
perfect equilibrium rules out those equilibria that depend on players assigning zero probability
to some actions, effectively strengthening the notion of rationality under uncertainty. Such equi-
libria are also particularly useful in extensive-form games, which we will discuss in the next
subsection.

However, calculating Nash equilibria turns out to be very hard computationally. In fact, it
has been shown by Daskalakis et al. [2009] that finding a Nash equilibrium in the general case
is PPAD-complete, which implies that even approximating a solution can be intractable for large
games. In many situations we have to consider relaxations to the notion of NE, which might be
more tractable in practice. There are many categories of games where the NE can be computed
very efficiently, as shown for zero-sum game by von Neumann [1928], and generally NE for
small games can be computed usingmethods like linear programming, while there has been focus
on approximation algorithms in specific game types, for instance Daskalakis and Papadimitriou
[2015]. However, we will not be delving deeper into these, as they are not of interest in this
thesis, as the settings we will be examining are very general and very computationally demanded.
Relaxing the notion of NE is therefore necessary even when discussing theoretical guarantees.
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Definition 1.11 ("-Nash Equilibrium). Let " > 0. A strategy profile � = (�1; : : : ; �n) is called
an "-Nash equilibrium if no player can improve their utility by more than " through a unilateral
deviation. Formally, for every player i and every alternative strategy �0

i:

ui(�i; ��i) � ui(�0
i; ��i)� ":

In an "-Nash equilibrium, each player’s strategy is approximately a best response to the oth-
ers. These approximate equilibria are useful in large games or settings where exact optimization
is computationally prohibitive. Clearly, as " ! 0, the "-Nash equilibrium converges to a true
Nash equilibrium.

Definition 1.12 (Local "-Nash Equilibrium). A strategy profile � is a local "-Nash equilibrium
if it satisfies the "-Nash condition only with respect to local (i.e., small or restricted) deviations
in the strategy space. More formally, each player i cannot gain more than " by deviating to a
strategy �0

i that is in some local neighborhood N�(�i) of their current strategy �i:

ui(�i; ��i) � ui(�0
i; ��i)� "; 8�0

i 2 N�(�i):

Local "-Nash equilibria are especially relevant in continuous strategy spaces or in algorith-
mic contexts like policy optimization, where only local improvements are feasible. Many prac-
tical reinforcement learning algorithms including the ones we will discuss in the next chapter
like policy gradient methods, can be shown to converge to such local equilibrium points under
appropriate conditions. While they may not be globally optimal, they often represent stable and
efficient operating points in multi-agent systems.

However, there are other notions of equilibrium that allow for broader notions of coordina-
tion among players. One particularly important refinement is the correlated equilibrium, which
generalizes the idea of Nash equilibrium by allowing players to condition their strategies on
signals from a common source.

Definition 1.13 (Correlated Equilibrium). A probability distribution � over the set of joint action
profiles A = A1 � � � � � An is a correlated equilibrium if, for every player i and every pair of
actions ai; a0

i 2 Ai, the following incentive compatibility condition holds:
X

a� i 2A� i

�(ai; a�i)
�
ui(ai; a�i)� ui(a0

i; a�i)
�
� 0:

Intuitively, a correlated equilibrium allows a mediator to sample an action profile a =
(a1; : : : ; an) from the distribution � and privately recommend action ai to each player i. The
equilibrium condition ensures that no player has an incentive to deviate from the recommenda-
tion, assuming the others follow theirs. This might be particularly common in practice in the
setting we examine in this thesis, as agents might coordinate there actions based on extrane-
ous environmental cues. It captures situations where players can coordinate through public or
private signals without explicit communication. Unlike Nash equilibrium, where players act in-
dependently, correlated equilibria allow for dependencies across strategies, which can lead to
outcomes that are more socially efficient. Such equilibria can also be computed efficiently via
linear programming - in contrast to the computational hardness of finding Nash equilibria. More-
over, every Nash equilibrium induces a correlated equilibrium, but the reverse is not generally
true.

Additional notions also arise from different assumptions about opponent behavior, adversar-
iality, and the role of uncertainty that serve as conservative alternatives grounded in worst-case
reasoning. One of the most fundamental concepts in this regard is the maxmin strategy, which
models the behavior of a cautious player aiming to maximize their guaranteed payoff. The idea
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is to assume that all other players may act in the most adversarial way possible, and to select
a strategy that performs best under this pessimistic assumption. Formally, player i’s maxmin
strategy is one that solves:

max
si

min
s� i

ui(si; s�i); (1.1)

and the resulting value is called the maxmin value or security level of the game for player
i. This quantity represents the lowest payoff that i can ensure for themselves, regardless of the
others’ choices.

In contrast, the minmax strategy considers the inverse situation: how much player i can
restrict the utility of some opponent j. This concept is particularly useful in settings such as
repeated games, where one player’s ability to punish another can shape long-run incentives. In
the two-player case, the minmax strategy for player i against �i is defined as:

min
si

max
s� i

u�i(si; s�i); (1.2)

and the associated minmax value denotes the maximum payoff player �i can be denied by
i’s choice.

In games involving more than two players, the definition generalizes by assuming that all
players except one may coordinate to minimize a given player’s utility. For example, the minmax
value for player j becomes:

min
s� j

max
sj

uj(sj ; s�j); (1.3)

where s�j denotes the joint strategy of all players other than j. This captures the worst-case
payoff that j might face if the rest of the group were fully aligned against them.

These two notions come together most elegantly in the context of two-player zero-sum
games. The celebrated minimax theorem by von Neumann [1928], one of the earliest results
in game theory, states that in such games, the maxmin and minmax values coincide, and every
Nash equilibrium achieves this common value (although this last result came to be later, as the
notion of Nash equilibrium didn’t exist at that time). That is, if (s�

1; s
�
2) is a Nash equilibrium in

a two-player zero-sum game, then:

max
s1

min
s2

u1(s1; s2) = u1(s�
1; s

�
2) = min

s2
max
s1

u1(s1; s2); (1.4)

and analogously for player 2. This result implies that in such games, all Nash equilibria yield
the same payoff vector, and each player’s equilibrium strategy is simultaneously their maxmin
and minmax strategy.

Of course, while maxmin strategies offer guarantees under worst-case assumptions, they
can be overly conservative in settings where other agents are unpredictable but not malicious.
This isn’t the case in general when we have self-interested agents, as adopting such adverserial
strageties would usually come at the expense of maximizing their own utilities. A more nuanced
criterion in such situations is offered by the notion of regret, a notion that will come up many
times in the theoretical underpinnings of this thesis. Regret quantifies the opportunity loss in-
curred by playing a suboptimal action in hindsight. Specifically, player i’s regret for playing
action ai against a�i is defined as:

max
a0

i 2Ai

ui(a
0
i; a�i)� ui(ai; a�i);

i.e., the gap between the best utility i could have obtained and what they actually received.
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Taking this further, themaximum regret for action ai is the worst-case regret over all possible
actions of the other players:

max
a� i 2A� i

�
max
a0

i 2Ai

ui(a
0
i; a�i)� ui(ai; a�i)

�
:

Minimizing this quantity leads to the concept of minimax regret, which identifies actions that
minimize the largest regret a player could suffer:

Definition 1.14 (Minimax Regret). Player i’s minimax regret strategy is

arg min
ai 2Ai

max
a� i 2A� i

�
max
a0

i 2Ai

ui(a
0
i; a�i)� ui(ai; a�i)

�
:

This notion is particularly relevant in settings where the agent has no well-formed beliefs
about the others’ rationality and actions and instead seeks to hedge against the worst possible loss
of utility. Unlike the maxmin strategy, which focuses on securing a baseline payoff, the minimax
regret strategy focuses on minimizing the regret of having acted suboptimally in hindsight - a
criterion that aligns closelywith robust decision-making under uncertainty and is therefore tighlty
related to reinforcement learning.

Having discussed all these notions, we can now move forward with discussing common
classes of games. We begin with the pure coordination games, also called team games or
common-payoff games. The latter describes them the best: they are the games where for each
action profile a the payoff of the agents is the same (for any pair of agents i; j, ui(a) = uj(a). A
common example is the game where two drivers must decide which side of the road they need to
drive on; if they drive on the same side (different actions) they both loose (0) as they crash, while
if they choose opposite sides (same action) they both win as they avoid crashing (1). This exam-
ples illustrates why these games are called pure coordination, as the agents have no conflicting
interests so they must coordinate their actions in order to achieve a solution that is maximally
beneficial for all of them.

A B
A 1; 1 0; 0

B 0; 0 1; 1

Table 1.2: Coordination Game.

That being said, coordination games are not necessarily restricted to a shared payoff. The
most famous example is the Battle of the Sexes, where a couple wants to decide which movie
they will watch. Each party wants the other movie, but they both want to agree to a movie in
order to watch it together. They must therefore reach a consensus that will be more beneficial to
one over the other but mutually beneficial nonetheless, allowing much room for communication
and negotiation.

On the opposing side of the pure coordination games, we have the pure competition games,
which are most commonly known as zero-sum games or more generally constant-sum games.
These are games where for any action profile a it holds that u1 + u2 = c. Notice that in this
case the game is limited in the two-player setting. This is because one player’s gain is another
player’s loss, so from any other agents perspective it wouldn’t be a constant-sum game. That
is not true for the pure coordination games, as there can be any arbitrary amount of players that
need to coordinate their actions to achieve a mutually maximal utility. The primary example in
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Movie A Movie B
Movie A 2; 1 0; 0

Movie B 0; 0 1; 2

Table 1.3: Battle of the Sexes game.

Heads Tails
Heads 1;�1 �1; 1

Tails �1; 1 1;�1

Table 1.4: Matching Pennies game.

this case is the Matching Pennies game, where two players flip a coin each, and if the result is
the same for both coins, player 1 gets both of them, if not, player 2 gets them.

The more general class of games is the general-sum games, where the sum of the utilities
in each profile can take any arbitrary value. There is no limitation to represent competition,
coordination or anything in between (mixed). Wewill focus on a specific subclass of such games,
relevant to the work of this thesis, the social dilemma games. Following the formulation of Macy
and Flache [2002], in their fundamental form these games can be described as two-player games
with two actions each, to cooperate (C) or defect (D). If they both cooperate, they both get a
reward (R), if they both defect they each get a punishment (P ), and if they diverge, there will a
sucker outcome (S) to the player who cooperated and a temptation (T ) for the one who defected.

The corresponding matrix is presented in Figure 1.5. Such games are called symmetric, as
the payoff for each player depends only on the strategies chosen and not on who is playing them,
which results in a symmetric matrix as well. A game with such a setup qualifies to be classified
as a social dilemma if the following conditions are met:

• R > P - players prefer mutual cooperation over mutual defection,

• R > S - players prefer mutual cooperation over being exploited,

• 2R > T + S - players prefer mutual cooperation over a coin flip between unilateral
cooperation and defection,

• T > R or P > S - players are tempted to defect or fear being exploited.

C D
C R; R S; T

D T; S P; P

Table 1.5: Social Dilemma general form.

Depending on the ordering of the payoffs (T;R; P; S), the general matrix introduced above
gives rise to a number of canonical two-player games with distinct strategic structures. In the
case where R > T and S > P , the interaction is fully cooperative: mutual cooperation strictly
dominates all other outcomes. This game is often referred to as the Harmony Game. There
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exists no conflict between individual rationality and collective welfare, as cooperation is both
individually rational and socially optimal. As such, no genuine social dilemma is present.

A B
A 3; 3 1; 0

B 0; 1 2; 2

Table 1.6: Harmony Game.

When the ordering is R > T > P > S, the situation becomes more delicate. Although
mutual cooperation yields the highest joint payoff, the fear of unilateral defection deters agents
from cooperating. This configuration corresponds to the Stag Hunt. Here, both mutual cooper-
ation and mutual defection are Nash equilibria. The former is Pareto-optimal, while the latter is
risk-dominant. This structure represents a coordination game in which successful cooperation
depends on mutual trust or external coordination mechanisms.

Stag Hare
Stag 4; 4 0; 3

Hare 3; 0 3; 3

Table 1.7: Stag Hunt Game.

Under the ordering T > R > S > P , the dominant tension arises from greed rather than
fear. Each player prefers to defect in hopes of obtaining the temptation payoff T , especially if the
opponent cooperates. However, mutual defection leads to the worst collective outcome P . This
structure defines the Chicken Game (also known as the Hawk-Dove Game). The game embodies
a contest of brinkmanship, where players rely on the expectation that the other will yield first.
Cooperation is again desirable but unstable.

Swerve Straight
Swerve 0; 0 �1; 1

Straight 1;�1 �10;�10

Table 1.8: Chicken Game.

The most stringent case arises when T > R > P > S. In this configuration, both fear
and greed are operative, and this defines the classic Prisonerôs Dilemma. Regardless of the
opponent’s action, defection yields a higher individual payoff. Yet both players would benefit
more from mutual cooperation than from mutual defection. This setting exemplifies the core
challenge of aligning individual incentives with collective welfare and is a central focus in the
study of social dilemmas and cooperation.

In all of these cases, cooperation is socially preferable but structurally fragile. Whether
it emerges depends on agents’ expectations, available coordination strategies, and might also
benefit from institutional or environmental design shaping the incentive landscape.

Of course, there are many other games, mostly defined by the way game parameters affect
the utility function. These are games with many practical applications (congestion games, with
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Cooperate Defect
Cooperate �1;�1 �3; 0

Defect 0;�3 �2;�2

Table 1.9: Prisoner’s Dilemma Game.

interestingmathematical properties (potential games), or even redefine how players are perceived
(non-atomic games. They are of no important interest however for our analysis, so we refrain
from discussing them.

We will discuss one more type of game at this time called Bayesian games, which model
games that are characterized with uncertainty over the rewards. More specifically, under each
strategy profile the corresponding reward per agent follows a probability distribution. There are
many ways to define these games, and we will consider 2 at this time that will come up later
in the discussion. One additional definition will be provided in the context of extensive-form
games.

For the first definition, consider the example of the general Social Dilemma formulation as
depicted in Figure 1.5. The uncertainty over the rewards can be assumed to be over the possible
setups of the game. So, perhaps there is a 10% chance that the game is actually Stag Hunt, 20%
chance that it unfolds as a Chicken game, 30% chance as a Harmony game and 40% chance as a
Prisoner’s Dilemma. Although that is a limited case, imagine that considering enough games, this
formulation can capture any uncertainty over the rewards. More formally, according to Shoham
and Leyton-Brown [2009]:

Definition 1.15 (Bayesian game: information sets). A Bayesian game is a tuple (N;G;P; I)
where:

• N is a set of agents;

• G is a set of games with N agents each such that if g; g0 2 G then for each agent i 2 N
the strategy space in g is identical to the strategy space in g0;

• P 2 �(G) is a common prior over games, where �(G) is the set of all probability distri-
butions over G; and

• I = (I1; : : : ; IN ) is a tuple of partitions of G, one for each agent.

The other way to view this is that each agent, rather than facing uncertainty about which
game is being played, is directly assigned a private type that encapsulates their information and
payoff-relevant parameters. This alternative perspective leads to the following definition of a
Bayesian game, where uncertainty is modeled at the level of agent types, called epistemic types,
rather than over the space of possible games.

Definition 1.16 (Bayesian game: epistemic types). A Bayesian game is a tuple (N;A;�; p; u)
where:

• N is a set of agents;

• A = A1 � � � � � An, where Ai is the set of actions available to player i;

• � = �1 � � � � ��n, where �i is the type space of player i;

• p : � 7! [0; 1] is a common prior over types; and
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• u = (u1; : : : ; un), where ui : A�� 7! R is the utility function for player i.

While the definitions in terms of information sets and in terms of types may appear different,
they are in fact equivalent. In both cases, a player’s strategy can depend only on the information
available to them - whether that information is represented as an information set in a family of
possible games, or as a type in a type space. The common prior over games induces a prior over
types, and vice versa, ensuring that the strategic structure and analysis remain unchanged under
either formalization.

Clearly the notions of equilibria, as discussed previously, are not well-defined in this case,
as the player is uncertain of the rewards they will receive a priori. That means we must adapt
the solution concept to account for this uncertainty, by assuming that players act in order to
maximize their expected reward. That leads to the notion of a Bayesian Nash equilibrium, which
generalizes the NE in Bayesian Games.

Definition 1.17 (Bayesian Nash Equilibrium). A Bayesian Nash Equilibrium is a profile of
strategies �� = (��

1; : : : ; �
�
n), where each ��

i : �i ! Ai maps types to actions, such that
for every player i and for every type �i 2 �i,

E�� i �p(�j�i )

�
ui

�
��
i (�i); �

�
�i(��i); �i; ��i

��
� E�� i �p(�j�i )

�
ui

�
ai; �

�
�i(��i); �i; ��i

��

for all ai 2 Ai.
In other words, no player can improve their expected utility by unilaterally deviating from

their equilibrium strategy, given their type and beliefs about the types of the others.

1.2.2 Extensive Form
So far, the games we have discussed can be sufficiently represented in tabular form, through

the payoff matrices. Although this is a very fundamental and straightforward way of representing
games, it can be inefficient and even impractical in some cases. In particular, in many real world
cases assuming that the players are acting simultateously, like the normal-form assumes, is hardly
the case, and in fact in most “games” in the common sense have an element of sequentiality - for
example chess, Go, checkers and other games. Wewill therefore discuss a new formulation called
extensive-form, which does not necessarily assume that agents act simultaneously. Although it
can be reduced to normal form, in most cases it would be conceptually impractical to do so,
which justifies the need for this new definition. However this means that all the remarks we
have made so far about the normal-form apply in this case too, while allowing us to build upon
them and introduce solution concepts that are best suited for this formulation.

We begin with perfect information extensive-form games, which are represented with a tree.
Each node signifies that a player must make a decision for an action, with the edges representing
the corresponding actions. The leaves of that tree are the final outcomes of the game, and are
assigned with a utility to each player. More formally:

Definition 1.18 (Perfect-information game). A (finite) perfect-information game (in extensive
form) is a tuple G = (N;A;H;Z; �; �; �; u), where:

• N is a set of n players;

• A is a (single) set of actions;

• H is a set of nonterminal choice nodes;

• Z is a set of terminal nodes, disjoint fromH;
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• � : H 7! 2A is the action function, which assigns to each choice node a set of possible
actions;

• � : H 7! N is the player function, which assigns to each nonterminal node a player i 2 N
who chooses an action at that node;

• � : H � A 7! H [ Z is the successor function, which maps a choice node and an action
to a new choice node or terminal node such that for all h1; h2 2 H and a1; a2 2 A, if
�(h1; a1) = �(h2; a2) then h1 = h2 and a1 = a2; and

• u = (u1; : : : ; un), where ui : Z ! R is a real-valued utility function for player i on the
terminal nodes Z.

An example of a perfect information extensive-form game can be seen in Figure 1.1, which
is presented in Shoham and Leyton-Brown [2009]. As we discussed before, every such game can
be also represented in normal form (although the reverse is not necessarily true), by combining
the distinct actions each player can make in the extensive-form case and treating them as a single
action in the normal-form. The resulting payoff matrix can be seen in Table 1.10. Because of this
induction, as previously mentioned, every definition we made in the normal-form case, applies
in the extensive-form as well exactly as is, but by taking into account the subtleties of converting
the extensive-form to normal-form; for instance, a pure strategy is defined as a Cartesian product
of different actions in each level of the tree, so as an action in the corresponding normal-form
representation. It is also the case that both representations of the games have the same mixed and
pure Nash Equilibria. The cost of representing an extensive-form game to normal-form lies in
the redundancy that might characterize the normal-form and draws from the temporal structure of
extensive-form, might even be exponential, so extensive-form is, as promised, a more compact
representation in this case.

1

2

(3; 8)

C

(8; 3)

D

A

2

(5; 5)

E

1

(2; 10)

H

(1; 0)

G

F

B

Figure 1.1: A game in extensive-form

We will focus on pure NE at first, and it is worth mentioning that due to the sequential nature
of the extensive-form (each player observes the actions the other player made before them) there
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(C,E) (C,F) (D,E) (D,F)
(A,G) 3; 8 3; 83; 83; 8 8; 3 8; 3

(A,H) 3; 8 3; 83; 83; 8 8; 3 8; 3

(B,G) 5; 5 2; 10 5; 5 2; 10

(B,H) 5; 55; 55; 5 1; 0 5; 5 1; 0

Table 1.10: The game from Figure 1.1 in normal form (NE in bold).

always exists a pure NE in these games. However, when analyzing the equilibria of the game,
we notice something troubling. The problem lies on the (B,H), (C,E) equilibrium, as, indeed,
if player 1 chose to play in the right subtree by playing B, player 2 would normally prefer to
play F, so that then player 1 had to choose between G and H, so (2; 10) and (1; 0). In that case,
player 1, being rational and self-interested would pick action G, as it maximizes their reward in
this point of the game. Playing H as represented in this action profile would harm their reward
(1 < 2), however it will also hurt player 2, by reducing their reward from the global maximum
of 10 to the global minimum of 0. This commitment of player 1 to choose hurting player 1 in
order to prevent player 2 from choosing this course of action is called a threat. However, since
in this case the utility of player 1 is also lower it they move forward with the threat, it becomes a
non-credible threat, as a rational player would never choose this outcome if it came down to that.
Therefore, if the game played out sequentially as it should, player 2 would choose action F over
E, confident in player 1’s rationality and self-interest, so that equilibrium would be infeasible in
practice.

Because of this observation, a refinement to the notion of NE is needed in the extensive form
setting. We first introduce the term subgame (of a node n), which corresponds to the subtree
defined when considering n as the root. This is also a game tree, defining a new game G0.
With this in mind, a subgame-perfect equilibrium (SPE) is a strategy profile so that for any
subgameG0 ofG it is an NE. BecauseG is a subgame of itself, every SPE is also an NE, but the
reverse isn’t true, meaning that SPE is a stronger equilibrium notion than NE. It is also true that
every perfect-information game has at least one SPE (and in fact generic games have exactly
one, as will be illustrated in the end of this chapter). There is also a straight-forward way of
computing them called backward induction, essentially the same algorithm proposed in section
2.3 of the Reinforcement Learning chapter. In the case of zero-sum games, one can simplify
the algorithm to include only one utility and alternate between maximizing and maximizing it
between the different tree levels (this is why it is called the minimax algorithm in this context),
and also exploit dynamics specific to this case and use dynamic programming to further restrict
the search space when possible - this algorithm is called AB-pruning and has been fundamental
in AI for two-player games with game trees with relatively small branching factors. Notably, it
was a fundamental component of the search algorithm of Deep Blue, the first computer to beat
the world champion in chess (Campbell et al. [2002]).

All these make the notion of SPE a very powerful one, both in terms of expressive power as
well as computationally tractability. Yet, we haven’t yet discussed the sequentiality to its entire
extent. Take the game tree of Figure 1.1, but this time the rewards after playing action G are
reversed (10; 2). In this scenario, player 2 would really prefer to play in the left subtree, where
they would choose the reward of 8 for themselves, assigning the reward of 3 to player 1. But
because player 1 plays first, they would fancy the right subtree, as player 2 would have to settle
for getting a mutual reward of 5 through action E, instead of choosing action F and then ending up
in the unfavorable for them (10; 2) outcome. That gives player 1 a significant edge, specifically
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because they play first, therefore the order in which agents play affect the final outcome of the
game.

This leads to the notion of Stackelberg equilibirum (StE). According to Myerson [1991]:

Definition 1.19 (Stackelberg Equilibrium (StE)). Given any strategic-form game G, a Stackel-
berg solution of G is defined to be any subgame-perfect equilibrium of an extensive-form game
with perfect information that is derived fromG by putting the players in some order and making
each player choose a move after observing the moves of all players who precede him in this
order.

The first player in the aforementioned order is called the Stackelberg leader, the other play-
ers are called the followers. All StE are SPE, so for a game in normal-form, there is at least
one StE per ordering of the players, since each ordering creates a new game in extensive-form.
Every normal-form game can induce an extensive-form representation in the way the definition
above dictates, by simply ordering the players and assigning each player and their actions to the
corresponding level in the game tree. That does not mean that the two games not equivalent
though. While StE are defined for every normal-form game, they are usually studied directly
in games in extensive-form where there is explicit sequentiality and consisting of a leader and
(perhaps several) followers, commonly referred to as Stackelberg games. It is also worth saying
that there isn’t always an advantage in being a Stackelberg leader, as following up on the action
of the previous player might have advantages, as choosing the action after the leader has already
committed can have its advantages.

So far we have discussed games with perfect information, that is games where the players
effectively know inwhich node of the tree they are inwhen deciding on an action and are therefore
aware of their past actions and their opponents past actions as well. However, in many scenarios
that is an unrealistic assumption, as the player might not be aware of (a part of) their opponents
past actions or even remember their own. For this, we have to define a different type of game,
called imperfect-information games. These are extensive-form games where actions for each
player are partitioned into sets and players can not distinguish actions that belong in the same
set - these sets are called information sets. These information sets can contain more than one
node, but the nodes must correspond to the same player and have the same actions available (as
otherwise the actions wouldn’t be indistinguishable). More formally, according to Shoham and
Leyton-Brown [2009]:

Definition 1.20 (Imperfect-information game). An imperfect-information game (in extensive
form) is a tuple (N;A;H;Z; �; �; �; u; I), where:

• (N;A;H;Z; �; �; �; u) is a perfect-information extensive-form game; and

• I = (I1; : : : ; In), where Ii = (Ii;1; : : : ; Ii;ki ) is a set of equivalence classes on (i.e., a
partition of) fh 2 H : �(h) = ig with the property that �(h) = �(h0) and �(h) = �(h0)
whenever there exists a j for which h 2 Ii;j and h0 2 Ii;j .

There isn’t universally established way to denote imperfect-information game trees, most
game theory books, like Bonanno [2024] and Osborne [2004] make a circle around the corre-
sponding nodes belonging to the same information set, probably for pedagogical reasons. Wewill
adopt the notation of Shoham and Leyton-Brown [2009] as most of the notation and definitions
of this chapter are based on that and because it is more common in research papers and real-life
applications, because it can connect nodes that are further apart more seamlessly, which is com-
mon in large games like poker for example. An example can be seen in Figure 1.2, depicting the
Prisoner’s Dilemma.
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Figure 1.2: The Prisoner’s Dilemma game in extensive form.

In general, every normal-form game can trivially be converted to an imperfect-information
extensive-form equivalent, simply by assigning a different information set for each participat-
ing player. The reverse is also true, in the same way we did for the perfect information games.
Therefore, with this new paradigm, we can apply the notion of mixed strategies in a similar way
as we did in section 1.2.1 by defining them in the corresponding normal-form of the imperfect-
information game. We can also define a new kind of strategies, called behavioral strategies,
where players do not randomize in their entire action set but rather randomize only within an
information set, independently, so we do not have a single probability distribution over the ac-
tions, but rather a vector of distributions, each position of the vector corresponding to a specific
information set. Generally, these notions are independent of each other, as they might result in
different outcomes, with some outcomes in some games that are accessible via mixed strategies
not being accessible by any behavioral strategies and vice versa. However, their expressiveness
does coincide and they can therefore replace each other in the class of games of perfect recall,
where players remember all of their own moves they made before - so there is still missing in-
formation regarding the moves made by the other players. That means that the set of NE we
can access does not retract when we are only considering behavioral strategies in such games,
something that is not true in general. Clearly, by definition, every perfect-information game is
characterized by perfect recall.

Regarding equilibrium notions, the concept of SPE is no longer well-defined as the notion
of a subgame is obscured. For this reason, we must extend SPEs include collections of subtrees,
and not only individual ones. That leads us to the concept of sequential equilibrium (SE), which
generalizes the concept of SPE to imperfect-information games. Briefly, SE is based on the
concept of consistent beliefs and sequential rationality. The key idea is that players’ strategies
should not only constitute a Nash equilibrium but also remain optimal at every information set,
given their beliefs about how play has proceeded to that point.

Formally, a sequential equilibrium is defined as a pair (�; �), where � is a strategy profile
and � is a system of beliefs assigning probabilities to histories at each information set. The equi-
librium requires that, given these beliefs, each player’s strategy maximizes their expected utility
at every information set (sequential rationality), and that beliefs are derived from the strategy
profile using Bayes’ rule wherever possible (consistency).

While this equilibrium notion is essential for analyzing dynamic games with imperfect infor-
mation, a full technical treatment is slightly complicated and beyond the scope of this thesis. For
our purposes, it suffices to note that sequential equilibrium ensures players’ strategies are robust

45



not just globally, but also locally at every decision point, even when information is incomplete.

1.2.3 Repeated Games
So far we have discussed one-shot games, which are games that are played only once, with

all players making their decisions simultaneously or in a single round. Even in the extensive-
form, where an element of sequentiality was allowed, this was still considered part of the same
game. But what if the players played repeatedly the same game, over and over again, and aim to
maximize the rewards they accumulate through the course of their interactions? This brings us
to the class of repeated games. In that context, the game played repeatedly is called stage game.
There are two main categories: finitely repeated and infinitely repeated games. Regarding the
former, one can represent them as imperfect-information extensive-form games, so all the notions
presented in the corresponding section are directly applicable. What is of interest in that case
are the observations regarding the equilibria in this scenario, which will be discussed below.
The other category of infinitely repeated games refers to games where the horizon of the game
is either infinite or unknown to the agents. This time, if we attempted to formulate this using
imperfect-information games, it would result to an infinite game tree, so the leaf nodes wouldn’t
be well defined and therefore we wouldn’t be able to attach to them utilities.

The way we approach this problem is through the use of limits. We can define two corre-
sponding notions of utility: the average reward and the discounted reward, presented in equa-
tions 1.5 and 1.6 respectively. Their definition ensures convergence to real values when the
rounds reach infinity (unless 
 is set to 1).

lim
k!1

Pk
j=1 r

(j)
i

k
(1.5)

1X

j=1


jr
(j)
i ; 0 � 
 � 1 (1.6)

In the latter, 
 is referred to as the discount factor. There two ways to interpret its meaning.
The most obvious is that the agent prioritizes more their near-term rewards. However, a less
intuitive and perhaps more interesting interpretation is that 1� 
 is the probability that the game
ends in specific round of the game. Specifically, the probability of receiving a reward (the game
being played) in round k would be (
)k, so the summation of equation 1.6 represents the total
expected reward for the agent.

In general, any strategies that solve the stage game are applicable in this situation as well.
These are called stationary strategies, and correspond to behavioral strategies in the extensive-
form. However, the round-based structure of the repeated games allows for non-stationary strate-
gies, this is strategies that unfold over time, conditional to the history of the previous interactions.
Unfortunately, when considering such strategies, their space becomes infinite as there are infi-
nite many ways to describe different rules to choose an action at each round. In Axelrod [1980],
the researchers simulated several different strategies in the iterated Prisoner’s Dilemma (Figure
1.9), with random game horizon, in what came to be known as the Axelrod Tournament. Of those,
the Tit-for-Tat strategy, or TfT, emerged victorious; in fact, it remained unbeatable for several
years. In this strategy, players begin by cooperating (C), and in the next round they mirror the
last action their opponent chose. In fact, it can be proven that both players playing TfT forms
an NE. Another notable variation is the trigger strategy, where the player always defects from
the point the other one defects and onwards; this forms an NE not only when the other player
plays trigger, but also when they play TfT. A strategy of particular interest in this thesis is the
Pavlov strategy, which simply switches from the previous action if the new return is less than
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the previous one. This strategy can be even more stable than TfT as it can avoid negative cycles
that TfT is capable of producing (Nowak and Sigmund [1993]).

The tournament has been repeated several times with new strategies and small variations in
its setup, like Bruno Beaufils [1997] and Stewart and Plotkin [2012], with TfT remaining among
the top strategies, despite its simplicity. There also exist other variations like Tit-for-Two-Tats
and Two-Tits-for-Tat, and of course many more complex like ZDGTFT-2 that won in Stewart and
Plotkin [2012]; that is indicatory of the large strategy space that this setting gives rise to. It is
noteworthy that the stationary strategy that is the NE in the one-shot game of always defecting
performed quite badly in this situation (Stewart and Plotkin [2012]). While it is true that it is the
maxmin strategy, as no other strategy can ever take advantage of it, it also fails to take advantage
of when the opponent is willing to cooperate. Generally, there is no optimal strategy in this case,
as each would have its strengths and weaknesses. The best approach would be to identify the
strategy the opponent employs and derive a strategy that can exploit it. We will delve deeper
into this concept when describing learning in games in Chapter 3. However, it is worth to briefly
mention that this is clearly fertile ground for Reinforcement Learning, and in fact there have
been several such algorithms proposed that outperform less intelligent strategies including TfT
(Marc Harper [2017]).

Before moving on from repeated games, we must address if there are any ways to navigate
this enormous strategy space theoretically. One such attempt would be to use the so-called folk
theorems. While each folk theorem applies to a different setting (e.g. for perfect-information
games, for finitely-repeated games, for infinitely-repeated games with discounted or average re-
ward), they all fundamentally express that the payoff profiles of the equilibria in repeated games
(i.e. the rewards the players receive in equilibrium) have to be feasible and enforceable. More
specifically, a payoff profile is feasible if there exist probabilities assigned to each possible out-
come of the stage game such that the weighted average (according to those probabilities) yields
the given profile, and it is enforceable if it ensures that each agent receives at least their minmax
values. Unfortunately, these theorems do not express an “if and only if” relationship, so a payoff
profile might be feasible and enforceable but it does not have to be a product of an equilibrium
state. However, it can be used to identify that equilibrium has not been achieved, by checking
whether either condition is not validated.

1.3 Cooperative Setting
In general, there is a discrepancy between coordination and cooperation in game theoretical

terms. Recall in the previous section that we defined a pure coordination game as a game where
under every strategy profile, each player received the same reward. The problem then was how
the agents can coordinate their actions to maximize this common reward. Unfortunately, in these
scenarios, non-cooperating strategy profile might form anNE, which creates a problem that game
theory fails to solve when excluding communication. A pure cooperation game on the other hand
would be the Harmony game, also introduced in the previous section. In that case, agents do not
receive the same rewards, but both cooperating results mutually in the best outcome. In that case,
there is no issue of coordination; both agents, being rational, understand that the optimal course
of action is cooperation (Slantchev [2003]).

This is where we will deviate from the game theoretic perspective we have maintained up
to this point. Instead, we will refer to a fully cooperative setting as a setting where agents strive
for a common goal, which actually corresponds to the pure coordination case in game theory
terms. While this definition is used in mostMARL literature (Huh andMohapatra [2023], Amato
[2024a]), it is worth remembering the discrepancy with game theory, because what that suggests
is that “cooperating” is not necessarily the only equilibrium outcome, although it might be the
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optimal. This will become more clear when we discuss the results of the simulations in section
4.4.

A foundational notion to decision-making under uncertainty areMarkov Decision Processes,
or MDPs. While they are defined for the single-agent case, and in fact this framework will be
central when discussing Reinforcement Learning in the next chapter, the multi-agent extensions
of this framework are the main modeling tools of the cooperative settings we are discussing. In
this section therefore, we will define the related notions firstly to the single agent case and then
generalize them to the multi-agent case. This section is based on Kochenderfer [2015].

Markov Decision Processes (MDPs) provide a mathematical framework for modeling an
agent’s sequential decision-making under uncertainty, where the objective is to maximize the
cumulative reward over time (we can use either the definition of average reward or of discounted
rewards presented in Section 1.2.3, although the latter is more common). Crucially, MDPs satisfy
theMarkov property, which assumes that the future evolution of the process depends only on the
current state and action, not on the full history. Essentially, what it means is that:

P (st+1jst; : : : ; s0; at; : : : ; a0) = P (st+1jst; at) (1.7)

This assumption can often be part of the problem’s definition (consider navigating in a 2D
grid), though in many cases it is only made as a reasonable simplification.

Formally, we define an MDP as follows:

Definition 1.21 (Markov Decision Process). A Markov Decision Process (MDP) is defined by
the tuple (S;A; T;R), where:

• S is a finite set of states,

• A is a finite set of actions,

• T : S � A � S ! [0; 1] is the state transition probability function, where T (s; a; s0)
denotes the probability of transitioning to state s0 given that action a is taken in state s,

• R : S � A ! R is the reward function, specifying the immediate reward received after
taking action a in state s,

At each time step, the agent observes the current state s 2 S , selects an action a 2 A, receives
a reward R(s; a), and the environment transitions to a new state s0 according to the probability
T (s; a; s0).

When the transition dynamics and the reward model are known (both are referred to to as
the model of the environment) and can actually be written in the form of a matrix (that is, we are
in the tabular setting), MDPs can be solved using policy or value iteration, which are described
in the Reinforcement Learning chapter, in section 2.3. The discussion then continues to include
cases when these are considered unknown, which is essentially where reinforcement learning
begins.

MDPs can generalize to include more than one agent acting in the environment. Generally,
in the MDP framework, such agents are essentially reduced to a single entity, so the action that
hypothetical agent would take is the represented by the vector of the joint actions of the agents,
in order to maximize its cumulative reward. The last part is quite important, as it requires that
the reward is shared among the agents; this is why multi-agent extensions of MDPs are well-
suited for cooperative settings. Depending on how the state is perceived, we have two different
definitions. If each agent takes action based on entire state of the environment, so every agent
has access to the same information, this case is called multiagent MDP or MMDP, and it is
exactly the same as the single-agentMDP, except that the possible actions to choose from become
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exponentially larger, as they correspond to the combinations of the actions of the different agents
we model. The other scenario is when each agent observes only its local part (observation) of
the global state. This is being modeled by the decentralized MDP framework.

Now, reverting back to the single agent scenario, in many cases, perhaps due to noise or
sensor limitations, the agent might not have clear view of the environment’s states s, but can only
obtain an observation o of the current state. There is, in other words, a probability distribution,
matching states s to observations o. Notice that the problem would not rise if we can have
multiple observations for a single state; we could still treat that as a large MDP, and the agent
would understand that the same action is optimal for all the observations corresponding to the
same state. It is actually when we might have the same observation for different states that the
MDP formulation fails to account for. This is another reason why we it would be preferable to
choose actions stochastically; we discussed another reason in section 1.2.1 that necessitated the
use of mixed strategies.

This, more general framework than the MDP, is called a Partially Observable Markov De-
cision Process or POMDP and is formulated as follows:

Definition 1.22 (Partially Observable Markov Decision Process). A Partially Observable
Markov Decision Process (POMDP) is defined by the tuple (S;A;
; T;O;R), where:

• S is a finite set of states,

• A is a finite set of actions,

• 
 is a finite set of observations,

• T : S � A � S ! [0; 1] is the state transition probability function, where T (s; a; s0)
denotes the probability of transitioning to state s0 given that action a is taken in state s,

• O : S � A � 
 ! [0; 1] is the observation function, where O(s0; a; o) denotes the
probability of observing o after taking action a and arriving in state s0,

• R : S � A � S ! R is the reward function, specifying the immediate reward received
after taking action a in state s and transitioning to state s0,

At each time step, the agent is in some (hidden) state s 2 S , selects an action a 2 A, receives an
observation o 2 
 according toO(s0; a; o) (where s0 is the resulting state from the transition), and
a reward R(s; a; s0). The environment transitions to a new state s0 according to the probability
T (s; a; s0).

In the case where the transition probabilities and reward function are known, the problem of
planning under uncertainty has been extensively studied. There exist many off-the-shelf solvers
for problems formulated as POMDPs, though computational complexity can become a limitation
as the state and action spaces grow large. The case where these model parameters are unknown
deserves some special mention. As discussed above, reinforcement learning algorithms are gen-
erally developed for the MDP framework, where full state observability is assumed. However,
some RL algorithms can still be applied to the POMDP setting, in particular algorithms that select
actions stochastically can learn to account for the ambiguity in observations, effectively integrat-
ing uncertainty into their decision-making. It also beneficial to remember the past observations
and possibly actions; perhaps through the use of recurrent neural networks. Note that this does
not bypass the Markov assumption, as this assumes that the states are independent; information
regarding past observations might help identify the state we are in, even though that might be
independent of the previous states.
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Figure 1.3: Venn diagram of the Markov Decision Process classes (Kochenderfer [2015])

Similarly to the MDPs, we can define MPOMD and Dec-POMDPs. Among the discussed
frameworks, the Dec-POMDP framework is the most general for cooperative settings, as it mod-
els multiple agents, each with potentially different and partial observations, cooperating to max-
imize a shared reward. For this reason, the majority of recent research in multi-agent reinforce-
ment learning (MARL) in cooperative settings is built upon the Dec-POMDP formulation. We
will delve deeper into this in Chapter 3.

1.4 Partially Observable Stochastic Games (POSGs)
Having established all the previous notions, we are in a position to move forward with the

model of Partially Observable Stochastic Games or POSGs, which foundational are in the Social
Environment Design framework and in MARL in general. This is the most general game for-
mulation, generalizing Bayesian games, sequential games, repeated games, as well as POMDPs
for multiple agents with divergent rewards. Firstly, we will define the simpler case of Stochastic
games, orMarkov games, which essentially extend the classical framework of Markov Decision
Processes (MDPs) to the multi-agent setting, providing a principled model for the dynamics and
interactions among multiple agents whose interests may be cooperative, competitive, or some-
where in between.

A Markov game, in game theory terms, is a repeated game where the stage games change
with probabilistic transitions that depend on the outcome of the last game. Firstly introduced
by Shapley [1953], it can be viewed as several agents interact with a shared environment whose
dynamics depend on the joint actions of all agents. At each discrete time step, the environment is
in some state (i.e. game) s 2 S (where S is the finite state space), and each agent i 2 f1; : : : ; ng
selects an action ai from its available action set Ai. The environment then transitions to a new
state s0 2 S according to a probabilistic transition function, and each agent receives a reward
according to a possibly agent-specific reward function.

Formally:

Definition 1.23. An n-player Markov or Stochastic game is defined by the tuple G =
(S; fAigni=1; P; frigni=1) where:

• S is a finite set of environment states,

• Ai is the finite set of actions available to agent i,

• P : S � A1 � � � � � An � S ! [0; 1] is the state transition probability function, where
P (s; a1; : : : ; an; s

0) gives the probability of transitioning to state s0 from state s when the
agents take the joint action (a1; : : : ; an),
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• ri : S�A1�� � ��An ! R is the reward function for agent i, determining the immediate
reward received by agent i for joint action (a1; : : : ; an) in state s,

At each timestep t, the environment is in state st, and each agent i selects an action ait
according to its (possibly stochastic) policy �i(aijs). The environment transitions to a new state
st+1 � P (�jst; a1

t ; : : : ; a
n
t ), and each agent i receives reward ri(st; a1

t ; : : : ; a
n
t ). The process

repeats, generating trajectories whose joint outcomes depend on the interaction of all agents’
policies. Similarly with the repeated games’ case, the objective of each agent is to maximize
its own expected cumulative reward. Again, we could use both definitions of either average
or discounted reward, but the discounted here is more common as it is more mathematically
convenient (many textbooks include 
 in the definition of the Markov game):

E

" 1X

t=0


tri(st; a
1
t ; : : : ; a

n
t )

#

; (1.8)

where the expectation is over the trajectory distribution induced by the joint policies and the
transition dynamics.

To begin solving the Markov games, we will use a variation of behavioral strategies, seen in
section 1.2.2, that instead of basing the strategy over all past observations, they only use the last
one, thanks to the Markov assumption being applicable in this game setting. These strategies are
called Markov strategies. Analogous to the notion of subgame perfect equilibria, we can define
the Markov Perfect Equilibria (MPE) as the Markov strategy profiles that are NE regardless of
the starting state. For the case of discounted rewards, it can be proven that any Markov game
has at least one MPE. For average rewards, the discussion becomes more complicated, so we
will focus only on the other case. It is also important to note that the folk theorem still applies in
those games as well, considering that every stage game has a positive probability of occurring,
a condition referred to irreducibility.

Markov games generalize several familiar models as special cases. In fact, when n = 1, the
model reduces to the standard MDP and when the state space is trivial (i.e., jSj = 1), the model
reduces to a normal-form game. Then, when rewards are identical across agents, the Markov
game captures fully cooperative multi-agent scenarios; in fact, Markov games are a general-
ization of Dec-MDPs, as the reward need not be shared among the agents. The generality of
the Markov game framework enables it to model a wide range of real-world scenarios involving
multiple adaptive agents, from competitive games and economic markets to collaborative control
and decentralized resource allocation.

However, we can come up with an even more general framework when we combine it with
Bayesian games. Indeed, so far we considered that the rewards once a game was chosen were
known to all players, so by making the assumption of partial observability, we will have to make
decisions based on beliefs, like we did in Bayesian games. This results to Partially Observable
Stochastic Games, or POSGs. More formally:

Definition 1.24 (Partially Observable Stochastic Game (Spaan [2012])). A Partially Observable
Stochastic Game (POSG) is defined by the tuple (I;S; fb0g; fAig; fOig;P; fRig), where:

• I is a finite set of agents (or controllers) indexed 1; : : : ; n,

• S is a finite set of states,

• b0 2 �(S) represents the initial state distribution,

• Ai is a finite set of actions available to agent i, and ~A = �i2IAi is the set of joint actions
(i.e., action profiles), where ~a = ha1; : : : ; ani denotes a joint action,
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Figure 1.4: Venn diagram of the discussed modeling frameworks of multi-agent systems (Al-
brecht et al. [2024])

• Oi is a finite set of observations for agent i, and ~O = �i2IOi is the set of joint observa-
tions, where ~o = ho1; : : : ; oni denotes a joint observation,

• P is a set of Markovian state transition and observation probabilities, whereP(s0; ~o j s;~a)
denotes the probability that taking joint action ~a in state s results in a transition to state s0

and joint observation ~o,

• Ri : S � ~A ! R is a reward function for agent i.

We can see that P combines the Markov transition function with the Bayesian prior function
of the first definition, so it effectively combines both game definitions. It has also be shown
by Kuhn [1953] that POSGs can be written as imperfect-information extensive-form games in
the finite horizon setting. This is the most general game framework of all, and all other games
(one-shot normal-form games, repeated, Markov, Bayesian) and decision process formulations
(MDP, POMDP, Dec-MDP, Dec-POMDP) can all be seen as special cases of this formulation
(see Figure 1.4). Any multi-agent interaction can be written and this form, including when the
reward isn’t shared among the agents, modeling cooperative, competitive and mixed settings.
Unsurprisingly, computing the equilibria of such games in the general case is hard (Hansen et al.
[2004]), and all notions of equilibria we have discussed make sense in this setting.

1.5 Voting Systems
At this point, it is essential to make a brief mention of voting systems, as these constitute

a fundamental notion for Social Environment Design, which will be further explored in a later
chapter. While most people are familiar with the concept of voting in the context of elections,
our focus shifts from the traditional game-theoretic viewpoint - where agents are assumed to act
strategically, potentially concealing their true preferences to manipulate outcomes in their favor.
If one indeed wishes to model such strategic behavior, they must turn to the field ofMechanism
Design, which will be introduced in the following section.

Before delving deeper, we must first formalize mathematically what we mean by preferences
and how agents represent and compare them. Let O be a finite set containing the alternatives
over which the agents have preferences. For o1; o2 2 O, o1 �i o2 means that alternative o1 is
strictly more preferred by an agent i that o2, so we say that the agent strictly prefers o1 over o2,
while o1 �i o2 means that the agent i is indifferent between the two (the have the same value
for them). We also o1 �i o2 means that the agent is indifferent or prefers o1 over o2, so we
say that the agent weakly prefers o1 over o2. It is worth mentioning that the weak preference is
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the fundamental relation as it is the only relation we need; the other relations can be defined as
logical functions of this relation. Notice also that there is a clear analogy between �;�;� and
>;=;�, and indeed we can define these relations in terms of the utility function by saying that
o1 �i o2 () ui(o1) � ui(o2).

We assume that each agent has a weak ordering of all the alternatives in O, which is called
the agent’s preference ordering, with the set that contains all possible orderings being denoted
as L�. The corresponding set allowing only for strict ordering is denoted with L, and in general
the notions and results we will discuss hold for both sets. Considering n players, we define a
preference profile as a tuple containing the preference ordering for each player, and we denote
the set that contains them with Ln�. Having defined all of these notions, we can think of a voting
system as a social choice function C, meaning a function that takes as input the preference or-
derings of the agents and returns a single alternative as the output (the outcome of the election).
Mathematically, we say thatC : Ln� ! O. We can also extend this notion by allowing the output
to return any subset of all the available alternatives, so now the function is called social choice
correspondence (C : Ln� ! 2O. In general, any social choice correspondence can be reduced
to a social choice function by defining a tie-breaking rule. Finally, there are the social welfare
functions W , which produce an ordering in the set of alternatives instead of a single outcome
(W : Ln� ! L�).

Now that we have defined what voting is, we will see how it should operate. We denote
#(oi � oj) as the number of players that prefer oi over oj under a preference profile. We can
define theCondorcet winner as the outcome that is preferred by themost agents when considering
all other outcomes (mathematically o 2 O for which it holds that 8o0 2 O; #(o � o0) � #(o0 �
o)). This is a notion of a winner alternative which is aligned with what people would reasonably
agree as fair as it dissatisfies the least number of players, and should therefore be the goal of
a voting system. This is expressed by the Condorcet condition, which dictates that a social
choice function must always select the Condorcet winner, when one exists. This last part presents
interest, as it is true that one can find examples with as little as 3 different alternatives where there
isn’t a single alternative that dominates all others in the Condorcet sense, and in fact it can be
proven under some reasonable assumption that the probability of there being a Condorcet winner
approaches zero as the number of alternatives goes to infinity. It is therefore a more realistic
approach to relax this condition, and focus on the notion of the Smith set, which is a set in which
every alternative it contains is preferred by at least half of the agents over the alternatives that are
not included in the set (mathematically, that means). This has the interesting property of always
existing under any preference profile, so it is indeed a more feasible notion to focus on. It is also
the case then when it has a single element, this would be the Condorcet winner.

We now proceed to present several well-known voting systems. The most basic class com-
prises non-ranking voting systems, which restrict each agent to selecting a single alternative;
that is, every agent may cast only one vote for their most preferred option. Perhaps the most
familiar example is plurality voting, where the alternative with the most votes wins. Plurality
voting is widely used due to its simplicity and intuitive nature, which makes it easy to implement
and understand in practice. However, it is also quite limited from an expressiveness standpoint,
as it disregards any information about voters’ preferences beyond their top choice. To address
some of these limitations, variants such as cumulative voting and approval voting have been pro-
posed. In cumulative voting, each agent is given a fixed number of votes that they can allocate
however they wish (potentially all to a single alternative or distributed among several alterna-
tives), while in approval voting each agent approves as many alternatives as they wish, with each
approved alternative receiving one vote, and the alternative with the most approvals wins.

While both methods allow agents to express support for more than one option, they still do
not take into account the full ranking of alternatives in an agent’s preference ordering. A natural
progression is to consider ranking-based voting systems, which allow agents to submit a ranked

53



list of all alternatives. This broader class includes systems that are able to utilize more detailed
information about individual preferences, potentially leading to outcomes that better reflect col-
lective welfare. For instance, plurality with elimination and pairwise elimination methods both
utilize agents’ ranked preferences to successively eliminate the least-preferred candidates until
a winner is found. Among the more sophisticated ranking-based systems is the Borda voting, in
which each position in an agent’s ranking is assigned a certain number of points (typically, an
alternative ranked first receives the most points, the second receives fewer, and so on). The alter-
native with the highest total score is declared the winner. An interesting extension of the Borda
is the Nanson method, which repeatedly eliminates candidates whose Borda scores are below
the average, recalculating the scores after each elimination. Notably, the Nanson method pos-
sesses the property of always selecting the Condorcet winner if one exists; otherwise, it selects
an alternative belonging to the Smith set.

With the Nanson method, it seems like we approach some notion of optimality in social
choice, at least regarding the Condorcet criterion. However, a natural question arises: can
any voting method be truly optimal or “fair” in a broader sense? Unfortunately, the answer
is no, as established by one of the most fundamental results in social choice theory: Arrow’s
impossibility theorem (Arrow [1951]). This theorem, which led to a Nobel prize in eco-
nomics, formalizes the inherent limitations of collective decision-making. Arrow postulated
three conditions that any fair social welfare function ought to satisfy. The first property is
known as Pareto efficiency and it states that if every individual in the group agrees that one
alternative is better than another, then the collective decision should reflect that agreement
by ranking the preferred alternative above the other. In essence, the group’s choice should
respect any unanimous individual preferences. The second property is called non-dictatorship.
This requires that the social welfare function should not simply follow the preferences of a
single individual, regardless of the others. In other words, no one person should have the
power to always determine the group outcome, regardless of what everyone else prefers. The
third property is independence of irrelevant alternatives, or IIA. According to this axiom, the
collective preference between any two alternatives should depend only on how individuals
compare those two options, and not on their preferences regarding other, unrelated alternatives.
In other words, introducing or removing a third (irrelevant) option should not change the group’s
decision between the original two. By rigorously formalizing these conditions, Arrow proved
that no social choice function can simultaneously satisfy all three even if there are as little as
three alternatives to choose from. As stated more formally in Shoham and Leyton-Brown [2009]:

Theorem (Arrow, 1951). If jOj � 3j, any social welfare functionW that is Pareto efficient
and IIA is dictatorial.

The impossibility theorem was later extended to the less general setting of social choice
functions by Muller and Satterthwaite [1977], by suitably translating Arrow’s axioms to that
domain and then reducing the problem to social welfare functions, therefore invoking theArrow’s
theorem.

A common approach to circumvent the impasse of Arrow’s impossibility result is to restrict
the set of alternatives by considering only two of them. While this simplification may be viewed
as limiting, and one may reasonably argue that binary choices are inadequate to capture the
diversity of agents’ preferences in most real-world settings, it does allow us to effectively bypass
the impossibility theorem. Indeed, with more than two alternatives it can be proven that plurality
is not monotonic, which is the equivalent of the IIA condition for social choice functions, stating
that a winning alternativemust remain thewinner when the support for it increases. Why plurality
fails in this regard can be proved either with a counter-example or by invoking the impossibility
theorem as the other two conditions hold. That ceases to be the case when considering only
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two alternatives, as every new vote attributed to the winning alternative necessarily reduces the
votes for the losing one, thereby increasing the margin of victory. It is also trivial to show that
a Condorcet winner always exists in this setting and that by definition plurality voting always
selects it as the winner.

These properties and the tractability of binary voting will be important when discussing the
Social Environment Design framework in Chapter 4. More specifically, as illustrated above,
even the introduction of a single additional alternative in the corresponding voting process of
the framework would increase the complexity of the voting process significantly. This is the
reason fundamentally why in this thesis we chose to retain the two choices for social welfare
functions proposed by Zhang et al. [2024], allowing the use of the simple plurality voting method
to aggregate the preferences of the agents over these choices.

1.6 Mechanism Design
At this point, we will discuss the mechanism design problem, a problem that lies in the core

of this thesis. In a typical mechanism design problem, we consider n strategic agents, each of
whom possesses private information referred to as their type. The type of agent i, denoted ti,
is drawn from a set of possible types Ti � Rm. The collection of all agents’ types forms the
type profile t = (t1; : : : ; tn), which is generally not known to the mechanism designer. This
is actually a Bayesian game, as discussed in section 1.2.1, where each agent is aware of their
own type but that is not general knowledge to the rest of the agents, including the mechanism
designer. The purpose of the latter is to design a rule or system (the mechanism) that selects
a collective outcome from a set S of possible outcomes of the game. The preferences of each
agent over outcomes are captured by a utility function ui(s; ti), which quantifies the satisfaction
of agent i for outcome s 2 S given their private type ti.

Since agents’ types are private and may be drawn from known or unknown distributions,
the design of the mechanism must account for strategic behavior: agents may choose actions
or reports based on their types in a way that maximizes their expected utility. This is a major
paradigm shift from the voting framework we discussed in the previous section. The overarching
objective in mechanism design is to construct rules that aggregate the agents’ preferences and
behaviors so as to optimize a prescribed social welfare function f : S ! R, also mentioned in
the previous section. This function encodes the designer’s notion of what constitutes a desirable
collective outcome - such as maximizing total welfare, minimizing cost, or achieving fairness.
The challenge lies in designing the mechanism so that, even in the face of private information
and strategic behavior, the equilibrium outcomes produced by the agents’ interactions align as
closely as possible with the optimal value of the social welfare function.

There are many possible social welfare functions that the mechanism designer may seek to
optimize. One of the most prevalent such functions is the utilitarian function, which simply sums
the utilities of all agents to capture overall social welfare:

futil(s; t) =
nX

i=1

ui(s; ti) (1.9)

This objective seeks to maximize the total utility across all agents, treating every agent’s
welfare as equally important and additive.

Another important candidate is the egalitarian function, sometimes referred to as the max-
min or Rawlsian objective, as first introduced by Rawls [1971]. This function aims to improve
the welfare of the least advantaged agent by maximizing the minimum utility:

fegal(s; t) = min
i2[n]

ui(s; ti) (1.10)
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Here, the focus is on fairness, ensuring that the worst-off agent is as well off as possible
under the chosen outcome.

There are numerous other candidate social welfare functions, like the Nash Welfare objec-
tive but in the context of this thesis, we will primarily focus on the utilitarian and egalitarian
objectives.

At this point, the deeper goal of this paradigm should be within grasp. We discussed in sec-
tion 1.2.1 that not all possible equilibria states, like the Nash equilibria, are equally desirable.
So the idea is to use a centralized component, the mechanism, to lead the agents towards more
desirable equilibria, optimal with respect to the social welfare function. In general, we can com-
pare how the mechanism improves upon the value of the equilibria using a metric called price of
anarchy. Originally introduced by Koutsoupias and Papadimitriou [1999] in the context of net-
work routing, the price of anarchy has become a widely used measure of the inefficiency that can
arise when self-interested agents act independently, without any central coordination or imposed
mechanism.

Let S be the set of possible outcomes, and let f : S ! R be a social welfare function
(notice that here we use a variation of the social welfare function as seen in section 1.5, where
an outcome receives a real value. This can then be used for all outcomes to get to an ordering,
in accordance with the other definition). In our case, these are the outcomes that the mechanism
allows for. Let E be the set of all Nash equilibria outcomes. Then the price of anarchy is defined
as

PoA =
max
s2E

f(s)

min
s2S

f(s)
(1.11)

if f is a cost function (to be minimized), or

PoA =
min
s2E

f(s)

max
s2S

f(s)
(1.12)

if f is a welfare function (to be maximized).
A price of anarchy closer to 1 indicates that uncoordinated, selfish behavior leads to outcomes

close to the social optimum, while a higher price of anarchy quantifies the inefficiency resulting
from the absence of a coordinating mechanism. In summary, the price of anarchy formalizes the
potential loss in social welfare that arises when nomechanism exists to coordinate agents’ actions
toward the collective optimum. This notion is what inspires the Anarchy run in our experiments
(see section 4.3).

1.6.1 VCG Mechanisms
At this point, we can begin to discuss potential solutions to the mechanism design prob-

lem. Perhaps the most fundamental family of mechanisms is the Vickrey-Clarke-Groves (VCG)
mechanism, which was the result of the seminal work by Vickrey [1961], Clarke [1971], Groves
[1973].

The Vickrey–Clarke–Groves (VCG) mechanism is one of the most significant achievements
in the field of mechanism design, providing a general method for eliciting truthful information
from rational agents and producing socially optimal outcomes in a wide variety of settings. We
will discuss this notion in detail, as it defines many desirable properties that a mechanism should
have and illustrates the limitations ofthe mechanism design paradigm. VCG mechanism is ap-
plicable whenever the designer’s goal is the utilitarian objective and agents have quasi-linear
utilities, meaning their utility can be expressed as their valuation for the chosen outcome minus
any payment they must make - this payment is what the mechanism imposes.
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In the VCG framework, each agent i is assumed to have a private type ti (often a valuation
function over outcomes), and the set of all agents’ types is denoted by t = (t1; : : : ; tn). The
designer asks each agent to report their type (possibly dishonestly), and then chooses an outcome
s� 2 S that maximizes total reported welfare:

s� = argmax
s2S

nX

i=1

vi(s; t̂i) (1.13)

where vi(s; t̂i) is agent i’s reported valuation for outcome s. This direct-revelation mechanism is
very general: the set of outcomes S can represent allocations of goods, public project decisions,
or any other set of social choices.

The central innovation of the VCG mechanism is its payment rule. Each agent i is charged
an amount that reflects the negative externality their participation imposes on the other agents.
Specifically, agent i’s payment is given by:

pi = hi(t̂�i)�
X

j 6=i
vj(s

�; t̂j) (1.14)

where hi(t̂�i) is any function that depends only on the reported types of the other agents. The
standard choice is:

hi(t̂�i) = max
s2S

X

j 6=i
vj(s; t̂j) (1.15)

which is the maximumwelfare the other agents could achieve if agent i did not participate. Under
this rule, each agent pays the loss in total welfare their presence causes to the other agents-this
is called the Clarke pivot rule.

The VCGmechanism possesses several important theoretical properties. First and foremost,
it is dominant-strategy incentive compatible (DSIC), or truthful, meaning that reporting one’s
true type is always the best strategy, regardless of what others do. Formally, for each agent
i, reporting ti maximizes their utility ui(s�; ti) � pi for any reports of the other agents. This
strong incentive compatibility greatly simplifies the analysis of strategic behavior and ensures
that the outcome chosen truly reflects the collective best interest as defined by the social welfare
function. Second, the VCG mechanism guarantees allocative efficiency: it always chooses an
outcome that maximizes the sum of agents’ true valuations. This property holds regardless of
the specific domain, whether it is auctions, public goods, task allocations, or any other collective
decision problem where outcomes and valuations can be defined. In other words, it is optimal
with respect to the utilitarian objective.

One of the primary and most influential applications of mechanism design in general and the
VCG mechanism in particular, is in the context of auctions. Auctions are structured procedures
for allocating goods or resources among competing agents, typically based on their private valu-
ations. In an auction, participants (often called bidders) submit bids that reflect their valuations
for the items or resources on offer. The central purpose of auctions is to determine an alloca-
tion of the available items that is both efficient - assigning each item to the agent who values it
most - and fair, while also potentially raising revenue for the seller in certain applications. Auc-
tions are widely used in diverse real-world settings, including the sale of artwork, government
contracts, spectrum licenses, and even online advertising slots (it is famously Google’s primary
revenue stream). They provide a structured environment in which competition and incentives
are harnessed to elicit truthful information about agents’ preferences, which would otherwise
remain hidden. By carefully designing the rules of the auction- specifically how winners are
determined, and how much is paid - the mechanism designer can address issues of efficiency,
incentive compatibility, and even collusion resistance. In this way, auctions serve not only as
practical tools for resource allocation but also as canonical examples and major testbeds for the
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theoretical ideas of mechanism design, with the VCG mechanism offering a particularly elegant
and powerful approach for achieving both efficiency and truthfulness in many auction formats.

The original Vickrey auction, which is a special case of the VCG mechanism, applies to
the setting of a single indivisible good being sold to multiple bidders. In this case, the mecha-
nism is simple: each bidder submits a sealed bid, the highest bidder wins the item, and pays the
second-highest bid. This is why these auctions are also known as ñsecond price auctionsò. This
mechanism is not only efficient but also dominant-strategy incentive compatible, as truthful bid-
ding is always the best strategy for every agent. The Vickrey auction is thus a direct application
of the VCG principle to the single-item auction domain.

However, when the environment becomesmore complex-for example, whenmultiple hetero-
geneous items are to be allocated among bidders-the classic VCG mechanism must be extended.
This leads to what is often called the generalized VCG mechanism, or the VCG mechanism for
combinatorial auctions. In these settings, each agent can express a valuation for every possi-
ble bundle of items, and the mechanism selects the allocation of items that maximizes the total
reported value across all agents. The payments are determined so as to maintain incentive com-
patibility, typically using the Clarke pivot rule. This generalization preserves the core properties
of the VCG mechanism: truthfulness and efficiency.

Despite these appealing theoretical properties, the application of the generalized VCGmech-
anism in combinatorial auctions faces significant practical barriers. As described in Shoham
and Leyton-Brown [2009], computing the optimal allocation is NP-complete, and in the general
case, even approximating the optimal allocation is computationally intractable. Additionally,
the communication requirements are immense, since each bidder’s valuation is defined over an
exponential number of possible bundles. These challenges mean that, even in the context of
auctions-one of the most widely studied and practical applications of mechanism design-there
is still considerable ongoing research aimed at finding scalable, approximately efficient, and
incentive-compatible mechanisms that retain as many of the desirable properties of VCG as pos-
sible. These limitations naturally extend beyond the auction setting. As a result, the mechanism
may be impractical to implement for all but the simplest problems.

Importantly, regardin the aim of this thesis, while the VCG mechanism provides powerful
guarantees in static, one-shot environments, its assumptions do not carry over to many modern
multi-agent settings, specifically when the game seizes to be a Bayesian one but a Markov one,
and even worse a POSG one. For example, in multi-agent reinforcement learning (MARL),
agent preferences are typically implicit in their learned policies, and the environment is dynamic
and sequential. The assumptions of direct revelation and one-shot interaction break down in
these contexts, making the classical VCG mechanism largely inapplicable without significant
adaptation.

That asks for the need of more elaborate schemes in these settings. We will discuss this in
detail in the related work of the SED framework.
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Chapter 2

Reinforcement Learning

2.1 Introduction
We will now shift our focus from multi-agent settings, and focus on learning in a single-

agent setting, before going into the more nuanced field of Multi-Agent Reinforcement Learning
(MARL). Reinforcement Learning (RL) is a fundamental paradigm in the field of machine learn-
ing concerned with how agents ought to take actions in an environment in order to maximize their
cumulative reward. Inspired by behavioral psychology, RL formalizes the learning process of
decision-making under uncertainty. An RL agent learns through trial and error, guided by the
rewards it receives from the environment in response to its actions.

In order to understand Reinforcement Learning (RL), it is important to first examine the
broader field of Machine Learning (ML). ML is concerned with the design of systems and al-
gorithms that can learn from data and make predictions or decisions without being explicitly
programmed for specific tasks. At its core, ML aims to generalize from past observations to
unseen scenarios by identifying patterns in the data.

Let X be a set of input instances representing measurable quantities, and let Y denote a set
of associated outputs or labels. These are being exploited by the machine to learn about its task,
and are called the training data. In supervised learning, each instance in X comes paired with
a corresponding label from Y , and the goal is to learn a function f : X ! Y that generalizes
well to new, unseen data. Here, a related paradigm is self-supervised learning, which derives
supervisory signals automatically from the data itself - typically by formulating pretext tasks that
do not require manual labeling. In contrast, unsupervised learning deals with situations where
labels are not provided. Here, the aim is often to uncover hidden structures, such as clusters or
latent representations, within the data. An intermediate paradigm is semi-supervised learning,
where only a subset of the data in hand is labeled.

A common characteristic of the above settings is that the learning process assumes a passive
role: the model’s predictions or actions do not influence the data it observes. This assumption is
limiting in many real-world scenarios where decisions taken by the model actively affect future
observations, like a robot interacting with its environment to complete a task. This is where
reinforcement learning comes into play.

Reinforcement Learning addresses the problem of learning to act optimally in an environ-
ment where actions have long-term consequences. Instead of merely predicting labels, an RL
agent learns a decision rule, called its policy, for selecting actions that maximize cumulative
rewards over time, often under uncertainty and only partial observability of its environment.
This dynamic interaction with the environment distinguishes RL fundamentally from other ML
paradigms.

Reinforcement Learning (RL) can be intuitively understood through the process illustrated

59



Agent
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p(st+1jht; at)
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reward rt

state st

Figure 2.1: Illustration of the reinforcement learning loop between agent and environment.

in Figure 2.1. Here, at each timestep t, the agent perceives the current state of the environment,
denoted as st. Based on this observation, the agent selects an action at according to its internal
decision-making mechanism (often treated as a black box). This mechanism is formally known
as the agent’s policy at time t, denoted by �t, which maps states (or observations) to actions.

Once the action at is executed, the environment transitions into a new state st+1 accord-
ing to its internal dynamics. These are typically modeled by a transition probability function,
denoted by p(st+1jht; at). This ht is the accumulated history up to timestep t, so we have
ht = (st; at; rt; : : : ; s0; a0; r0). Simultaneously, the environment emits a scalar reward sig-
nal rt+1, which provides feedback to the agent about the desirability of the new state and action
taken. This reward is used by the agent to adjust its policy with the aim ofmaximizing cumulative
future rewards.

This loop - comprising observation, action, state transition, and reward - repeats iteratively,
thereby allowing the agent to learn optimal behavior through trial and error. The overarching goal
in RL is to discover an optimal policy, ��, that maximizes the expected sum of future rewards
over time. Usually, this sum of rewards is discounted by a factor 
, which controls the importance
of future rewards, referring to the discounted future reward we discusses in section 1.2.3.

Most of the underlying notions discussed in this chapter will be based on Sutton and Barto
[2018], which is widely considered to be the main RL textbook. Unless stated otherwise, this
will be the source of the rest of the material. Our overarching goal is to explain PPO with as
much depth as possible, as it is the main algorithm used in the context of the simulations of
this thesis. To do that, we will begin with the fundational concepts of RL, from the Bellman
equation and the Value and Policy Iteration algorithms, discuss the first attempts in Model-Free
learning, introduce the function approximation paradigm, making a special mention to the DQN
algorithm, and finally discuss the Policy Gradient approach. All notions slowly build up towards
PPO, so that we establish a complete understanding of the algorithm, as well as notions that are
foundational to understand RL as a field, along with some practical aspects.

2.2 The Bellman Equation
Now that we have established a first instance of the RL framework, we will move forward

with solving it. One of the first approaches were provided by Richard Bellman. Bellman had
introduced the algorithmic method of dynamic programming as a method to solve complex de-
cision problems. Getting involved in the problem of sequential decision making, he formulated
the problem as a Markov Decision Process (MDP) (see section 1.3). In particular, making the
Markov assumption is what enabled Bellman to express the long-term return of a policy re-
cursively - a central insight of his dynamic programming framework. In accordance with the
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principles of dynamic programming, the first step is to define a function that quantifies the qual-
ity/value of a solution and then express it recursively. In our case, we want to evaluate the policy,
therefore the process is called policy evaluation. Bellman formalized this through the value func-
tion V �, defined as the expected discounted return an agent receives when starting in a state s
and acting according to a policy �:

V �(s) = E�

" 1X

t=0


trt+1

�����
S0 = s

#

=
X

a2A
�(a j s)

"

R(s; a)

X

s02S
P (s0 j s; a)V �(s0)

#
(2.1)

We are concerned with obtaining the optimal value function, which assigns to each state
the maximum expected return achievable from that state. Using the principle of optimality, this
function satisfies the Bellman optimality equation:

V �(s) = max
a2A(s)

"

R(s; a) + 

X

s02S
P (s0 j s; a)V �(s0)

#

; (2.2)

This recursive equation defines a fixed point that can be approached iteratively usingmethods
such as value iteration. It also provides a formal mechanism for determining the optimal policy
��:

��(s) = arg max
a2A(s)

"

R(s; a) + 

X

s02S
P (s0 j s; a)V �(s0)

#

: (2.3)

2.3 Value and Policy Iteration
Through this dynamic programming lens, Bellman’s contribution established the mathemat-

ical foundation for optimal control and sequential decision-making. Indeed, once the value func-
tion is defined recursively, solving for it becomes algorithmically tractable, particularly in finite
settings. In the case of finite-horizon MDPs, or more generally when the process terminates in
designated terminal states after a bounded number of steps, the solution can be obtained through
a procedure known as backward induction.

2.3.1 Backward Induction
Backward induction proceeds by first assigning values to the terminal states, typically known

or defined by the problem. Then, working backwards in time, the value function for each preced-
ing state is computed by applying the Bellman equation recursively. At each step, the value of
a state is determined by evaluating the expected return of all possible actions, given the already-
computed values of their successor states. This recursive update continues until the initial state
is reached, yielding a complete characterization of the optimal value function and, consequently,
the optimal policy. This method is both conceptually simple and computationally efficient in
settings where the horizon is finite and fully specified.

While backward induction is effective for finite-horizon problems, many real-world scenar-
ios require agents to plan over an indefinite or infinite time horizon. In such cases, where terminal
states may not be defined or reachable, a different approach is required. In order for Bellman’s
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recursive formulation to remain applicable, the ideas is instead of solving from a known endpoint
backward, one must search for a fixed point of the Bellman optimality operator.

This leads to a class of algorithms known as iterative dynamic programming methods, of
which the two most prominent examples are value iteration and policy iteration. Both are de-
signed to compute the optimal value function V � and the corresponding optimal policy �� by
exploiting the structure of the Bellman equations.

2.3.2 Value Iteration
Since we do not have access to calculated values for the value function for any state, the core

idea behind value iteration is to compute the optimal value function by successively improving
approximations of it. This is achieved by leveraging the recursive structure of the Bellman equa-
tion. At the heart of this approach lies the Bellman backup, which provides a one-step lookahead
estimate of the value of a state.

The Bellman backup evaluates a state by considering all possible actions and the expected
future return from following those actions. For a fixed policy �, the Bellman backup updates the
value of a state s as:

V �
k (s) =

X

a2A
�(a j s)

"

R(s; a) + 

X

s0

P (s0 j s; a)V �
k�1(s0)

#

: (2.4)

This equation tells us how to update the value of a state by taking the expectation over actions
and transitions, using the rewards and the value of successor states from the previous iteration.
Of course, that assumes we have a starting estimate V �

0 .
When seeking the optimal value function in a deterministic policy, the backup becomes a

maximization over all actions:

V �
k (s) = max

a2A

"

R(s; a) + 

X

s0

P (s0 j s; a)V �
k�1(s0)

#

: (2.5)

This form is called the Bellman optimality backup and it guides the search for an optimal
policy by always choosing the best expected return at each step.

To formalize the update, we define the Bellman optimality operator B as a mapping from a
value function V to a new value function B[V ]:

(B[V ])(s) = max
a2A

"

R(s; a) + 

X

s0

P (s0 j s; a)V (s0)

#

: (2.6)

Now we have all we need to build up the value iteration iteration algorithm. More specifi-
cally, the idea is that it applies the Bellman operator repeatedly, starting from an arbitrary value
function V0 (often initialized to zero). Then, at each step k, it updates this estimate:

Vk+1 = B[Vk]: (2.7)

This iterative process continues until the value function stabilizes, i.e., when the change
between successive iterations is smaller than a predefined threshold �:

kVk+1 � Vkk1 < �: (2.8)

Once convergence is achieved, the optimal policy �� can be extracted by acting greedily
with respect to the final value function:
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��(s) = argmax
a2A

"

R(s; a) + 

X

s0

P (s0 j s; a)V �(s0)

#

: (2.9)

Algorithm 1 Value Iteration
1: Initialize: V0(s) 0 for all s 2 S , k  0
2: while kVk � Vk�1k1 � � do
3: k  k + 1
4: for all s 2 S do
5: // Bellman update: Vk+1 = B[Vk]
6: Vk(s) maxa2A [R(s; a) + 


P
s0 P (s0 j s; a)Vk�1(s0)]

7:
8: Output: Optimal value function V � = Vk and optimal policy

��(s) = argmax
a2A

"

R(s; a) + 

X

s0

P (s0 j s; a)V �(s0)

#

A critical underpinning in all of the discussed algorithms is whether they will ultimately
converge to an optimal policy. For value iteration, it turns out there is a guarantee, which is
anchored in the properties of the Bellman operator. Specifically, it can be proven that the Bellman
optimality operator is a contraction of V when 
 < 1:

kBV � BV 0k1 � 
kV � V 0k1 for all V; V 0 : S ! R; when 
 < 1: (2.10)

What this means is that successive applications of the operator bring value functions closer
together by at least a factor of 
 < 1. As a result, regardless of the initial value function, the
sequence fVkg generated by value iteration is guaranteed to converge to a unique fixed point
-namely, the optimal value function V �. Once this fixed point is reached within a specified
tolerance, an optimal policy can be obtained by acting greedily with respect to V �.

2.3.3 Policy Iteration
While the value iteration algorithm makes a lot of sense mathematically and indeed was

historically among the first methods, it may appear counterintuitive in how it obtains the optimal
policy, as rather than directly optimizing for a policy, value iteration focuses on refining the value
function, with the optimal policy emerging only as a byproduct of convergence. This indirect
approach raises the question: can we instead formulate a method that more explicitly targets
policy optimization?

Revisiting the original Bellman backup, the value function is evaluated with respect to a
fixed policy. This perspective suggests a natural strategy: rather than refining value estimates to
indirectly obtain a policy, why not iteratively improve the policy itself? This leads to the idea of
alternating between evaluating a policy and improving it - a process known as policy iteration.

Policy iteration begins with an arbitrary policy and consists of twomain steps: policy evalua-
tion, where the value function for the current policy is computed; and policy improvement, where
a new policy is derived based on the evaluated value function. This direct optimization of the
policy, grounded in the policy-specific Bellman equation, provides a conceptually transparent
and often computationally efficient alternative to value iteration.
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Before delving deeper into the steps of policy iteration, it is helpful to revisit the problem of
policy evaluation and expand our definition of the value function to incorporate actions explicitly.
So far, we have defined the state-value function V �(s) as the expected return when starting from
state s and following policy �. However, in order to makemore informed decisions during policy
improvement, we require a function that also conditions on the choice of action.

This leads us to the definition of the action-value function or Q-function, denoted by
Q�(s; a). It represents the expected return of taking action a in state s, and thereafter following
the policy �:

Q�(s; a) = E�

" 1X

t=0


tR(st; at)

�����
s0 = s; a0 = a

#

: (2.11)

Clearly, there is a relationship between the two functions, as denoted by the following equa-
tion:

V �(s) =
X

a2A
�(a j s)Q�(s; a) (2.12)

This function satisfies the following recursive relation, analogous to the Bellman equation
for V �:

Q�(s; a) = R(s; a) + 

X

s0

P (s0 j s; a)
X

a0

�(a0 j s0)Q�(s0; a0) (2.13)

(2.12)
= R(s; a) + 


X

s0

P (s0 j s; a)V �(s) (2.14)

The action-value function proves particularly useful in the policy improvement step. While
V �(s) requires averaging over actions using the current policy,Q�(s; a) allows us to compare the
expected returns of different actions directly. Thus, during policy improvement, we can simply
select the action with the highest Q�(s; a) for each state, yielding a more intuitive and targeted
way to construct improved policies.

The pseudocode for policy iteration is presented below:
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Algorithm 2 Policy Iteration (deterministic policy)
1: Initialize: �0(s) randomly for all s 2 S , i 0
2: repeat
3: // Policy Evaluation: compute V �i

4: Initialize V0(s) arbitrarily for all s 2 S
5: k  0
6: repeat
7: k  k + 1
8: for all s 2 S do
9: Vk(s) R(s; �i(s)) + 


P
s0 P (s0 j s; �i(s))Vk�1(s0)

10: end for
11: until kVk � Vk�1k1 � �
12: V �i  Vk
13: // Policy Improvement: update �i+1 greedily with respect to V �i

14: for all s 2 S do
15: �i+1(s) argmaxa2A [R(s; a) + 


P
s0 P (s0 j s; a)V �i (s0)]

16: end for
17: i i + 1
18: until k�i � �i�1k1 � �
19:
20: Output: Optimal policy �� = �i and value function V � = V �i =0

We observe that this function also uses a process similar to value iteration to calculation the
value function for each state for a specific policy, but instead of calculating through all possible
actions, it only considers the action chosen by the policy. This results in a similar complexity to
value iteration.

What about its convergence? It turns out that it can be proved that in each policy improve-
ment step i, there will be monotonic improvement of the value function for each state s:

V �i (s) � V �i +1 (s); 8s 2 S;with strict inequality if �i suboptimal. (2.15)

This means that the policy is going to constantly improve at each step, until it ultimately
converges to the optimal policy, which by definition cannot be improved upon.

These two algorithms are the backbone for the more complex settings, upon which virtually
all RL algorithms are based.

2.4 Model-Free Methods
Up to this point, we have assumed access to the transition probabilities and the reward func-

tion for each state-action pair. In other words, we have assumed a completemodel of how the en-
vironment operates. This assumption reduces the reinforcement learning problem to a planning
or optimization problem, which can be addressed using dynamic programming or its iterative
variants. In such settings, there is no actual learning involved, since the agent has no uncertainty
about the environment’s dynamics.

By contrast, when we assume that the environment model is unknown, we shift our focus
from planning to include a learning component. This introduces the central challenge of re-
inforcement learning: learning optimal behavior solely from interaction with the environment,
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without explicit knowledge of its dynamics (of course there are cases where we can use prior
knowledge for the problem but we will not discuss this further).

One natural way to solve this problem is to interact with the environment and use sampled
experiences to estimate the relevant quantities of interest. This is inspired by the Monte Carlo
paradigm in probability theory, where repeated sampling is used to approximate expectations.

One approach would be to use these samples to estimate the transition probabilities and
reward function, and then apply planning methods using the estimated model. This is indeed
a possible idea belonging to a group of methods called model-based reinforcement learning, as
they are attempting to explicitly estimate a model of the environment. However, we will not
focus on this approach and focus instead on model-free methods. In model-free methods, we
directly estimate the value of a policy from sampled interactions with the environment, without
attempting to infer the underlying model directly. This procedure is known as Monte Carlo
Policy Evaluation.

2.4.1 Monte Carlo Policy Evaluation
Consider a policy � and an episodic task. LetGt denote the return following time t, defined

as the cumulative discounted reward:

Gt =

T�t�1X

k=0


kRt+k+1; (2.16)

where T is the terminal time step of the episode. The state-value function for � is estimated as
the sample mean of returns observed after visiting state s:

V �(s) � 1

N

NX

i=1

Gi; (2.17)

where G1; : : : ; GN are returns collected from episodes in which state s was visited.
However, a key consideration arises when a state is visited multiple times within a single

episode. It is not clear how these visits be should be treated. There are two main distinct methods
for Monte Carlo policy evaluation that account for that. In the first, called First-Visit MC, only
the first occurrence of state s in each episode is used. If the state is visited again later in the same
trajectory, those visits are ignored. The return Gt from the first visit to the end of the episode
is recorded and included in the estimate. The other approach is called Every-Visit MC. In that
case, all occurrences of state s in each episode are used. For each time step t where st = s, a
separate return Gt is calculated and included in the average. Each of these returns is computed
independently, starting from the corresponding time step t.

To understand the implications of these two approaches, we must first introduce some fun-
damental notions of estimator evaluation. These will be very important for the rest of our dis-
cussion, as they will be characteristic of the quality of our estimators.

Let V̂ (s) be an estimator of the true value function V �(s) = E�[Gt j St = s]. The bias of
V̂ (s) is defined as:

Bias[V̂ (s)] = E[V̂ (s)]� V �(s): (2.18)

An estimator is said to be unbiased if its expected value equals the true value, i.e.,
Bias[V̂ (s)] = 0.

The variance of the estimator reflects how much it varies across different sample sets:

Var[V̂ (s)] = E
��
V̂ (s)� E[V̂ (s)]

�2
�
: (2.19)
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Even an unbiased estimator can be undesirable if its variance is high, as it may produce
widely fluctuating estimates.

A metric that combines both of these notions is the mean squared error (MSE), defined as:

MSE[V̂ (s)] = E
��
V̂ (s)� V �(s)

�2
�

= Bias[V̂ (s)]2 + Var[V̂ (s)]: (2.20)

The MSE reflects the overall expected discrepancy between the estimator and the true value,
making it a more holistic measure of estimator quality. In particular, it reveals the trade-off often
encountered in reinforcement learning between reducing bias (by using long-term returns) and
controlling variance (by using shorter-term estimates).

Beyond bias and variance, another desirable property is consistency. An estimator V̂ (s) is
said to be consistent if it converges in probability to the true value as the number of samples
tends to infinity:

V̂ (s)
p�! V �(s) as N !1: (2.21)

Understanding these notions allows us to evaluate the quality of policy evaluation algorithms.
Other variables that we will be taking in mind are computational complexity, memory efficiency
and empirical evidence. Notice that an unbiased estimator is not necessarily consistent; its vari-
ance must also converge to 0 in order to converge in the true value. Also, a consistent estimator
is not necessarily unbiased, as a biased estimator can still converge to the true value.

Turns out, both first-visit and every-visit Monte Carlo estimators are consistent under stan-
dard assumptions (i.e., sufficient exploration and stationarity of the environment). However,
of the two only first-step estimator is an unbiased estimator of V �(s), assuming sufficient ex-
ploration and a stationary policy (immediate consequence of the Law of Big Numbers), while
its variance consistently decreases (� 1/

p
n, where n is the number of samples). In the case of

every-visit estimator, because returns from repeated visits within the same episode are dependent
that renders it biased and potentially of high variance. However, it is more sample efficient by
incorporating more sample per trajectory. Thus, there is a trade-off between statistical efficiency
and independence of samples. First-visit MC may be preferable when variance is a concern,
while every-visit MC might converge faster in practice due to using more data.

However, both of these methods, in their simplest form, require storing all returns observed
for each state (or state-action pair) and computing the mean only after collecting a complete
batch of data. In other words, neither is memory efficient. Therefore, while these approaches are
conceptually straightforward, they prove inefficient in practice, as storing all returns can become
memory-intensive in long-running or continuous tasks.

To address these limitations, we can adopt an incremental approach to Monte Carlo estima-
tion. Suppose we have observed n returns G1; G2; : : : ; Gn for a state s. The value estimate can
be updated recursively by:

Vn(s) = Vn�1(s) +
1

n
(Gn � Vn�1(s)) : (2.22)

This running average eliminates the need to store all past returns, as each new return updates
the estimate with a weight inversely proportional to the number of visits.

More generally, we may use a constant step-size parameter � 2 (0; 1]:

V (s) V (s) + � (G� V (s)) ; (2.23)

which defines an exponentially-weighted average. Although this does introduce a small bias, it
offers greater responsiveness to recent observations and is particularly useful in non-stationary
or ongoing tasks.

It is also worth mentioning at this point that the notions of first-visit and every-visit are
applicable in this case as well. Even when using incremental updates, we can still decide whether
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to update the value estimate based on only the first occurrence of a state in each episode, or based
on all occurrences.

The incremental MC estimator’s statistical properties actually depend on the value�. In fact,
there exist convergence guarantees for its updates under suitable conditions. Specifically, if the
step-size sequence f�tg satisfies the Robbins-Monro conditions (Robbins and Monro [1951]) :

1X

t=1

�t =1;
1X

t=1

�2
t <1 (2.24)

then the estimates V (s) converge with high probability to the true expected return, assuming the
returns Gt are bounded and the underlying Markov process is ergodic.

When using a constant step-size �t = �, these conditions are no longer satisfied, and the
algorithm does not converge to the true expected return. Instead, the estimates oscillate around
the true value with non-zero variance. However, it is worth mentioning that this is not always
a drawback. In fact, in non-stationary environments where the return distribution changes over
time, a fixed step-size allows the estimator to adapt continually, maintaining a relevant and up-
to-date estimate. Thus, the choice of step-size reflects a trade-off between convergence accuracy
and adaptability. For stationary problems, decaying step-sizes are typically preferred, while in
non-stationary or online settings, constant step-sizes may be more appropriate. This will become
very important in the multi-agent setting, as we will see in the corresponding chapter.

This incremental formulation makesMonte Carlo methods practical and scalable. Moreover,
it brings them closer in spirit to a broader class of learning algorithms that update estimates in-
crementally based on recent experiences. It also makes this paradigm suitable for online learning
settings.

However, incremental Monte Carlo methods are characterized by high variance, and that is
true for the incremental case as well, and in order to reduce this variance, a lot of data are needed.
That renders Monte Carlo methods impractical in many situations. They are also characterized
by the limitation that they require an episodic format, as they require the data collection to reach
a designated end in order to make an update.

2.4.2 Temporal Difference (TD) Learning
This is what brings us to the next notion of temporal-difference (TD) learning by Sutton

[1988]. It is a central component in reinforcement learning, with (Sutton and Barto [2018])
stating:

“If one had to identify one idea as central and novel to reinforcement learning, it
would undoubtedly be temporal-difference (TD) learning.”

Beyond its computational significance, TD learning also has intriguing biological relevance.
Research in neuroscience has shown that dopaminergic neurons in the mammalian brain exhibit
firing patterns that strongly resemble the TD error signal used in reinforcement learning algo-
rithms. This observation has led to compelling hypotheses that certain brain structures may im-
plement learning mechanisms akin to TD learning. In particular, the phasic activity of dopamine
neurons has been interpreted as encoding the temporal-difference error (the mismatch between
expected and received rewards) which is used to guide learning and behavior in both animals and
humans (Schultz et al. [1997], Montague et al. [1996]). Thus, TD learning not only provides a
powerful and flexible computational tool but also offers a biologically plausible model of learn-
ing in natural systems. In this section, we introduce the simplest TD method, known as TD(0),
and explore its mechanics and relationship to both Monte Carlo and dynamic programming ap-
proaches.
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Temporal-difference learning essentially is a combination of the aforementioned MC meth-
ods, and specifically incremental MC, with dynamic programming principles blending the ad-
vantages of the two. Like Monte Carlo, it learns directly from raw experience, without requiring
a model of the environment. Like dynamic programming, it updates estimates based on other
learned estimates - a technique known as bootstrapping, which we will discuss in detail below.
This allows TD methods to update value estimates after every step, without waiting for episode
termination. It essentially is a combination of the aforementioned MC methods, and specifically
incremental MC, with dynamic programming principles.

More specifically, let’s remember the Bellman Equation, in equation 2.2, which gives us an
recursive way to express the value function. This principle can also be used to estimate gain G,
by using the value function of the next observed state V (st+1) as an estimate of the rewards for
the states to come, therefore redacting the need to explicitly count the rewards till the end of an
episode. Of course we do not know the value function and we are currently estimating it, so will
use our current best estimate for the value function, a method called bootstraping. Now, we can
revisit equation 2.23 and write:

V (St) V (St) + � (rt + 
V (St+1)� V (St)) : (2.25)

This rule, known as the TD(0) update, adjusts the current estimate V (St) toward the target
rt+1 + 
V (St+1). The quantity in parentheses is referred to as the TD error:

�t = rt + 
V (St+1)� V (St); (2.26)

which captures the discrepancy between the estimated value of the current state and a boot-
strapped estimate of its return. The TD error serves as a real-time signal for learning - it is
non-zero whenever the current value estimate is inconsistent with observed outcomes.

Like we discussed, Monte Carlo estimators are unbiased, but can have high variance, partic-
ularly in long episodes. By contrast, the TD target is a biased estimator of the true return, as we
our target becomes an estimation of the correct value, but typically has much lower variance, as
it incorporates only immediate feedback and a single value prediction.

TD(0) is therefore more data-efficient and well-suited to online, incremental learning. It is
capable of operating in continuing tasks - where episodes do not naturally terminate - and is
widely used in practical reinforcement learning systems for this reason.

In the following sections, we explore the theoretical basis, convergence properties, and prac-
tical performance of TD(0), and relate it formally to bothMonte Carlo and dynamic programming
updates.

Under appropriate conditions, TD(0) is guaranteed to converge to the correct value func-
tion v� for a given policy �, assuming that each state is visited infinitely often and the learning
rate �t is decayed appropriately, such as the Robbins-Monro conditions (Robbins and Monro
[1951], equation 2.24). This convergence was proven by showing that it performs a stochastic
approximation of the Bellman Operator in equation 2.6:

This means TD(0) converges to the fixed point of the Bellman expectation operator, even
when samples are drawn incrementally and independently, meaning that it is in fact a consistent
estimator.

Effectively, what this means is that we have sacrificed bias for low variance and an incre-
mental formulation, without missing on consistency. This elegant compromise positions TD(0)
as a foundational method in reinforcement learning, forming the basis for many extensions, such
as TD(�), Sarsa, and Q-learning, which will be briefly mentioned in the following sections.

One important observation to note is that we do not have to stop at the immediate next state
and its value estimate. Instead, we can extend the update to include the next � successive states
and their value functions. This approach is known as TD(ɚ) - a generalization of TD(0) which
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allows for a trade-off between bias and variance. In fact, TD(λ) reduces variance by incorporating
more information from future states, though at the cost of increased bias. This method will
become important later, as we work our way to PPO.

2.4.3 From Policy Evaluation to Control
So far we have discussed policy evaluation in the case where we do not have access to the

model of environment, like its transition function and rewards. Now we will use these afore-
mentioned methods to also improve our policy. This is the essence of control in reinforcement
learning: using experience not only to assess the quality of a policy, but to refine it over time.

A central challenge in this process is the trade-off between exploration and exploitation.
Specifically, to maximize reward, an agent must “exploit” actions that it believes to yield high
returns based on past experience. However, in order to be able to discover such rewarding ac-
tions in the first place or to confirm that no better actions exist it must also explore alternatives,
even including those that may initially seem suboptimal. If the agent focuses solely on exploita-
tion, it risks converging prematurely to a suboptimal policy; if it only explores, it may never
accumulate enough reward. Therefore, effective reinforcement learning strategies must strike a
balance, gradually shifting preference toward actions that appear promising, while still occasion-
ally testing others to refine those estimates. This delicate balance is also unique to reinforcement
learning, as it does not arise in supervised or unsupervised learning paradigms where the correct
outputs or objective structures are typically given, and it is directly tied to the active learning
paradigm that is RL, as we discussed in the beginning of this chapter.

In order to proceed, we shift our attention from deterministic to stochastic policies. In a
stochastic policy, each action a 2 A is associated with a probability of being selected given a
state s, formally denoted by �(ajs). Thus, the policy becomes a probability distribution over
actions for each state, rather than a deterministic mapping �(s) = a. This will also shift the
conversation from value functions V (s) to state-action (Q) function Q(s; a), as this is a more
meaningful estimate in this setting for estimating the optimal policy (remember that the value
function is actually the expectation of the Q-function over the available actions in a state).

One of the simplest and most widely used approaches to incorporating exploration into
stochastic policies is the �-greedy strategy. This method modifies a deterministic greedy pol-
icy - which always selects the action with the highest estimated value - by occasionally selecting
a random action instead. More formally, under an �-greedy policy, the action with the highest
estimated action-value q(s; a) is selected with probability 1 � �, while each of the remaining
actions in the action space A is selected uniformly at random with probability �/jAj.

�(ajs) =

(
1� �+ �

jAj if a = argmaxa0 q(s; a0)
�

jAj otherwise
(2.27)

This simple adjustment allows the agent to maintain a predominantly greedy behavior, while
still ensuring that all actions are explored infinitely often in the limit. As a result, it avoids
the danger of prematurely settling on suboptimal actions due to incomplete information early
in learning. It also turns out that substituting the deterministic greedy policy in policy iteration
(in the case of given model dynamics) with an �-greedy stochastic policy, one can still prove
monotonic improvement of the value function and by extent the policy in each full iteration.

The choice of � controls the balance between exploration and exploitation. A higher � pro-
motes more exploration, which is especially beneficial during the early phases of learning, while
a lower � focuses more on exploitation, refining performance once a good policy estimate is es-
tablished. In practice, � may also be decayed over time to reflect this shift from exploration to
exploitation.
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With this simple idea for policy improvement, one can obtain a first algorithm for our setting,
utilizing the MC methods for policy evaluation and more specifically incremental MC, seen in
Algorithm 3

Algorithm 3Monte Carlo Online Control / On Policy Improvement Algorithm
1: Initialize Q(s; a) = 0, N(s; a) = 0 for all (s; a)
2: Set � = 1, k = 1
3: // Initialize a policy
4: �k  �-greedy(Q)
5: loop
6: // Policy Evaluation - Incremental MC
7: Sample k-th episode (sk;1; ak;1; rk;1; sk;2; : : : ; sk;T ) given �k
8: Gk;t = rk;t + 
rk;t+1 + 
2rk;t+2 + � � �+ 
Ti �trk;Ti

9: for t = 1 to T do
10: if (first or every) visit to (st; at) in episode k then
11: N(st; at) N(st; at) + 1
12: Q(st; at) Q(st; at) + 1

N(st ;at )
(Gk;t �Q(st; at))

13: end if
14: end for
15: // Policy Improvement - �-greedy
16: k  k + 1, � 1

k

17: �k  �-greedy(Q)
18: end loop

At first glance, although the individual components of the algorithm possess convergence
guarantees, it is not at all obvious that the algorithm as a whole will converge to the true Q-
function. However, convergence can be proven under a specific condition known as GLIE
(Greedy in the Limit with Infinite Exploration) by Singh et al. [2000]. This condition requires
that, as the number of episodes approaches infinity, every state-action pair is explored infinitely
often (infinite exploration) and the policy converges to a greedy policy with respect to the learned
Q-function (greedy in the limit):

lim
i!1

Ni(s; a)!1;

lim
i!1

�(a j s)! argmax
a
Q(s; a) with probability 1

(2.28)

When this criterion is satisfied, Monte Carlo control methods are guaranteed to converge to
the optimal Q-function. This is the reason why we reduce � in each iteration, as demonstrated in
line 16 of Algorithm 3.

Now, using the TD(0) policy evaluation method instead of the incremental MC, we get
the State-Action-Reward-next State-next Action algorithm or SARSA (Rummery and Niran-
jan [1994]). This algorithm also requires both the GLIE and the Robbins-Monroe conditions to
converge to the optimal Q* function.

At this point, it is important to distinguish between on-policy and off-policy learning algo-
rithms. On-policy methods improve and evaluate a policy based solely on data collected by
following that same policy. In contrast, off-policy methods allow learning about one policy (the
target policy) while using data generated by another (the behavior policy).

In multi-agent settings, the on-policy constraint becomes particularly significant. This is
because agents are not learning in isolation - their actions may directly or indirectly influence
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the learning dynamics of other concurrently learning agents. In such environments, an agent’s
own behavior policy becomes part of the non-stationary environment as perceived by others.
Consequently, for learning to be stable and well-aligned with the actual dynamics, the behavior
policymust be consistent with the one being evaluated and improved. Off-policymethods, which
rely on data generated by a potentially different policy, can thus become unreliable or unstable or
might just be non-applicable in these scenarios, especially since agents cannot observe the true
policies of others in order to adjust their own policies accordingly.

However, on-policy methods come with a key limitation: they restrict the use of data to
that generated under the current policy. This hinders their data-efficiency, particularly in en-
vironments where data collection is costly or slow. In contrast, off-policy methods have the
advantage of being able to reuse old data, aggregate experience across policies, and even lever-
age data collected from external sources. This property is especially useful in sample-efficient
learning or in offline reinforcement learning settings. For this reason, despite our focus on on-
policy methods as we want to focus in the multi-agent context, we now make a brief detour to
examine an off-policy algorithm: Q-learning, by Watkins and Dayan [1992].

The central innovation in Q-learning lies in how it modifies the SARSA update rule
by replacing the next action value Q(st+1; at+1) with the maximum possible action value
maxaQ(st+1; a). This change reflects a fundamental shift in philosophy: instead of using the
action actually taken under the current (and possibly exploratory) policy, Q-learning directly ap-
proximates the optimal value function Q� by assuming that the best possible action will always
be taken from the next state onward.

The reasoning behind this modification stems from the goal of learning the optimal policy
rather than just improving the current one. In SARSA, the value updates are tightly coupled with
the behavior policy: if the agent occasionally takes suboptimal actions for exploration, these
exploratory decisions are propagated into the value function. This might slow down or even
mislead the learning process when the goal is to converge directly to the optimal Q-function. By
contrast, Q-learning enforces a form of greedy bootstrapping - it always assumes the next action
will be the best one available, regardless of what the current behavior policy actually does. This
is what constitutes it an off-policy algorithm, as it can potentially follow a different, exploratory
policy during data collection. The use of the maximum over actions reflects this “optimistic”
assumption and allows Q-learning to make more aggressive progress toward Q�, especially in
settings where many suboptimal actions are explored.

Q-learning properties become evenmore interestingwhen discussing convergence, as it turns
out that Q-learning with �-greedy exploration does not require the GLIE conditions to converge
in the true Q-function. This lies in the fact that it uses the max, which essentially guarantees that
even if one acts completely randomly (infinitely exploration), the Q-function will eventually
converge to the optimal value Q*. However, GLIE conditions are additionally required in order
to guarantee convergence to the optimal policy ��.

2.5 Function Approximation
It is important to note that up to this point, we have been discussing the tabular case, where

the state-action pairs can be explicitly enumerated and a distinct value can be assigned to each
entry in the Q-function and policy. While this assumption simplifies the learning problem and
provides a solid theoretical foundation, it quickly becomes impractical as the cardinality of the
state or action space grows. Consider, for instance, a game like chess: the number of possible
legal board configurations is estimated to be on the order of 1043 (Allis [1994]), while the num-
ber of possible unique games may exceed 10120 (Shannon [1950]). Maintaining a table with a
distinct entry for every state-action pair in such an astronomical setting is clearly computation-
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ally infeasible. Moreover, the tabular assumption completely breaks down in environments with
continuous state or action spaces - a scenario that is common in real-world applications such as
robotics. These limitations motivate the need for function approximation techniques, which al-
low the generalization of value functions and policies across similar states and actions, enabling
reinforcement learning to scale to high-dimensional or continuous domains.

To overcome the limitations of the tabular setting, reinforcement learning adopts function
approximation techniques, wherein the action-value function Q(s; a) or the policy �(a j s) is
approximated using a parameterized function, denoted as Q̂(s; a; w ) or �̂(a j s; � ), respectively.
Here, w 2 Rd and � 2 Rd are vectors of parameters (e.g. weights of a neural network or coeffi-
cients of a linear model) that are updated during learning. This paradigm allows generalization
across similar states and actions and enables learning in environments with large or continuous
state and/or action spaces.

Formally, the approximated action-value function can be expressed as:

Q̂(s; a; w ) � Q�(s; a); (2.29)

where Q�(s; a) is the true action-value function under policy �. The learning objective is to
adjust w so that Q̂(s; a; w ) becomes a good predictor of the expected return.

At first, we will begin our analysis assuming that there is an oracle that implements the
true Q-function. That relates to the machine learning notion of realisability, which assumes that
such a function actually exists (unfortunately, that might not always be the case in many real-life
problems, but it is a necessary assumption at this stage).

A fundamental approach to learning the parameters w is through gradient descent. This is a
fundamental iterative method used in optimization for minimizing a differentiable loss function.
Essentially, the goal is tominimize that function, whose value depends on the parameters wewant
to optimize. This constitutes an optimization problem, where given a loss L(w ) that depends on
parameters w 2 Rd, the basic gradient descent algorithm updates the parameters in the direction
of steepest descent, meaning where the gradients are the highest (most negative since we want
to minimize):

w t+1 = w t � �rwL(w t); (2.30)

where � > 0 is the learning rate or step size. When the full loss function L(w ) is computed as
an average over all training data, the method is referred to as batch gradient descent.

While this approach ensures convergence under certain conditions (e.g., smoothness and
convexity of the loss function), it becomes computationally expensive when applied to large
datasets or environments with continuous interactions. To alleviate this issue, stochastic gradient
descent (SGD) is employed, which has become the standard particularly in deep learning settings
including reinforcement learning and online learning. In SGD, updates are made based on noisy,
unbiased estimates of the gradient by sampling the data in our disposal instead of aggregating
through all of them. Specifically, if L(w ) = E�[‘(w ; �)], where � is a random variable (e.g., a
data sample or environment transition), then the SGD update becomes:

w t+1 = w t � �trw ‘(w t; �t); (2.31)

where �t is sampled at time t. Under standard assumptions (e.g., bounded gradients, and step
sizes satisfying �t ! 0 with

P
t �t = 1 and

P
t �

2
t < 1), SGD is guaranteed to converge

with high probability to a local minimum for non-convex problems or the global minimum for
convex problems. In practice, it is often used in combination with mini-batch gradient descent,
where the gradient is estimated using an average over a small set of sampled data points rather
than the full dataset.

73



In the RL setting specifically, if we assume access to the true value function Q�(s; a) (an
oracle assumption), the loss function we aim to minimize becomes:

J(w ) = E�
��
Q�(s; a)� Q̂(s; a; w )

�2
�
; (2.32)

and its gradient is:

rw J(w ) = �2 E�
h
(Q�(s; a)� Q̂(s; a; w ))rw Q̂(s; a; w )

i
: (2.33)

Now, in reality, the true Q� is unknown, which brings us back to the algorithms discussed
in the tabular case. By substituting empirical or bootstrapped targets for Q�(s; a), and using
stochastic gradient descent instead of incremental updates, we obtain function approximation
counterparts of the tabular update rules:

• Monte Carlo (MC): Use the sampled return Gt as the target:

�w = �
�
Gt � Q̂(st; at; w )

�
rw Q̂(st; at; w ): (2.34)

• SARSA (on-policy TD): Use the TD target r + 
Q̂(s0; a0; w ):

�w = �
�
r + 
Q̂(s0; a0; w )� Q̂(s; a; w )

�
rw Q̂(s; a; w ): (2.35)

• Q-learning (off-policy TD): Use the TD target r + 
maxa0 Q̂(s0; a0; w ):

�w = �

�
r + 
max

a0
Q̂(s0; a0; w )� Q̂(s; a; w )

�
rw Q̂(s; a; w ): (2.36)

2.5.1 Deep Q-Networks (DQN)
The introduction of Deep Q-Networks (DQNs) by Mnih et al. [2013] marked a major break-

through in reinforcement learning, enabling agents to learn directly from high-dimensional sen-
sory inputs (such as raw pixels) while using powerful nonlinear function approximators like deep
neural networks. Prior to DQN, applying function approximation to Q-learning in complex en-
vironments was known to be highly unstable and often divergent. These issues were particularly
pronounced when combining off-policy learning, bootstrapping, and nonlinear approximators,
sometimes referred to as the “deadly triad” in reinforcement learning.

In particular, traditional Q-learning with function approximation suffered from three key
challenges. Firstly, it was highly unstable, due to correlated inputs of the sequential data (e.g.,
consecutive frames in a game) which lead to highly correlated updates that violated the i.i.d.
assumptions of SGD. Secondly, the target in Q-learning depends on the same network being
updated, which causes the target to shift during learning (non-stationarity), eventually causing
divergence. Last but not least, the algorithms were very data inefficient, as learning from each
individual transition discards valuable information that could be reused to improve sample effi-
ciency. The use of neural networks only further exaggerated these issues.

To address these challenges, DQN introduced a couple of simple but crucial techniques. The
first was the experience replay, a buffer used to store transitions (s; a; r; s0) observed during in-
teraction (it is also called a replay buffer). During training, mini-batches are uniformly sampled
from this buffer, breaking temporal correlations and improving data efficiency. The other inno-
vation was a separate, periodically updated network Q̂(s; a; w �) called the target network. This
is used to compute the TD target, thereby stabilizing learning by keeping the target fixed for a
specified number of updates.
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The introduction of DQN marked a monumental advancement in the field of reinforcement
learning. Its performance on the Atari 2600 benchmark suite - where it achieved human-level
control on many games using only raw pixels as input - demonstrated for the first time that deep
reinforcement learning could scale to complex, high-dimensional environments. It established a
versatile and general-purpose algorithm that significantly influenced the development of modern
RL methods. DQN was one of the first algorithms to successfully employ deep neural networks
as function approximators for Q-values, highlighting the critical role of representation learning
in reinforcement learning systems, and solved many problems that arose with their application
like value oscillations. However, arguably the most profound contribution of DQN was its em-
pirical demonstration of the importance of data and data reuse in RL. This was quantitatively
validated through an ablation study, as illustrated in Table 2.1 presented in Mnih et al. [2015],
where the performance of the algorithm improved considerably with each enhancement (notice
that this table also mentions how the use of neural networks further hindered the performance of
Q-learning up to DQN). Among these, the introduction of the experience replay buffer stood out
as the most impactful. By storing and reusing past transitions, experience replay broke the tem-
poral correlations between sequential observations and enabled more sample-efficient learning,
fundamentally altering the performance landscape of off-policy methods.

Game Linear
Approx.

Deep
Network

DQN
w/ fixed Q

DQN
w/ replay

DQN w/ replay
and fixed Q

Breakout 3.0 3.2 10.2 240.7 316.8
Enduro 62.0 29.1 141.9 831.4 1006.3
River Raid 2346.9 1453.0 2867.7 4102.8 7446.6
Seaquest 656.9 275.8 1003.0 822.6 2894.4
Space Invaders 301.3 302.0 373.2 826.3 1088.9

Table 2.1: Performance scores of five algorithmic variants of DQN evaluated on five Atari
games.

This paradigm of reusing data would later inspire and underpin many subsequent algorithms,
including Proximal Policy Optimization (PPO), which, although on-policy, still benefits from
structured data collection and stabilization strategies reminiscent of experience replay. The latter
will also become relevant when discussing the application of PPO in our simulations.

2.6 Policy Gradient Methods
A very successful, widely used paradigm in RL are the policy gradient methods. In the

previous sections, the idea was to use gradient descent to fit a function that approximates the
Q-function for a problem by minimizing the difference between our estimation and a target, and
then use this Q-function to derive a policy. This refers more to the value iteration paradigm,
which is why the previous methods are categorized as value based. Instead, this paradigm com-
putes directly the gradients for the policy, and therefore directly optimizes for it specifically, so
instead it uses gradient ascent to maximize this policy. This method belongs to a larger family of
methods called policy optimization methods, that attempt to calculate a policy � that maximizes
its corresponding value function V �, and reflect the RL versions of policy iteration.

To formalize this, let us denote the policy by �� , parameterized by � 2 Rn. The goal is to
find parameters � that maximize the expected return from the initial state s0:
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V �� (s0) =
X

a

�� (ajs0) q� � ( s0 ;a ) (2.37)

= E��

"
TX

t=0


trt j s0

#

(2.38)

=
X

�

P (� j � )R(�) (2.39)

where � represents a trajectory, meaning an observed sequence of states, while P (�) is the
probability of this trajectory and R(�) its cumulative reward (the observed gain). The depen-
dence of V � on � is often made explicit as V (s0; � ).

Assuming an episodic Markov Decision Process (MDP), policy gradient methods perform
gradient ascent on V (s0; � ) with respect to the policy parameters:

�� = �r�V (s0; � ); (2.40)

where � > 0 is the learning rate and r�V (s0; � ) is the gradient of the expected return with
respect to � . This quantity is known as the policy gradient. More specifically, the policy gradient
is a vector consisting of partial derivatives of the value function with respect to each policy
parameter:

r�V (s0; � ) =

0

BB@

@V (s0 ;� )
@�1...

@V (s0 ;� )
@�n

1

CCA : (2.41)

By ascending in the direction of this gradient, policy gradient algorithms seek a local max-
imum of the expected return. In the following sections, we will derive how this gradient can be
expressed in terms of the policy �� and show practical algorithms that estimate it from sampled
trajectories.

Using equation 2.39, we can write the policy gradient as:

r�V �� (s0) =
X

�

P (� ; � )R(�)r� logP (� ; � ) (2.42)

This reformulation follows from applyingr�P (� ; � ) = P (� ; � )r� logP (� ; � ), a very com-
mon method when calculating gradients in the machine learning literature often referred to as the
likelihood ratio trick. It allows us to express the gradient of an expectation as the expectation of
a gradient, which is critical for deriving sample-based estimators used in practice. Since comput-
ing the exact expectation over all trajectories is generally intractable, we approximate the policy
gradient using an empirical estimate from a finite number of sampled trajectories. Let f� (i)gmi=1

be m trajectories sampled under the current policy �� . Then, the gradient can be approximated
as:

r�V (� ) � ĝ =
1

m

mX

i=1

R(� (i))r� logP (� (i); � ) (2.43)

=
1

m

mX

i=1

R(� (i))r� log��(� (i)) (2.44)

which is the MC estimate of the policy gradient. Also, this last expression 2.44 uses the score
function,r� log�

� ( � ( i ) )
, where the trajectory probabilityP (� (i); � ) is written explicitly in terms of
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the policy �� , assuming the environment’s transition dynamics are independent of � and thus do
not contribute to the gradient. This is a crucial insight that allows us to estimate the gradient using
only knowledge of the policy and sampled actions, without needing access to the environment
model. An important insight is also the fact that the reward function R isn’t ; it can therefore be
discontinuous, discrete or even unknown. The last one is particularly important for framework
of RL we have formulated, as the rewards are accumulated by sampling the environment.

While the score function formulation provides an elegant, model-free expression for the
policy gradient, it suffers from high variance as each trajectory � (i) is treated as an atomic unit,
assigning the total return R(� (i)) uniformly to every action taken, regardless of when it was
taken or how good it was locally. This uniform credit assignment ignores the temporal structure
of the decision process. To address this, we exploit the fact that a trajectory � is a sequence of
state-action-reward transitions, and thus the log-probability of a trajectory can be decomposed
as (also using the Markov assumption following our MDP formulation):

log��(�) =
TX

t=0

log��(at j st) (2.45)

This leads to REINFORCE (Williams [1992]) (Algorithm 7), which attributes the return to
the actions that caused it, time step by time step. The resulting estimator is:

r�V (�) � ĝ =
1

m

mX

i=1

T ( i )X

t=0

r� log��(a
(i)
t j s

(i)
t )G

(i)
t (2.46)

where G(i)
t is the return observed from time step t onward in trajectory i. This formulation

allows for a more fine-grained and causally aligned credit assignment.

Algorithm 4 REINFORCE
1: Initialize policy parameters �
2: for each episode do
3: Generate a trajectory � = (s0; a0; r0; : : : ; sT ) using policy ��

4: for each step t in the episode do
5: �  � + �r� log��(at j st)Gt

6: end for
7: end for

At this point, it is worth discussing how the policy �� is computed through � . In practice, the
parameters � define a function �(s; a; � ), which scores or parameterizes the agent’s preferences
for actions given a state. This function is often implemented using a neural network, but it can
be any differentiable function approximator, such as a linear model or a decision tree. The role
of the policy is to map these scores to probabilities over actions.

For discrete action spaces, this is commonly done using the softmax policy:

��(a j s) =
exp(�(s; a; � ))P
a0 exp(�(s; a0; � ))

; (2.47)

which defines a smooth distribution over actions that is differentiable with respect to � . For
continuous action spaces, a common choice is to model the policy as a Gaussian distribution with
state-dependent mean and (often state-independent) standard deviation:

��(a j s) = N (a j ��(s); �2
�) =

1
q

2��2
�

exp
�
�(a� ��(s))2

2�2
�

�
; (2.48)
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where both the mean �� (s) and (optionally log of) the standard deviation are the outputs � of
a neural network parameterized by � . These policy parameterizations are particularly popular
because they yield closed-form, easily computable gradients of (log)�� (ajs), which are essential
for efficient policy optimization.

2.7 Proximal Policy Optimization (PPO)
One of the main drawbacks of REINFORCE lies in its use of Monte Carlo (MC) estimates,

which, as discussed earlier, are characterized by high variance. To mitigate this, the concept
of a baseline b is introduced - a quantity that is subtracted from the return used in the gradient
estimate. This baseline must be dependent only on the state st, so that the policy gradient remains
unbiased (because the expectation of its gradient with respect to � will be zero).

A common and intuitive choice for the baseline is the expected return from a state, i.e. the
value function V �(st). The modified policy gradient then becomes:

r�J(�) = E����

"
X

t

r� log��(atjst) � (Gt � b(st))

#

; (2.49)

b(st) = Ea��(�jst )[Gt j st] = V �(st): (2.50)

where b(st) = V �(st). This preserves the unbiasedness of the gradient estimate while reducing
its variance.

Alternatively, one may replace Gt with the action-value function Q�(st; at) as the former
is an estimate of the latter. This also underlines a more fundamental result in reinforcement
learning known as the Policy Gradient Theorem, which expresses the policy gradient in terms of
Q�(s; a). Equation 2.49 now becomes:

r�J(�) = E� [r� log��(atjst) � (Q�(st; at)� V �(st))] : (2.51)

This formulation motivates the definition of the advantage function, which measures how
much better (or worse) an action is compared to the expected value of the state:

A�(st; at) = Q�(st; at)� V �(st): (2.52)

The reasoning behind this subtraction of the baseline is that sampling alone makes it difficult
to assess the absolute quality of a reward. By subtracting a baseline, we shift the focus to whether
the action outperformed or underperformed relative to expectations. This yields lower-variance
gradient estimates resulting in more stable learning. Of course, the question becomes how the
value function V �(s) can be estimated. An idea is to train a function approximator like a neural
network, which can be (but not necessarily) independent of the one that approximates the pol-
icy function. This give rise to the family of actor-critic models, which include many popular
algorithms like A2C by Mnih et al. [2016].

While this a step to the right direction, another big problem of policy gradient algorithms is
that they optimize the policy function by changing the �, however even a minor change in the
latter can cause a great difference in the policy. The relationship between these two is not gener-
ally known - in fact what the gradient ascent algorithm attempts to do is navigate this unknown
function to find a (at least local) max. This is a common issue in gradient methods, however
because the policy is used to also get the data to perform policy improvement, this leads to great
instability in the RL case and can lead to performance collapse. That results to great sensitivity to
the hyperparamer setup, which is clearly unfavorable and can significantly hinder training times
and robustness.
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In order to solve this problem, we must firstly understand the relationship between two poli-
cies. It can be shown that:

J(�0)� J(�) = E���0

" 1X

t=0


tA�(st; at)

#

(2.53)

=
1

1� 

E
s�d� 0

a��

�
�0(ajs)
�(ajs)

A�(s; a)

�
(2.54)

where d�0
= (1�
)

P1
t=0 


tP (st = sj�) is the discounted future state distribution of policy �0,
i.e. the probability of visiting state s at time t, averaged over time with exponential discounting
by 
, when following policy �0. Ideally, we would like the right side of this equation to be
dependent only by one of those policies; then, given the current policy, we would know what the
next policy’s expected value would be. While it is positive in that regard that the advantage is
written in respect to the first policy, there is still a dependence from the other one through d(�0).
Turns out we can approximate d(�0) � d(�) if the policies are quite close. How close they must
be is defined by the relative policy performance bounds (Achiam et al. [2017]):

��J(�0)�
�
J(�) + L�(�0)

��� � C
p

Es�d� [DKL(�0k�)[s]] (2.55)

where

L�(�0) = Es�d� ; a��0 [A�(s; a)] (2.56)

=
1

1� 

Es�d� ; a��

�
�0(a j s)
�(a j s)

A�(s; a)

�
(2.57)

Essentially, the termL�(�0) is known as the surrogate advantage or surrogate objective, and
serves as a first-order approximation of the difference in expected discounted returns J(�0) �
J(�). This surrogate objective is easier to optimize than the true objective J(�0) because it
can be estimated using trajectories sampled from the current policy �, without requiring fresh
samples from the new policy �0, by using a technique called importance sampling (corresponds
to equation 2.59). Specifically, L�(�0) measures the expected improvement of the new policy �0

over the current policy �, according to the advantage function A�(s; a); intuitively, it estimates
how much better (or worse) the actions chosen by �0 would perform compared to �, under the
state distribution induced by �. This is useful in policy optimization because it can be efficiently
estimated from data collected by following �. Formally, it is defined as:

L�(�0) = Es�d� ; a��0 [A�(s; a)] ; (2.58)

which can equivalently be rewritten as:

L�(�0) =
1

1� 

Es�d� ; a��

�
�0(a j s)
�(a j s)

A�(s; a)

�
: (2.59)

or, more the more practical version:

= E���

" 1X

t=0


t
�0(at j st)
�(at j st)

A�(st; at)

#

(2.60)

Notice that the bound above uses KL-divergence (Kullback and Leibler [1951]) as a notion of
distance between policies, since policies are essentially probability distributions. This is defined
as:
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DKL(�k�0)[s] =
X

a

�(a j s) log �(a j s)
�0(a j s)

(2.61)

KL-divergence quantifies the expected difference in information content between two dis-
tributions. Specifically, it measures the extra information, or “surprise”, incurred when samples
from a true distribution P are encoded using a model or code optimized for a reference distribu-
tion Q. In this sense, the KL-divergence expresses how one distribution diverges from another
and provides an intuitive notion of “distance” in the space of probability distributions: the greater
the divergence, the more information is lost when substitutingQ for P . A KL-divergence of zero
indicates that the distributions are identical, while higher values indicate greater discrepancy.
It is important to note, however, that KL-divergence is not a distance in the strict mathemati-
cal sense (it is not symmetric (DKL[PkQ] 6= DKL[QkP ] in general) and does not satisfy the
triangle inequality, both of which are required properties for a true metric). Nevertheless, KL-
divergence possesses several practical properties that make it the premier choice for comparing
probability distributions in machine learning and statistics, as it is straightforward to compute,
it is differentiable with respect to its arguments and is rooted in information theory, providing
direct interpretability.

What equation 2.55 essentially dictates is that the improvement in expected return from
switching from policy � to a new policy �0 can be bounded and controlled by a tractable surro-
gate objective L�(�0), along with a penalty term that depends on how different the two policies
are (typically measured by the KL divergence). This means that, as long as the new policy does
not deviate too much from the current policy, maximizing the surrogate objective leads to real
improvement in the true return. This is the basis for the wide class of policy optimization algo-
rithms, which use the surrogate advantage to guide policy updates while explicitly limiting the
divergence between successive policies. In practice, this approach ensures stable learning and
monotonic policy improvement by preventing drastic, destabilizing changes to the policy in a
single update step.

This idea has been central in many policy gradient algorithms. One can constraint the KL
divergence to remain within specific values called trust regions, and this is the idea behind Trust
Region Policy Optimization (TRPO) by Schulman et al. [2015]. This process, while it guarantees
monotonic improvement, is rather complex and slow in practice. A more practical approach
would be to relax the hard constraint on the KL divergence and instead directly limit large updates
by disallowing them. This way, we ensure that the policies remain within a sufficient margin
as dictated by equation 2.55, while avoiding any complex calculations. This is what brings
us to the most common algorithm of this class, known as the Proximal Policy Optimization
algorithm, or PPO. The most common approach is the one that uses clipping to restrict the policy
from changing too much and increasing the bound of equation 2.55. More specifically, the loss
function in the PPO objective can be written as:

LCLIP(� ) = Et [min (rt(� )At; clip(rt(� ); 1� �; 1 + �)At)] (2.62)

where � 2 [0; 1] is a hyperparameter that determines how far the new policy is allowed to deviate
from the old policy in each update. A smaller value of � enforces more conservative updates,
while a larger value allows for greater policy changes. Figure 2.2 illustrates how the clipping
mechanism in PPO constrains policy updates to ensure stable learning. The x-axis in each plot
represents the probability ratio r = �� (ajs)

�� old (ajs) , which quantifies how much more (or less) likely
the new policy is to choose action a in state s compared to the old policy. The y-axis shows
the value of the clipped surrogate objective LCLIP. The left plot corresponds to cases where the
advantage A > 0, indicating that action a is better than the policy’s average action. In this case,
increasing r improves the objective up to a threshold at 1+�, after which the objective is clipped

80



Figure 2.2: Illustration of the PPO clipped surrogate objective as a function of the probability
ratio r = �� (ajs)

�� old (ajs) . Left: When the advantage A > 0, the objective increases linearly with r
until it reaches the threshold at 1+�, after which it is clipped and remains constant. Right: When
the advantage A < 0, the objective decreases linearly with r until the threshold at 1� �, beyond
which it is clipped and remains constant. The red dot indicates a typical sample update. This
clipping mechanism ensures that policy updates do not become excessively large, stabilizing
training by preventing the policy from making overly aggressive changes in response to outlier
advantages.

and remains flat. This prevents the new policy from becoming excessively more likely to select
a particular action, thus avoiding large, destabilizing updates. The right plot shows the scenario
whereA < 0, meaning action a is worse than average. Here, decreasing r improves the objective
until the threshold at 1 � �; beyond this point, further reduction in r is not rewarded, again due
to clipping. The red dots in both plots represent typical sample updates: when these updates
are within the unclipped region, the objective responds linearly, but once they reach the clipping
boundary, the objective no longer increases or decreases. Overall, this mechanism ensures that
each policy update is kept within a trust region, limiting the risk of sudden, destructive changes
to the policy and promoting steady, reliable improvement.

In general, any method for calculating the advantage is permissible in the PPO framework.
However, the most common by far is the Generalized Advantage Estimator (GAE). Below is the
equation:

Â
GAE(
;�)
t =

1X

l=0

(
�)l �t+l (2.63)

where �t = rt+
V (s+1)�V (st) is the temporal difference (TD) residual at time t and � 2 [0; 1]
is a hyperparameter, trading off bias and variance - lower values of �make the estimator resemble
the one-step temporal difference (TD) advantage, resulting in lower variance but higher bias,
while higher values approach the unbiased Monte Carlo estimator, which has higher variance.
Delving deeper into this, the GAE formulation is closely related to the TD(�) algorithm from
section 2.4.2, as both use exponentially-weighted averages of multi-step temporal difference
errors. In particular, GAE computes a weighted sum of TD residuals across different time steps,
using powers of 
� as weights, just as TD(�) does for value estimation. This approach allows
GAE to capture longer-term dependencies in returns while controlling the amount of variance
introduced by the estimator, resulting in more stable and efficient policy updates. In other words,
it is a more sophisticated version of TD(�).

There is one last aspect of PPO we haven’t discussed yet that has to do with exploration.
Clearly, the use of �-greedy policies are not in accordance with the highly sophisticated nature
of PPO. Instead, the idea is to use entropy regularization. Entropy regularization encourages
the policy to maintain a certain level of randomness in its action selection, which helps prevent
premature convergence to suboptimal deterministic policies and promotes sufficient exploration
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of the environment. In practice, this is achieved by adding an entropy bonus to the loss function,
typically in the form of the expected entropy of the policy’s action distribution at each state. The
entropy objective is defined as:

LEntropy(� ) = Et [H (��(� j st))] (2.64)

= Et

"

�
X

a

��(a j st) log��(a j st)

#

(2.65)

where H(��(� j st)) denotes the entropy of the policy at state st. Specifically, the entropy of a
probability distribution can be measure of its randomness or unpredictability. In the context of
reinforcement learning, a policy with higher entropy selects actions more randomly, while a low-
entropy policy tends to be deterministic. By adding an entropy bonus to the PPO objective, we
explicitly reward the agent for maintaining uncertainty in its action choices. This discourages
the policy from collapsing too quickly to a single, potentially suboptimal action and instead
encourages it to keep exploring alternative actions.

Adding the critic’s objective (value function loss) to the PPO loss function we have the final
equation:

LPPO(�) = LCLIP(�) + c1L
VF(�)� c2L

Entropy (2.66)

where
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�
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�
clip (V�(st); V�old(st)� �; V�old(st) + �)� V target

t
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(2.67)
is the value function loss, and c1 and c2 are coefficients controlling the relative importance of
the value function and entropy terms, respectively. Notice that we use the clipping mechanism
in the critic’s objective as well; this is indeed the case for some practical PPO implementations,
however it is worth noting that this can be omitted, either by not implementing the clipping
or by setting a large enough value of �. The negative sign in the entropy loss indicates that
higher entropy, i.e. randomness, increases the total objective and is therefore desirable. By
appropriately tuning c2, we can encourage the policy to explore more or less, depending on
the needs of the environment. We normally decay this term, in order to eventually decrease
exploration as we collect more data, which also leans towards the GLIE conditions.

There are a few practical notionswemustmention at this point. First of all, themain approach
to training PPO is through stochastic gradient descent (SGD), which uses a subset of the collected
data during the descent by sampling them, which improves speed. Thanks to PPO’s conservative
policy updates, we can repeat this process several times within an update, as the successive
policy changes do not deviate much and we can reuse the data gathered with the original policy,
significantly increasing sample efficiency in a manner resembling the replay buffer of DQN. It
is also very common to have a single neural network for both actor and critic (although with
different heads, i.e. the last (output) layer of the network), as it facilitates scaling - this is called
parameter sharing.

PPO has many advantages. The first and most important one is that is helps solve the issue
of sensitivity to hyperparameters that most RL algorithms suffer from. Because this algorithm
is so resilient by making small updates when needed, performance collapse has been drastically
limited and so virtually any (within limits) hyperparameter setup will yield satisfactory results.
This highlights its robustness, stability and generality. Another advantage is that it can be used
with both continuous and discrete action spaces, while other algorithms, like DQN for instance,
work only with discrete ones. Finally, it is an on-policy algorithm, making it generally suitable
for the MARL setting. We will see how PPO is applied there in the next chapter.
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PPO is arguably the most influential RL algorithm to this date. It was used in Ouyang et al.
[2022], together with inverse RL, to finetune ChatGPT 3, the revolutionary model that lead to the
recent explosion in AI, through a process called Reinforcement Learning fromHuman Feedback,
or RLHF . Although since then many alternatives have been employed that are often completely
independent of PPO, it actually remains relevant to this day through its variations, with the exam-
ple of GRPO (Shao et al. [2024]) being used through RLHF to finetune the Deepseek V3 models
that made the headlines most recently.
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Chapter 3

Multi-Agent Reinforcement Learning
(MARL)

3.1 Introduction
Having discussed both concepts of Multi-Agent systems and Reinforcement Learning in

the chapters before, we are now positioned to examine the field of Multi-Agent Reinforcement
Learning, or MARL. The premise is quite simple: it involves any setting where multiple agents
interact and through these interactions with the other agents and the environment they learn to
maximize their objectives. However, it should be evident that such systems are in general very
complex and therefore hard to analyze and design algorithms for. Indeed, while it is a field
that is increasingly getting traction, due to AI’s and more specifically single-agent RL’s recent
success in many areas (Mnih et al. [2015], Silver et al. [2016]) that have many natural multi-
agent extensions and applications, there exist many open problems and therefore a lot of ground
for research (Zhang et al. [2021]).

To examine the complications that arise with MARL we can first think that, in general, each
MARL setting can be reduced in many single-agent RL problems, since from one agent’s per-
spective the other agents are part of its environment. However this approach by itself introduces
a great deal of complexity, as now the environment becomes non-stationary, meaning that the
transition probabilities and perhaps the reward function as well change over time, as a result of
the learning process of the other agents. The agents continuously adapt in each others’ policies,
changing their behaviors, and since they are part of the environment, they constantly affect the
state transition probability distribution. This directly contradicts many foundational assumptions
made in the single-agent RL case, as seen in Chapter 2. But non-stationarity, while an impor-
tant complication, can still be present in the single-agent setting, so arguably methods could be
developed in that setting and then be extended in the MARL setting. However, the issue with
that now is that an agent’s learning process affects how the transition probabilities will change,
and the way this happens has to do with the analysis of multi-agent interactions. To understand
this in a deeper level, we can say that the agents do not only have a learning aspect, but also a
teaching one, as the policy changes in the other agent are also affecting the learning process of
the agent in question.

Another issue with MARL is that there is a disassociation between an agent’s reward func-
tion and their actions. This is because an agent might receive a good reward, not because of
an action they made, but because of an action other agents did. This is especially common in
the collaborative settings, where the reward is shared; an agent might be employing a very good
policy, but because their fellow agents underperform, they receive underwhelming rewards, and
vice versa, they might have adopted a suboptimal policy but achieve great rewards because of
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the other agents’ contributions. This is generally referred to as the credit assignment problem
(Huh and Mohapatra [2023]), which, while present in the single-agent case too, it is really ex-
acerbated in the multi-agent case. We will discuss this problem extensively when presenting the
experiments’ results.

A most troubling issue is also that the notion of convergence is obscured in these settings.
In the stationary, single-agent scenario, theoretical convergence guarantee to the optimal policy
is a very natural prerequisite to expect from RL algorithms. Of course, as seen in the previous
chapter, this might not really be necessary, as empirical evidence of convergence or outstanding
performance against benchmarks might be more significant in practice, nevertheless it remains
a viable goal that a good algorithm should aim at. However, the notion of an optimal policy
becomes complicated in MARL. To understand why, we need to recall the equilibrium notions
from multi-agent frameworks like game theory. First of all, such notions are usually existential
and there is no guarantee that the system will actually converge to them organically, through its
dynamics, while it would be computationally hard to find these, even in less complicated settings
(Daskalakis et al. [2009]). That means there is not only no guarantee that converging into an
equilibrium organically through learning by past interactions is possible, but rather that is quite
improbable. Additionally, in section 1.2.3 we discussed that even in repeated games, the number
of such equilibria is infinite, even when we only consider stationary strategies. Therefore, even
if the algorithms did converged to an equilibrium (likely a local �-Nash equilibrium), it would
be very hard to determine if such an outcome is more favorable against other ones; let alone
optimal. Furthermore, we saw that a universally optimal strategy against all agent types might
be impossible; that means that the algorithms would be successful even if they managed to find
a best response to a stationary strategy that the other agents employ. In general, the notion of
optimality regarding the learning process is rendered not meaningful, as it not only depends on
the actions that the agent is taking, but also on the actions of the other agents as well. This makes
the theoretical study of MARL quite hard.

Last but not least, scalability becomes in important issue in MARL settings. Sample effi-
ciency and fast processing are already a problem in the single-agent setting. Now we are con-
sidering arbitrary amounts of (possibly independent) learning agents, in a noisy, non-stationary
environment. It shouldn’t be surprising therefore that scaling is an important and quite problem-
atic aspect of MARL.

In spite of these limitations, however, MARL has a broad range of applications. Shoham
et al. [2007] proposes three main areas of focus. The first one is the computational one: this
refers to scenarios where MARL is used to compute solution concepts for instances of games, in
the game theoretical sense. Indeed, MARL offers a very natural approach of calculating Nash
equilibria for example, since as agents learn to maximize their individual rewards, convergence
to a stationary strategy by all agents would in fact correspond to an NE. Another example would
be to compute a best response to a stationary strategy in repeated game. Often, these MARL
methods can be more efficient than traditional methods (Albrecht et al. [2024]). Of course, this
in direct contrast with the problem of convergence we discussed above, however this is rather
very limited and specific application, where usually full knowledge of the game is assumed, and
thus it is not the general case; it is an exception rather than the rule.

A second viewwould be the descriptive one, often encountered in social sciences, behavioral
economics or evolutionary biology. This asks how learning happens in real-life multi-agent sce-
narios, by experimentally showing that an observed behavior by the agents can naturally emerge
in such a system through learning from their interactions. Essentially, the researchers model the
learning dynamics of the participating agents and their environment (the closer the resemblance
to the real setting, the more trustworthy the results, a property referred to as realism) and ideally
the simulation converges to a strategy profile that matches the one observed in the real system
(or perhaps make predictions about where a system might end up into). The analysis in that case
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isn’t necessarily restricted to Nash equilibria, as their computational intractability renders them
rare to observe naturally, but might rather focus on correlated equilibria (usually the correlating
device is the past observations) or even convergence to a state with interesting properties.

The last case, and the one that is the closest to the approach we use in this thesis, is the
prescriptive one, (although we will also discuss certain aspects that refer more to the descrip-
tive narrative). This focuses on how agents should learn instead, so as to achieve an objective.
Examples of this would be designing self-driving algorithms, multi-robot collaboration, drone
navigation etc. In Shoham and Leyton-Brown [2009] they suggest to design algorithms that
ensure that the performance of the agents meets one or more of the following criteria: safety,
where the algorithms must guarantee to achieve a reward of at least their maxmin value, ratio-
nality, which means that the agents must be able to adopt a best-response when they encounter
stationary strategies, and no-regret, where essentially the agents must achieve a reward against
all possible strategies adopted by the other agents at least as good as playing any pure strategy.
These constraints can often be relaxed to be more practical; for instance, one could limit the
strategies the other agents can adopt in the no-regret case.

There are three main paradigms under which MARL algoritms are classified: Centralized
Training & Execution (CTE), Decentralized Training & Execution (DTE) and Centralized Train-
ing & Decentralized Execution (CTDE). In the following sections, we will explore what each
refers to and mention which settings each apply.

3.2 Centralized Training & Execution (CTE)
In Centralized Training & Execution, or CTE (Amato [2024a]), learning takes place in a

central manner, meaning that the observations collected by the agents are being processed by a
central controller that learns a single policy that encompasses all agents. In other words, infor-
mation is not private, but rather shared among all agents, and the agents’ actions are dictated
by a single, unified policy, which is improved based on the collective experience of the agents.
In this paradigm, therefore, the different agents can actually be replaced by a single entity, that
acts through them by selecting an action for each, so essentially that is a single-agent scenario.
More specifically, the framework that best describes this are the Multi-agent MDPs (MMDPs) or
more generally Multi-agent POMDPs (MPOMDPs), as seen in section 1.3. This means that al-
gorithms that are based on this paradigm find application on the cooperative settings only, where
the reward is shared among the agents.

Such methods have some important advantages in such settings. First and foremost, they
implicitly allow for coordination among the agents, to optimize their collective performance and
maximized their collective goal. That allows for a great boost in performance when the existence
of a centralized controller is applicable. Another key aspect of these algorithms is that they are
very sample efficient, as every bit of information collected by each agent is being used to train
a single policy. However there are also important drawbacks in such methods, the most impor-
tant being the curse of dimensionality. Where in the single-agent case an agent might have jAj
actions to choose from, here the action space becomes exponential, jAjn, where n is the number
of agents, and the same holds true for the different states of the environment. That overly com-
plicates the search space of these algorithms, scalability and computational tractability become
a big issue there.

On the upside, in principle there are no differences between the multi-agent scenario and a
single-agent scenario where the search space is equally large. That means that any algorithms
developed to tackle problems of astronomically large search spaces can be applied in this setting;
using methods like Monte-Carlo Tree search. Although this has not been discussed in the RL
chapter, it was a central component in the AlphaGo breakthough by Silver et al. [2016]. Similarly,
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the issue there was that the action and state spaces were very large, significanlty larger than chess
and prior to this breakthrough there was doubt of whether this problem could even be tackled
in fact, it led to the AlphaStar model by Vinyals et al. [2019] that can loosely be seen as a CTE
extension of that algorithm in the game Starcraft 2. In general, any single agent RL algorithm,
like DQN and PPO, can easily be modified and applied to this setting, by setting the state and
action space to be the joint vector of the corresponding spaces of the individual agents.

In general, CTE methods are very efficient in the cooperative setting, when a central con-
troller is viable in the problem we are trying to solve, as the advantage of allowing the agents to
fully coordinate to achieve their common goal is a very important one. However, usually multi-
agent systems are decentralized, and transferring information between agents can be expensive
or even impossible. In that case, limiting the role of the central component (through CTDE) or
rejecting it entirely (DTE) is the more practical approach. Also, it is strictly restrained to cooper-
ative settings, so it does not cover as wide a range of applications as the other paradigms, as we
will see in the next sections. For these reasons, CTE will not be further explored in this thesis.

3.3 Decentralized Training & Execution (DTE)
Decentralized Training & Execution, or DTE (Amato [2024a]), is the direct opposite of the

CTE paradigm: all learning and information collection happens independently for each agent,
in a completely decentralized manner. This is the most flexible paradigm of the three, naturally
applied to many situations, as it can address either cooperative (where they are usually described
through Dec-POMDPs), competitive (usually in the form of repeated zero-sum games), or mixed
(in this case, they are formulated using the most general class of POSGs) settings.

The most dominant way to use DTE is through interdependent learning, where each agent
has their own function approximator (i.e. neural network), their own observations/ actions/ re-
wards and optimizes their approximator based on that. In that sense, any single-agent Rl al-
gorithm (like PPO) can be utilized as a DTE MARL algorithm, by deploying one instance per
agent. This corresponds to the assumption described in the first section of this chapter, where
each agent treats the others as part of their environment. We already discussed why this is prob-
lematic, however in practice many of these algorithms perform quite well; in fact, there are cases
where they outperform more sophisticated methods (Yu et al. [2022]), a rather counter-intuitive
result, as the latter use more data to train their policies. DTE also emerges naturally when indi-
vidual RL agents are deployed in the same environment; imagine a transportation network full
of autonomous vehicles, operated by different companies. A problem in this situation would be
to design robust DTE algorithms that can operate in an environment shared by multiple entities,
or, closer to the topic of this thesis, designing a traffic mechanism (red lights, traffic rules, trans-
portation infrastructure, even an intelligent, centralized software that chooses the routes for each
individual entity) that ensures safety and order in such a volatile system and perhaps maximizing
traveling efficiency by reducing driving times, fuel consumption etc. In that case, treating each
agent as an environment variable can even be seen as an advantage, as it can naturally model
even human-controlled vehicles that way. In any case, the main takeaway is that DTE is often
the only applicable paradigm.

The convergence properties of DTE algorithms are of particular interest. More specifically,
value-based methods (like Independent Q-learning (IQL) by Tan [1993] and Independent DQN
(IDQN) by Lee et al. [2022] (which are precisely theQ-learning and (usually recurrent, to account
for partial observability) DQN algorithms seen in Chapter 2 applied across multiple agents) have
weak convergence properties, due to the non-stationarity of the environment, and they can be
shown not to converge in certain scenarios (Tan [1993]), while their convergence properties are
still not well understood (Hussain et al. [2023]). In fact, even if they converge to the optimal
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value function, they might still perform suboptimal actions (Claus and Boutilier [1998]). That is
in contrast to the policy gradient methods (like Independent Actor-Critic (IAC) or Independent
PPO (IPPO), where there exist local convergence guarantees (Amato [2024a]). In fact, IPPO in
particular has been empirically shown in Yu et al. [2022] to outperform many more sophisticated
algorithms tailored specifically for the MARL case, including its CTDE equivalent in certain
benchmarks.

3.4 Centralized Training & Decentralized Execution
(CTDE)

Undoubtedly the most common MARL paradigm, Centralized Training & Decentralized
Execution, or CTDE (Amato [2024b]), refers to the setting where there is a central component
during training, exploiting the data collected by all agents to optimize the learning process, but
the deployment happens in a decentralized manner. In other words, each agent has their own
observations and based on those and those alone they make decisions regarding their actions,
in contrast to CTE, but their policies are actually being optimized using the joint data from all
agents, which in turn contrasts DTE. Essentially, it attempts to combine the advantages of CTE,
namely its sample efficiency, with the generality of the DTE framework. Indeed, CTDE can
extend beside the cooperative/Dec-POMDP setting, to evenmixed settings, described by POSGs.
A point that requires attention in the latter is that, when CTDE is applied to mixed settings,
one must carefully consider how centralized training interacts with the presence of competing
interests, as this can introduce unique challenges like bias in favor of the interests of specific
agents, leading to suboptimal results.

Here, the extension from single-agent RL algorithms is not as obvious as in the other cases. In
fact, many of these algorithms are uniquely defined in the CTDE setting. We will briefly mention
some of the most prominent, before examining the algorithm of interest in this thesis, which is
PPO. Beginning with value-based methods, a foundational example is the Value Decomposition
Network (VDN) by Sunehag et al. [2018], which tackles the scalability challenge in cooperative
multi-agent tasks by decomposing the joint action-value function into a simple sum of individual
agent value functions. In other words, each agent learns its own value function independently,
and these are aggregated during training to approximate the team’s total value. This is a linear
decomposition, however, and it can be limiting in environments where agent interactions are
highly non-linear. To address this, QMIX by Rashid et al. [2018] introduces a more flexible
factorization. In QMIX, individual agent value functions are combined through a neural network,
called the mixing network, with learned, state-dependent weights. The network is constrained to
preserve monotonicity, ensuring that increasing an agent’s value cannot decrease the total value,
which guarantees consistency between decentralized policies and centralized training objectives.
This approach enables QMIX to capture more complex interdependencies between agents while
still allowing for decentralized execution.

Regarding policy gradient methods, the policy gradient theorem was extended by Zhang
et al. [2018] to the multi-agent case, forming the theoretical backbone for a variety of actor-critic
approaches. A representative example is COMA (Counterfactual Multi-Agent Policy Gradients)
by Foerster et al. [2018], which directly addresses the credit assignment problem by using a cen-
tralized critic to compute a counterfactual baseline for each agent. This baseline is constructed
by marginalizing over the actions of the selected agent, allowing the policy gradient to accurately
reflect each agent’s contribution to the overall reward and thereby improving learning in coop-
erative tasks. In general, a centralized critic is very common in actor-critic MARL algorithms,
as it allows compounding the experience across all agent to improve sample-efficiency, while
allowing the actor to be independent so as to allow for decentralized execution.
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A general theme can be observed that most of these algorithms refer to the cooperative set-
ting. It is true that most of the research in MARL is focused more on the Dec-POMDP formula-
tion, as this is the most natural extension from the single-agent MDP in the RL literature. That
being said, most of those algorithms can be used in mixed settings as well, and they have even
been employed in fully competitive settings. There are however specialized algorithms for the
competitive cases, using this time ideas from game theory. Notable examples include extensions
of value-based methods, such as Minimax-Q learning, which adapts Q-learning to adversarial
scenarios by updating action values according to the minimax principle. Similarly, policy gradi-
ent and actor-critic methods have been extended to competitive domains; algorithms like Nash
DQN and multi-agent actor-critic approaches have been proposed to explicitly account for op-
ponent strategies and equilibrium computation. However, for the strict competitive setting in
the sense of zero-sum game, the usual approach is to train a single-agent RL algorithm, through
a process called self-play, where the agent plays against its copy. This has been used in many
groundbreaking approaches, including AlphaGo (Silver et al. [2016]), and has many advantages.
Think of training against an opponent that is superior. Then, the vast majority of games would
end in loss for our algorithm, so it wouldn’t be able to learn what works and what doesn’t, as
every strategy essentially wouldn’t work, leading to the algorithm’s performance being stuck.
Conversely, if the algorithm was better than its opponent, it would constantly win and therefore
wouldn’t know how to improve; it wouldn’t even realize that it must improve. Only against an
equally matched opponent the win/loss ratio becomes roughly 1 to 1, so this is where it can draw
more information on how to improve; and as it improves, its opponent (which is itself) becomes
even better and this process continues to build up towards a better algorithm. This is one of the
main reasons why self-play has become the standard for training in adversarial settings. How-
ever, this departs from the MARL framework we are discussing, so it should act as merely a
sidenote.

With this overview in place, we now proceed to discuss how Proximal Policy Optimization
(PPO), originally introduced for single-agent RL, can be adapted for use in multi-agent envi-
ronments under the CTDE paradigm. This adaptation is known asMulti-Agent Proximal Policy
Optimization(MAPPO), by Yu et al. [2022]. MAPPO leverages a centralized value function
(critic) during training, which has access to the observations and actions of all agents. This cen-
tralized training allows the critic to provide more informative and stable value estimates, even in
the presence of non-stationarity arising from simultaneously learning agents. During execution,
however, each agent acts independently, using only its own local observations. What makes
MAPPO stand out is that instead of computing the gradients for each agent independently, it
computes the joint gradients, as seen in the equations below:
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where the variables in bold correspond to vertices containing the joint quantities of all agents.
Essentially, the centralized component of the MAPPO algorithms attempts to improve the policy
across all agents in an update, maximally. In that, observations collected from all agents is used
to update the actor and critic parameters of each agent. Naturally, during execution each agent
acts according to their own observations, being a CTDE approach.

In contrast to MAPPO, Independent Proximal Policy Optimization (IPPO) adopts a purely
decentralized approach. In IPPO, each agent independently learns its own policy and value func-
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tion using only its own local observations and rewards, without any access to global state infor-
mation or centralized training signals. The learning objective for each agent retains the same
form as in standard PPO:

LIPPO
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is the probability ratio and Âit is the advantage estimate, both

based solely on agent i’s data. While IPPO is straightforward to implement and highly scalable,
it may suffer in environments where coordination or awareness of other agents is beneficial, as
it does not address the non-stationarity caused by simultaneously learning agents.

Notice that IPPO does not necessarily restrict us from using the same neural network for
all agents; the gradients are computed independently, but they could effectively share the same
network. MAPPO, in contrast, would produce gradients based on the joint advantages and value
function estimations, which are generally different. This would correspond to the CTDE version
of IPPO, as there is a centralized component during training. In general, this distinction is not
made clear in the literature, and so we will refer to the CTDE IPPO as IPPO and the DTE IPPO
as Dec-IPPO. This distinction is crucial, as it will form the basis of the simulations.

It turns out that PPO’s multi-agent extensions perform quite well in MARL as well. In Yu
et al. [2022], they show that they overperform most MARL algorithms, and they even discuss
how each hyperparameter affects its performance. One very desirable property of PPO, espe-
cially in the turbulent multi-agent setting, is its insensitivity to the hyperparameter setup and
its out-of-the-box usage. As they highlight in that paper, setting up the hyperparameters in the
ranges they describe seems to generally work for a vast variety of benchmarks. These are essen-
tially the reasons why we use PPO in this thesis (this was also the algorithm chosen by the initial
Social Environment Design paper by Zhang et al. [2024], although they likely also chose PPO
following the same rational).
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Chapter 4

Dynamic Social Environment Design

4.1 Introduction
Despite significant progress in the theory and practice of multi-agent reinforcement learning

(MARL), as discussed in the previous chapter, the challenge of reliably achieving desirable col-
lective outcomes remains profoundly unsolved. In practice, this means that even highly capable
learning algorithms may converge to inefficient, unfair, or otherwise undesirable equilibria if
the underlying rules, incentives, or information structure of the environment are poorly aligned
with collective goals. Even in human societies, with thousands of years of history and experi-
ence in governance and social organization, there is a persistent struggle to establish social rules,
institutions, and incentives that consistently deliver an optimal social organization scheme, one
that ensures social welfare, fairness, or stability. This serves to illustrate just how complex and
persistent this problem is.

This fundamental difficulty becomes evident even in the single-agent reinforcement learning
(RL) scenario. Defining an appropriate reward function in many cases is far from trivial; while
methods such as inverse RL, preference-based optimization, or learning from human feedback
have been developed to help align agent behavior with designer intent, they often fail to capture
the true objectives or values underlying a task. As a result, RL agents frequently discover and
exploit loopholes in the specified reward function, converging to policies that maximize reward
according to the formal definition but fail to achieve the actual goals envisioned by the designer.
This phenomenon, known as reward hacking (Krakovna et al. [2020]), is widely recognized in the
RL literature and represents a critical failure point, with significant implications for the safety and
trustworthiness of the training and deployment of RL systems. The broader issue here is one of
AI alignment: the question of how to design learning algorithms that reliably act in accordance
with human values and intentions, even when those values are difficult to specify formally or
are embedded within complex, dynamic environments (Wiener [1960]). Reward hacking is, in
effect, a misalignment between the formal objective and the underlying intent, and as AI systems
become more autonomous and widely deployed - especially in mixed human-AI settings - the
risk and consequences of misalignment grow accordingly.

These challenges are only further exacerbated in the multi-agent setting. Here, the environ-
ment is inherently non-stationary, as each agent must adapt not only to a changing environment
but also to the learning and adaptation of other agents. Coordination, cooperation, competition,
and the emergence of complex social dynamics make the design of effective and robust envi-
ronments vastly more difficult than in the single-agent case. One natural approach in addressing
these challenges is to tend to game theory, and in particular, mechanism design, as outlined in
section 1.6. For reference, mechanism design seeks to construct rules or incentive structures such
that rational, self-interested agents are motivated to act in ways that produce desirable collective
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outcomes. However, classical mechanism design faces several significant limitations. First, its
mathematical formulations and computational methods often become intractable even in static,
one-shot settings with relatively small numbers of agents. Second, mechanism design general-
izes poorly to dynamic environments, such as those modeled by Partially Observable Stochastic
Games (POSGs), where agents interact repeatedly, adapt strategies over time, and must contend
with uncertainty and incomplete information. Another aspect is that mechanism design is funda-
mentally detached from the learning process itself. Its primary focus is on ensuring that agents
have no incentive to deviate from prescribed strategies (i.e., incentive compatibility), rather than
supporting agents in the discovery or learning of optimal policies through exploration. This focus
might effectively restrict agents’ search and limit the ability of the system to find genuinely op-
timal or adaptive solutions, especially during the learning process. In dynamic, learning-driven
environments, this detachment from learning can become a critical bottleneck, and is a point that
will be explored further in this thesis.

These shortcomings highlight the need for a multi-agent framework that is both general and
robust, as well as adaptable to the complexities of real-world systems. This is precisely where
the framework of Social Environment Design (SED) by Zhang et al. [2024] becomes relevant.
Specifically, focusing on the environment design (Zhang and Başar [2018]) aspect, this can be
viewed as a broad generalization of classical mechanism design: rather than restricting attention
to a narrow class of mechanisms or incentive structures, environment design considers a much
wider range of modifiable environment parameters. The central question then becomes how to
systematically design or adapt these environmental variables so that populations of interacting,
learning agents will reliably converge to outcomes that are optimal according to well-defined
objectives. But what distinguishes SED from this is its explicit focus on the social aspect of en-
vironment design. In this framework, agents are not merely passive “recipients” of the produced
environment; instead, they actively participate in determining the high-level objective that the
environment should pursue. Concretely, SED operates as an iterative process: agents interact
within a parameterized, partially observable stochastic game (POSG), and after a given period
or number of episodes, agents are given the opportunity to express their preferences by voting
over a set of possible social welfare objectives. Based on the aggregated preferences, the envi-
ronment designer, which will be referred to as the principal, updates the environment parameters
to better align with the chosen objective. The agents then continue to interact and adapt within
the newly designed environment, and this cycle of voting, environment adaptation, and learning
repeats over time.

This social feedback loop not only allows the environment to adapt dynamically to the evolv-
ing preferences and behaviors of the agent population, but also provides a principled approach
for aligning environment design with the collective values and goals of the system participants.
In this way, SED offers a scalable and flexible framework for robust multi-agent coordination
and governance, bridging the gap between mechanism design, MARL, and the broader chal-
lenges of alignment and adaptation in complex socio-technical systems. It also acts as model
for many real-life economies, and therefore it can be potentially highly practical. An even more
interesting approach that this framework allows (and in fact promotes) is that the principal can
be a learning agent too. This means that the mechanism can learn what the agents truly need and
be very adaptable in such dynamic settings.

The SED frameworkwill be presented in detail in the next section. In general, this framework
is very general, highly adaptable and relevant in many situations; after all, the aim of Zhang et al.
[2024] that introduced this framework, was to justify why this framework is worth investigating.
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4.1.1 Thesis Contributions
The main contribution of this thesis is precisely to provide empirical evidence that supports

the authors claim. More specifically, while an experimental setup is proposed in the paper, no
results where included, as the authors deemed that this lied outside of the scope of that arti-
cle. Another issue was that the voting scheme they proposed in these simulations removed the
dynamic component of the framework, as voting essentially took place only in the beginning,
with the following voting reproducing the same outcome. The principal objective therefore is
stationary and the setup reduces to an environment design framework where the principal is a
learning agent. Although still an interesting approach, it isn’t a novel one (Zheng et al. [2020]),
and more sophisticated methods exist for specific applications, like Zheng et al. [2022], while it
also devalues the main contribution of the framework, which is precisely the dynamic preference
elicitation from the agents. Therefore, in this thesis, we design and run simulations incorporat-
ing this dynamic voting scheme that is central in SED. To accomplish that, we propose several
engineering solutions in order to address complications of the framework’s application. We then
analyze the results and attempt to both draw conclusions regarding the framework’s empirical
relevance as well as making remarks about the the behavior of MARL algorithms in general.

The specifics of the simulations will be additionally analyzed in this chapter, along with the
presentation of the results.

4.2 Formulation
Social Environment Design (SED) is a general framework for automated policy-making

through AI, based on ideas from game theory, economics and social choice theory, first intro-
duced in Zhang et al. [2024] and presented in ICML 2024. It was designed with generality in
mind, and uses voting to aggregate preferences of individual, learning agents that interact within
an economic environment. The authors envisioned it as a step towards AI-powered economic
policy and decision-making analysis through simulation, as well as an automated multi-agent
system design paradigm.

An overview of their proposed framework can be seen in Figure 4.1. The process it describes
repeats iteratively and starts with the participating strategic agents (human or AI) voting on a set
of social welfare objectives through a voting mechanism f , based on their preferences denoted
by a vector �. After an objective O is determined through this process, another agent, acting
outside the scope of the system that includes the others, referred to as the Principal designs
an N -player, Partially Observable Stochastic Game (POSG) with horizon H , referred to as the
induced economy. This POSG, parameterised by a vector � that the principal controls, is repeated
several times before the next voting period, when the entire process repeats itself.

More formally, we can define the Social Environment Design Game as follows:

Definition 4.1 (Social Environment Design Game (Zhang et al. [2024])). A Social Environment
Design Game

S = (�; P; �0; D; �;�;O; f) (4.1)

is a one-leader-n-follower online (repeatedly played) Stackelberg-Markov Game, where

• � � Rk is the principal action space;

• P : � 7! M� is a policy implementation map that maps from a principal action � 2 �
to a parameterized POMGM� = (S;A�; T �; r�;
�; O�; 
�; ��0 );

• �0 2 � is some initial action;

• D : �� � 7! R�0 is a divergence measure on the leader action space;
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Figure 4.1: The Social Environment Design Framework (Zhang et al. [2024])

• � > 0 is the divergence constraint;

• � � R(n+1)�m is the type space;

• W = fwigi2[‘] is some set of predefined social welfare functions, where each w maps
� � � 7! R. � here refers to the set of all possible policy profiles in the parameterized
POMG;

• f : � 7!W is a social choice function representing the voting mechanism.

This is a rather complex game, but it can be broken down to distinct parts. First of all, the
Social Environment Design game can be decomposed into two main components: the Voting
Mechanism and the Stackelberg-Markov Game, with each part playing a crucial role in the
iterative policy-making process.

4.2.1 Voting Mechanism
The game begins with a voting process, where the agents (which may represent humans or

artificial agents) express their preferences over a set of possible social welfare objectives. This
is formalized as a social choice function f that maps the type space � (encoding the agents’
preferences) to one of the predefined welfare functions inW .

The outcome of this mechanism is a welfare objective w = f(�1; ��1) that will be pursued
by the principal in the next stage. The inclusion of both the preferences of the participants (��1)
and the principal (�1), this voting step allows the incorporation of some form of biases that may
be desirable in certain settings, weighing in on the generality of the SED framework. How-
ever, in the following analysis we will ignore that and consider that the voting concerns only the
participating agents and not the principal (w = f(�1). We refer to section 1.5 for any details
concerning the implementation and the theory behind the Voting Mechanism.

4.2.2 Stackelberg-Markov Game (Principal Policy Design)
After the social objective has been determined, the Principal (or environment designer) en-

gages in a Stackelberg game with the agents. The Principal, acting as the leader, selects an action
� from the principal action space �. This action induces a parameterized Partially Observable
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Markov Game (POMG)M�, which defines the rules and dynamics of the economic environ-
ment in which the agents will act. In general, the framework allows for any subset of parameters
that construct the POMG to be altered by the principal, including its entirety. However, in most
practical applications, as we will see in the next section, we will mostly want to target specific
parameters that fit the narrative of the application, reflecting practical limitations and the fact
that changing many parameters could completely change the game setting, which would be an
unrealistic assumption.

In this stage, the Principal’s objective is to maximize the chosen welfare function w(�; �)
over possible environment configurations, subject to constraints such as a divergence limit
D(�0; �) � � that bounds how much the environment can change between rounds. This con-
straint can generally be ignored (setting � to a very large constant), although it would significantly
improve the stability of the environment in which the agents interact when the principal’s effect
is extensive.

The framework allows for the principal to make many alterations in the environment every
voting round, and these alterations are take effect at the end of each episode of the POSG. In
other words, a voting round, meaning the intermittent steps from one voting decision to the next,
is nH steps, where H is the horizon of the POSG, so the principal makes alterations between
n voting periods, one every H steps. In order to ensure continuity, another important constraint
must imposed by the framework to prevent the game from restarting every time the environment
changes, as otherwise the principal’s actions wouldn’t have any lasting effects. The starting state
of the new induced POSG every time the principal acts, therefore, is the last state of the previous
POSG. The rewards and observations of the agents can also be retained in this new instantiation,
providing an offset to the new POSG. The episode length of the SED game, therefore, is different
from the episode length of the POSG.

The agents, as followers, play the induced POSG, as specified by the chosen � of the prin-
cipal, by choosing their policies in response to the environment designed by the Principal, each
seeking to maximize their own utility. This is referred to as the Induced Economy. Each agent
acts according to their policy, based on their partial observations, in order to maximize their ex-
pected cumulative reward as defined by the new environment. The collective behavior of the
agents could then provide feedback for the next round of voting and environment design.

This process is repeated across multiple rounds: after the agents have interacted in the in-
duced environment for a designated time horizon, the game state (and potentially the agents’
types) is updated. A new round of voting occurs, possibly with updated preferences, and the
cycle begins anew. This iterative nature allows the framework to model dynamic policy adjust-
ment and learning, making it suitable for studying both the theoretical and practical aspects of
AI-based policy-making.

The best convergence point we could hope for, from a theoretical standpoint is encapsulated
by the notion of an ("; �)-strong Stackelberg-Markov-Nash equilibrium (SSMNE). This combines
many of the equilibrium notions we have discussed in 1, and extends them to a learning-oriented
setting.

Definition 4.2 (("; �)-strong Stackelberg-Markov-Nash equilibrium (SSMNE)). Given a
Stackelberg-Markov game S = (n;�;�; u), an action profile (��; ��) 2 � � � is called an
("; �)-strong Stackelberg-Markov-Nash equilibrium (SSMNE) if it satisfies:

u0(��; ��) � max
�2�

max
BR�

u0(�; �)� " (4.2)

ui(�
�; ��) � max

�i 2�i
ui

�
��; (�i; �

�
�i)

�
� �; 8i 2 [n]; (4.3)

where u0 denotes the utility of the leader (principal), ui denotes the utility of agent i, and
[n] = f1; 2; : : : ; ng. Here, BR� denotes the set of all joint agent strategies � such that each agent
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i’s policy �i is a �-best response to the leader’s policy � and the other agents’ strategies; that is,
for each i, ui(�; �) � max�0

i 2�i
ui (�; (�0

i; ��i))� �
In practice, this equilibrium concept combines three fundamental aspects, each of which

plays a crucial role in modeling multi-agent interactions under sequential and strategic uncer-
tainty. First, the Stackelberg component of the equilibrium reflects the leader-follower structure
inherent in the SED framework: the principal acts as the leader, selecting a policy �� first, with
the agents, i.e. the followers, subsequently observe this policy and choose their strategies accord-
ingly. This leader-committed move induces a hierarchical game where the agents’ best responses
are conditioned on the leader’s decision. Second, the Markov property asserts that all strategies
and equilibrium concepts are defined in a Markovian fashion, reflecting the POSG part of the
framework. Third, the Nash aspect requires that the joint response of the followers, denoted by
��, constitutes a �-Nash equilibrium for the Markov game induced by the leader’s policy. In
other words, given ��, no agent can unilaterally deviate and improve their expected utility by
more than �, reflecting strategic stability among the agents.

The parameters " and � are essential for translating these idealized equilibrium concepts into
practical learning objectives. Specifically, the leader’s utility u0(��; ��) is required to be within
" of the maximum achievable value, given that the agents respond with �-best responses. Si-
multaneously, each agent’s utility ui(��; ��) must be within � of their best possible outcome,
conditioned on the policies of the other agents and the leader. These relaxations are not merely
technical artifacts; they are necessitated by the inherent limitations of computation and statistical
learning in large-scale, stochastic, and partially observable environments. In practical terms, ex-
act computation of Stackelberg or Nash equilibria is intractable for most general-form games, as
discussed, and even the best available algorithms can only guarantee convergence to approximate
solutions in certain cases.

Finally, the definition of SSMNE is closely related to the framework of Probably Approxi-
mately Correct (PAC) learning, a notion that underpins practically all of function-approximation
based ML methods. In PAC learning, proposed by Valiant [1984], the goal is to find, with high
probability, a hypothesis (in our case that translates to a policy) whose performance is within "
of optimality, with a large probability determined by �. That directly adresses the issue that it
is generally infeasible to compute or even approach the exact theoretical optimum, if one even
exists. Instead, one aims to design learning algorithms that converge, with high probability, to
policy profiles that are approximately optimal - that is, they achieve equilibrium conditions up
to ("; �) slack. Thus, the SSMNE successfully expresses this underpinning principle and serves
as a theoretically sound and practically meaningful target for learning and optimization in multi-
agent, sequential, and strategic environments. This framework provides a rigorous bridge be-
tween game-theoretic solution concepts and the statistical guarantees offered by learning theory,
enabling the analysis and design of algorithms that are robust to the inevitable approximation
errors encountered in real-world applications.

4.3 Experimental Setup

4.3.1 Original Setup by Zhang et al. [2024]
The authors of Zhang et al. [2024] accompany the Social Environment Design framework

with a proposed simulation example. In that, n = 7 RL agents act on a simulated environment
that is called the Harvest Game, which is a mixed setting played in a grid map where agents
compete for common resources (represented by collecting apples) relating to the tragedy of the
commons (Hardin [1968]). The environment will be discussed in detail in the next subsection.
The agents’ algorithm is an IPPO (the CTDE version - they all share the same critic network).
Each agent has a reward which is the convex combination of the apples they have collected and
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the apples their neighbors have collected, parameterized by a value �i 2 [0; 1], different for each
agent, which represents their selfishness.

ri(a; �) = �irtax;i(a) + (1� �i)

0

@
X

j2n
rtax;j(a; �)

1

A (4.4)

The principal is also a PPO agent with their own network. Their goal is to maximize the
social function objective the agents vote on. We define two such objectives: the utilitarian and
the egalitarian objective. More specifically, the principal’s objective is a convex combination of
the two objectives, as denoted by:

W = �
X

i;t

ui;t + (1� �)min
i

X

t

u(i; t); 0 � � � 1 (4.5)

Here, � represents the outcome of the social choice function of the voting process, f(�) = �,
and can be defined as the average selfishness of the agents, � =

P n
i �i
n .

Since � is being initialized in the beginning of the Social Environment Design Game, the vot-
ing results remains the same and the principal’s objective is therefore fixed. That corresponds to
a static voting scheme. Amending the simulation to make it more dynamic isn’t straight-forward,
as re-initializing � every voting periods changes also the type of the agents, so their learning tar-
gets (their rewards) become non-stationary and essentially they are trying to learn a policy for
constantly, randomly changing reward functions. Proposing a dynamic voting setup, which is
the original intention and the main contribution of the SED paradigm, is the main contribution
of this thesis and will be explained in detail in the following subsections.

The principal affects the POSG of the agents by setting its tax rates. Essentially, a tax is ap-
plied as a percentage of the apples belonging to each of three brackets: [1; 10]; [11; 20]; [21;1),
where the values refer to limits of the amount of apples collected by agent i within each horizon
of the POSG, i.e. their wealth ai. More specifically, the principal chooses each time they act the
continuous tax percentage �b to be cast in each bracket b, [tb; tb+1]. Then, for each agent, if their
wealth ai exceeds tb (ai > tb), they pay a tax of �bai if their wealth is within the bracket’s upper
limit (ai � tb+1), or a tax of �btb+1 if their wealth exceeds this limit (ai > tb+1). The linear
combination for all three brackets is the imposed tax for agent i. Then, the taxes are collected
and they are redistributed equally among the agents. This can be condensed mathematically in
the following set of equations:

rtax;i(a; �) = (ai � T (ai; �)) +
1

n

X

j2n
T (aj ; �); (4.6)

where tax T (a; �) =
B�1X

b=0

�b � ((�b+1 � �b) 1[a > �b+1]

+(a� �b) 1[�b < a � �b+1]) : (4.7)

where rtax;i(a; �) is the reward of an agent with wealth a after the application of taxes, as param-
eterized by �, and T (a; �) is the total tax applied to that agent. B is the number of tax brackets,
so B = 3 in the described simulation. The SED game episode length was set at 1000 steps, with
the tax period taking place every 50 steps and the voting occurring every 200. In figure 4.2 there
is an example of a plot for the proposed taxation system.

This concludes the description of the original simulation setup. As mentioned before, Zhang
et al. [2024] did not include any results, as they deemed them to be outside the scope of the paper.
Furthermore, the voting scheme they propose is a static one, as explained, reducing the setting to
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Figure 4.2: A plot of the taxation system proposed by Zhang et al. [2024]. The tax rates for each
bracket are set to 0:1; 0:3 and 0:6 respectively.

an automated environment design one. In the next sections, we will provide an extension to that
setup that allows the voting to be more dynamic, changing the the principal’s objective according
to the agents’ consensus. We will give solutions to many practical issues that rise, and compare
how CTDE and DTE versions of IPPO (referred to as IPPO and Dec-IPPO respectively in the
context of this thesis) performs under this framework. Through this setup, we will attempt to give
an answer whether Social Environment Design has in fact practical value, beyond its theoretical
underpinnings.

4.3.2 The Commons Harvest Game
Before going in depth regarding this thesis’ experimental setup, we must first discuss the

simulation environment. The CommonsHarvest Gamewas first proposed in Perolat et al. [2017],
as a MARL environment to model a tragedy of the commons situation.

Tragedy of the commons is an economic concept that describes situations where self-
interested agents share a finite common resource with unrestricted access. In that, it predicts
that this system would tend towards the agents overharvesting the resource, essentially deplet-
ing it. Even if some agents do exhibit restraint, the others’ greed would overbear it, hence the
“tragedy”. This was first popularized by Hardin [1968], where he described a pasture of cows,
shared by several shepherds. He explains that it is in the best interest of each shepherd to add
more of his cows to the meadow, as the costs of the cow (the grass it consumes) is divided among
all shepherds, but the profits are attributed only to themselves. Since each shepherd follows the
same rational, over-harvesting follows naturally as a result. Understandingly, this is a scenario
that refers to many real-life issues, from fishing and mining to even carbon emissions and the
climate crisis (O’Gorman [2010]).

Hardin provided initially argumentative support for this thesis, and while it became famous,
it has since received considerable criticism (Dasgupta [1982]). A direction to a more formal ap-
proach would later come by framing this as the Commonized Costs - Privatized Profits (CC-PP)
game, also referred to as the commons game (Hardin [1993]). However, a game theoretical anal-
ysis still wasn’t proposed at this point. In general, the literature is divided, as many model it as a
Prisoner’s Dilemma game (Carrozzo Magli et al. [2021]), a modeling that concurs with Hardin’s
remarks, while others model it as a coordination game, appearing more similar to the Battle of the
Sexes scenario (Diekert [2012]). The proposed payoff matrices are included in the figures above.
Notice that in the latter figure, depending on the value of �, this can also be categorized as a social
dilemma instance, leading towards a Stag-Hunt ordering of the rewards. Therefore, while it is
debatable whether the tragedy of the commons is a social dilemma in the strict sense (see section
1.2.1), it is generally referred to as such, because the participating parties must choose between
their selfish incentives and the sustainability of their actions (social incentives). Another caveat
is that this is actually a repeated game (and even more specifically a Markov game, as the way
players act at each timestep affect the state of the game - if a shepherd added another cow to
the pasture, it would change the game setup globally, for all shepherds). Therefore, Hardin’s
remarks become even more obscured, as possibilities of cooperation emerge, and the Folk The-
orem applies. In general, the tragedy of the commons problem, while simple in its premise, is
not as straight-forward to analyze, and in fact there are many situations where Hardin’s and the
corresponding game-theoretical results aren’t observed in practice (Diekert [2012]).

This is why Perolat et al. [2017] proposed the Commons Harvest game, as a setup that allows
for simulating a tragedy of the commons scenario, thereby providing a framework for empirical
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C D
C 1; 1 1� �; 2� �

D 2� �; 1� � 0; 0

Table 4.1: Tragedy of the Commons general form Diekert [2012]

evidence to compensate for the theory’s lack of predictive power. The specific setup is as fol-
lows: The environment is represented as a grid populated by agents and apple trees, with apples
serving as a shared, renewable resource. The agents have only a limited view of the environment
(9 blocks forwards, 5 to the right and left, and 1 behind, centered around their position in the
grid). At each timestep, agents can move around the grid and collect apples from the trees by
stepping into squares that contain them. The apples regenerate at a fixed rate, but if agents collec-
tively harvest too many apples too quickly, the regeneration slows down or even stops, leading
to resource depletion. Essentially, the regeneration rate of a “tree” (a square containing an ap-
ple) is dependent through a probability distribution on the amount of nearby apples. Each agent
receives a reward proportional to the number of apples collected, creating an inherent conflict
between individual and collective interests. If all agents harvest sustainably, the apples continue
to regenerate, allowing for long-term benefits. However, if agents act greedily and deplete the
apples faster than they can regrow, the entire group suffers as the resource disappears.

This simulation framework acts as a manifestation of the tragedy of the commons, but in
a very complicated setting, rendering any effort at a theoretical analysis obsolete, as it would
require tremendous simplifications thereby casting doubt to any result. It also acts as a more
realistic depiction of the scenario, representing a simplistic but rather accurate model of real-
world economies, while also allowing for dynamic behaviors and complex strategies that unfold
over time. Another interesting component that this game introduces, relatively under the radar, is
that through the renewable nature of the common resources it converts the commons game from
a finite horizon to an infinite one. More specifically, since in the original problem description
the resources are finite, and they are being consumed at each timestep of the repeated game
(the agents essentially only affect the rate in which they are consumed), the repeated commons
game has effectively a finite horizon. In that sense, the regeneration of resources (which one
could assume that it is actually implied in the original problem definition and is in fact true in
the vast majority of its real-life counterparts) transforms the setting into an infinite horizon one.
In fact, the probability of the game ending is now controlled by the harvesting behavior of the
participating agents. This is key in introducing more complex strategies that include cooperation
and restraint, as we saw in the repeated game analysis. All these exhibit the design’s potential to
act as a useful tool for analyzing complex settings, especially from a descriptive point-of-view,
as discussed in section 3.1, as well as to demonstrate the effectiveness of MARL algorithms in
mixed settings, especially with regard to social objectives, which can be very well defined in this
setup.

The Commons Harvest game has been revisited many times since its inception. Nowadays,
the game has become a part of the Melting Pot 2.0 library (Agapiou et al. [2022]), which is a
very well-known open-source library developed by Deepmind containing off-the-self MARL en-
vironments. Besides subtle graphic improvements, the new setup contains some predetermined
inequality. In the original version, the agents’ starting point in the grid was quite similar, in
a corner of the matrix away from the resources, so in a sense the access to the resources was
equally distributed. In the Melting Pot version, the developers included a built-in inequality in
opportunity, by spawning some agents closer to the apples. This further complicates the setting,
introducing additional concepts of fairness, while also improving its connection to real applica-

99



Figure 4.3: Initial state of the Commons Harvest game

tions, as it is true that access to opportunity is not uniform in most real-life situations. Notably,
this couldn’t have been modeled by simply randomly spawning the agents in the matrix (which
would inevitably introduce some opportunity inequality upon initialization), as it is important
that specific agents are more fortunate than others, so that they can develop their policies corre-
spondingly - it would introduce a notion of fairness essentially.

The default setup corresponds to a matrix with 64 apples upon initialization, gathered in
groups as seen in Figure 4.3. There are 7 agents, two of which spawn in the predefined positions
seen in the figure closer to the apples, while the rest spawn randomly in the bottom of the grid.
The apple respawn probabilities are as follows:

No. of neighboring apples � 3 2 1 0
Respawn probability 0:025 0:005 0:0025 0

Table 4.2: Respawn probabilities of the apples in the CommonHarvest game based on the number
of neighboring apples.

The description above corresponds to the simplest setup of the Commons Harvest game,
referred to as Commons Harvest Open. The library also includes other variations of that game,
targeting additional aspects of learning dynamics and of the problem. These include navigating
a maze, defending territory, responding to specific types of agents etc. Here, we will focus on
the very simple setting discussed above.

4.3.3 MARL Algorithms
As mentioned in the overview of the experiment before, in the original version by Zhang

et al. [2024] the authors utilize CTDE IPPO as the agents’ RL algorithm, using a shared neu-
ral network. The network consists firstly with a Convolutional Neural Network (CNN) encoder
(LeCun et al. [1998]), processing the agent’s restricted view of the game environment. The de-
tailed layers can be seen in Figure 4.4. After encoding the image into a latent representation
that through the training it learns to extract the helpful information contained in the image, we
add three additional fully-connected layers, that transform this representation into a denser rep-
resentation. In the original work, the authors used only one such layer, upon which we added
more for reasons stated below. Finally, we include two distinct classification heads, which con-
vert this last representation into the output of the network. The first classification head is the
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actor, with an output of 4 different classes representing the 4 actions an agent can take (move
up, left, right, or down). Essentially, each output produces a continuous value called the logit,
and then a softmax function is applied to redeem the values corresponding to the probabilities
of taking each action. The final action is then chosen by sampling the different actions, based
on the calculated probabilities. The other head corresponds to the critic, so the output is a single
continuous value, that represents the value function for the state in the input. Notice that we did
not include any recurrent layers (LSTM, GRU or other types of RNNs), which as explained in
section 1.3 is usually expected when acting in partially observable environments. We justify this
as it would introduce a great amount of additional computational complexity, while the benefits
would be expected to be limited since the environment is small and has a relatively simple lay-
out. Specifically, recurrency would contribute in two areas: firstly, the agent would have a better
idea of their whereabouts, as they would have some kind of memory of where they have been
and therefore create some sort of map. Secondly, it would allow for more complex strategies
that unfold over time and, importantly, taking into account the past behaviors of the other agents
(behavioral strategies). While we make the assumption that due to the relative simplicity of the
environment and the sufficient size of our neural networks recurrency would have incremental
benefits that wouldn’t justify the increased complexity, it would actually be worth investigating
in future versions of these experiments whether that is truly the case (we will discuss more on
that in the next chapter).

In the original work, the authors used the CTDE verion of IPPO. In fact, they also used
parameter sharing among the critic and actor networks, which means essentially that for the
entire ensemble of the agents was one network. It was implicitly assumed that the network can
contain different policies for different agents, that could be identified by the network by the color
of the central pixel, which corresponds to the agent’s relative position in the grid (each agent has
a unique color, so the network can distinguish between their observations and essentially apply
different policies). However, in order for that to hold true, the network must be large enough
to have the capacity to store all these distinct and complex policies within its connections; that,
alongside to compensate for the lack of recurrency, was the reason we decided to add additional
computational power to the IPPO network by adding two additional fully-connected layers.

In the shared network for all agents there are additional complications, however. First and
foremost, there is implicit, built-in coordination among the agents, which in a mixed setting like
the Commons Harvest game might not always be beneficial. Specifically, the policy network
might be biased towards the highest earners, as they wield higher rewards which correspond to
greater gradients and therefore bigger changes to the network’s parameters. Of course, IPPO’s
use of independent loss functions per agent and the use of normalization help in this regard,
however they don’t necessarily resolve the issue completely. That is also particularly important
for the prescriptive approach we want to follow. More specifically, an overarching central goal of
this thesis is to examine whether Social Environment Design as a framework can apply in settings
wherewe impose some order in an environmentwhere independent RL agents interact. Wewould
wish to show that through a central mechanism, optimized through the SED proposed framework,
the agents can improve upon their individual performance as well as their performance with
regard to a collective social objective, by engineering the appropriate incentives for the agents
to learn in this environment. A common network by definition acts against this approach as the
agents are not segregated, and in a sense they can already communicate and coordinate implicitly
through the network’s synapses, so there exists another central entity apart from our mechanism.
More correctly, the policies are not independent but are actually intertwined as part of the same
network.

For this reason, apart from the CTDE IPPO we will also use its DTE version. We will refer
to those as IPPO and DecIPPO respectively. In the DecIPPO setup, each agent has a network
of their own, and we use the exact same architecture, shown in Figure 4.4. With this, we hope
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Figure 4.4: The detailed architectures of the neural networks for the agents (a) and the principal
(b). The original pixel sizes for each case are 88 � 88 � 3 and 264 � 264 � 3, as shown in the
figure. For the convolutional layers we use kernel sizes of 8x8, 4x4 and 3x3 and strides of 4,2
and 1 for each layer respectively. In the critic’s final layer we do not use ReLU. In the IPPO
runs, all agents share the same network, while in the Dec-IPPO runs each agent has their own
network, the same as shown in the figure.
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to provide more accurate results as to how completely independent, learning agents that aim to
maximize their goal through PPO would interact in this setting. It also gives us the opportunity
to compare how well Social Environment Design applies in each setting and what implications
occur when agents are allowed implicit communication.

In regards with the principal network, it follows the same loss function (PPO) and precisely
the same architecture as the agents’ networks with the exception of the head. Specifically, this
time the principal has three distinct actions that they act on simultaneously: to choose the con-
tinuous tax percentage value to be attributed in each of the three tax brackets, as explained in the
previous section. In practice, we could use continuous action spaces, and this would be another
reason why PPO is a great option for this setting, as it allows not only for the discrete action
spaces of the agents, but also for the continuous actions of the principal, so we can use the same
algorithm for each type of agent. However, the original authors adopted another approach, that
we retained. Specifically, they use discrete action spaces, assuming 12 actions per bracket, corre-
sponding to 12 output dimensions in the network (instead of 4 like the agents’ case). From 0-11,
these actions correspond to a tax rate, rounded in the first digit (0, 0.1, 0.2 ... 1), and the 12th
acts as a special do nothing placeholder, so the rate remains unchanged if this action is chosen.

However, an important issue arises when considering the principal’s RL algorithm: the prin-
cipal takes actions more sparsely than the agents (every 50 steps instead of every step). That
leads to a significant data imbalance between the principal and the agents, and in fact the princi-
pal only takes 4 action in between a policy update. That is clearly a significantly lower number
relative to the 200 of the agents, which we then sample to get a batch size of 64 to use per update
in the SGD, but also in absolute terms as well, with the variance of the observations being so
high that significantly diminishes learning performance. This data deficiency is a very impor-
tant weak point of the entire framework, which rises due to the fact that we require the learning
to be concurrent, i.e. taking place simultaneously among all agents, which is a very common
MARL setting. A simple fix would be to violate the aforementioned assumption, and update
the principal’s policy when enough data has been accumulated. It might even be beneficial for
convergence (Ivanov et al. [2024]). However, we wish to maintain the learning assumption, as
it is more close to the intended use for the framework and is an assumption that cannot be bro-
ken in certain settings, like the online ones. It also aligns more with the dynamic voting scheme
we want to implement. Specifically, if the principal’s policy isn’t updated every voting period,
this could lead the reward function of the principal to change (in accordance with the agents’
preferences) in between policy improvement steps, causing a major non-stationarity issue.

We solve the issue of data deficiency while upholding concurrent learning by using a replay
buffer, as seen in the DQN algorithm. Recalling from chapter 2, we saw that in general the replay
buffer can not be used in on-policy algorithms, like PPO algorithm, as the datapoints used during
policy improvement are assumed to be gathered by following the current policy. This is however
where the use of PPO is validated once more, as it can justify the use of a replay buffer, since the
policies are restricted from changing too much. Essentially, we can assume that the sequential
polices are approximately the same, and therefore re-use data obtained by slightly older policies.
We used a replay buffer of 16 observations, replacing the older ones with the new ones each time,
corresponding to a batch size of 16 for the SGD.We also reduce the number of policy updates per
policy improvement step, as due to the nature of the replay buffer, observations will be used to
update the policy network multiple times in different policy improvement steps (refer to section
2.7 for a better understanding of this). While the final batch size is still smaller than the agents’,
it constitutes a significant improvement, and was in fact crucial in achieving the performance
that the principal exhibited.

Lastly, we need to discuss the hyperparameter setup of the algorithms, which includes the
hyperparameters introduced in section 2.6. Generally, PPO is quite resilient as discussed so it has
more limited dependencies from its hyperparameters than other RL algorithms. That being said,

103



Yu et al. [2022] investigate hyperparameters setups for PPO in MARL settings (and specifically
MAPPO, although the differences aren’t expected to vastly different when compared to IPPO).
They conclude in specific ranges for the different hyperparameters, and in general we chose val-
ues within these suggestions. Of course, different setups where tried before the final version, as
it is the case in most Deep learning tasks. One important point to highlight is that we chose not to
anneal the learning rate of the gradient descent, which is a rather unusual approach. However, as
mentioned in section 2.4.1, when the environment is non-stationary we have to retain a constant
learning. A major reason for that is that we can falsely claim convergence of the system after a
certain number of episodes, which has to to do with minor updates taking place because of the
annealed learning rate. However, a more common problem that we encountered was that perfor-
mance collapsed accross all simulations after a certain number of epochs when we incorporated
learning rate annealing. We hypothesize that this happened because the environment changed
more quickly than the agents could adapt to it; think that even slight changes in the policies of
all 7 agents can accumulate in a significant change in the environment dynamics, so each agent
needs to individually adapt to this change that is greater than their capabilities, so performance
slowly degrades. We must note, however, that we use the Adam optimizer (Kingma and Ba
[2014]), which adaptively changes the learning rate for each parameter in the neural network; a
standard practice in most deep learning tasks. That does not invalidate our previous arguments
because Adam will not gradually decrease our learning rate, effectively stopping learning after
a point onwards, but rather continuously refine it to optimize the learning process.

Below is a table containing all the values for the hyperparameters used.

Parameter Symbol/Name in Paper Your Value
Learning Rate � 2.5e-4
Learning Rate Annealing False
Discount Factor 
 0.99
GAE Lambda � 0.95
Minibatch Size 128
Update Epochs K 4
Advantage Normalization True
Clipping Coefficient � 0.2
Clipped Value Loss True
Entropy Coefficient c2 0.01
Value Loss Coefficient c1 0.5

Table 4.3: PPO hyperparameters used in our experiments.

4.3.4 Tax brackets
Another point we reconsidered when planning the experiment was the taxing system the

authors proposed. Recall that there were three brackets, [1; 10]; [11; 20]; [21;1), which were
applied cumulatively to each agent as described in section 4.3.1. However, when running the
experiments, we noticed that this setup constrained the principal’s influence. Consider a scenario
where all agents collect more than 20 apples between two sequential taxing periods, which can be
the case during the final training episodes. Then, the tax corresponding to the first two brackets
will be identical for each agent, and after the redistribution it will be as if this tax didn’t even
take place. Therefore, in this case the principal can make an impact through only one of their
three available actions, choosing the tax rate for the last bracket. This is clearly a suboptimal
arrangement, as it limits the principal’s expressivity. This phenomenon is also observed when
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all agents collect more than 10 apples between tax periods, which is muchmore common, making
the first tax bracket obsolete.

Tomitigate this issue, we propose a different taxation system. We divide the agents each time
into three groups, the two highest earners, the two lowest earners and the rest. These correspond
to the new brackets, and the tax the principal chooses is relevant only for the agents belonging in
each bracket. Using this more dynamic approach, no brackets can become obsolete, as they refer
each time to an ordering of the collected apples of each agent. There are also some additional
benefits to this approach, as we can now interpret the meaning the principal taxation policies, as
we can see how the principal tries to tax the “poorest” agents, how they tax the “middle class” of
agents and how the tax the “wealthiest” agents. In the previous setup, this was more obscured,
as the tax rate applied in the first bracket for instance could be applicable in all agents.

4.3.5 Dynamic Voting Scheme
Having discussed all the aforementioned details, we are now in position to discuss the pri-

mary focus of these experiments, which is the introduction of a voting method that takes into
account the agents preferences dynamically, as they evolve through their interactions. Through
this, we will see empirically whether the SED setting can have any benefits in regards to improv-
ing the collective performance of the agents, with respect to having a principal that optimizes
for a single, unchangeable objective, or having a principal following a static, predefined taxation
policy, or even the absence of the principal.

Before that, we have to mention that the principal objectives we consider, which the agents
must vote for, remain the egalitarian and the utilitarian proposed by the original paper, as de-
fined in equations 1.9 and 1.10 respectively in section 1.6. While we considered adding more
objectives, which would improve the expressivity of the agents’ true preferences, it would sig-
nificantly complicate the voting method, as explained in detail in section 4.3.1. In that, we are
using a simple plurality voting approach, where the objective with the most votes wins. Because
the number of the agents is odd (7), there is no need to establish a tie breaking rule. Adding more
objectives would also make the analysis of the results more complicated, and could even have an
impact in the training of the agents, especially the principal’s, due to this increased complexity.

In principle, this corresponds to a multi-armed bandit (MAB) problem. We have refrained
from discussing this paradigm, but it can essentially seen as a single-state RL problem. In this
particular case, it is actually as two-armed bandit problem, as the agent has to choose between
two actions: to change or not to change their vote. The agent has to essentially determine which
action is the optimal, in the sense of maximizing their expected reward, through the history
of their collected rewards. There exist extensive literature in that problem, although in our non-
stationary case, so there isn’t one constant optimal action, the problem is quite hard, and methods
that work in the stationary case can perform poorly here. That said, this problem has also been
tackled, with methods like Sliding Window UCB (Garivier and Moulines [2008]), an extension
of the very influential UCB algorithm for the non-stationary setting. However, we will adopt
a more simple approach, that fits better with the descriptive narrative the authors of the SED
paper want to enforce: the win-stay lose-shift (WSLS) strategy (Robbins [1952]). This is the
Pavlov strategy we explored in the repeated games setting in section 1.2.3, but used to solve
non-stationary MAB problems. Essentially, the agent chooses initially an action at random, and
if the reward improves or stays the same in the next instance, they retain the action, otherwise
they switch to the other one. While it is a very simple strategy, empirical evidence suggests
that , although it might not match the performance of more sophisticated algorithms like SW-
UCB. However, this strategy has been observed to be adopted by animals when they face non-
stationary MAB problems (Swanson et al. [2022]), and it is a good fundamental model of the
human behavior as well (Estes [1950], Otto et al. [2013], Wang et al. [2014]), which is why we
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say that it fits the descriptive narrative of the SED framework. Furthermore, it offers transparency
in the way the agents make decisions when voting, which would not be the case if we used more
complex MAB methods, which allows room for interpretability.

We will assume that agents follow the WSLS strategy when voting. This effectively realizes
the dynamic voting scheme we had in mind, while being in line with the descriptive approach
of the SED framework and upholding interpretability. That said, we do note that better, more
complex models have been proposed (Zhang and Yu [2013]), which could potentially lead to
more accurate simulations depicting human behavior; that is left for future work.

4.3.6 Experiments

We have now discussed everything regarding dynamic Social Environment Design simula-
tion setup, and we are now ready to employ it. Here, we will explain

Firstly, we will divide the experiments into twomain categories, depending on the algorithms
employed by the algorithms: IPPO or DecIPPO. We will examine these two settings indepen-
dently, to explore what an effect a centralized component in the agents’ algorithms can have, and
explore the more realistic setting where the agents are completely independent entities.

For each algorithmic setup, we will run 5 experiments. The first is going to represent the
Dynamic SED framework, using the dynamic voting scheme proposed in section 4.3.5. In order
to be able to make a point regarding the framework’s effectiveness, we will have to compare it
with other approaches. In that, we will run two more experiments with the principal optimizing
specifically the egalitarian and the utilitarian objective respectively. This corresponds to the ini-
tial experimental setup that Zhang et al. [2024] proposed, where the result of the voting process
remains constant throughout the rollout of the experiments, although we will retain the modifi-
cations we proposed, like the new taxation system. Then, we will compare the dynamic SED
framework with a fixed-policy principal. While in the utilitarian objective it is not clear what an
optimal policy would look like theoretically, as it is not clear what actions the principal can take
to improve upon the total generated wealth, we can make an argument that for the egalitarian
objective, the optimal policy would be a complete redistribution of the accumulated wealth. A
simple exchange argument suffices to show that, since otherwise we could show there will always
exist an ordering for the individual wealth of the agents like Rmax > R�

egal > Rmin = Regal,
withRmax; Rmin the max and min cumulative rewards of the agents respectively that rise from a
taxation policy different from redistribution,Regal the egalitarian objective andR�

egal the optimal
egalitarian objective. Finally, We will consider a setup where we remove the principal entirely;
this corresponds to a ñprice of anarchyò type of setup, where the agents interact in a completely
decentralized and individualistic manner.

A table containing the experiments’ parameters is shown below:
Ideally, we would like to run the experiments in a number of seeds (random number gen-

erator that ensures the reproducibility of experiments), so that we can draw conclusions more
accurately. We would also like to run the experiments until the agents’ policies converge, mak-
ing an argument that they converged to a local �; � equilibrium. Unfortunately, due to the limited
computational resources we had access to for this thesis, we will have to restrain ourselves to a
maximum of 1,000,000 steps per experiment (1,000 episodes) and a single seed per experiment.
We acknowledge the restrictions of this approach in terms of the validity of the results. However,
we do note that this is common in the RL literature, precisely because the computational costs
often prohibit more nuanced approaches. We also want to show that the dynamic SED frawe-
work can potentially have benefits justifying its use in MARL environments. That means that
we merely need to show one example that the framework exhibits promise for the goal of this
thesis to be successful, being an investigation.
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Parameter Value
Seed 1
Number of Agents 7
Initial Number of Apples 64
Apple Respawn Probabilities [0.025, 0.005, 0.0025, 0.0]
Agent Reward 1 on apple collection
Agent Observability (units are grid tiles) (Forward: 9, Right: 5, Backward: 1,

Left: 5)
Agent Algorithms IPPO, Dec-IPPO
Principal Tax Brackets [(2 top earners), (3 middle earners),

(2 bottom earners)]
Principal Algorithm PPO w/ replay buffer
Principal Objectives Utilitarian, Egalitarian, Dynamic,

Redistribution, Anarchy
Tax Period 50
Voting Period 200
Update Period 200
Episode Length 1000
Total Training Length 1.000.000 (IPPO)

600.000 (Dec-IPPO)

Table 4.4: Parameter values for the Experiments.

4.4 Results

4.4.1 IPPO
We begin by running the CTDE version of the PPO algorithm, which was the approach orig-

inally proposed by Zhang et al. [2024]. We execute 5 different runs: Dynamic, Redistribution,
Anarchy, Utilitarian, Egalitarian, all explained in the previous subsection. We begin by demon-
strating the plots corresponding to the collective results of the agents’ performance. Specifically,
we will plot the utilitarian and egalitarian objective over the course of the episodes, as well as the
standard deviation between the cumulative rewards of the agents. Utilitarian (Figure 4.5) corre-
sponds to the wealth they collectively accumulated so it is a metric of how well the agents learn
to perform in the Commons Harvest game. The other two metrics have to do with equality. The
standard deviation (Figure 4.6) shows how much agents deviate from the mean rewards - higher
values correspond to higher inequality - while the egalitarian (Figure 4.7) refers to the reward
of the poorest agent each time - here, higher is better. Because there exists great variance in the
curves, which is common in RL tasks and even more so when the environment is so complex
and multivariate, we smooth the curves using rolling average with a window of 100. This uses
the average of the values within a margin of the datapoint in question to calculate its smoothed
value.

Based on these metric, we can see that overall the use of principal the focuses solely on the
utilitarian objective makes a good case for the optimal solution, as it achieves the best perfor-
mance in the egalitarian (besides Redistribution which is designed to be optimal in that regard)
and, by the end, on the utilitarian fronts. Surprisingly, the Egalitarian run appears to have un-
derperformed even in the egalitarian objective which it was supposed to optimize for, although
it is the best among the principal methods in terms of std. However, the Dynamic run seems to
make a case for its usefulness, as it appears to be the more modest between the two, offering a
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Figure 4.5: Utilitarian objective per episode for each run (Redistribution, Anarchy, Dynamic,
Utilitarian, Egalitarian) using the IPPO algorithm. The plot shows the average utilitarian re-
ward (y-axis) achieved as training progresses (x-axis: episodes), with shaded regions indicating
variance across runs. The Utilitarian and Anarchy objectives achieve the highest long-term utili-
tarian rewards, followed by Dynamic. Redistribution initially achieves a high score but declines
after episode 400, eventually stabilizing below Anarchy and Utilitarian. Egalitarian consistently
achieves the lowest utilitarian reward. The results illustrate that optimizing directly for the utili-
tarian objective, as well as the Anarchy objective, results in higher aggregate rewards compared
to the other objectives, while Egalitarian and Redistribution sacrifice utilitarian performance for
their respective fairness goals.

middle ground between equality and performance. Specifically, it does not fall behind Utilitarian
that much on the utilitarian objective front, yet it achieves an std consistently between Utilitarian
and Egalitarian and it is generally matched with the Utilitarian on the egalitarian objective front,
even surpassing it for a a few hundred episodes in the end. This makes the case that the dynamic
voting scheme proposed by the SED framework can indeed strike a desirable balance between
utility and equality.

This notion is being reinforced when examining the tax ratios the different principals de-
cided on during training. First, it is noteworthy that we can see the principals making correcting
actions, adjusting their taxes considerably over large periods of time to shift the system towards
more desirable outcomes (or at least trying to do so). The most prevalent example is that of
the Utilitarian, that reduced the taxes of the lowest bracket when performance in the utilitarian
objective appeared to be falling around the 600th episode. Now, in terms of policy comparison,
we can see that the principals leaned towards the intuitively expected policies: the Egalitarian
taxed the rich more and the Utilitarian taxed the poor more. Again, the Dynamic chose the more
moderate approach, landing consistently in between the tax rates imposed by the other principals.

Finally, we present the individual rewards curves of the agents for each run (Redistribution
is omitted as it is the same as its counterpart in the utilitarian graph, divided by the number
of the agents). This paints a richer picture and allows us to see some new details regarding the
performance of each run. Before delving deeper into the graphs, it is worth remembering that two
of the agents (Agents 1 & 2 specifically) spawn closer to the apples, so we should expect them to
yield greater rewards. We can see that in the Utilitarian run, the principal does allow for an agent
(namely Agent 3) to be consistently below the rest, while Agent 1 and 2 often stand out as the
highest earners. We say that the principal allows this, because in the Egalitarian run this is not
the case. No agent remains the lowest earner for more than a few tens of episode, as the principal
redistributes tax from the highest earners to the lowest. However, that results in a disassociation
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Figure 4.6: Standard deviation of rewards per episode for each run (Redistribution, Anarchy,
Dynamic, Utilitarian, Egalitarian) using the IPPO algorithm. The y-axis shows the standard de-
viation of agent rewards, indicating the level of inequality at each episode. TheAnarchy objective
results in a significantly higher and increasing standard deviation, indicating substantial inequal-
ity among agents over time. In contrast, Redistribution maintains a near-zero standard deviation,
demonstrating almost perfect equality as expected. The Egalitarian objective also achieves low
inequality, with slightly higher values than Redistribution. Dynamic and Utilitarian objectives
lead to moderate inequality, with Utilitarian consistently higher than Egalitarian and Dynamic.
These results highlight the trade-off between maximizing total rewards and ensuring equality,
with objectives like Redistribution and Egalitarian prioritizing low variance at the expense of
utilitarian performance.

Figure 4.7: Egalitarian objective per episode for each run (Redistribution, Anarchy, Dynamic,
Utilitarian, Egalitarian) using the IPPO algorithm. The y-axis shows the average number of ap-
ples collected, representing theminimum reward among all agents at each episode - i.e. theworst-
off agent. Redistribution achieves the highest egalitarian scores throughout training, closely fol-
lowed by the Egalitarian objective itself. Dynamic and Utilitarian objectives maintain moderate
egalitarian performance, with Utilitarian showing a slight disadvantage. The Anarchy objective
results in the lowest minimum rewards, indicating the greatest disparity for the least advantaged
agent. Overall, these results highlight that objectives explicitly focused on equality (Redistribu-
tion and Egalitarian) are most effective at improving outcomes for the worst-off agent, whereas
Anarchy significantly reduces egalitarian performance.
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Figure 4.8: Tax ratio for Bracket 1 (the bottom two earners) per episode for each run (Dynamic,
Utilitarian, Egalitarian) using the IPPO algorithm. The y-axis shows the tax rate applied to the
lowest income bracket as training progresses. The Utilitarian objective consistently sets the high-
est tax rate for Bracket 1 throughout training, while the Egalitarian objective applies the lowest
tax rate to the bottom earners. The Dynamic objective yields an intermediate and relatively stable
tax rate. All objectives stabilize after an initial period of adjustment. These results suggest that
the Utilitarian approach relies on higher taxes from the lowest earners to maximize total rewards,
while the Egalitarian objective minimizes the tax burden for the least advantaged agents.

Figure 4.9: Tax ratio for Bracket 2 (middle earners) per episode for each run (Dynamic, Utili-
tarian, Egalitarian) using the IPPO algorithm. The y-axis represents the tax rate applied to the
middle income bracket throughout training. All objectives converge to a relatively stable tax rate
after an initial adjustment phase. The Egalitarian objective applies a slightly higher tax rate to
Bracket 2 compared to Utilitarian and Dynamic, especially in later episodes. The Utilitarian and
Dynamic objectives exhibit similar trends, with Dynamic occasionally surpassing Utilitarian in
the middle of training. These results indicate that, while there are modest differences in tax treat-
ment for middle earners across objectives, the gap between them is smaller than for the lowest
bracket, with Egalitarian favoring more redistribution from the middle group.
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Figure 4.10: Tax ratio for Bracket 3 (the top two earners) per episode for each run (Dynamic,
Utilitarian, Egalitarian) using the IPPO algorithm. The y-axis indicates the tax rate imposed on
the highest income bracket as training progresses. The Egalitarian objective consistently applies
the highest tax rate to the top earners throughout training, with rates stabilizing above 0.6 after
the initial adjustment. The Dynamic objective maintains an intermediate tax rate, while the Util-
itarian objective imposes the lowest tax burden on the top bracket, with rates remaining slightly
below 0.5 for most episodes. These results show that the Egalitarian objective emphasizes redis-
tribution from the top earners, while the Utilitarian and Dynamic objectives apply more moderate
or reduced tax rates to the wealthiest agents.

between individual performance and reward, resulting after the first couple hundred episodes in
the average reward to decline steadily. This is because agents with good policies (i.e. collecting
many apples individually, for instance Agents 1 & 2) get diminishing rewards, while agents with
bad policies (like Agent 3) get increasing returns. This approach of punishing fruitful behavior
and rewarding inefficiency is what results in the Egalitarian’s performance collapse, ultimately
failing even in the egalitarian objective because the population as a whole has failed to learn.
We can clearly see how Dynamic avoided this trap, when around episode 200 the performance
began to decline, the agents recovered quickly. Eventually, Dynamic’s performance continued
to increase, however it never managed to match Utilitarians.

So far we have avoided discussing the Redistribution and Anarchy runs, as we intended to
focus more on analyzing the runs employing a principal. Both of these runs began as the most
promising, yielding the highest returns as seen in Figure 4.5. This is to be expected, as the use a
principal will complicate the experiment, and before they converge to a satisfactory policy they
will introduce a great deal of noise to the system. However, the effect of the shared reward
exhibits some interesting properties in this case. We already discussed how the shared reward
leads to dissasociation between action and reward, exacerbating the credit assignment problem.
However, in this case we can clearly see that up to a point, Redistribution seems to be optimal.
However, when apples become more scarce due to excessive harvesting, the reward disassocia-
tion finally caught up with the Redistribution run, leading to a sharp performance decline. That
shouldn’t be that surprising: in the early episodes, where all agents are not good apple collectors,
any improvement in collecting apples leads to improved individual as well as collective wealth.
It is when apples become more sparse, so that more complex strategies, requiring some sort of
coordination and planning to improve upon apple harvesting, that the impact of the credit as-
signment problem becomes a very important issue that eventually leads to performance collapse.
Anarchy, on the other hand, appears to have converged in a suboptimal state, disallowing effi-
cient cooperation between the agents, which is evident because Utilitarian steadily manages to

111




