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Πεϱιληψη

Τα τελευταία χρόνια, τα Μεγάλα Γλωσσικά Μοντέλα (Large Language Models- LLMs)

κερδίζουν ολοένα και µεγαλύτερη δηµοτικότητα λόγω της αξιοσηµείωτης απόδοσής τους

σε διαφορετικές εργασίες και τοµείς επεξεργασίας ϕυσικής γλώσσας. Ωστόσο, συχνά αντι-

µετωπίζουν ορισµένα προβλήµατα που περιορίζουν τη χρήση τους και εγείρουν ερωτήµατα

σχετικά µε την αξιοπιστία, επιτάσσοντας την έρευνα γύρω από τις αιτίες και τις πιθανές λύσεις

σε αυτά. ΄Ενα από αυτά τα προβλήµατα είναι η δηµιουργία Hallucinations, όρος που παρα-

τίθεται στα αγγλικά καθώς δεν έχει αποδοθεί µε δόκιµο τρόπο στα ελληνικά, δηλαδή εξόδων

που είναι σηµασιολογικά µη συµβατές είτε µε την είσοδο που δόθηκε στο µοντέλο είτε µε τα

γνωστά πραγµατικά γεγονότα.

Η παρούσα διπλωµατική εργασία περιγράφει τη ϑεωρητική ανάλυση και ανάπτυξη ενός

συστήµατος ϐασισµένου σε LLM για την ανίχνευση hallucination σε πολύγλωσσες εξόδους

γλωσσικών µοντέλων. ΄Εναυσµα για την εργασία είναι το SemEVAL-2025 Mu-SHROOM

shared task που στοχεύει να παρακινήσει τη µελέτη της ανίχνευσης hallucination δίνο-

ντας έµφαση και στις ιδιαίτερες απαιτήσεις των πολύγλωσσων κειµένων. Σε αυτά τα πλαίσια

προτείνεται µια αποτελεσµατική, χωρίς εκπαίδευση στρατηγική προτροπής LLM που ενι-

σχύει την ανίχνευση µε την χρήση ενός εργαλείου µετάφρασης πολύγλωσσων κειµένων στα

Αγγλικά. Το παρόν σύστηµα επιτυγχάνει σταθερές αποδόσεις ανεξαρτήτως της γλώσσας στην

οποία ϐρίσκονται τα προς εξέταση κείµενα.

Λέξεις Κλειδιά

Μεγάλα Γλωσσικά Μοντέλα, Σφάλµατα, Πολύγλωσσα κείµενα, Προτροπή
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Abstract

In recent years, Large Language Models are gaining increasing popularity due to their

remarkable performance across different natural language processing tasks and domains.

However, they often suffer from certain problems that limit their usage and raise questions

concerning their reliability. One of this problems is the generation of Hallucinations, i.e.

outputs that are semantically or factually inconsistent with their inputs or real-world

knowledge. Therefore a lot of research is conducted around their causes and possible

solutions.

This thesis describes the theoretical analysis and development of an LLM-based sys-

tem for hallucination span detection in multilingual outputs of LLMs. It arises from the

shared task of the SemEVAL-2025 Mu-SHROOM that aims to motivate the study of the

underexplored area of multilingual hallucination detection. An efficient, training-free LLM

prompting strategy is proposed that enhances detection by translating multilingual text

spans into English. The consistency of this approach highlights the effectiveness of our

translation strategy for hallucination detection, demonstrating its applicability regardless

of the source language.

Keywords

Large Language Models, Hallucination, Multilinguality, Prompting
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Κεφάλαιο 1

Εκτεταµένη Πεϱίληψη στα Ελληνικά

1.1 Εισαγωγή

Τα τελευταία χρόνια τα Μεγάλα Γλωσσικά Μοντέλα κερδίζουν έδαφος στον τοµέα της

Επεξεργασίας Φυσικής Γλώσσας, λόγω των εξαιρετικών επιδόσεών τους σε µία σειρά από

προβλήµατα όπως η περίληψη κειµένου, η µετάφραση, η απάντηση σε ερωτήσεις κ.α. Τα

µοντέλα αυτά είναι εκπαιδευµένα σε τεράστιο όγκο κειµένων και συνεπώς έχουν την ικα-

νότητα να απαντούν εύγλωττα σε ερωτήσεις που απαιτούν ιδιαίτερο ϐαθµό κατανόησης της

γλώσσας. Η τόσο ευρέως διαδεδοµένη χρήση τους και από χρήστες διαφορετικών επιπέδων

εξοικείωσης µε τον τοµέα της µηχανικής µάθησης επήλθε µε την ανάπτυξη πλατφορµών που

κάνουν πιο προσβάσιµη τη χρήση τους.

Παρά τις αναγνωρισµένες δυνατότητές τους, τα Μεγάλα Γλωσσικά Μοντέλα συχνά παρου-

σιάζουν σφάλµατα, ένα εκ των οποίων είναι η παραγωγή Hallucination - όρος που χρησι-

µοποιείται λόγω της έλλειψης δόκιµου και ευρέως αποδεκτού αντίστοιχου στα ελληνικά- και

δηλώνει την παραγωγή κειµένου από γλωσσικά µοντέλα που παρότι είναι εύγλωττος, περιέχει

ανακρίβειες, πλήρως κατασκευασµένα γεγονότα ή γεγονότα που έρχονται σε αντίθεση µε τη

γνώση µας για τον κόσµο ή πληροφορίες άσχετες µε την είσοδο που δόθηκε στο µοντέλο.

Λόγω της τόσο ευρείας χρήσης τους αλλά και της αξίας των δυνατοτήτων τους όταν λει-

τουργούν κατά τα προβλεπόµενα πρότυπα, πραγµατοποιείται συστηµατική έρευνα γύρω από

την ανίχνευση αιτιών για τέτοιου είδους σφάλµατα µε σκοπό την ανάπτυξη συστηµάτων για

την ανίχνευση και διόρθωσή τους. Μέσα από αυτή, προκύπτει ότι τα προβλήµατα αυτά είναι

πολυπαραγοντικά και µπορεί να συνδέονται µε τα δεδοµένα εκπαίδευσης, την αδυναµία

σύνδεσης µε εξωτερικές ϐάσεις γνώσης κ.α..

΄Ολοι αυτοί οι παράγοντες ενισχύονται παραπάνω στην περίπτωση των πολύγλωσσων κει-

µένων. Παρότι τα γλωσσικά µοντέλα έχουν τη δυνατότητα να γενικεύουν σε διάφορες γλώσ-

σες, τα δεδοµένα εκπαίδευσης που αφορούν καθεµία από αυτές είναι πολύ άνισα σε όγκο,

εµποδίζοντας την εκµάθηση των ιδιαίτερων µορφολογικών και σηµασιολογικών χαρακτηρι-

στικών κάθε γλώσσας.

Για τους παραπάνω λόγους, δηµιουργείται η ανάγκη για τη δηµιουργία συστηµάτων α-

νίχνευσης σφαλµάτων τα οποία ϑα είναι αποτελεσµατικά και ανεξάρτητα από τη γλώσσα του

κειµένου προς εξέταση. Σε αυτά τα πλαίσια, έχει δηµιουργηθεί το Mu-SHROOM shared

task, µία σειρά δοκιµασιών που παρέχει ολοκληρωµένα σύνολα δεδοµένων σχετικών µε

σφάλµατα γλωσσικών µοντέλων, µε σκοπό να κινητοποιήσει την έρευνα γύρω από την α-
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Κεϕαλαι 1. Εκτεταµένη Πεϱίληψη στα Ελληνικά

νίσχνευσή τους. Στη ϕετινή δοκιµασία, τα σύνολα δεδοµένων περιείχαν 14 γλώσσες επεκτε-

ίνοντας κατάυτό τον τρόπο τα σύνολα δεδοµένων των προηγούµενων ετών που αφορούσαν τα

αγγλικά.

Η παρούσα διπλωµατική, αφορµώµενη από αυτή τη δοκιµασία, επιχειρεί τη ϑεωρητι-

κή και πειραµατική ϑεµελίωση για µία τέτοια µελέτη που στοχεύει στην δηµιουργία ενός

συστήµατος για την ανίχνευση σφαλµάτων σε πολύγλωσσες εξόδους µεγάλων γλωσσικών µο-

ντέλων. Με αυτό τον τρόπο ϕιλοδοξεί να συνεισφέρει στην ενίσχυση της αξιοπιστίας και της

ασφάλεις στη χρήση των µεγάλων γλωσσικών µοντέλων, κάνοντάς τα πιο ακριβή αλλά και

πιο συµπεριληπτικά. Στην εκτεταµένη περίληψη στα ελληνικά, µε τον όρο σφάλµα εννοείται

συγκεκριµένα η περίπτωση του Hallucination .

1.2 Θεωρητικό Υπόβαθρο

1.2.1 Γλωσσικά Μοντέλα

Η µοντελοποίηση της γλώσσας είναι µία από τις πιο ϑεµελιώδεις εργασίες του τοµέα της

Επεξεργασίας Φυσικής Γλώσσας και σχετίζεται µε την πρόβλεψη της επόµενης λέξης σε µία

πρόταση ή ακολουθία λέξεων µε ϐάση τα συµφραζόµενα ή τις προηγούµενες λέξεις.

Τα γλωσσικά µοντέλα µπορούν να ϐρουν εφαρµογή σε ένα σύνολο από τοµείς όπως η

υγεία, η εκπαίδευση, η οικονοµία και η νοµοθεσία, σε µία πληθώρα εφαρµογών όπως η α-

πάντηση ερωτήσεων, η υποστήριξη επαγγελµατιών του κλάδου σε αποφάσεις, η δηµιουργία

αυτοµατοποιηµένων διαδικασιών, η υποστήριξη ασθενών κ.α.. Οι εφαρµογές αυτές εκτείνο-

νται σε τοµείς που η ευθύνη και η αξιοπιστία είναι πολύ σηµαντικές καθώς τίθενται ϑέµατα

ασφάλειας του χρήστη αλλά και σε τοµείς που ο χρήστης µπορεί να µην είναι εξοικειωµένος

ή ενηµερωµένος επαρκώς για τις σχετικές τεχνολογίες.

Από τις απαρχές της µελέτης της µοντελοποίησης της γλώσσας έως και σήµερα, η εξέλιξη

στον συγκεκριµένο κλάδο είναι µεγάλη. Αρχικά, µε τα στατιστικά γλωσσικά µοντέλα, η

γλώσσα περιγράφηκε µε µαθηµατικά µοντέλα και για την πρόβλεψη της επόµενης λέξης

χρησιµοποιήθηκε η µέθοδος της εκτίµησης της µέγιστης πιθανοφάνειας µε ϐάση την οποία

επιλεγόταν και η κατάλληλη λέξη. Κάτι τέτοιο είχε περιορισµούς ως προς το µέγεθος τόσο

του συνολικού λεξιλογίου από το οποίο ϑα µπορούσε να προκύψει η επόµενη λέξη όσο και

του µεγέθους της ακολουθίας των λέξεων που ορίζει τα συµφραζόµενα καθώς απαιτείται ο

συνδυασµός πολλών δεσµευµένων πιθανοτήτων.

Για την αντιµετώπιση αυτών των προβληµάτων, οδηγηθήκαµε στα νευρωνικά γλωσσικά

µοντέλα,που χρησιµοποιούν νευρωνικά δίκτυα για την πρόβλεψη της επόµενης λέξης σε

µία ακολουθία. Για το σκοπό αυτό, επικράτησε η ιδέα της µοντελοποίησης των λέξεων µε

αριθµητικά διανύσµατα που αποτελούν σηµασιολογικές αναπαραστάσεις των λέξεων καθώς

η λογική µε την οποία δηµιουργούνται είναι η προσοµοίωση της οµοιότητας των λέξεων µέσω

των γωνιών που σχηµατίζονται ανάµεσα στα διανύσµατα.

Αντίστοιχα δηµιουργήθηκαν και εξειδικευµένες αρχιτεκτονικές όπως τα αναδροµικά και

τα συνελικτικά νευρωνικά δίκτυα µε σκοπό να επιτρέπεται η διατήρηση σηµασιολογικής

πληροφορίας και εξαρτήσεων που υπάρχουν σε σειριακά δεδοµένα όπως είναι τα γλωσσικά.

Η επανάσταση ήρθε ωστόσο µε την αρχιτεκτονική του Transformer που επιτυγχάνει την
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1.2.2 Μεγάλα Γλωσσικά Μοντέλα

διατήρηση µακρινών εξαρτήσεων ταυτόχρονα µε την παραλληλοποίηση της επεξεργασίας

µέσω του µηχανισµού της Προσοχής. Ο µηχανισµός της προσοχής εξαλείφει την ανάγκη

για αναδροµή και επιτρέπει την επεξεργασία όλης της εισόδου απευθείας µε τον δυναµι-

κό προσδιορισµό των σηµείων που ϑα δοθεί προσοχή, ακριβώς όπως και η προσοχή του

ανθρώπου.

1.2.2 Μεγάλα Γλωσσικά Μοντέλα

Τα Μεγάλα Γλωσσικά Μοντέλα είναι τα πιο υψηλού επιπέδου και ευρέως χρησιµοποιο-

ύµενα γλωσσικά µοντέλα. Βασίζονται στην αρχιτεκτονική του Transformer και επιτυγ-

χάνουν στόχους πέραν της µοντελοποίησης της γλώσσας που εκτείνονται στην κατανόηση

ανθρώπινων εντολών και την εναρµόνιση µε τις ανθρώπινες αξίες. Το ϐασικό τους πλεο-

νέκτηµα που τα διαφοροποιεί από άλλα µοντέλα που ϐασίζονται σε τεχνικές ϐαθιάς µάθησης,

είναι η εκπαίδευσή τους σε πολύ µεγάλο όγκο δεδοµένων. Κάτι τέτοιο τα καθιστά ικανά να

µάθουν πολύπλοκους συσχετισµούς και µοτίβα της γλώσσας µέσω της µεγάλης αύξησης των

παραµέτρων τους και διευκολύνει τη διαδικασία γενίκευσης σε νέα δεδοµένα και εργασίες

στα οποία µπορεί να µην έχουν επακριβώς προεκπαιδευτεί.

1.2.3 Hallucinations

Παρά τις δυνατότητες των µεγάλων γλωσσικών µοντέλων, πολλές ϕορές υποφέρουν από

σφάλµατα στην έξοδό τους. Μία τέτοια περίπτωση είναι η παραγωγή Hallucination , δηλαδή

κειµένου που ϕαίνεται εύλογο αλλά έρχεται σε αντίθεση είτε µε την είσοδο που δόθηκε για

να παραχθεί είτε µε γνωστά γεγονότα. Τέτοιου είδους σφάλµατα, περιορίζουν τη χρήση των

µεγάλων γλωσσικών µοντέλων και ως εκ τούτου µελετώνται συστηµατικά ώστε να δηµιουρ-

γηθεί µία ολοκληρωµένη εικόνα τους που ϑα οδηγήσει στην αποτελεσµατική αντιµετώπισή

τους.

Στα πρωταρχικά προβλήµατα της µελέτης τους, είναι η κατάταξή τους σε κατηγορίες. Η

πλέον επικρατέστερη κατηγοριοποίηση που υιοθετούµε και εδώ είναι η ακόλουθη:

1. Συγκρουση µε την είσοδο: το γλωσσικό µοντέλο παράγει περιεχόµενο που δεν απαντάει

ή διαφοροποιείται από την ερώτηση που διατυπώθηκε για να το παράξει

2. Εσωτερική σύγκρουση στην έξοδο: η απάντηση του γλωσσικού µοντέλου περιλαµβάνει

δεδοµένα που είναι αλληλοαποκλειόµενα

3. Σύγκρουση µε πραγµατικά γεγονότα : το µοντέλο παράγει περιεχόµενο που περιέχει

αναληθή, ανακριβή ή τελείως κατασκευασµένα γεγονότα

1.2.4 Μέθοδοι Ανίχνευσης

Για την ανίχνευση των Hallucinations διάφορες µέθοδοι έχουν προταθεί, κάποιες εκ

των οποίων εστιάζουν σε κάποια συγκεκριµένη εργασία όπως η µετάφραση ή σε κάποια

συγκεκριµένη κατηγορία όπως η δηµιουργία ψευδών γεγονότων. Επίσης κάποιες από τις

µεθόδους έχουν συγκεκριµένα προαπαιτούµενα : η πρόσβαση σε κάποια ϐάση γνώσης που
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περιέχει την πληροφορία που σχετίζεται µε το περιεχόµενο των εισόδων-εξόδων ή η ενσωµάτω-

ση ενός µοντέλου που ανακτά τέτοιες σχετικές πληροφορίες , η πρόσβαση στις ενδιάµεσες

κρυφές καταστάσεις τους που µπορούν να δώσουν πληροφορίες σχετικά µε την ϐεβαιότη-

τα του µοντέλου κατά την επιλογή κάθε λέξης που υπάρχει στην έξοδό του κ.α.. Κάποιες

µέθοδοι, αντιµετωπίζουν το πρόβληµα της ανίχνευσης σφαλµάτων ως ένα πρόβληµα ταξι-

νόµησης σε σφάλµα ή όχι, µε σκοπό την µεταφορά γνώσης από µοντέλα που επιτυγχάνουν

καλές επιδόσεις σε αντίστοιχες διαδικασίες όπως για παράδειγµα µοντέλα που αξιολογούν

τη λογική σχέση µεταξύ δύο προτάσεων στις κατηγορίες συνεπαγωγή, ουδέτερη ή αντίθεση.

΄Αλλες λύσεις, προτείνουν τη δειγµατοληψία πολλαπλών απαντήσεων για το ίδιο ερώτηµα µε

σκοπό να αποφευχθεί η περίπτωση του σφάλµατος. Τέλος, προτείνονται µέθοδοι που σκοπε-

ύουν σε πιο γενικευµένες στρατηγικές που µπορούν να ϐρουν εφαρµογή σε παραδείγµατα

ανεξαρτήτως εργασίας και µοντέλου που τα έχει παράξει.

1.2.5 Hallucinations σε πολύγλωσσα κείµενα

Παρότι η µελέτη σχετικά µε την ανίχνευση σφαλµάτων συνεχίζεται πολύ ενεργά, ιδιαίτε-

ϱο ϐάρος δίνεται προς το παρόν στην αγγλική γλώσσα και ο παράγοντας της γλώσσας δεν

λαµβάνεται συχνά υπόψιν ή λαµβάνεται για ειδικές περιπτώσεις όπως αυτή της µετάφρασης.

Ωστόσο, σύµφωνα µε την υπάρχουσα έρευνα, ϕαίνεται ότι παίζει ιδαίτερο ϱόλο και εν-

δεχοµένως να απαιτείται εισαγωγή νέων µεθόδων και µετρικών για την δηµιουργία επιτυχη-

µένων και συνεπών στρατηγικών.

1.2.6 Mu-SHROOM Shared Task

Το Mu-SHROOM (Multilingual Shared Task on Hallucinations and Related Observable

Overgeneration Mistakes) είναι το πρώτο σηµείο αναφοράς για την ανίχνευση πολυγλωσσι-

κών Hallucinations , αντιµετωπίζοντας ένα σηµαντικό κενό στην έρευνα για τις γλώσσες µε

περιορισµένους πόρους λόγω της απουσίας καθιερωµένων σηµείων αναφοράς.

Το σύστηµα που αναπτύσσεται σε αυτά τα πλαίσια, ξεκινάει από τη συγκεκριµένη δοκιµα-

σία µε σκοπό την σχεδίαση ενός πλαισίου που λαµβάνει υπόψιν του τις ιδιαίτερες απαιτήσεις

των γλωσσών, χωρίς όµως να παρουσιάζει συµπεριφορά που εξαρτάται από την προς εξέτα-

ση γλώσσα ή τη συγκεκριµένη κατηγορία εργασίας ή κατηγορίας σφάλµατος στην οποία

εµπίπτουν τα Ϲεύγη εισόδων- εξόδων που παρέχονται.

1.3 Μέθοδοι

1.3.1 Σύνολο ∆εδοµένων

Για τη δηµιουργία του τελικού συστήµατος χρειάστηκε µεγάλος αριθµός διερευνητικών

πειραµάτων. Για το σκοπό αυτό χρησιµοποιήθηκε το σύνολο δεδοµένων που παρεχόταν στα

πλαίσια του SemEval-2025 Task-3 το οποίο ϑα αποκαλείται στο εξής Κύριο Σύνολο ∆εδο-

µένων και αποτελείται από τέσσερα υποσύνολα: το σύνολο-δείγµα, το σύνολο εκπαίδευσης,

το σύνολο επικύρωσης και το σύνολο δοκιµών. Για τα προπαρασκευαστικά πειράµατα χρησι-

µοποιήθηκε συµπληρωµατικά ένα µικρό υποσύνολο του συνόλου δεδοµένων που παρεχόταν
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1.3.1 Σύνολο ∆εδοµένων

στα πλαίσια του SemEval-2024 Task-6 αφότου υπέστη κατάλληλη επεξεργασία που ϑα α-

ναλυθεί παρακάτω, και ϑα αποκαλείται στο εξής ∆ευτερεύον Σύνολο ∆εδοµένων.

∆οµή Τα σύνολα δεδοµένων του κυρίως συνόλου δεδοµένων ακολουθούσαν αντίστοιχη

δοµή µε µικρές διαφοροποιήσεις.

Το σύνολο-δείγµα που δόθηκε για να εξοικειωθούν οι συµµετέχοντες/ουσες µε τη δοµή

του συνόλου δεδοµένων αποτελούταν από οχτώ παραδείγµατα σε τρεις διαφορετικές γλώσσες :

τρία στα αγγλικά, τρία στα ισπανικά και δύο στα γαλλικά. Τα χαρακτηριστικά τους είναι τα

ακόλουθα:

• id ,ο αύξων αριθµός του παραδείγµατος

• lang , ο κωδικός της γλώσσας του κειµένου

• model_input , η είσοδος που δόθηκε στο µοντέλο

• model_output_text , η έξοδος που παρήγαγε το µοντέλο

• model_id , ο κωδικός του µοντέλου

• soft_labels , τα σφάλµατα που ανιχνεύθηκαν, για καθένα από τα οποία παρέχετε ο

χαρακτήρας από τον οποίο ξεκινάει, ο χαρακτήρας στο οποίο τελειώνει και µία πιθα-

νότητα να είναι πράγµατι σφάλµα

• hard_labels η λίστα µε το σύνολο των σφαλµάτων που ανιχνεύθηκαν µε πιθανότητα

πάνω από 0.5

Τα δύο τελευταία χαρακτηριστικά είναι και αυτά που αποτελούν τις επισηµάνσεις, δηλαδή

εκείνα τα χαρακτηριστικά που ϑέλουµε να προβλέπει το µοντέλο µας.

Το σύνολο επικύρωσης αποτελείται από 10 υποσύνολα χωρισµένα ανά γλώσσα µε 50

δείγµατα το καθένα. Οι διαφορετικές γλώσσες είναι : τα Αραβικά, τα Γερµανικά, τα Αγγλικά,

τα Ισπανικά, τα Φινλανδικά, τα Γαλλικά, τα Ινδικά, τα Ιταλικά, τα Σουηδικά και τα Κινέζικα.

Τα χαρακτηριστικά των δειγµάτων είναι τα ίδια µε του συνόλου δείγµατος.

Το σύνολο εκπαίδευσης είναι ένα σύνολο χωρίς επισηµάνσεις και συνεπώς δεν περι-

λαµβάνει τα δύο τελευταία χαρακτηριστικά των προηγούµενων δύο συνόλων. Αντί αυτού

περιλαµβάνει δύο νέα χαρακτηριστικά:

• model_output_tokens ,τα tokens της εξόδου του µοντέλου

• model_output_logit ,τα logits της εξόδου του µοντέλου

Συνολικά απαρτίζεται από τέσσερα υποσύνολα µε άνισο αριθµό δειγµάτων: 809 δείγµατα

για τα αγγλικά, 492 για τα ισπανικά, 1850 δείγµατα για τα γαλλικά και 200 για τα κινέζικα.

Το σύνολο δοκιµών αποτελείται από 14 υποσύνολα χωρισµένα ανά γλώσσα, µε τα ίδια

χαρακτηριστικά µε το σύνολο εκπαίδευσης. Πιο συγκεκριµένα έχει : 150 δείγµατα για τα

Αραβικά, τα Γερµανικά, τα Φινλανδικά, τα Γαλλικά, τα Ινδικά, τα Ιταλικά και τα Κινέζικα,

100 δείγµατα για τα Καταλανικά, τα Τσέχικα και τα Φαρσί, 154 δείγµατα για τα Αγγλικά, 152

δείγµατα για τα Ισπανικά, 90 δείγµατα για τα Βάσκικα και 141 δείγµατα για τα σουηδικά.

Το ∆ευτερεύον Σύνολο ∆εδοµένων αποτελούταν από ένα µικρό υποσύνολο µε 180 δείγ-

µατα µε τα ακόλουθα χαρακτηριστικά:
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• id ,ο αύξων αριθµός του παραδείγµατος

• src , η είσοδος που δόθηκε στο µοντέλο

• hyp , η έξοδος που παρήγαγε το µοντέλο

• tgt , η επιθυµητή έξοδος-στόχος που πρέπει να παράγει το µοντέλο για αυτή την είσοδο

• task , µία συντοµογραφία που δείχνει σε ποια κατηγορία εργασίας εκ των Μετάφραση,

Ορισµός και Παράφραση ανήκει το δείγµα

• labels , οι επισηµειώσεις που δόθηκαν στο δείγµα ως Σφάλµα/΄Οχι Σφάλµα

• label η επισηµείωση που δίνεται στο µοντέλο ως πλειοψηφία των επιµέρους

• p(Hallucination) ο λόγος των επισηµειώσεων που το κατέταξαν ως σφάλµα προς το

σύνολο των επισηµειώσεων

Τα δείγµατα είχαν επιλεχθεί καταλλήλως ώστε το σύνολο να είναι ισορροπηµένο έχο-

ντας 60 δείγµατα από κάθε κατηγορία εργασίας και σε κάθε κατηγορία 30 δείγµατα που

είναι χαρακτηρισµένα ως σφάλµατα και 30 δείγµατα που να είναι χαρακτηρισµένα ως όχι

σφάλµατα.

1.3.2 ∆ιερευνητική Ανάλυση ∆εδοµένων

Το κοµµάτι της διερευνητικής ανάλυσης δεδοµένων περιείχε ένα σύνολο από διαδικασίες

µε σκοπό να αναλυθούν τα χαρακτηριστικά κάθε συνόλου δεδοµένων και να εντοπιστούν

ενδεχόµενα µοτίβα µέσα σε αυτά. Θα παρουσιαστούν συνοπτικά τα αποτελέσµατα.

Αρχικά, πραγµατοποιήθηκε µία στατιστική ανάλυση, σχετικά µε το µήκος των προ-

τάσεων και των λέξεων µέσα στις προτάσεις µε σκοπό να εντοπιστούν συσχετίσεις του µήκους

µε τη γλώσσα και να αξιοποιηθούν τα συµπεράσµατα σχετικά µε τα µορφολογικά χαρακτη-

ϱιστικά της γλώσσας. Κάτι τέτοιο ϑεωρήθηκε προαπαιτούµενο για την καλύτερη υλοποίηση

της µίας προσέγγισης που εφαρµόσαµε που απαιτεί πρώτα να χωριστούν τα κείµενα σε υπο-

µέρη. Ωστόσο, από την ανάλυση αυτή δεν προέκυψε κάποιο ιδιαίτερο χαρακτηριστικό που

να αφορά την εκάστοτε γλώσσα, ούτε ϕάνηκε να κινείται σε πολύ περιορισµένα πλαίσια το

µήκος των εξόδων.

Ακολούθως, έγινε σηµασιολογική ανάλυση των δεδοµένων µε σκοπό να γίνει αξιοποίη-

ση πιο συγκεκριµένων τεχνικών σε περίπτωση που παρατηρούταν κάποια οµοιοµορφία σε

αυτά. Αυτή περιλάµβανε, τον χαρακτηρισµό των Ϲευγών εισόδου-εξόδου του αγγλικού συ-

νόλου δεδοµένων ως προς το είδος των επισηµασµένων σφαλµάτων που περιέχουν. Το

σηµαντικότερο εύρηµα που προέκυψε από αυτή τη διασικασία, είναι ότι σύµφωνα µε τις

επισηµάνσεις, ως σφάλµατα ϑεωρούνταν και οι λέξεις που είχαν κάποιο ϑέµα ορθογραφίας

και συνεπώς αυτό υιοθετήθηκε και επέκτεινε τον ορισµό και τις κατηγοριοποιήσεις που

είχαν ϑεµελιωθεί από τη ϐιβλιογραφία.
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Είδος Σφάλµατος Αϱιϑµός παϱαδειγµάτων

Σύγκϱυση Εισόδυ-Εξόδυ 10

Ανακϱίϐεια Γεγνότων 31

Εσωτεϱική σύγκϱυση στην έξδ 6

ϱϑγϱαϕία 8

Table 1.1. Ταξινόµηση σφαλµάτων σε κατηγορίες στο αγγλικό σύνολο επικύρωσης

Επίσης έγινε ανάλυση ανίχνευσης ονοµαστικής οντότητας στα κοµµάτια των προ-

τάσεων που είχαν επισηµανθεί ως σφάλµατα µε σκοπό να ϕανεί εάν εντοπίζονται τα σφάλ-

µατα πιο συχνά σε λέξεις συγκεκριµένης οντότητας, απ΄ όπου προέκυψε ότι για όλες τις

γλώσσες υπερτερούν τα ουσιαστικά, τα κύρια ονόµατα, οι αριθµοί όπως οι ηµεροµηνίες και

τα ϱήµατα. Παρατίθεται ένα ενδεικτικό παράδειγµα για τα αγγλικά στο γράφηµα 1.1.

(a) Πέντε πιο συχνές ονοµαστικές οντότητες στα
αγγλικά

(b) Ανάλυση Ανίχνευσης Ονοµαστικής Οντότη-
τας στα Αγγλικά

Figure 1.1. Σύνολο επικύρωσης αγγλικά

Τέλος, ως προς το µη επισηµασµένο σύνολο εκπαίδευσης, ϕάνηκε ότι οι διακριτές είσοδοι

είναι πολύ λιγότεροι από το σύνολο των δειγµάτων που υπάρχουν, πράγµα που ϑεωρήθηκε

ότι µπορεί να συνδυαστεί µε κάποια ανάλυση που αφορά στις εσωτερικές καταστάσεις των

µοντέλων δεδοµένου ότι παρέχονται και τα logits, tokens των εξόδων και εποµένως η

διαδικασία ϑυµίζει δειγµατοληψία εξόδων για την ίδια είσοδο.

1.3.3 Μετρικές

Για την αξιολόγηση των αποτελεσµάτων χρησιµοποιήθηκαν οι δύο µετρικές µε τις οποίες

έγινε και η αξιολόγηση στην δοκιµασία.

1. Intersection-over-Union (IoU) , των χαρακτήρων που συµπεριλαµβάνονται ως σφάλµα-

τα στις επισηµάνσεις µε αυτούς που προβλέπονται από το σύστηµά µας ως σφάλµατα,

που δείχνει πόσο καλά εντοπίζονται τα σφάλµατα σε επίπεδο χαρακτήρα
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2. Correlation (Cor) , δηλαδή η συσχέτιση της πιθανότητας που αποδίδει το σύστηµα στα

διάφορα κοµµάτια της εξόδου µε την πραγµατική πιθανότητα από τις επισηµάνσεις,

που δείχνει το πόσο καλά ανατίθεται αυτή η πιθανότητα.

1.3.4 Εντοπισµός Σφαλµάτων ως Πρόβληµα Ταξινόµησης

Κατά το πρώτο κοµµάτι των πειραµάτων, έγινε η προσέγγιση του εντοπισµού σφαλµάτων

ως ένα πρόβληµα ταξινόµησης και συνεπώς η ανίχνευση απαιτούσε δύο στάδια : της προε-

πεξεργασίας και της ταξινόµησης.

Κατά το στάδιο της προεπεξεργασίας, τα κείµενα των εξόδων των γλωσσικών µοντέλων

χωρίζονται σε µικρότερα µέρη τα οποία στη συνέχεια οδηγούνται στους ταξινοµητές για να

τα ταξινοµήσουν ως Σφάλµα/όχι Σφάλµα. Αυτό συµβαίνει προκειµένου να καθοριστεί εκ

των προτέρων ένας χώρος µε πιθανά κοµµάτια που µπορούν να αποτελούν σφάλµατα, καθώς

ο σκοπός είναι το µοντέλο να εντοπίζει εκείνα τα κοµµάτια όπου ϐρίσκεται το σφάλµα, µε

τέτοια ακρίβεια ώστε τελικά αν αφαιρεθούν, η υπόλοιπη πρόταση να είναι ορθή.

Ως τεχνικές για τον τεµαχισµό των προτάσεων σε µικρότερα κοµµάτια υιοθετήθηκαν

αρχικά οι ακόλουθες τέσσερις :

1. Τυχαίος τεµαχισµός σε κοµµάτια που αποτελούνται από µία έως πέντε λέξεις

2. Τεµαχισµός σε επιµέρους προτάσεις µε χρήση του εργαλείου Stanza

3. Τεµαχισµός σε λέξεις και στη συνέχεια ταξινόµηση µόνο των λέξεων που ανήκουν στις

πιο συχνές ονοµαστικές οντότητες όπως αυτές προκύπτουν από ανάλυση των προτάσεων

µε χρήση του εργαλείου Named-Entity Recognition- NER Stanza

4. Τεµαχισµός της πρότασης σε επιµέρους γεγονότα και παράφρασή τους µε τρόπο που

κρατάνε τα συµφραζόµενα της πρότασης µε χρήση γλωσσικών µοντέλων.

Κατά το στάδιο της ταξινόµησης, τα κοµµάτια των προτάσεων όπως προκύπτουν από

το προηγούµενο στάδιο πρέπει να ταξινοµηθούν ως Σφάλµα/ όχι Σφάλµα. Για το σκοπό

αυτό χρησιµοποιήθηκαν οι ακόλουθοι τέσσερις τρόποι ταξινόµησης:

1. Μοντέλα που υπολογίζουν την οµοιότητα των προτάσεων

2. Μοντέλα συµπερασµάτων ϕυσικής γλώσσας

3. Μεγάλα Γλωσσικά Μοντέλα

4. Συνδυασµός των παραπάνω

Για τους τρόπους που απαιτούν την ύπαρξη της πραγµατικής απάντησης στο ερώτηµα,

προκειµένου να οριστεί αυτή χρησιµοπποιήθηκε το Llama 3.1-8B ώστε να παράξει απα-

ντήσεις στις εισόδους.
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1.3.5 Εντοπισµός Σφαλµάτων µε Μεγάλα Γλωσσικά Μοντέλα

Στη συνέχεια, εξετάστηκε η περίπτωση της ανάπτυξης ενός συστήµατος που ϐασίζεται σε

µεγάλα γλωσσικά µοντέλα για την απευθείας ανίχνευση των σφαλµάτων στις προτάσεις. Τα

πειράµατα εστίασαν σε δύο κοµµάτια : τεχνικές προτροπής και τεχνικές µετάφρασης.

Στις τεχνικές προτροπής εξετάστηκε η ϐελτίωση των αποτελεσµάτων µε απευθείας

προτροπές, µε χρήση εκµάθησης µε παραδείγµατα, µε προτροπή για αλυσίδα σκέψης και

δυνατότητα παραγωγής απαντήσεων στις εισόδους.

Στις τεχνικές µετάφρασης εξετάστηκε η διαφοροποίηση από την έλλειψη της µετάφρα-

σης, σε µετάφραση µε χρήση του µεγάλου γλωσσικού µοντέλου και µε χρήση εξωτερικού

εργαλείου µετάφρασης τόσο από τα αγγλικά προς τη γλώσσα των κειµένων όσο και από τη

γλώσσα των κειµένων στα αγγλικα.

1.4 Πειραµατικό Μέρος

1.4.1 Σύστηµα Αναφοράς

Το σύστηµα αναφοράς που ορίστηκε από τους διοργανωτές είχε δύο προσεγγίσεις : την

τυχαία που αποτελείται από την περίπτωση που όλοι οι χαρακτήρες επισηµαίνονται ως σφάλ-

µατα και την περίπτωση που κανένας χαρακτήρας δεν επισηµαίνεται ως σφάλµα, και εκείνη

που ϐασίζεται σε ένα νευρωνικό απλοϊκό σύστηµα.

1.4.2 Εντοπισµός Σφαλµάτων ως Πρόβληµα Ταξινόµησης

΄Οσον αφορά την προσέγγιση της ανίχνευσης των σφαλµάτων ως πρόβληµα ταξινόµησης,

έγιναν δοκιµές µε το επισηµασµένο σύνολο δοκιµών για κάθε γλώσσα και κάθε συνδυασµό

ταξινοµητή και τρόπου τεµαχισµού των προτάσεων.

Στην περίπτωση που ο ταξινοµητής ήταν το µοντέλο που εξετάζει την οµοιότητα των προ-

τάσεων, χρησιµοποιήθηκαν τρία µοντέλα και έγινε διερεύνηση µε χρήση του δευτερεύοντος

συνόλου δεδοµένων σχετικά µε τις κατάλληλες οριακές τιµές που έπρεπε να υιοθετηθούν

ως προς την συνηµιτονοειδή οµοιότητα κάτω από την οποία ένα κοµµάτι ϑεωρείται σφάλ-

µα και αντιστρόφως. Για τον υπολογισµό της πιθανότητας κάθε κοµµάτι να είναι σφάλµα

χρησιµοποιήθηκε η τιµή 1- οµοιότητα

Σε όλες τις άλλες περιπτώσεις το πείραµα της ταξινόµησης πραγµατοποιήθηκε τρεις ϕορές

και η πιθανότητα ορίστηκε ως το σύνολο των πειραµάτων που χαρακτήρισαν το εκάστοτε

κοµµάτι ως Σφάλµα προς το σύνολο των πειραµάτων, δηλαδή τα τρία πειράµατα.

Στην περίπτωση του συνδυασµού των ταξινοµητών, για κάθε ταξινοµητή χρησιµοποιήθη-

κε η µέθοδος τεµαχισµού που έδωσε τα καλύτερα αποτελέσµατα στο πρώτο στάδιο.

Τα ϐασικά συµπεράσµατα που προέκυψαν από αυτή την προσέγγιση είναι τα ακόλουθα:

1. Ο τεµαχισµός µε χρήση µεγάλων γλωσσικών µοντέλων δεν ήταν ιδιαιτέρως αποτελεσµα-

τικός. Σκοπός της µεθόδου ήταν ένας πιο εκλεπτισµένος διαχωρισµός σε προτάσεις

που ϑα αποµόνωνε τα µικρότερα δυνατά γεγονότα και ϑα επαναδιατύπωνε τις προ-

τάσεις διατηρώντας έτσι τα συµφραζόµενα που ϑα ήταν χρήσιµα για την αξιολόγηση
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του κοµµατιού. Ωστόσο τις περισσότερες ϕορές η διαδικασία αυτή κατέληγε να προ-

σοµοιάζει τον απλό διαχωρισµό σε προτάσεις, οι οποίες µάλιστα σε κάθε περίπτωση

δεν αντιστοιχίζονταν µε σωστό τρόπο σε κοµµάτια της εξόδου, µε αποτέλεσµα να µην

αξιοποιείται όλη αυτή η διαδικασία.

2. Η µετρική της συσχέτισης των πιθανοτήτων ήταν σε πολύ χαµηλά επίπεδα και αυτό

συνέβαινε διότι η επανάληψη των πειραµάτων δεν προσέφερε κάτι στη διαδικασία,

καθώς ιδίως για πιο µεγάλα κοµµάτια κειµένου, τα µοντέλα έδιναν πάντα τα ίδια

αποτελέσµατα.

3. Οι ίδιες οι µέθοδοι ταξινόµησης αποτελούν αδυναµία του συστήµατος καθώς δεν α-

πευθύνονται σε όλες τις κατηγορίες σφαλµάτων αφού για παράδειγµα δεν λαµβάνεται

υπόψιν η είσοδος, αλλά εστιάζουν κυρίως στην επικύρωση των γεγονότων που ανα-

ϕέρονται.

4. Ο προκαθορισµός των πιθανών κοµµατιών όπου ϐρίσκεται το σφάλµα εµποδίζει τον

πολύ συγκεκριµένο εντοπισµό των ορίων των σφαλµάτων όπως είναι και το Ϲητούµενο

της δοκιµασίας, καθώς η επιτυχία σε αυτό ϑα µπορούσε να αποτελέσει και την αρχή

για την επίλυση των σφαλµάτων αφαιρώντας αυτά και αντικαθιστώντας τα µε τη σωστή

πληροφορία

Για τους παραπάνω λόγους οδηγηθήκαµε στα ακόλουθα πειράµατα.

1.4.3 Εντοπισµός Σφαλµάτων µε Μεγάλα Γλωσσικά Μοντέλα

Ακολούθως εξετάστηκε η χρήση Μεγάλων Γλωσσικών Μοντέλων για την απευθείας α-

νίχνευση σφαλµάτων σε κείµενα.

Προπαρασκευαστικά Πειράµατα Κατά τα προπαρασκευαστικά πειράµατα, χρησιµο-

ποιήθηκε το δευτερεύον σύνολο δεδοµένων για να εξεταστεί ο τρόπος που διαφορετικές

τεχνικές προτροπής ϐοηθούν στην ανίχνευση των σφαλµάτων και η ικανότητα παραγωγής

απαντήσεων στις εισόδους. Ο λόγος που χρησιµοποιήθηκε αυτό το σύνολο δεδοµένων, είναι

το γεγονός ότι περιείχε πιο απλές επισηµάνσεις ως Σφάλµα/ όχι Σφάλµα και το γεγονός ότι

είχε και τη σωστή απάντηση σε κάθε ερώτηση.

Τα πειράµατα αυτά εκτελέστηκαν για δύο µεγάλα γλωσσικά µοντέλα, το Llama 3.1-405B

1
και το Claude 3.5 Sonnet

2
.

1
meta.llama3-1-405b-instruct-v1:0

2
anthropic.claude-3-5-sonnet-20241022-v2:0
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Experiment Prompt

Experiment 1: ZS ”Given the {input} and the {output}, is the output a halluci-

nation? Reply with Yes/No”

Experiment 2: ZS + Hypoth-

esis

”Given the {input}, the {output} and the {hypothesis}, is the

output a hallucination? Reply with Yes/No”

Experiment 3: ZS + CoT+

Hypothesis

"Given the {input}, {output} and the {hypothesis} is the out-

put a hallucination? Firstly, explain your thought and in

the end write the word Yes or No if it is or it is not a hallu-

cination respectively."

Table 1.2. Προτροπές για τα διαφορετικά προπαρασκευαστικά πειράµατα

Model Exp.1 Exp.2 Exp.3

Llama 0.52 0.55 0.61

Claude 0.51 0.55 0.63

Table 1.3. Αποτελέσµατα για τα διαφορετικά πειράµατα µε χρήση των δύο µοντέλων

Τα αποτελέσµατα που ϕαίνονται στον πίνακα 1.3 δείχνουν ότι η προτροπή για ανάπτυξη

αλυσίδας σκέψης είναι κρίσιµη για την ϐελτίωση των αποτελεσµάτων, ενώ τα αποτελέσµατα

σχετικά µε την οµοιότητα των προτάσεων που παρήγαγαν τα µοντέλα και των πραγµατικων

απαντήσεων στις εισόδους οδήγησαν στο να ϑεωρηθεί επαρκής η ικανότητα των µοντέλων

να παράγουν απαντήσεις και δεν κρίθηκε σκόπιµη η ενσωµάτωση κάποιας ϐάσης γνώσης ή

ενός συστήµατος ανάκτησης δεδοµένων.

Τα προπαρασκευαστικά πειράµατα συνεχίστηκαν µε χρήση του συνόλου επικύρωσης από

το ϐασικό σύνολο δεδοµένων και περιλάµβαναν πειραµατισµούς σχετικά µε τη ϐελτιστοπο-

ίηση των προτροπών, και στη συνέχεια την διερεύνηση της επίδοσης των δύο µοντέλων στην

ανίχνευση σφαλµάτων χωρίς απαντήσεις ή µε απαντήσεις από το ίδιο ή το άλλο µοντέλο.
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Figure 1.2. ∆ιάγραµµα που δείχνει την συχνότητα µε την οποία συνδυασµοί µοντέλου και
απαντήσεων δίνουν τα καλύτερα αποτελέσµατα στις διαφορετικές γλώσσες

Τα ϐασικά συµπεράσµατα από τους συνδυασµούς µεθόδων και τα προπαρασκευαστικά

πειράµατα είναι τα εξής :

1. ∆εν υπήρχε µία µέθοδος, δηλαδή ένας συνδυασµός µοντέλου και απαντήσεων, που σε

κάθε περίπτωση να έδινε τα καλύτερα αποτελέσµατα.

2. Τα αποτελέσµατα χωρίς απαντήσεις δεν ήταν υποσύνολο των αποτελεσµάτων µε απα-

ντήσεις και αυτό συνέβαινε διότι ορισµένες ϕορές η παροχή της απάντησης στο µοντέλο

το έκανε να εστιάσει αποκλειστικά στις διαφορές των δύο απαντήσεων και κατ΄ επέκταση

σε σφάλµατα που σχετίζονται µε τα γεγονότα και να αγνοήσει έτσι άλλα είδη σφαλµάτων

Πειράµατα Προτροπών Αφότου προσδιορίστηκαν οι τρεις πιο αποτελεσµατικοί συνδυα-

σµοί από το στάδιο των προπαρασκευαστικών πειραµάτων, και ϐάσει των συµπερασµάτων

που δείχνουν ότι ένα πείραµα δεν µπορεί να αντικαταστήσει αποτελεσµατικά τα υπόλοιπα,

υιοθετήθηκε η προσέγγιση του συνδυασµού των πειραµάτων. Εδώ δόθηκε ιδιαίτερη έµφαση

και στην αυτοµατοποίηση της διαδικασίας αντιστοίχισης των αποτελεσµάτων στα κείµενα,

ώστε να αξιοποιούνται πλήρως οι απαντήσεις που δίνονται από τα γλωσσικά µοντέλα χωρίς

να χρειάζεται να αποφευχθεί η ανάπτυξη της αλυσίδας της σκέψης.

Πειράµατα Μετάφρασης

Αφότου επιλέχθηκαν οι κατάλληλες προτροπές, µελετήθηκε η επίδραση τεχνικών διαχε-

ίρισης των πολυγλωσσικών κειµένων. Τα καλύτερα αποτελέσµατα δόθηκαν για τη χρήση του

εξωτερικού µεταφραστή προς τα αγγλικά.
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1.4.3 Εντοπισµός Σφαλµάτων µε Μεγάλα Γλωσσικά Μοντέλα

Language (id) Baseline Preliminary ZS FS FS + Translation FS + Translation + Hypothesis

Arabic (ar) 0.04/0.36/0.05 0.223 0.379 0.425 0.527 0.584

Catalan (ca) 0.05/0.24/0.08 0.273 0.482 0.540 0.675 0.703

Czech (cs) 0.10/0.26/0.13 0.301 0.388 0.448 0.556 0.587

German (de) 0.03/0.35/0.03 0.199 0.531 0.564 0.578 0.587

English (en) 0.03/0.35/0.03 0.223 0.425 0.487 - 0.555

Spanish (es) 0.07/0.19/0.09 0.239 0.385 0.454 0.468 0.500

Basque (eu) 0.02/0.37/0.01 0.299 0.431 0.458 0.518 0.571

Farsi (fa) 0.00/0.20/0.00 0.202 0.492 0.558 0.687 0.753

Finnish (fi) 0.01/0.49/0.00 0.210 0.464 0.529 0.635 0.683

French (fr) 0.00/0.45/0.00 0.251 0.447 0.499 0.535 0.617

Hindi (hi) 0.00/0.27/0.00 0.189 0.581 0.624 0.709 0.726

Italian (it) 0.01/0.28/0.00 0.267 0.597 0.657 0.774 0.802

Swedish (sv) 0.03/0.53/0.02 0.276 0.492 0.537 0.585 0.601

Chinese (zh) 0.02/0.47/0.02 0.200 0.212 0.304 0.378 0.419

Table 1.4. Σύγκριση Μεθόδων Προτροπής - IoU. Η καλύτερη µέθοδος ανά γλώσσα είναι µε
έντονα γράµµατα.

Language (id) Baseline Preliminary ZS FS FS + Translation FS + Translation+hypothesis

Arabic (ar) 0.11/0.01/0.01 0.190 0.484 0.636 0.601 0.612

Catalan (ca) 0.06/0.06/0.06 0.397 0.610 0.564 0.700 0.709

Czech (cs) 0.05/0.10/0.10 0.368 0.480 0.419 0.557 0.590

German (de) 0.11/0.01/0.01 0.333 0.583 0.466 0.614 0.629

English (en) 0.11/0.00/0.00 0.357 0.511 0.635 - 0.628

Spanish (es) 0.04/0.01/0.01 0.456 0.464 0.547 0.537 0.565

Basque (eu) 0.10/0.00/0.00 0.401 0.530 0.555 0.524 0.566

Farsi (fa) 0.11/0.01/0.01 0.378 0.583 0.547 0.684 0.737

Finnish (fi) 0.09/0.00/0.00 0.478 0.552 0.584 0.666 0.652

French (fr) 0.02/0.00/0.00 0.254 0.564 0.617 0.609 0.614

Hindi (hi) 0.14/0.00/0.00 0.565 0.666 0.676 0.754 0.760

Italian (it) 0.08/0.00/0.00 0.526 0.692 0.765 0.757 0.817

Swedish (sv) 0.10/0.01/0.01 0.194 0.502 0.525 0.535 0.562

Chinese (zh) 0.08/0.00/0.00 0.264 0.317 0.401 0.487 0.464

Table 1.5. Σύγκριση Μεθόδων Προτροπής Correlation.Η καλύτερη µέθοδος ανά γλώσσα είναι
µε έντονα γράµµατα.

Language (id) Original Input-Output Pairs Translated Input-Output Pairs

No Translation External Transl. - Original LLM Translator External Transl. - English

Arabic (ar) 0.470 0.317 0.510 0.584

Catalan (ca) 0.458 0.503 0.490 0.703

Czech (cs) 0.387 0.367 0.419 0.587

German (de) 0.500 0.472 0.480 0.587

English (en) 0.550 0.555 - -

Spanish (es) 0.490 0.312 0.420 0.500

Basque (eu) 0.355 0.339 0.375 0.571

Farsi (fa) 0.501 0.498 0.523 0.754

Finnish (fi) 0.540 - 0.530 0.683

French (fr) 0.490 0.430 0.450 0.617

Hindi (hi) 0.650 0.660 0.700 0.726

Italian (it) 0.620 0.604 0.730 0.802

Swedish (sv) 0.530 - 0.570 0.601

Chinese (zh) 0.343 0.399 0.379 0.419

Table 1.6. Σύγκριση Μεθόδων Μετάφρασης - IoU. Η καλύτερη µέθοδος είναι µε έντονα
γράµµατα.
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Language (id) Original Input-Output Pairs Translated Input-Output Pairs

No Translation External transl. - Original LLM Translator External Transl. English

Arabic (ar) 0.55 0.40 0.61 0.58

Catalan (ca) 0.58 0.50 0.59 0.71

Czech (cs) 0.42 0.43 0.43 0.59

German (de) 0.51 0.56 0.54 0.63

English (en) 0.63 - - -

Spanish (es) 0.49 0.477 0.480 0.56

Basque (eu) 0.46 0.44 0.49 0.57

Farsi (fa) 0.61 0.58 0.63 0.74

Finnish (fi) 0.57 0.56 0.58 0.65

French (fr) 0.53 0.45 0.46 0.614

Hindi (hi) 0.67 0.68 0.710 0.73/0.760

Italian (it) 0.62 0.679 0.680 0.802/0.817

Swedish (sv) 0.550 0.567 0.540 0.601/0.562

Chinese (zh) 0.399 0.388 0.333 0.464

Table 1.7. Σύγκριση Μεθόδων Μετάφρασης Correlation.Η καλύτερη µέθοδος ανά γλώσσα
είναι µε έντονα γράµµατα.

Τα αποτελέσµατα µε το σύνολο δοκιµών για τα διάφορα πειράµατα προτροπών µε την

πιο αποτελεσµατική τεχνική µετάφρασης και για τα διάφορα πειράµατα µετάφρασης µε την

πιο αποτελεσµατική τεχνική προτροπών ϕαίνονται στους πίνακες 1.4 - 1.7 αντίστοιχα.

Τελικό Σύστηµα

΄Ετσι δηµιουργήθηκε το τελικό σύστηµα που αποτελείται από τρεις συνιστώσες-πειράµατα:

Πείραµα 1 Προτροπή του Claude να ανιχνεύσει σφάλµατα δίνοντάς του την είσοδο,

την έξοδο και τις µεταφράσεις αυτών στα αγγλικά, µαζί µε την απάντηση του Llama για τη

συγκεκριµένη είσοδο

Πείραµα 2 Προτροπή του Llama να ανιχνεύσει σφάλµατα δίνοντάς του την είσοδο, την

έξοδο και τις µεταφράσεις αυτών στα αγγλικά, µαζί µε την απάντηση του Claude για τη

συγκεκριµένη είσοδο

Πείραµα 3 Προτροπή του Llama να ανιχνεύσει σφάλµατα δίνοντάς του την είσοδο, την

έξοδο και τις µεταφράσεις αυτών στα αγγλικά χωρίς απαντήσεις

Από καθένα από τα παραπάνω πειράµατα προκύπτει µία λίστα µε κοµµάτια της εξόδου

όπου ανιχνεύονται σφάλµατα για τα οποία δίνεται ο αύξων αριθµός του χαρακτήρα έναρξης

και λήξης καθώς και η πιθανότητα 1 αφού το συγκεκριµένο πείραµα έχει χαρακτηρίσει το

συγκεκριµένο κοµµάτι ως σφάλµα. Στη συνέχεια, οι λίστες αυτές ενώνονται ώστε να προκύψει

η τελική λίστα όπου για κάθε κοµµάτι η πιθανότητα ορίζεται ως ο λόγος του συνόλου των

πειραµάτων που το χαρακτήρισαν ως σφάλµα προς τα συνολικα τρία πειράµατα που έγιναν.
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Language (id) IoU Cor

Arabic (ar) 0.58 0.61

Catalan (ca) � 0.70 0.71

Czech (cs) � 0.59 � 0.59

German (de) � 0.59 � 0.63

English (en) 0.55 � 0.63

Spanish (es) 0.50 � 0.61

Basque (eu) 0.57 0.57

Farsi (fa) � 0.75 � 0.74

Finnish (fi) � 0.68 � 0.65

French (fr) 0.617 � 0.614

Hindi (hi) � 0.73 � 0.760

Italian (it) � 0.802 � 0.817

Swedish (sv) 0.601 � 0.562

Chinese (zh) 0.419 0.464

Table 1.8. IoU/Correlation scores του τελικού συστήµατος

id Sentence

ca El municipi de Yushu es troba a 4.500 metres sobre el nivell del mar.

cs Řeka Labe (německy Elbe) pramení v Českém lese , konkrétně v okrese Jičín , v nadmořské

výšce 816 metrů. Pramení v údolí mezi vrcholy Kozákov ( 744 metrů) a Říp ( 459 metrů).

de Mario Bola ti wechselt im Jahr 1998 zum Verein AC Mailand .

en Mouthier is located in the department of Haute-Loire .

eu Hiru espezie bakarrik daude.

fi Folorunsho Alakĳa on nigerialainen kirjailĳa ja aktivisti . Hän on kirjoittanut useita

kirjoja, muun muassa "The Slave Girl" ja "The Slave Girl’s Daughter", jotka käsittelevät naisten sortoa

ja orjuutta .

fr L’espèce Pseudomugil gertrudae appartient à la famille des Poeciliidae , qui est une famille

d’espèces de poissons d’eau douce et d’eau salée. Elle est également connue sous le nom

de poisson-chatde Gertrude ou de poisson-chat de Gertrude .

it Il produttore dell’album "Plastic Letters" di Blondie fu Mike Chapman .

sv David Sandbergs födelseort är New York .

zh 新缬草原产于欧洲，特别是地中海沿岸地区，包括西班牙、葡萄牙、法国南部、意大利和希腊等地

。它在这些地区的自然环境中广泛分布，并且在园艺上也被引种到其他地区。由于其

美丽的花朵和耐旱的特性，新 Valerie在全球各地都有一定的栽培和观赏价值

Table 1.9. Ποιοτικά αποτελέσµατα για διαφορετικές γλώσσες. Τα ανιχνευµένα σφάλµατα
είναι επισηµασµένα .

Τα αριθµητικά αποτελέσµατα για τις δύο µετρικές ϕαίνονται στον πίνακα 1.8 και τα

ποιοτικά αποτελέσµατα για παραδείγµατα που επετεύχθησαν τέλεια σκορ στον πίνακα 1.9

Παρατηρώντας την συνεισφορά καθεµίας από τις συνιστώσες του συνολικού συστήµατος,

ϕαίνεται πως σε γλώσσες όπως τα αγγλικά και τα ισπανικά, όπου τα µοντέλα που χρησιµο-

ποιούνται έχουν εκπαιδευτεί σε µεγαλύτερο όγκο δεδοµένων, ο σχεδιασµός των προτροπών

παίζει τον κυρίαρχο ϱόλο στη ϐελτίωση των αποτελεσµάτων, ενώ για τις υπόλοιπες γλώσσες

το εργαλείο της µετάφρασης είναι αυτό που καθορίζει την τελική ακρίβεια των προβλέψεων.
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1.5 Σύνοψη

Η παρούσα διπλωµατική ασχολήθηκε µε το Ϲήτηµα της ανίχνευσης σφαλµάτων σε πο-

λύγλωσσες εξόδους µεγάλων γλωσσικών µοντέλων. Η επέκταση της χρήσης τους σε πληθώρα

κλάδων και εφαρµογών επιβάλλει πλέον την συστηµατική µελέτη τέτοιου είδους σφαλµάτων

και τη δηµιουργία αποτελεσµατικών µεθόδων για την αντιµετώπισή τους. Ιδιαίτερα εντάσ-

σοντας και την παράµετρο της γλώσσας στα Ϲητήµατα για τα οποία µεριµνούν οι λύσεις που

προτείνονται, ϑα µπορέσουµε να οδηγηθούµε σε µοντέλα πιο αξιόπιστα και συµπεριληπτικά.

Οι ϐασικές συνεισφορές αυτής της εργασίας συνοψίζονται στην επέκταση του ορισµού των

Hallucination ώστε να συµπεριλαµβάνει και προβλήµατα που σχετίζονται µε την ορθογραφία

των λέξεων και στην ανάπτυξη ενός συστήµατος που µε προσεκτικά σχεδιασµένες τεχνικές

προτροπής και ενσωµάτωση ενός εξωτερικού συστήµατος µετάφρασης, καταφέρνει να ανι-

χνεύει µε σταθερή επίδοση ανεξαρτήτως γλώσσας, σφάλµατα στις εξόδους των µοντέλων.

Μέσω αναλυτικών πειραµάτων, ϑεµελιώνεται και µέρος των αδυναµιών των µοντέλων που

χρησιµοποιήθηκαν όπως και των επιµέρους τεχνικών µετάφρασης και τονίζεται η σηµασία

του συνδυασµού στρατηγικών στη ϐελτίωση των αποτελεσµάτων, δίνοντας και ανατροφοδότη-

ση για µελλοντικές δουλειές.

Οι κατευθύνσεις στις οποίες µπορεί να κινηθεί η µελλοντική έρευνα είναι αρκετές για τη

ϐελτίωση των αποτελεσµάτων. Επιγραµµατικά αναφέρονται :

1. Ο συνδυασµός των προτροπών µε τεχνικές που ενσωµατώνουν γνώση που προέρχεται

από τις εσωτερικές καταστάσεις των µοντέλων. Για κάτι τέτοιο χρειάζεται ένα σύνο-

λο δεδοµένων στο οποίο να είναι διαθέσιµες και οι εσωτερικές καταστάσεις και οι

επισηµειώσεις, µε σκοπό να διερευνηθεί µε ποιο τρόπο σχετίζεται η αβεβαιότητα των

προβλέψεων µε την παραγωγή σφαλµάτων.

2. Η χρήση ενός µοντέλου ανάκτησης πληροφοριών που ϑα παρέχει πιο αξιόπιστες απα-

ντήσεις ώστε να επαληθεύονται οι έξοδοι των γλωσσικών µοντέλων, αποφεύγοντας έτσι

τις επιπτώσεις από τα σφάλµατα στις απαντήσεις που ϑεωρούµε ως αληθείς

3. Η διεξαγωγή περισσότερων πειραµάτων µε µοντέλα που έχουν ανοιχτά ϐάρη,πρόσβαση

στις εσωτερικές καταστάσεις και δυνατότητα περαιτέρω ϱύθµισης παραµέτρων ώστε

να υπάρχει µεγαλύτερη κατανόηση του τρόπου λειτουργίας ώστε να έχουµε εύρωστα

αποτελέσµατα

4. Η διερεύνηση άλλων µεθόδων για τη διαχείριση των πολύγλωσσων κειµένων, όπως η

χρήση συνόλων δεδοµένων για τη ϱύθµιση των µοντέλων πάνω στις λιγότερο διαδε-

δοµένες γλώσσες και η αξιοποίηση της διεπιστηµονικής γνώσης πάνω σε Ϲητήµατα

γλώσσας.

5. Η ανάπτυξη µεθόδων εξηγησιµότητας για την αποσαφήνιση των πηγών σφαλµάτων στο

παραγόµενο κείµενο όπως η οπτικοποίηση της προσοχής, η ανάλυση αντιπαραδειγ-

µάτων και τα ερµηνεύσιµα µοντέλα.
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Chapter 2

Introduction

In recent years, Large Language Models (LLMs) are gaining an increasing popularity

due to their remarkable performance in various Natural Language Processing (NLP) tasks

such as text summarization, machine translation, question-answering etc. These models

are trained on massive text corpora and can generate fluent responses to complicated

inputs. At the same time the development of interfaces that made them publicly available,

extended their use to various users of different level of familiarization with the concept of

AI and LLMs.

Despite their capabilities, LLMs suffer a lot from Hallucinations, that are usually de-

fined as the generation of fluent yet incorrect content. By incorrect content it is implied

that the output of the LLM is conflicting with known facts, is inconsistent with the input

or is completely fabricated. This problem usually overshadows the possibility of their

utilization, especially in high-stakes applications and raises serious concerns about their

reliability and the safety of their use.

In order to overcome these problems and develop robust LLM based systems that

can be proven useful in a variety of domains, extensive research is being conducted to

understand their causes and ways to detect and correct them. These studies underline

that hallucinations are multifaceted and can stem from limitations in training data, model

overgeneralization, or lack of grounding in external knowledge.

These factors are even more present when multilingual contexts are discussed. Al-

though LLMs are increasingly used across diverse languages, uneven amounts of training

data and varying linguistic structures are more likely to lead to inconsistent performance

and higher hallucination rates in low-resource or morphologically rich languages. More-

over, semantic alignment and factual consistency become more difficult to evaluate when

the input and output are in different languages, such as in machine translation or cross-

lingual summarization tasks.

The problem of hallucinations and its correlation to the different languages, create

the need to develop hallucination detection methods that are both language-agnostic and

culturally aware to achieve effective results across languages. To adress this problem, the

Mu-SHROOM shared task is introduced, which is focused on detecting hallucinations and

other overgeneration mistakes in the output of instruction-tuned large language models

(LLMs). Mu-SHROOM 2025 and the carefully curated datasets it provides, addresses

general-purpose LLMs in 14 languages, and frames the hallucination detection problem
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Chapter 2. Introduction

as a span-labeling task, instead of a classification problem as it is often treated.

The present thesis aims to describe the process of the development of an LLM-based

hallucination detection system for this task that achieves competitive results in recogniz-

ing hallucination spans across multiple languages. Through a combination of theoretical

analysis and experimental validation, this work aims to contribute to the growing body of

knowledge on enhancing the trustworthiness and safety of generative AI systems, making

them more reliable and inclusive.
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Chapter 3

Related Work

In this chapter a theoretical basis for the topics associated with the thesis is presented.

3.1 Language Models

Language modeling is one of the most important tasks in Natural Language Processing

(NLP) that involves predicting the next word in a sentence or a sequence of words based

on the context or previous words. [3]. The language models that are developed for

that purpose have evolved significantly through time and therefore their applicability in

different domains has increased. At the same time their such rapidly spreading utilization

is raising critical questions on the limitations and ethical considerations that they might

have. An overview of these will be presented here.

3.1.1 Use of Language Models

The improving capabilities of language models in a wide range of tasks make them

suitable as core components of different systems applied in a series of domains. These can

vary from healthcare and education to finance and law [3] and this is achieved through

personalization of services that helps both the patient and the doctor [4], decision-making

support and prediction capabilities.

In healthcare, Language Models can be utilized in many manners. On the one hand,

healthcare professionals can be further educated and have access to knowledge basis

curated with the use of Language Models [5] or be directly supported in clinical practice

through decision-making [6] and data analysis [7], which is lately improving with the

use of multi-modal language models that can handle data of different types such as

images, texts etc. The most challenging aspect though, is the assistance of research as for

example drug discovery where there is the example of DrugGPT [8] that through learning

protein-ligand binding data, its creators aim at discovering novel molecules that can bind

with specific proteins. On the other hand, Language Models can assist patients through

personalized treatment, democratizing in that way healthcare processes for people with

limited accessibility to health structures due to financial problems, life in remote areas

or mobility and other issues [3].

As far as education is concerned, language models have emerged as promising tools

specifically through providing a personalized and adaptive learning experience for stu-

dents [3], [4]. Domain-specific or foundation language models can be used to track the
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student’s understanding of a specific concept and pose a lot of questions that can improve

the learning process and assist the teacher who cannot handle all students at the same

time. [9] At the same time, incorporating language models in education can help reduce

the perception that their main use is for cheating [3], allowing students to understand

the potential and the limitations of them.

In finance, language modeling can be applicable to a lot of tasks like risk assessment,

market prediction and customer service. By using their analyzing capabilities [3], profes-

sionals in finance can be assisted in many aspects of their work including understanding

the market and the customers and consequently provide better services, assessing and

managing risk from knowledge extraction from past trends and data etc. The capabilities

of language models in question answering can also be leveraged, helping customers as

well understanding the procedures and the bureaucracy and make more efficient and

time-saving contacts for their specific needs. [10]

Law is another domain where the utilization of language models is highly promoted.

The approach is centered mainly around personalization of consulting and question-

answering tasks that are really crucial for civilians and faces the problems of bureaucracy

and high cost of legal service, and assisting tools for practitioners. The specific domain

is considered to be ideal for language modeling since it usually follows strict, well-defined

rules for reasoning. [11].

The domains described shortly above are just a few among a lot of others where

language modeling can be utilized. They are important aspects of life and therefore the

spreading of the usage of language models in them will significantly affect people. It is

undoubtedly crucial to take their limitations into serious account and act responsibly in

the way they are incorporated into such central matters.

3.1.2 Evolution of Language Models

In this subsection, a brief description of the evolution of language models will be

presented.

Statistical Language Models (SLMs) are the first mathematical models that origi-

nated from the effort to describe properties and structures of natural language from a

probabilistic statistical perspective [12]. The main idea of this approach is that the se-

lection of the next word given a sequence of words is calculated through the maximum

likelihood estimation of the conditional probability of the occurrence of each word from

a specified vocabulary in order to define the one with the highest probability. The main

drawback of this method is that, in order to accurately compute the conditional proba-

bilities, it is necessary to pre-compute the a-priori probabilities for sentences (sequences

of words of length n). However, the number of possible sentences increases exponentially

with the increase of n, leading to typical and realistic approaches given the available com-

putational and storage resources being restricted to sequences of length 2 to 3 words.[13]

Neural Language Models (NLMs) use neural networks in order to predict the prob-

abilities of subsequent words within sequence. The use of deep learning-based models

enables the extraction of complex patterns from large-scale textual corpora and at the
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same time the effective handling of long sequential dependences.[12]

The first major difference of this approach is the representation of words as numer-

ical vectors of-usually- fixed length, called embeddings. The reason for that is that by

converting words into dense numerical representations, word relationships can be sim-

ulated through the angles between these vectors, making them ideal to carry semantic

information. [14]

Additionally specific architectures were developed to address the special requirements

of natural language modeling and processing. Recurrent Neural Networks (RNNs) re-

semble Feed-Forward Neural Networks, but with the main difference of a recurrent con-

nection that allows the transmission of information back into themselves, a crucial step

towards modeling sequential relationships of language. Through these connections and

with the use of an extention of Back Propagation that is Back Propagation Through Time

(BPTT), in each step previous inputs are also taken into account and the gradients are

calculated for each time step and the whole error is propagated backwards. The main

problems of this method are on the one hand the sequential operation, since output needs

information from the previous stage to be generated, and on the other hand the vanishing

and exploding gradients. This happens because the multiplication of the gradients can

make the error shrink to zero or grow exponentially, preventing long-range dependencies

from being learn. [1].

Figure 3.1. Visualisation of differences between Feedfoward NNs und Recurrent NNs [1]

Long-Short Term Memory Units(LSTMs) were designed to properly handle the van-

ishing gradients problem. To achieve that, gated cells are introduced to store information

out of the traditional neural network workflow. Each cell has three gating mechanisms:

forget, to remove unnecessary information, input, to update with new information and

output, to control what information moves to the next unit. Although they address the

problem of the gradients, the sequential nature of the operation remains and makes the

procedure slower.
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Figure 3.2. The architecture of an LSTM cell. [1]

The Transformer model with its variations addresses the previous problems, by being

able to achieve parallelization of processing [1] and capture long-range dependencies

with the introduction of the Attention mechanism. The Attention mechanism is the

core component and eliminates the need for recurrence and therefore the limitations of

it. It instead allows the consideration of the entire input sequence and the dynamic

determination of the focus that each token in a sequence should place on other tokens.

An attention function can be described as mapping a query and a set of key-value pairs

to an output, where the query, keys, values, and output are all vectors. The output is

computed as a weighted sum of the values, where the weight assigned to each value is

computed by a compatibility function of the query with the corresponding key. [2]

Scaled Dot-Product Attention is the fundamental building block of the Transformer

architecture . It allows the model to dynamically weigh the importance of different tokens

in an input sequence when encoding or decoding language and consequently each token

can selectively attend to others, enabling context-aware representations.To achieve this,

each token embedding is first projected into three learned representations: a query matrix

Q, a key matrix K, and a value matrix V as shown in 3.1, where W Q
, W K

, W V
are trainable

parameter matrices that transform the input embeddings into different feature spaces.

The attention scores between tokens are then computed using the scaled dot-product as

shown in 3.2. [2]

Q = XW Q, K = XW K , V = XW V
(3.1)

Attention(Q, K, V ) = softmax

(
QK⊤
√

dk

)
V (3.2)

The transformer architecture uses Multi-Head Self Attention where multiple self-

attention operations are applied in parallel with different learned projections, capturing

various relationships. This happens to avoid using dmodel-dimensional keys, values and
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queries and instead they are linearly projected as shown in 3.3

headi = Attention(QW Q
i , KW K

i , VW V
i ) (3.3)

The multi-head output is the concatenation of all heads, followed by a final linear

projection as shown in 3.4. [2]

MultiHead(Q, K, V ) = Concat(head1, . . . , headh)W O
(3.4)

Figure 3.3. (left) Scaled Dot-Product Attention. (right) Multi-Head Attention consists of
several attention layers running in parallel [1]

The Transformer was originally introduced as an encoder-decoder architecture, which

refers to the way the input is mapped to the output. More specifically:

• the Encoder component transforms an input sequence of tokens into a sequence of

hidden representations.

• the Decoder component utilizes the encoded representations for the token by token

generation of sequences.

As shown in 3.4, the Multi-Head Attention is used in three different ways:

• In encoder-decider attention layers, where keys and values come from the output of

the encoder and queries come from the output of the previous decoder layer, allowing

each position in the decoder to attend all other positions in the input sequence.

• In encoder that contains self-attention layers, where keys, values and queries come

from the output of the previous encoder layer
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• In decoder that contains self-attention layers but with the difference that each po-

sition of the decoder can attend every other position up until itself. This happens to

preserve the autoregressive properties in the generation of sequences and prevent

the leftward information flow by masking out all values that correspond to illegal

connections. [2]

The Transformer encoder and decoder use stacked layers in order to create deep neural

networks. Apart from the attention layers, other crucial components of the encoder and

decoder as presented in 3.4 are:

The Positional Encoding is utilized since the entire input is processed in parallel and

therefore the lack of recurrence or convolution prevents the information concerning the

sequential nature and properties of the language from being maintained. The positional

encoding acts complementary to the input embeddings and gives the absolute or relative

position of each token in the sequence.

The Position-wise Feed-Forward Neural Network after the attention layers adds

non-linearity to the system, to make it capture complex linguistic patterns.

Normalization Layers are incorporated to stabilize the training procedure, affect the

activations and consequently reduce overfitting.

A language modeling Head is added after the final layer to project the outputs into

the vocabulary space by transforming token representation into vocabulary probabilities.

Figure 3.4. The Transformer model architecture [2]

With the evolution of NLP studies, the encoder and decoder structures are utilized in

three different architectures to serve in the most efficient way possible specific tasks.

The Encoder-Decoder architecture combines the strengths of both decoder and en-

coder, creating semantically rich representations of text that the decoder uses to generate
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output text.It is ideal for demanding sequence to sequence tasks like machine translation,

summarization etc..

The Encoder only architecture is used for tasks where text generation is not re-

quired but the transformation of text into contextual representations is important, like

text classification, named-entity recognition etc..

The Decoder only models generate text autoregressively by predicting the next token

based solely on the preceding context. This unidirectional, causal attention mechanism

enables applications like text generation, code completion, and dialogue systems. Given

an initial prompt, these models iteratively generate coherent sequences by selecting the

most probable next token at each step.

These components contribute in establishing Transformer as the most dominant ar-

chitecture in language modeling and NLP tasks for three main reasons: the total com-

plexity per layer, the amount of complexity that can be parallelized and the efficiency in

handling long range relationships in the data. [2]

3.1.3 Large Language Models

Large Language Models (LLMs) are the most sophisticated and widespread models,

whose goals expand from language modeling to human commands understanding and

adherence to human values. [12]. LLMs leverage the transformer architecture and achieve

remarkable results.

The main points in their deployment include the pre-training in massive text cor-

pora, that is followed by the alignment with human values. The model size, the pre-

training dataset volume and the computational requirements increase significantly, en-

abling emergent behaviour such us in-context learning, few-shot adaptation and success-

ful generalization.

LLMs have been widely adopted in an abundance of linguistic [15, 16, 17, 18] and

multimodal [19, 20, 21, 22, 23] tasks, evidencing remarkable capabilities in most settings,

even though human-level reasoning is not yet fully achieved [24, 25, 26, 27, 15].

3.2 Hallucinations of Large Language Models

3.2.1 Definition and Taxonomy

Despite of the capabilities of LLMs that establish them as cornerstones in NLP, they

also suffer from some limitations that pose serious questions concerning their widespread

use, especially in practical applications that demand reliability. One of the most serious

problems are hallucinations, a term that typically refers to the generation of plausible

yet nonsensical or unfaithful to the provided source content, but is constantly enriched, as

LLMs and their problems are intensively studied. [28]

The causes of hallucination generation derive from many factors. The training phase

and the specific characteristics of the data used both for pre-training and for alignment,

such as societal biases or fake news, knowledge boundaries inherent to the architecture

or to the data, overfitting on new factual knowledge etc. [29], play a significant role. At the

37



Chapter 3. Related Work

same time, there are also hallucinations generated from inference such as shortcomings

in decoding strategies, the softmax bottleneck - from which the softmax layers suffer,

while being widely used in the final layer of language models and responsible for the

probabilities associated with word prediction- and reasoning failures.[29]

For the effective study of hallucinations, many systematic approaches to the develop-

ment of a taxonomy of them are adopted. Here, we adopt the following categorization as

described in [28]. The three types of hallucination are:

1. Input-conflicting hallucination, where LLMs generate content that deviates from the

source input provided by users

2. Internal output-conflicting hallucination, where LLMs generate content that con-

flicts with previously generated information by itself

3. Fact-conflicting hallucination, where LLMs generate content that is not faithful to

established world knowledge.

Other approaches adopt the distinction of faithfulness and factuality hallucinations,

where the first one includes instruction, context or logical inconsistencies, simiarly to

the first two previously mentioned categories and the second one contains factual con-

tradiction or fabrication, similarly to the third one previously mentioned. [29]. All these

taxonomies are complementary rather than different, and contribute in shaping a more

complete picture for each category and possible mistake that LLMs might generate.

3.2.2 Detection Strategies

For the detection of hallucinations, several strategies have been proposed, some of

which specialize in hallucinations appearing in specific tasks-such as text summarization-

or specific hallucination categories -such as self-contradictory hallucinations-, some of

which have certain prerequisites-such as the access to the ground truth or the inter-

nal state of the LLM that generated the specific text- and others aiming for a general

framework. [30], [31]

Early works, frame the hallucination detection problem as a classification task where

the ground truth is provided in order to expand the use of methods like already deployed

models for tasks like Natural Language Inference (NLI) [32], [33] or prompting to classify

a text as Hallucination or not. Some methodologies are based on sampling answers for

the input query from different or the same model that produced the output, incorporating

Retrival Augmented Generation (RAG) in LLMs to retrieve a valid answer or generating

new QA-based metric components and then determining if the original output falls in any

of the hallucination categories [34] , [35]. Finally, some utilize the internal states of LLMs

to estimate token-level uncertainty of the model while selecting the next word, calculate

perplexity or length normalized entropy, examine attention similarity maps, experiment

with the layers that affect the most the hallucination generation or even attempt to rec-

tify abnormal activations of the internal states in order to address the self-consistent

overconfident hallucinations. [36], [37], [38] .
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Most of these approaches have limitations. The ones that need access to the internal

states of LLMs are inappropriate for models that are closed and inaccessible, such as most

of the widely used LLMs like Chat-GPT. Others are limited to addressing only a specific

subcategory of hallucinations.

3.2.3 Multilingual Hallucinations

While hallucination detection has been actively researched in monolingual contexts

across various fields, its multi-lingual counterpart has primarily focused on identifying

hallucinations in machine translation, where such hallucinations are defined as transla-

tions containing information completely unrelated to the input[39], or in text summariza-

tion applications.

This research reveals that there are a lot of challenges that are connected to the multi-

linguality of the texts and might require the introduction of new methods and metrics

[40],[41], like mFACT, a multilingual metric for faithfulness [39] or adaptations to transfer

those applicable only in English in a multi-lingual setting. In machine translation, there

are also findings that indicate more frequent hallucination generation in the direction to

the low-resource languages. [42]

3.2.4 Mu-SHROOM Shared Task

Mu-SHROOM [43] the Multilingual Shared Task on Hallucinations and Related Observable

Overgeneration Mistakes, based on last year’s SHROOM challenge [44], is the inaugural

benchmark for multilingual hallucination detection, addressing a significant gap in low-

resource language research due to the absence of established benchmarks.

Our work starts from this task and aims for the development of a framework that is

model- and task-agnostic and at the same time performs in a stable manner across the

different languages, relying mostly on the input and output pairs and addressing all types

of hallucinations.
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Approach

4.1 Dataset

In order to deploy the final system, several experiments were conducted. For the

largest part of these experiments, the dataset provided by the SemEval-2025 Task-3 or-

ganisers was used which is referred to as Main Dataset. For the preliminary experiments,

the dataset provided by the SemEval-2024 Task-6 was also used and is referred to as

Secondary Dataset.

4.1.1 Format

Main Dataset

The dataset provided by the SemEval-2025 Task-3 Organizers consists of five different

splits that were released throughout the process and had some main common features

but also some extensions and they were both labeled and unlabeled. The format of each

split will be presented more specifically in the following subsections in the chronological

order they were released.

Sample set The sample set is the first, small dataset that was released, which consists

of 8 samples in 3 different languages: English (3 samples), Spanish (3 samples) and

French (2 samples). The features of each sample are the following:

• ’id’: a unique number of the sample.

• ’lang’: the id of the language of the participating text.

• ’model_input’: the input prompt given to the model.

• ’model_output_text: the output text the model generated.

• ’model_id ’: the id of the model that produced the output.

• ’soft_labels’: spans that include a start and end character number, together with

an assigned probability to the span constrained by these two characters.

• ’hard_labels’: spans for which the assigned soft label probability is more than 0.5.

Models producing hallucinations to be detected are the following:
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• Model id: TheBloke/Mistral-7B-Instruct-v0.2-GGUF (4 annotated samples).

• Model id:meta-llama/Meta-Llama-3-8B-Instruct (1 annotated sample).

• Model id:Iker/Llama-3-Instruct-Neurona-8b-v2 (3 annotated samples).

Validation set The validation set consists of 10 subsets of 50 samples each, separated

by language, comprising 500 samples in total. The different languages are: Arabic,

German, English, Spanish, Finnish, French, Hindi, Italian, Swedish and Chinese. The

features of the samples are the same as the ones of the sample set in version 1, with the

extension of:

• model_output_tokens: the tokens of the output of the model

• model_output_logits: the logits of the output of the model

in version 2 that was released after the evaluation phase.

Train Set The train set is an unlabeled set and consists of 4 subsets of unequal

number of samples separated by language. More specifically there are 809 samples for

English, 492 samples for Spanish, 1850 samples for French and 200 samples for Chinese.

The features of the samples are the same as the ones of the version 2 of the validation

set, apart from the soft and hard labels, since it is an unlabeled set.

Test Set The test set was released both unlabeled and labeled during and after the

evaluation phase respectively. It consists of subsets separated by language with the same

features as the unlabeled train set. More specifically there are 150 samples for Arabic,

German, Finnish, French, Hindi, Italian and Chinese, 100 samples for Catalan, Czech,

Farsi, 154 samples for English, 152 samples for Spanish, 99 samples for Basque and 141

samples for Swedish.

Secondary Dataset

The dataset provided by the Semeval-2024 Task-6 organisers and specifically the

labeled test-set split is an English dataset that was made to be used in a classification

problem, rather than a specific hallucination span detection problem. A small subset of

180 samples from this dataset was used after proper preprocessing as will be analyzed in

section for the specific purposes of some preliminary experiments. The features of each

sample are the following:

• id is a unique number of the sample.

• src is the input given to the model

• hyp is the output generated by the model

• tgt is the ground truth output

• task is an abbreviation indicating into what category of NLP tasks the specific sam-

ple falls. It can take three distinct values: ’MT’ that stands for Machine Translation,

’DM’ that stands for Definition Modeling, and ’PG’ that stands for Paraphrase Gen-

eration
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• labels is the labels that the annotators gave to this sample. It can take two distinct

values: ’Hallucination’/’Not Hallucination’

• label is the label of the sample based on the majority vote of the labels that the

annotators

• p(Hallucination) is the ratio of the annotators that classified the specific sample as

hallucination to all the annotators

4.1.2 Exploratory Data Analysis

Main Dataset

The Exploratory Data Analysis involved different steps to define both the linguistic

features of the dataset and the types of hallucinations involved, in a search for methods

for hallucination detection that correspond to the diversity of the data. The experiments

will be presented here for each split of the dataset.

Sample Set For the input and output texts of the sample set, we explored the length

distribution both word- and character-wise, aiming to also explore the possibility of split-

ting the sentences in some way in our initial approaches.

Metric Input Output

Mean text length(words) 11.00 102.25

Standard Deviation of text length(words) 3.16 63.13

Mean text length(characters) 68.25 646.00

Standard Deviation of text length(characters) 20.17 403.13

Mean word length 5.30 5.32

Standard Deviation of word length 3.08 3.21

Range of text length (characters) [35,100] [342,1345]

Range of word length (characters) [1,15] [1,16]

Skewness of word lengths 0.97 0.72

Table 4.1. Linguistic statistics of input/output texts of the sample set

In Table 4.1 we can see that the standard deviation of the length of the text is com-

parable to the mean length which is also observable in the length distributions presented

in Figure 4.1 so we cannot make assumptions about the length of the texts that might

contain hallucinations.
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(a) Distribution of text length in characters (b) Distribution of text length in words

(c) Distribution of word length

Figure 4.1. Sample set

Validation set The validation set consisted of 10 subsets separated by language and

for each language there were 50 samples. For that reason, we conducted the analysis

concerning the length distributions in order to get more information both for the dataset

as a whole and for each language alone.

Languages ar de en es

Metric Input Output Input Output Input Output Input Output

Mean text

length(words)

7.52 15.64 10.12 23.12 8.82 39.92 10.94 81.74

STD of text

length(words)

2.21 12.88 4.09 21.75 2.95 46.63 3.52 92.49

Mean text

length (char-

acters)

40.86 94.10 68.50 160.96 50.90 244.22 65.46 494.12

STD of text

length(characters)

12.44 79.10 27.49 159.67 15.14 285.35 21.22 575.61

Mean word

length

4.56 5.08 5.87 5.90 4.88 5.11 5.07 5.05

STD of word

length

2.20 2.37 3.60 3.73 2.70 2.83 3.06 3.33

Range of text

length (char-

acters)

[17,72] [10,395] [24,135] [28,731] [24,100] [7,1462] [31,130] [54,2105]

Range of word

length (char-

acters)

[2,14] [1,15] [1,28] [1,23] [1,16] [1,18] [1,17] [1,19]

Skewness of

word lengths

0.83 0.63 1.7 1.34 1.13 0.84 0.92 0.78

Table 4.2. Linguistic statistics of input/output texts of the validation set, per language
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Languages fi fr hi it

Metric Input Output Input Output Input Output Input Output

Mean text

length(words)

6.10 29.44 10.04 73.36 10.62 28.50 10.62 30.52

STD of text

length(words)

2.27 19.63 2.58 60.28 2.39 58.43 2.68 23.61

Mean text

length (char-

acters)

52.62 244.70 63.28 444.26 50.72 152.56 66.08 190.94

STD of text

length(characters)

21.09 157.91 15.53 370.78 12.15 334.76 16.68 150.81

Mean word

length

7.79 7.33 5.40 5.05 3.84 4.39 5.32 5.29

STD of word

length

4.03 4.23 3.09 3.14 2.26 2.33 2.99 3.21

Range of text

length (char-

acters)

[18,133] [40,689] [34.99] [61,1918] [27,80] [31,2207] [37,109] [44,665]

Range of word

length (char-

acters)

[1,28] [1,28] [1,15] [1,21] [1,14] [1,13] [1,17] [1,17]

Skewness of

word lengths

1.27 0.97 0.57 0.89 1.29 1.19 0.63 0.57

Table 4.3. Linguistic statistics of input/output texts of the validation set, per language

Languages sv zh

Metric Input Output Input Output

Mean text

length(words)

7.80 24.16 1.00 24.30

STD of text

length(words)

3.25 22.91 0.00 52.17

Mean text

length (char-

acters)

51.84 155.32 16.82 405.50

STD of text

length(characters)

19.59 160.33 4.21 279.92

Mean word

length

5.77 5.47 16.82 15.38

STD of word

length

3.55 3.41 4.21 34.12

Range of text

length (char-

acters)

[18,130] [13,669] [10,29] [18,1129]

Range of word

length (char-

acters)

[1,19] [1,25] [10,29] [1,642]

Skewness of

word lengths

1.28 1.50 0.79 7.12

Table 4.4. Linguistic statistics of input/output texts of the validation set, per language
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(a) Distribution of text length in characters (b) Distribution of text length in words

(c) Distribution of word length

Figure 4.2. Validation Set: Arabic

(a) Distribution of text length in characters (b) Distribution of text length in words

(c) Distribution of word length

Figure 4.3. Validation Set: German
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(a) Distribution of text length in characters (b) Distribution of text length in words

(c) Distribution of word length

Figure 4.4. Validation Set: English

(a) Distribution of text length in characters (b) Distribution of text length in words

(c) Distribution of word length

Figure 4.5. Validation Set: Spanish
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(a) Distribution of text length in characters (b) Distribution of text length in words

(c) Distribution of word length

Figure 4.6. Validation Set: Finnish

(a) Distribution of text length in characters (b) Distribution of text length in words

(c) Distribution of word length

Figure 4.7. Validation Set: French
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(a) Distribution of text length in characters (b) Distribution of text length in words

(c) Distribution of word length

Figure 4.8. Validation Set: Hindi

(a) Distribution of text length in characters (b) Distribution of text length in words

(c) Distribution of word length

Figure 4.9. Validation Set: Italian
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(a) Distribution of text length in characters (b) Distribution of text length in words

(c) Distribution of word length

Figure 4.10. Validation Set: Swedish

(a) Distribution of text length in characters (b) Distribution of text length in words

(c) Distribution of word length

Figure 4.11. Validation Set: Chinese

From the Tables 4.2 - 4.4 and the Figures 4.2 - 4.11 we can see that the observations

concerning the sample set apply here as well. The lengths of the words and the texts have

a wide range and there are differences among different languages. This leads us to think

that in order to develop a method that is robust and efficient irrespective of the language

of the text, there has to be some meaningful insight in the way that texts are cut before

evaluation, if such an approach is to be considered.

As a next step a semantic exploration of the data was carried out. The goal of this
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procedure was to examine whether any already specific techniques (e.g. a fact-checker)

could serve as efficient components of the final system. This procedure involved man-

ually checking the English validation dataset. The input-output pairs fall into different

categories as far as the task and domain of the data are concerned(e.g. tasks: machine

translation, question answering etc., domain: biology, history, sports etc.).

Following this, the type of hallucinations encountered in the given dataset was exam-

ined. As it was defined in the theoretic part and based on the bibliography, a hallucination

is the generation of texts that exhibit grammatical correctness, fluency, and authenticity ,

but diverge from the provided source inputs (faithfulness) or are misaligned with factual

accuracy (factualness). Therefore, we distinguish the following types of hallucination:

1 Input-Output inconsistency: The produced output is inconsistent with the input,

i.e. it does not satisfy the input query or is irrelevant to it.

2 Factual inconsistency: The output contains information that is factually inconsis-

tent in a sense that it cannot be associated with verifiable real-world facts. [45]modeloutputtokensmodeloutputtokens

3 Internal output inconsistency: The output contains contradictory facts, i.e.c—c-

in the generated text span there is inconsistent information.

Through manual observation of the dataset so as to classify the marked hallucination

spans in the three categories, we proposed an extension of the definition above, adding a

fourth category, that includes misspellings as an extra type of hallucination very often

met.

The results are shown in Table 4.5. Note that if in a single text there are 5 misspellings,

it counts as one example with misspellings, so the numbers show how many out of the

fifty examples, contain at least one hallucination of this type.

Type of hallucination Number of examples

Input-Output Inconsistency 10

Factual Inconsistency 31

Internal output conflict 6

Misspellings 8

Table 4.5. Classification of marked hallucinations of English validation dataset

Finally, a Named Entity Recognition (NER) Analysis was conducted in the marked

hallucination spans to see if we can come to some conclusions about the entities to which

the hallucinations usually belong.

As it is shown in Figures 4.12 - 4.14, apart from the entities like Coordinating Con-

junctions (CCONJ), Determiners (DET) or Ad-positions (ADP) that usually have no spe-

cific semantic value, the most frequently appearing entities are Nouns and Proper Nouns,

Numbers like Dates and Verbs.

Unlabeled Train Set The unlabeled train set consists of the four subsets divided

by language. As mentioned in the previous subsection, this dataset contains two more

features concerning the logits and tokens of the generated outputs of the LLMs. By the

exploratory data analysis with this set and the distinct values that the features can take,

we observe that in each language we have a small set of distinct inputs that are then
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(a) Five most frequent entities in Arabic (b) NER Analysis for Arabic

(c) Five most frequent entities in German (d) NER Analysis for German

(e) Five most frequent entities in English (f) NER Analysis for English

Figure 4.12. NER Analysis for different languages
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(a) Five most frequent entities in Spanish (b) NER Analysis for Spanish

(c) Five most frequent entities in Finnish (d) NER Analysis for Finnish

(e) Five most frequent entities in French (f) NER Analysis for French

Figure 4.13. NER Analysis for different languages
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(a) Five most frequent entities in Hindi (b) NER Analysis for Hindi

(c) Five most frequent entities in Italian (d) NER Analysis for Italian

(e) Five most frequent entities in Swedish (f) NER Analysis for Swedish

Figure 4.14. NER Analysis for different languages
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provided 3-8 times to each one of 3-5 Large Language Models in order to generate for

each input and each model more than one answers. The amount of different inputs

compared to the total number of samples for each language are presented in Table 4.6.

Language Number of samples Number of distinct inputs

English 809 49

Spanish 492 50

French 1850 52

Chinese 200 50

Table 4.6. Distinct values of inputs in the unlabeled train set

This is a motivation to probably exploit some token-based classification techniques

for hallucination detection to handle the unlabeled dataset and make a first labeling so

as to further use it.

Test Set The test set was released unlabeled during the evaluation phase and after it

the labels were released for further experiments. The distributions of the lengths of the

sentences are presented in Figures 4.15 - 4.28

(a) Distribution of text length in characters (b) Distribution of text length in words

(c) Distribution of word length

Figure 4.15. Test set: Arabic
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(a) Distribution of text length in characters (b) Distribution of text length in words

(c) Distribution of word length

Figure 4.16. Test set: Catalan

(a) Distribution of text length in characters (b) Distribution of text length in words

(c) Distribution of word length

Figure 4.17. Test set: Czech
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(a) Distribution of text length in characters (b) Distribution of text length in words

(c) Distribution of word length

Figure 4.18. Test set: German

(a) Distribution of text length in characters (b) Distribution of text length in words

(c) Distribution of word length

Figure 4.19. Test set: English
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(a) Distribution of text length in characters (b) Distribution of text length in words

(c) Distribution of word length

Figure 4.20. Test set: Spanish

(a) Distribution of text length in characters (b) Distribution of text length in words

(c) Distribution of word length

Figure 4.21. Test set: Basque
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(a) Distribution of text length in characters (b) Distribution of text length in words

(c) Distribution of word length

Figure 4.22. Test set: Farsi

(a) Distribution of text length in characters (b) Distribution of text length in words

(c) Distribution of word length

Figure 4.23. Test set: Finnish
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(a) Distribution of text length in characters (b) Distribution of text length in words

(c) Distribution of word length

Figure 4.24. Test set: French

(a) Distribution of text length in characters (b) Distribution of text length in words

(c) Distribution of word length

Figure 4.25. Test set: Hindi
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(a) Distribution of text length in characters (b) Distribution of text length in words

(c) Distribution of word length

Figure 4.26. Test set: Italian

(a) Distribution of text length in characters (b) Distribution of text length in words

(c) Distribution of word length

Figure 4.27. Test set: Swedish
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(a) Distribution of text length in characters (b) Distribution of text length in words

(c) Distribution of word length

Figure 4.28. Test set: Chinese

In Table 4.7 there are some examples of input-output pairs for most of the languages.
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Lang Input Output

EU Zenbat Pentastomida es-

pezie daude?

Hiru espezie bakarrik daude.

DE Welche Filme produzierte

David Sandberg im Jahr

2014?

David Sandbergs Filme im Jahre 2014 waren "The Amazing

Spider-Man 2: Rise of Electro" (2014), "Die Tribute von Panem

- Mockingjay Teil 2" ("The Hunger Games: MOCKINGJAY - Part

2", 2014), und "Der Hobbit: Die Schlacht der fünf Heere" "(The

Hobit: The Battle of the Five Armies", 2015).

FR À la suite de quel grand

événement a été créee la

ville de La Bellière ?

La ville de La Bellière a été créée en 1975 après la fusion de

cinq communes voisines : Bellière, Bois-Jérôme, Bretteville-

l’Orgueilleuse, Saint-Martin-d’Écublei et Saint-Michel-de-la-

Pierre. Le motif de la fusion était la volonté des communes

de coopérer pour améliorer leurs infrastructures et offrir un

meilleur niveau de services aux résidents. Ce n’y a pas

d’événement particulier qui a déclenché la création de la ville,

mais plutôt une décision concertée des conseils municipaux de

ces cinq communes pour s’unir pour des raisons économiques

et administratives.

IT Da chi fu coniato il

termine "paradosso

francese"?

Il termine "paradosso francese" fu coniato dal nutrizionista

americano Ancel Keys nel 1952.

CA A la vora de quin mar

es troba la ciutat russa

Kaspíisk?

Kaspíisk es una ciutat situada a la costa del mar de Azov, a la

província de Krasnodar, a la Rússia.

ES ¿En qué equipos de la

NHL jugó Bert Olmstead

durante su carrera?

Bert Olmstead jugó para los Montreal Canadiens, Toronto

Maple Leafs, New York Rangers y Los Angeles Kings durante

su carrera en la NHL.

FI Millä nimellä David

Sandberg tunnetaan

YouTubessa?

David Sandberg tunnetaan paremmin nimellä "AtomicDave"

YouTubessa. Hän on tunnettu sisällöntuottaja, joka julkaisee

usein videoita, joissa hän pelaa pelejä ja tekee haasteita.

Hänellä on yli miljoona tilaajaa YouTubessa, ja hän on tun-

nettu energisestä ja viihdyttävästä tyylistään.

EN Did Alberto Fouillioux

ever play in a world cup

championship?

No, Albero Foulois was not in any of the FIFA World Cup finals.

SV I vilken stad föddes regis-

sören David Sandberg?

David Sandbergs födelseort är New York.

CS Jaká oblast České repub-

liky je označována slovem

sudety?

Sudety je označení pro horské pásmo v České republice a Pol-

sku, které se táhne od severozápadu na jihovýchod. V České

republice se nacházejí Sudetské hory, které se dělí na Krko-

noše, Jeseníky, Orlické hory, Adršpach-Teplické skály, Rych-

lebské hory, Hrubý Jeseník, Javoří hory, Zlaté hory a Králický

Sněžník. Tyto hory byly důležitým místem během druhé světové

války, kdy se zde odehrávaly bitvy mezi německými a českoslo-

venskými vojsky.

Table 4.7. Examples (inputs/LLM outputs) in MuSHROOM languages.

It is important to note here that before the end of the evaluation phase there was no

dataset split that contained both the tokens and logits of the output and the labels for

the marked hallucination, so as to try to find a correlation between these values.
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[H]

Figure 4.29. Samples per category of labels and tasks

Secondary Dataset

The secondary dataset was a subset of the labeled test split that consisted of 180

samples which was selected so as to be balanced as far as both the labels and the tasks

are concerned as shown in 4.29.

4.2 Metrics

In order to evaluate the predicted soft and hard labels, two character-level metrics

were used. Intersection-over-Union (IoU) of characters marked as hallucinations in

the gold reference vs. predicted as such and Correlation (Cor) between assigned and

gold-reference probabilities, which indicates how well the probability assigned by the par-

ticipants’ system that a character is part of a hallucination correlates with the empirical

probabilities observed in the annotators.
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4.3 Methods

4.3.1 Data Preprocessing

In our initial approach to develop a system for accurate hallucination span detection,

we experimented with some techniques that were not the ones used in our final system,

but gave some useful insight that guided us in the procedure we followed afterwards. For

that approach, there was a need to preprocess the data.

Main Dataset

The goal of the SemEval-2025 Task-3 was to mark specific hallucination spans in the

outputs of LLMs, unlike most of related works and approaches that treat hallucination

detection as a classification problem. Driven by this, we tried to construct a procedure to

split the output text into smaller parts that were then classified as Hallucination or Not

Hallucination. In that way, our goal is to predefine the possible hallucination spans as

a first step on the hallucination detection pipeline.

In order to do that, we explored different techniques. The first naive one- that worked

mostly as a baseline to measure if the next ones improved the results in some way- was

to split the sentences randomly in spans that consisted of 1-5 words.

The second technique involves the utilization of a multilingual Python NLP Package,

named Stanza. One of the tools it contains can be used for an accurate Named Entity

Recognition (NER) Analysis. The result of this analysis is then used in two ways. The first

is to split the output text into sentences, which is not really effective since the possible

spans become much larger and therefore do not align with the guideline of the organizers

that ask for the span to be well-defined in a character-level. The second is driven by the

need to address the problem of the first and at the same time not examining every single

word. To eliminate the search space in a word-level, using the results of the NER analysis

of the marked hallucination spans of validation set presented in 4.12-4.14, we choose

to examine the words whose entity is one of the following: noun (NOUN), proper noun

(PROPN), number (NUM) and adjective (ADJ). The verbs are omitted because they would

expand the search space significantly and many of them are parts of the hallucination

spans without being the hallucination themselves.

The third technique is LLM-based. More specifically,we prompt Llama 3.1 405B to

split the output texts into separate factual claims, written in the exact same way that

they are written in the original text so as to preserve both misspellings and meaning of

each sentence while at the same time be able to examine each one separately. We also

prompt the model to assign to each factual claim it produces a character span from the

original output text to which the claim refers. An example of an output text and the

expected split of the LLM is shown in table 4.8.
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Text Expected Output

Yes, all arachnids have antennas. How-

ever, not all of them are visible to the

naked eye.

The factual claims are: All arachnids have an-

tennas. [0-33], Not all of the antennas of arach-

nids are visible to the naked eye. [34-87]

The restoration of Sándor Palace, also

known as the Buda Castle, was completed

in several phases. The most significant

restoration took place between 1950 and

1961 under the supervision of Hungarian

architects Győző Csaplár and Lajos Kés-

márki. However, it’s important to note

that various parts of the palace continued

to be restored and renovated throughout

the decades following this period. There-

fore, it is not accurate to pinpoint an exact

completion date for the entire restoration

project.

The factual claims are: The Sandor Palace

is also known as the Buda Castle.[0-64], The

restoration of Sandor Palace was completed

in several phases.[65-97], The most signifi-

cant restoration of Sandor Palace took place

between 1950 and 1961.[98-164],Architects

Győző Csaplár and Lajos Késmárki are

Hungarian.[165-198], The restoration of San-

dor Palace was supervised by architects Győző

Csaplár and Lajos Késmárki.[199-243],Various

part of Sandor Palace continued to be restored

and renovated throughout the decades following

1961.[245-393], It is not accurate to pinpoint an

exact completion date for the entire restoration

project of Sandor Palace[395-495].

Table 4.8. Examples of text given to the LLM and the expected split in factual claims

Secondary Dataset

As stated above, the Secondary Dataset was used for some preliminary experiments

in order to explore the potential of the different models in the hallucination classification

and detection tasks and the different prompting strategies that could improve the results.

For that reason, the labeled test set provided by the SemEval-2024 Organisers was used,

after properly manipulating it so as to transform it in a format closer to this year’s task.

The goal of preprocessing, was to develop a dataset with smaller sentences that has

the features model_input and model_output_text, as well as a label that classifies the

output as Hallucination/Not Hallucination. That is useful to examine the performance

of the LLMs that were to be prompted in distinguishing between positive and negative

examples. Since the data were separated by the tasks mentioned above and by their

labels, a balanced dataset was created by choosing 30 samples for each combination of

task (MT, DM, PG) and label (H/NH) category. Then the task and the input were combined

in the way presented in table 4.9 so as to create the ’model_input’ feature.

Task Source Model Input

Machine Translation (MT) src Translate the following sentence in English : {src}

Definition Modelling (DM) src {src}

Paraphrase Generation (PG) src Paraphrase the following sentence : {src}

Table 4.9. Combination of task identifier and source text to create model input feature

4.3.2 Hallucination Span Detection: Classification Techniques

The initial approach to solving the problem, involved a pipeline-as already explained-

the first step of which was to split the sentences in specific parts. After that, the different
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parts of each sentence were to be evaluated. In this approach the hallucination detection

was treated as a classification task, so the problem was re-framed as an effort to find

the most efficient methods to classify the parts as Hallucinations or not. In this effort,

we experimented with different pre-trained models. The main drawback of this approach

is that most of the pre-trained models require a Retrieval-Augmented-Generation (RAG)

model or some other type of source of knowledge in order to have a ground truth that

works as expected output to the input query that generated the output we examine.

Sentence Similarity

Sentence similarity refers to the process of measuring the degree of similarity between

texts based on their semantic content. The semantic content of a text is represented

by projecting it in an embedding space where each word is encoded, forming an embed-

ding vector that carries semantic information. This process is central to many Natural

Language Processing (NLP) Tasks and enables comparing sentences not only in a lexical

level, but also while taking into consideration the underlying meaning. To achieve this

transformation, some pretrained models are used that are available in different languages.

For that purpose we need two texts to compare: the first is the one that we want to

examine (either all of it or the specific part when we examine it in parts) and the other

is the sentence that serves as the correct answer to the input query that generated the

text we want to evaluate. Since we do not have the second one, we generate it. Following,

the two sentences are projected in an embedding space and therefore transformed in

vectors that carry semantic information. The cosine similarity of these two vectors is then

calculated and experiments are performed to define the threshold value of the similarity

according to which a passage is classified as Hallucination or Not Hallucination.

NLI Models

The second idea was to use Natural Language Inference (NLI) Models an approach that

has seen substantial progress in recent years, particularly in its ability to capture and

analyze semantic complexities that closely align with the phenomenon of hallucination.

NLI models are designed to assess the logical relationship between two sentences, clas-

sifying the connection between a hypothesis and a premise into one of three categories:

entailment, neutral, or contradiction. These categories map onto the model’s understand-

ing of whether the hypothesis follows logically from the premise, is unrelated, or directly

contradicts it. The pretrained models used are available in different languages.

As a hypothesis the text or the specific part for examination are used and as a hy-

pothesis the generated output for the given input query is used. In order to classify a

text as Hallucination we want it to have a contradiction score higher than 0.5 and as Not

Hallucination an entailment score higher than 0.5.

Language Models

The two approaches presented above need a RAG system, an LLM or a source of knowl-

edge in order to retrieve or generate an answer to the input query that then serves as the
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right answer to help the evaluation process of the text that might contain hallucinations.

In order to examine a simpler approach, that does not need such a component that might

itself introduce hallucinations or factual errors to the overall system, we experimented

with the classification of the parts as hallucinations or not by language models and their

ability to judge the texts based on their internal knowledge.

Voting Classifier

The Voting Classifier is an ensemble technique that takes into consideration multiple

classifiers and combines their predictions to form a final one based on the majority vote

of them. The main strength of this technique is that it allows the combination of the

individual advantages of each classifier and at the same time, since the methods work

complementary, their individual disadvantages, such as bias, are combated to a certain

level.

4.3.3 Hallucination Span Detection: Prompting Strategies

In our final approach for the hallucination span detection, we implemented Large

Language Models (LLM) Prompt Engineering as a way to accurately detect hallucination

spans in an end-to-end manner without the need for data preprocessing, further model

training or external knowledge sources. To achieve this we experimented with Llama

3.1 405B and Claude 3.5 Sonnet in a zero-shot and few-shot scenario, using Chain-of-

Thought reasoning and prompts for further answer generation.

We also adopted the system/user prompt technique. The system prompt defines the

general behavior of the LLM and the explanation of the task. After consolidating the

system prompts in each approach we tried, we experimented with the user prompts and

more specifically the amount of data provided each time in order to maximize the efficiency

of the LLM in the hallucination detection process.

Zero-Shot Scenario

In the zero-shot (ZS) scenario the main objective was the initialization of the task

through carefully defining the task, as well as the expected output format in order to be

able to process the generated answers and not miss any of the detected spans.

The system prompts in that case, involved a thorough definition of the term hallucina-

tion and its types as they were described and extended after the Exploratory Data Analysis

of the dataset. Regarding the expected output format prompt, it was designed according

to the approach of each specific experiment. For example, when dealing with the problem

as a classification task, the models were prompted to reply with Yes/No, whereas when

trying to detect specific spans, the results were optimized when the models were prompted

to write the detected hallucination spans separated by commas after writing a predefined

phrase. Furthermore, the use of Chain-of-Thought reasoning also altered the expected

output format.
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Few-Shot Scenario

In the few-shot scenario, the main system prompts that worked as an initialization of

the process were supported by a small amount of examples that work as a fine-tuning

process for the LLMs and help them understand the task. [46]

Depending on the approach to the problem (classification/specific span detection/

Chain-of-Thought) the examples were differentiated. For example, in the classification

problem both negative and positive examples were given, whereas in the specific span

detection one example for each type of hallucination was provided. An example for the

expected output format was also given in order to ensure the consistency of it.

Chain-of-Thought Reasoning

In our final approach the Chain-of-Thought (CoT) reasoning was adopted and consid-

ered to be one of the main factors for the improvement of the results, as it was already

shown on the preliminary tests. Apart from encouraging the model to reason through

prompting, the examples given in the few-shot scenario also guided it to successfully

detect the hallucination spans.

Answer Generation

Driven by the fact that many approaches to the problem incorporated a RAG model

and by the need for a ground truth as an answer to the input query in some of the early

experiments, the idea of using the LLMs not only to examine the texts but also to generate

their own answers was created. Although that procedure does not exclude the generation

of new hallucinations, it leverages the pre-existing knowledge that is incorporated in the

LLMs and makes the overall system more simple.

4.3.4 Hallucination Span Detection: Translation Techniques

Given the disparity in linguistic resources across different languages and our objective

of developing a system that performs robustly across multilingual settings, we investigate

various strategies to address this challenge. Specifically, we examine the following key

questions in the context of multilingual hallucination detection: “Is it more effective to

provide both the input and output in their original languages and allow the LLM to detect

hallucinations, or should we instead supply their English translations?” Furthermore, “If

input-output pairs are provided in their original language, should the prompt also be in the

same language, or is it preferable to present it in English?”. Conversely, “If we supplement

the detection process with translated input-output pairs, is it more effective for the LLM

itself to handle the translation before the detection step, or should an external translation

system be employed?”. In an effort to answer this questions, we experimented with the

approaches analyzed below.
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No translator

The simplest approach is the one that involves no translation procedure. In that case,

the system and user prompts are provided in English and the texts are provided in the

language of origin.

External translator - original language

Given the input-output pairs in their original language, we translate the prompts—which

include the hallucination definition and output format instructions—into the original lan-

guage. To achieve this, we use the Google Translate API for Python
1
. This happens in

order to motivate the LLM to recognize the language and then reason in it easier.

For the second part of our experiments, we translate the input-output pairs into

English, the highest-resource language, and then use the translated pairs to detect hal-

lucinations, while the prompt remains in English. The LLM is exposed to both the original

language (before translation), as well as with its English version to ensure fairness, while

also making easier the process of matching the detected hallucination spans in English

to the spans in the text in the original language.

External translator - English

In this approach, we translate the input-output pairs into English using Google Trans-

late and then prompt the LLMs (providing both the original and English versions of data)

to generate a CoT for hallucination detection in English.

LLM as the translator

Lastly,we prompt the LLMs to perform the analysis in two steps: Firstly to translate

input-output pairs into English when the text is in another language, and then based on

that to detect hallucinations in the same chat, thus ensuring that the LLM is exposed

in both languages before concluding to the hallucination spans identified. This makes

the whole procedure simpler, since there is no need for an external tool, such as the

translator.

1https://pypi.org/project/googletrans/
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Proposal

In this chapter we present an overview of the proposed system for hallucination de-

tection in the outputs of the LLMs, as it was developed for Task-3 of the SemEval 2025

workshop, where it achieved top positions in a lot of rankings across the different lan-

guages.

5.1 Contributions

The main contributions of this dissertation can be summarized as follows:

1. The developed system is based on LLM prompting to tackle hallucination span

detection challenges in a language-agnostic manner.

2. Due to its prompt heavy nature, no further training is required to attain high

scores in either high-or low-resource languages.

3. The utilization of translation strategies and the research concerning different types

of translation, lead to useful conclusions on linguistic challenges.

5.2 Proposed Model

In this work, we combine two LLMs, Llama 3.1 405B1 and Claude 3.5 Sonnet2,

prompting them in a few-shot (FS) way to detect hallucination spans. To improve de-

tection performance in low-resource languages, we also experiment with incorporating

a translation tool to translate original input-output data in English. Finally, given the

inputs of each MuSHROOM instance, we instruct Llama and Claude to generate the cor-

responding output and incorporate it as a hypothesis to facilitate hallucination detection.

Based on the results of our preliminary experiments presented in the corresponding

chapter, our final system consists of three components, i.e. three experiments:

Component 1 We prompt Claude to detect hallucination spans given the input text,

the output text in the original language and their translations in English, as well as the

outputs produced by Llama as hypothesis.

Component 2 We prompt Llama to detect hallucination spans given the input text,

the output text in the original language and their translations in English, as well as the

outputs produced by Claude as hypothesis.
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Component 3 We prompt Llama to detect hallucination spans given the input text, the

output text in the original language and their translations in English without providing

extra generated answers as hypothesis. We adopt this approach since generated hypothe-

ses can themselves contain hallucinations, resulting in misleading outcomes. Moreover,

the LLMs sometimes place undue emphasis on the provided generated hypothesis rather

than relying on their internal knowledge, causing them to miss hallucinatory spans in

the outputs.

Each component produces a list of hallucination spans and then the three lists are

combined as follows: for each produced span, the assigned probability is calculated as

the ratio of the experiments that characterize it as hallucination over the total number of

experiments (three).
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Experiments

In this chapter, all the experiments that were conducted and contributed in some way

in designing the final system will be presented, along with the results they produced.

6.1 Baseline System

As baseline, the organizers provided two systems: a random baseline system con-

sisting of two approaches, a mark-all and a mark-none, and XLM-R based system. The

scores of the baseline systems for the test set per language and per metric (Correlation

(Cor) and Intersection-over-Union (IoU)) are shown in Table 6.1

Language ar ca cs de en es eu fa fi fr hi it sv zh

Baseline Metric:IoU

Mark-all .36 .24 .26 .35 .35 .19 .37 .20 .49 .45 .27 .28 .54 .48

Mark-none .05 .08 .13 .03 .03 .09 .01 0 0 0 0 0 .02 .02

Neural .04 .05 .10 .03 .03 .07 .02 0 0 0 0 .01 .03 .02

Baseline Metric:Cor

Mark-all .01 .06 .01 .01 0 .01 0 .01 0 0 0 0 .01 0

Mark-none .01 .06 .01 .01 0 .01 0 0.01 0 0 0 0 .01 0

Neural .12 .06 .01 .11 .12 .04 .10 .11 .09 .02 .14 .08 .10 .09

Table 6.1. Baseline systems scores

6.2 Preliminary Experiments

The preliminary experiments consisted of two parts. In the first part, there was the

idea to split the sentence we examine in parts and then explore different ways to classify

each specific part as hallucination or not. In the second part, that will be analyzed in the

following section, we experiment with the prompts given in two different language models

and how these affect their performance in accurate hallucination detection.

6.2.1 Sentence Splitter

In the first part of the preliminary experiments, the pipeline of the hallucination de-

tection starts with a preprocessing step in order to split the outputs given for examination

in several parts and in that way predefine a space of possible hallucination spans.
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As explained in the previous chapter, the different splitting techniques involve a naive

approach of randomly splitting the sentences in spans that consist of 1-5 words, a tech-

nique based on the use of Stanza, a Python NLP Package, either to split the text into

sentences, or to use the NER analysis that it can do in order to strategically choose the

words to examine based on the entity to which they belong, and an LLM-based approach,

where we prompt Llama to split the sentences into factual claims and also assign to them

the character span to which they correspond from the original text. The way each of

these methods affects accuracy of the predictions will be presented after the analysis of

the main classification techniques.

6.2.2 Classification techniques

For the second part of this first pipeline we tried different classification techniques,

aiming to evaluate the parts that were created from the procedure described above as

Hallucination/not Hallucination.

For the techniques that require a correct answer as ground truth to compare it with

the output we examine, we prompted Llama 3.1 8B to generate its own answers given the

input. Those generated outputs will be referenced as ground truth.

In order to evaluate the classification process we calculated the accuracy of the pre-

diction through the use of the hard labels that were given to us. More specifically, the

hard labels are the spans of the sentences, the probability of which being Hallucinations

is more than 0.5. Based on these labels each character of the output text was given

the value 1(Hallucination) or 0(not Hallucination) if it belonged to a span included in

the hard labels or not accordingly. In that way the expected output was defined on a

character-level.

Sentence Similarity

For the first part of the experiments, we classified the parts of the sentences as Hal-

lucination/Not Hallucination based on their semantic similarity to the ground truth. In

order to encode both the given outputs and the ground truth as embeddings, we used

pre-trained models from Hugging Face. As a measure of the similarity of the sentences

we used the cosine similarity and we first experimented to determine the threshold value

that separates Hallucination and not Hallucinations, based on the accuracy of the clas-

sification process using the smaller sample set.

After defining an appropriate threshold value for the cosine similarity for each model,

we used the larger validation dataset that contained samples separated by language. In

order to construct our system, the procedure we followed to calculate the soft and hard

labels is the following: Firstly, we used each of the methods to split the sentences and

define the possible hallucination spans. Then we generated new answers to the input

queries and used the sentence similarity models to compare the generated answers to

each part of the sentence. The soft labels, i.e. the possibilities of the spans being

hallucinations were calculated as 1- cosine similarity of the specific spans and the
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threshold was used to define the hard labels, instead of considering as hard labels all

spans with similarity less than 0.5.

As we can see in Table 6.2, we get the best results by splitting the sentences using

NER-based splitting and specifically evaluating the words that are on the most frequent

entities found in hallucination spans. For each model we calculate the accuracy for each

threshold value and splitting method combination and we keep as best threshold value

the one that brings the best score overall.

Type of split Random Stanza (sentences) Stanza(words) LLM-based

Model id: sentence-transformers/all-MiniLM-L6-v2

threshold: 0.5 0.462 0.433 0.538 0.398

threshold: 0.6 0.463 0.433 0.538 0.399

threshold: 0.7 0.467 0.442 0.538 0.399

threshold: 0.8 0.463 0.433 0.538 0.398

threshold: 0.9 0.463 0.433 0.538 0.398

Model id: sentence-transformers/distiluse-base-multilingual-cased-v2

threshold: 0.44 0.454 0.433 0.542 0.374

threshold: 0.5 0.458 0.433 0.546 0.374

threshold: 0.6 0.469 0.433 0.546 0.394

threshold: 0.7 0.463 0.433 0.537 0.373

threshold: 0.8 0.464 0.433 0.537 0.373

threshold: 0.9 0.462 0.433 0.538 0.373

Model id: sentence-transformers/sentence-t5-large

threshold: 0.6 0.567 0.567 0.562 0.433

threshold: 0.63 0.568 0.567 0.546 0.458

threshold: 0.69 0.498 0.438 0.565 0.433

threshold: 0.71 0.489 0.567 0.570 0.433

threshold: 0.73 0.489 0.490 0.578 0.439

threshold: 0.8 0.489 0.490 0.574 0.432

Table 6.2. Accuracy of classification based on sentence similarity for different split method
and threshold value combinations

Type of split Random Stanza(sentences) Stanza(words) LLM-based

Lang Id IoU Cor IoU Cor IoU Cor IoU Cor

ar 0.21 0.07 0.25 0.09 0.27 0.13 0.15 0.06

de 0.20 0.11 0.21 0.13 0.23 0.16 0.17 0.08

en 0.22 0.12 0.17 0.12 0.23 0.19 0.19 0.11

es 0.23 0.08 0.24 0.13 0.29 0.14 0.20 0.12

fi 0.18 0.10 0.18 0.13 0.19 0.12 0.18 0.15

fr 0.11 0.09 0.12 0.13 0.17 0.15 0.09 0.08

hi 0.13 0.06 0.15 0.13 0.19 0.15 0.14 0.07

it 0.16 0.09 0.27 0.15 0.28 0.08 0.19 0.11

sv 0.11 0.08 0.14 0.09 0.19 0.13 0.16 0.07

zh 0.19 0.15 0.25 0.10 0.29 0.14 0.20 0.08

Table 6.3. Intersection-over-Union (IoU) and Correlation(Cor) results using sentence simi-
larity. Model id: sentence-transformers/all-MiniLM-L6-v2 threshold: 0.7
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Type of split Random Stanza(sentences) Stanza(words) LLM-based

Lang Id IoU Cor IoU Cor IoU Cor IoU Cor

ar 0.21 0.07 0.25 0.09 0.28 0.14 0.15 0.06

de 0.22 0.12 0.21 0.13 0.24 0.18 0.17 0.08

en 0.21 0.11 0.17 0.12 0.24 0.20 0.19 0.11

es 0.22 0.10 0.24 0.13 0.30 0.17 0.20 0.12

fi 0.19 0.09 0.18 0.13 0.20 0.12 0.18 0.15

fr 0.13 0.09 0.12 0.13 0.18 0.15 0.09 0.08

hi 0.12 0.06 0.15 0.13 0.19 0.16 0.14 0.07

it 0.15 0.09 0.27 0.15 0.29 0.09 0.19 0.11

sv 0.11 0.07 0.14 0.09 0.20 0.17 0.16 0.07

zh 0.19 0.15 0.25 0.10 0.29 0.12 0.20 0.08

Table 6.4. Intersection-over-Union (IoU) and Correlation(Cor) results using sentence similar-
ity. Model id: sentence-transformers/distiluse-base-multilingual-cased-v2 threshold: 0.6

Type of split Random Stanza(sentences) Stanza(words) LLM-based

Lang Id IoU Cor IoU Cor IoU Cor IoU Cor

ar 0.25 0.08 0.27 0.16 0.32 0.18 0.15 0.16

de 0.28 0.16 0.24 0.19 0.29 0.23 0.19 0.18

en 0.25 0.19 0.20 0.18 0.29 0.27 0.19 0.19

es 0.23 0.15 0.29 0.18 0.34 0.23 0.22 0.12

fi 0.28 0.15 0.23 0.18 0.27 0.18 0.21 0.16

fr 0.17 0.19 0.17 0.18 0.22 0.19 0.13 0.12

hi 0.17 0.09 0.19 0.15 0.25 0.26 0.15 0.11

it 0.16 0.11 0.32 0.19 0.36 0.20 0.19 0.14

sv 0.15 0.12 0.17 0.12 0.25 0.19 0.18 0.11

zh 0.23 0.17 0.29 0.12 0.33 0.17 0.22 0.11

Table 6.5. Intersection-over-Union (IoU) and Correlation(Cor) results using sentence simi-
larity. Model id: sentence-transformers/sentence-t5-large threshold: 0.73

Then we proceed in experimenting with the validation set as shown in Tables 6.3 -

6.5. The main outcomes of this process are:

1. The biggest the chunk we evaluate, the closest the results for the different models

and threshold values.

2. The correlation values are low

3. A manual overview of the results given by the LLM-based splitting reveals that the

main problems of this methods that affect the results are two. On the one hand

the model fails to split the facts in the smallest facts possible, so the process ends

up resembling the Stanza based splitting in sentences. On the other hand, the

mapping of the sentence to the actual span of the original output is failing and

therefore even if the evaluation process is successful, the results are not asigned to

the right spans.

Due to the third outcome, the LLM-based splitting is rejected as an alternative for the

next experiments.
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NLI models

For the second part of the experiments, we used a Natural Language Inference (NLI)

Model to classify the parts of the sentence as Hallucination/not Hallucination due to

its ability to capture and analyze semantic complexities that closely align with the phe-

nomenon of hallucination. NLI models- as analyzed above- classify the connection be-

tween a hypothesis and a premise into one of three categories: entailment, neutral, or

contradiction. These categories map onto the model’s understanding of whether the hy-

pothesis follows logically from the premise, is unrelated, or directly contradicts it. As a

premise the specific parts for examination are used and as a hypothesis the generated

output for the given input query is used. In order to classify a text as Hallucination

we want it to have a contradiction score higher than 0.5 and as Not Hallucination an

entailment score higher than 0.5.

The model used is mDeBERTa-v3-base-xnli-multilingual-nli-2mil7, a pretrained NLI

model from HuggingFace. This model, part of the third iteration of the DeBERTa (Decoding-

enhanced BERT with disentangled attention) family, was trained on a large multilingual

dataset, making it an excellent candidate for the multilingual setup. The pre-training on

such a large-scale dataset enabled the model to capture a broad spectrum of linguistic

features and patterns across various languages, offering a solid foundation for processing

a wide array of linguistic structures.

In order to generate the soft labels, the experiment is conducted three times for each

splitting method and in the case of random split for each of the three experiments a new

random split is conducted. This happens in order to reduce the correlation of the results

from the splitting process since it is random. The other two splitting methods produce

the same results so they are performed only once. For each experiment:

• the label 1 is assigned to the parts that are classified as Hallucinations from the

model, i.e. the contradiction score of the part and the hypothesis is greater than

0.5

• the label 0 is assigned to the parts that are classified as Not Hallucination from the

model, i.e. the entailment score of the part and the hypothesis is greater than 0.5

After each of these experiments, three lists with hallucination spans are produced

and then combined in order to generate the final hallucination spans detected. For each

span in the union of the three lists the probability assigned to it is the ratio of the number

of the experiments that identify it as hallucination to all the experiments conducted, i.e.

three.

The hard labels are produced as initially defined, i.e. the spans whose assigned

probability is more than 0.5.

The results of this process using the validation set is shown in Table 6.6
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Type of split Random Stanza(sentences) Stanza(words)

Lang Id IoU Cor IoU Cor IoU Cor

ar 0.24 0.04 0.28 0.15 0.30 0.10

de 0.22 0.05 0.29 0.17 0.27 0.13

en 0.25 0.10 0.32 0.17 0.24 0.14

es 0.24 0.12 0.31 0.17 0.30 0.19

fi 0.27 0.19 0.27 0.15 0.32 0.19

fr 0.20 0.18 0.21 0.14 0.25 0.15

hi 0.19 0.07 0.20 0.13 0.26 0.16

it 0.17 0.12 0.30 0.12 0.32 0.16

sv 0.18 0.13 0.24 0.09 0.29 0.18

zh 0.19 0.18 0.25 0.08 0.32 0.19

Table 6.6. Intersection-over-Union (IoU) and Correlation(Cor) results using NLI model.
Model id: mDeBERTa-v3-base-xnli-multilingual-nli-2mil7

The correlation scores remain low and the repetition of the experiments does not

benefit the procedure in any way, since -especially for the splitting with the use of Stanza-

the results remain stable.

Large Language Models

For the third experiment, Llama was used to classify the parts of the sentences as

Hallucination/ not Hallucination.

As already described in the Approach Section, for prompting the system/user prompt

approach was adopted. The system prompt is the one that describes the task to the LLM

and the user prompt is the one through which the input-output-specific part groups are

provided. The prompts are provided in Table 6.7

Approach System Prompt User Prompt

LLM as Classifier You are a hallucination detector. I will provide some

input-output pairs and a specific part of the output

and you have to decide whether the specific part is a

hallucination as it was defined, based on your sources

of knowledge. Write ’Hallucination’ or ’Not Hallucina-

tion’ if it is a hallucination or not respectively. The

tag ’Hallucination’ or ’Not Hallucination’ should be the

only words in your answer.

The input

is:input, the

output is : output
and the part that

might contain

hallucination is:

part

Table 6.7. Llama as the Classifier: system/user prompts

In this experiment the hypothesis was not used. The soft and hard labels were pro-

duced in the same way that they were produced for the NLI model. The experiment

was conducted three times for the three different splitting methods and each span was

assigned the label 1 if the reply was Hallucination and the label 0 if the reply was Not

Hallucination.
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Type of split Random Stanza(sentences) Stanza(words)

Lang Id IoU Cor IoU Cor IoU Cor

ar 0.24 0.08 0.23 0.11 0.11 0.04

de 0.22 0.10 0.22 0.08 0.08 0.08

en 0.20 0.09 0.24 0.07 0.09 0.06

es 0.21 0.11 0.21 0.08 0.11 0.05

fi 0.20 0.10 0.20 0.11 0.12 0.04

fr 0.20 0.09 0.19 0.09 0.10 0.03

hi 0.18 0.04 0.19 0.12 0.12 0.08

it 0.17 0.04 0.20 0.11 0.11 0.05

sv 0.15 0.05 0.22 0.09 0.09 0.04

zh 0.16 0.02 0.20 0.08 0.11 0.02

Table 6.8. Intersection-over-Union (IoU) and Correlation(Cor) results using LLM as classi-
fier. Model used: Llama 3.1-8b

As shown in Table 6.8, the best results were produced for larger parts given rather

than words. By observation of the results, the model showed a tendency to reply Not

Hallucination especially in the case of providing simple words.

Combination: Voting Classifier

For the last experiment of this approach, the best methods from the above were com-

bined to produce the hallucination spans list.

More specifically the following three experiments were conducted:

1. Experiment 1: The pipeline of experiment 1 involves two steps. Firstly, use Stanza

for the NER-based analysis and choose the words to examine as before and secondly

provide the words along with the original and the generated output as hypothesis for

the sentence similarity model sentence-t5-large to calculate the sentence similarity.

The threshold value used is 0.73 and the probability assigned to the words 1-

similarity.

2. Experiment 2: The pipeline of experiment 2 involves two steps. Firstly, use Stanza

for the NER-based analysis and choose the words to examine as before and secondly

provide the words along with the original and the generated output as hypothesis

for the NLI model mDeBERTa-v3-base-xnli-multilingual-nli-2mil7 to classify it as Hal-

lucination or Not Hallucination based on entailment/contradiction scores. For each

span the assigned probability is 1 or 0 accordingly.

3. Experiment 3: The pipeline of experiment 3 involves two steps. Firstly use Stanza

to split the output into sentences. Then for each sentence prompt Llama 3.1- 8B to

classify it as Hallucination or Not Hallucination and assign the probabilities 1 or 0

to the whole sentence.

In order to combine the produced results from each experiment, for each span the

total assigned probability was calculated as the ratio of the sum of the asssigned by each
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separate experiment probabilities of the span to the total amount of experiments, i.e.

three.

The results for the validation set are shown in Table 6.9

Lang Id IoU Cor

ar 0.20 0.12

de 0.16 0.11

en 0.17 0.13

es 0.16 0.16

fi 0.22 0.17

fr 0.19 0.18

hi 0.17 0.13

it 0.15 0.15

sv 0.14 0.14

zh 0.16 0.19

Table 6.9. Intersection-over-Union (IoU) and Correlation(Cor) results using Voting Classifier

As it is shown from the experiments presented above, framing the problem of halluci-

nation span detection as a classification problem using the preprocessing step of splitting

the sentences has some inherent problems. First of all, predefining the space of possible

hallucination spans prevents the accurate hallucination span detection. Secondly, the

logic of all classifiers used are bottlenecks of the process, since they cannot capture com-

plicated relationships that derive from the context or the relationship between the input

and the output, besides the factual inconsistencies that might exist.

At the same time, early experiments with simply prompting LLMs to detect halluci-

nations in long and complicated sentences indicate that LLMs are able to perform this

task efficiently and the way they are utilized in the previous approaches does not allow

space for this capability to be exploited. Therefore a second approach is adopted in or-

der to explore how a better use through a carefully constructed prompting strategy and

automated mapping procedure of the outputs of LLMs to can improve the results.

6.3 Prompting Experiments

In order to address the limitations that are inherent to the previous methods and given

the widespread deployment of prompt engineering as a way to leverage the potential of

LLMs in more complicated problems, several prompting experiments were conducted in

order to explore the capabilities of an LLM-based system for hallucination detection.

6.3.1 Preliminary Experiments

Experiments with Secondary Dataset

Preliminary experiments involve probing the hallucination detection capabilities of

Llama and Claude models, firstly using the Secondary Dataset that was constructed as

described in the Approach Section, from the SHROOM Classification Dataset [44] and
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brought in a format closer to Mu-SHROOM dataset [43].For this dataset, there are no

available marked hallucination spans, so again the first experiments reframe the task as

a classification problem.

In order to do this, the following experiments are conducted:

1. Zero-shot (ZS) A simple zero-shot prompt is used, through which the input-output

pair is provided and evaluated as Hallucination or not by providing the corresponding

label.

2. ZS + Hypothesis To further boost this, the hypothesis provided in Secondary

Dataset is also leveraged, to explore whether its existence can improve the labeling process

or the internal knowledge of the LLM is sufficient.

3. CoT + Hypothesis Since the results’ accuracy was close to randomly assigning a

Hallucination/not Hallucination tag, instead of prompting the LLMs to simply respond

with a binary Yes/No label, we prompt them to develop their thoughts; then, based on

this and the hypothesis, we generate the final Yes/No label.

The prompts for this are provided in Table 6.10, and the results for each experiment

in Table 6.11. Here we use the accuracy as a metric since the task is to classify the

sentences as Hallucination/Not Hallucination and not to mark specific spans.

Experiment Prompt

Experiment 1: ZS ”Given the {input} and the {output}, is the output a halluci-

nation? Reply with Yes/No”

Experiment 2: ZS + Hypoth-

esis

”Given the {input}, the {output} and the {hypothesis}, is the

output a hallucination? Reply with Yes/No”

Experiment 3: ZS + CoT+

Hypothesis

"Given the {input}, {output} and the {hypothesis} is the out-

put a hallucination? Firstly, explain your thought and in

the end write the word Yes or No if it is or it is not a hallu-

cination respectively."

Table 6.10. Prompts for the different preliminary experiments

Model Exp.1 Exp.2 Exp.3

Llama 0.52 0.55 0.61

Claude 0.51 0.55 0.63

Table 6.11. Accuracy Results for the Preliminary Experiments using Claude or Llama

Since in the original setting the ground truth is not provided, the capability of the

models to generate their own answers to the input queries is examined. For that purpose,

the two models are given the input queries and the generated answers are compared

to the ground truths using the cosine similarity as a metric calculated by a sentence

transformer model. The average value of the calculated similarity is 0.79 for Llama and

0.83 for Claude.

After these experiments the following guidelines for the next steps were derived:

1. The Chain-of-Thought reasoning is a crucial step for the model to perform better

than a random classifier and actually leverage its internal or externally provided
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knowledge and therefore the prompt should definitely encourage it.

2. The capability of answer generation of the two models is considered satisfying and

therefore, to simplify the final system, the LLMs will be used to sample extra answers

as ground truths instead of incorporating a RAG model to the system

Experiments with Validation Set

The second part of the preliminary experiments, involved the use of the validation

set to test the ability of the models to define specific hallucination spans and gain some

insight on the performance of them in the multilingual setup.

To enhance the performance of the models, an initialization step was added, that

included the following components:

1. Definition of hallucination: In order to guide the model to specify hallucination

spans, a thorough definition of the term was provided along with the specific cat-

egories that were adopted from [28] and the expansion we proposed after the ex-

ploratory data analysis concerning the misspellings, as well as guidelines for the

hallucination marking process that were the ones provided to the human annota-

tors [43]

2. Expected output format: In order to fully exploit the answer of the model in an au-

tomated way when the task is to define specific hallucination spans and not Yes/No

answers, a prompt describing the expected output format was to be provided. A

lot of experiments were conducted to find a proper output format and not miss any

information from the generated answer. The most optimal from the ones tried in-

cluded the addition of a specific phrase between the CoT reasoning and the spans

detected written in the same way as in the original sentence and separated with

commas.

To further improve performance, the Few-Shot (FS) scenario was adopted with the

addition of examples of:

1. Hallucination detection examples: specific examples of hallucination spans de-

tection, one for each of the four categories used in the definition were provided

2. Expected output format example:one example for the expected output format was

provided

All the prompts of this initialization steps are provided in Table 6.12.

Shifting from the classification approach to the specific hallucination span detection

and due to the use of prompting techniques, there is also the need to map the answers of

the LLMs to the corresponding spans of the output sentence we examine.

The first technique to achieve this was to prompt the model to find the hallucination

spans itself on a character level. However, that proved to be unsuccessful because even

though the model could detect hallucinations, the character-level spans provided were
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Description Prompt

Zero-Shot Scenario

Hallucination
Definition

You are a hallucination detector. A hallucination is the production of fluent but

incorrect output of an LLM.The definition of incorrect output falls in four categories:

a. The output is inconsistent with the input, so the produced answer does not answer

the input query or is irrelevant to it.

b. The output contains a factual inconsistency, so contains something that is not a

validated fact or is wrong.

c. The output contains contradictory facts so in the output there are things that

cannot be true at the same time.

d. The output contains mispelled words

Output For-
mat Instruc-
tion

I will provide some examples for you to find hallucinations based on the given defini-

tion of hallucination. Although there might be several parts where hallucinations of

probably different types occur, the answer should only end with the phrase ’So the

hallucinations are: ’ followed by the hallucinations exactly as they are written in the

sentence given, inside "" and separated by commas

Few-Shot Scenario

One exam-
ple for each
hallucination
type

Example 1(input-output conflict):The input is: Where did the Olympic Games of

2004 take place? The output is: The Olympic Games of 2020 took place in Lon-

don.As a hallucination detector you should point out that there is a hallucination

here because the output replies the answer where did the Olympic Games of 2020

take place. So the hallucinations are:"2020".

Example 2 (factual inconsistency):The input is: Where did the Olympic Games of

2004 take place? The output is: The Olympic Games of 2004 took place in Florida.As

a hallucination detector you should point out that there is a hallucination here be-

cause the Olympic Games of 2004 took place in Athens, so there is a factual incon-

sistency in the word "Florida".So the hallucinations are: "Florida"

Example 3(internal output conflict):The input is: Where did the Olympic Games

of 2004 take place and what was the biggest Stadium used? The output is: The

Olympic Games of 2004 took place in Athens, Greece. All stadiums were designed

for that purpose but the biggest was Olympic Stadium of Athens "Spyros Louis" that

was built in 1982.As a hallucination detector you should point out that there is a

hallucination here because the output states that all stadiums were created for that

purpose but the Olympic Stadium of Athens "Spyros Louis" was built in 1982 so

much earlier than the Olympic Games, So the hallucinations are: "All stadiums were

designed for that purpose".

Example 4(misspelling):The input is: Where did the Olympic Games of 2004 take

place? The output is: The OLympooooc Games of 2004 took place in Athens, Greece.

As a hallucination detector you should point out that there is a hallucination here

because the OLympoooooc Games are a misspelling of the Olympic Games So the

hallucinations are: "OLympooooc".

One exam-
ple for the
expected out-
put format

Example(output format) The input is: What is the biggest church in Greece? The

output is: The biggest church in Greece is Saint George located in the center of

Athens. It has a maximum length of 73 m and width 48 m and it is the biggest

church of Greece.The church is in the downtown of the modern city of Athens, close

to the high-traffic Acharnon Avenue.The foundations of the church were laid on 12

September 1910 by King George I of Greece and it was consecrated on 10 JUly 1935.

The expected output is: There are several hallucinations. The name of the biggest

church is Saint Panteleimon of Acharnai and is indeed located in the center of Athens

but has a maximum length of 63 m and was consecrated on 22 June 1930. So the

hallucinations are: "saint George","73","10 JUly 1935".

Table 6.12. Prompts used to initialize the hallucination detection process.

not correct. Secondly, we experimented with mapping the answer to spans from the text.

The main problem with this was that since we adopted the prompts that encouraged
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Chain-of-Thought reasoning, the answer of the model did not contain only parts of the

output sentences. Instead there were parts that were marked as hallucinations mixed

with the explanations as to why a hallucination is detected there. To solve this problem,

the model was prompted to reason first and then end its answer by using the phrase

"So the hallucinations are: " and then provide only parts of the output in the exact way

they are written there, separated by commas. In that way, by splitting the answer to the

reasoning part and the hallucination spans part, it became easier to map the detected

spans to character level spans in the text. To optimize the mapping procedure- apart from

"cleaning" the texts, i.e. removing any special characters that might alter the hallucination

spans, the errors of the mapping procedure were studied extensively in cases where in the

answer of the model contained more spans than the ones identified. One reason for this

that was detected, was the case of having only one hallucination span, leading the LLM to

replace the sentence "So the hallucinations are: " with the sentence "So the hallucination

is:". Such alterations in the expected output that were considered reasonable were taken

into account, and by decreasing the failed mapping from an average of 200 per dataset to

4 per dataset, the exploitation of the knowledge of LLMs became far more successful.

The main purpose of this part of the preliminary experiments was to examine how

incorporating the -generated by the models- outputs to the prompts and combining the

answers provided by the two models, with and without providing hypothesis,could benefit

the detection process. The experiments conducted for all languages were the following:

1. No Hypothesis In the first experiment we prompt Claude and Llama to detect

hallucination spans without providing a hypothesis.

2. Model + Hypothesis from the same model In the second experiment we prompt

Claude and Llama to generate answers for the input texts, and then prompt them

to detect hallucination spans on the output text given the answers each model

produced, i.e. prompt Llama given as hypothesis the answers that Llama produced

and Claude given as hypothesis the answers that Claude produced.

3. Model + Hypothesis from the other Model In the third experiment we prompt

Claude and Llama to generate answers for the input texts, and then prompt them

to detect hallucination spans on the output text given the answers the other model

produced, i.e. prompt Llama given as hypothesis the answers that Claude produced

and Claude given as hypothesis the answers that Llama produced.

In order to evaluate the results, we used the original metrics that will be used for the

evaluation of the task’s result, Intersection-over-Union (IoU) and Correlation (Cor), but

gave a priority on IoU in order to decide on the dominant techniques.

The results are presented by language for each of the experiments explained above.
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Metric C L C, CH C, LH L, LH L, CH

IoU 0.49 0.46 0.48 0.53 0.48 0.52

Cor 0.523 0.490 0.489 0.524 0.455 0.488

(a) IoU and Correlation scores: Arabic (ar)

Metric C L C, CH C, LH L, LH L, CH

IoU 0.50 0.54 0.52 0.55 0.53 0.56

Cor 0.501 0.493 0.489 0.535 0.501 0.522

(b) IoU and Correlation scores: German (de)

Metric C L C, CH C, LH L, LH L, CH

IoU 0.465 0.477 0.478 0.521 0.491 0.543

Cor 0.525 0.433 0.587 0.525 0.522 0.582

(c) IoU and Correlation scores: English (en)

Metric C L C, CH C, LH L, LH L, CH

IoU 0.40 0.41 0.40 0.49 0.40 0.42

Cor 0.423 0.411 0.428 0.533 0.422 0.456

(d) IoU and Correlation scores: Spanish (es)

Metric C L C, CH C, LH L, LH L, CH

IoU 0.52 0.56 0.53 0.59 0.55 0.61

Cor 0.513 0.538 0.503 0.531 0.512 0.554

(e) IoU and Correlation scores: Finnish(fi)

Metric C L C, CH C, LH L, LH L, CH

IoU 0.56 0.49 0.58 0.57 0.52 0.53

Cor 0.499 0.478 0.511 0.503 0.502 0.512

(f) IoU and Correlation scores French (fr)

Metric C L C, CH C, LH L, LH L, CH

IoU 0.49 0.52 0.51 0.55 0.51 0.57

Cor 0.477 0.462 0.462 0.489 0.451 0.492

(g) IoU and Correlation scores: Hindi (hi)

Metric C L C, CH C, LH L, LH L, CH

IoU 0.55 0.57 0.56 0.59 0.59 0.60

Cor 0.525 0.541 0.549 0.552 0.552 0.552

(h) IoU and Correlation scores: Italian (it)

Metric C L C, CH C, LH L, LH L, CH

IoU 0.41 0.41 0.43 0.51 0.44 0.47

Cor 0.401 0.433 0.472 0.489 0.479 0.489

(i) IoU and Correlation scores: Swedish (sv)

Metric C L C, CH C, LH L, LH L, CH

IoU 0.28 0.28 0.33 0.35 0.30 0.29

Cor 0.410 0.410 0.473 0.489 0.489 0.466

(j) IoU and Correlation scores: Chinese (zh)

Table 6.13. IoU and Correlation scores per language: C: Claude, No Hypothesis, L: Llama,
No Hypothesis, C,CH: Claude + Claude Hypothesis, C,LH: Claude + Llama Hypothesis , L,
LH: Llama +Llama Hypothesis , L,CH: Llama + Claude Hypothesis
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In Table 6.13 the top-3 approaches for each language are marked in bold. In Figure

6.1 there is the frequency distribution that shows for how many languages each approach

ranks in the top 3 IoU scores. The result is that the top approaches are: the use of Claude

as the base LLM while providing answers to the input queries as hypothesis produced by

Llama, the use of Llama as the base LLM while providing answers to the input queries as

hypothesis produced by Claude. These are the most dominant approaches, followed by

Llama as the base LLM without hypothesis and Llama as the base LLM with hypothesis

produced from Llama.

Figure 6.1. Frequency distribution showing for how many languages each approach pro-
duces results that achieve IoU scores that are in the top-3 IoU scores for the language

In order to examine the overlapping of the generated predictions concerning the

marked hallucination spans, we use the results generated for the four most dominant

approaches and calculate IoU between them for the English language. The reason for

utilizing the English dataset, is to try to combine the calculated results with careful ob-

servations on the data in a language we understand.

The results shown in Table 6.14 combined with an overview of the actual texts and

marked hallucinations lead to two main conclusions:

1. Even though the marked hallucination spans are overlapping- which is reasonable

since they mark correct hallucination spans- there is not an approach that pro-

duces a set of hallucination spans that is subset of a set produced through another

approach,therefore there is no approach that provides no extra information.

2. The results generated through prompting Llama without hypothesis and prompting

Llama with hypothesis generated by itself have the highest IoU score and since they

have the same frequency of being in the top-3 dominant approaches, an assumption

is made for simplicity that Llama without hypothesis can replace both.
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Those results motivate the next step which is combining the separate results and

examine the improvement of the predictions.

The results for the english language are shown in Table 6.15

We observe that the combination of results from different approaches, lead to an over-

all increase of the scores achieved. By manually observing the successful additions of

hallucination spans through combination of approaches and by comparing each of the

separate approaches to the combined result, we understand that very often the lack of hy-

pothesis led the LLM to emphasize on more parts that might contain hallucinations rather

than the factual inconsistencies that were more often inspected when the hypothesis was

provided.

Approach C, LH L, CH L L, LH

C, LH 0.521 0.465 0.421 0.432

L, CH 0.543 0.635 0.551

L 0.477 0.873

L, LH 0.491

Table 6.14. IoU scores: In the principal diagonal there are the IoU score of the approach and
the true labels and on the other cells there are the IoU scores between the two approaches
that correspond to the cell

Metrics Metrics Metrics

C+L IoU:0.42 Cor: 0.57 L + C,LH IoU: 0.52 Cor: 0.61 L, LH +L, CH IoU: 0.41 Cor: 0.57

C+ C,CH IoU: 0.50 Cor: 0.57 L + L, LH IoU: 0.39 Cor: 0.51 C, CH+ L,LH IoU: 0.46 Cor: 0.61

C + C, LH IoU: 0.53 Cor: 0.59 L + L, CH IoU: 0.51 Cor: 0.62 C, CH + L, CH IoU: 0.46 Cor: 0.55

C + L, LH IoU: 0.44 Cor: 0.59 L+ C, CH IoU: 0.44 Cor: 0.59 C, LH + L, LH IoU: 0.44 Cor: 0.612

C +L, CH IoU: 0.53 Cor: 0.59 C, CH +C, LH IoU: 0.50 Cor: 0.62 C, LH +L, CH IoU: 0.54 Cor: 0.64

Table 6.15. IoU and Correlation scores for the combination of the results from different
experiments: C: Claude, No Hypothesis, L: Llama, No Hypothesis, C,CH: Claude + Claude
Hypothesis, C,LH: Claude + Llama Hypothesis , L, LH: Llama +Llama Hypothesis , L,CH:
Llama + Claude Hypothesis

6.3.2 Prompting Strategy

Taking into account all the conclusions reached from the exploratory preliminary

experiments, we construct our main prompting strategy, whose overview is presented

here, aiming to also introduce a codification for the result table.

After initializing the process of hallucination detection by providing the hallucination

definition and the expected output format, we experiment in both a zero-shot (ZS) and

a few-shot(FS) way. In the FS scenario we present an example for each aforementioned

category, together with the expected output format.

For the main process, we adopt the system/user prompt. The system prompt refers to

the general prompt describing the task that the LLM must do, and the user prompt is the

one through which the input-output pairs along with the extra information (hypothesis/-

translation) are provided for validation. All prompts are in Table 6.16
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Approach System Prompt User Prompt

Preliminary Test:

input-output pair

+specific part of the

output to assign a

Hallucination/not

Hallucination tag

You are a hallucination detector. I will provide some input-

output pairs and a specific part of the output and you have

to decide whether the specific part is a hallucination as it

was defined, based on your sources of knowledge. Write

’Hallucination’ or ’Not Hallucination’ if it is a hallucination

or not respectively. The tag ’Hallucination’ or ’Not Halluci-

nation’ should be the only words in your answer.

The input is:input,
the output is :

output and the part

that might contain

hallucination is:

part

Input-output pair You are a hallucination detector. I will provide some input-

output pairs that represent inputs given to LLMs and the

outputs they produced.Define the specific words or parts of

the outputs that are hallucinations based on your sources

of knowledge.Try to specify as much as possible the parts

that are a hallucination even if it is just one word and put

those parts in "".Inside "" include only parts in the exact

way they are written in the given sentence.In your answer

explain your thought and then provide the parts seperated

with commas in the end of your answer after the sentence

’So the hallucinations are:.After this sentence include only

parts of the output in the exact way they are written and

nothing more

The input is:input
and the output that

might contain hal-

lucination is: out-
put

Input-output pair

+

Hypothesis

You are a hallucination detector. I will provide some input-

output pairs that represent inputs given to LLMs and the

outputs they produced and a hypothesis. Define the spe-

cific words or parts of the outputs that are hallucinations

based on your sources of knowledge and the hypothesis.Try

to specify as much as possible the parts that are a hallu-

cination even if it is just one word and put those parts in

"".Inside "" include only parts in the exact way they are

written in the given sentence. In your answer explain your

thought and then provide the parts seperated with com-

mas in the end of your answer after the sentence "So the

hallucinations are:" After this sentence include only parts

of the output in the exact way they are written and nothing

more

The input is:input,
the output that

might contain

hallucination is:

output and the

hypothesis is hy-
pothesis

Input-output pair

+

English Transla-

tions

You are a hallucination detector. I will provide some input-

output pairs that represent inputs given to LLMs and the

outputs they produced. The task is to define the specific

words or parts of the outputs that are hallucinations based

on your sources of knowledge.

The given input-output pairs are in different languages.If

they are not in english I will also provide a translation

in English. The process you should follow includes some

steps:

1. Examine the translation if provided or the original sen-

tence if it is in english

2. Try to specify as much as possible the parts that are a

hallucination even if it is just one word.

3. Explain your thoughts in English and then put the parts

of the original sentence in the original language that cor-

respond to the hallucinated parts you detected in English

in "". Inside "" include only parts in the exact way they are

written in the original sentence. So in your answer explain

your thought in english and then provide the parts in the

original language, separated with commas in the end of

your answer after the sentence ’So the hallucinations are:.

After this sentence include only parts of the output in the

exact way they are written and nothing more.

The input is:input
and the output that

might contain hal-

lucination is: out-
put. The english

translation of the

input is input trans-
lation and the en-

glish translation of

the output is output
translation.
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Approach System Prompt User Prompt

Input-output pair

+

English Transla-

tions +

Hypothesis

You are a hallucination detector. I will provide some input-

output pairs that represent inputs given to LLMs and the

outputs they produced. The task is to define the specific

words or parts of the outputs that are hallucinations based

on your sources of knowledge and a provided hypothesis.

The given input-output pairs are in different languages.If

they are not in english I will also provide a translation

in English. The process you should follow includes some

steps:

1. Examine the translation if provided or the original sen-

tence if it is in english.

2. Try to specify as much as possible the parts that are a

hallucination even if it is just one word.

3. Explain your thought in english and then put the parts

of the original sentence in the original language that corre-

spond to the hallucinated parts you detected in english in

"".

Inside "" include only parts in the exact way they are writ-

ten in the original sentence. So in your answer explain

your thought in english and then provide the parts in the

original language, seperated with commas in the end of

your answer after the sentence ’So the hallucinations are:.

After this sentence include only parts of the output in the

exact way they are written and nothing more.

The input is:input
and the output that

might contain hal-

lucination is: out-
put. The english

translation of the

input is input trans-
lation and the en-

glish translation of

the output is output
translation and the

hypothesis is hy-
pothesis.

Input-output

pairs +

LLM Translation

You are a hallucination detector. I will provide some input-

output pairs that represent inputs given to LLMs and the

outputs they produced. The task is to define the specific

words or parts of the outputs that are hallucinations based

on your sources of knowledge. The given input-output

pairs are in different languages. So the process you should

follow includes some steps:

1. Translate the input and output in English

2. Try to specify as much as possible the parts that are a

hallucination even if it is just one word

3. Explain your thought in english and then put the parts

of the original sentence in the original language that cor-

respond to the hallucinated parts you detected in english

in "". Inside "" include only parts in the exact way they

are written in the given sentence. So in your answer ex-

plain your thought in english and then provide the parts in

the original language, separated with commas in the end

of your answer after the sentence ’So the hallucinations

are:’.After this sentence include only parts of the output

in the exact way they are written and nothing more. If the

given input-output pairs are in english do not do the trans-

lation step.’

The input is:input
and the output that

might contain hal-

lucination is: out-
put.

Table 6.16. Prompts (system and user) regarding our various prompting and translation
approaches.

After consolidating the system prompts, we experiment with the user prompts and

specifically the data given as input to the LLMs. For the simplest approach, we just

provide the input-output pair to the LLM. Then, we attempt to enhance performance by

also demonstrating the translations of inputs and outputs. To deploy our final system,

as explained above, we also supply a hypothesis generated by the LLMs. To show how

89



Chapter 6. Experiments

each of the steps of the procedure we propose improves the final results, we present the

following experiments that are done using the test set:

1. Standalone prompting We prompt Claude or Llama at a time in either a ZS or a

FS manner without translating in English or leveraging hypotheses.

2. Prompting + Translation We prompt Llama and Claude to detect hallucination

spans using the input and output texts in the original language, as well as their English

translations, without providing additional generated hypotheses; then, we combine the

two lists of produced hallucination spans.

3. Prompting + Translation + Hypothesis We prompt Claude to detect hallucination

spans given the input and the output text in the original language, together with their

translations in English, as well as the outputs produced by Llama as hypothesis. Re-

versely, we prompt Llama to detect hallucination spans given the input and the output

text in the original language, together with their translations in English, as well as the

outputs produced by Claude as hypothesis. We also use the results that Llama pro-

duced in the previous experiment and combine the three hallucinations spans lists they

produced.

Language (id) Baseline Preliminary ZS FS FS + Translation FS + Translation + Hypothesis

Arabic (ar) 0.04/0.36/0.05 0.223 0.379 0.425 0.527 0.584

Catalan (ca) 0.05/0.24/0.08 0.273 0.482 0.540 0.675 0.703

Czech (cs) 0.10/0.26/0.13 0.301 0.388 0.448 0.556 0.587

German (de) 0.03/0.35/0.03 0.199 0.531 0.564 0.578 0.587

English (en) 0.03/0.35/0.03 0.223 0.425 0.487 - 0.555

Spanish (es) 0.07/0.19/0.09 0.239 0.385 0.454 0.468 0.500

Basque (eu) 0.02/0.37/0.01 0.299 0.431 0.458 0.518 0.571

Farsi (fa) 0.00/0.20/0.00 0.202 0.492 0.558 0.687 0.753

Finnish (fi) 0.01/0.49/0.00 0.210 0.464 0.529 0.635 0.683

French (fr) 0.00/0.45/0.00 0.251 0.447 0.499 0.535 0.617

Hindi (hi) 0.00/0.27/0.00 0.189 0.581 0.624 0.709 0.726

Italian (it) 0.01/0.28/0.00 0.267 0.597 0.657 0.774 0.802

Swedish (sv) 0.03/0.53/0.02 0.276 0.492 0.537 0.585 0.601

Chinese (zh) 0.02/0.47/0.02 0.200 0.212 0.304 0.378 0.419

Table 6.17. Prompting scenarios comparison – IoU metric. The three baselines are: neural/
mark-all/ mark-none. The best-performing method per language is in bold. This Table
considers the best translation strategy.

Language (id) Baseline Preliminary ZS FS FS + Translation FS + Translation+hypothesis

Arabic (ar) 0.11/0.01/0.01 0.190 0.484 0.636 0.601 0.612

Catalan (ca) 0.06/0.06/0.06 0.397 0.610 0.564 0.700 0.709

Czech (cs) 0.05/0.10/0.10 0.368 0.480 0.419 0.557 0.590

German (de) 0.11/0.01/0.01 0.333 0.583 0.466 0.614 0.629

English (en) 0.11/0.00/0.00 0.357 0.511 0.635 - 0.628

Spanish (es) 0.04/0.01/0.01 0.456 0.464 0.547 0.537 0.565

Basque (eu) 0.10/0.00/0.00 0.401 0.530 0.555 0.524 0.566

Farsi (fa) 0.11/0.01/0.01 0.378 0.583 0.547 0.684 0.737

Finnish (fi) 0.09/0.00/0.00 0.478 0.552 0.584 0.666 0.652

French (fr) 0.02/0.00/0.00 0.254 0.564 0.617 0.609 0.614

Hindi (hi) 0.14/0.00/0.00 0.565 0.666 0.676 0.754 0.760

Italian (it) 0.08/0.00/0.00 0.526 0.692 0.765 0.757 0.817

Swedish (sv) 0.10/0.01/0.01 0.194 0.502 0.525 0.535 0.562

Chinese (zh) 0.08/0.00/0.00 0.264 0.317 0.401 0.487 0.464

Table 6.18. Prompting scenario comparison – Correlation. The three baselines are: neural/
mark-all/ mark-none.The best-performing method per language is in bold. This Table
considers the best translation strategy.
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6.4 Translation Experiments

Given the disparity in linguistic resources across different languages and our objective

of developing a system that performs robustly across multilingual settings, we investigate

various strategies to address this challenge.

Specifically,we examine the following key questions in the context of multilingual

hallucination detection:

• “Is it more effective to provide both the input and output in their original languages

and allow the LLM to determine hallucinations, or should we instead supply their

English translations?”

• “If input-output pairs are provided in their original language, should the prompt also

be in the samelanguage, or is it preferable to present it in English?”

• “If we supplement the input with translated input-output pairs, is it more effective for

the LLM itself to handle the translation,or should an external translation system be

employed?”

To explore these questions, we conduct the following experiments. Firstly, we exper-

imented with the impact of the language of the prompt given the input-output pairs in

their original languages. In this direction, the following Original Input-Output Pairs

experiments are conducted.

No translator

The simplest approach is to provide the definition of hallucination, along with the

examples per category and instructions for the output format in English, and then present

the input-output pairs in their original language.

External translator - original language

Given the input-output pairs in their original language, we translate the prompts—which

include the hallucination definition and output format instructions—into the original lan-

guage. To achieve this, we use the Google Translate API for Python
1
.

For the second part of our experiments, we translate the input-output pairs into

English, the highest-resource language, and then use the translated pairs to detect hal-

lucinations, while the prompt remains in English. The LLM is exposed to both the original

language (before translation), as well as with its English version to ensure fairness. The

experiments we conduct belong to the Translated Input-Output Pairs category.

External translator - English

We translate the input-output pairs into English using Google Translate and then

prompt the LLMs (providing both the original and English versions of data) to generate a

CoT for hallucination detection in English.

LLM as the translator

We prompt the LLMs to perform the analysis in two steps: Firstly to translate input-

output pairs into English when the text is in another language, and then based on that

1https://pypi.org/project/googletrans/
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to detect hallucinations in the same chat, thus ensuring that the LLM is exposed in both

languages before concluding to the hallucination spans identified.

The results of the translation techniques are shown in Tables 6.19, 6.20.

Language (id) Original Input-Output Pairs Translated Input-Output Pairs

No Translation External Transl. - Original LLM Translator External Transl. - English

Arabic (ar) 0.470 0.317 0.510 0.584

Catalan (ca) 0.458 0.503 0.490 0.703

Czech (cs) 0.387 0.367 0.419 0.587

German (de) 0.500 0.472 0.480 0.587

English (en) 0.550 - - -

Spanish (es) 0.490 0.312 0.420 0.500

Basque (eu) 0.355 0.339 0.375 0.571

Farsi (fa) 0.501 0.498 0.523 0.754

Finnish (fi) 0.540 0.541 0.530 0.683

French (fr) 0.490 0.430 0.450 0.617

Hindi (hi) 0.650 0.660 0.700 0.726

Italian (it) 0.620 0.604 0.730 0.802

Swedish (sv) 0.530 0.566 0.570 0.601

Chinese (zh) 0.343 0.399 0.379 0.419

Table 6.19. Translation Performance Comparison - IoU. The best-performing method per
language is in bold.

Language (id) Original Input-Output Pairs Translated Input-Output Pairs

No Translation External transl. - Original LLM Translator External Transl. English

Arabic (ar) 0.55 0.40 0.61 0.58

Catalan (ca) 0.58 0.50 0.59 0.71

Czech (cs) 0.42 0.43 0.43 0.59

German (de) 0.51 0.56 0.54 0.63

English (en) 0.63 - - -

Spanish (es) 0.49 0.477 0.480 0.56

Basque (eu) 0.46 0.44 0.49 0.57

Farsi (fa) 0.61 0.58 0.63 0.74

Finnish (fi) 0.57 0.56 0.58 0.65

French (fr) 0.53 0.45 0.46 0.614

Hindi (hi) 0.67 0.68 0.710 0.760

Italian (it) 0.62 0.679 0.680 0.817

Swedish (sv) 0.550 0.567 0.540 0.562

Chinese (zh) 0.399 0.388 0.333 0.464

Table 6.20. Translation performance comparison - Correlation metrics respectively. The
best-performing method per language is in bold.

The use of the external tool of Google Translate outperforms the other approaches.

An interesting outcome from our experiments is that the improvement of the results of

the hallucination detection procedure is bigger for the low resource languages when the

translation is provided in comparison to the high resource languages. That is reasonable

because the translation is a crucial component for the system for languages that the

model is not sufficiently trained to.

6.5 Results and Final System

Using the outcomes from the prompting and translation results, we deploy our final

system that consists of three components that are combined for the detection of halluci-

nation spans in the outputs of LLMs along with an assigned probability for each marked

hallucination span of being a hallucinations.

The components, that are separate experiments, are the following:

Component 1 We prompt Claude to detect hallucination spans given the input text,

the output text in the original language and their translations in English, as well as the

92



6.5 Results and Final System

outputs produced by Llama as hypothesis.

Component 2 We prompt Llama to detect hallucination spans given the input text,

the output text in the original language and their translations in English, as well as the

outputs produced by Claude as hypothesis.

Component 3 We prompt Llama to detect hallucination spans given the input text, the

output text in the original language and their translations in English without providing

extra generated answers as hypothesis.

The models for each component were chosen based on the results shown in Figure 6.1.

The addition of a component in which a hypothesis is not provided-apart from the fact

that was already in the best techniques- is also done due to the fact that it seems efficient

for the detection of hallucinations that are not factual. The addition of the translation in

English provided with the tool that is based on the Google Translate API was adopted in

every component since its use outperformed every other translation strategy.

Each component produces a list of hallucination spans that the model has detected.

In order to calculate the assigned probability, the separate lists are merged in the following

manner: for each produced span, the assigned probability is calculated as the ratio of the

experiments that characterize it as hallucination over the total number of experiments

(three).

The scores for the test set are provided in Table 6.21

Some examples of the hallucination detection in different languages where our model

produced a perfect score of IoU=1 are provided in Table 6.22

Language (id) IoU Cor

Arabic (ar) 0.58 0.61

Catalan (ca) � 0.70 0.71

Czech (cs) � 0.59 � 0.59

German (de) � 0.59 � 0.63

English (en) 0.55 � 0.63

Spanish (es) 0.50 � 0.61

Basque (eu) 0.57 0.57

Farsi (fa) � 0.75 � 0.74

Finnish (fi) � 0.68 � 0.65

French (fr) 0.617 � 0.614

Hindi (hi) � 0.73 � 0.760

Italian (it) � 0.802 � 0.817

Swedish (sv) 0.601 � 0.562

Chinese (zh) 0.419 0.464

Table 6.21. IoU/Correlation scores of the final system.
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id Sentence

ca El municipi de Yushu es troba a 4.500 metres sobre el nivell del mar.

cs Řeka Labe (německy Elbe) pramení v Českém lese , konkrétně v okrese Jičín , v nadmořské

výšce 816 metrů. Pramení v údolí mezi vrcholy Kozákov ( 744 metrů) a Říp ( 459 metrů).

de Mario Bola ti wechselt im Jahr 1998 zum Verein AC Mailand .

en Mouthier is located in the department of Haute-Loire .

eu Hiru espezie bakarrik daude.

fi Folorunsho Alakĳa on nigerialainen kirjailĳa ja aktivisti . Hän on kirjoittanut useita

kirjoja, muun muassa "The Slave Girl" ja "The Slave Girl’s Daughter", jotka käsittelevät naisten .

sortoa ja orjuutta

fr L’espèce Pseudomugil gertrudae appartient à la famille des Poeciliidae , qui est une famille

d’espèces de poissons d’eau douce et d’eau salée. Elle est également connue sous le nom de poisson-chat

de Gertrude ou de poisson-chat de Gertrude .

it Il produttore dell’album "Plastic Letters" di Blondie fu Mike Chapman .

sv David Sandbergs födelseort är New York .

zh 新缬草原产于欧洲，特别是地中海沿岸地区，包括西班牙、葡萄牙、法国南部、意大利和希腊等地

。 它在这些地区的自然环境中广泛分布，并且在园艺上也被引种到其他地区。由于其

美丽的花朵和耐旱的特性，新 Valerie在全球各地都有一定的栽培和观赏价值

Table 6.22. Qualitative results in various languages. The detected hallucination span is
highlighted .

Our proposal ranked in the top 3 positions among 60.7% of the rankings and our

system showed a stable performance among the high or low resource languages.

Summarizing the outcomes of each step of the process, we come to the following gen-

eral conclusions. In the prompting experiments, the FS approach for both hallucination

definition and expected output format significantly improves the results: The detected

hallucination spans are more accurate and the output format is strictly followed, which

is fundamental in order to automatically handle the answers and extract the feedback

provided by the LLMs. Furthermore, incorporating the English translation of the texts

appears to enhance the LLM’s performance. A similar effect is observed when integrat-

ing the hypothesis from the other LLM. In this case, the LLM is able to compare the

hypothesis with the actual output provided to determine more effectively the presence of

hallucinations and identify their respective spans. Notably, these patterns remain con-

sistent across all languages, regardless of whether they are low-resource or high-resource.

Regarding the translation experiments, interesting insights emerge. On one hand,

in the simplest approach—where prompts are given in English while pairs remain in

their original language—the English language score is not the highest. This suggests

that translation aids in hallucination detection and partially addresses the challenges

of low-resource languages. However, the reverse process, translating into the language

of the pairs, does not appear to offer the same benefits. Additionally, the use of the

Google Translator is more effective compared to the end-to-end system where the LLMs

are prompted to translate the input and output texts themselves. Thus, the most effective

approach for identifying multilingual hallucinations is to provide both the prompt and the

input-output pairs in English, using an external translation system rather than incorporat-

ing translation as a step within the LLM pipeline. This finding holds consistently across
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all languages in the dataset.

The results tables also show that for high-resource languages such as Spanish, Chi-

nese, and German, the FS scenario and the incorporation of the generated hypothesis

contribute the most towards performance improvements. In contrast, for low-resource

languages, translation is a crucial component in achieving similar results.
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Chapter 7

Conclusion

This thesis addresses the problem of Hallucination Detection in multilingual outputs

of Large Language Models. The widespread adoption of LLMs across various domains has

heightened the importance of developing robust methods to detect and mitigate halluci-

nations, especially in black-box settings where the inner workings of the models remain

opaque. Through participation in the SemEval-2025 Task 3 (Mu-SHROOM), this research

has explored different approaches to accurate hallucination detection and managed to

perform in a stable manner accross different languages.

Two main approaches were examined. For the first one, the pipeline of hallucination

detection involved two steps: the splitting step during which different methods were tested

in order to split the outputs of the LLMs into parts and the classifier step during which

the parts generated by the splitting test were classified as Hallucinations or not. This

approach that followed previous works that framed the hallucination detection problem

as a classification problem was found to have several inherent limitations and therefore

was abandoned.

For the second and most successful approach, an end-to-end LLM-based system was

deployed. To address the difficulties that derive from the multilingual setup different

translation strategies were examined that led to meaningful outcomes concerning the

behavior of LLMs for the different levels of resources that each language has and what

techniques can contribute the most to the improvement of handling such data.

After a great amount of preliminary experiments in order to optimise the prompts

and handle efficiently all types of hallucinations, the final system was constructed. This

involved the combination of different models and the generation of extra outputs to the

inputs of the LLMs to help the reasoning procedure. This combination of experiments

for which some parameter was differentiated led to the improvement of the results by

exploiting the most of the conditions that can help the models reason and finally detect

the hallucinations. A special care was also given to the automation of the mapping

procedure from the outputs of the LLMs to the texts that were evaluated each time.

Undoubtedly, there are a lot that can be done in order to improve this procedure.

Some suggestion could be the following:

1. Combine prompting with a logit-based approach. Due to limitations in time and

a larger dataset, this approach was not explored sufficiently. However, adding a

component that provides also a mathematically derived indication for the possibil-
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ity of hallucination spans can helo build a more solid technique and address the

hallucinations that the LLM-based system itself can suffer from.

2. Use a RAG system instead of prompting the LLM for the generation of the extra

answers used as hypothesis. A RAG system can help retrieve more relevant in-

formation and reduce the possibility of having hallucinations at the hypothesis, a

problem that can cause errors from the beginning of the procedure.

3. Conduct more experiments to improve the procedure without depending on models

like Claude that are not open to fine-tuning and internal states.

4. Use smaller datasets to fine-tune the models to the hallucination detection proce-

dure before using them. For example, a Parameter-Efficient Fine-Tuning (PEFT)

method for fine-tuning Llama in the hallucination classification problem can be

utilized through already available frameworks that have reasonable computational

requirements and use the fine-tuned model for hallucination detection.

5. Explore other methods to handle the multilingual setup. Fine-tuning to more low-

resource languages can also benefit the procedure. Generally a lot of work can and

should be done to this direction and researchers from other linguistic fields can

also provide outcomes from their studies to highlight specific, complex and unique

patterns per language.

6. Develop explainability methods to gain deeper insights into the nature of halluci-

nations and understand the underlying reasons for their occurrence. Techniques

such as attention visualization, counterfactual analysis, and interpretable models

could help elucidate the sources of errors in generated text. [47]
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