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ITepiindm

H parydaio mp6080¢ tov peydhwy yAwoowxoy poviéhwv (LLMs) éyel yetaoynuatioet o nedlo tne Enegepyooiog
Puowfic I'hdooac (NLP), dnuroupyddvrac véeg BuvatdTnTee Yo Ty avdhuot oOvIETY TOUENY 0TS auTOS TOU
noAMTxol Blakdyou. H nopoloo Simhwpatixt epyaocto e€etdlet Ty ixavétnta Twv LLMs vo avahbouv toMtixd
OUUPEALOUEVA, YE EUPACT, GTNY EVVOLXL TNG COUPHVELNS GTNY TOATIXH ETUXOLVGLVIO, TNV (EA TOL 1) TOMTIXT ACEPELL
xou 1 eoxepévn auplonulor xahotoly 1o €pyo TNg auToOPaTNG avdAuoTg Wiaktepa anawtnuxd. To mAaloio tng
gpeuvoc autrg Eextvd amo Baoixég dpy€c xou XUTAANYEL OE O TEYVIXOVG UNYAVIOUOUE X0 TERAUATI, ETOL (OTE
vor ouvdedel 1) Vewpltinr) ot HE pal EUTELRIXY) OVEAUGT).

Medobohoywd, n epyacio cuvdudlel teelc d€oveg mepopatiowol. Ilpdtov, mpayyatonolodvTo TELRdUAT YLot
v aflohdynon e apyhc anddoone UOVTENWY ot Bedopéva UE xat Y0plc OVOUATH TOALTIXMY TEOCMTWY.
Aceitepov, dlevepyelton ENUVEXTABELGT HOVTENWY UE OTOYO TNV evioyuon e avlexTxdTNTOC TV HOVTEAWY,
£V TOUTOY PO VAL atomote{Ton xou Evary pnyaviopds Avdxtnong xou Hopaywyhc (Retrieval-Augmented Generation
- RAG). Tpitov, epopudleton o otatiotnd tect oupuetplog Tou Bowker yio tnv aviyvevon mbavic pepokndiog
oL TEOoXAAELTOL amd TNV ToEOVG( OVOUATY. LUVOXE, QUTEC OL TEOCEYYIOELS EVOWOUATMVOLY LoTOPXE, TEYVIXA
X0l EQOPUOCUEVE EpyaheiaL.

To amoteAéopota delyvouv 6Tl 1 xhipaxa tou povtéhou anotehel xadoploTnd mopdyovia anddoons xodne To
peyohUTtepa povtéla eppaviouy uPnhotepeg embddoelg xan Yeyalvtepn otodepdtnta. H ypron unyaviopcdv RAG
TEOGPEPEL OLUOLIOTIXE 0QENT, 1Blwe o yeoalou yeyédoug Yovtéra, eved to fine-tuning Beltidvel nepantépw tnv
avidexTixoTnTa, av xot Oyt ue Tov (Blo tpdmo ot xdie apyitextovixr. H avdiuor ue to tect Bowker delyvel 6t
Ta teptocdtepa LovTéa dev mopouctdlouv onuavtiny acupuetpla, av xa oplouéva epgovilouv evaicdnoio oty
TEOLGT{O OVOUATWY. BUVOAIXY, To eLpuaTa UTOdNAGVOLY 6Tl 1 aviexTixdtnTa Twv LLMs o moAtixnd dedouéva
TIOL TEPLEYOLY TPOowTo eEapTdTaL amd TO UEYEVOS XU TNV UEYLTEXTOVIXT| TOUG, EVE Ol UNYoVIGHOol avixTnong
umopolV va Yetptdoouy, ywelc va e€alelpouv TAfowe, Tig aduvoples.

H cupfolf tne dimhopatixic eivan Toumhf: (o) Tpocgépet pior LoToptxh xou evvoLohoyixf cOVIEsT) Tou cuVBEEL TNV
ol Ty emixowvwvior pe Ty €ZENEN TNg uTohoYloTixfc YAwooohoyiag, (B) mopéyel o eunetpixyy aflohdynom
twv LLMs oe npoPMjuota mou oyetiovtor e 1 cophveta, xou (Y) elodyetl éva otatotind Thalolo yla tny
avdiuon pepoindioc oe mohtind cuupealoueva. Me autédy tov tedmo, N epyacia cuuBdihel otn culRTnon Yoew
a6 TNy a€lomotio, TNV UTOAOYLOTXTH YAWCGOAOY(O, TNV TOATIXY ETXOLVGLVIR Xl T BLaPAEVELXL TV GUYYPOVKY
YAWOOUOV LOVTEAWY.

AgZeig-xhedid — Meydho yhwooud povtéha, Mnyovioude Avixtnong lohtxnde Awdhoyog, Augionula,
Enoavexnaidevon, Ipdredr, Avéhuon Mepoindioc






Abstract

The rapid progress of large language models (LLMs) has reshaped natural language processing, raising new
opportunities for analyzing complex domains such as political discourse. This thesis investigates the ability
of LLMs to evaluate clarity in political communication, a domain where ambiguity and equivocation are
both common and consequential. The work is structured to move from conceptual foundations to technical
mechanisms and applied experiments, thereby linking theoretical perspectives with empirical evaluation.

Methodologically, the thesis combines three strands of analysis. First, inference experiments assess the base-
line performance of state-of-the-art models under different conditions, including datasets with and without
political names. Second, fine-tuning experiments explore whether targeted adaptation improves robustness,
particularly when retrieval-augmented generation (RAG) is applied. Third, bias analysis employs Bowker’s
test of symmetry to statistically evaluate whether the inclusion of names systematically shifts model predic-
tions. Together, these approaches integrate historical, technical, and applied perspectives.

The results indicate that model scale is an important factor in performance, with larger models generally
achieving higher scores and demonstrating greater stability across experimental conditions. Incorporating
retrieval mechanisms provides measurable benefits, particularly for models of intermediate size, where the
additional context helps mitigate performance drops. Fine-tuning further enhances resilience, although its
effectiveness varies across different architectures. The bias analysis suggests that while many models do
not exhibit significant asymmetry when exposed to names, some show measurable sensitivity. Overall, these
findings highlight that robustness to name-related effects is model-dependent, and that retrieval augmentation
can reduce, but not entirely eliminate, such vulnerabilities.

Overall, the thesis contributes to both the methodological study of political discourse and the practical
evaluation of LLMs. By combining inference, fine-tuning, and statistical bias testing, it offers a comprehensive
framework for assessing clarity and fairness in politically sensitive contexts, and highlights directions for future
research at the intersection of computational linguistics, political communication, and responsible Al.

Keywords — Large Language Models, Retrieval-Augmented Generation, Political Discourse, Equivoca-
tion, Fine-tuning, Inference, Bias Analysis






Euyaplotieg

O Hdeha va exppdow Ty o Podid Lou evyVLUooLVY atov aelpvnoTo xonynth Osuiotoxhn Iavaylwténovro,
o omoloc uhpZe xadoploTixds oty axodnuaixy xou epeuvnTes pwou mopeio. Exeivoc ue elohyaye oto nedio
e Eneepyooioc Puomic I'hdooag, ye evidppuve xou pe othpile oe xdle B Twv OTOUBMY LoU, EVEK YE TIC
oUUPBOUAES, TNV EUTLOTOGUVT XAl TIC GUOTAGELS TOU AVOLEE YLd EUEVA TOV BPOUO TTRPOG TO UETATTUYLOXOG TROYPUUUAL.
H ouuoly) tou unipée avextiunt xou 1 pviAun tou Yo ue cuVodEVEL TaVTA.

Euyopiotod depud tov x. T'edpylo Ltduou yio Ty euxonpiot xou Ty EUmIOTOCUVY TOU UOU TURELYE VoL EXTOVACK
N SimAwUaTXy pou gpyaoia oto TAaloto Ttou Epyaotnplouv Yuotnudtwy Texyvntic Nonpooivng xow Médnone. H
BUVATOTNTA VOL ERYAUCTE GE 0TS TO TEPYBAAAOY amOTERECE TOAUTLUY EUTELRl0L Xot ONUAVTIXS BUol OTNV EPELYNTIXT
pou eZEMEN.

ISwaitepec euyapiotieg opeihw otn Mopla Auvunepalou, tov I'idpyo Phavdpiavé xou tov Kwvotaviivo Owud, ylo
TN ouveY) xou ToAOTYY Xxar3odYYNoT| TOug, TIC LBEES, TO LAXOG ot TNV oéploTr UTOOTHRIEY Toug ot xdde oTddlo
e exnovnone. H ouufBols toug unipe xadoplotnd| yior Ty ohoxhipwon tng epyaciag auThS Xat Toug ogeilw
TOAAGL.

Aev Yo unopodoa vo napakeldn euyaplotieg tpog 6houg Toug xodnyntég wou and to HavemotAwo Iepond xou to
Edvixé Metodflo Hohuteyvelo, yia 6oa pou didaay xou tn othetén toug, wali ye tov x. Xproto Aouknyépn xou
Tov x. Aloviolo Lwtnedmovho, Ue Toug 0moloug CUVERYACTNXO OE EQELVITIXEG EQYAOIEC Xall Ol oToioL GLVEBoAoY
OUCLUCTIX OTY) DLOOPPWST] TNG AXADNUOIXAC KoL Topeiag.

Oa Hdeha vor euyoEloThow VepUd TNV OXOYEVELS LoU —xat WOLiTepa ToV Tatépa Hou— mou otnellouv xdde
oxadNpoixd wou Briuc, xadde xon Toug QIAOUS WoU Yio TNV Tapousia xou TNV eVIGepUVeT| TOUC.

Téhog, elpar evyvopwy tpoc 10 Edvind Aixtuo Trodoudv Teyvoroyioc xou Epeuvae (EATTE), yio thy nopoyt
Topwv oto AWS, ue v yenuatodstnon tou Mnyoviopol Avéxaudne o Avdextixdmmrac (MAA) e Evpw-
moiixc Emtponic.

Kovuévia Mapla Kotowpdxou, Oxtdpetog 2025
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Chapter 1. Extetopévn Ieptindmn ota EAAnvixd

1.1 Oewentixd YTroBadeo

1.1.1 3vuvorntx Etcaywyf otnyv Enciepyacia Puowxnc 'hdooag

H Ene&epyaoia uoinic Ihdooouc (NLP) eZehiynxe yéoa and Swdoyind otddio: and tic npdtes oupPolinée
Xt xovovioTxée npooeyyloeg [91], ot otatiotxéc pedddouc xou tar HovTENX pnyavixfic pddnone, €we To
VELPWVIXE. BixTua xou Tar oUYYPOVA LoVTER UeTaoy NUaTIoTOY. Kdle otddio anavtoloe 6Toug meploplopols Tou
TEONYOVUEVOL %ol GUVEBUAE GTY SLOOPPWOT) TOU TEOTIOU UE TOV OTOLO OL UMY OVES UVATOPLETOUV Xl EQUNVEVOUV
™ yYAodooa [46, 74, 4, 102].

O mpitee mpoondletes emxevtpdInuay oTn Pnyovixy HeTdppaot ue heixd xot amholc Xavoves, ahhd cUvTou
avadelyInxay ta bpta awthe e mpooéyyione. H ewoaywyh twv tumxdy yeaupatixoy tou Chomsky [26] xau
TV oAyoplduwy cuvtaxTiXrg avdhuong E8woe VEU Loyl OTN HOVIEAOTONGY TG YANGGOC, EVE CUGTAUATI OIS
to ELIZA [100] édeilav Tic Suvatodtntes ahhd xou Tic Peudouctioelc xatavénone nov unopolv vo dnuoupy -
oouy ot vrohoyotés. Iopdhnha, Yewpiec 6mwe 1 "Conceptual Dependency Theory" [83] otéyevoav ot
onpaclohoyxn avanapdoTtaot, eved to. Augmented Transition Networks enéxtewvoy Tic TUTIXES YRUUUOTIXES YLot
mo oOvieteg dopée. Autéc ol e€ehielg édecay ta Deuéha yior TNV EXOUEVY QACT: TA CTATIOTIXE HOVTEAD XOoU
Tig uedodoug unyovixic wdinong, mou eworyayay Ty mdavohoyixy) GUANOYLE T xou TNV o€loTolnam YeYSAwY
CWUATWY HELWEVOV.

H petdBoocm ota veupwvind dixtua xat apyotepa oToug petaoynuatiotéc dhaie plixd to nedio, emitpénovog
NV EXUGUNCT XATAVEUNUEVRY OVOTOPACTICEWY Xol TNV ATOBOTIXY) HOVIEAOTOINOY waxpotpdleouwy eE0pTHOEWY
[102]. To onpeptvd ueyding xhipoxos tpoexnatdevuéva povtéha, 6nwe o LLMs, anotehody Ty xoplgwon authc
e mopeloc, ouvdudlovtog Ta BBGYUUTE OAWY TV TEONYOVUEVKDVY oTadlwy xal avolyovtoc véeg BuvatoTnTeg
oA HoU TPOXATIOELS Yol TNV avdhuam NG avipdmvng YAOCoug.

1.1.2 Xratiotixég xow Mryavixég Ilpooeyyiosig

H npbodoc otny unoroyiotxr| .oyl xot 1 SldeoudTNTo UEYIAWY CWUATOY XEWEVKOY 0BRYNOAY GE WL GTEORT
npoc ¢ otatoTixée pedodove oty E.O.T.. Avtl yia yeipoxivitoug xavéves, ol gpeuvntéc allonoinoay v
mdavodewplo xal Tar BEBOPEVY YOl VoL HOVTEAOTIOLCOLY TN YAWOOW, UE XGUE YEVIE LOVTEAWY Vol ETLYELEL Vol
EeMEPdOEL TOUC TEPLOPLOUOUS TNG TEONYOUUEVNC.

Yo téAn e dexaetiog tou 1980, ta Keugpd MapxoBiavd Movtého (HMMs) eohyoyay évo YEVETIXG
TAaoLo yior TNV axolouthat] EMCHUAVOT], YUE EQUOUOYES OTNV AV VWRLOT LORPOAOYINS, OTNV EMCHUAVOT| HERWV
Tou AGYou xat oty avayvoplon ouwhiog [75]. Tlopd Ty emtuyio Toug, ol toyvpéc unodéoelc avelaptnoloc tep-
6ploay TV ovdTNTd Toug va a€lomololy Thovala cupgealoueva. Ilapdhinia, To n-gram ROVTEANA EMUXEV-
ToWUnxay 0T poviehomonon tomxwy e€opThoewy AEewy xaL Eyvay Bacixd epyohelo Yol T YAWOOXT| HOV-
TeEhOTOMON Xou TN UNYAVIXT] UETAPEAOT), oV Xal LTEQEpaY amd TEOBAUATO oTavOTNTOS BEBOUEVKY Xou aduvoplo
cOMdING poaxptvody e€opthoewy [13]. Emniéov, ta Naive Bayes povtéla, Paciopéva oto Yedpnuo tou Bayes e
unéVeon avelopTNolog YoPAXTNELOTIXMY, YENOLLOTOU UMMV EVPEMS YIO XOTIYOPLOTOINOT] XEWEVGDY Xl oVEAUCT
CLVULCVAUATOS, TPOCPEPOVTIS AMAOTNTA XoL AMODOTIXOTNTA, ARG UE TEpLoptopols oTtny axp(fBela miavothtwy
[59, 96].

INo v Eemepactoldy ol mepopiopol Twv mlavotixdy pedddwy, npotdinxay T Movtéha Méyiotng Ev-
tporniac (MaxEnt), ta onola enétpedoy Ty eVOWUATWOY ETAAAVTTOUEVLV YAUPOXTNELO TIXWY YwElS Loy UEES
unoVéoeic aveaptnolag [9]. H suehiia toug tor éxave yphiowo o€ epyooiec 6mwe 1 cuVTOXTIXY ovdhuon, o
X0l AT TOVOAY TROGEXTUIXT] WY OVIXT] YUPUXTNRIO TIXWY Xal XA xavovixomonon. H e€EMEn auth odnynoe ota
Conditional Random Field (CRFs), to onoio poviehonoinoay v utd dpouc mdavotnta pog axohov-
Bloc eTixetdv dedopévne wog axorovdiog nopatneioewy, Eenepvmdvtag Toug teploplodols Twv HMMs xou xo-
Hepddnray e xuplapyo povtéha yio Ty emofavor oxolovhav Tewv Ty enoy e Pothde uddnone [55].

Moapdhhnha, ota tékn g dexaetiog tou 1990, ta MnyavApata YroothApEne Atavucudtony (SVMs)
elofydnoav oty E.@.I'., tpocgépovtag udmAr| anddoon oe xatnYoplomolinoT) XEWWEVLY Xol aVAAUOY) cUVALcUTUa-
toc [50]. H yprion nuphvey enétpede v anodotixnr Loviehonoinor ToAITAoXwY 0AANAETIOPACENDY YaUpaXTNELo-
TIXWY Ywplg yewpoxivnty xataoxeuy), xoadiotavtoag ta SVMs onueio avapopds yio toAég eqapuoyés tadivounong,
av xou dev frav e&ioou xatdAinia yio tpoBiruarto Sounuévng npoBiedng.
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1.1. Bewpnuxd TndBadpo

1.1.3 Badid Mddnon xow Nugpwvixd Alxtua

H eloodoc twv veupwvixdy dixtiwy otny E.®.T'. Eexivnoe ue tov perceptron xou tor tohveninedo dixtuo (MLPs),
Ta omola pe tov ahyoprdpo backpropagation €deiav dti oL veupwvixég pédodol umopolv Vo YEIRLOTOUV TLo
cOvdeta TpoBAApaTa TAEVOPNONG, oV X0l Ol UTOAOYLOTIXES ATOUTHCELS TEPLOPLOUY TNV TROT Yeron Touc [23)].
H mparypotied; Topn Hede pe Ty avdntuln Tmv XATOVEUnUEVLY avanapaoTtdoewmy AEewy, dnwe to Word2Vec [67]
xou GloVe [71], mou avtixatéotnoay Tic apoués cLUBOMXES AVOTUPUCTACELS HE CUVEXELS BlovuopaTIX0UE YOEoUS
X0t XOTEGTNOAY BUVATH TN CUAANPY CNUACLONOYIXDY CYECEWY XAl AVUAOYLOV.

IIévew oe autée Tic avanapaotdoelc ytiotnxay mo civieteg apyttextovixéc. Ta Luvehuruxd Nevpwvind Aflx-
oo (CNNs) npocopudotnnay o YAwooixd dedouéva yio TNy eEaymYH TOTUXMY YAUpoXTnElo UMY [29], evad Ta
Avadpopnd Nevpwvind Aixtuo (RNNS) xou ol napodhayée toue, 6mwe ta LSTMs [86] xou GRUs [25], é8woav
™ duvatoTnTa woviehonoinong oxohoudidy xou poxponpdieouwy euptioewy, xahepdvovtag véa TedTUTA OE
peETdpeaoT, avayvoplon ouhiag xou mopaywyy xewévou. H avdmtuén twv Sequence-to-Sequence povtélwv
[69] xou tou unyaviopol attention Pedtinoe mepattépey TNV TOLOTATA XU TNV EQUNVEUCLOTNTA, EVE TUpSAANAL
ta Variational AutoEncoders (VAEs) [11] eworiyayoay mdovotind Aavddvovto poviého yior oavamapdotooy ot
TUEAYOYT) XEWEVOU, oV 0L UE TIEPLOPIOUEVT] EQUOUOYT| OF PEYSANG XML CUC TAUATOL.

Yuvohixd, 1 meplodog auty yopoxtneileton and otadloxy mpbéodo: omd To TEMTU VEUPWVIXE HOVTEND XoL To
embeddings, ot CNNs xou RNNs nou xatéxtnoay v axolovdaxt povieronoinoy, xat téhoc ota LSTMs,
Seq2Seq xou attention mou eméxtevay Tic SuvatdTnTES TV CUCTNUATKY. 20TdoO0, oL UPNAEC UTONOYLOTIXES
amoutroels, oL duoxoMeg exmaldevong xou 1 aduvopior TAHeoue GOAPNG Uaxelvdy eapTHoEwy avédellay Ty
VALY XY YLOL L0l VEOL AEYLTEXTOVIXY), N oTolol TENXE expedotnxe e TNy epgdviorn twv Transformers.

1.1.4 TAwoowxég ALAVUOUATIXES AVATAOACTACELS

‘Eva and ta Boowxd npoBAfuata oty E@T elvar 1 avanopdotaon twv YAwooixoy govidwy. H amlhobotepn
uédodoc, to one-hot encoding, anodelydnxe neploplotin AoYw ToU TdGO Oped elvon xaL NG ENReWNE onua-
owloyurc mhnpogoplag. Tot vo Eemepootody owTd Tar petovexthota, eofiydnoov to word embeddings,
dnhadr muxvée Blavuopatixés avanapaoTdoels Tou Tonovetolv e AéEelc oe cuveyelc yhpoug Rd, EMTEENOVTOG
™0 cUNAYN GNUACIOAOYIXWY GYéoewY xau avohoylody [2]. ‘Etot, e mou eugavilovtar ot napdpola cuppeald-
peva tonodeTolvTal XOVTd, eVe doyeTes AEEELC OmOUOXEUVOVTAL.

Ou evowpotwoeic daxplvovion oe oTATIXES ol cupgealopeves. Ou otatxée mepthauBdvouy pedddoug
Baoiopévee oe ouyvétntee, 6nwe ta Bag of Words xau toa TF-IDF [68], xodde o npoPrentind povtéha 6mwe
0 CBOW xau to Skip-gram [110]. Autéc oi teyvixéc otnpilovtan otnv xatavour] Tov hAZewv ot anodidouy
otodepd Savbopota oe xdde Ae€n. Qotdéco, dev pnopolv va Slaxplvouv SopopeTinés onuaciec ToAUGTUWY
Aé€ewv. Autd To bplo 0dRyNoe oty avdntun Ty Alavuouatixwy Avormapactdoewy Aé€ewy uéow Xuupealo-
pevov (Contextual Embeddings), mou napdyouv duvapixéc avanapaotdoels avdhoya ye to nepiBdhhov yerons
™e MENG, TEOCPEEOVTAC UEYONDTERY oXEIBEL GTNY XOTAVONOT XAt AVEAUGY) TOU TOATIXOU AGYOU.

To Contextual Embeddings eioriydnoay pe poviéda 6nwe 1o ELMo [72], BERT [34] xou GPT [76], Zenepvcyv-
TOC TOUG TEPLOPLOHOUS TWY GTATIXDY AvVamopao Tdoewy. Xe avtideor ye to otatixd embeddings nou anodidouv o
xdde hEEN évar povadixd Sudvuoua, Ta GUUPEALOUEVO LOVTERN THUEAYOUY SUVIXES VOTOPAUC TAGELS TOU eE0OTHOV-
Ton and To TEPYBAANOV YehoTe.

ALopopeTES APYITEXTOVIXES UAOTIOLOUY auThV TNy opyY) pe mowxiloug tpdémous: to ELMo ypnowonotel bidi-
rectional LSTMs, to BERT o&ionoiel Transformer encoder pe pdoxeg xou npoBiedn endyevne npdtaong, eved
10 GPT Booileton oe Transformer decoder pe avto-mohivdpdunon (autoregression). Ilupd Tic diapopéc, Gha
otoyxeboLY oY dNuLovpYio avATUPACTACENWY TTou Tpocdpuolovial 6To exdoTtote cupppalouevo. H opoidtnta
peTagd tétolwy Slovuoudtwy urnopel vo petpniel ue ecwTePIXd YIVOUEVO 1) TNV OUOLOTNTA TOU GUYNULTOVOU, Aoy-
Bdavovtag unddn Syt ubvo T AEEN aAAd xou To TepBdihoy tng. ‘Etot, 8o (Biec Aéeic umopel va €youv LdmMAH 1
YOUNAY opotdThTa avdhoya Ue TN YeRom Toug, x4t mou xodotd Ta ouugppaldpeve embeddings mo exgpocTixd
o oaxpL3r) and ToL GTUTIXG.

H opoidtnta cuvnuitéovou opiletar o

COS(9)= <E(wi’ci)7E(wj>Cj)> )
1 E(wi, Ci)| - | E(w;, C5)|
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Autoc o tOnog Selyver 6Tl 1 oyoldtnTa e€aptdton Oyt Wovo amd Tig Blec Tic Aé€elc wy, wy, OAAE X and TA
ovugpealoueva C;, C; ota omolo eugaviCovron. Etat, 8o Bieg Mé€eig umopel var €xouy udmAY 1 younhn opotdtnTa
avéhoya Ye 0 yeNon toug, xdt mou xathotd to cupppalouevo embeddings mo ex@eocTiXd Xo axpBn ond To
oTATXAL.

1.1.5 H Apyitextovixy Twv Transformers xouw n EEEAEn Toug

H ewoaywy? tne apyitextovixfic Transformer to 2017 anotéhece onuelo xaunhc otny wotopia tng E.®.I'.. e
avtideon ye to RNNs xou CNNs mov Bacilovtav oe oeiploxy eneepyaota, o Transformers yenowonoincay
ToV pnyavioud self-attention, emtpénoviogc Ty mapdAnin cOMANdN uaxeivov eapthoewy xon BelTidvoviog
dpapatind Ty anodotwdtnta [92] (Ewdva 1.1.1). H xowvotopla auth xahepddnxe ypryopa we 1o xupiopym, ov
xat GUVOBEDTNXE amtd LUPNAS UTOAOYLOTIXG HOGTOC.

H véo apyrtextoviny| dvolle Tov 8pouo yid ALAVLUUACTIXT) AVAToedoTaor DLppealonevey AEZewy
(Contextual Word Embeddings), pue to ELMo [72] va elodyel Suvouinéc avamapaoTtdoelc Tou npocappdlovTol
070 exdotote nepdhhoy npdtaong. H mpaypatiny Toun wotéco Yplde ye ta mpoexnoudeuyéva povtéia TOnou
BERT [34], ta onola xahépwoay to oyfua npoexmaideuonc—eiedixeuone xou édecav véa npdTuna anddoorng.
Mapohayéc 6mwe To ROBERTa [64] xou XLNet [106] Behtiwoay nepartépw Tic otpatnyixéc exnaideuonc, ov xou
UE TEQAOTIEG AMALTACELS O DEBOUEVA oL TOPOUC.

H »ddxwon twv Transformers o8Yynoe otny eppdvion ey IA®Y YAWOOIXOY LOVIEAWY dnwe Ta GPT-
2 [76], GPT-3 [15] xou T5 [77], To omola enédelav ixavotnree few-shot xou zero-shot pddnong, podaivovtog vo
yevixelel omd v exnaidevon (pre-training). Qotéc0, To uéyedde Toug épepe véeg TpoxAoELS, dTwe {nThHuoTa
gpunVeEVCILOTNTOC, TPoXaTIANdNS xau g yerone. Emniéov, n tdomn yio mopaywyn avoxgi3ey 1 anavtioenmy
tomou hallucination avédele tnv avdyxn yio LBELBIXEC TpooeyyioeLc.

Output
Probabilities

Feed
Forward
' 1 R I Add & Norm ;
—>LAdd & Norm J Mult-Head
Feed Attention
Forward 7 7 Nx
—
Nx Add & Norm
.o—>| Add & Norm | Masked
Multi-Head Multi-Head
Attention Attention
A J ) A J )

C— J g e
Positional o) @ Positional
Encoding 1 Encoding

Input Output
Embedding Embedding
Inputs Outputs
(shifted right)

Figure 1.1.1: H apyttextovixy| evée Transformer [92]

22



1.1. Bewpnuxd TndBadpo

Ye autéd to mhaiolo, o unyaviopds Avédxtnone xou Hopaywyhs (RAG)[60] cuvdloce LLMs ye pnyovio-
polg avdxtnong mAnpogoplag, BeAtidvovtag Ty axplBela, xar TN Bla@Aveld TV TopUYOUEVWY xeWévey. H
TPOGEYYLOT AUTY] YEQUEMOVEL TIC CTATIOTIXEC XL VEUPWVIXEG MEPOB0UC UE TNV avEXTNOT TANEOPORiag, TEOso-
(pE€POVTAC XUAUTERT TPOCUPUOC TIXOTNTA Yo oEloTio Tt

Iapd v enavdotaon mou égepav ol Transformers, mopouévouv mpoxhnoelg: LPNAG uToAoYLOTS XOGTOC,
avdyxn ylo tepdotio dedopéva, TEpBalhoVTIXES ENTWOoELS, EAReLdn Blagdvelag xar {nTrhgata Teoxatdindng.
Yuvolxd, ot e€elielc autég dev amoteholy amhes Bedtiooon ahhd wio pluer avadiopdppwon tne E.@.T., détovtag
Ti¢ Bdoeic yia Ty emoy” twv LLMs xou v evowudtwon peddduwy 6nwe 1o RAG, nou Yo avoludolv nepoutépw
GTO ENOUEVO HEQAALO.

1.1.6 Mnyaviopos Avdxtnong xo Iopaywyng

To peydho Yhwoowd povtéha (LLMs) éyouv eviunwotoxés SuvatdtTnTes Xatovonone Xou TopaywYhc GUohS
yAdooog, olhd mepopilovton and tor dedouéva TEOEXTAUBEUONS XAl TNV TEMEQUOUEVY] YWENTIXOTNTA TWY
TPUUETEWY Toug.  Autd odnyel oe o@diyota, TopwyNUéves Thnpogoplec xan «mapacirioeicy. H uédodog
Retrieval-Augmented Generation (RAG), tou npotddnxe and touc Lewis et al. [60], cuvdudlel tnv
TEUUETELXY] YVMOT] TOU HOVTENOUL UE UNFTORUUETELXY] Y VOO TOU oVOXTATOL amd eEWTEPIXEC TNYES, TEOCPEROVTAS
mo oxpBelc xou emxoupomoinuéves anavthoelc. Tumxd, n mdavétnta woe e€68ou ¥ divetar we ddpotopa Tévew
and éyypago d € D:

P(y|a;0,¢) =Y P(d|w;¢) P(y | x,d;0),

deD

6mov 0 avoxtnThc (@) emhéyer oyeTd Eyypopa xar o yevhtopoac (6) mopdyel to teAxd xeipevo. 'Etot, 1o
RAG ocuvbudlet peuotoTnTa YAOOGUSG UE TEXUNPLWHUEVT] YVOOT, ETLTEETOVTAS TPOCURUOYT o8 VEEC TNYES Ywplc
ex véou exmaldeuon.

1.1.7 O Mnyaviopos RAG

O muphvag tou RAG eivon 1 ouvepyaoio 800 diadixacidv: avdxtnom xo topaywyh [60, 41, 12] (Ewxdva
1.1.2). O ovaxtntAc YETATEETEL TO EPMTNUA OE GUVOAO GYETXMV EYYESPLY [53], ta ontolo ot cuvéyelr cuv-
dudlovTon YE TO OEYXG EPOTNUIL DOTE Vo TpOYodoTAGOLY Tov Yevvhtopa. H evowudtwon umopel vo yivel ue
oA CUVEVLOT 1) PE To SUVIETES TEYVIXES TIOL avadetxviouy Tic xplotes TAnpogopies [48]. O yevvritopog dev
AVTLYPAPEL AMANS T XEUEVE, GAAG TOL EVOWUATWOVEL UE TN BIXT] TOU YVAOOT], TUEAYOVTAS ANAVTHACES TOU eival
TAVTOYPOVA EVYAWTTES ol TEXUNELOUEVES [60].

Ané cvotnuixi oxomid, To RAG npocpépel Suvopixh] eVNUERmOT YVOONC UECL AVOVEWGNE TOU EUPETNEOV,
BLOUPAVELDL LECE TWY AVOXTNUEVWY ATOCTOOUATeY [54], xou enextacdTnta xden 6T SOHOGTOLYELWTH TOU QUON.
‘Etot, anotehel pla ueidinf) mpoceyylon mou cuvdbudlel tny mopopetexn 1oyd Twv LLMs pe v aflomotio tng
avéxtnong, xaehoTMVTaC To WLl TEpa AMOTEAESUATIXG Yia epyaoieg Tou amoutoly axp(Bela, TpocupuoYY| ot Toyelc
xou emxanpdTTa [12, 41].

1.1.8 Torol Avdxtnong

Ot pédodol avdxtnone oto RAG pnopolv vo ta€ivoundoiyv oe téooepic Paoixég xatnyopiec. H Ae&uxnr ovdx-
tno Poociletor oy emxdAudn Spwy PeToll epwTAULATOC Xou EYYPAPWY, PE Xhaotxés Texvixéc onwe TF-IDF
[81] xou BM25 [79]. Eivou amodotixt| xou epunvedoudy), odid adOvopn anévoavtl o€ cuvwvuyio xou topapedoets [84].
H onupaciohoyixh avdxtnon yenoponotel veupwvixole xwdixonomntés énwe BERT [34] yio va evowuate-
OEL EPWTAULTOL X0l EYYPOPOL GE CUVEYT DIOVUOUATIXG Y (PO, UETEMYTAS OPOLOTNTO Péow ouvnuitévou [53]. Auth
1 mpooéyyiorn cuhhauPdvel Baditepes oyéoelg ahAd amoutel Yeydhoug umohoyioTixols Ttopous. O LBELBLXES
w€Bodot cuvdudlouv AeEixd xaL ONUACIONOYIXE GHUATY, BEATIOVOVTUC TNV ovIEXTIXOTNTA OE BLUPORETIXOUE
tonoug epwtnpdtwy [30, 57]. Téhog, 1 avdxtnoy and Bdoeic yYvaHong yenowwonolel dounuévee Tnyéc
OTS YEAPHUOTOL YVADOTE, TapEYovTas axplP) Texunelworn odld Ue teploptolévn xdiudn [49].
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RAG Pipeline
Query Retriever Au ;Loemmp;“ o Generator Answer
External
Knowledge

Figure 1.1.2: Apyitextovueq wac RAG Siepyooiog.

IInyéc xouw Avanopdotact I'vodong

H anédoor tou RAG e€aptdtar and tn puorn tne mnyhc yvwone D. Oumnyég unopel vo elvar a8 OUn T XELLEVAL
(.. dpdpa) [24, 60], Sounuéveeg Bdoeig yvodorng (oviétnee xou oxéoewc) [49, 104], A nui-dounuévor
TopoL 6nwe mivaxes xau eyypopéc JSON [1]. H avanapdotoon pnopel va eivor Aeguxer, ue apoud Siovioporta
(TF-IDF, BM25) [84], f muxv¥, ye embeddings [53, 34]. Etnv npdln, ot helixéc uédodol ypnoiuonololy
aveotpappévous delxteg, eved ol tuxvéc Pacilovta ot Bdoelg dravuopdtwy drwe FAISS [51]. H emthoyh nnyhc
xou ovamapdotaong xadopilel Ty xavotTnTa TEXUNpiwong Tou cuoThuatog [41, 12].

Iapd tnv mpdodo, To RAG avupetonilel onpoavinég npoxhioec. H napapndppwon ¥ ayvoérnon anocnac-
paTewy odnyel oe hallucinations [60, 41]. O neplopiopévoc mopddupo cunPEaloREVLY JUCXOAEVEL TNV
EVOWPETWoN TOAGY eyypdowy [12]. H wopponia aviyeoo oe precision »ou recall eivar 30oxolr, eldwd oe
avouxtd tedio [53]. Emniéov, n avéxtnon auidvel ) xpovixh xaduo tépnom, eved ol pédodol allohdynong
(BLEU, ROUGE) 8ev petpolv enapxme v texpnpiwon [41]. Téloc, n mpocoaproyh oe e&edixcupé-
voug Ttopeic anoutel TOPOUC XAl 1] EPUNVEVCLLOTYTA TapoUével tepoplopév [49]. Buvolixd, to RAG
amotehel TOAAG uToGYOUEVO TAdiCLO, 0AAG 1) BelTiwon Tng moToTNTAG, TNE amodoTdTNTaC Xt NG a€loAdYNoNg
elvan xplowee npolmotéceic v Ty tepantépw eEMER Tou [12, 41].

1.1.9 Agents

H évvola Tou npdxtopa otny TeXVNTH VONUocOvY TpogpyeTol and TNV WEd EVOC AUTOVOUOU CUC THUATOS TOU
avtihouBdveton To Tept3dhhov tou, culhoyileton yia iavée evépyeleg xou extelel ano@doelc ue oxomod Ty eni-
teudn otoywy (91, 80]. Xto mhaicwo twv LLMs, 1 évvola auth enavanpoodlopileton hote vo nepthaufdver Oyt
HOVO TNV TORUYWYT) XEWEVOU GAAG xou TNV Xavo TNt cuUUeToyc oe Sadixaciec AMdne anogdoewy, oAknheni-
dpaome pe epyoheia xou npocupuoyiic ot dapopeTind cupppaldueva [56, 65, 37]. O npdxtopes autol cuvdéovtan
HE YVWOTIXEC UETAPORES OIS O GUANOYLOUOC, 1) VAN XoL O CYEDIAOUOC, xou VEUEAWVOVTOL OE TEELS TUAMVES:
avtovouia, Tpoocaproo TIxdTNTA X o ToYoXaTELILVGET [56].

H npaxtopur apyitextovixt Boacileton oe EMUEPOUS CUCTATIXG TTOU CUYXEOTOVY £VOL BUVOULXS X0 TTEOCUPUOC TIXO
obotmua. O xoppde eivoar o LLM, mou mapéyel xatavénorn xou napoywyh guowic yiodooas [87, 95]. H
AvTiandn rertovpyel wg aodntiplo cbotnua, eved to Eninedo Evopyriotepwong puidullel tn poyy ev-
EPYELWY Xau TNV oAAnheniBpaon e eEmtepd epyareio. Ot Movddeg Mvrung e€acpalilouvy cuvéyela, eV o
Mryaviopdc Zyediacpol xou TVANoyLopwoL enttpénet ToluPnuatxy enthuon npofAnudtey [62]. Eni-
nhéov, ol Arenagéc Evoopdtwong Epyaheiov (t.y. RAG) enextelvouv Tic Suvatdtntes Tou mpdxtopd,
oL Mnyavicuol Avatpopoddtnong BeATidvouy TNy Teocupuoo Tixotnta, xat 1 Tunuatixr Altdoracn
Epyaocudv dieuxohlvel Ty extéleon obvidetwv otoywy [87, 56].
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1.2. Meydhro I'\woowd Movtéla xou Aglohéynon Augionuloc

O mpdxtopee unopolv vo xatnyoplomoinloly oe avTideacTixoVg, Tou AElToupYolV He dueoy amdxpiom
[80], oTOoxcTIX0VE, TOU EVOWUATMOVOUY OYESLoUS Xol SUAAOYLOUS, Xl YVwoLaxoVg, Tou cuvdudlouy
pviun, pddnomn xou peto-yvaor. Eva yopoxtnelotixd nopddelypa oToyaoTxAc apyltexTovixrc elvor To mAdiolo
ReAct (Reasoning + Acting) [107], to onolo cuvBudlel cUAAOYLOUG Xou SpdoT, ETULTPETOVTOS GTOUGC TEEXTOPES
vo anopacilouy TOTE Vo oxEPTOVTOL, TOTE VAL YPNOWonololy epyahela xou moTE Vo mapdyouy Tehxés e£680ug
[37]. Hoapddinha, dtoaxpivouye o LovoTpaxTopixd cLuoTHRATA, ou Pocilovio oe évay TpdxTopa, Xou
Ta TOAUTEAXTOELXE, 01O TOAAOL TpdxTopes cuvepydlovTal X avtaywviCovtol, BehtidvovTag Ty anédoaon
péow mowiog culhoylouot (89, 8].

M mpdogpatn e€EMEN elval oL TEAXTOPES BACLOUEVOL OE YRAPAATA, OTOU OL AANANAETIOPACELS avanaplo-
TOUVTOL WG XOUPOL XL axuég, entpénovag napdhhnin e&epedvnon urtodéoewy xal xoAOTEEY Bloyelplon GQUAUATEY
[35, 31, 52]. IMadota 6nwe o LangChain, AutoGPT xow HuggingGPT nopéyouv apdpntéc dpyltextovixnéc
TOU EVOWUATOVOUY UVAUT), XehoT epyahelwy xou eheyyoduevoug Bpdyouc culloyiopol, onwe “plan—act-reflect”
1 “think—verify-revise” [56]. O cuvduaopdc autdv TV otolyeiny dnuiovpyel wio euEhxTn UTodouR Yo TNV
aVETTUE TEAXTOPWY TTOU LGOEEOTOVY ATOBOTIXOTNTA HE OTOYAOUS ot ouTOVOp{at UE ETOTTELR, SLOOPPHVOVTIC

v endpevn yevid LLM-based mpaxtédpwy.

1.2 Mevydra I'Nwoowxd Movtéda xar AEtoAdynon Augionuiog
1.2.1 Oewpntixy) Bdon

O pilec e Vewplog e acapole emxowvwviag evtoniloviar oty Yewpio tediov tou Lewin (1939), n
omolal TOVLGE OTL 1) XOLVWVIXY| CUUTIERLPORE TEEMEL VAL XUTUVOE(TAUL WE ATOTEAECUN TNG AAANAETIDpAoTG ATOHUWY
xou ouvugpalouévewy [58]. Auth 1 mpoomtix| avédelle TNV €vTaon avduecse 0T Teocdoxin Yo cuPivVela xou
OTIC TEAXTIXEC AVAYXESC TNG ETUXOLVWVING: OTAY Uio JUECT] ATAVTNOY EVEYEL IVBOVOUS, 1) UTEXPUYY| AEtToupYEl
WS OTPATNYXY TpooapuoYY Yio TN dayeipion hoyodooiag, autonapouciaong xaw Xovwvixic Looppotiag. Xt
ouvéyeta, ol Watzlawick et al. (1967) avéntuZov pa tpaypatoloyix Yewpla emxovwviog, vtootneilovtac 6t
xdde urvuua pépel 1600 MEPIEYOUEVO GGO oL OYECLOXY) dLdcTAoT, xou OTL 1) opplonuia uropel va aglomoimdel
otpatnyxd [97]. H Sudxplon petald «dmeuaxicy (enthc) xou «avahoywiicy (oyeotaxic) emxotvmviog €deile ot
N unexLYN dev elvon amotuyia dANG oTEUTNYY XPNoT TNE TOAUTAOXOTATAC TNG YADCTAS.

H dewplo auth egappdotnxe pntd oty nohtxf emxowvwvia and touc Bavelas et al. [6], ou omolot édeiav
OTL 1) UTEXPUYY BEV Elval YAUPUXTNELOTIXO TEOCWTIXOTNTAS UANS ATOXPLOY) G XAUTACTACELS OTOU OAEC Ol TUVES
anovthoels ebvon emlAuec. H Bavelas (1990) [7] Siedpuve to mhaicto, tovi€ovtag 6Tt 1 unexguyn tepihopdver
Towihec poppéc otpatnyhc auplonuiog xou dev ebvon xot’ avdyxn mopamhovntixd [7]. O Bull xow Mayer [20] un-
oo thpEay 6T 1 aviimopade T @UoT TWY TOATIXOV GUVEVTELEEWY EUVOEL TNV UTEXQUYA, eVé 0 Bull [16] npdtetve
€VOL CUVEYEC ATOVTHOEWV—T] ATUVTACERY, AVODELXVIOVTUS TNV TOATAOXOTNTA TNC TOATXAC entxowvwviog [16].
And mpaypatoloyin| oxomd, oo Wilson xou Blackwell tévicav 61l oL epwthioelc cuyvd EVOWPATOVOUY UTOYE-
oelg, xadioTovTag dvoxoho tov cugth opiowd e amopuyhc [101]. "Etol, n mohux emxowevia tautéypova
emPBefondvel xan Soxdlel tic Yewplee tne npaypatoloyiog.

O Clayman npéoiece 6Tl 1 uTEXQUYT| BeV elvor Tuyaior IAAE xoWwVLXd Slayelpllduevn TEoTIXY, YE TEYVIXES
omoe alhoryhy Vépartog 1 avamhouoinon, tou ennpedlouy Ty avtiindn tou xowol [27]. O Bull (2008) cuvédeoe
TNy vexPLYN Pe TN Yewplo Tou «TpocwTovy, utoctneilovtag dTi hettouvpyel we LopPY| Slayelplong elxdvag GToy
Ohec oL anavthioels anetholy Ty adlomotia Tou toktxol [17]. Téwioe enione 6T 1 ToldTNTA TNG LTEXPUYHS
dapépel: umopel vo exhneiel eite we emdéia prnrtopxt| elte we adéliao amoguyn. Téloc, o Bull npdteive tpeic
d€ovec avdhuomne Tou TOATIXOU AOYOU, ETXOVWVIOXES JeELoTNTES, dlayelpton TPooHOTou Xot XoWwVixd TAo-
olo, delyvovtoag 0Tl 1 umexuUYT| e€apTdtal amd TO aXEOUTAPLIO Xal TO VeoUxd TEQBIANOY, OTWE QAVIXE PE TNV
eloaywyf Tov tnheontxdv debate oto Hvwuévo Baoiieio [18]. Xuvohixd, n viexguyh oty moAMTx emXOLV-
wviot xoTavoelton Xoh0OTEPR WG CTEATNYIXG, OYECLOAO XL CUYXEWEVIXO (QOUVOUEVO, oL O}l WS ATAY amoTuyla
COPHVELIC.

1.2.2 Toa&wopleg

Iot ™ cUGTNUATIX HEAETH TWV UTEXPUYWY OTOV TONTIXO AOYO, Ol EpeLVNTES €xouv avamtUEel Sdpopeg ToEL-
VOP{EC TOL XATNYOPLOTIOLOVY TG CTPATNYIXES ATOPUYTC GUECKWY ATAVTHOEWY. LTO XEPIAMO oUTO TopouctdlovTo
TEVTE A6 TLC TILO OMUAVTIXES Xall EVEEWG Ypnotonolovueves. Ot Tagvouieg auTéC TEoaPEPOLY AVOAUTIXY GapTVELd
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xa ovtovaxAoly SlapopeTtinés Yewpntixés mpooeyyioels otny emxowvwvia. H tagiwvowio tne Bavelas bivel
EUQUOT OTN) CLYAELXEVIXY] SLAC TAUTT), delyvovTog THe 1 UTEXPUYY TEOXUTTEL amd TNV aAAnAenidpaoy mou-
o0, mepeyouévou, déxtn xou mhouctou [7]. Avtideta, n Tumoloyia Twv Bull xouw Mayer eivon xupioe
AewtovpyioTixy, eotidlovtoc ot enavolapBavopeves otpatnyée unrandvinone [20]. O povtého Tou
Bull ciodyel o mo Sopixn} TPOGEYYLOY], CUVBEOVTAC TN HOPPY TWV EPWTNOEWY UE T XATNYOpleg amav-
THoEWY, EVBLGUECWY amavTACE®Y xou un-anavticewy [16]. And Siadpactixh oxomid, 1 Tagvouio ToL
Clayman ovodeixvieL TiC TpaxTXES AvVTIoTUOTE TOU YENOULOTOLOUY Ol TOMTIXOL Yia vor Blayelplo ToVy Tig atlév-
TeC TV ouvevTELXTOV [27]. Téhog, N onractoloyixo-dopixr Tagwopria Ttou Galasinski cotidlel ot
ONUACLOAOY XY YELOAYWYNOT| EPWTHOEWY X0l ATAVTACEWY, Blaxpivovtog UeTagl PUVERHDY X0l GUYXAAVUUEVLY UT-
exQuUYOV [38]. Tuvolixd, oL TEVTE AUTEC TUSVOMIES —OUYXEWEVIXT|, AELTOLEYLOTIXT, Bouixr, dtadpactixnd xau
ONUACLOAOY X — TEOGPEROLY £VOL OAOXANEWUEVO TAXIGLO AVIAUCTC TNG TOMTIXAS UTEXPUYNS.

H ToaZivopio tne Bavelas

O. Bavelas et al. [6] npbtevay éva TeTpopepéc LOVTELO Yiar TNV 0&LOAOYNON TNG UEXPULYHC, EQapuodlovTag
™ Vewpla oty mohiter] emixowvwvio.  TrootAplEay OTL 1) uTEXPUYY BV Elvol YUEOXTNELOTIXG TOU ATOROU
oM otpatnyix emAOY TOU TEOXVTTEL antd TNV emxowvwvioxy xatdotaon. To nepieyoduevo g epddtnong
avadelydnxe we o mo xadoploTndg TapdyovTag Yo To av évac owhntic Yo unexplyel. To poviého ofiolo-
vel TNV unex@uYY| oc T€ooEpLC DO TAOEIS: TOUTOG, TEPLEYOWUEVO, BEXTNG xau TAaloio. H aodgela oto
nepleydpevo Yewpeitan o mo evalodntog delxtng urexpuyne. H pedodoroyxn woyic tne npocéyyiong €yxeiton
OTOV GUVOLAOUO TELUUOTIXADY YELRLOROY, aveEdpTnTev afloAOYNOEWY Xl TOGOTIXNS XAlHaXAS, amodeExXVioVToC
OTL 1) UEXPUYN Elvor oTEATAYX IOV TpoXoAelToL amd TiIC TEPLE TAoELS [6).

H To&wvopia tewv Bull ko Mayer

Ou Bull xou Mayer [19] avéntugay pior TUTONOYIO UTEXPUYHV EPWTAOEMY, XATNYORLOTIOLOVTIS TOUS TPOTIOUS UE
Toug 0moloug Ol TOAITIXOL AMOPEDYOUY Vol AMAYTACOLUY GTO TEOTACLUXG Tepleyouevo. H apyuny) turtoloyia mep-
thapBove évtexa xatnyopleg, OTWS: ayvonom TNE EpATNONG, AVAYVORLOY Ywelc ardvtnoT, augiolhtnon 1 enldeon
OTNV EPATNCY 1) OTOV GUVEVTELXTY, dpvnom andvinong, moltixy Shhwon, eAMmic andviney, emavdindmn meo-
NYOUUEVNE AmAvVTNoNG, LoYUelolds OTL 1 eptdTnoT €xel Non amavtnlel, ¥ anoloyia. Xtn uerétn tou 1993, ol (diot
ouyypagelc [20] SiExpvay TEELC YEVIXES XATNYOPIES: ATAVTACELS, UN-ATAVTHOES XL ATAVTHOES HE UTAIIYHG,
HE TtdvTor uToxaTnyoples eviayUéves oTic éviexa unepxatnyopies. Apydtepa, o Bull xou Strawson [21] npbo-
Yeoav wa 8xdéxatn xatnyopla, TV xVELOAEEd, GOV 0 TONTIXOS AMUVTA XUPLOAEXTIXG, OE [LOL EPMTNOTY] TOU JEV
npooptlotay vo Angdel xuplohextxd. H ofia tne mpooéyyione éyxetton 6Tov AettoupyloTixd Tne Tpocovatohoud:
delyvel Th¢ oL TohlTixol umopoly va Qaivovtal 6Tl AmaVTOOY EVE GTEATNYIXA ATOPEDYOUY TO OUCLUC TIXO TEQLEY O-
pevo. Ot Wilson xou Blackwell [101] avaryvépioay ) onuocia authc tg tunohoyiog we onueio exxivnone v
CUC TNUATIXTY) MEAETYH) TNE TOAMTIXAC UTEXPUYTG. 2Uvohixd, 1 ta€ivopla twv Bull xou Mayer anotéheoe onpoavtind
Brigor yior TRV avdAuoT TNE TOMTIXAS UTEXPUYNS, TEOCPEROVTAS AETTOUEREC TAGIOLO YLOL TNV XATAVOYNOT) XalL TNV
EUTELPXY HEAETN TNG.

H ToaZivopio Tou Bull

O Bull [16] endice vo BeTidoer TNV avdAUCT TWV TOMTIXGOV GUVEVTEUEEWY, OVATTUCCOVTAG OAQY XELTHELOL
YioL TOV EVIOTUOUS EPWOTACEWY, AMAVTIACEWY Xl PN-amavthoewy. Troothplle Oti oL amavirioelg dev mEEnel va
BlarywpellovTal amh®E O KATAVTACELSY Xl «UN-UTAVTACELCH, OAAGL VoL XUTUVOOUVTOL OE €VOL GUVEYES, OTIOL TOANES
tonodethoelc xatahopfdvouy evdidueon Yéorn. To poviélo autd emétpede TNV AvVaYVOELON TLO AETTOV HOp-
piv dwayelpione anavthiocewy. O Bull tpdtewve wa e&dntuyn tunoloyio epwthoewy (vou/oyt, II- epwthoels,
draleuntinéc, dNhwTKéS, Ywplc EYxhor, EUUETES), CUVBEOVTAC TN Boun TNE EpWTNONG PE TNV XaTNYoptonoinom
Twv anovtioewy. Ilopdhhnha, to€vounce Tic anavtioelc oe TEElC XATNYoples: AmavIRoELg, EVOLdEDES
aravTAoels (T.y. ehmnelc, urouvixtixée, Slaxomtouevee) xou wr-anavtioets. H eioaywyh tov eviiduesny
ATAVTACEWY OMOTEAECE XavoToula, xaddg avaryviploe 6Tl TOMEC TOMTIXEC ToTOVETHOELS BeV elvol 00TE TAYRELS
amovtAcelS oUTE Thpelc LTEXQUYES. Buvolxd, 1 tofvouio Tou Bull cuvéBake oe piot mO CUCTNUATIXY Xou
EUTELpXd VeUEMWUEVT AVAAUGCT] TNG TOAMTIXNAS EMLXOWVGVIAC.
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H ToZivopio Ttou Galasinski

O Galasiniski (2000) [38] mpdtetve pior onuactohoyixo-dopixy Talvouios oTEaTNYIXMY LTEXPUYTC, dlaxpivovtag
HETAED Qavepdy xalL oUYKaAUppévey Yoppdy. Ol gavepéc otpatnyés nepthaufdvouy tnv avoly Ty dpvnon
ATAYTNONG, TOV LTAUVLYUS Xot TNV anddoon e epdtnone o Addoc amodéxty. Ou oLYXONVUUEVES GTRUTNYIXES
elvar o 80oxoho vo eviomotoly, xadne Tepthaufdvouy ooy Tou XeLWeVIXo) TAociov, UETATOTLOY NS €O-
tlaong N xou tewv 800 Tautdypova. Emmiéov, pmopel vo meplhapBdvouy Ty eloaywyr| doYETLV TEOTAcEWY 1
™V avTETOTION Teolnovécewy tng epdtnong. H onuacia tng tavoplag éyxertan otnv eotioon otn onuo-
OLONOYIXY| YELRAYWYNON), BelyvovTag TS ol Tohltixol unopolyv va anogedyouy Ty evdivn eved Blatneoly TV
edva cuvepyoaoiac.

H ToaZivopio Tou Clayman

O Clayman [27] npbtewve pla tadivopior otpatnyixdy avtiotaong, tovilovtag 6T 1 unexpuyT dev elvan Tuyaio
oAAG xoLvwvixd BroyetpllOuev mpoxtixt). Aéxpive UEToE) PAVER MY Xol CUYXAAVUUEV®Y oTpotnyxoy. Ot
Qovepég TEPLAOPPBAvVoOUY TNV ETXANGCT) OTOV GUVEVTEUXTH, TNV EAXYLOTOTONGT TNS AmMOXMONS, TN DIXOMOAOY O
NG AMOPUYNE xou TNV dpvnon andvnong. Ot cuyxolupgpéves nepthouBdvouy Ty enavdhnn Aé€ewv 1 avtevuuLdy
yioe va 8olel 1 evtinwon andvinong xoL TNV eVacyOANnan Pe Ty Bl Ty epadTnom avti Ue To TEPlEYOUEV TNG.
H ovupBoir) tou Clayman €yxeiton oTn ETATOMLOT TNE AVIAUGTC omd TO B{mOAO «omdvTnon—yrn andvinon» otig
peddédoug ue Tic omoleg emTuyydvetan 1 LTEXPLYY. ‘Etol, avédelle Tt onupacio NG UOpPNC TV TEAXTIXMV
anouYNg %ot eumAoUTIoE TO YewpnTixd xou yedodoroyixd mAololo Yyl TNV avdAUGT) TOU TOALTIXOU AdYOou.

1.2.3 Meydra 'Nwoowxd Movtéla otov IToAitixd Adyo

H epgdvion twv peydhov yhwoowody yoviéhwy (LLMs) dvole véoug Bpbuous Yo TNV UTOAOYLOTIXT HEAETN
Tou molTxol Adyou. Ilohoudtepes €peuvec oty EQL emxevipidvovtay oe wxpdtepa cUVOAo SEBOUEVWY XaL
Tapadootonéc petddouc pnyavichc pddnone, onwe 1N avdhuon ToMTxdy Slohdywy [66], 1 pehétn ToMTXOY
atlevidv ota xowvwvixd dixtua [73], 1 avdhuon yewpovoudy [90] ¥ n aviyvevon npodéocewy oe cuvevtedielc
[36]. Me tnv éhevon twv LLMs, 1 épeuva enextdinxe oe mo ovviete epyaoieg 6nwe 1 e£bpuln emlyeionudtwy,
1 aviyveuon otdone xou 1 Tagvéunomn hoyixdv ogoiudtwy. O Goffredo [40] avéntue to olvolo dedouévev
ElecDeb60t020 xou évor pipeline yio aviyvevon entyetonudtony xoa o@olpdtwy, evéy o Huntington [45] yerétnoe
PNTOPIXEC OTRATNYIXES TORUTAVTIXWY NYETWYV. Iapdhinia, N aviyveuorn otdong napauével TEOXANOT AOYw
elpwvelag xou ENewdng oupppalouévey, ye pehéteg va delyvouv 6t 1 anddoon elaptdton and Tov oYeDACUS TKV
prompts xou T evowudtewor cudgpalogévey [94, 85].

ITépo amd pepovouéva xadnxovta, €pELVEC YopTOoYRapolY ToV eUplLTERO poAo Twv LLMs otnv moitxr). O
Aoki [3] mapéyer pior cUVONXY ETIOXOTNOY EQUEUOYOY and TN Ydpoln toMtxic éwe Tt Simhwpatio, eved o
Li et al. [61] npoteivouv to mhaioto Political-LLM, mou tollvouel TiC EQUpUOYES OE TPOYVWOTIXES, YEVETIXES
xou outiddetc.  Tovtdypova, avadexviovtow {IntAuata npoxotdindne, dwpdvelac xou Aoyodooiac. O Deleu
[32] Véter to epdTnua av Tt LLMs pmopolv xan mpémel var extehotv Kertixp Avdluon Adyou (CDA), wa
pedodoroyla mapadootoxd epunveutiny) xan avipwroxevipixr. Evd ta LLMs urnopolv va evtonilouv pot{Ba
loyVog xou Weooylag, 1 EAAeW) epUNVELTXNAC XAVOTNTOG EYE(PEL AVNOUYIES Y TO AV UToROVY VoL AGXCOLY
xELTI 2 Oyt omADC TEpLYEaPY). Buvolxd, 1 epappoyn Twv LLMs otov noltixd Aéyo extelveton amd uixpo-
enineda (m.y. aviyvevon otdong, oQoMIETLY) Em¢ HoxEOo-TAUCLOL Yol TNV TOMTIXH ETOTAUY, UE UTOCYOUEVA
OAAG HOU TIEQLOPLOUEVOL ATOTENEGUOTAL.

1.2.4 Kevo ot BiAoypapio

H undpyovoa €peuva delyver 61t ta LLMs €youv %dn egapuoctel oc mowxiheg epyaoiec moltixol Adyou:
and avdhuor dahdyou xan atlévtog, €ng e€6puln emiyelENUdTeY, aviyveuon cuAUdTwy, TaEvéunor otdong
xoL PENETY pnTopdV otpatnywoy [66, 73, 40, 45, 94, 85]. Ioapddinia, emoxonfioeic xou mioiow [3, 61]
avadeviouy 1600 Tig duvaTdTNTeG 600 XU TIg UeVodoAoYIxéS xan NUixéc mpoxAfioelc. Qotdoo, Tpla onuavTixd
%evd Topauévouv: (o) 1 SldoTaon TNe CAPHVELALS GTOV TOATIXG AdYo €xel uehetndel ehdyiota, nopdTt cuvdée-
Tou Gueca Ue TN dnpoxpoatixr) Aoyodooio (B) o cuoTtnuatiée adlohoyfoels Y To e tor LLMs yewpilovton
ovéuato Tou uropel vor unyv yvwpeilouy, elvon ondvies: (v) 1 oupBols Texvixdy dnwe 1 TpocapuoyT uéow RAG
7 fine-tuning ot Behtiwon e allohdynong coprvelag dev éxel diepeuvniel emapxrde.
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Avutd ta xevd xadodnyoly v mopoloa Simhwyotixd. Xto emduevo xe@dhouo, evtonileTal TO GUYXEXPLWEVO
epELVNTIXG XeVO: 1) EANAeW)n cuoTnuoTng, HEYSANG xhlwoxag aflohéynone twv LLMs w¢ mpog tn cagrvela
oTOV TOMTIXG AOYO, EWBWXE 68 CUVIAXEC OTOU TO OVOUATA Xou T cU@EaloUEVY UTopel va emnpedcouy
oupneplpopd tou yovtéhou. H epyacio npotelvel éva mhalolo yétenong tne cagrivelag, dlegdyel melpduaTo ue
inference, fine-tuning xoaw RAG, xou e@apudler otatiotiole eréyyous yia mbavée mpoxatodfdelc. Me owtdv
TOV TEOTO, ETBLMXEL Vo eUThouTioel T660 To pedodoroyind epyoheio avdhuong mokitixod Adyou 660 oL TNV
uneduvn yeron Twv LLMs oe moMtd nepi3dAiovTa.

1.3 Ileipdpota

1.3.1 30volo Acdopévwyv

‘Ocov agopd ) pedodoroyla xou Ta netpduata, elvon oNUAVTIXG Vo avapepUel 6Tl GTNELYVAXOUE ATOXAEIOTIXG OTO
QEvasion dataset [88]. Xuvende, xplvetat anopaitnTo Vo TopouclacTody GAES 0L AETTOUERELES TOU UTEPY OVTOS
GUVOAOU BEBOUEVWYV, XAl TS TO UELOTIOLCUUE YLOL TOUG CUYXEXPHIEVOUC EQEUYNTIXOUE GTOY OV TNE BLTAWUOTIXTG.

To clvoho dedopévwy mou yenowonodnxe ot SwatpBr, To onolo tapovcldotnxe apyxd and Toug [88], avor-
Oy Onxe pe oxomd Tr UEAETN TOU TEPOTOU UE TOV OTOlO Ol TOALTIXOl UmAVTOUV OE EPWTHOELS XATd T OldpXxELa
ouvevTELEEWY, UE EUQooT oTo av xa ot Tolo Podud wa andvinon elvon caghic ¥ utexgedyer (Ewéva 1.3.1). H
1BLUTEPOTNTE TOU EYXELTOL 0TO OTL EGTLELEL OTN GOPRVELDL XL TNV OTOPUYY.

To vAxd anoterelton and 3,445 LeOYY EPWTACEWV—ATAVINCEWY, To ONOO TEOEPYOVTUL Amd XATOYE-
YEUUUEVES TOATIES GUVEVTELEELS, aVTANUEVES amtd Tov enionuo totdtono tou Aeuxol Oixou. Meydha yiwo-
owd poviéha onwg to ChatGPT, yenowomomdnxay yio vo Sloondoouy Tig adpyixéc ovvieteg epwThoelc oe
ETUPEPOUS UTIOERWTACELS Xalk TLC oVTIOTOLYES AMAVTACEIS. LT CUVEYEL, ol avéhafBay TNy emohpavon xdie
UTLO-OTEVTNOTG, YENOWOTOLOVTAS ot XovoToua tepapytxy] Tagvopio 800 eminédwy (Zyfua 6.1.1), fo-
olopévn oty avadewmpnuévn tavopia Touv Bull [21].

To avdtepo eninedo tne tadivouiag, mou ovoudletan clarity level, nephauBdver tpelg xOplec xotnyopies: Clear
reply, Clear non-reply xat Ambivalent reply. Ye auté 1o eninedo a&loloyeitar n cuvolxr caprivela e
amdvtnong. O xatnyopieg autég unodianpovvton oe éva deltepo eninedo, To evasion level, To onolo mepthauPdvel
evvéa AenTOPEPElC UTOXATYOplEC TOU TEPLYEAPOUY CUYXEXPIUEVES TEYVIXES UTEXPUYNS, OTwE 1) ahhary ) Yépartog,
N XeHoM LTEEBOAXE YEVIXWDY SNAGOCEWY 1) 1) TAHENC ATOQUYT| TNS EpWTNoNG. AuTh 1 TohueTinedy) Sour| emTEETEL
TNY aVEAUGT] TOCO NS YEVIXNC TOLOTNTOG WO OEVTNONS 600 Xou TWV axEBOV ENTORIXMOY OTRATNYLXWY TOU
yenotdonololvto.

To dataset Snuiovpyhinxe péow pog cuvduvacTixhc dradixaciog avipwrouv—unyovhs. Ta LLMs
TPy oy oy dpyixéc ETIXETES, oL 0Tolec oty ouVEyEeLo ENEY UMy xou Bektieydnxay and avipdmivous oyoMacTéc.
Avuti n npocéyyion enétpede TNV xAdxwon TNe dladixacioc emtoroavong, dlatnedvtog TopdAAnia Ty oxpBetla
%Ol TY) CUVETELAL.

Emniéov, to QEvasion xohOntel €vo euph QAoU TOMTIXDY TEOCHOTWY Xol CUVEVTELELIXDY CUUPEOLOUEVWY,
nepthapfdvovtag 1600 povouepeic 600 xan ToAupepelc epwTRoEL, ol omoleg Blapépouy oe mohumhoxdtnta. Ou
ToAuuEpelc epmTRoELS elvan WLl TEPa AmOLTNTIXES, HoHOC YLoL ATEVTNOY) UTOPEL Vo XUAUTITEL OPLOMEVES TITUYES EVE
va ayvoel dhhec. ‘Etol, to dataset anotekel éva moAltiwo medio doxiumy yia TN UEAETY TOU TEOTOL PE TOV OTolo
1660 ol Gvdpwnol 660 xou Ta UToAoYLoTIXd povtéha Bayelpllovtal Tov olvieto Adyo.

To ocuyxexpwévo cOVolo Bedopévwy elvol WBLILTEPA OYETIXG UE TNV TUPOLGO BITAMUNTIXNY, XIS TEOCPEREL Lot
CUCTNUOTIXA 0PYOVWUEVT CUAAOYY TOMTIXOU BlHAOYOU, EMONUACHEVY UE TEOTO TOU AVABEIXVOEL TNV €vTooT
peTol cagrvelas xou LTeExpUYNG. Anotehel, ocuvene, To onuelo exxiviong i TN diepedivnor Tou e too LLMs
umopolV vo BEATIOO0UY TNV TAELVOUNOT TG COPHVELNS OTOV TONTIXO AOYO.
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1.3. Iewdporo

v " v ¥ v
Explicit Implicit | Dodging [General][Deﬂectlon [Par‘tlal] [Decllnlng][lgncranceHCIaﬂﬂcatlon] evasion level

Figure 1.3.1: H mpotewvéuevn taZovoyio yio tnv allohdynon tne coprivelac [88].

Clear Reply

clarity level

1.3.2 TAwoowd Movtéra xow RAG

Ynv nopoboa UEAETY YENOWOTOUNXOY TECOEPLS DLUPOLETIXES OXOYEVEIEC HOVTEAWY, TEELS AVOLXTOU XWOLXL
xau pio xheloto: Llama, Mistral, Gemma xou Claude, xahdntovtog Ao tar diodéoiua yeyedrn. Emiée-
aue anoxhelotxd dense decoder-only Transformers, ye nopdpoleg nuepounviec xuxhogopioc. O otdyog autde
emitedydnxe, xodode Ao Tor povtéha Tou yenotdoroiinxay xuxhopdenoay petagd Moptiou xou OxtwPelouv Tou
2024. Me autév oV TEOTO, 1) UEAETY ETUXEVIPWVETOL OE UOVTENX UE XOVTWVES Muepounvieg dlaxomic yvoong.
E&oupoupévemy twv xhetotod xmdxo povtélwy Claude, dha tar avoixtod x@dxa mou emhéydnxay dev elvan mo-
Autpomixd. Emmiéov, o wovtéla mou yenoiuomolinxay mpoépyovtal amd Ty (dla oelpd evtog xdde owxoyévelog,
e povadnr| e€aipeomn Ty owxoyévelo Mistral, 6mou dev unipyay dAAeg emAoYEC TOL VoL TouELACOLY PE Ta XELTHPLAL
peyédouc xou Slaxomhs YVOoTS.

‘Oho o yovtéra yenotwomodnxay amoxielcTixd oe Aettovpylo inference, eved pévo Ta pixpdTEPo xde
OXOYEVELNS UTEoTNoay Tepantépw fine-tuning ue v teyvix QLoRA [33].

Alota povtélwy Tou yenotpornolinxoy:
e Llama 3.1 8B (ypnotponotidnxe xou yio fine-tuning)
e Llama 3.1 70B
e Ministral 8B (yenowonotidnxe xou yio fine-tuning)
e Mistral Large 2 123B
e Gemma 2 9B (ypnowonodnxe xou yio fine-tuning)
e Gemma 2 27B
e Claude 3 Haiku
e Claude 3 Sonnet

RAG IIpdxtopoacg

To cbotnua RAG vionouinxe we évag anhdg, avudpactixds, ypapo-Baciouévos npdxtopag, pe to Claude
Sonnet 3.5 va Aettoupyei we LLM orchestrator (Ewdvo 1.3.2). Tty ovary vodplom ovoudtwy yenoulorolinxe
apywd to internlm2 5 7B, mpwv v exxivnorn Tou mpdxtopd, PE OXOTO TOV ANOXAEOUS EPWTHOEWYV-
anovtioewy (QA pairs) mou olyoupa dev mepieiyav ovéuata. Eyovtoac étol ehayiotonofioel To cOVolo eV
QA, o mpdxtopac aflohoyoloe av mpdypatt unheye 6vopa ey aflonojoel to Wikipedia API. ‘Okec ol un-
ohoineg epyaoieg dayetplotnxay and to Claude Sonnet 3.5.

Iot Ty ehayiotonoinon tne pepohndlac xou Ty amoguyt ooy wyc tpécietou YoplBou oto ohvolo dedopévwy,
7 Sduacio RAG teppatildtay xdde @opd mou npoéxunte afeBadtnta oe onotodrnote otddio. Me awtédv Tov
T6T0 dlacpokiotnxe 6Tt to véa Levyn QA mou meplelyav ovouata xon cuuppaldueves Thnpogoples utofdihovtay
oe auotner dadixactia guktpapiopatog.

1.3.3 Amnoteléopata IIpbBAedng xaw Exnaidcuong

Ta anoteréopoata otov Hivoxa 1.1 avadexviouy apxeTés onuavTixés Tdoelc HETAED TWY OLXOYEVELDY TV UOV-
TEAWY XU TWV TERUUATIXOY CLVINXOV. DUVOAXE, T HEYUAUTEPA UOVTERX LUTEPEYOUV CTAUEPA EVOVTL TV
uxebTepwy, we To Gemma 2 27B va emtuyydvel T cuvolxd udpmiétepn eniboon (0.70) xou Tic xahlTERES
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Figure 1.3.2: H avanopdotacy tou mpdxtopa RAG pe ypdgo

endooeic otic ouvdfixec No names xou RAG on Names (0.73 xou 0.78 avtiotowa). Autd umodnidver dtu
N xhipoxar ouuPddder byt wévo otn Boaower) oxplBelar aAAd xou oty avdextixdnta dtay elodyetar TpdoldeTo
ovupealopevo péow RAG.

Iopatnpeeiton copne vnofddulon yia to Wxpedtepa wovtéla dtav tepthaufdvovton ovéopata ywelc TNV evioyuon
tou RAG. TNoa nopddetyua, to Llama 3.1 8B négtel and 0.53 oty cuvdixn No names oe 0.29 otn cuv-
Oxn Names, yeyovée mou delyvel euouoinoior oTic ovouaotixés oviotnes. otdoo, 1 egapuoyh tou RAG
petpldlel Yepndde autd to pouvouevo, aveBdlovtac ty anddoon oto 0.38. Ilopduoia potifa eupovilovton xou
oto Ministral 8B, émou to RAG Beituidvel ta anoteléopata oe oyéon ue tny omhn cuviixn Names.

Avtieta, to peyolitepa poviéha (Mistral Large 2 123B, Gemma 2 27B, Llama 3.1, Claude 3 Haiku
xou Claude 3 Sonnet) epgpavilovyv mo otadepr| anddoor oe dhec Tic CUVIAXES, UE UOVO OpLUXES DLOPOPES
petaly No names, Names xaw RAG on Names. Auth n otadepdtnta unodnhdver 0Tt ta Yovtéha LPnAnc
ywenuxodtnroc ennpedlovion Aydtepo and TNy mopousia ovoudtwy xou mdavoy Slodétouy HoT) enapxt| YOO
YOl VO TOL XELPLOTOVY AMOTEAECUATIXG.

Tuvodilovtag, o nivoxog delyver 6t (i) to wéyedog Tou povtéhov cuoyetiletar ye v aviextuxdtnra oty
an6doorn mou oyetiletan pe ovoparta, (i) to pxpdtepa wovtéha enw@ehodvTon TEPLEOOTEPO amd TNV EVIoYLOT
péow RAG, xau (iil) v woyupdtepn ouvolxn anddoon emtuyydvel To Gemma 2 27B, 1o onolo cuvdudle
LAY Baowr oxpifelo pe ouvenh| xépdn and to RAG.

ITedhtov, 1o Gemma 2 9B emtuyydvel T cuvohxd xahitepn anddoon (0.67), pe Widtepo vPnAéc emdboelg
otnv tepintwon pe ovépata (0.62) xou otny nepintwon pe RAG o ovépata (0.73). Autd deiyvel 6t to Gemma
Oyt uovo Satnpel aviexTixdtnTa 6ToY ElGdyoVTOL OvOUaTa, aAAE enwpeleitor onuavtxd and ) yerion RAG,
YEYOVOS TTOL UTOBNAGVEL 6TL TO EEWTEPXO cUUPEAlouevo To Bondd va emhbel miavég aodpelec mou oyetiCovro
UE OVOUUOTIXEC OVTOTNTEC.

Aeltepov, 1o Llama 3.1 8B eugavilel ty upnidtepn eniBoorn oty mepintwon ywplc ovéuata (0.69), ahhd
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Movtéla Yuvolxo | Xwelc 'Ovopa | Me 'Ovopa | Me RAG xow ‘Ovopa
Llama 3.1 8B 0.49 0.53 0.29 0.38
Llama 3.1 70B 0.58 0.60 0.59 0.69
Ministral 8B 0.47 0.52 0.41 0.49
Mistral Large 2 123B 0.69 0.70 0.69 0.69
Gemma 2 9B 0.62 0.69 0.64 0.74
Gemma 2 27B 0.70 0.73 0.69 0.78
Claude 3 Haiku 0.68 0.72 0.67 0.66
Claude 3 Sonnet 0.65 0.69 0.66 0.64

Table 1.1: Yuvonuxde nivoxag anoteleopdtwy xata To inference

MovTéha YuvoAwxd | Xwplc 'Ovopa | Me 'Ovopa | Me RAG xow ‘Ovopa
Llama 3.1 8B 0.61 0.69 0.59 0.64
Ministral 8B 0.66 0.66 0.57 0.60
Gemma 2 9B 0.67 0.68 0.62 0.73

Table 1.2: Anoteléoparta Finetuned

7 an6d0c1| Tou petdvetar oy nepthaufBdvovton ovéuata (0.59). H epopuoyr tou RAG avaxtd pepids authiv
v anohewa (0.64), ywpelc wotdoo vo pTdver To apyind eninedo ywplc ovéuata. To potifo autd avadeeviel Ty
evatoUnoio Tou LovTéNoL GTNY ToPOLGI OVOUATWY XL T1) HepiXY| WOVO avTioTaduloTixy enidpoor Tng avdxTnong.

Téhog, To Ministral 8B napouctdlel pétplo xan otodtepr| cupneptpopd, Ye cuvoiixd oxop 0.6. H anddooy| tou
elvon Looppomnuévn oe dhec T cuvinixeg, ywpelc dpwe va eppavilel to (Bl ogéhn and to RAG énwe to Gemma,
o0Te TNV (Bl ELEAWTOTNTA oTaL OVopaTa 6Twe To Llama.

Yuvodilovtac, o Iivaxag 1.1 deiyver 6t (i) oL avTBpEoELS TV LOVTEAWY GTNV Topousio ovopdtwy SLapépouv
onuavTixd avdhoyo e Ty apyLtextovixy, (i) ta pixpdtepa Loviél unopolv va anootodeponondoldy and v
Topousio ovoudtwy, xou (iii) n evioyvon yéow RAG eivar Wbiadtepa anoteleopoatind yio to Gemma 2 9B, énou
Teoo@EEEL TN YeYahOTepn oyetuer Beltiwon.

1.3.4 Meporodia oto Odvopa TwV TEewILTOLEY WY

To anoteréopata Tou tecT Bowker tests yio ta téooepa povtéda nouv emAéydnxay lvon otoug Iivoxee 1.3, 1.4,
1.5 xou 1.6.

ITpbedpos | n % df p Cramér’s V
Obama 268 | 0.818 | 4 | 0.936 0.039
Biden 267 | 0.091 | 4 | 0.999 0.013
Trump 267 | 2.143 | 5 | 0.829 0.063
Bush 270 | 3.000 | 4 | 0.558 0.075

Table 1.3: To aroteAéopata tou teot Bowker yio to Llama 70B

Ilpbedpoc | n X2 df p Crameér’s V
Obama, 264 | 0.500 | 4 | 0.974 0.031
Biden 265 | 0.000 | 4 | 1.000 0.000
Trump 266 | 2.000 | 5 | 0.849 0.061
Bush 265 | 0.667 | 4 | 0.955 0.035

Table 1.4: To aroteAéopota Tou teot Bowker yio to Mistral 123B

To anoteléoparta anoxahintouy yio oo avtideon puetoll twv povtéhwy. To Llama 70B, Mistral 123B
xou Claude 3 Sonnet nogryayoy dho un-onuavtixd anoteAéopata otoug eAéyyoug Bowker yia dha o Técoepa
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ITebedpos | n % df p Cramér’s V
Obama 270 | 22.167 | 5 | 0.0005 0.203
Biden 270 | 14.800 | 5 | 0.0113 0.166
Trump 270 | 4.267 | 5 | 0.512 0.089
Bush 270 | 14.222 | 4 | 0.0066 0.162

Table 1.5: To anoteréopata Tou tect Bowker yia to Claude 3 Haiku

ITpbedpos | n X2 df P Crameér’s V
Obama 268 | 1.000 | 5 | 0.963 0.043
Biden 267 | 1.333 | 5 | 0.931 0.050
Trump 269 | 1.667 | 5 | 0.893 0.056
Bush 264 | 0.200 | 5 | 0.999 0.019

Table 1.6: To anoteréopata Tou teot Bowker yia to Claude 3 Sonnet

ovépota, Ye TWéS p o) Tévw amd to 6plo tou 0.05 xan ToAd wxed peyédn enidpaone (Cramér’s V' < 0.08).
Avuté Belyvel 6Tt oL To€LVOUNOELS ATV TV HOVTEAWY Tapaévouy ot Ueydio Bodud otalepéc aveldptnta and
TO OV UTGEYEL 6VOUO 0TNV (0000, YEYOVHC TOU UTOBNAMVEL TEPLOPLOUEVT] Y U1} aviyVeLoun uepohndio utd Tig
CUYXEXPWEVES GUVITIXES BOXIUNC.

Avti¥eta, to Claude 3 Haiku epgdvioe onpavuxy acuypetpla yia Tl and to téooecpa ovouata mov eé-
etdotnxay. To anoteréopata yio Tov Obama (p < 0.001, V' =~ 0.20), tov Biden (p = 0.011, V =~ 0.17) xo
tov Bush (p = 0.0066, V' =~ 0.16) Seiyvouv cuotnuatxéc yetatonioels oty taldunon dtav nepthayBdvovian
ovopata. Av xou tor peyédn enidpaong mapopgévouy oTny mERLOYN Wixpol €we U€tplou, To cuverés potifo oe
molhamhd ovouarto utodnidver 6tu to Haiku efvon mo evaicinto oe autdv Tov tomo yepoindioc o oyéon ue ta
unéroina povtéda. o Tov Trump, wot600, 10 TECT BEV NTAV ONUAVTIXG, YEYOVOS oL Belyvel OTL BeV LTdEYEL
évoellr aocupuetpelog.

Yuvodilovtag, Ta evpruata autd delyvouv 6Tl oL eEmTTWOoels phepoAndiog eEapTVIAL ATO TO KOV-
TENO: VO TA TMEPLOCOHTEQA PEYAANC XAldoxos povtéha mou e€etdotnxoy qolvetal vo ebvan avdextixd otnv
napousia ovoudtwy, to Claude 3 Haiku napoucidlel yetpriown svaodnota. To peyédrn enildpaone dev etvan
MEYdAa, oAAS elvon apxeTd ouveny dote va alilouv tpocoytc, Wiitepa 6tav aflohoyeiton 1 dixonochvn xou 1
adlomiotia oe eqoppoyéc mou Pacilovion oe auTd Tor LOVTENA.

1.4 >vurnepdopata

1.4.1 Xul7nom

H napoloo Simhopatind emdlnwie va diepeuvioel Ty ixavdétnta twv LLMs va Swoyetpilovton ) cagrvela otov
mohuxd Aoyo, ue Wuwitepn éupoaon oto mdC ol mpofBiédelc Twv wovtéhwy emnpedlovion amd TNV mapousia
ovoudtev xou xatd t6co to RAG pmopel vo uetpldoet mdavég aduvopleg. XTa TELRUUATIXG XEPHAUO TEOY-
patonotjinxay Teel cuumAnpwuaTixég avolloelg: inference oe mpoexmoudeupéva povtéla, fine-tuning oe xa-
Orixovta mou oyetilovton Ye T CaprveLd, Xou OTATIOTNOS ENEYYOS Yia pepohndio mou mpoxaheiton and ovéuata
péow tou eréyyou oupuetploc Bowker. Luvohixd, to TELOGUATO QUTE TUEEYOLY L0 CUVEXTIXY ELXOVO TOCO TV
BUVATOTATWY GGO YOl TWYV TEPLOPLOUWY TwV cUYYeovwy LLMs e noAtind evaicOnta cuugppaldueva.

Ta nepduota inference €deilav 6TL o péyedoc xou N apyltEXTOVIXY TOL UoVTEAOL Taflouv xatoploTind pdho
otnv anddoor. Meyahltepa povtéha 6mwe to Gemma 2 27B xou Mistral 123B nétuyav otadepd udpnidrepes
Badpohoylee caprivela xou mopouciooay PeyollTepn aviexTixotnTa oTlC SlapopeTinés ouvinxes. Avtideta,
HXEOTERA LOVTERA HTAY TILO EUdAWTA ot uTtoBddulon 6tav eledyovtay ovouota, pe to Llama 3.1 8B va eupavile
onpavTixy Ttdon oty oaxplBela oto dataset ye ovéparta. Xmuovtixd etvon 6t 1 eqoppoyn Tou RAG avtiotdiuioe
HEELXE aUTAY TNV aduvopla, Yeyovdg mou delyvel 6TL 1 e€wtepnr) avdxtnom unopel va Topéyel otadepomolntind
ouupealouevo dtay to povtéla anoctadeponotolvTal and ovodaoTixéc ovtotntes. To edpnua autd avadeviel
Tig BuVATOTNTES TWV LUBELBIXDY HPYLTEXTOVIXWY TOU GUVOUALOUY YEVETIXY IXAVOTNTO UE DOUNUEVYY oVAXTNOT.
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Ta nedyota fine-tuning emPBefalwoay 6Tl 1 oToyYELUEVT TPOCUPUOYY BEATIOVEL TNV am6dOoT), AN Ta xEEDT
dev NTav opgoldpoppa o 6ha ta wovtéda. To Gemma 2 9B, yio napddelypa, enw@ehiinxe onuoavtxd, Wiitepa
oto dataset RAG on Names, 6nou nétuye ) ueyohltepn oyetixy Bektiowon. To Llama 3.1 8B enlong €dei&e
avéxopdr uetd to fine-tuning, ywelc oume va xoAbdelr TAHewe T dlagopd ue ta yeyailtepa woviéda. Tao
anoteréopata auTd delyvouv 6Tl To fine-tuning pnopel va evioyloel Ty oaviexTixdTnTo OE BLUTULOYES TOU
oyetiovton pe ovopata, ok 1) dEYLTEXTOVIXT LXAVOTNTO THPAUUEVEL TEPLOPLOTIXOC Tapdyovtos. Me dAha AoyLa,
To fine-tuning dev unoxahotd v xAlwona, ahhd AetTovpyel CUUTANEWUATXE EVIOYDOVTOS TA TAEOVEXTHUNTO
101 LOYLEWY UOVTEAMV.

H avéhuon pepohndloc péow tou eréyyou Bowker nogelye uio mo tumxn otatiotiny npoontixy. I ta meplo-
obtepa peydine xhipoxac povtéda ou eletdotnxay (Llama 70B, Mistral 123B, Claude 3 Sonnet), n undevixi
unddeon ouppetplog dev anoppipinxe, yeyovos mou Belyver dTL dev umdpyet onuoavtixy évdelln uepoindiog dtav
ewodyovtar ovépata. To ueyédn enldpaong Aoy otodepd uixpd, evioylovTag TO CUUTEQUCUN OTL To UOVTEAN
autd elvon oyetixd aviextixd. Avtivdeta, to Claude 3 Haiku epgdvice onuovting acuupetela yioo tplo and to
TECOEPO OVOUOTA TOL EEETAT TNHAY, UE PeYEDT entiBpoaone wxpd éwe pétpta. Autd Selyvel 6Tl 1) evanodnola ota
ovouata Bev elvan opoldpop®n HETAE)D TWV JPYLTEXTOVIXOY XL OTL axOuUn XaL VIO TNG (BLIC OLXOYEVELNC UOV-
TEAWY, dlopopeTixés mapahhayéc umopel va egpaviCouy dlapopetind mpopih puepohndlag. H cuvénewa etvon 6t n
a€lohéynom peporndioc dev uropel vo yevixeudel and to éva Yovtélo oto dAho, ahhd mpénel va yiveton xotd
neplntoon.

YUVORLXE, TO TELPGUATA TOU THPOUCLAGTNXAY OE oUTH TN SmAwpatixf odnyolv oe tpla Baoixd cuurnepdouato.
Iptov, 1 xhipoxo Tou LOVTEAOU TUPAUEVEL O LoYVEOTEPOC BElXTNE aVIEXTIXOTNTAG OF TOATIXY TEOCKTOL YLdl TO
inference. To peyohltepa povtéha oyt wévo emtuyydvouv vdmidtepo weighted-F1 score ahhd xou Siotnpovv
otadepdTnTa o€ OAeC Tig MElpopATIXES cuvDTixes. Aeltepoy, N evioyuon uéow RAG amotekel wio mohhd unooyd-
HEVT OTEATNYLXY) VO UETELAG TOVUY Ol ABLVIIES UXEOTERWY LOVTEAWY, OV X0l Tot OPEAT) TNG BeV elvon (Biar yior dhat ot
povtéha xou e€aptidvian and TNy dpyttextovixt]. Teltov, evd Tta neplocdtepa YeYIANG Xhipoxac LovTéla dev ey-
pavicay onuovTixy yepolndla tou tpoxakeiton and ovéouata, e€mpéocic 6mwe to Claude 3 Haiku unoypopuiCouv
™V avdyxr Yo CUSTNUATIXOUS EAEY YOV pepohndlac 610 Thalolo TG a€lOAGYNONE TWV LOVTEAGVY.

To evprjpoarto autd cuYBdAlouy atny euplTepn xaTavonon Tou Teonou e tov omolo ta LLMs enelepydlovton
Tov TohTixd Aoyo xau oV evtonilovtat ol eunddeiéc toug. Avadeixviouy enlong tn onuocio e yedodohoyixic
noluguviog: ol yetproelc inference, ta melpduato fine-tuning xan ov otatioTiol €eyyol uepohndloc Tapéyouy
OLAPOPETIXEC AAAGL CUUTIATIPOUATIXEC OTITIXEC. LUVORXE, TROXUTTEL OTL 1) TpG0DdOC GToV Topéa auTé Vo AnonTroEL
o)L HOVO PEYOADTEPA XOU TUO LXAUVA UOVTEAX, OAAG XL TPOCEXTIXY) EVOWUATWOT UNYUVIOUMY AVAXTNONG oL
awotney a€loAdYNoT dxoocivne.

1.4.2 Meirovtixn ‘Epeuva

Apxetéc xoteudivoelg Yio UEAAOVTIXT €pEUVA TEOXUTITOLY omd oty TN UeAET. Tlpdtov, n enéxtaon tou dataset
Gote vo tepthopfdvel EUPUTERO PACUO TOAMTIXOY TEOCKTWY, CUUPEALOUEVWY ol YAWCOGMY B eNETpENE TLO
yvevixebowa ocuunepdopata. Aedtepov, 1) SlEpelVNOT EVAAAIXTIXGOY CTRUTNYIXMY AVAXTNONG XL TNYWY YVOONS
Yo propovioe vo anocapnvicet Tig cuvidrxeg uTd Tig onoleg To RAG elvan o amoteleopotind. Teitov, n uerén
BLaPOPETIXMVY TUELVOULMY TOMTIXNG UTEXQUYHC Vot UTopoUoe vor 00N YNOEL GE EVORNAXTIXES XOTNYOPLOTOLCELS
AmOVTACEWY, TPOCPEROVTAC VEEC OTMTIXES YIOL TO TWC To PoVTEAN dlayelpillovTol TNy oodPeior Xou TNV EUUEDT)
emxolvwyvia otov toAtxd hoyo. Téhog, Saypovixéc yehéteg mou mapaxolovdoly tny eZEMEN TV LOVTEAWY O
dlapopeTinéc exddoelg xan xodeotdta fine-tuning Yo unopodoay va gwticouy TN Suvauxy| e uepoAndloc xou
e aviEXTIXOTNTOG YE TNV T8podo Tou YedVou.

SUUTEQUOUATIXG, OV %O TO MEYSAA YAWOOIXA LOVTEA DELYVOUV ONUAVTIXEC BUVATOTATEC OTNY AVAAUCT) Yol
Topoy WYY TOMTIX00 AOYOU, UnopolV vo avtamoxpldoly oTie Tpoxhioell Tou oyetilovial Ue TN CuphHVELL, TNV
avdextixotna xan T pepohndlo. H avuuetdmion autdv tov npoxAfcewy Yo andtioel cUVBUUoUS ApYLTEX-
Tovuxng xouvotoulag, evioyuone péow avixtnong, fine-tuning xou avotnerc aflordynong. Ta melpdpato tng
ToEoVoAS SIMAWHATIXAC anoTeAolY €va Buc Teog authy TRV xatelduvor, TEooPEpovTae TOGO EUTELRLX EL-
ehpata 660 xan peodoroynd epyoleior TOU UTOPOVY VoL EVEVOUY T1 UEAAOVTIXY €peuva 01T Blao TadEWOT| TNG
ene€epyaoiog PUONE YAOOGUS, TNG TOMTIXAC ETXOWVLVING Xot TNS dotoalvNe TNy TEXVATY YONUOGUYY).
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Chapter 2

Introduction

The rapid development of large language models (LLMs) has transformed the landscape of natural language
processing (NLP), enabling systems that can generate, interpret, and evaluate text with unprecedented
fluency. While these advances have opened new opportunities for applications in education, communication,
and knowledge access, they have also raised pressing questions about reliability, fairness, and interpretability.
In politically sensitive domains, where clarity of communication and the avoidance of bias are essential, the
deployment of LLMs requires careful scrutiny.

Political discourse is a particularly challenging testbed for language technologies. Political communication
often involves strategic ambiguity, equivocation, and rhetorical framing, all of which complicate the task
of automated analysis. At the same time, clarity in political speech is a critical factor for democratic
accountability, as it shapes how citizens interpret policy positions and evaluate leaders. Understanding
whether LLMs can reliably assess and reproduce clarity in political discourse is therefore both a theoretical
and a practical concern.

The present thesis addresses these challenges by investigating the role of LLMs in analyzing and generat-
ing political discourse, with a focus on three interrelated dimensions. First, it situates current approaches
within the broader historical trajectory of computational linguistics, from symbolic methods to statistical
learning and deep neural architectures. Second, it examines the technical foundations of LLMs and retrieval-
augmented generation (RAG), highlighting how retrieval mechanisms can complement generative capacity.
Third, it applies these insights to the study of political clarity, developing experimental protocols to evaluate
how models respond to different conditions, including the presence of political names and the use of retrieval
augmentation.

Chapter 3 provides the historical and conceptual foundations. It traces the evolution of computational
approaches to language, beginning with symbolic methods, moving through statistical and machine learning
approaches, and culminating in deep learning and the transformer architecture. This chapter establishes the
intellectual lineage that makes contemporary LLMs possible.

Chapter 4 turns to the technical underpinnings of LLMs and retrieval-augmented generation (RAG). Here the
focus shifts from history to mechanisms: how language models are trained, how embeddings and attention
work, and how retrieval can be integrated into generative systems. This chapter provides the methodological
background necessary for understanding the experimental work that follows.

Chapter 5 narrows the scope to the domain of political discourse. It reviews theories of clarity and equiv-
ocation, surveys existing taxonomies, and discusses prior studies and datasets. This chapter bridges the
technical background with the applied problem, showing how concepts from political communication can be
operationalized for computational analysis.

Chapter 6 presents the experimental core of the thesis. It begins with preliminaries on datasets, models,
and methodologies, and then reports results in three strands: inference, fine-tuning, and bias analysis. Each
strand builds on the conceptual and technical foundations laid in earlier chapters, applying them to concrete
tasks and evaluating model behavior in politically sensitive contexts.

35



Chapter 2. Introduction

Finally, Chapter 7 concludes by synthesizing the findings, discussing their implications, and outlining direc-
tions for future work. It reflects on the broader significance of the results for both NLP research and the
study of political communication.

In this way, the thesis moves from broad historical and conceptual foundations, through technical and method-
ological detail, to applied experiments and critical reflection. Each chapter is designed to prepare the ground
for the next, ensuring a coherent progression from theory to practice, and from background to contribution.
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Chapter 3

Historical and Conceptual Foundation

The study of Natural Language Processing (NLP) has been shaped by a series of changes and innovations,
each responding to the limitations of the approaches that came before it. From early rule-based systems
inspired by linguistics and logic, to the rise of data-driven statistical methods, to the adoption of neural
networks and, most recently, the emergence of transformer-based models, the field has continually redefined
how machines can represent and interpret human language.

The chapter provides the historical and conceptual background necessary to situate the methods used in
this thesis. Rather than offering an exhaustive survey, it highlights the central ideas and turning points
that have guided the development of NLP. The discussion begins with symbolic approaches, where language
was modeled through explicit rules and formal structures. Then we turn to statistical and machine learning
methods, which introduce probabilistic reasoning and data-driven generalization. The next section examines
the impact of neural networks, which enabled richer representations and more flexible modeling of linguistic
patterns. Finally, the chapter considers the transformer architecture and the large-scale pretrained models it
made possible, which today define the state of the art.

By tracing this progression, the chapter establishes the intellectual foundations for the techniques explored
in later sections of the thesis. It shows how each paradigm contributed essential insights while also leaving
open challenges that motivated the next stage of development.
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3.1. Symbolic Approaches

3.1 Symbolic Approaches

The origins of Natural Language Processing (NLP) can be traced to the mid-20th century, when researchers
began investigating whether machines could process human language in a systematic and meaningful way.
Early efforts were dominated by symbolic approaches, or rule-based ones, which drew heavily on developments
in formal linguistics, logic, and computer science. These methods were first applied in machine translation
and early conversational systems, establishing the foundations of computational linguistics.

In 1950, Alan Turing published his seminal paper Computing Machinery and Intelligence, introducing the
“Imitation Game,” later known as the Turing Test. Turing proposed that if a machine could engage in
a natural language conversation indistinguishable from that of a human, it could be considered intelligent
[91]. This idea positioned language as a central benchmark for artificial intelligence and inspired subsequent
research in natural language processing.

3.1.1 Early Machine Translation and Dictionary-based Methods

The first computational approaches to natural language processing, particularly in machine translation (MT),
were based on dictionary lookup systems and lexical substitution mechanisms. One such practical
demonstration was the Georgetown-IBM experiment in 1954, showcasing translation of over sixty Russian
sentences into English by utilizing the bilingual dictionary retrieval method, where each lexical item in the
source language was mapped to its nearest equivalent in the target language. Although computationally
tractable, this approach suffered from syntactic and semantic ambiguity, and it failed to capture structural
dependencies or context-sensitive meaning [46].

3.1.2 Formal Grammars and Parsing

To address the limitations, researchers turned to Finite-State Automata (FSAs) for morphological anal-
ysis [74]. FSAs provided a formal mechanism for modeling morphotactics—the permissible concatenations
of morphemes—by encoding stems, affixes, and inflectional patterns as state transitions. This technique
enabled efficient lemmatization and morphological parsing, particularly in agglutinative languages. Beyond
theoretical interest, FSAs were implemented in some of the earliest spell-checkers, morphological analyzers,
and text processing tools, demonstrating their practical utility in handling large vocabularies. Despite their
utility, FSAs were inherently limited in expressive power, incapable of representing hierarchical syntactic
structures or long-distance dependencies. These shortcomings motivated the development of more robust
grammatical formalisms.

While FSAs addressed morphology, the challenge of modeling syntax required more powerful grammatical
formalisms, most notably those introduced by Chomsky. Chomsky’s theory of generative grammar, par-
ticularly his formalization of Context-Free Grammars (CFGs), defined language recursively through
production rules, allowing systematic generation and recognition of syntactic structures [26]. This framework
provided the foundation for computational parsing, giving rise to algorithmic strategies such as top-down
and bottom-up parsing, which operationalized CFGs for sentence analysis.

Later, Chomsky introduced Transformational Grammar and the distinction between deep and surface
structures (underlying sentence forms) and rules for mapping between them (actual spoken or written sen-
tences) [4]. This approach introduced the idea that a finite set of rules could generate an infinite variety
of sentences in a language, and it became the dominant paradigm in syntactic theory for several decades.
These developments offered greater descriptive power for complex syntactic phenomena, although they also
increased computational complexity.

3.1.3 Early Conversational Systems

In parallel, researchers explored conversational systems and domain-specific language understanding using
pattern matching rules and substitution templates. An example of such research was Joseph Weizen-
baum’s ELIZA designed to simulate a psychotherapist by rephrasing user input into questions [100]. Although
ELIZA relied on simple pattern-matching rather than true understanding, it demonstrated the potential of
computers to mimic human dialog and highlighted the psychological impact of conversational agents, as many
users attributed human-like intelligence to the system despite its simplicity.
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3.1.4 Semantic Representations

A more ambitious attempt to capture meaning was Roger Schank’s Conceptual Dependency Theory
(CDT) (1969), which sought to represent language through language-independent semantic primitives [83].
This theory aimed to represent the meaning of natural language sentences using a set of primitive actions and
conceptual structures, rather than relying solely on syntax or surface-level representations. CDT posited that
all natural language utterances could be decomposed into a finite set of conceptual actions. This framework
enabled inference, paraphrasing, and question answering by manipulating conceptual structures rather than
surface syntax. While influential, CDT faced challenges of scalability and disagreement over the universality
of its primitives.

A major development in symbolic parsing was embodied in Augmented Transition Networks
(ATNSs)[102]. ATNs extended finite-state models by incorporating recursive calls, registers, and proce-
dural attachments, enabling the representation of complex syntactic phenomena such as nested structures
and unbounded dependencies. Unlike CFGs, ATNs allowed for dynamic control flow and context-sensitive
parsing, bridging the gap between formal grammar theory and practical implementation. However, their
procedural nature introduced challenges in linguistic transparency and theoretical generalization.

Challenges and Limitations

Symbolic methods laid the theoretical foundations of NLP by formalizing language through rules, gram-
mars, and structured representations. Yet their reliance on handcrafted knowledge and rigid formalisms
exposed significant limitations that ultimately constrained their scalability and adaptability, paving the way
for statistical and data-driven approaches.

e Heavy reliance on expert knowledge: Symbolic systems depend on manually designed rules and
linguistic expertise, which makes their development time-consuming and resource-intensive.

e Poor scalability: These approaches struggle to scale effectively to large vocabularies or diverse do-
mains, as extending coverage requires continual manual updates.

e Difficulty handling ambiguity and variation: Symbolic models often fail to cope with the inher-
ent ambiguity, variability, and context-dependence of natural language, limiting their adaptability to
real-world data.

e Lack of robustness: Rule-based systems are brittle when faced with unexpected, noisy, or ungram-
matical input, leading to frequent breakdowns outside controlled environments.

e Limited semantic and contextual representation: Symbolic methods generally lack the capacity
to capture deeper semantics, contextual dependencies, or real-world knowledge, which constrains their
reasoning and understanding capabilities.

In summary, symbolic approaches charted a progression from simple lexical substitution to morphological
analysis, syntactic formalisms, semantic representations, and dialog systems. While these methods estab-
lished the theoretical underpinnings of NLP, their dependence on handcrafted rules and limited adaptability
exposed fundamental challenges. These challenges set the stage for the eventual shift towards statistical and
data-driven approaches in the following decades.

3.2 Statistical and Machine Learning Approaches

Later advances in computational power and the availability of large text corpora enabled a paradigm shift
academic community toward statistical approaches. Instead of relying on manually encoded rules, statistical
NLP leveraged probability theory and data-driven methods to model language. The development of statistical
and machine learning methods in natural language processing (NLP) has followed a trajectory in which each
generation of models addressed the limitations of its predecessors.
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3.2.1 Probabilistic Models

In the late 1980s, research led to the adoption of Hidden Markov Models (HMMs) [75]. HMMs intro-
duced a generative framework for sequence labeling. These stochastic techniques, where future states depend
on current states, and in which hidden states generated observable linguistic tokens, made them particularly
effective for multiple NLP tasks. Their application to part-of-speech tagging, named-entity recognition, nat-
ural language generation, morphological analysis, and speech recognition demonstrated the effectiveness of
probabilistic sequence modeling, supported by efficient inference algorithms such as Viterbi decoding. A key
advantage of HMMs is their ability to reduce dependency on lexicon resources and annotation tasks through
both supervised and unsupervised approaches. Yet, the independence assumptions inherent in HMMs limited
their ability to incorporate rich contextual features, creating a need for discriminative alternatives.

Building more on the probabilistic perspective, the academic field saw the rise of N-grams, which shifted
attention to the modeling of sequential word dependencies [13|. By estimating the probability of a word
given its immediate context, n-gram models became central to language modeling, text classification, machine
translation, and information extraction, as they help capture local context and word co-occurrence patterns.
Despite their success, these models struggled with data sparsity for rare n-grams and could not capture
long-distance dependencies, motivating the search for more powerful sequence models.

Another probabilistic approach introduced Naive Bayes models, which applied the Bayes’ theorem under
the simplified assumption of conditional independence between linguistic features [59]. Although this assump-
tion rarely holds in natural language, the method proved effective for text classification, sentiment analysis,
and spam detection. Naive Bayes offers a simple, computationally efficient, robust, and strong perform-
ing baseline for text categorization, especially in high-dimensional and sparse feature spaces typical of NLP
applications ([96]). Nonetheless, its primary weakness is the assumption of conditional independence, it is
sensitive to missing data, and it can produce unreliable probability estimates, especially when the conditional
independence assumption is not met

3.2.2 Discriminative Models

To address this gap, researchers turned to Maximum Entropy (MaxEnt) models, which offered a flex-
ible log-linear framework to incorporate overlapping linguistic features [9]. By maximizing entropy subject
to observed constraints, MaxEnt models avoided unwarranted assumptions about unseen data and proved
effective in tasks such as part-of-speech tagging and parsing because they can flexibly incorporate diverse
and overlapping features without making strong independence assumptions. Their discriminative nature rep-
resented a conceptual bridge between simple classifiers such as Naive Bayes and more advanced structured
models. However, MaxEnt models have notable limitations since they are prone to overfitting, especially
when dealing with sparse data or a large number of features, they can be computationally intensive to train,
particularly as the number of features grows, and may require careful feature engineering and regularization
to perform optimally.

This bridge culminated in the introduction of Conditional Random Fields (CRFs) in the early 2000s,
which extended the MaxEnt framework to entire sequences [55]. CRFs modeled the conditional probability of
a label sequence given an observation sequence, thereby overcoming the independence assumptions of HMMs
while retaining the ability to incorporate arbitrary features. Their success in named entity recognition and
other sequence labeling tasks established CRFs as the dominant structured prediction model in NLP prior
to the deep learning era.

3.2.3 Kernel Methods and SVMs

In parallel, the late-1990s marked a decisive turn toward machine learning techniques such as discriminative
learning with the introduction of Support Vector Machines (SVMs) to NLP [50]. SVMs excelled in
high-dimensional feature spaces, making them particularly well-suited for text categorization tasks. Their
kernel-based approach allowed for the modeling of complex feature interactions without explicit manual
engineering, and they quickly became the state-of-the-art for sentiment analysis, information extraction, and
topic classification. However, while SVMs performed well on classification, they were less naturally suited to
structured prediction problems such as sequence labeling.
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3.2.4 Challenges and Limitations

Unlike symbolic systems, statistical models could generalize from examples, making them more resilient
to noisy or unseen input. However, they also introduced new challenges. Finally, as the field matured,
researchers increasingly recognized that no single model could capture all aspects of linguistic complexity.

e Dependence on large annotated datasets: Many statistical and ML models, particularly deep
learning architectures, require vast amounts of labeled training data. The creation of such datasets is
costly and time-consuming, which restricts the applicability of these methods in low-resource languages
and specialized domains.

e Feature engineering: Traditional statistical models often rely on extensive manual feature engineer-
ing, which is labor-intensive and prone to error propagation. While deep learning reduces the need for
handcrafted features, it introduces new challenges in the form of high computational costs and limited
interpretability, making these models less accessible and harder to analyze.

e Bias and imbalance: ML models frequently inherit and amplify biases present in their training data,
raising ethical concerns. They also struggle with imbalanced datasets, ambiguity, and noise in natural
language and lack the ability to incorporate common sense or factual knowledge, which constrains their
reasoning and generalization abilities.

Statistical and traditional machine learning methods established the foundation of modern NLP, introduc-
ing probabilistic reasoning, discriminative classification, and structured prediction as central paradigms.
However, their limitations opened the path for the next chapter, where deep learning and neural network
approaches began to transform NLP by learning richer representations directly from the data.

3.3 Deep Learning and Neural Networks

3.3.1 Early Neural Models Architectures

The application of neural networks to Natural Language Processing has its roots in the earliest models of
artificial neurons, beginning with the Perceptron. The perceptron is a simple linear classifier capable of
learning decision boundaries, and while it was limited to linearly separable problems, it laid the conceptual
foundation for later architectures. The subsequent development of MultiLayer Perceptrons (MLPs),
trained using the backpropagation algorithm, enabled the training of deeper networks and demonstrated the
potential of neural methods for more complex classification tasks [23]. Despite their promise, MLPs are
fundamentally weaker at modeling dependencies between multiple different inputs simultaneously than other
techniques and additionally they required extensive computational resources, which constrained their early
use in NLP.

3.3.2 Distributed Word Representations

A major breakthrough came with the introduction of distributed word representations in continuous vector
spaces, which replaced sparse symbolic encodings with dense, widely known as Word Embeddings. Models
such as Word2Vec [67] and GloVe [71] captured semantic similarity and analogy between words, reducing
the need for manual feature engineering and thus providing a scalable foundation for downstream tasks.
Embedding models have become one of the most important components of modern NLP pipelines, although
their static nature meant that each word was represented by a single vector regardless of context, limiting
their ability to capture polysemy.

3.3.3 Deep Neural Network Architectures

Building on these representations, researchers adapted Convolutional Neural Networks (CNNs), orig-
inally developed for computer vision, to NLP tasks such as art-of-speech tagging, chunking, named entity
recognition, and semantic role labeling [29]. CNNs are valued for their ability to automatically extract local
features from sequences of text, such as n-grams, by applying convolutional filters over word or character
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embeddings. Their ability to parallelize computations made them attractive for large-scale text classifica-
tion, sentiment analysis, and character recognition. Nonetheless, CNNs were limited in modeling long-range
dependencies, as their receptive fields were constrained by filter size and depth.

CNNs were soon overshadowed by Recurrent Neural Networks (RNNs), addressing sequential depen-
dencies more directly and offering the ability to process variable-length input and maintain hidden states
across time steps. This made them suitable for various NLP tasks, where word order and temporal context
were crucial [29]. The applications span language modeling, sequence labeling, machine translation, text
classification, and semantic analysis. Nevertheless, standard RNNs suffered from difficulty in training due
to vanishing and exploding gradient problems, which severely constrained their ability to capture long-term
dependencies in text.

The introduction of Long Short-Term Memory (LSTM) networks [86] and later Gated Recurrent
Units (GRU) [25] in NLP overcome many of the previous limitations by incorporating gating mechanisms
that preserved information over longer sequences . These architectures enabled breakthroughs in machine
translation, speech recognition, and text generation and for a time became the backbone of NLP systems.
Despite their success, they remained computationally intensive and relatively slow to train compared to later
architectures, limiting their scalability.

3.3.4 Sequence-to-Sequence and Attention

A further leap came with the development of Sequence-to-Sequence (Seq2Seq) models, which extended
recurrent architectures to handle input—output sequence pairs, summirization, end-to-end machine transla-
tion, and dialog systems [69]. Additionally, the attention mechanism allowed models to dynamically focus on
relevant parts of the input sequence, significantly improving translation quality and interpretability. However,
these models still relied on recurrence, which limited their efficiency and made large-scale training difficult.

3.3.5 Generative and Latent Models

In parallel, Variational AutoEncoders (VAESs) introduced new perspectives into NLP [11]. VAEs use
probabilistic encodings to map input text into a latent space, allowing for the generation of new, similar
text samples and the discovery of underlying data structures. Their foundation lies in variational methods
for inference and learning in complex probabilistic models, which make it possible to approximate otherwise
intractable distributions in language data VAEs were explored for representation learning, feature extraction,
and unsupervised learning, and although they inspired research into text generation, their success was limited
compared to sequence models like RNNs and LSTMs. While less central to mainstream NLP applications,
they broadened the methodological toolkit of the field. Their main limitation was the difficulty of apply-
ing continuous generative models to discrete text, due to inability to balance the reconstruction quality of
generated text, which restricted their use in large-scale NLP systems.

3.3.6 Challenges and Limitations

Taken together, the developments of that period illustrate the gradual evolution of deep learning methods in
NLP, each addressing the shortcomings of its predecessors while introducing new challenges of its own. From
the perceptron and MLPs that established the foundations of neural computation, to distributed embeddings
that captured semantics, to CNNs and RNNs that modeled local and sequential structure, and finally to
LSTMs, Seq2Seq models, and attention mechanisms that extended these capabilities, the trajectory of neural
methods reflects a steady progression toward more powerful and flexible architectures.

These architectures have driven remarkable progress in NLP, but they also share several overarching limita-
tions that have constrained their effectiveness and scalability, as outlined below:

e High computational cost: Many neural architectures, including MLPs, RNNs, LSTMs, and VAEs,
require substantial computational resources and long training times, which historically limited their
scalability and accessibility.

e Difficulty in modeling long-range dependencies: Despite advances in gating mechanisms and
attention, earlier models like CNNs and RNNs often struggled to capture dependencies across distant
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tokens in text, leading to degraded performance on tasks requiring global context.

e Training instability and optimization challenges: Models such as RNNs (owing to vanishing and
exploding gradients) and VAEs frequently encountered difficulties during optimization, reducing their
reliability in practice.

e Limited ability to handle linguistic variability: Static embeddings and continuous generative
models were often inadequate for capturing the polysemy, discrete symbolic structure, and the full
richness of natural language, constraining their effectiveness in diverse NLP applications.

Despite the significant progress achieved through these neural architectures, their inherent limitations in
scalability, efficiency, and ability to capture long-range dependencies highlighted the need for a more powerful
paradigm. This motivation culminated in the development of the Transformer architecture, which resolved
many of these challenges and redefined the state of the art in NLP.

3.4 Transformers

3.4.1 The Transformer Architecture

The introduction of the Transformer architecture in 2017 is a significant turning point in the history of NLP.
While RNN and CNN models had advanced the field considerably, they remained constrained by sequential
processing and limited scalability. The Transformer, proposed by Vaswani [92], replaced recurrence with a
self-attention mechanism that allowed models to capture long-range dependencies in parallel, dramatically
improving efficiency and performance. This innovation quickly became the dominant paradigm in NLP,
enabling applications from translation to summarization. Its main limitation, however, was the substantial
computational and memory cost associated with training and deploying large Transformer models, which
restricted accessibility to well-resourced institutions.

3.4.2 Contextual Embeddings

The Transformer also paved the way for Contextual Word Embeddings, which represented a significant
departure from static representations. ELMo [72] was an important transitional model, introducing deep
contextualized embeddings that varied depending on sentence context, in contrast to the aforementioned
static word embedding techniques. By capturing polysemy and nuanced meaning, ELMo demonstrated the
power of contextualization to improve performance across a wide range of NLP tasks. Yet, it is limited by
its reliance on character-level inputs and higher computational cost, and thus was quickly superseded.

3.4.3 Pretraining and Fine-tuning Transformer Models

The true breakthrough came with the introduction of Pretrained Transformer-based language models
such as BERT [34], which established the pretraining—fine-tuning paradigm. By training on massive corpora
with objectives such as masked language modeling, BERT achieved state-of-the-art results across diverse
NLP benchmarks and reduced the need for task-specific architectures. Variants such as RoBERTa [64] and
XLNet [106] further refined pretraining strategies, solidifying this approach as the new standard in NLP.
However, these models required enormous amounts of data and computational resources for pretraining,
raising concerns about reproducibility and environmental cost.

3.4.4 Large Generative Models

The scaling of Transformer architectures led to the emergence of Large Generative Models such as GPT-
2 [76], GPT-3 [15], and T5 [77] that demonstrate capabilities extending far beyond their primary training
objective of predicting next words in text sequences. These transformer-based models achieve their large
designation through their architectural scale and extensive training datasets models demonstrated remarkable
few-shot and zero-shot learning capabilities, unifying diverse NLP tasks under a generative framework, and
showing emergent abilities that had not been explicitly programmed. Their influence extended beyond
academia into industry and society, where they became the basis for a new generation of applications.
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Unfortunately, their enormous size and opacity introduced new challenges, including issues of interpretability,
bias, and ethical deployment, which remain pressing concerns in the field.

While large pretrained language models have transformed NLP by enabling general-purpose text generation
and few-shot learning, they also revealed persistent limitations. Chief among these are their tendency to
produce factually inaccurate or “hallucinated” outputs, their dependence on static training corpora, and
their difficulty adapting to specialized or rapidly evolving domains. These challenges highlighted the need
for hybrid approaches that could combine the generative fluency of LLMs with mechanisms for grounding
responses in external, up-to-date information sources.

3.4.5 Retrieval Augmented Generation

Retrieval-Augmented Generation (RAG) [60] was proposed as an advanced approach in NLP that com-
bines large language models (LLMs) with external information retrieval systems to enhance factual accuracy,
contextual relevance, and reduce hallucinations in generated text. In a typical RAG system, a retriever com-
ponent fetches relevant documents or passages from a knowledge base, and a generator component conditions
its output on both the input query and the retrieved information, resulting in more specific, up-to-date, and
contextually grounded responses By conditioning generation on retrieved passages, RAG mitigates the limi-
tations of purely parametric models, improving factual accuracy, domain adaptability, and interpretability.

Academically, RAG represents a conceptual synthesis of two traditions in NLP: the statistical and neural
advances that enabled fluent generative modeling, and the information retrieval methods that ensure rele-
vance and grounding. Key advantages include easier knowledge updates, improved factual grounding, and
scalability. Overall, RAG represents a significant step towards more reliable, efficient, and context-aware
NLP systems, with ongoing research focused on further improving retrieval accuracy, system robustness, and
user experience. This approach has become increasingly influential in both research and applied settings,
and it provides the foundation for the methodological discussion in the next chapter.

Challenges and Limitations

While the Transformer architecture and its subsequent developments have revolutionized natural language
processing, several limitations remain evident:

1. Computational and Memory Costs: Training and deploying large Transformer models require
substantial computational resources and memory, restricting accessibility primarily to well-funded in-
stitutions, and raising concerns about scalability.

2. High Data Requirements: Pretrained Transformer-based models such as BERT and its successors
demand massive corpora for effective training, which poses challenges for reproducibility and limits
their applicability in low-resource settings.

3. Environmental Impact: The energy consumption associated with training large-scale models con-
tributes to significant environmental costs, prompting discussions on the sustainability of current ap-
proaches.

4. Interpretability and Transparency: Despite their success, Transformer models remain largely
opaque, making it difficult to understand or explain their internal decision-making processes.

5. Bias and Ethical Concerns: Pretrained models often inherit and amplify biases present in their
training data, raising ethical issues regarding fairness, accountability, and responsible deployment in
real-world applications.

In summary, the Transformer revolution represents not just an incremental improvement but a fundamental
redefinition of NLP. By resolving the limitations of earlier deep learning methods, Transformers enabled
the scaling of models to unprecedented levels and inaugurated the era of large pretrained language models.
At the same time, they introduced new challenges related to efficiency, fairness, and transparency. These
developments provide the foundation for the next stage of this thesis, which will examine the rise of Large
Language Models (LLMs) and the integration of RAG as the latest frontier in NLP research and applications.
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3.5 Conclusion

The history of Natural Language Processing reflects a sequence of paradigm shifts, each responding to the
limitations of its predecessors. Symbolic approaches established the theoretical foundations of computational
linguistics, formalizing language through rules, grammars, and structured representations. While these meth-
ods demonstrated the feasibility of machine translation, parsing, and early conversational systems, their re-
liance on handcrafted knowledge and inability to scale exposed fundamental weaknesses that limited their
long-term impact.

Statistical and machine learning methods marked the next decisive turn, introducing probabilistic reasoning
and data-driven generalization. Hidden Markov Models, n-grams, Naive Bayes, and later discriminative
models such as Maximum Entropy, CRFs, and SVMs enabled NLP systems to learn from data rather than
rely solely on expert-crafted rules. These approaches improved robustness and adaptability, but they remained
constrained by heavy dependence on annotated corpora, extensive feature engineering, and limited capacity
to capture long-range dependencies.

The deep learning era transformed the field by introducing distributed representations and neural archi-
tectures capable of modeling increasingly complex linguistic patterns. Word embeddings, CNNs, RNNs,
LSTMs, and Seq2Seq models with attention mechanisms advanced the state of the art in translation, classifi-
cation, and generation. Yet, despite their breakthroughs, these models were computationally demanding and
struggled with scalability and efficiency. The introduction of the Transformer architecture resolved many of
these challenges, enabling parallelization, contextual embeddings, and the pretraining—fine-tuning paradigm.
This innovation culminated in the rise of large-scale generative models such as BERT, GPT, and T5, which
redefined the scope and ambition of NLP research.

At the same time, the Transformer revolution revealed new challenges: high computational costs, environ-
mental impact, interpretability, and persistence of bias. These limitations have motivated the exploration
of hybrid approaches that combine the generative fluency of large language models with mechanisms for
grounding outputs in external knowledge. RAG exemplifies this trajectory, offering a way to address factual
accuracy and domain adaptability by integrating retrieval with generation. The next chapter turns to these
contemporary developments, examining the theoretical foundations of LLMs and RAG, and situating them
within the broader context of this thesis on evaluating clarity in political interviews.
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Chapter 4

Large Language Models and Retrieval
Augmented Generation

The preceding chapter provided a historical overview of natural language processing, tracing the evolution
from rule-based systems to neural architectures and, ultimately, to transformer-based LLMs, RAG systems
and Agents. That discussion highlighted both the achievements and limitations of earlier approaches, partic-
ularly in handling ambiguity, contextual depth, and factual grounding. The current chapter now turns from
history to theory, presenting the mathematical and architectural foundations of LLMs and RAG with to set

fundamental principles leading to the evaluation of clarity in political interviews.

In doing so,

this chapter provides the theoretical backbone for the thesis. By grounding the discussion
in mathematical formulations and architectural insights, it prepares the way for the methodological and
experimental analyses that follow, where the clarity of political interviews will be systematically evaluated

through the lens of LLMs, RAG and agents.
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Chapter 4. Large Language Models and Retrieval Augmented Generation

4.1 Language Modeling

Language modeling is fundamentally associated with the task of assigning probabilities to sequences of words.
This probabilistic perspective provides a principled way to capture the uncertainty, variability, and structure
inherent in natural language. By treating language as a stochastic process, models can be trained to predict
the likelihood of observed sequences, generate plausible continuations, and evaluate alternative hypotheses.
This framework is not tied to any particular architecture; rather, it constitutes the conceptual foundation
that unifies approaches across the history of natural language processing, from early statistical models to
today’s large-scale neural architectures.

The mathematical basis of this framework is the chain rule of probability, which decomposes the joint prob-
ability of a sequence into a product of conditional probabilities. For a sequence of words (or part of words)
w1, Wa, - . ., Wy, the probability is expressed as

n

P(wy,wa,...,w,) = HP(wt | wer),

t=1

where w<; denotes the prefix of the sequence up to position ¢ — 1. The previous decomposition is a mathe-
matical identity, and it frames the modeling problem as the method of estimating conditional distributions
over the next token given its context. The chain rule thus provides a universal scaffold: regardless of how
the conditionals are parameterized, the goal remains to approximate them as accurately as possible.

What has remained constant across generations of language models is precisely this probabilistic target.
Whether one considers early n-gram models, recurrent neural networks, or modern transformers, each is
ultimately an attempt to estimate P(w; | w<;). The differences lie in how the context is represented and in
how the conditional distribution is parameterized. N-gram models restricted the context to a fixed window
and relied on frequency counts, while recurrent networks introduced learned hidden states to summarize
arbitrarily long histories. Transformers, in turn, employ self-attention to condition directly on all prior
tokens within a context window, enabling richer and more flexible dependency modeling. Despite these
architectural innovations, the underlying objective of maximizing the likelihood of observed sequences under
the chain-rule factorization, has not changed significantly.

This continuity is also evident in training and evaluation in most of NLP methods. Maximum Likelihood Es-
timation (MLE) remains indispensable for language modeling and the cornerstone training principle: almost
all models are optimized to maximize the log-likelihood of observed data,

L= Zlog P(w; | wet),

t=1

which is equivalent to minimizing the cross-entropy loss,

Lcg = — ZlogP(wt | wet)

t=1

By design, a language model assigns probabilities to sequences of words, which inherently ties it to likelihood-
based training. MLE offers a stable, scalable, and mathematically principled framework for learning from
massive corpora. Without it, optimization quickly becomes unstable or intractable. This universality explains
why, from n-gram models to today’s transformers, MLE, whether in its masked or causal variants, has
remained the backbone of training. Even when newer approaches are introduced, they almost always begin
with an MLE pretrained model. In this way, MLE establishes broad linguistic competence, while subsequent
methods refine alignment and adapt the model to specific tasks or behaviors.

Inference and generation further illustrate the enduring role of probability. At each step, the model produces a
distribution over possible next tokens, and decoding strategies, be it greedy search, beam search, or stochastic
sampling, translate these local probabilities into global sequences. The sensitivity of the outputs to small
differences in conditional probabilities underscores the importance of accurate estimation at each step of the
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chain. In this sense, the probabilistic framework not only defines the training objective, but also governs the
practical behavior of models during text generation.

A final point concerns the role of representations. To parameterize conditional probabilities over discrete
vocabularies, models must map tokens into a form suitable for computation. In modern neural architectures,
this is achieved through embeddings and contextual representations that capture semantic and syntactic rela-
tionships in continuous vector spaces. These representations are not the objective themselves, but the means
by which the conditional distributions are approximated. Since embeddings and representation learning form
a substantial topic in their own right, they will be examined in detail in the following chapter. It suffices
to note that the representational layer is indispensable for enabling models to generalize beyond memorized
sequences and to assign probability mass in a way that reflects linguistic structure.

In summary, language modeling as a probabilistic framework provides a unifying perspective that has en-
dured through decades of methodological change. The chain rule of probability defines the modeling target;
maximum likelihood estimation provides the training principle and decoding strategies utilize the learned
distributions in practice. What has evolved are the architectures and representations used to approximate
the conditional probabilities, culminating in large-scale transformer models that can capture long-range de-
pendencies and nuanced linguistic patterns. Yet, the essence of the task remains unchanged: to estimate, as
faithfully as possible, the probability of each token given its context, and thereby to model the distribution
of language itself.

4.2 Word Embeddings

One of the most fundamental challenges in natural language processing (NLP) lies in the representation
of discrete linguistic units. These units, referred to as tokens, constitute the basic elements upon which
computational models operate. A token may correspond to an entire word, a sub-word segment, or, in certain
tokenization techniques, even a single character. The tokenization process transforms the raw text into a
sequence of such units, and as a result defines the vocabulary V' of a model. The choice of tokenization strategy
has significant implications for both model efficiency and linguistic expressivity. In this sense, tokenization
serves as a critical intermediary step, bridging raw textual input and the continuous representations that
underpin modern NLP.

The most simple method of representing words or tokens is one-hot encoding, which represents each token
in the vocabulary V' as a unique vector of dimension |V| with a single nonzero entry. While simple and
unambiguous, this approach suffers from the curse of dimensionality, is sparse, lacks semantic information
and doesn’t capture relationships between words, leading to inefficiencies in storage and computation. Addi-
tionally, one-hot vectors are orthogonal by construction, such that the inner product between any two distinct
token vectors is zero. Consequently, this representation fails to capture any notion of semantic or syntactic
similarity between linguistic units.

To address these limitations, word embeddings were introduced as dense, low-dimensional representations
that preserve relational structure. Instead of encoding tokens as isolated symbols, embeddings map them into
a continuous vector space R?, where d < |V|. The idea is that models are trained to learn representations
that encode semantic meaning and relationships between words, by exposing a model to a large amount of
text data and adjusting the vector representations based on the context in which words appear. In this
space, tokens that occur in similar linguistic contexts are positioned closer together, while unrelated tokens
are placed further apart. Geometric organization and analogy formation, as shown in Figure 4.2.1, enable
models to exploit linear algebraic operations to infer semantic relationships, thereby enhancing generalization
and interpretability .
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Figure 4.2.1: Illustration of word embedding example

For the analysis of political discourse, embeddings are particularly advantageous. Political language often
involves terms that are semantically proximate, yet contextually ambiguous. For instance, the word “party”
may denote a political organization or a social gathering. Embeddings trained on political corpora will natu-
rally cluster “party” with terms such as “election” or “candidate,” while embeddings trained on social corpora
will align it with “celebration” or “music.” This capacity to encode contextual similarity provides a foundation
for evaluating clarity in political communication, where subtle semantic distinctions can significantly alter
interpretation.

4.2.1 Types of Embeddings

Embeddings can be broadly categorized into two classes: static embeddings and contextual embeddings.
This distinction reflects the evolution of representation learning in NLP, from fixed vector assignments to
dynamic, context-sensitive encoding. Each class has distinct mathematical properties and implications. Static
embeddings can further be distinguished to frequency-based (or count-based) embeddings and prediction
based embeddings [2]. The hierarchy of the aforementioned categorization is depicted in the diagram of
Figure 4.2.2

Word Embeddings ‘

|
! | !

= Contextual

static Embeddings Embeddings
ELMo
BERT
l | GPT
¥
= Frequency-based ] Prediction-based
Embeddings Embeddings
Bag of Words Glove
TF-IDF cBow
Skip-gram

Figure 4.2.2: Word embedding models categorization with examples
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4.2.2 Static Embeddings

Frequency-based embeddings. The embedding models that construct large word—context co-occurrence
matrices that encode how often words appear across a corpus, are the frequency-based ones. Classic paradigms
include the Bag of Words (BoW) model, which encodes documents as vectors of raw word counts, and Term
Frequency-Inverse Document Frequency (TF-IDF), which adjusts these counts by corpus-level rarity [68].
These approaches yield high-dimensional, sparse representations that are computationally straightforward
and remain foundational in natural language processing, though they do not capture deeper semantic rela-
tionships or long-range contextual patterns.

Prediction-based embeddings. Models that avoid the construction of explicit co-occurrence matrices
and instead rely on training neural models to learn word vectors directly from prediction tasks, are called
prediction-based embeddings. In the Continuous Bag of Words (CBOW) model, the objective is to predict
a target word from its surrounding context, while in the Skip-gram model the task is reversed: predicting
surrounding words from a given target [110]. In both cases, the embeddings emerge as the learned parameters
of the model’s hidden layer. These methods emphasize local contextual information, enabling the vectors to
capture fine-grained semantic and syntactic relations through the optimization objective.

Both approaches are grounded in the distributional hypothesis—the idea that words occurring in similar
contexts tend to have similar meanings—but they utilize it differently: one through explicit statistical counts,
the other through predictive modeling tasks.

Formally, a static embedding is a function

E:V =R

where V' denotes the vocabulary and d is the embedding dimension. For each word, token or subword
w € V, the embedding function assigns a fixed vector E(w) € R%. These vectors are typically learned by
optimizing an objective function, encouraging words with similar distributions to have similar embeddings.
In frequency-based models, these vectors are derived from factorizing or weighting co-occurrence statistics,
while in prediction-based models they are learned as parameters of a predictive neural objective. In both
cases, the goal is to encode distributional similarity in a continuous space amenable to optimization. This
transformation allows discrete symbols to be represented in a form amenable to continuous optimization
methods.

Once lexical items are mapped into the vector space R?, their degree of similarity can be assessed through
standard vector operations. The dot product,

d

(E(w;), E(wy)) =Y E(w;)y - E(w;)k,

k=1

offers a measure of the extent to which two embeddings are aligned. Because this measure is sensitive to
differences in vector magnitude, researchers frequently employ cosine similarity instead:

_(Bw), E(w)))
SO) = B w - B

This normalized metric evaluates the angle between vectors, thereby capturing semantic proximity indepen-
dently of scaling effects or frequency-driven variations in vector length.

Limitations and Challenges

Static word embeddings such as Word2Vec and GloVe represent each lexical item with a single
context-independent vector. This design captures broad semantic regularities, words that occur in simi-
lar environments tend to be placed close together in the embedding space, but also imposes a fundamental
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limitation. Because every word type is tied to one fixed representation, these models cannot distinguish be-
tween different senses of polysemous words. For example, the word left can denote a progressive ideological
position, a parliamentary bloc, or simply a spatial direction. Similarly, a party can refer to a political orga-
nization or a social gathering, and campaign may describe either an electoral effort or a military operation.
As a result, static embeddings blur fine-grained distinctions and may conflate semantically divergent usages.
This shortcoming has motivated the development of contextual embedding models, which generate dynamic
representations that adapt to the specific linguistic environment in which a word occurs.

4.2.3 Contextual Embeddings

Contextual models. They were introduced by models such as ELMo [72], BERT [34], and GPT [76], over-
coming the limitations of static embeddings by generating vectors that depend on the surrounding linguistic
environment. Formally, instead of a fixed mapping £ : V — R?, contextual models define a function

E: (w, Cy) — R,

where C; denotes the context in which the word w; appears.

Unlike static embeddings, which assign a single vector to each word type, contextual models produce token-
level representations that vary with usage. Thus, the embedding of “party” in the sentence “The party won the
election” will differ significantly from its embedding in “The party lasted all night”. This dynamic adaptation
enables models to disambiguate polysemous terms and capture subtle semantic shifts.

Different architectures utilize this principle in different ways. ELMo employs deep bidirectional LSTMs
trained with a language modeling objective, while BERT uses a Transformer encoder trained with masked
language modeling and next-sentence prediction, yielding bidirectional context-sensitive embeddings. GPT,
in contrast, adopts a Transformer decoder trained autoregressively to predict the next token. Despite archi-
tectural differences, all of these models share the goal of producing dynamic embeddings that adapt to the
context.

Like static embeddings, contextual embeddings remain grounded in the distributional hypothesis: words
occurring in similar contexts tend to have similar meanings. However, they operationalize this hypothesis
differently, by conditioning each embedding on the specific sentence context rather than assigning a fixed
vector to a word type.

As with static embeddings, similarity between contextual vectors can be quantified using standard vector
operations. The dot product between two contextual embeddings is defined as

d
(B(wi, Cy), B(w;, Cy)) = > B(w;, Ci)k - E(w;, Cj)i,
k=1

where FE(w;, C;) denotes the embedding of token w; in its context C;. Again, because vector magnitudes may
vary, cosine similarity is often preferred:

<E(wi’ci)aE(wj’Cj)>

5O) = [Bwr, Ol - 1By, G

This formulation highlights that, unlike static embeddings, the similarity now depends not only on the word
forms w; and w; but also on their respective contexts C; and C;. Thus, two occurrences of the same word
type may yield high or low similarity depending on their contextual usage, rather than a single type-level
vector.

Limitations and Challenges

Although contextual embeddings represent a major advance, they also introduce new challenges. First,
they are computationally expensive to train and deploy, requiring substantial hardware resources. Second,

52



4.3. Transformer Architecture

their representations can be anisotropic, which means that vectors are unevenly distributed in space, which
complicates similarity measures. Third, they raise issues of interpretability: the internal mechanisms of
large contextual models are less transparent than those of frequency-based methods. Finally, pretrained
contextual models may underperform in specialized domains without fine-tuning, highlighting the need for
domain adaptation strategies. Despite these challenges, contextual embeddings have become the foundation
of modern NLP, enabling state-of-the-art performance across a wide range of tasks.

4.3 Transformer Architecture

The Transformer architecture was introduced by Vaswani et al. [92] in 2017, marking one of the most
groundbreaking architectures in modern NLP research by avoiding to rely on recurrence and convolution but
to turn to attention mechanism as the primary means of modeling sequential data. Unlike RNNs, which
process tokens sequentially, or CNNs, which rely on fixed-size receptive fields, Transformers enable direct
pairwise interactions between all tokens in a sequence through self-attention. The new design of language
models allows for efficient parallel processing to speed up training and inference while facilitating the modeling
of long-range dependencies, which are often challenging to capture with previous architectures.

Output
Probabilities

Feed
Forward
~ 1 ™\ | Add & Norm ;
odg o Mult-Head
Feed Attention
Forward 7 7 Nx
| S—
Nx Add & Norm
.-—bl Add & Morm | Masked
Multi-Head Multi-Head
Attention Attention
L At
S— J —
Positional Positional
Encodii D & '
ncoding 1 Encoding
Input Output
Embedding Embedding
Inputs Outputs
(shifted right)

Figure 4.3.1: Transformer architecture from original paper [92]

At a high level, the Transformer constitutes of N stacked layers integrating multi-head self-attention,
position-wise feed-forward networks, residual connections, and normalization. In addition, it follows an
encoder—decoder structure, making it suitable for sequence-to-sequence tasks, such as machine translation.
The architecture is depicted in Figure 4.3.1, and it will be analyzed further in the following chapters.

There are many adaptations designed as encoder-only models (e.g. BERT) for language understanding or
as decoder-only models (e.g. GPT) for generative tasks. All the variations though, follow the core principle
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remains the same: attention mechanisms providing a flexible and powerful means of contextualizing token
representations within a sequence.

This chapter provides a detailed description of the Transformer and its components. We begin with the
mathematical formulation of scaled dot-product attention, extend this to multi-head attention and positional
encoding, and then describe the composition of Transformer layers and architectural variants. Finally, we
discuss the training objectives that underpin modern Transformer-based models.

4.3.1 Attention and Positional Encoding
Scaled Dot-Product Attention

The central operation of the Transformer is the attention mechanism, which enables each token in a sequence
to selectively focus on the other tokens when constructing its representation. The most popular formulation
is scaled dot-product attention. Given a set of queries Q € R"a*%  keys K € R™*% and values V € R"™*%v,
the attention function is defined as

Attention(Q, K, V) = softma (QKT> V.
ntion(Q), K, = softmax .
Vdy,

Each query vector ¢; is compared with all key vectors k; through a dot product, producing a similarity score
that reflects how relevant the token j is to the token i. These scores are normalized with a softmax function
to form a probability distribution over the keys. The output of each query is then a weighted sum of the
value vectors v;, where the weights correspond to the normalized attention scores. In this way, attention acts
as a content-based retrieval mechanism: queries retrieve information from values according to their similarity
to keys.

The division by /dj, is crucial for numerical stability. Without scaling, the dot products g; - k; can grow
large in magnitude when the dimensionality dj is high, causing the softmax function to produce extremely
peaked distributions and vanishing gradients. Scaling ensures that the variance of the dot products remains
approximately constant across different dimensionalities, leading to more stable training. Additionally, if ¢
and k are independent with zero mean and variance as one, the variance of the dot product scales with dj, so
dividing by v/d}, keeps logits in a range that avoids saturated softmax outputs and maintains the gradient.

Scaled dot-product attention is permutation-equivariant: the operation itself does not encode sequence order.
This property makes it powerful for modeling arbitrary dependencies but also necessitates the addition of
positional encodings, which will be discussed in the following subsection.

Self Attention

In the original paper Transformers use self-attention mechanism. Self-attention is a variant of attention
where @, K, and V are derived from the same sequence. It is important to use that technique because apart
from the fact that it allows each token to contextualize itself with respect to all other tokens in the sequence,
it is computationally efficient, it can be parallelized, and it allows long-range dependencies.

Multi-Head Attention

Although a single attention mechanism can capture relationships between tokens, it is limited to one repre-
sentational subspace. The Transformer therefore employs multi-head attention, which projects queries,

keys, and values into multiple lower-dimensional subspaces and applies attention in parallel. Formally, for
head ¢:

head; = Attention(QW2, KW, viwY),

where dy, = dyy = dpmoder / h and WZQ € R¥moderxdk MK € R¥moderXdr and WiV € Rimede1Xdv gre Jearned linear
projection matrices.

The outputs of h parallel heads are concatenated and linearly transformed:
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MultiHead(Q, K, V) = Concat(heady, . .., head,)W©,

with WO € RhdvXdmodel [92]. This design allows the model to jointly attend to information from different
representation subspaces, capturing heterogeneous dependencies such as syntactic relations or semantic sim-
ilarity. Moreover, multiple heads allow the model to attend to different positions jointly, which is especially
useful for capturing dependencies at varying ranges [108].

Positional encoding

Attention is neither recurrent nor convolutional, meaning that the Transformer must contain information
about token order in a different way. Adding positional encoding to the input embeddings at the bottom
of the network achieved this goal. Vaswani et al. [92] proposed sinusoidal encoding defined as

pos

PE(pos 2i) = sin (W

‘ pos
) v PEpos,2i+1) = cos(m) ’

where pos is the token position and ¢ indexes the embedding dimension. Since sinusoidal functions are
periodic and continuous, the model can extrapolate to positions beyond those observed during training

Multi-head attention provides the model with multiple perspectives of the sequence, while positional encod-
ings ensure that those perspectives are sensitive to order. Together, they enable the Transformer to capture
both content-based relationships and sequential structure, forming the backbone of its representational power.

4.3.2 Transformer Layer and Architecture Variants
Layers

A typical Transformer layer integrates several key components in a modular fashion. Each layer consists
of two sublayers, an attention component and a position-wise feed-forward network (FFN). Both of them
have residual connections, and layer normalization on top. The general structure of that post-norm can be
summarized as:

Layer(x) = LayerNorm(z + Sublayer(z)) ,

where Sublayer(z) denotes either a multi-head attention block or a feed-forward block. Residual connections
ensure stable gradient flow, while layer normalization improves convergence.

There is also the pre-norm variant of the Transformer, in more recent studies, where the layer normalization
is applied before each sublayer rather than after the residual connection, a modification that has been shown
to improve training stability in very deep models [105].

The attention sublayer implements scaled dot-product multi-head self-attention, described in detail in the
previous subsection. Regarding the second sublayer, following the attention block, each position is processed
independently by a two-layer feed-forward network:

FFN(.’E) = W2 O’(Wlx + bl) + bQ,

where o is typically a ReLU or GELU activation [92]. This component increases the representational capacity
of the model by applying non-linear transformations to each token embedding.

The Transformer layer can be viewed as a composition of two complementary operations: attention, which
integrates information across positions, and feed-forward networks, which transform each position indepen-
dently. By stacking multiple layers, the model builds increasingly abstract representations, enabling it to
capture both local and global dependencies in language.
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Encoder-Decoder Architectures

The encoder is composed of a stack of N identical layers, each containing a multi-head self-attention mecha-
nism followed by a feed-forward network. The encoder produces a sequence of contextualized representations
that capture dependencies across the entire input.

The decoder is also composed of N layers, but with an additional cross-attention sublayer. Each decoder
layer contains:

1. Masked multi-head self-attention, which prevents positions from attending to future tokens by applying
a causal mask.

2. Cross-attention, where queries come from the decoder’s previous layer and keys/values come from the
encoder output, enabling alignment between source and target sequences.

3. A feed-forward network applied position-wise.

Variants

While the original Transformer follows an encoder—decoder design, subsequent adaptations have specialized
the architecture:

¢ Encoder-only models (e.g. BERT) discard the decoder and rely solely on bidirectional self-attention,
making them effective for language understanding tasks such as classification and question answering
[34].

e Decoder-only models (e.g. GPT) discard the encoder and rely on stacked causal self-attention layers,
making them well-suited for autoregressive text generation [76].

e Encoder—decoder models (e.g. original Transformer, T5) retain the full structure, excelling at
sequence-to-sequence tasks such as translation and summarization [92, 77].

Despite these differences in objectives, all variants share the same architectural backbone. Moreover, the
different training objectives and the application of these transformer variants will be described in detail in
the next part.

4.3.3 Training Objectives and Applications
Pre-training

Encoder—decoder Transformers, such as the original model of Vaswani et al. [92] and later T5, are trained
to maximize the conditional likelihood of a target sequence y given a source sequence x

Ty
Lseq28eq = — Zlog Py | y<i, z;0).

t=1

where T}, is the length of the target sequence and ¢ are the learnable parameters of the neural network. The
encoder produces contextual representations of the source, while the decoder generates the target autoregres-
sively, attending both to its own history and to the encoder outputs. This formulation underpins applications
such as machine translation, summarization, and task-oriented dialog systems.

Encoder-only models, such as BERT, are primary trained with a masked language modeling (MLM) objective
using bidirectional attention. A subset of tokens is replaced with a special [MASK] symbol, and the model is
trained to predict the original tokens. As a result, the loss function is set as

£MLM = — ZlogP(xt ‘ i’;@),

teM
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where M denotes the set of masked positions,  are the masked tokens and where 6 are the learnable
parameters of the neural network. This bidirectional conditioning enables the model to capture rich contextual
information, making it effective for classification, sequence labeling, and extractive question answering.

Decoder-only Transformers, such as GPT, are trained with autoregressive language modeling, with ucausal
masked attention, on a left-to-right objective that maximizes the likelihood of each token given its preceding
context

T

Lar = —ZlogP(:ct | <13 0).
=1

where 6 are the learnable parameters of the neural network [76]. Causal masking ensures that the predictions
at position ¢ cannot be attended to future tokens x~;. This objective is well-suited for generative tasks such as
open-ended text completion, story generation, and open-domain dialog. So, in decoder-only Transformers, the
input sequence is processed word-by-word, and at each step, the model predicts the next word. The model
is pre-trained on a massive amount of text data and fine-tuned for specific tasks, enabling it to generate
human-like text.

Finally, it is important to note that all the aforementioned loss functions operate under a finite context
length. This limitation arises because Transformers rely on positional encoding to represent token order and
on a fixed attention window to restrict which tokens can be attended to. Together, these mechanisms enforce
the maximum context length within which the model can compute dependencies. In the subsequent section,
attention will be directed toward decoder-only Transformers, as they represent the architectural variant most
relevant to the analysis conducted in this thesis.

Fine-tuning

Fine-tuning refers to the process of adapting a pre-trained Transformer model to a downstream task by updat-
ing its parameters (fully or partially) on task-specific data. While pre-training equips the model with general
linguistic and world knowledge, fine-tuning specializes this knowledge to the requirements of a particular
application, such as sentiment analysis, summarization, or domain-specific text generation. In the context
of decoder-only architectures, fine-tuning is particularly relevant for generative tasks, where the model must
produce coherent and contextually appropriate continuations conditioned on task-specific prompts.

In decoder-only architectures, the traditional full fine-tuning, all parameters 6 of the pre-trained model are
updated during training on the downstream dataset D = {(xV,y)}N | where z(¥) is the input sequence
of tokens and y(? is the output sequence of tokens for a downstream task. The objective remains the
optimization of autoregressive likelihood with teacher forcing, updating the pre-trained weights:

N |y

Ler@) =Y S log P(y” | 4}, 29;6),

i=1 t=1

where |y(¥| is the length of the i-th target sequence [44]. The approach ensures maximal adaptation but is
computationally expensive, as it requires storing and updating billions of parameters. Moreover, full fine-
tuning risks catastrophic forgetting, where the model loses general capabilities acquired during pre-training.

To address the computational and storage challenges of classical fine-tuning, parameter-efficient fine-
tuning (PEFT) methods have been introduced. These approaches update only a small subset of parame-
ters or introduce additional trainable components or add lightweight trainable modules while keeping most
pre-trained weights frozen. This reduces the memory footprint and training cost, retaining strong task
performance on large models and making fine-tuning feasible even for very large models.

Adapters are one of the earliest parameter-efficient fine-tuning (PEFT) methods. They work by inserting
small trainable layers, known as bottleneck adapters, between the frozen layers of a Transformer [43, 5].
During fine-tuning, only the parameters of these adapter layers are updated, while the original model weights
remain unchanged. The adapter first reduces the dimensionality of the hidden representation, applies a
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non-linear activation, and then projects it back to the original dimension. This residual update allows the
model to specialize for new tasks while keeping the number of additional parameters very small. As a result,
adapters enable efficient adaptation across multiple tasks with minimal storage and computational overhead
[77].

Low-Rank Adaptation (LoRA) introduces trainable low-rank matrix decomposition of the Transformer
while freezing the pre-trained model weights[44]. Instead of updating the full weight matrix W € RI¥F
LoRA decomposes the update into two smaller matrices A € R¥*" and B € R"™**, where r is the rank and
r < min(d, k). The effective weight during fine-tuning becomes:

W' =W +AW =W + AB.

Only A and B are trained, while W remains frozen. This reduces the number of trainable parameters,
yielding significant efficiency gains without sacrificing performance .

Quantized LoRA (QLoRA) extends LoRA by combining low-rank adaptation with double quantization
of the frozen base model. The pre-trained weights are quantized once into 4-bit NormalFloat (NF4) form,
and the associated quantization parameters are themselves quantized (double quantization), further reducing
memory usage. Meanwhile, QLoRA adapters are trained in higher precision, with gradients backpropagated
through the quantized model. This hybrid approach enables fine-tuning of models with tens of billions of
parameters on commodity hardware, democratizing access to large-scale adaptation. Formally, the quantized
weight matrix W is used in place of W, and the effective weight becomes:

W =W + AW =W + AB.

where W is quantized and frozen, and A, B are trainable parameters. This design preserves the representa-
tional power of the base model while enabling efficient adaptation [33].

Fine-tuning strategies for decoder-only Transformers thus span a spectrum from full parameter updates to
highly efficient low-rank and quantized adaptations. Classical fine-tuning offers maximal flexibility but is
resource-intensive, while LoRA and QLoRA provide scalable alternatives that retain strong performance
with drastically reduced computational cost. These methods are particularly relevant in research and applied
settings where multiple task-specific models must be trained from a common pre-trained backbone. In the
context of evaluating clarity in political interviews, such fine-tuning approaches allow the adaptation of large
generative models to domain-specific corpora, ensuring that the models capture the nuances of political
discourse while remaining computationally tractable.

Prompting

In the last two subsections, pre-training and fine-tuning were thoughtfully described along with their benefits.
However, when following the aforementioned advanced pre-training techniques, in a massive amount of data,
especially on large decoder-only architectures, fine-tuning starts to lose its necessity. Moving from classic
NLP approaches, where task-oriented training was mandatory, to adapting LLMs, adequate performance is
documented in a variety of agnostic tasks [14]. Instead of updating the model parameters, after pretraining
with massive amounts of raw text, prompting conditions the behavior of the model through carefully designed
input instructions [63].

Prompts, expressed as natural language instructions or as structured templates that delimit instructions from
input text, serve as the interface between human intent and model output. In addition to pre-training, the
suggestion of fine-tuning an LLM on prompt-based input has also been widely used with great success [39,
82]. Overall, the advances of decoder-only architectures and training techniques result in the re-usability of
the same pre-trained model towards a wide variety of tasks by altering the form and content of the prompt.

Formally, instead of directly modeling the conditional distribution P(y | x;8) as in supervised learning,
prompt-based methods leverage the language modeling objective P(x;#) and introduce a prompting function
fprompt(-) that maps an input z into a new textual form =’ = fyrompt(2). This prompt 2’ contains both the
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original input and an answer slot [Z], which the model is expected to fill with a candidate z. The predicted
output ¢ is then obtained by mapping the most probable completion z* back into the task label space ) [63].

Z* = arg gleagp(fﬁll(fprompt(x)az) 1 6),

where fg) denotes the operation of inserting a candidate answer z into the prompt, and v : 2 — Y is a
verbalizer mapping textual completions into task labels. This formulation highlights how prompting reuses
the pre-trained language modeling distribution to approximate supervised prediction, thereby reducing the
need for large task-specific datasets. Variants include cloze-style prompts, where the answer slot is embedded
within the sentence, and prefix-style prompts, where the slot follows the input entirely. Together, these
methods illustrate how prompting bridges the gap between general-purpose pre-trained models and task-
specific applications with minimal additional training.

Several prompting strategies have been proposed in the literature, among them the following:

e Zero-shot prompting: The model is only given the task description, relying on its generalization
ability without any demonstrations [14].

e One-shot prompting: A demonstration is included in the prompt to reduce ambiguity and guide the
model toward the desired style [14].

e Few-shot prompting: A small number of demonstrations are included in the prompt to reduce
ambiguity and guide the model toward the desired style [14].

e Chain-of-thought prompting: The prompt encourages the model to generate intermediate reason-
ing steps before producing the final answer, improving performance on tasks that require structured
reasoning [98].

e Prompt Chaining: Rather than relying on a single prompt to elicit the desired output, prompt
chaining decomposes a complex task into a sequence of simpler sub-tasks, where the output of one
prompt becomes the input to the next [103].

The first three techniques, along with fine-tuning are illustrated in Figure 4.3.2
It suffices to mention that the effectiveness of a prompt depends not only on its linguistic formulation but
also on the model’s pre-training exposure to similar patterns. In practice, effective prompt engineering often
follows simple heuristics: using explicit task verbs , delimiting instructions from input text with markers,
and iteratively refining prompts based on observed outputs. These techniques are lightweight compared to
fine-tuning, yet they can substantially improve model performance on domain-specific tasks.
Despite its promise, prompting introduces several challenges:

e Sensitivity to phrasing: Small lexical changes can yield divergent output.

e Evaluation difficulty: There is no universally accepted metric for prompt quality.

e Bias and injection risks: Poorly designed prompts can reinforce existing biases or allow adversarial
manipulation.
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The three settings we explore for incontext learning Traditional fine-tuning (not used for GPT-3)
Zera-shot Fine-tuning
The moedel predicts the answer given only a natural language The model is trained via repeated gradient updates using a
description of the task. No gradient updates are performed. large corpus of example tasks.
Translate English to French: task deseriplisn sea otter == loutre de mer example #1
chegge == prompt
One-shaot pappermint == menthe poivrés exgmple #2

In addition to the task description, the model sees a single
example of the task, No gradient updates are parfarmed,

Tranzlate English to French:

gea otter == loutre de mer
lush giraffe == girafe peluche example £
cheesa == promgt plush g gira P T I
Few-shot
chepse == orovmot

In addition to the task descriptian, the model sees a few
examples of the task. No gradient updates are perfarmed.

Translate English to French: task description
@8 ntter == lautre de mer :'.dl"'if.;l.-f:'
peppermint => menthe poivrée

plush girafe == girafe peluche

cheege == promat

Figure 4.3.2: Comparison of different prompting techniques and fine-tuning [14]

Applications and Overview

Transformers have become the foundation of modern NLP. Encoder-decoder models have traditionally been
state-of-the-art for sequence-to-sequence problems (e.g., translation, abstractive summarization) for sequence-
to-sequence problems, though large decoder-only LLMs are increasingly competitive. Encoder-only models
excel at understanding tasks (e.g., sentiment analysis, named entity recognition, natural language inference).
Decoder-only models dominate generative tasks (e.g., story writing, code generation, conversational agents)
and they are the most typical architecture in Large Language Models. Beyond NLP, Transformer variants
have been successfully applied to vision, speech, protein modeling, and multimodal learning, underscoring
the generality of the architecture.

Training objectives define how the Transformer’s flexible architecture is specialized for different tasks.
Whether predicting the next token, filling in masked spans, or mapping one sequence to another, the same
underlying components, such as attention, feed-forward networks, and positional encoding, are adapted to
diverse applications, explaining the Transformer’s central role in contemporary machine learning.

The Transformer architecture represents a decisive departure from earlier sequence models by placing atten-
tion at its core. Through scaled dot-product attention, multi-head mechanisms, and positional encodings,
it enables flexible modeling of dependencies across arbitrary distances. The modular composition of Trans-
former layers, combining attention, feed-forward networks, residual connections, and normalization, provides
a scalable framework that can be specialized into encoder—decoder, encoder-only, or decoder-only variants.
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Training objectives such as autoregressive language modeling, masked language modeling, and sequence-
to-sequence likelihood further adapt this architecture to a wide range of tasks, from text generation to
classification and translation. Despite challenges related to computational cost, interpretability, and efficiency,
the Transformer has become the foundation of modern natural language processing and has extended its
influence into vision, speech, and multimodal domains.

In summary, the Transformer unifies a simple yet powerful set of principles, attention, contextualization, and
compositionality, into an architecture that continues to define the state of the art. The following chapter builds
on this foundation, examining Retrieval Augmented Segmentation techniques, and situates the Transformer
within the broader trajectory of deep learning research.

4.4 Retrieval-Augmented Generation

4.4.1 Introduction to Retrieval-Augmented Generation

Large language models (LLMs) have demonstrated remarkable capabilities in natural language understanding
and generation. While factual knowledge can be stored, it is fundamentally constrained by the data seen
during pretraining and the finite capacity of their parameters. As a result, they are prone to errors, hallu-
cinations, and outdated information. Retrieval-Augmented Generation (RAG), introduced by Lewis et al.
[60] for knowledge-intensive tasks such as open-domain QA and fact verification addresses these limitations
by combining parametric knowledge stored in model weights with non-parametric knowledge retrieved from
external sources.

Formally, given an input query x, an output sequence y, and a knowledge source D, RAG defines the
conditional probability of y as a marginalization over candidate documents d € D:

P(y|a;6,¢) =Y P(d|x;¢) P(y | z,d;0),

deD

where P(d | z; ¢) denotes the retriever’s distribution over documents, parameterized by ¢, and P(y | z,d;0)
denotes the generator’s conditional distribution, parameterized by 6. This formulation highlights the hybrid
nature of RAG: the retriever grounds the model in non-parametric knowledge, while the generator leverages
its parametric capacity for fluent and contextually appropriate text generation.

This generic formulation abstracts away from specific retrieval strategies and generation architectures . It
thus provides a flexible foundation for a wide range of instantiations, from open-domain question answering
to knowledge-grounded dialogue. By decoupling retrieval from generation, RAG enables systems to adapt
to evolving knowledge sources with minimal retraining, while maintaining the fluency and generalization
capabilities of large language

The remainder of this chapter explores the architecture and theoretical underpinnings of RAG. We first de-
scribe the retrieval-generation pipeline in detail, then examine different retrieval strategies (lexical, semantic,
hybrid, re-ranking and knowledge base search), followed by a discussion of knowledge sources and represen-
tation. Finally, we analyze the challenges and limitations of RAG, situating it within the broader landscape
of knowledge-grounded natural language processing.

4.4.2 The RAG Pipeline

At its core, the Retrieval-Augmented Generation (RAG) pipeline can be understood as a structured inter-
action between two complementary processes: retrieval and generation [60, 41, 12|. Rather than relying
solely on the static knowledge encoded in model parameters, RAG introduces an explicit mechanism for
grounding outputs in external evidence. This design as depicted in Figure 4.4.1 reflects a broader trend
in natural language processing: moving from monolithic, closed models toward modular systems that can
flexibly integrate new information [54].

The pipeline begins with a retriever that acts as the system’s interface to external knowledge. Conceptually,
this stage transforms an open-ended query into a focused set of relevant information. The retriever does not
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attempt to solve the task itself; instead, it narrows the search space, ensuring that the generator operates
with contextually relevant material. This division of labor mirrors how humans often approach information-
seeking: first gathering potentially useful references, then synthesizing them into a coherent response [53].

Once evidence has been identified, the pipeline performs an augmentation step, in which the retrieved mate-
rial is combined with the original query. This step is crucial because it determines how the generator perceives
the external knowledge. Depending on the design, augmentation may involve concatenating passages directly,
structuring them into separate segments, or applying lightweight transformations to highlight salient infor-
mation. The goal is not to decide what the final answer should be, but to ensure that the generator has
access to the right raw ingredients [48].

The generator then takes over, producing an output that is both fluent and grounded. Importantly, the
generator is not simply parroting retrieved text. Instead, it integrates the retrieved evidence with its own
parametric knowledge, balancing factual grounding with linguistic fluency. This interplay is what gives RAG
its distinctive character: the generator can adapt retrieved evidence to the style, format, or reasoning required
by the task, while the retriever ensures that the content remains anchored in verifiable sources [60, 41].

RAG Pipeline
Query Retriever A ;rn"emm‘:“ o Generator Answer
External
Knowledge

Figure 4.4.1: High-level overview of the RAG pipeline.

From a systems perspective, the RAG pipeline offers several advantages. It allows knowledge to be updated
dynamically by refreshing the retrieval index, without retraining the generator. It also provides a degree
of interpretability, since the retrieved passages can be inspected as supporting evidence [54]. Finally, the
modularity of the pipeline makes it extensible: improvements in retrieval algorithms, indexing methods, or
integration strategies can be incorporated without altering the overall architecture [48].

The pipeline formalization underscores the hybrid nature of RAG: the retriever provides explicit, dynamic
access to external knowledge, while the generator ensures fluent and contextually appropriate language pro-
duction. This division of labor makes RAG particularly effective for tasks requiring factual accuracy, domain
adaptation, and up-to-date information [12, 41].

4.4.3 Types of Retrieval

Lexical retrieval. The earliest retrieval methods rely on lexical overlap between the query and documents.
Classical approaches such as TF-IDF [81] and BM25 [79] represent documents as sparse vectors in a high-
dimensional vocabulary space. The retrieval score is computed as a weighted sum of term frequencies,
emphasizing rare but informative words. Formally, in BM25 the relevance of a document d to a query g is
given by
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score(q,d) = ZIDF(t) . f(t,d) - (ky +1)

Fltod)+ k- (1—b+b- L

where f(t,d) is the frequency of term ¢ in document d, |d| is document length, k;,b are hyperparameters,
and IDF(¢) is the inverse document frequency. Lexical retrieval is interpretable and efficient, but it struggles
with synonymy and semantic variation [84].

Semantic retrieval. Semantic retrieval methods embed queries and documents into a continuous vector
space using neural encoders such as BERT [34] or Sentence Transformers. Relevance is then measured by
vector similarity, typically cosine similarity:

_ (Blq). E(d))
1E@] - TE@]

This approach captures semantic similarity beyond surface-level word overlap, enabling retrieval of documents

that are topically related even if they share few lexical items. However, semantic retrieval requires large
embedding models and approximate nearest neighbor search for scalability [53].

sim(q, d)

Hybrid retrieval. Hybrid methods combine lexical and semantic signals, leveraging the precision of key-
word matching with the recall of semantic similarity. A common strategy is to compute both lexical and
semantic scores and combine them linearly:

SCOT€hybrid (Q7 d) = Q- SCOI’G]eX((], d) + (1 - 0[) ! Sim(qv d)v

where « € [0, 1] balances the contributions. In practice, more sophisticated fusion methods such as Reciprocal
Rank Fusion (RRF) are also widely used [30]. Hybrid retrieval has been shown to improve robustness across
diverse query types [57].

Knowledge base retrieval. In some settings, the knowledge source D is not unstructured text but a
structured knowledge base (KB) or graph. Retrieval then involves selecting entities, relations, or triples
relevant to the query. For example, given a query x, the retriever may return a set of triples {(h;,r;,t;)}
from a KB. This structured retrieval can provide precise factual grounding, but it requires curated resources
and often struggles with coverage compared to large text corpora [49].

Each retrieval paradigm presents distinct advantages and limitations. Lexical methods are efficient and
interpretable but brittle to paraphrase. Semantic methods capture deeper meaning but are computationally
intensive and less transparent. Hybrid approaches mitigate weaknesses by combining signals, while knowledge
base retrieval offers precision at the cost of coverage. The choice of retrieval strategy thus depends on the
task requirements, domain characteristics, and computational constraints [41, 12].

4.4.4 Knowledge Sources and Representation

Knowledge sources. The retrieval component of RAG depends critically on the nature of the underlying
knowledge source D. Broadly, these sources can be categorized into three types:

e Unstructured text corpora, such as news articles, scientific papers, or web documents. These
provide broad coverage but require effective retrieval to filter relevant passages [24, 60].

e Structured knowledge bases, such as relational databases or knowledge graphs, where information
is stored as entities and relations. These offer precise factual grounding but are limited by the scope
and completeness of the curated resource [49, 104].

e Semi-structured resources, such as tables, JSON records, or encyclopedic entries, which combine
free text with structured fields. These allow for flexible retrieval but require careful representation to
exploit both textual and structural signals [1].
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Representation of knowledge. The way documents or facts are represented determines how retrieval is
performed. Two dominant paradigms exist:

e Lexical representations, where documents are modeled as sparse vectors over a vocabulary (bag-of-
words). This representation underlies traditional information retrieval methods such as TF-IDF and
BM25 [84].

e Dense representations, where documents and queries are embedded into a continuous vector space
using neural encoders. Similarity is then measured by inner product or cosine similarity. Dense repre-
sentations capture semantic similarity beyond surface lexical overlap [53, 34].

From a conceptual perspective, indexing refers to the organization of knowledge to enable efficient retrieval.
In lexical retrieval, inverted indices map terms to the documents in which they appear. In dense retrieval,
the index is a collection of document embeddings, typically stored in vector databases such as FAISS, Milvus,
or Pinecone, enabling approximate nearest neighbor search in high-dimensional space [51]. While practical
implementations vary, the theoretical distinction lies in whether retrieval operates over discrete symbolic
features or continuous vector spaces.

The choice of knowledge source and representation has direct implications for the performance of RAG. Un-
structured corpora maximize coverage but risk introducing irrelevant or noisy evidence. Structured knowledge
bases provide precision but may lack breadth. Lexical representations are interpretable and efficient but brit-
tle to paraphrase, while dense representations capture semantics but are less transparent and computationally
demanding. Semi-structured resources and hybrid representations attempt to balance these trade-offs [41,
12]. Ultimately, the design of D and its representation determines the grounding capacity of the RAG system.

4.4.5 Challenges and Limitations

While Retrieval-Augmented Generation (RAG) has demonstrated strong potential for grounding large lan-
guage models in external knowledge, it is not without significant challenges. The following list summarizes
key limitations that remain active areas of research and development:

e Hallucination and grounding. Even with retrieval, generators may ignore or distort retrieved
passages, blending them with parametric knowledge in ways that introduce factual errors. Ensuring
faithfulness remains a central challenge [60, 41].

e Context window constraints. The generator’s limited context window restricts how many retrieved
passages can be incorporated. This forces trade-offs between breadth of evidence and input length, and
motivates research into ranking, selection, and compression strategies [12].

e Retrieval precision and recall. High recall ensures relevant documents are included, but low preci-
sion introduces noise that distracts the generator. Conversely, overly precise retrieval may omit critical
evidence. Balancing precision and recall is especially difficult in open-domain settings [53, 41].

e Latency and efficiency. Retrieval introduces computational overhead compared to purely parametric
generation. Querying large corpora or vector indices can increase response time, which is problematic
for real-time applications. Approximate nearest neighbor methods improve efficiency but may reduce
accuracy [51].

e Evaluation difficulties. Standard metrics such as BLEU or ROUGE capture surface similarity but
fail to measure factual grounding. Newer metrics emphasize faithfulness, answer relevance, and context
precision, but remain imperfect proxies for human judgment [41, 12].

e Domain adaptation and coverage. RAG performance depends heavily on the scope and quality of
the knowledge source. In specialized domains (e.g., medicine, law), coverage gaps can lead to unreliable
outputs. Maintaining domain-specific knowledge bases is resource-intensive [49].

e Interpretability. While retrieval provides some transparency by exposing evidence, the interaction
between retrieved passages and the generator’s parametric knowledge is opaque. Understanding how
retrieval influences generation remains an open research problem [41].
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In summary, RAG is a promising framework but not a panacea. Addressing hallucination, retrieval quality,
efficiency, and evaluation are active areas of research, and a rigorous understanding of these issues is essential
for advancing RAG as a reliable paradigm for knowledge-grounded natural language processing [12, 41].

4.5 Agents

4.5.1 Definition and Conceptual Foundations

The notion of an agent in artificial intelligence originates from the idea of an autonomous system capable
of perceiving its environment, reasoning about possible actions, and executing decisions to achieve specific
goals. This definition has been central to Al research since its early stages [91], where agents were conceived
as entities that could operate independently within dynamic environments and characterized by human-like
intelligent [80]. In the context of LLMs, this concept has been reinterpreted to emphasize not only the
generation of text but also the capacity to engage in decision-making processes that extend beyond single-
turn prediction. Recent surveys highlight that LLM-based agents are increasingly designed to integrate
perception, reasoning, and action into unified frameworks, thereby moving closer to the classical definition
of intelligent agency [56, 65]

An LLM-based agent can thus be understood as a system that actively interprets user input, plans intermedi-
ate steps, interacts with external tools or knowledge sources, and adapts its responses according to contextual
demands. This perspective highlights the shift from static, task-specific NLP pipelines to dynamic, interactive
systems capable of iterative reasoning. Whereas traditional pipelines execute a fixed sequence of operations,
LLM-based agents can engage in cycles of retrieval, deliberation, and generation, thereby simulating aspects
of problem-solving and adaptive behavior [37].

An agent is closely associated with cognitive metaphors such as reasoning, memory, and planning. Rea-
soning refers to the ability of the system to structure intermediate steps and evaluate alternative courses
of action. Memory encompasses both the retention of prior interactions and the integration of retrieved
knowledge into ongoing tasks. Planning involves the sequencing of operations in a way that is sensitive to
goals and constraints. Together, these metaphors extend the functionality of LLMs beyond surface-level text
prediction, situating them within a broader framework of deliberative and adaptive intelligence [56].

From a theoretical standpoint, agents can be situated within the wider Al literature as goal-directed systems.
Their defining characteristic is the pursuit of objectives through the selection and execution of actions [80].
In this sense, the agent is not merely a computational pipeline but a mediator between raw input data and
higher-level interpretive or operational tasks. This goal-directed orientation underscores the importance of
autonomy, adaptivity, and purpose in the design of LLM-based systems.

The conceptual foundation of agents in LLM research therefore rests on three interrelated pillars. The first
is autonomy, which denotes the ability of the system to operate without constant human intervention,
initiating and completing tasks independently. The second is adaptivity, which refers to the capacity of
the system to adjust its reasoning and actions in response to new input, retrieved evidence, or changing
objectives. The third is goal-orientation, which emphasizes the pursuit of specific objectives through
structured decision-making. These three pillars provide the theoretical grounding for understanding LLM-
based agents as dynamic, context-sensitive systems that extend the boundaries of traditional NLP [56, 65].

In summary, the agentic perspective reframes LLMs as active participants in computational tasks rather than
passive generators of text. By integrating autonomy, adaptivity, and goal-orientation, LLM-based agents
embody a paradigm that is both more flexible and more powerful than earlier approaches. This conceptual
foundation establishes the basis for subsequent methodological considerations, where the practical design and
evaluation of such agents can be aligned with the broader objectives of Al research.

4.5.2 Agentic Components

An agentic system built upon large language models (LLMs) can be flexibly tailored to the requirements of
a given task. Depending on the domain of application, the complexity of the environment, and the degree of
autonomy desired, different architectural components may be emphasized or extended. Nevertheless, there
exists a set of foundational building blocks that typically constitute the backbone of such systems. These
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components, when integrated, enable the agent to perceive, reason, act, and adapt in a structured manner.
An example of specific components is illustrated in Fig. 4.5.1.

Since there is no unified information about the components in bibliography right now, we used the combination
of agentic components from Wang, Sypherd , Li and De Lamo et. al analysis [87, 95, 62, 56].

1.

LLM Backbone. At the foundation lies the large language model itself, which provides the core
capabilities of natural language understanding and generation. This backbone (e.g., GPT-4, an open-
source equivalent or even a finetuned one) serves as the primary reasoning substrate, enabling the agent
to interpret instructions, generate coherent responses, and engage in contextually appropriate dialogue
[87, 95].

. Perception. The perception module of an LLM-based agent functions much like its sensory system,

translating signals from the environment into representations the model can interpret and reason over.
The design of this module depends on both the richness of the environment and the type of informa-
tion the agent must handle. Broadly, perception can be structured in four ways: purely text-based,
multimodal, structured through trees or other data formats, and tool-augmented [56].

. Orchestration Layer. Surrounding the backbone is a control mechanism that governs the sequencing

of actions and the coordination of workflows. Often referred to as the agent loop, this orchestration
layer ensures that the system can manage multi-step processes, invoke external modules when necessary,
and maintain coherence across extended interactions [95, 87].

Memory Modules. Effective agency requires the ability to retain and retrieve information. Memory
subsystems provide both short-term contextual recall (e.g., maintaining conversational state) and long-
term knowledge storage (e.g., accumulated facts, user preferences, or prior experiences). These modules
allow the agent to operate with continuity and adapt over time [87, 56].

. Planning and Reasoning Engine. Beyond reactive responses, an agent must be capable of deliber-

ate reasoning. The planning engine enables the decomposition of tasks into logical sequences, supports
multi-step problem solving, and often leverages chain-of-thought reasoning to arrive at structured so-
lutions. This component is critical for handling complex or ambiguous objectives [87, 95, 62].

. Tool Integration Interfaces. To extend its functionality beyond the intrinsic knowledge of the

LLM, the agent incorporates interfaces to external tools, knowledge stores, services, or application
programming interfaces (APIs). One of the most popular tools is a RAG tool. Such integrations allow
the system to perform calculations, retrieve up-to-date information, or interact with specialized software
environments, thereby broadening its operational scope [87, 62].

Monitor and Feedback Mechanisms. Adaptivity is achieved through mechanisms that tracks and
evaluate the outcomes of the agent’s actions. Feedback may be derived from the environment, human
users, or internal self-assessment loops. These signals enable the system to refine its strategies, correct
errors, and progressively improve performance over time. [95, 62]

. Task Decomposition Module. Complex objectives are often intractable without subdivision. The

task decomposition module systematically breaks down overarching goals into manageable sub-tasks,
thereby facilitating incremental progress and reducing cognitive load on the reasoning engine [87].

4.5.3 LLM-based Agentic Architectures

The architecture of an agent determines how it processes input, reasons about possible actions, and produces
output. In the context of Large Language Model (LLM)-based agents, architecture refers not only to the
underlying neural model but also to the organizational framework that governs how the model interacts with
memory, retrieval systems, and external tools. This broader perspective emphasizes that the effectiveness of
an agent depends as much on its structural design as on the capabilities of the language model itself [56].
Several paradigms have emerged that shape the design of such agents, each reflecting different assumptions
about how intelligence should be organized and deployed.

A fundamental distinction in agent design is between reactive, deliberative or cognitive architectures.
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Figure 4.5.1: Example of agentic system with specific components [37]

Agentic Operational Categries

e Reactive agent: Reactive or simple reflex agents agents operate in a stimulus-response manner,
producing outputs directly from inputs without explicit long-term planning. Their behavior is typically
fast and efficient, but limited in flexibility [80]. Such agents are well-suited to tasks that require
immediate responses, such as classification or simple dialogue management, but they struggle with
tasks that demand extended reasoning or contextual integration.

e Deliberative agents: Deliberative agents, by contrast, incorporate explicit planning and reasoning
steps. They may generate intermediate hypotheses, consult external knowledge sources, and refine their
outputs iteratively. This design allows them to handle more complex tasks, such as multi-step problem
solving or the evaluation of nuanced textual input.

e Cognitive agents: Cognitive agents represent the most advanced paradigm, integrating reasoning,
memory, learning, and meta-cognition. These categories provide a conceptual map for understanding
the diversity of agentic designs and their relative strengths.

A particularly influential deliberative architecture is the ReAct framework (Reasoning + Acting), intro-
duced by Yao et al. [107]. ReAct agents interleave reasoning traces with action steps, enabling them to
dynamically decide when to think, when to use tools, and when to generate final outputs. This approach has
proven effective for tasks requiring both logical inference and external information retrieval, as it avoids the
rigidity of purely reactive systems while remaining more efficient than fully pre-planned deliberation. Recent
work on LLM-based deliberative agents highlights their ability to engage in plan—act-reflect cycles, where
reasoning is distributed across multiple stages of analysis [37].

Single-Agent vs. Multi-Agent Systems

Another important architectural distinction is between single-agent and multi-agent systems.

e Single-Agent System: It relied on one LLM-based agent to perform all tasks, from retrieval to rea-
soning and output generation. This design is straightforward and easier to manage but may encounter
limitations when tasks require specialization or parallelization.

e Multi-agent System: It distributes responsibilities across specialized agents that may collaborate or
even adopt adversarial roles. For example, one agent may be tasked with generating a solution while
another critiques or verifies it, creating a form of internal debate that can improve overall performance.
Research on multi-agent orchestration demonstrates that such systems can outperform single LLMs on
complex benchmarks by leveraging diversity of reasoning and iterative consensus-building [89, §].
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Graph-Based Agents

A recent development in multi-agent orchestration is the use of graph-based agents, where interactions among
agents are represented as nodes and edges in a computational graph. There available frameworks that model
agent workflows as directed graphs, allowing for flexible control over execution paths, memory persistence, and
error recovery. Graph-based architectures are particularly effective for complex tasks that require branching
reasoning, parallel exploration of hypotheses, or structured collaboration among multiple agents [35]. By
formalizing agent interactions as graph structures, these systems provide both scalability and transparency
in orchestration [31, 52].

Recent developments in orchestration frameworks have further advanced the design of LLM-based agents.
Frameworks such as LangChain, AutoGPT, and HuggingGPT provide modular architectures that enable
agents to reason, retrieve, and act in structured loops. These frameworks emphasize three key capabilities:
tool use, which allows agents to call external APIs or databases; memory integration, which enables agents
to maintain context across multiple interactions; and control flow, which manages iterative reasoning steps
through structured cycles such as “plan—act-reflect” or “think—verify-revise” [56].

By combining these elements, orchestration frameworks provide a flexible infrastructure for building agents
that are both modular and adaptive. They allow researchers and practitioners to design systems that balance
efficiency with deliberation, and autonomy with oversight. As the field continues to evolve, these frameworks
are likely to play a central role in shaping the next generation of LLM-based agents.

4.5.4 Challenges and Limitations

While agentic architectures significantly extend the capabilities of large language models, they also introduce
a range of limitations and challenges that must be acknowledged. These challenges span technical, method-
ological, and ethical dimensions, and they highlight the gap between the promise of autonomous agents and
their current practical reliability.

One of the most fundamental limitations is hallucination and reliability. LLMs are prone to generating
plausible but factually incorrect information. When embedded in agentic loops, these errors can compound,
as subsequent reasoning steps build on flawed outputs. This undermines trustworthiness, particularly in
high-stakes applications where factual accuracy is critical [65].

A second challenge lies in evaluation and benchmarking. Unlike traditional NLP tasks with well-defined
metrics, assessing the performance of agents is complex. Agents operate across multiple dimensions, planning,
tool use, memory, and reflection and no single benchmark captures these capabilities comprehensively. This
underscores the importance of transparency, oversight, and human-in-the-loop designs. Current evaluation
frameworks remain fragmented, making it difficult to compare systems or establish standards.

Scalability and efficiency also present obstacles. Agentic systems often require multiple reasoning steps,
external tool calls, and memory retrievals, which increase computational cost. This makes them resource-
intensive and less practical for real-time or large-scale deployment. Research has noted that scaling agents
to handle complex workflows without prohibitive costs remains an open problem [47].

Memory integration introduces further challenges. While memory modules allow agents to retain context,
they also raise issues of relevance, retrieval accuracy, and forgetting. Poorly managed memory can lead to
irrelevant recalls, context drift, or even privacy concerns if sensitive data is stored without safeguards [65].

The coordination of multi-agent systems adds another layer of complexity. While multi-agent designs
promise specialization and resilience, they also risk inefficiency, redundancy, or conflict between agents.
Designing effective communication protocols and consensus mechanisms remains an active area of research

[89].

Ethical and societal challenges also loom large. Bias and fairness remain unresolved, as agents inherit biases
from their underlying LLMs and may amplify them through iterative reasoning. Moreover, the potential for
misuse, such as automating disinformation or malicious tasks, raises concerns about responsible deployment

[47].

In summary, while agentic LLM architectures represent a powerful paradigm, they remain constrained by
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technical limitations, methodological gaps, and ethical risks. Addressing these challenges requires advances
in evaluation, error handling, memory management, and alignment strategies. Recognizing these limitations
is essential not only for academic rigor but also for guiding the responsible development of future agentic
systems.
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Chapter 5

Clarity in Political Discourse and LLMs

Clarity is a central yet contested dimension of political communication. While democratic norms empha-
size transparency and accountability, political actors often face incentives to remain ambiguous, evasive, or
strategically indirect. This tension has long been studied in communication theory, pragmatics, and polit-
ical psychology, where equivocation is understood not as a personal failing but as a occasionally adaptive
strategy. By tracing the theoretical foundations of clarity and equivocation, and by reviewing existing tax-
onomies, datasets, and evaluation methods, this chapter situates clarity as a measurable and utlized property
of political discourse. Establishing this conceptual groundwork is essential for understanding how clarity can
be systematically analyzed and how it functions as a lens for evaluating political communication.

Building on this foundation, the chapter turns to the role of LLMs in discourse analysis. Recent advances in
NLP have enabled automated approaches to stance detection, argument mining, and fallacy identification, yet
clarity itself has received comparatively little attention in computational research. By reviewing how LLMs
have been applied to political discourse and identifying the limitations of current approaches, this chapter
highlights the gap that motivates the present thesis: the need for systematic, large-scale evaluation of clarity in
political communication using LLMs. In doing so, it bridges theoretical insights from communication studies
with the methodological possibilities of modern language technologies, setting the stage for the experimental
investigations that follow.
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5.1 Clarity in Political Communication

5.1.1 Theoretical Foundation

The earliest roots of equivocation theory can be traced to Lewin’s (1939) field theory [58], which emphasized
that social behavior must be understood in terms of the total field of forces acting upon individuals. Rather
than attributing actions to internal traits, Lewin argued that behavior emerges from the interaction between
individuals and their situational contexts. This situational perspective would later prove foundational for
understanding why speakers, including politicians, sometimes resort to ambiguous or evasive communication.

Lewin’s framework also highlighted the tension between the expectation of clarity and the practical realities
of communication. Although audiences often anticipate direct and transparent speech, speakers often face
situations in which any straightforward answer carries risks. In such cases, equivocation becomes a strategic
adaptation, allowing individuals to navigate competing demands for accountability, self-presentation, and
social harmony.

Building on this situational foundation, Watzlawick et al. (1967) [97] introduced a pragmatic theory of com-
munication that further illuminated the conditions under which equivocation arises. The famous axiom that
“one cannot not communicate” underscored the inevitability of communication, even in silence or avoidance.
Crucially, authors argued that every message carries both a content and a relational dimension, with the
latter shaping how the former is interpreted.

This dual structure of communication provided fertile ground for understanding ambiguity. Watzlawick
et al. distinguished between digital (explicit, content-based) and analogic (relational, contextual) modes
of communication. Equivocation often exploits this distinction, relying on relational cues to obscure or
redirect meaning while avoiding explicit commitments. In this sense, equivocation is not a breakdown of
communication but a strategic use of its inherent complexity.

The next major step came with Bavelas et al. (1988), who explicitly applied these theoretical insights to
political communication [6]. Authors argued that equivocation is not an intrinsic personality trait but a
situational response. In particular, they showed that the content of a question strongly influences whether
a speaker chooses to equivocate. When all possible answers are potentially damaging, equivocation becomes
the most rational communicative strategy.

Bavelas (1990) expanded this argument by situating equivocation within a broader intellectual lineage that
included Lewin’s field theory and work on disqualification [7]. She emphasized that equivocation encompasses
a wide range of communicative behaviors, from indirect speech acts to strategic ambiguity and contradictory
verbal and nonverbal signals. Importantly, she challenged the assumption that equivocation is inherently
deceptive, instead presenting it as a potentially effective form of communication.

This situational model was reinforced by Bull and Mayer (1993), who rejected the idea that politicians are
intrinsically evasive. They argued that the adversarial structure of political interviews creates conditions
that foster equivocation. In other words, evasiveness is not a personal failure but a predictable response to
institutional pressures.

Bull (1994) further refined the analysis by proposing that political responses should be understood along
a continuum rather than as a binary between answers and non-answers [16]. Many responses fall into
intermediate categories, blending elements of both. This continuum model highlights the complexity of
political communication, where partial answers, re-framings, and diversions may all serve strategic purposes.

While Bull’s work emphasized the strategic and relational dimensions of equivocation, Wilson and Blackwell
(1990) approached the issue from a pragmatic perspective, focusing on the structure of questions and answers
[101]. They argued that defining evasion is inherently difficult, since questions are rarely straightforward
and often contain embedded assumptions or controversial propositions. Politicians must therefore navigate
between acknowledging these propositions and avoiding them, both of which can be interpreted as evasive.

The authors also highlighted the reciprocal relationship between pragmatics and political discourse analysis.
On one hand, applying pragmatic theory to political communication provides real-world validation of the-
oretical concepts. On the other, the complexities of political discourse challenge and refine those theories,
revealing the limitations of abstract models when confronted with actual political talk.
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Clayman (2001) added further nuance by emphasizing that evasiveness is not random but a carefully man-
aged social practice [27]. He argued that politicians exploit the gray areas between answering and evading,
using techniques such as topic shifts or reframing to resist the constraints of questioning. These practices
demonstrate that norms of accountability remain in place, but they are strategically negotiated rather than
strictly followed.

Clayman also underscored the importance of studying not just whether a politician answered or evaded,
but how they did so. The method of resistance—whether through reframing, tangentialization, or ambigu-
ity—shapes public perception and can influence the effectiveness of political communication. Taken together,
these contributions establish a robust theoretical foundation for analyzing equivocation in political discourse:
it is best understood as a situational, strategic, and relational phenomenon, rather than as a mere failure of
clarity.

Continuing this line of inquiry, Bull (2008) integrated equivocation theory with the concept of “face” and
face management [17]. He argued that politicians equivocate when all available answers threaten their public
image or credibility. Equivocation thus functions as a form of facework, allowing politicians to navigate
communicative conflicts without resorting to outright falsehoods. This framework situates equivocation
within broader theories of politeness and impression management.

Bull (2008) also emphasized that not all forms of equivocation are equivalent. Some may be perceived as
highly skilled rhetorical maneuvers, while others appear clumsy or evasive. This distinction underscores the
importance of analyzing not only the presence of equivocation but also its quality and effectiveness in shaping
public perception.

Bull (2012) extended this analysis by identifying three axes of political discourse: communication skills,
face and facework, and social context [18]. He noted that political communication varies depending on the
audience and institutional setting, and that equivocation must be analyzed with attention to these contextual
factors. The introduction of televised debates in the UK, for example, created new communicative pressures
and opportunities for equivocation.

5.1.2 Taxonomies

In order to systematically study evasive practices in political discourse, scholars have developed a series of
taxonomies that classify the diverse strategies through which politicians avoid direct answers. In this chapter,
the five most relevant and the most widely used are going to be presented. These frameworks not only provide
analytical clarity but also reflect different theoretical orientations toward communication.

Bavelas’ taxonomy [7] adopts a situational perspective, emphasizing how equivocation arises from the
interplay of communicative elements such as sender, content, receiver, and context. In contrast, Bull and
Mayer’s typology [20] is primarily functionalist, identifying a set of recurrent non-reply strategies that
describe how politicians manage interaction without addressing propositional content.

Building on this, Bull’s model [16] introduces a more structural approach, linking the form of questions
to the classification of replies, intermediate replies, and non-replies. From an interactional standpoint,
Clayman’s taxonomy [27] of resistance strategies highlights the conversational practices through which
politicians overtly or covertly resist interviewer agendas while maintaining accountability.

Finally, Galasinski’s semantic-structural taxonomy [38] focuses on the semantic manipulation of ques-
tions and answers, distinguishing overt evasions from covert strategies that alter the focus or context of the
question. Taken together, these five taxonomies represent complementary perspectives—situational, func-
tionalist, structural, interactional, and semantic—that provide a comprehensive foundation for analyzing
political evasion.

Bavelas’ et al. Taxonomy

Bavelas et al. [6] extended the study of equivocation by adopting a four—element model designed to assess
the degree and form of equivocal communication. Their work applied the theory of equivocation to the
specific case of political discourse, arguing that equivocation does not derive from intrinsic characteristics of
the individual speaker but rather from the communicative situation itself. In this sense, equivocation is not
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a default mode of communication but a strategic choice made under particular circumstances. The content
of the question posed was found to be the most influential factor in determining whether a speaker would
equivocate.

The model proposed by Bavelas et al. [6] evaluates equivocation across four analytical dimensions:
e Sender: To what extent does the message reflect the speaker’s own opinions?

e Content: How clear and coherent is the message in its own terms, that is, does the formulation make
sense?

e Receiver: To what degree is the message directly addressed to the immediate listener?
e Context: How far does the answer constitute a direct response to the question asked?

According to this taxonomy, equivocation emerges when speakers face conflicting pressures, such as the ten-
sion between answering truthfully and avoiding political costs. In such situations, ambiguity becomes a
communicative resource that allows the speaker to balance competing demands. Among the four dimen-
sions, the content element was identified as the most sensitive indicator of equivocation, since ambiguity in
formulation most clearly reveals the evasive nature of political speech.

The methodological strength of this approach lies in its combination of experimental manipulation, indepen-
dent ratings, and quantitative scaling. These techniques provided strong evidence that equivocation is not
a personality trait but rather a circumstantial induced strategy. In this way, the Bavelas’ taxonomy offers a
systematic framework to identify and analyze equivocal communication in political contexts [6].

Bull and Mayer’s Taxonomy

Bull and Mayer [19] made a significant contribution to the study of political discourse by developing a
typology of question evasions. Their framework sought to categorize the diverse ways in which politicians
respond to questions without directly addressing their propositional content. The typology identified eleven
superordinate categories of evasive strategies:

Ignores the question

Acknowledges the question without answering it
Questions the question

Attacks the question

Attacks the interviewer

Declines to answer

Makes a political point

Gives an incomplete answer

© ®©® N e W

Repeats an answer to a previous question

[t
o

. States or implies that the question has already been answered
11. Offers an apology

This taxonomy was later expanded in their 1993 study, where Bull and Mayer [20] examined political inter-
views in greater detail. They distinguished between three broad categories of responses: replies, non-replies,
and answers by implication. Within the category of non-replies, they identified thirty sub-categories, which
were grouped into the eleven superordinate categories listed above. This refinement provided a more system-
atic account of the range of evasive strategies used by politicians, offering a detailed framework for empirical
analysis.

More recently, Bull and Strawson [21] introduced an additional twelfth category, Literalism, defined as the
case where the literal aspect of a question—although not intended to be taken literally—is answered. This
addition further enhanced the taxonomy by capturing a subtle but recurrent form of political evasion, where
a politician appears to respond while sidestepping the intended meaning of the question.
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The strength of Bull and Mayer’s approach lies in its functionalist orientation. By focusing on how responses
operate within the interactional context of political interviews, their taxonomy highlights the ways in which
politicians can appear to engage with a question while strategically avoiding its substantive content. This
functionalist perspective has been particularly valuable in demonstrating that evasive responses are not
random but patterned and recognizable forms of political communication.

Wilson and Blackwell [101] acknowledged the value of this typological work, noting that it provided a useful
starting point for the systematic study of political evasion. They emphasized that such classifications are
important for generating comparative data across different political contexts and for identifying recurring
avoidance strategies. At the same time, Wilson suggested that future research could benefit from integrat-
ing typological analyzes with more formal accounts of how questions and answers are structured, thereby
strengthening the theoretical grounding of the taxonomy.

Taken together, the Bull and Mayer taxonomy represents an important step forward in the analysis of
political equivocation. By identifying and categorizing the diverse strategies of non-reply, their framework
not only advanced the empirical study of political interviews but also laid the foundation for subsequent
refinements that integrate pragmatic and conversational perspectives. In this way, their work complements
earlier situational models of equivocation and provides a practical tool for analyzing evasive discourse in
political contexts.

Bull’s Taxonomy

Bull [16] sought to refine the analysis of political interviews by developing clear criteria for the identification
of questions, replies, and non-replies. His central argument was that responses should not be dichotomized
simply into replies and non-replies. Instead, he proposed that political discourse is better understood along
a continuum, with a substantial proportion of responses occupying an intermediate position between a full
reply and a complete failure to answer. This continuum model represented a significant improvement over
earlier binary classifications, as it captured the nuanced ways in which politicians manage their responses.

A key contribution of Bull’s work was the development of a six-fold typology of questions, which pro-
vided a structural basis to assess the suitability of replies. He distinguished between interrogative and
non-interrogative forms:

e Interrogative:
1. Yes/No questions
2. Wh- questions (e.g., who, what, where, when, why, how)
3. Disjunctive questions (offering alternatives)
e Non-Interrogative:
1. Declarative questions
2. Moodless questions
3. Indirect questions

By grounding the classification of replies in the structure of the question, Bull provided a more systematic
framework for determining whether a response should be considered a reply, a non-reply, or something in
between. This structural approach addressed a key limitation of earlier typologies, which often relied on
negotiated judgments rather than explicit criteria.

Bull further categorized responses into three overarching types:
1. Replies
2. Intermediate replies, including:
e Incomplete replies (fractional, partial, or half answers)
e Answers by implication

e Interrupted replies

75



Chapter 5. Clarity in Political Discourse and LLMs

3. Non-replies

This tripartite classification allowed for a more fine-grained analysis of political discourse. The introduction
of intermediate responses was particularly innovative, as it recognized that many political responses cannot
be neatly categorized as either full answers or outright evasions. Instead, they often occupy a middle ground,
where some information is provided but the core of the question remains unaddressed.

Overall, Bull’s taxonomy advanced the study of political communication by integrating the structure of
questions with the classification of the responses. His continuum model and the recognition of intermediate
replies offered a more nuanced and empirically grounded framework for analyzing political interviews, thereby
improving on earlier typologies of equivocation and evasion.

Galasiniski’s Taxonomy of Evasion Strategies

In his semantic-structural approach, Galasinski (2000) [38] proposed a taxonomy of evasion strategies that
distinguishes between overt and covert forms of evasion. His framework emphasizes the semantic manip-
ulation of questions and answers, showing how speakers can resist accountability either openly or through
more subtle shifts in meaning. According to Galasiriski, overt strategies are relatively easy to detect, whereas
covert strategies are more complex, as they involve manipulating the semantic content of the question while
maintaining the appearance of responsiveness [38§].

Galasinski identified three types of overt evasion:
1. To state openly: The speaker explicitly acknowledges their refusal or inability to answer.
2. To imply: The speaker suggests an answer indirectly without committing to a clear proposition.

3. To present oneself as not the appropriate addressee: The speaker positions themselves as the
wrong person to be asked the question, thereby deflecting responsibility.

Galasinski further outlined three main types of covert evasion, which are more difficult to detect because
they manipulate the semantic relationship between the question and the answer:

1. Changing the textual context of the question: The speaker reformulates or broadens the scope
of the question, producing an answer that appears related but is not warranted by the original content.

2. Changing the focus of the question: The speaker shifts the focal argument of the question while
maintaining the textual context, thereby answering a different issue than the one posed.

3. Changing both the focus and the textual context: The speaker simultaneously alters the focus
and the context, producing an answer that diverges significantly from the intended meaning of the
question.

In addition to these categories, Galasiniski noted that speakers may also employ other covert strategies, such
as introducing propositions not coherently related to the question or addressing presuppositions embedded
within it. In these cases, the speaker appears to answer but in fact reframes the issue from a different
perspective.

The significance of Galasinski’s taxonomy lies in its semantic orientation. By focusing on how the meaning of
questions can be manipulated, his framework highlights the subtle ways in which politicians and other speakers
can evade accountability while maintaining the appearance of cooperation. This approach complements earlier
functionalist and interactional models by providing a detailed account of the semantic mechanisms underlying
both overt and covert evasions.

Clayman’s Taxonomy

Clayman [27] advanced the study of political evasiveness by proposing a resistance strategy taxonomy that
highlights how politicians manage the tension between accountability and avoidance. He argued that evasions
are not random dodges, but carefully managed social practices. These practices demonstrate that while
accountability norms remain in place, politicians exploit the gray areas between answering and evading. For
researchers, this means that the focus should not only be on whether a politician answered or evaded, but
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also on how the evasion was accomplished, since the method of resistance can significantly shape public
perception.

Clayman distinguished between two broad categories of resistance strategies: overt and covert. Overt
strategies are visible refusals to follow the interviewer’s agenda, but are often accompanied by damage control
to soften the breach. Covert strategies, by contrast, are subtler forms of evasion that are designed to appear
as though the speaker is answering, while in fact sidestepping the substantive content of the question.

The overt resistance strategies:

1. Deference to the interviewer: Acknowledging the role or authority of interviewer before resisting
the question.

2. Minimizing the divergence: Admitting the shift away from the question but downplaying its sig-
nificance.

3. Justifying the shift: Providing reasons for not answering directly.
4. Refusing to answer: A blunt rejection of the question.
The covert resistance strategies:

1. Subversive word repetition and anaphoric pronouns: Reusing interviewer’s words or vague
pronouns to appear responsive without adding substantive content.

2. Operating on the question: Talking about the question itself rather than providing an answer.

This taxonomy illustrates that evasiveness is not merely a matter of withholding information, but involves
a range of practices that can be more or less visible to the audience. Overt strategies openly resist the
interviewer’s agenda, while covert strategies maintain the appearance of cooperation, blurring the line between
answering and evading. By identifying these practices, Clayman provided a framework that captures both
the subtlety and the strategic nature of political evasions.

Overall, Clayman’s taxonomy complements earlier typologies by shifting the analytical focus from the binary
distinction of answer versus non-answer to the interactional methods by which resistance is acted upon.
His contribution underscores the importance of examining the form of evasive practices, thus enriching the
theoretical and methodological toolkit for analyzing political discourse.

5.1.3 Studies and Datasets

While the preceding section outlined the major taxonomies of political evasion, their significance lies in how
they have been used in empirical research. A growing body of studies has applied, combined, or extended
these frameworks in order to analyze real instances of political communication. These works demonstrate that
taxonomies are not merely abstract classifications but practical tools for coding, interpreting, and evaluating
evasive discourse. Importantly, they also reveal the methodological diversity of the field: some studies rely
on controlled experimental designs, others on detailed conversation analysis, and still others on large-scale
corpus annotation.

The datasets employed in this research are equally varied, ranging from televised political interviews and
parliamentary debates to press conferences and election campaign exchanges. This diversity reflects both the
adaptability of the taxonomies and the complexity of political discourse itself. Moreover, while a few studies
adopt a single taxonomy in a focused manner, the majority combine two or more frameworks, thereby
capturing multiple dimensions of evasiveness—functional, structural, interactional, and semantic—within
the same analysis. In what follows, eight representative studies are reviewed, each discussed in terms of
its methodological approach and the dataset on which it is based. Together, they illustrate how theoretical
models of evasion have been translated into empirical practice and provide the foundation for evaluating
clarity in political discourse.

Single-taxonomy applications

Studies that apply a single taxonomy provide focused insights into how one framework can be used in
practice. Although narrower in scope than multi-taxonomy approaches, they demonstrate the precision and
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adaptability of individual models across different political and cultural contexts.

Hanafe and Thani [42] examined evasive practices in political news interviews by comparing strategies em-
ployed by Malaysian and U.S. politicians. Using a conversation analysis approach, they focused on how
politicians responded to different types of questions and whether their evasions were overt or covert. The an-
alytical framework was based on Clayman’s taxonomy of evasion in news interviews [27], which distinguishes
between evasion levels and interactional cues that signal an inadequate response. The interviews were seg-
mented into question—answer sequences, evasive responses were coded, and these were analyzed according to
Clayman’s levels of evasion. Indicators included responses judged inadequately responsive by participants,
as well as follow-up questions introduced by interviewers with turn-initial markers such as but. The findings
showed that both Malaysian and U.S. politicians employed a range of evasion strategies, with systematic
variation in the extent to which these were overtly acknowledged or covertly embedded. This demonstrated
the adaptability of Clayman’s taxonomy across cultural contexts.

The dataset consisted of six political news interviews, equally divided between Malaysian and U.S. politicians.
Two interviews featured Malaysian Prime Minister Dato’ Seri Najib Abdul Razak, and two featured U.S.
President Barack Obama. The interviews were sourced from YouTube, selected for their political relevance
and one-on-one interview format, then downloaded, transcribed, and segmented into question—answer
sequences. The corpus was multilingual (Malay and English), though the analysis was conducted on the
transcribed versions. By situating the study in both Malaysian and U.S. contexts, the researchers were
able to highlight similarities and differences in evasive practices across political cultures, contributing to the
comparative study of political equivocation [42].

Zhang [109] investigated evasive practices in Chinese Ministry of Foreign Affairs press conferences through the
lens of the Cooperative Principle and Relevance Theory. The study identified nine distinct evasion strategies,
based on Bull’s and Mayer’s taxonomy [20], which were grouped into two overarching categories: overt and
covert evasions. Overt strategies included acknowledging the question without answering, questioning or
attacking the question, claiming the question had already been answered, apologizing, and attacking the
journalist. Covert strategies included making a political point, providing incomplete answers, ignoring the
question, and repeating a previous answer. The analysis demonstrated that Chinese spokespeople frequently
employed both overt and covert evasions as a means of safeguarding national interests and preserving the
country’s face in international communication. The study also noted that cooperation between journalists
and spokespersons was limited, which contributed to the prevalence of evasive responses.

The dataset consisted of transcripts from seventeen regular press conferences held by the Chinese Ministry
of Foreign Affairs in May 2021, comprising a total of 229 question—answer exchanges. The material was
collected from the official website of the Ministry of Foreign Affairs of the People’s Republic of China ().
The questions addressed a wide range of international issues, including the COVID-19 vaccine, the Israeli—
Palestinian conflict, border disputes, and the China—U.S. high-level dialogue. Representative samples were
selected for detailed analysis to illustrate the reasons behind evasive strategies and the communicative effects
they achieved. This corpus provided a contemporary and politically salient dataset for examining how Chinese
officials strategically deploy evasion in high-profile diplomatic discourse [109].

Multiple-taxonomy approaches

While single-taxonomy applications demonstrate the precision of applying one framework in depth, many
scholars have argued that no single model can fully capture the complexity of political evasion. As a result, a
substantial body of research has combined two or more taxonomies in order to integrate functional, structural,
interactional, and semantic perspectives. These multiple-taxonomy approaches allow for a richer analysis by
highlighting not only the form of evasive responses but also their pragmatic functions and conversational
effects. The following studies illustrate how hybrid frameworks have been employed in different institutional
and cultural contexts, showing both the advantages and the innovations that emerge when taxonomies are
synthesized.

Weilin [99] conducted a comparative study of evasion strategies employed by Chinese and American spokesper-
sons during routine press conferences on the North Korean nuclear issue (September—December 2006). The
analysis was grounded in a hybrid typology that combined Bull and Mayer’s [20] framework with Galasinski’s
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[38] semantic-structural approach. This synthesis produced two overarching categories of evasion: overt prac-
tices and covert practices, each further divided into eight sub-strategies. Examples of overt practices included
declining to answer, ignoring the question, or providing incomplete responses, while covert practices encom-
passed strategies such as implying the question had already been answered, reframing the question, or subtly
shifting the topic. The findings revealed that evasion was the most frequently adopted strategy by both Chi-
nese and American spokespersons. However, the distribution of strategies differed: American officials relied
more heavily on overt forms of evasion, whereas Chinese officials favored covert strategies. The study thus
highlighted how national communication styles shape the manifestation of equivocation in political discourse.

The dataset consisted of official transcripts of press conferences published on the websites of the Chinese
Ministry of Foreign Affairs and the U.S. Department of State. Although some questions in the Chinese
conferences were originally posed in Mandarin, the study relied on the English (language versions provided
by the Ministry’s website). The corpus covered a four-month period in 2006, focusing exclusively on
exchanges concerning the North Korean nuclear issue. This bilingual but English-translated dataset allowed
cross-cultural comparison while maintaining linguistic consistency for analysis [99].

Rasiah [78] extended the study of equivocation to the parliamentary arena, specifically Australia’s House
of Representatives Question Time (February—March 2003) on the issue of Iraq. The study synthesized and
adapted multiple approaches to political interview analysis, drawing particularly on Bull’s taxonomy and
Clayman’s distinction between overt and covert practices. The resulting framework classified responses into
answers, intermediate responses, and evasions, with evasions further analyzed for their level (full, medium,
subtle) and type (overt vs. covert).

A key innovation of Rasiah’s framework [78] was the identification of agenda shifts as a central mechanism
of evasion. These shifts included strategies such as attacking the opposition (negative other-presentation)
or emphasizing one’s own achievements (positive self-presentation). The study also expanded Clayman’s
taxonomy by introducing two additional covert practices: the use of similar words and the use of vague,
general terms. Empirical findings confirmed that evasion was a recurrent feature of parliamentary discourse,
with medium-level evasions (performing a task different from that required by the question) being the most
prominent.

The dataset comprised Hansard transcripts of Question Time in the Australian Parliament, restricted to
Questions without Notice to preserve the spontaneity of the exchanges. The corpus included 48 Opposition
questions and 39 Government questions, some containing multiple sub-questions. The focus on Irag-related
debates during early 2003 provided a politically charged context in which evasive strategies were particu-
larly salient. The dataset was entirely in English and reflected the institutionalized adversarial nature of
parliamentary discourse in Australia, which differs in important respects from the UK model [78].

Extended approaches

Beyond single and multiple taxonomy applications, a number of studies have pursued what may be termed
extended approaches. These works move beyond the direct application of existing taxonomies by integrating
them with other theoretical traditions, in order to capture additional dimensions of political communication.
By doing so, they not only test the robustness of established frameworks but also expand their explana-
tory power, highlighting how factors such as adversarialness, cultural variation, rhetorical framing, and
face-management interact with evasive practices. The following studies illustrate this trend, showing how
taxonomies of evasion can be productively combined with broader analytical perspectives.

Vukovi¢ [93] examined the interplay between adversarialness and evasion in broadcast political interviews,
focusing on how the questioning style of journalists influences the evasive behavior of politicians. The study
employed a multidisciplinary methodology that combining conversation analysis, critical discourse analysis
(CDA), and sociolinguistics, to capture both the structural and pragmatic dimensions of political interviews.

The analysis began by identifying indicators of adversarialness from the literature and refining them through
corpus examination. These indicators were grouped into categories.

The findings demonstrated a cause-and-effect relationship between adversarialness and evasion: the more ad-
versarial the questioning style, the higher the likelihood of evasive responses. Conversely, lenient questioning
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also produced evasion, though in different forms. Importantly, the study highlighted culture-specific patterns
of evasive behavior, suggesting that both journalistic style and political communication norms shape the
dynamics of equivocation.

The dataset consisted of 18 hours of broadcast political interviews, amounting to approximately 105,000
words of transcripts, collected between 2007 and 2008. The corpus was divided into three national groups:

e British interviews: 11 interviews (30,000 words) from BBC1, BBC News, BBC World, Sky News,
Channel 4, and Euronews (UK edition).

e American interviews: 10 interviews (33,000 words) from CNN, CBS, ABC, and Fox News.
e Montenegrin interviews: 8 interviews (42,000 words) from RTCG, TV IN, and TV Vijesti.

An additional sub-corpus of four interviews with George W. Bush (2006-2008) from ABC, CBS, and BBC
was also included for comparative purposes.

The multilingual and cross-cultural nature of the dataset (English for the British and American interviews;
Montenegrin for the Montenegrin interviews) allowed the study to explore cultural variation in adversar-
ialness and evasion. By triangulating across these contexts, Vukovié¢ was able to demonstrate that while
adversarialness and evasion are universally linked, their manifestations are shaped by national journalistic
traditions and political cultures [93].

Cakir, Kaya, and Kara [22] investigated the use of evasion strategies in Turkish political interviews by
applying a composite methodological framework based on Bull and Mayer’s functional approach [20], Bull’s
refinements, Galasinski’s semantic-structural model [38], and Clayman’s overt/covert distinction [27]. Their
analysis revealed that ten of the fourteen categories of evasion proposed in earlier studies were applicable
to the Turkish context, while three additional categories emerged from the data, extending the existing
taxonomies.

In total, sixty-eight instances of evasion were identified, with the most frequent strategies being the alteration
of the textual context of the question and the provision of incomplete answers. The study also found that the
then-Prime Minister employed significantly more evasive strategies than other politicians, a result interpreted
as a function of incumbency and the heightened accountability of governing parties. Overall, the findings
confirmed both the universality of certain evasive practices and the presence of context-specific innovations
in Turkish political discourse.

The dataset comprised eight televised political interviews broadcast on the program Siyaset Meydani
(“Political Arena”), hosted by Ali Kirca, in the weeks leading up to the June 2011 Turkish general election.
The material was collected from the online archive [22].

Clementson [28] examined perceptions of political evasiveness in the context of U.S. presidential debates
by integrating equivocation theory with contemporary theories of deception detection, namely truth-default
theory and information manipulation theory. The study employed a discourse-analytic content analysis of
question—answer sequences, coding responses according to whether they directly addressed the question,
shifted to another topic, or employed recognizable evasive practices. The analytical framework was grounded
in the established taxonomies of Bull and Mayer [20], Bavelas et al. [7], and Clayman [27], which provided the
conceptual tools for distinguishing between direct, indirect, and resistant responses. The results indicated that
while politicians frequently accused their opponents of evasiveness, the actual rate of evasion was lower than
these accusations suggested. This finding highlights a paradox: perceptions of evasiveness are amplified not
only by politicians’ strategic behavior but also by their rhetorical framing of opponents, thereby reinforcing
the public belief that politicians are inherently evasive.

The dataset consisted of the full transcripts of 14 U.S. presidential debates spanning the years 1996 through
2012, with a total of 810 question—answer sequences serving as the units of analysis. These debates,
conducted in English, provided a high-stakes electoral context in which candidates were expected to respond
directly to moderators’ and audience members’ questions while simultaneously engaging in adversarial
exchanges with their opponents. By focusing on this corpus, the study was able to capture both the
interactional dynamics of equivocation and the strategic use of accusations of evasion in one of the most
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visible forms of political communication in the United States [28].

Al-Nouri and Jebur (2024) [70] examined the use of evasion in political discourse from a sociopragmatic
perspective, emphasizing how politicians employ evasive strategies to preserve national face and avoid mis-
understandings that could escalate into conflict. The study adopted an eclectic model that combined both
qualitative and quantitative approaches. The qualitative analysis focused on two representative samples
drawn from the dataset, while the quantitative analysis described the broader distribution of strategies
across the corpus. Drawing on the taxonomies of Bull and Mayer [20], Galasinski [38], and Clayman [27],
twelve strategies of evasion were employed in the analysis. The findings indicated that politicians most fre-
quently relied on the strategies of Rhetorical Mode and Make a Political Point, rather than overt refusals or
explicit non-answers. This suggests that evasion in the examined contexts is often achieved through rhetorical
reframing and political positioning, rather than through direct avoidance.

The dataset comprised 352 questions drawn from English-language political discourse, divided into two
sectors: American political discourse and British political discourse. The material was collected from a
range of official online sources, including BBC One and the No Lie Podcast. The questions and responses
centered on the Russian—Ukrainian War in 2022, providing a contemporary and highly salient context for
the analysis of evasive practices. By combining data from both traditional media (newspapers) and newer
formats (podcasts), the study captured a broad spectrum of political communication. This corpus enabled
the researcher to investigate how politicians in the U.S. and the U.K. framed their responses to sensitive
international issues, and how [70].

5.1.4 Evaluation and Metrics

The preceding review of taxonomies and empirical studies has shown how evasive practices can be identified
and classified across diverse contexts. To move from description to systematic assessment, however, it is
necessary to establish clear criteria and metrics for evaluating clarity in political discourse. This subsection
outlines the principal approaches to measuring clarity and responsiveness, while also noting the limitations
of existing work, thereby providing the foundation for later computational applications.

One of the earliest systematic attempts at evaluation was conducted by Bavelas et al. [6], who employed
eight trained judges to rate political interviews on multiple dimensions using a magnitude estimation scale.
The judges were kept blind to the experimental hypothesis to ensure impartiality, and their scores were
standardized and averaged across raters to produce a total equivocation score for each question—answer pair.
Statistical comparisons between groups were carried out using t-tests, and the authors reported sufficient
consistency across raters to justify combining their evaluations. Similarly, Bull and Mayer [20] relied on
human evaluation of responses, comparing the patterns of two UK politicians across smaller and larger
typologies. Their analysis also employed t-tests and correlated samples to identify significant differences in
evasive behavior.

Subsequent work introduced more explicit reliability metrics. Bull [16] ensured reliability by having interviews
independently classified by the author and an additional rater, with inter-rater agreement measured using
Cohen’s Kappa. Clementson [28] advanced this further by training two undergraduate coders over a two-week
period and assessing reliability through Krippendorff’s alpha. A purposely diverse subset of the data was
double-coded, and inter-coder agreement was assessed, which indicated substantial to perfect reliability across
the variables. Disagreements were resolved through discussion before the coders proceeded independently,
ensuring both rigor and consistency in the coding process. In contrast, Hanafe and Thani [42] adopted
an expert review approach, whereby a senior academic in pragmatics validated the coding decisions and
confirmed whether each identified evasive answer fit the chosen category.

Despite these advances, it is important to note that many studies in this field still rely heavily on
self-annotation by the authors themselves, often without systematic reliability testing or statistical validation.
While frameworks such as Cohen’s Kappa and Krippendorft’s alpha provide robust measures of inter-rater
reliability, their use remains the exception rather than the norm. As a result, findings are sometimes limited
by subjectivity in coding and the absence of standardized evaluation metrics. This gap underscores the need
for more rigorous and replicable evaluation procedures, particularly as research moves toward computational
approaches where reproducibility and statistical robustness are essential.
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5.2 LLMs for discourse analysis

5.2.1 LLMs in Political Discourse

The emergence of LLMs has opened new avenues for the computational study of political discourse. Earlier
work in NLP focused on discourse analysis of political speech using smaller datasets and traditional machine
learning methods. For example, Majumder et al.[66] constructed a large-scale dataset of political dialogues
to study persuasion, entertainment, and information elicitation, while Pujari and Goldwasser|73] leveraged
transformer-based modules to contextualize political agendas in social media. Other studies have examined
multimodal aspects such as gestures in political communication[90], or intent detection in political inter-
views|[36]. These works illustrate the diversity of approaches to modeling political discourse, but they also
highlight the challenges of subjectivity, context, and ambiguity.

With the advent of LLMs, research has expanded into more complex tasks such as argument mining, stance
detection, and fallacy identification. Goffredo[40] curated the ElecDeb60t020 dataset of U.S. presidential
debates and developed a pipeline for argument component detection, relation prediction, and fallacy classifi-
cation. Importantly, this work also explored the use of LLMs to not only detect fallacies but to reformulate
them into non-fallacious arguments, demonstrating the generative potential of these models in improving
the quality of political dialogue. Similarly, Huntington[45] investigated rhetorical strategies associated with
fraudulent political leaders, showing that LLMs can assist in coding and identifying linguistic markers of
deception and manipulation.

Another active line of research concerns stance detection, a task that remains challenging due to implicitness,
sarcasm, and missing context. Walker and Angst|94] evaluated LLMs in zero-shot stance classification, finding
that performance depends heavily on prompt design and model choice. Sucu et al.[85] extended this by
incorporating contextual information from user profiles in online forums, showing that strategically enriched
prompts can significantly improve classification accuracy. These findings suggest that LLMs are capable of
capturing subtle ideological cues, but that their reliability is contingent on careful prompt engineering and
contextual grounding.

Beyond specific tasks, surveys and frameworks have begun to map the broader role of LLMs in politics. Aokil[3]
provides a comprehensive overview of applications ranging from policymaking and political communication to
governance and diplomacy, while also emphasizing risks related to bias, transparency, and accountability. Li
et al.[61] propose the Political-LLM framework, which classifies applications of LLMs in political science into
predictive, generative, and causal inference tasks, and highlights methodological challenges such as dataset
curation, fairness, and evaluation standards. These works underscore the need for principled approaches to
integrating LLMs into political research and practice.

Finally, emerging debates address not only what LLMs can do, but what they should do. DeJeu[32] raises
the question of whether LLMs can and should perform critical discourse analysis (CDA), a methodology
traditionally rooted in interpretive, human-centered inquiry. While LLMs can process large corpora and
identify patterns of power, ideology, and framing, their lack of interpretive agency raises concerns about
whether they can meaningfully engage in critique rather than description. This tension reflects a broader
challenge: balancing the efficiency and scale of automated methods with the normative and interpretive
dimensions of political discourse analysis.

In summary, the application of LLMs to political discourse spans a wide spectrum, from micro-level tasks
such as stance detection and fallacy classification to macro-level frameworks for political science research.
While results are promising, they also reveal limitations: performance varies across contexts, bias remains
a persistent risk, and the interpretive depth of human-centered analysis cannot be fully automated. These
insights motivate the present thesis, which focuses on clarity in political communication as a measurable and
utilizes dimension of discourse, while acknowledging the broader debates about the role of LLMs in political
life.

5.2.2 Literature Review Gap

The reviewed body of work demonstrates that LLMs have already been applied to a wide range of political
discourse tasks: from discourse analysis and agenda modeling, to argument mining, fallacy detection, stance
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classification, and even the study of rhetorical strategies. Surveys and frameworks further highlight the
breadth of potential applications, as well as the ethical and methodological challenges that accompany them.
Collectively, these contributions illustrate the promise of LLMs for political communication research, but
they also reveal important limitations.

First, much of the existing research focuses on tasks such as stance detection, argument structure, or fallacy
classification, while comparatively little attention has been paid to the dimension of clarity in political
communication. Clarity is a fundamental property of discourse, directly tied to democratic accountability,
yet it remains underexplored as a computationally utilized concept. Second, while some studies address bias
and fairness, systematic evaluations of how LLMs handle politically sensitive cues—such as the presence of
names or identity markers—are still scarce. Finally, although retrieval-augmented generation and fine-tuning
have been shown to improve performance in other domains, their role in enhancing clarity assessment in
political discourse has not been thoroughly investigated.

These gaps motivate the present thesis. In the following chapter, we identify the specific research gap that
this work addresses: the lack of systematic, large-scale evaluation of LLMs with respect to clarity in political
discourse, particularly under conditions where names and contextual cues may influence model behavior.
Building on the foundations outlined above, the thesis proposes a framework for measuring clarity, conducts
experiments across inference, fine-tuning, and retrieval-augmented setups, and applies statistical tests to
assess potential biases. In doing so, it aims to advance both the methodological toolkit for political discourse
analysis and the responsible application of LLMs in politically sensitive contexts.
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Chapter 6

Experiments

The experimental component of this thesis is designed to evaluate how LLMs perform when tasked with as-
sessing clarity in political discourse. Building on the conceptual and methodological foundations established
in the previous chapters, this section translates theoretical concerns into empirical investigation. The experi-
ments aim to test whether LLMs can reliably distinguish between direct, indirect, and evasive responses, and
to what extent their behavior is influenced by contextual factors such as the presence of names or the use
of RAG. By structuring the evaluation around multiple conditions, the study seeks to provide a systematic
account of both the strengths and vulnerabilities of current models.

The chapter is organized into three strands of analysis. First, inference experiments establish baseline per-
formance across a range of pretrained models. Second, fine-tuning experiments explore whether targeted
adaptation improves robustness and clarity classification. Third, bias analysis applies statistical testing to
examine whether name-related cues introduce systematic asymmetries in model predictions. Together, these
experiments provide a comprehensive framework for understanding how LLMs handle politically sensitive
discourse and set the stage for the discussion of findings in the concluding chapter.

Contents
6.1 Preliminaries . . . . . . . 0 0 0 i i i e e e e e e e e e e e e e e e e e e e e e 86
6.1.1 Dataset . . . . . . . . e e e 86
6.1.2 Models . . . . .. e e e 86
6.1.3 Methodologies . . . . . . . . L 89
6.2 Experimental Results . . . . . . . . . . 0 0 i i e e e e e 91
6.2.1 Inference . . . . . . . . . e e 91
6.2.2 Fine-tuning . . . . . .. ..o 92
6.2.3 Name Bias . . . . . . . . e 92

85



Chapter 6. Experiments

6.1 Preliminaries

6.1.1 Dataset

Regarding the methodology and the experiments, it’s important to mention that we relied on QEvasion
dataset [88] exclusively. Thus, it’s important to portray all the details of existing dataset, while on next
chapters we will discuss how we contribute further by cleaning it and on how we utilized it to this particular
research goals.

QEvasion

The dataset used in the thesis, originally introduced by [88], was developed to study how label clearly
politicians respond to questions during interviews. The resource is distinctive because it does not simply
measure sentiment or stance, but instead focuses on whether and to what extent an answer is straightforward
or evasive.

The material is composed of 3,445 question—answer pairs taken from actual documented political interviews,
sourced from the official Whitehouse website. Large Language Models (LLMs) like ChatGPT were used to
decompose original multi-barrelled questions into singular sub-questions and their corresponding response
sub-parts. Human annotators then labeled each sub-response using a novel two-level hierarchical taxonomy
(Figure 6.1.1) based on Bull’s reviewed taxonomy [21].

The higher level of this taxonomy, called the clarity level in the paper, includes three main categories: Clear
reply, Clear non-reply, and Ambivalent reply. It the level in which politicians are judged on their overall
clarity. These categories are further divided into a second level, where the nine fine-grained sub-categories,
referred to as the evasion level, describe specific evasion techniques such as shifting the topic, offering overly
general statements, or avoiding the question altogether. This layered structure makes it possible to analyze
both the general quality of an answer and the precise rhetorical strategies used.

The dataset was built through a combined human—machine process. Large language models were used to
generate preliminary labels that were then checked and refined by human annotators. This approach allowed
the creators to scale up the annotation process while still ensuring accuracy and consistency.

In addition to covering a wide range of political figures and interview contexts, the dataset also includes single-
part and multi-part questions, which vary in complexity. Multi-part questions are particularly challenging
because a single response may address some aspects while ignoring others. The dataset therefore provides a
valuable testing ground for examining how both humans and computational models handle complex discourse.

This resource is especially relevant for the current thesis because it offers a systematically organized collection
of political dialogue, annotated in a way that highlights the tension between clarity and evasion. This dataset
was the starting point for further investigating how LLMs can improve the classification of clarity in political
discourses.

v v ! ¥ v
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Figure 6.1.1: Our proposed taxonomy of response clarity classification [88].

clarity level

6.1.2 Models

In this study, we utilized four different families of models, three open-source and one closed-source, Llama,
Mistral, Gemma and Claude, expanding across all available sizes. We decided to use dense decoder-only
Transformers, with similar release dates. That goal was achieved since all the used models released between
March and October of 2024. In that way we focus our study into models with close knowledge cut-off dates.
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Expect Claude closed-source models, all the open-source we selected are not multi-modal. Additionally,
between families our models are from the same series, with one exception, being Mistral, where there were
not other options of series than matched with our criteria of size and knowledge cut-off.

All the models were only used on inference mode, while only the smallest of each family were furthered
fine-tuned following QLora technique [33].

Llama 3.1 Family

e Llama 3.1 8B Instruct is a version of Meta’s Llama 3.1 family, fine-tuned for instruction-following
tasks. The base Llama 3.1 8B model was trained on a large and diverse corpus of text data to enhance
language generation, reasoning, and multilingual understanding. As one of the smaller but efficient
variants in the Llama 3.1 lineup, it balances performance and resource requirements. Fine-tuning on
instructional data enables it to better handle tasks such as step-by-step reasoning, arithmetic problem-
solving, and responding to structured prompts with higher reliability.

e Llama 3.1 70B Instruct is the second largest publicly released model in Meta’s Llama 3.1 family,
fine-tuned for instruction-following tasks. With 70 billion parameters, it offers significantly stronger
reasoning, comprehension, and generation capabilities compared to the smaller 8B variant. The base
Llama 3.1 70B model was trained on a broad and diverse dataset to maximize performance across
languages and domains. Fine-tuning on instructional data further enhances its ability to follow complex
prompts, provide detailed explanations, and deliver more reliable outputs for advanced applications.

Mistral Family

e Ministral 8B Instruct is part of Mistral Al’s “Ministraux” family, designed for efficient on-device
and edge deployment. With 8 billion parameters, it uses an interleaved sliding-window attention mech-
anism to support long contexts of up to 128k tokens while remaining memory-efficient. Fine-tuned for
instruction-following, it significantly outperforms other models of similar size in reasoning and com-
monsense tasks. Its lightweight design makes it well-suited for agentic workflows, local intelligence, and
specialized task automation.

e Mistral 2 (123B Instruct) is the flagship large model from Mistral Al, fine-tuned for instruction-
following tasks. With 123 billion parameters, it is a dense decoder-only transformer trained on a broad
multilingual and coding-focused corpus. The model supports a 128k context window and advanced
function calling, making it highly capable in reasoning, mathematics, and software engineering tasks.
Fine-tuning on instructional data further enhances its ability to follow complex prompts, generate
structured outputs, and provide detailed explanations across domains.

Gemma 2 Family

e Gemma 2 9B Instruct is part of Google DeepMind’s Gemma 2 family, fine-tuned for instruction-
following tasks. With 9 billion parameters, it is a dense decoder-only transformer trained on a large
and diverse text corpus. The model supports an 8k context window and is optimized for efficiency,
making it suitable for resource-constrained environments while still delivering strong reasoning and
multilingual capabilities. Fine-tuning on instructional data improves its ability to solve problems step
by step, follow structured prompts, and generate reliable outputs.

e Gemma 2 27B Instruct is the larger sibling in the Gemma 2 family, also fine-tuned for instruction-
following. With 27 billion parameters, it provides significantly stronger reasoning, comprehension, and
generation abilities compared to the 9B variant. Like its smaller counterpart, it is a dense decoder-only
transformer with an 8k context length, but it is designed for higher-performance applications where
more compute is available. Instructional fine-tuning enhances its ability to handle complex prompts,
produce detailed explanations, and deliver high-quality responses across domains.

Claude 3 Family

e Claude 3 Haiku is the fastest and most cost-efficient model in Anthropic’s Claude 3 family, released
in March 2024. With a dense decoder-only transformer architecture, it is fine-tuned for instruction-
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following and supports both text and image inputs, making it multimodal. Haiku is optimized for
low latency and high throughput, capable of processing long contexts (up to 200K tokens) while
maintaining reliable reasoning and code generation. Its efficiency makes it ideal for customer support,
analytics explainers, and other high-volume enterprise applications.

e Claude 3 Sonnet is the balanced mid-tier model of the Claude 3 family, also released in March 2024.
Like Haiku, it is a dense decoder-only transformer fine-tuned for instruction-following, with multimodal
capabilities that accept both text and images. Sonnet offers a stronger balance of speed and reasoning
compared to Haiku, making it well-suited for more complex tasks such as detailed problem-solving,
structured prompt handling, and advanced enterprise workflows. Its design emphasizes both accuracy
and efficiency, positioning it between the lightweight Haiku and the more powerful Claude 3 Opus.

Model Architecture Comparison: Llama, Mistral and Gemma

The selected Llama, Mistral, and Gemma families all adopt the modern transformer paradigm, but they
differ in scale, optimization, and intended use cases. A comparative overview is given below:

e Llama 3.1 (8B and 70B) are dense, decoder-only transformer models released by Meta in July 2024.
They support long context windows (up to 128k tokens) and are optimized for multilingual reasoning,
coding, and instruction-following. Both the 8B and 70B variants are text-only, with the 70B providing
significantly stronger reasoning capabilities while the 8B balances efficiency and performance.

e Mistral 2 (123B) is a dense, decoder-only transformer introduced in July 2024 as Mistral’s flagship
large model. It supports 128k context length and advanced function calling, excelling in reasoning,
mathematics, and multilingual tasks. In contrast, the Ministral 8 B model, released in October 2024,
is designed for efficiency and edge deployment. It employs sliding-window attention to handle long
contexts while remaining lightweight. Both models are text-only, though Mistral’s separate Pixtral line
introduces multimodality.

e Gemma 2 (9B and 27B) are dense, decoder-only transformers released by Google DeepMind in June
2024. They are open-weight, text-only models with an 8k context length, optimized for efficiency and
broad accessibility. The 9B variant is suitable for resource-constrained environments, while the 27B
variant offers stronger reasoning and generation capabilities for more compute-intensive applications.

Model Architecture Comparison: Llama, Mistral and Gemma

Although Llama 3.1, Mistral 2/Ministral, and Gemma 2 all adopt the dense, decoder-only transformer archi-
tecture, their design philosophies diverge in scale, optimization, and deployment focus. Llama 3.1 emphasizes
long-context reasoning and multilingual performance, offering both efficiency (8B) and depth (70B) within
a unified framework. Mistral’s approach is twofold: the frontier-scale Mistral 2 (123B) targets advanced
reasoning and enterprise workloads, while the lightweight Ministral 8B is engineered for edge and on-device
applications, using sliding-window attention to extend context length without prohibitive compute costs. In
contrast, Gemma 2 prioritizes openness and accessibility, with 9B and 27B parameter models that balance
efficiency and reasoning power, making them attractive for developers seeking strong performance without
the infrastructure demands of frontier-scale systems.

The families illustrate three complementary strategies in modern LLM design: scaling up (Llama 3.1 and
Mistral 2) to maximize reasoning and generalization, scaling down (Ministral 8B) to enable practical deploy-
ment in constrained environments, and scaling openly (Gemma 2) to democratize access through efficient,
open-weight releases. In summary, all three families share the dense decoder-only transformer architecture,
but they diverge in scale and specialization: Llama emphasizes multilingual reasoning with large context win-
dows, Mistral balances frontier-scale performance with efficient edge models, and Gemma focuses on open,
efficient models for broad developer use.

Differentiation in Models

The study by Thomas et al. [88] examined both encoder- and decoder-based transformer architectures, em-
ploying earlier versions of Llama, Falcon, DeBERTa, RoBERTa, and XLNet as open-source models, alongside
a previous version of ChatGPT. Our rationale was to extend this line of research by exploring additional
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families of LLMs. The only point of overlap with their work is the inclusion of Llama, although the versions
considered differ. Furthermore, Thomas et al. evaluated all available parameter sizes within each model
family, an approach which also aligns with our objectives.

6.1.3 Methodologies

This section outlines the methodologies applied in our experiments on the selected dataset.

Pre-processing
We applied a series of pre-processing steps to ensure data quality and consistency:

1. Removed four categories of unwanted patterns from the dataset, including question indexing, special
characters, speaker name references, and descriptive text not relevant to question—answer (QA) pairs.
The presence of such noise was partly due to irregularities introduced by ChatGPT and partly the
result of challenges in scraping information from the source website.

2. Eliminated extraneous commentary outside the scope of political discussion from the interview tran-
scripts.

3. Flagged QA pairs containing multiple questions or segments marked as inaudible, which were subse-
quently excluded from analysis.

4. Applied a democratic mechanism for labeling QA pairs in cases of disagreement with human annotations
in the test set. In addition, a unified label set was established for the test set to ensure consistency.

Evaluation of the dataset was conducted using the weighted F1-score, as the dataset was severely imbalanced
toward indirect replies.

Inference and Fine-tuning

As described above, all models were applied to the dataset to perform a classification task based on the
defined taxonomy. A key aspect of this classification process follows the argument of Thomas et al. [88],
who demonstrated that LLMs perform better when first queried at the evasion-label level and subsequently
mapped to the corresponding clarity-label category.

For example, if an LLM classified a QA pair as Dodging at the evasion level, this would be mapped to the
broader category of Ambivalent (indirect) reply at the clarity level. It is important to note that evaluation
of the classification was conducted exclusively at the clarity level, not the evasion level. Thomas et al. [88]
showed that models achieve higher accuracy when reasoning at the more detailed evasion level before mapping
upward. We confirmed that this principle also holds for the newer models examined in our study. No further
investigation was pursued in this area.

Regarding prompting techniques, we experimented with zero-shot, one-shot, and few-shot inference strategies.
Following the inference phase, we explored fine-tuning of the smaller LLMs within each model family. All
fine-tuning employed the QLoRA technique, which conserves computational resources by training only a
small subset of the model parameters.

Agentic RAG Approach

Thomas et al. [88] report that NLP models tend to perform worst on data containing named entities. To
investigate this, we examined whether there was a correlation between model performance and the presence
of names in QA pairs. Our evaluation confirmed that QA pairs without names achieved higher weighted F1-
scores compared to those that included names. Additionally, we created an agentic RAG system to measure
if by providing context about the entities would increase performance.

The agentic RAG system composed of multiple NLP components. The system was designed to (i) identify
the presence of names in a QA pair, (ii) retrieve relevant information about the name from Wikipedia, (iii)
confirm alignment between the retrieved information and the QA text, and (iv) generate new QA pairs
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Figure 6.1.2: Graph representation of the agentic RAG system
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enriched with summarized contextual information about the identified names. Figure 6.1.2 illustrates the
graph structure of the agent and its intermediate steps.

The RAG system was implemented as a simple, reactive, graph-based agent, with Claude Sonnet 3.5 serving
as the LLM orchestrator. For name recognition, we first employed the internlm2 5 7B before the agent starts,
in order to eliminate QA pairs that definitely do not contain names. Having the group of QAs minimized,
the agent evaluates if there is really a name before utilizing the Wikipedia API. All other tasks were handled
by Claude Sonnet 3.5. To minimize bias and prevent the introduction of additional noise into the dataset,
the RAG procedure was terminated whenever uncertainty arose at any step. This ensured that the newly
generated QA pairs containing names and contextual information were subject to rigorous filtering.

Testing for Name Bias

In the original study, the researchers observed that certain U.S. presidents exhibited higher tendencies toward
equivocation than others. This raised the question of whether NLP models themselves might display bias
against specific presidents.

To test for potential bias, we focused on the large-scale models from the open-source families, together with
representative closed-source models. Our initial plan was to conduct a t-test on the log probabilities of output
tokens between two test sets: one in which the responder’s name was explicitly included (and the same for all
the dataset) and one in which it was omitted. Since closed-source models do not provide access to token-level
probabilities, this approach was not feasible. Instead, we applied the Bowker test of internal symmetry [10],
which is suitable for nominal-scale paired data and evaluates whether classification outcomes are symmetric
across conditions.

In practice, we compared predictions with and without the speaker’s name by pairing outcomes for the same
items and aggregating them into a 3 x 3 contingency table. The formal definition of the test and its hypotheses
are provided in below:
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Bowker Test for Symmetry in 3-Class Classification

To examine whether the presence of names systematically alters model predictions, we apply Bowker’s test
of internal symmetry [10], which generalizes McNemar’s test to k X k contingency tables. In our case, k = 3
classes (Indirect, Direct answer, Direct non-answer). The paired predictions (with vs. without names) are
aggregated into the following 3 x 3 table:

With name
No Name Indirect | Direct answer | Direct non-answer
Indirect n11 n12 n13
Direct answer n21 29 23
Direct non-answer n31 n32 N33

Table 6.1: Bowker’s 3 x 3 contingency table for paired classifications

The null and alternative hypotheses are:
Hy :nij =ny; for all i # j  (internal symmetry; no bias due to names)
Hy :3(4,7) : nij #ny;  (asymmetry; classifications shift when names are shown)
The Bowker test statistic is defined as:

o (niz—mn21)®  (naz—mna1)? | (nes —ns)?
n12 + N2y n13 + nN31 N23 + N32

2 2
X~ Xdf=3

If the p-value is less than the significance level o = 0.05, we reject Hy and conclude that the presence of names
significantly changes the distribution of classifications, which constitutes evidence of bias. To complement
significance testing, we also report Cramér’s V' as a standardized effect size:

X .
V=4y——— withk=3and N = Ngj.
N-(k—1) zj: !

6.2 Experimental Results

6.2.1 Inference

The results in inference across total performance, performance to QAs with no Names, to QAs with Names
and to dataset with RAG on Names are shown below:

The results in Table 6.2 highlight several important trends across model families and experimental conditions.
Overall, larger models consistently outperform their smaller counterparts, with Gemma 2 27B achieving the
highest overall score (0.70) and the strongest performance in the No names and Rag on Names conditions
(0.73 and 0.78 respectively). This suggests that scale contributes not only to baseline accuracy but also to
robustness when additional contextual information is introduced through RAG.

A clear degradation is observed for smaller models when names are included without RAG augmentation.
For example, Llama 3.1 8B drops from 0.53 in the No names condition to 0.29 in the Names condition,
indicating sensitivity to named entities. However, the application of RAG partially mitigates this effect,
raising performance to 0.38. Similar patterns are visible in Ministral 8B, where RAG improves results
relative to the plain Names condition.
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Models Total | No names | Names | RAG on Names
Llama 3.1 8B 0.49 0.53 0.29 0.38
Llama 3.1 70B 0.58 0.60 0.59 0.69
Ministral 8B 0.47 0.52 0.41 0.49
Mistral Large 2 123B | 0.69 0.70 0.69 0.69
Gemma 2 9B 0.62 0.69 0.64 0.74
Gemma 2 27B 0.70 0.73 0.69 0.78
Claude 3 Haiku 0.68 0.72 0.67 0.66
Claude 3 Sonnet 0.65 0.69 0.66 0.64

Table 6.2: Concrete Inference results

By contrast, the largest models (Mistral Large 2 123B, Gemma 2 27B, Llama 3.1, Claude 3 Haiku and
Claude 3 Sonnet) show more stable performance across conditions, with only marginal differences between
No names, Names, and RAG on Names. This stability suggests that high-capacity models are less affected by
the presence of names and may already encode sufficient background knowledge to handle them effectively.

In summary, the table demonstrates that (i) model size correlates with resilience to name-related performance,
(ii) smaller models benefit most from RAG augmentation, and (iii) the strongest overall performance is
achieved by Gemma 2 27B, which combines high baseline accuracy with consistent gains from RAG.

6.2.2 Fine-tuning

Table6.3 reports the finetuned inference results across three representative models under different experimen-
tal conditions. Several patterns emerge.

Models Total | No names | Names | RAG on Names
Llama 3.1 8B | 0.61 0.69 0.59 0.64
Ministral 8B 0.66 0.66 0.57 0.60
Gemma 2 9B 0.67 0.68 0.62 0.73

Table 6.3: Finetuned results

First, Gemma 2 9B achieves the strongest overall performance (0.67 total), with particularly high scores in
the Names condition (0.62) and the RAG on Names condition (0.73). This indicates that Gemma not only
maintains robustness when names are introduced but also benefits substantially from retrieval-augmented
generation, suggesting that external context helps it resolve potential ambiguities associated with named
entities.

Second, Llama 3.1 8B shows the highest score in the No names condition (0.69), but its performance drops
when names are included (0.59). The application of RAG partially recovers this loss (0.64), though it does
not fully reach the no-name baseline. This pattern highlights the model’s sensitivity to names and the partial
mitigating effect of retrieval.

Finally, Ministral 8B exhibits more modest and stable behavior, with a total score of 0.6. Its performance
is balanced across conditions, but it does not show the same gains from RAG as Gemma, nor the same
vulnerability to names as Llama.

In summary, the table illustrates that (i) model responses to names vary considerably by architecture, (ii)
smaller models can be destabilized by the presence of names, and (iii) RAG augmentation is effective partic-
ularly for Gemma 2 9B, where it yields the largest relative improvement.

6.2.3 Name Bias
The results of Bowker tests for the four larger models are shown in Tables 6.4, 6.5, 6.6 and 6.7.

The results reveal a clear contrast between models. Llama 70B, Mistral 123B, and Claude 3 Sonnet
all produced non-significant Bowker test outcomes across all four names, with p-values well above the 0.05
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President | n X2 df P Cramér’s V
Obama 268 | 0.818 | 4 | 0.936 0.039
Biden 267 | 0.091 | 4 | 0.999 0.013
Trump 267 | 2.143 | 5 | 0.829 0.063
Bush 270 | 3.000 | 4 | 0.558 0.075

Table 6.4: Bowker test results for Llama 70B

Presedent | n X2 df P Crameér’s V
Obama 264 | 0.500 | 4 | 0.974 0.031
Biden 265 | 0.000 | 4 | 1.000 0.000
Trump 266 | 2.000 | 5 | 0.849 0.061
Bush 265 | 0.667 | 4 | 0.955 0.035

Table 6.5: Bowker test results for Mistral 123B

Presedent | n X2 df p Cramér’s V
Obama, 270 | 22.167 | 5 | 0.0005 0.203
Biden 270 | 14.800 | 5 | 0.0113 0.166
Trump 270 | 4.267 5 0.512 0.089
Bush 270 | 14.222 | 4 | 0.0066 0.162

Table 6.6: Bowker test results for Claude 3 Haiku

Presedent | n % df P Cramér’s V
Obama 268 | 1.000 | 5 | 0.963 0.043
Biden 267 | 1.333 | 5 | 0.931 0.050
Trump 269 | 1.667 | 5 | 0.893 0.056
Bush 264 | 0.200 | 5 | 0.999 0.019

Table 6.7: Bowker test results for Claude 3 Sonnet

threshold and very small effect sizes (Cramér’s V' < 0.08). This indicates that these models’ classifications
are largely stable regardless of whether a name is present, suggesting limited or no detectable bias under the
tested conditions.

By contrast, Claude 3 Haiku displayed significant asymmetry for three of the four names tested. The
results for Obama (p < 0.001, V' = 0.20), Biden (p = 0.011, V = 0.17), and Bush (p = 0.0066, V' ~ 0.16) all
indicate systematic shifts in classification when names were included. Although the effect sizes remain in the
small-to-moderate range, the consistent pattern across multiple names suggests that Haiku is more sensitive
to this type of bias than the other models. For Trump, however, the test was non-significant, showing no
evidence of asymmetry.

In summary, these findings suggest that bias effects are model-dependent: while most large-scale models
tested appear robust to the presence of names, Claude 3 Haiku shows measurable sensitivity. The effect sizes
are not large, but they are consistent enough to warrant attention, particularly when evaluating fairness and
reliability in downstream applications.
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Chapter 7

Conclusion

7.1 Discussion

This thesis set out to investigate the capacity of LLMs to handle clarity in political discourse, with a particular
focus on how model predictions are affected by the presence of names and whether RAG can mitigate potential
weaknesses. Across the experimental chapters, three complementary strands of analysis were conducted:
inference on pretrained models, fine-tuning on clarity-related tasks, and statistical testing for name-induced
bias using Bowker’s test of symmetry. Taken together, these experiments provide a coherent picture of both
the strengths and limitations of current LLMs in politically sensitive contexts.

The inference experiments demonstrated that model size and architecture play a decisive role in performance.
Larger models such as Gemma 2 27B and Mistral 123B consistently achieved higher clarity scores and exhib-
ited greater robustness across conditions. Smaller models, by contrast, were more vulnerable to degradation
when names were introduced, with Llama 3.1 8B showing a marked drop in accuracy in the Names dataset.
Importantly, the application of RAG partially compensated for this weakness, suggesting that external re-
trieval can provide stabilizing context when models are otherwise destabilized by named entities. This finding
underscores the potential of hybrid architectures that combine generative capacity with structured retrieval.

The fine-tuning experiments further confirmed that targeted adaptation improves performance, but the gains
were not uniform across models. Gemma 2 9B, for example, benefited substantially from fine-tuning, par-
ticularly in the RAG on Names dataset, where it achieved the highest relative improvement. Llama 3.1
8B also showed recovery after fine-tuning, though it did not fully close the gap with larger models. These
results suggest that fine-tuning can enhance resilience to name-related perturbations, but that architectural
capacity remains a limiting factor. In other words, fine-tuning is not a substitute for scale, but rather a
complementary mechanism that can amplify the strengths of already capable models.

The bias analysis using Bowker’s test provided a more formal statistical perspective. For most large-scale
models tested (Llama 70B, Mistral 123B, Claude 3 Sonnet), the null hypothesis of internal symmetry could
not be rejected, indicating no significant evidence of bias when names were introduced. Effect sizes were
consistently small, reinforcing the conclusion that these models are relatively robust. In contrast, Claude 3
Haiku displayed significant asymmetry for three of the four tested names, with small-to-moderate effect sizes.
This suggests that sensitivity to names is not uniform across architectures, and that even within the same
model family, different variants may exhibit divergent bias profiles. The implication is that bias evaluation
cannot be generalized from one model to another, but must be conducted on a case-by-case basis.

7.2 Concluding Remarks

Overall, the experiments presented in this thesis lead to three main conclusions. First, model scale remains
the strongest predictor of robustness in politically sensitive inference tasks. Larger models not only achieve
higher clarity scores but also maintain stability across experimental conditions. Second, retrieval-augmented
generation is a promising strategy for mitigating weaknesses in smaller models, though its benefits are uneven
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and depend on the underlying architecture. Third, while most large-scale models tested did not exhibit
significant name-induced bias, exceptions such as Claude 3 Haiku highlight the need for systematic bias
testing as part of model evaluation pipelines.

These findings contribute to the broader understanding of how LLMs process political discourse and where
their vulnerabilities lie. They also highlight the importance of methodological pluralism: inference metrics,
fine-tuning experiments, and statistical bias tests each provide distinct but complementary insights. Taken
together, they suggest that progress in this area will require not only larger and more capable models, but
also careful integration of retrieval mechanisms and rigorous evaluation of fairness.

7.3 Future Work

Several avenues for future research emerge from this work. First, expanding the dataset to include a wider
range of political figures, contexts, and languages would allow for more generalizable conclusions. Second,
exploring alternative retrieval strategies and knowledge sources could clarify the conditions under which
RAG is most effective. Third, exploring different taxonomies on political equivocation could result in different
categorizations of responses, which in turn may yield alternative perspectives on how models handle ambiguity
and indirectness in political discourse. Finally, longitudinal studies that track how models evolve across
versions and fine-tuning regimes could shed light on the dynamics of bias and robustness over time.

In conclusion, while large language models show considerable promise for analyzing and generating political
discourse, they are not immune to challenges of clarity, robustness, and bias. Addressing these challenges
will require a combination of architectural innovation, retrieval augmentation, fine-tuning, and rigorous
evaluation. The experiments in this thesis represent a step in that direction, offering both empirical findings
and methodological tools that can inform future research at the intersection of natural language processing,
political communication, and fairness in Al
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8.1 Prompts used for the experiments

Examples of used prompts will be stated on this section.

8.1.1 Prompt for training

You will be given a part of an interview. Classify the response to the selected question into one of the following
categories: Dodging, General, Implicit, Explicit, Deflection, Declining to answer, Partial /half-answer, Claims
ignorance, Clarification.

Output ONLY the label, nothing else.

##+# Part of the interview ###

Intervier: Q. What about the redline, sir? Response: Well, the world has made it clear that these tests
caused us to come together and work in the United Nations to send a clear message to the North Korean
regime. We’re bound up together with a common strategy to solve this issue peacefully through diplomatic
means.

H#+4 Selected Question #H##

Inquiring about the status or information regarding the redline.

Label: Dodging

8.1.2 Prompt for testing

You will be given a part of an interview. Classify the response to the selected question into one of the following
categories: Dodging, General, Implicit, Explicit, Deflection, Declining to answer, Partial /half-answer, Claims
ignorance, Clarification.

Output ONLY the label, nothing else.

#+#+4 Part of the interview #+##
Intervier: Q. What about the redline, sir?

Response: Well, the world has made it clear that these tests caused us to come together and work in the
United Nations to send a clear message to the North Korean regime. We’re bound up together with a common
strategy to solve this issue peacefully through diplomatic means.

#+#4 Selected Question #H##

Inquiring about the status or information regarding the redline.

8.1.3 Prompt for testing bias

You will be given a part of an interview. Classify the response to the selected question into one of the following
categories: Dodging, General, Implicit, Explicit, Deflection, Declining to answer, Partial /half-answer, Claims
ignorance, Clarification.

Output ONLY the label, nothing else.

#44f Part of the interview ###
Intervier: Q. What about the redline, sir?

Obama’s Response: Well, the world has made it clear that these tests caused us to come together and work
in the United Nations to send a clear message to the North Korean regime. We're bound up together with a
common strategy to solve this issue peacefully through diplomatic means.

#4+4+ Selected Question ###

Inquiring about the status or information regarding the redline.
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8.1.4 Prompt for RAG

You will be given a part of an interview. Classify the response to the selected question into one of the following
categories: Dodging, General, Implicit, Explicit, Deflection, Declining to answer, Partial /half-answer, Claims
ignorance, Clarification.

Output ONLY the label, nothing else.
#+4t Part of the interview ###

Intervier: Q. And would you campaign against Senator Joe Lieberman, whose Republican candidate may
support you, but he supports you too, on Iraq?

Response: I'm going to stay out of Connecticut.

H#+4 Selected Question #H#HH

Would you campaign against Senator Joe Lieberman on Iraq?

444+ Information about mentioned people: ##+#

Joe Lieberman was a U.S. Senator from Connecticut (1989-2013) who had a complex political affiliation.
Initially a Democrat and Al Gore’s vice presidential running mate in 2000, he later became an Independent
Democrat after losing the 2006 Democratic primary but winning re-election as a third-party candidate. His
position on the Iraq War and other issues often aligned him with Republicans, though he continued to caucus
with Democrats in the Senate, creating a unique political identity that sometimes put him at odds with both
major parties in Connecticut politics.
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