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Περίληψη

Στην παρούσα διπλωματική εργασία μελετάται το πρόβλημα της ɢɤɟɞɗɏŰɖůɖɠ ˊɡɟɞůɓŮůŰɘəɩɜ ɞɢɖɛɎ-
Űɤɜ σε μια γεωγραφική περιοχή, με αξιοποίηση γεωγραφικών δεδομένων και προβλέψεων κινδύνου
πυρκαγιάς. Η προσέγγιση διαχωρίζεται σε στατικό και δυναμικό πλαίσιο.

Στο στατικό πλαίσιο, παράγονται χωροθετήσεις που ευνοούν την εγγύτητα σε ůɖɛŬɜŰɘəɏɠ περιοχές,
με στόχο την αποτελεσματική ανταπόκριση στη ζήτηση που προκύπτει από την εκδήλωση πυρκαγιών.
Στο δυναμικό μοντέλο, δεδομένης μιας αρχικής χωροθέτησης, εξετάζεται η βέλτιστη αποστολή οχη-
μάτων σε νέο συμβάν, καθώς και η αναδιάταξη των υπολοίπων διαθέσιμων πόρων.

Προτείνεται ένα ολοκληρωμένο σύστημα υποστήριξης αποφάσεων, το οποίο περιλαμβάνει επε-
ξεργασία γεωγραφικών δεδομένων διαφορετικών χρονικών κλιμάκων (στατικών, δυναμικών και προ-
βλέψεων που παράγονται μέσω τεχνητής νοημοσύνης). Εφαρμόζονται αλγόριθμοι γεωγραφικής συ-
σταδοποίησης εμπνευσμένοι από τη θεωρία γράφων, με στόχο τη δημιουργία χωρικά ομοιογενών
περιοχών και την μετέπειτα ισοκατανομή των διαθέσιμων πόρων.

Προτείνονται μέθοδοι επιλογής υποψήφιων σημείων ενδιαφέροντος με αξιοποίηση του Overpass
Turbo API, ευρετικών τεχνικών και αλγορίθμου min–max, ώστε να διασφαλίζεται ομοιογενής κά-
λυψη κάθε συστάδας. Οι αποστάσεις υπολογίζονται βάσει πραγματικών οδικών δικτύων και δεικτών
προσβασιμότητας μέσω του OpenRouteService API. Ορίζεται δείκτης σημαντικότητας για κάθε υπο-
ψήφιο σημείο, ο οποίος αποτυπώνει την ανάγκη παρουσίας πυροσβεστικού οχήματος σε εγγύτητα.

Διατυπώνονται γραμμικά μοντέλα βελτιστοποίησης τόσο για το στατικό όσο και για το δυναμικό
πρόβλημα, λαμβάνοντας υπόψη τον δείκτη σημαντικότητας, τα επιλεγμένα σημεία και τις πραγμα-
τικές αποστάσεις. Η αξιολόγηση των στατικών κατανομών πραγματοποιείται μέσω αθροιστικών συ-
ναρτήσεων κατανομής (CDF) για k οχήματα, αξιοποιώντας ιστορικά δεδομένα πυρκαγιών, καθώς και
μέσω οπτικοποιήσεων και συγκριτικής ανάλυσης εναλλακτικών κατανομών.

Τέλος, παρουσιάζεται μελέτη περίπτωσης με δύο διαφορετικά σενάρια χρήσης και συγκριτική
αξιολόγηση των αποτελεσμάτων. Όλες οι λειτουργίες ενσωματώνονται σε διαδικτυακή εφαρμογή, η
οποία επιτρέπει τη δυναμική εισαγωγή επιχειρησιακών δεδομένων, εναλλαγή παραμέτρων και την
άμεση αναπροσαρμογή των κατανομών. Ο πλήρης πηγαίος κώδικας της υλοποίησης διατίθεται σε
δημόσιο αποθετήριο GitHub, διασφαλίζοντας τη διαφάνεια και την αναπαραγωγιμότητα των αποτε-
λεσμάτων. Η γνώση και η εμπειρία επαγγελματιών πυροσβεστών και ειδικών του χώρου χρησιμοποι-
ήθηκε για να διασφαλιστεί ότι οι προτεινόμενες μεθοδολογίες είναι πρακτικά εφαρμόσιμες.

Λέξεις κλειδιά

Χωροθέτηση Εγκαταστάσεων, Γεωγραφική Συσταδοποίηση, Επιχειρησιακή Έρευνα, Πρόβλεψη Κιν-
δύνου Πυρκαγιάς, Γραμμικός Προγραμματισμός, Δυναμική Ανακατανομή Πόρων, Θεωρία Γράφων,
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Abstract

This thesis investigates the problem of firefighting vehicle deployment within a geographical re-
gion, integrating spatial data and fire risk predictions. The study addresses both static planning and
dynamic operational scenarios.

In the static scenario, vehicle locations are optimized to prioritize proximity to high-priority areas,
aiming to ensure effective response to potential fire incidents. In the dynamic setting, given an initial
deployment, decisions are made regarding which vehicles to dispatch to a new incident and how to
reposition the remaining resources to maintain coverage.

A comprehensive decision support system is developed, incorporating multi-scale geospatial data,
including long-term static data, daily dynamic data, and risk predictions generated through artificial
intelligence. Graph-based clustering algorithms are applied to partition the study area into spatially
homogeneous regions, enabling balanced allocation of available vehicles.

Candidate deployment locations are selected using the Overpass Turbo API, heuristic methods,
and a min–max selection scheme to ensure uniform coverage across each cluster. Travel distances
are computed based on actual road networks and accessibility metrics through the OpenRouteService
API. An importance index is assigned to each candidate location, reflecting the need for nearby vehicle
presence.

Linear optimization models are formulated for both static and dynamic scenarios, incorporating
the importance index, selected candidate locations, and network-based travel distances. Static deploy-
ments are evaluated using cumulative distribution functions (CDFs) for k vehicles based on historical
fire data, supported by visibility visualizations and comparative analysis of alternative layouts.

A case study demonstrates two distinct operational scenarios and compares the resulting perfor-
mance outcomes. All components are integrated into a web-based application that allows dynamic
input of operational data, parameter adjustments, and real-time recalculation of deployments. The
full source code is publicly available in a GitHub repository to ensure transparency and reproducibil-
ity.

Expert knowledge from professional firefighters and domain scientists was used to validate the
applicability of all the proposed methodologies.

Key words

Facility Location, Geographic Clustering, Operations Research, Fire Risk Prediction, Linear Program-
ming, Dynamic Resource Reallocation, Graph Theory, Geographic Information Systems, Optimiza-
tion, Data Science, Response Time, Demand Coverage, Heuristic Algorithms, Software Development,
Algorithm Design, Mathematical Modeling
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ΚΕΦΑΛΑΙΟ 1

Εκτενής Ελληνική Περίληψη

1.1 Χωροθέτηση Εγκαταστάσεων

Το πρόβλημα χωροθέτησης εγκαταστάσεων [1] αποτελεί κλάδο της επιχειρησιακής έρευνας που
μελετά τη βέλτιστη τοποθέτηση ενός δοθέντος συνόλου εγκαταστάσεων, με στόχο τη μεγιστοποίηση
της κάλυψης της ζήτησης και την ελαχιστοποίηση του κόστους λειτουργίας των εγκαταστάσεων. Συ-
γκεκριμένα, ορίζουμε έναν μετρικό χώρο (F [ C; d), όπου F είναι το σύνολο των τοποθεσιών των
εγκαταστάσεων, C είναι το σύνολο των τοποθεσιών των πελατών και d : (F [C)� (F [C)! R�0

είναι μία συνάρτηση απόστασης που ικανοποιεί την τριγωνική ανισότητα, είναι μη αρνητική και συμ-
μετρική. Για κάθε τοποθεσία i 2 F , ορίζουμε ένα κόστος ανοίγματος fi � 0. Ο στόχος είναι να
ανοίξουμε ένα υποσύνολο εγκαταστάσεων S � F και να καθορίσουμε μία αντιστοίχιση από εγκα-
ταστάσεις σε πελάτες ώστε να ελαχιστοποιηθεί το κόστος ανοίγματος των εγκαταστάσεων και το
κόστος σύνδεσης. Η σύνδεση ενός πελάτη i με μία εγκατάσταση j κοστίζει d(i; j). Η αντικειμενική
συνάρτηση εκφράζεται ως

min
S�F

0@f(S) +
X
j2C

d(j; S)

1A
, όπου S είναι το μη κενό σύνολο εγκαταστάσεων που επιλέγουμε να λειτουργούν και d(j; S) =

mins2S d(j; s) ορίζεται ως η ελάχιστη απόσταση μεταξύ του πελάτη j και οποιασδήποτε εγκατάστα-
σης του S. Η συνάρτηση αυτή επιδιώκει να εκφράσει τη λύση ελάχιστου κόστους μεταξύ της επιλογής
των φθηνότερων προς άνοιγμα εγκαταστάσεων, οι οποίες μπορεί να είναι ˊɞɚɨ ɛŬəɟɘɎ από τους πε-
λάτες, και της επιλογής εγκαταστάσεων που είναι ɔŮɜɘəɎ πιο κοντά στους πελάτες, αλλά ενδέχεται
να είναι ακριβότερες στη λειτουργία τους. Η παραπάνω διατύπωση του προβλήματος χωροθέτησης
εγκαταστάσεων και παρόμοιες στατικές παραλλαγές, όπου τα σύνολα πελατών και εγκαταστάσεων
είναι σταθερά, ακόμη και με πιο σύνθετους περιορισμούς που εκφράζουν χωρητικότητα κάλυψης για
κάθε εγκατάσταση και ελάχιστη ζήτηση κάλυψης για κάθε πελάτη, μπορούν να επιλυθούν με μεθό-
δους Μικτού Ακέραιου Γραμμικού Προγραμματισμού (MLIP) [2]. Η στατική χωροθέτηση εγκατα-
στάσεων μπορεί να αποτελέσει ισχυρό εργαλείο σε πραγματικά προβλήματα, όπου υψηλής ποιότητας
ιστορικά δεδομένα επαρκούν για τον καθορισμό μίας στατικής κατανομής που ικανοποιεί τη ζήτηση
στο παρόν ή στο μέλλον [3]. Σε αυτό το πλαίσιο, η στατική κατανομή διαδραματίζει ůɡɛˊɚɖɟɤɛŬŰɘəɧ
ρόλο στη βασική δυναμική λήψη αποφάσεων που λαμβάνει χώρα όταν η ζήτηση και οι πελάτες μετα-
βάλλονται με τον χρόνο. Κατά συνέπεια, εναπόκειται στους φορείς (εγκαταστάσεις) να αποφασίσουν
Ůˊɑ Űɧˊɞɡ ˊɧŰŮ και ˊɞɘɞɡɠ πελάτες θα εξυπηρετήσουν στη συνέχεια.
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Για την αντιμετώπιση της αβεβαιότητας που προκύπτει από δυναμικά μεταβαλλόμενες παραμέ-
τρους του συστήματος, η ŭɡɜŬɛɘəɐ ɢɤɟɞɗɏŰɖůɖ ŮɔəŬŰŬůŰɎůŮɤɜ σε ζωντανό (online) πλαίσιο χρησι-
μοποιείται εκτενώς ([4], [1]). Σε αυτό το πλαίσιο, οι πελάτες καταφθάνουν διαδοχικά με την πάροδο
του χρόνου αντί να είναι γνωστοί εκ των προτέρων. Οι αποφάσεις πρέπει επομένως να λαμβάνονται
σταδιακά, με βάση μόνο την πληροφορία που έχει αποκαλυφθεί μέχρι τη δεδομένη στιγμή. Οι εγκα-
ταστάσεις που επιλέγονται να λειτουργήσουν παραμένουν συνήθως ανοικτές για σημαντικό χρονικό
διάστημα, καθώς το άνοιγμα, το κλείσιμο ή η μετεγκατάστασή τους συνεπάγεται σημαντικά σταθερά
κόστη. Σε κάθε χρονική στιγμή, με την άφιξη ενός πελάτη, ο υπεύθυνος λήψης αποφάσεων πρέπει να
καθορίσει αν θα αναθέσει τον πελάτη σε ήδη ανοικτή εγκατάσταση ή αν θα ανοίξει (ή θα μετεγκατα-
στήσει) μία άλλη εγκατάσταση. Το συνολικό κόστος στον χρονικό ορίζοντα σχεδιασμού περιλαμβάνει
συνήθως κόστη ανοίγματος εγκαταστάσεων, κόστη ανάθεσης πελατών (συχνά μοντελοποιούμενα ως
αποστάσεις σε μετρικό χώρο) και κόστη μετεγκατάστασης ή αλλαγής. Επειδή οι εγκαταστάσεις δεν
μπορούν να μετατοπίζονται συχνά χωρίς υψηλό κόστος, η λύση πρέπει να εξισορροπεί την ανταπό-
κριση στη μεταβαλλόμενη ζήτηση με τη σταθερότητα της συστοιχίας των εγκαταστάσεων.

Ο στόχος είναι η ελαχιστοποίηση του κόστους στον χρόνο, σε συνδυασμός με αποδοτική ικανο-
ποίηση της ζήτησης και η απόδοση αξιολογείται συνήθως μέσω σύγκρισης της online λύσης με μία
βέλτιστη (ή προσεγγιστικά βέλτιστη) offline λύση που διαθέτει πλήρη γνώση ολόκληρης της ακολου-
θίας αφίξεων.

Το πρόβλημα χωροθέτησης εγκαταστάσεων έχει μελετηθεί εκτενώς και έχει βρει πολλές εφαρμο-
γές σε διάφορους τομείς που αφορούν την κατανομή πόρων και τη βέλτιστη ικανοποίηση ζήτησης,
όπως η διαχείριση αποβλήτων [5], τα δεδομένα κινητικότητας [6], ο σχεδιασμός αστικών υπηρεσιών
[7], καθώς και εφαρμογές κλήσης ταξί [8].

1.2 Κατανομή Πυροσβεστικών Πόρων

1.2.1 Σημασία

Η αποτελεσματική κατανομή πυροσβεστικών πόρων είναι κρίσιμη για την ελαχιστοποίηση των
χρόνων απόκρισης, τη μείωση των υλικών ζημιών και τη διάσωση ανθρώπινων ζωών. Οι πυροσβε-
στικές υπηρεσίες αντιμετωπίζουν εγγενείς προκλήσεις, όπως περιορισμένο προσωπικό και εξοπλι-
σμό, χωρικά κατανεμημένη ζήτηση και απρόβλεπτες τοποθεσίες συμβάντων. Η βέλτιστη τοποθέτηση
πυροσβεστικών σταθμών και η δυναμική κατανομή των πυροσβεστικών μονάδων μπορούν να βελ-
τιώσουν σημαντικά την κάλυψη υπηρεσιών και τη λειτουργική αποδοτικότητα. Η τοποθέτηση αυτή
θα πρέπει ιδανικά να λαμβάνει υπόψη τη μορφολογία της περιοχής ενδιαφέροντος, τα επικρατούντα
πρότυπα ανθρώπινης δραστηριότητας και κινητικότητας, καθώς και παράγοντες όπως η εποχικότητα
και οι καιρικές συνθήκες, οι οποίοι επηρεάζουν τόσο την πιθανότητα εκδήλωσης πυρκαγιάς όσο και
τον ρυθμό εξάπλωσής της και πρόκλησης ζημιών [9].

Με την αυξανόμενη αστικοποίηση και την πολυπλοκότητα της δομής των πόλεων, η παραδοσιακή
εμπειρική τοποθέτηση πόρων συχνά δεν επαρκεί. Ο στρατηγικός σχεδιασμός και η συστηματική κα-
τανομή διασφαλίζουν ότι η απόκριση σε καταστάσεις έκτακτης ανάγκης είναι έγκαιρη, αξιόπιστη και
ικανή να καλύψει τις ανάγκες περιοχών υψηλού κινδύνου, ενισχύοντας τελικά τη δημόσια ασφάλεια
και τη βέλτιστη αξιοποίηση των πόρων.

Όπως καθίσταται σαφές, η επίτευξη λειτουργικής αποδοτικότητας στην πυρόσβεση απαιτεί την
ενσωμάτωση πολλαπλών επιστημονικών πεδίων. Αυτό περιλαμβάνει τη συλλογή και ανάλυση δε-
δομένων σε πραγματικό χρόνο από δορυφόρους, αισθητήρες και ιστορικά αρχεία συμβάντων, την
εξαγωγή και δημιουργία χαρακτηριστικών για προγνωστική μοντελοποίηση, την εφαρμογή τεχνικών
μηχανικής μάθησης και βελτιστοποίησης για την υποστήριξη της λήψης αποφάσεων, την ενσωμά-
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τωση της εμπειρίας των πυροσβεστών και την αποτελεσματική επικοινωνία αξιοποιήσιμων συμπε-
ρασμάτων προς τις επιχειρησιακές ομάδες. Συνολικά, τα στοιχεία αυτά συνθέτουν μία επιχειρησιακή
αλυσίδα από τα ακατέργαστα δεδομένα έως την λήψη αποφάσεων, επιτρέποντας έγκαιρη και αποδο-
τική απόκριση σε καταστάσεις έκτακτης ανάγκης.

1.2.2 Διατύπωση Προβλήματος

Το πρόβλημα κατανομής πυροσβεστικών πόρων μπορεί να διατυπωθεί ως πρόβλημα χωροθέτησης
και ανάθεσης εγκαταστάσεων, όπου ο στόχος είναι η βέλτιστη τοποθέτηση πυροσβεστικών σταθμών
με περιπολικά οχήματα (μονάδες) πιθανώς διαφορετικών επιχειρησιακών δυνατοτήτων και η κατα-
νομή των μονάδων για την κάλυψη πιθανών συμβάντων. Έστω F το σύνολο των υποψήφιων τοποθε-
σιών για πυροσβεστικούς σταθμούς καιC το σύνολο των πιθανών τοποθεσιών συμβάντων (πελατών).
Κάθε εγκατάσταση f 2 F έχει συσχετισμένο κόστος ανοίγματος, περιορισμούς χωρητικότητας και
ένα σύνολο μονάδων διαθέσιμων για ανάπτυξη. Κάθε πελάτης c 2 C έχει μία ζήτηση που αντιπρο-
σωπεύει την αναμενόμενη απαίτηση εξυπηρέτησης και έναν μέγιστο επιτρεπτό χρόνο απόκρισης. Ο
στόχος είναι η ελαχιστοποίηση του συνολικού λειτουργικού κόστους, το οποίο συνήθως περιλαμβά-
νει:

� Κόστη ανοίγματος ή λειτουργίας εγκαταστάσεων,

� Κόστη ανάθεσης ή σύνδεσης (π.χ. χρόνος μετακίνησης από σταθμούς σε συμβάντα),

� Ποινές για μη καλυπτόμενη ζήτηση ή υπέρβαση ορίων χρόνου απόκρισης.

Μαθηματικά, το πρόβλημα μπορεί να μοντελοποιηθεί με Μικτό Ακέραιο Γραμμικό Προγραμματισμό
(MILP) ή άλλες μεθόδους συνδυαστικής βελτιστοποίησης, ανάλογα με τους περιορισμούς και την
κλίμακα του συστήματος. Επεκτάσεις σε δυναμικά πλαίσια εξετάζουν διαδοχικές αφίξεις συμβάντων
και επιτρέπουν προσαρμοστική μετεγκατάσταση μονάδων, λαμβάνοντας υπόψη επιχειρησιακούς και
λογιστικούς περιορισμούς.

1.2.3 Σχετική Βιβλιογραφία

Ένα σημαντικό σώμα έρευνας έχει επικεντρωθεί στη βέλτιστη κατανομή πυροσβεστικών πόρων
μέσω μοντέλων χωροθέτησης και συναφών προσεγγίσεων βελτιστοποίησης. Οι Rodriguez et al. [10,
11] εισήγαγαν πλαίσια μικτού ακέραιου προγραμματισμού και προσομοίωσης-βελτιστοποίησης για
την από κοινού απόφαση τοποθέτησης πυροσβεστικών σταθμών και ανάθεσης οχημάτων, μεγιστο-
ποιώντας την αναμενόμενη κάλυψη λαμβάνοντας υπόψη τη χρήση οχημάτων και στοχαστικά πρότυπα
άφιξης επειγόντων περιστατικών. Οι μελέτες τους εφαρμόστηκαν στην επαρχία Concepción στηΧιλή,
καταδεικνύοντας σημαντικές βελτιώσεις στην κάλυψη και την αποδοτικότητα απόκρισης σε σύγκριση
με τις υφιστάμενες διατάξεις.

Άλλες έρευνες επέκτειναν τις παραδοσιακές μεθόδους χωροθέτησης ενσωματώνοντας προγνω-
στική μοντελοποίηση και δείκτες επιχειρησιακής απόδοσης. Για παράδειγμα, οι Dey et al. [12] ανέ-
πτυξαν μία προσέγγιση βασισμένη στη μηχανική μάθηση για την πρόβλεψη της αστικής ζήτησης
πυρκαγιών και τον ορισμό ενός δείκτη ποιότητας υπηρεσίας, χρησιμοποιώντας ομαδοποίηση βάσει
χρόνου μετακίνησης και βελτιστοποίηση για την επιλογή τοποθεσιών πυροσβεστικών σταθμών. Πα-
ρομοίως, οι Takedomi et al. [13] πρότειναν ένα μοντέλο χωροθέτησης p-median [14, 15] με συνάρ-
τηση πρόβλεψης χρόνου αναμονής ώστε να λαμβάνονται υπόψη τόσο οι χρόνοι μετακίνησης όσο και
οι καθυστερήσεις αποστολής σε υπηρεσίες οδικής βοήθειας έκτακτης ανάγκης. Και οι δύο μελέτες
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αναδεικνύουν τη σημασία της ενσωμάτωσης προγνωστικής μοντελοποίησης και επιχειρησιακών πα-
ραγόντων στη βελτιστοποίηση χωροθέτησης για τη βελτίωση της κάλυψης και της αποδοτικότητας
απόκρισης.

Μελέτες χωροθέτησης στη διοικητική μέριμνα και στις υπηρεσίες έκτακτης ανάγκης έχουν επίσης
εξετάσει ευρύτερες προσεγγίσεις. Οι Wang et al. [16] παρέχουν μία εκτενή επισκόπηση των προβλη-
μάτων χωροθέτησης εγκαταστάσεων έκτακτης ανάγκης, συζητώντας τεχνικές μοντελοποίησης, προ-
σεγγίσεις επίλυσης και πρακτικά ζητήματα, όπως η πολυκάλυψη και οι περιορισμοί χωρητικότητας.
Οι Zhou και Li [17] μελέτησαν προβλήματα χωροθέτησης υπηρεσιών έκτακτης ανάγκης με πολυ-
κάλυψη λαμβάνοντας υπόψη πιθανές απώλειες από καταστροφές, δίνοντας έμφαση στον σχεδιασμό
υποδομών με επίγνωση κινδύνου.

Πέρα από τις κλασικές προσεγγίσεις βελτιστοποίησης, πρόσφατες μελέτες αξιοποίησαν τη βαθιά
ενισχυτική μάθηση για τη διαχείριση πυρκαγιών. Για παράδειγμα, οι Murray et al. [18] ανέπτυξαν ένα
πλαίσιο για τη βέλτιστη τοποθέτηση αντιπυρικών ζωνών στην πρόληψη δασικών πυρκαγιών, δείχνο-
ντας ότι στρατηγικές βασισμένες στην τεχνητή νοημοσύνη μπορούν να υπερέχουν των παραδοσιακών
ευρετικών, μοντελοποιώντας αποτελεσματικά τη χωρική εξάπλωση της πυρκαγιάς και τους περιβαλ-
λοντικούς παράγοντες μέσω προσομοίωσης.

Συνολικά, οι μελέτες αυτές αναδεικνύουν μία μετάβαση από κλασικές προσεγγίσεις MILP και
προσομοίωσης προς πιο δεδομενοκεντρικά και ευαισθητοποιημένα ως προς τον κίνδυνο μοντέλα. Η
σύγχρονη έρευνα ενσωματώνει ολοένα και περισσότερο προγνωστική μοντελοποίηση, πρότυπα αν-
θρώπινης κινητικότητας και ζήτησης, στοχαστικές προσομοιώσεις και τεχνικές τεχνητής νοημοσύνης
για την ενίσχυση της αποτελεσματικότητας και της προσαρμοστικότητας των στρατηγικών κατανο-
μής πυροσβεστικών πόρων.

1.3 Η Συνεισφορά μας

Η συνεισφορά της παρούσας διπλωματικής εργασίας συνοψίζεται ως εξής:

� Αναπτύσσουμε ένα ολοκληρωμένο σύστημα υποστήριξης αποφάσεων από άκρο σε άκρο (end-
to-end) για στατική κατανομή οχημάτων και δυναμική αποστολή σε πυρκαγιές. Το πλαίσιο εν-
σωματώνει συλλογή δεδομένων, γεωγραφική ομαδοποίηση, επιλογή υποψήφιων θέσεων, υπο-
λογισμό αποστάσεων βάσει οδικού δικτύου, βελτιστοποίηση γραμμικού προγραμματισμού και
αξιολόγηση σεναρίων σε μία πλήρως αυτοματοποιημένη, αναπαραγώγιμη και γεωγραφικά αγνω-
στική αλυσίδα επεξεργασίας. Από όσο γνωρίζουμε, αυτό αποτελεί το πρώτο πλήρως ενοποιη-
μένο σύστημα αυτού του είδους στη βιβλιογραφία.

� Ενσωματώνουμε άμεσα την εμπειρία των πυροσβεστών στη διαδικασία βελτιστοποίησης, επι-
τρέποντας στους χρήστες να προσαρμόζουν βασικούς δείκτες βάσει καιρικών συνθηκών, γεω-
γραφικών ιδιαιτεροτήτων και επιχειρησιακής εμπειρίας. Αυτό επιτρέπει συγκρίσεις αντιπαρα-
θετικών (counterfactual) σεναρίων μεταξύ εναλλακτικών στρατηγικών και γεφυρώνει το χάσμα
μεταξύ θεωρητικής μοντελοποίησης και πραγματικής λήψης αποφάσεων, χάσμα που εξακολου-
θεί να υφίσταται σε μεγάλο μέρος της υφιστάμενης βιβλιογραφίας.

1.4 Γενική Αρχιτεκτονική

Η αρχιτεκτονική του συστήματος βασίζεται σε τρεις κύριες ροές εργασίας (pipelines). Η ροή δε-
δομένων διαχειρίζεται τη συλλογή και προεπεξεργασία χωρικών πληροφοριών, η ροή εκτέλεσης
παράγει στατικές ή δυναμικές κατανομές οχημάτων μέσω αλγορίθμων βελτιστοποίησης, και η ροή
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αξιολόγησης επιτρέπει τη σύγκριση των λύσεων και τον υπολογισμό του κόστους μετάβασης με-
ταξύ τους. Ο έλεγχος των λειτουργιών πραγματοποιείται μέσω ενός web client (Flask [19]), ο οποίος
προσφέρει διεπαφή στους χρήστες-πυροσβέστες (Σχήμα 1.1).

Σχήμα 1.1: Γενική αρχιτεκτονική συστήματος

1.4.1 Ροή Δεδομένων (Data Pipeline)

Η ροή δεδομένων (Σχήμα 1.2) περιλαμβάνει τα εξής στάδια:

� Εισαγωγή: Συλλογή γεωχωρικών δεδομένων (δείκτες κινδύνου, υψόμετρο, μετεωρολογικές
προβλέψεις).

� Προεπεξεργασία: Καθαρισμός και κανονικοποίηση δεδομένων.

� Συσταδοποίηση (Clustering): Ομαδοποίηση σε ομοιογενείς περιοχές για μείωση της υπολο-
γιστικής πολυπλοκότητας.

� Επιλογή Υποψηφίων Σημείων: Εντοπισμός βέλτιστων θέσεων στάθμευσης κοντά στο οδικό
δίκτυο μέσω Overpass Turbo API [20].

� ΥπολογισμόςΑποστάσεων:Παραγωγή πινάκων χρονοαποστάσεων μέσω τουOpenRouteService
API.

Σχήμα 1.2: Ροή επεξεργασίας δεδομένων
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1.4.2 Διεπαφή Χρήστη (Web Client)

Η εφαρμογή επιτρέπει στον χρήστη την οπτικοποίηση των δεδομένων ανά περιοχή, την παραμε-
τροποίηση των αλγορίθμων και την εκτέλεση σεναρίων. Οι κύριες λειτουργίες περιλαμβάνουν την
επιλογή περιοχής ενδιαφέροντος, τροποποίηση παραμέτρων, την προβολή των υποψηφίων σημείων
και τη δημιουργία/σύγκριση κατανομών οχημάτων.

1.4.3 Ροή Εκτέλεσης (Execution Pipeline)

Η ροή εκτέλεσης μετασχηματίζει τα δεδομένα εισόδου σε βέλτιστες κατανομές χρησιμοποιώντας
τον επιλυτή Gurobi [21] (μέσω της βιβλιοθήκης gurobipy).

Στατικό και Δυναμικό Μοντέλο

Το στατικό μοντέλο (Σχήμα 1.3) υπολογίζει τις αρχικές θέσεις των οχημάτων βάσει δεικτών ση-
μαντικότητας και διαθέσιμων πόρων. Το δυναμικό μοντέλο (Σχήμα 1.4) αξιοποιείται κατά την εκ-
δήλωση πυρκαγιάς, ανακατανέμοντας τα υπόλοιπα οχήματα για τη διατήρηση της μέγιστης δυνατής
κάλυψης στην περιοχή.

Σχήμα 1.3: Ροή εκτέλεσης - Στατικό μοντέλο

Σχήμα 1.4: Ροή εκτέλεσης - Δυναμικό μοντέλο

1.4.4 Ροή Αξιολόγησης (Evaluation Pipeline)

Η ροή αξιολόγησης (Σχήμα 1.5) συγκρίνει διαφορετικές κατανομές χρησιμοποιώντας ιστορικά
δεδομένα συμβάντων. Υπολογίζει δείκτες αποδοτικότητας και οπτικοποιεί το πλάνο βέλτιστης μετα-
φοράς (optimal transport) των οχημάτων μεταξύ δύο διαφορετικών κατανομών.
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Σχήμα 1.5: Ροή αξιολόγησης και σύγκρισης

1.5 Δεδομένα

Τα δεδομένα της μελέτης χωρίζονται σε δύο κύριες κατηγορίες: γεωχωρικά δεδομένα δορυφόρου
και επιχειρησιακά δεδομένα πυροσβεστικής.

1.5.1 Γεωχωρικά Δεδομένα

Η ελληνική επικράτεια αναπαρίσταται ως πλέγμα κελιών μεγέθους 500m� 500m. Τα χαρακτηρι-
στικά κάθε κελιού ταξινομούνται ως εξής:

Κατηγορία Περιγραφή / Χαρακτηριστικά Μορφή
Στατικά Μορφολογία εδάφους (υψόμετρο,

κλίση), χρήση γης (Corine), πληθυ-
σμιακή/οδική πυκνότητα, ιστορικό-
τητα πυρκαγιών.

Raster / Grid

Δυναμικά Καθημερινές μετεωρολογικές μετρή-
σεις (θερμοκρασία, άνεμος, υγρασία,
βροχόπτωση) και εποχιακοί δείκτες.

Raster / Grid

Προγνωστικά Δείκτης επικινδυνότητας (risk) πα-
ραγόμενος από μοντέλα Machine
Learning (Random Forest, XGBoost
κ.α.).

Raster (Probability Map)

Πίνακας 1.1: Κατηγοριοποίηση γεωχωρικών δεδομένων

1.5.2 Επιχειρησιακά Δεδομένα Πυροσβεστικής

Τα δεδομένα αυτά χρησιμοποιούνται για τη μοντελοποίηση των περιορισμών και την αξιολόγηση
των αποτελεσμάτων:

� Ιστορικό Συμβάντων: Δεδομένα τοποθεσίας, διάρκειας και έντασης παρελθόντων πυρκαγιών
σε μορφή shapefile.

� Σταθμοί Πυροσβεστικής: Οι σταθερές γεωγραφικές θέσεις των υπαρχουσών υποδομών.
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� Πόροι ανά Περιφέρεια: Ο διαθέσιμος αριθμός οχημάτων ανά νομό, ο οποίος καθορίζει τις
παραμέτρους της μαθηματικής βελτιστοποίησης.

1.6 Επεξεργασία Δεδομένων

Η προετοιμασία των δεδομένων υλοποιήθηκε μέσω μιας προσαρμοσμένης κλάσης σε Python, η
οποία ενοποιεί ετερογενείς πηγές (raster και tabular) σε μια κοινή υπολογιστική δομή. Τα κύρια στάδια
περιλαμβάνουν:

� ΕυθυγράμμισηRaster:Φόρτωση μηνιαίων προβλέψεων κινδύνου με τη βιβλιοθήκη rioxarray
και χωρική παρεμβολή (interpolation) σε ενιαίο πλέγμα.

� Συγχώνευση Χαρακτηριστικών: Ενοποίηση πινάκων CSV (NDVI, DEM, πληθυσμός) με τα
γεωχωρικά δεδομένα και απόδοση κάθε κελιού στην αντίστοιχη διοικητική ενότητα (νομό)
μέσω geopandas [22].

� Κανονικοποίηση: Κλιμάκωση όλων των συνεχών μεταβλητών στο διάστημα [0; 1].

� ΤελικήΜορφοποίηση:Μετατροπή του συνόλου δεδομένων σε πίνακα numpy μορφής (nx; ny; nfeatures+

2), όπου οι δύο τελευταίες στήλες αναπαριστούν τις γεωγραφικές συντεταγμένες.

Η διαδικασία αυτή διασφαλίζει ότι τα δεδομένα είναι έτοιμα για την εφαρμογή των αλγορίθμων
συσταδοποίησης και βελτιστοποίησης που ακολουθούν.

1.7 Γεωγραφική Συσταδοποίηση

Λόγω του μεγάλου πλήθους των χωρικών κελιων (άνω του 106), η άμεση επίλυση του προβλήμα-
τος κατανομής οχημάτων είναι υπολογιστικά ανέφικτη. Η συσταδοποίηση (clustering) αποσκοπεί στη
μείωση των διαστάσεων του προβλήματος, ομαδοποιώντας τα κελιά σε ευρύτερες εποπτικές περιοχές
με τα εξής κριτήρια:

� Χωρική Συνοχή: Διασφάλιση κυρτότητας και αποφυγή οπών ή συμπλεγμένων ορίων.

� Εξισορρόπηση Φορτίου: Αντιστρόφως ανάλογη σχέση μεγέθους-κινδύνου (υψηλός κίνδυνος
συνεπάγεται μικρότερη συστάδα).

� Διοικητική Δομή: Περιορισμός των συστάδων εντός των ορίων της ίδιας Περιφέρειας.

Και οι δύο προτεινόμενοι αλγόριθμοι βασίζονται στη σταθμισμένη Ευκλείδεια απόσταση (L2)
επί των κανονικοποιημένων χαρακτηριστικών (NDVI, κλίση, πληθυσμός κ.α.).

1.7.1 Αλγόριθμος Πλειοψηφίας (BFS-based)

Οαλγόριθμος επεκτείνεται από ένα κελί-πυρήνα χρησιμοποιώντας αναζήτηση κατά πλάτος (BFS).
Ένα γειτονικό κελί ενσωματώνεται αν είναι παρόμοια με ένα προκαθορισμένο ποσοστό (Majority
Percentage) των ήδη υπαρχουσών κελιών της συστάδας και εφόσον η προκύπτουσα συστάδα δεν
είναι ɡˊŮɟɓɞɚɘəɎ υψηλού κινδύνου για το προκύπτον μέγεθος.

� Πολυπλοκότητα: O(C � w � nm), όπου C το μέγιστο μέγεθος συστάδας και w το πλήθος των
χαρακτηριστικών.
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1.7.2 Ιεραρχικός Αλγόριθμος (Kruskal-based)

Βασίζεται στη λογική του ελάχιστου συνδετικού δέντρου (MST), ξεκινώντας από nm συστάδες
και συγχωνεύοντας άπληστα (greedy) τα ˊɘɞ όμοια γειτονικά ζεύγη, εφόσον η προκύπτουσα συστάδα
τηρεί έναν έλεγχο κυρτότητας.

� Πολυπλοκότητα: O(nm �
p

C � (w + log(nm
p

C)) + nm �C) λόγω της χρήσης δομής σωρού
(min-heap).

1.7.3 Πρακτική Σύγκριση

Ενώ ο αλγόριθμος BFS, βάσει αποτελεσμάτων, προσφέρει καλύτερη ομοιογένεια με κατάλληλες
παραμέτρους, ο χρόνος εκτέλεσης για πρακτικές εφαρμογές είναι μεγαλύτερος. Έτσι ο ιεραρχικός
αλγόριθμος Kruskal επιλέχθηκε ως καταλληλότερος για την επιχειρησιακή προετοιμασία των δεδο-
μένων, μεταξύ άλλων λόγω της πιο γρήγορης ολοκλήρωσης σε πρακτικό επίπεδο. Η ανωτερότητά του
έγκειται επίσης και στην παραγωγή γεωμετρικά συμπαγών και κυρτών συστάδων, οι οποίες διευκο-
λύνουν τον μετέπειτα γραμμικό προγραμματισμό και την καλύτερη οργάνωση των εποπτικών τομέων
ευθύνης.

1.8 Επιλογή Υποψήφιων Θέσεων

Μετά τη συσταδοποίηση, είναι απαραίτητος ο προσδιορισμός συγκεκριμένων, εφικτών σημείων
στάθμευσης των πυροσβεστικών οχημάτων εντός κάθε συστάδας. Η επιλογή αυτή αποσκοπεί:

� Στη μείωση της πολυπλοκότητας: Αντί για εκατομμύρια κελιά, το μοντέλο βελτιστοποίησης
εξετάζει έναν περιορισμένο αριθμό αντιπροσωπευτικών σημείων.

� Στην επιχειρησιακή εφικτότητα: Τα σημεία πρέπει να είναι προσβάσιμα από το οδικό δίκτυο,
αποκλείοντας δύσβατες περιοχές (δάση, κορυφές) ή τούνελ.

� Στη γεωγραφική διασπορά: Τα σημεία πρέπει να καλύπτουν ομοιόμορφα την έκταση κάθε
συστάδας.

1.8.1 Μεθοδολογία και API Overpass Turbo

Για την εύρεση των σημείων χρησιμοποιούμε τοOverpass TurboAPI για την άντληση δεδομένων
από το OpenStreetMap.

Η μεθοδολογία περιλαμβάνει τα εξής στάδια ανά συστάδα μεγέθους ni:

(i) Υπολογισμός Ακτίνας Αναζήτησης: Ορίζεται μια δυναμική ακτίνα sri = 2
3

p
2ni

2 γύρω από το
κέντρο της συστάδας i, ώστε να αποφεύγονται οι επικαλύψεις με γειτονικές συστάδες.

(ii) Φιλτράρισμα Οδικού Δικτύου: Ανακτώνται μόνο δρόμοι κατηγορίας primary, secondary ή
tertiary με κατάλληλη επιφάνεια (paved), εξαιρώντας χωματόδρομους και σήραγγες.

(iii) Αρχικό Σημείο: Επιλέγεται ο οδικός κόμβος που βρίσκεται πλησιέστερα στο γεωμετρικό κέ-
ντρο της συστάδας.

(iv) Χωρική Διαφοροποίηση (Max-Min Heuristic): Τα επόμενα σημεία επιλέγονται επαναλη-
πτικά έτσι ώστε να μεγιστοποιείται η ελάχιστη απόστασή τους από τα ήδη επιλεγμένα σημεία.
Αυτό εξασφαλίζει τη μέγιστη δυνατή διασπορά.
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1.8.2 Ειδικές Περιπτώσεις και Υποδομές

Οι υπάρχοντες Πυροσβεστικοί Σταθμοί ενσωματώνονται αυτόματα ως σταθερά υποψήφια ση-
μεία, διασφαλίζοντας ότι το μοντέλο λαμβάνει υπόψη τις τρέχουσες υποδομές. Το τελικό σύνολο
δεδομένων περιλαμβάνει τις συντεταγμένες και τη συσχέτιση κάθε σημείου με τη συστάδα και την
Περιφέρεια στην οποία ανήκει, αποτελώντας την είσοδο για το μοντέλο γραμμικού προγραμματισμού.

1.9 Υπολογισμός Αποστάσεων

Στον επιχειρησιακό σχεδιασμό της πυρόσβεσης, ο χρόνος ανταπόκρισης είναι κρίσιμος. Η γεω-
γραφική (Haversine) απόσταση δεν αποτελεί αξιόπιστο δείκτη, καθώς δεν λαμβάνει υπόψη τη δομή
του οδικού δικτύου, τα όρια ταχύτητας, τις μονοδρομήσεις και τις κυκλοφοριακές ρυθμίσεις. Συνε-
πώς είναι χρήσιμος ο υπολογισμός ακριβών πινάκων χρονοαποστάσεων μεταξύ όλων των υποψηφίων
σημείων, διασφαλίζοντας ότι τα μοντέλα βελτιστοποίησης βασίζονται σε ρεαλιστικές συνθήκες με-
τακίνησης.

1.9.1 OpenRouteService (ORS)

Για τον υπολογισμό χρησιμοποιείται το OpenRouteService API [23], μια πλατφόρμα ανοικτού
κώδικα που βασίζεται στα δεδομένα του OpenStreetMap. Επιλέχθηκε το προφίλ οδήγησης driving-
car, το οποίο προσομοιώνει με ακρίβεια την κίνηση των πυροσβεστικών οχημάτων σε αστικό και
επαρχιακό δίκτυο.

1.9.2 Μεθοδολογία Υπολογισμού

Η παραγωγή των πινάκων απόστασης και χρόνου ακολουθεί μια δομημένη διαδικασία:

(i) Προετοιμασία Δεδομένων: Εξαγωγή των γεωγραφικών συντεταγμένων των υποψηφίων ση-
μείων που προσδιορίστηκαν στο Κεφάλαιο 7.

(ii) Κατάτμηση Συντεταγμένων: Λόγω των περιορισμών του API στον αριθμό των σημείων ανά
αίτημα, το σύνολο των δεδομένων χωρίζεται σε μικρότερα υποσύνολα (batches).

(iii) Matrix API Queries: Εκτέλεση αιτημάτων προς την υπηρεσία Distance Matrix του ORS για
τον υπολογισμό των αποστάσεων (σε μέτρα) και των χρονικών διαρκών (σε δευτερόλεπτα) για
κάθε ζεύγος σημείων.

(iv) ΣυνένωσηκαιΑποθήκευση:Οι επιμέρους πίνακες ενσωματώνονται σε έναν καθολικό (global)
πίνακα αποστάσεων, ο οποίος αποθηκεύεται σε μορφή CSV για χρήση από το μοντέλο γραμ-
μικού προγραμματισμού.

Η χρήση αυτών των πινάκων εξασφαλίζει ότι η τελική κατανομή των οχημάτων θα είναι βελτι-
στοποιημένη με βάση τον πραγματικό χρόνο πρόσβασης στα συμβάντα, ενισχύοντας την αξιοπιστία
των αποτελεσμάτων της μελέτης.

1.10 Δείκτης Σημαντικότητας

Για τη βέλτιστη κατανομή των δυνάμεων, είναι απαραίτητο να προσδιοριστεί η σχετική ”αξία”
κάθε υποψηφίου σημείου. Καθώς δεν συμβάλλουν όλες οι τοποθεσίες εξίσου στον κίνδυνο ή στις
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επιπτώσεις μιας πυρκαγιάς, εισάγουμε έναν δείκτη σημαντικότητας που επιτρέπει στο μοντέλο βελ-
τιστοποίησης να δίνει προτεραιότητα σε περιοχές υψηλού ρίσκου ή μεγάλης κοινωνικοοικονομικής
αξίας.

1.10.1 Επιλογή και Κανονικοποίηση Χαρακτηριστικών

Ο δείκτης συντίθεται από μια σειρά ετερογενών χαρακτηριστικών που επηρεάζουν την έναρξη και
την εξάπλωση της φωτιάς:

� Μετεωρολογικά:Μέγιστη θερμοκρασία και ταχύτητα ανέμου.

� Κοινωνικοοικονομικά: Πληθυσμιακή πυκνότητα και ποσοστό αστικής κάλυψης.

� Περιβαλλοντικά/Γεωγραφικά:Πυκνότητα βλάστησης, ποσοστό δασικών εκτάσεων και κλίση
εδάφους.

� Προγνωστικά: Ο δείκτης επικινδυνότητας που προκύπτει από μοντέλα Μηχανικής Μάθησης.

Λόγω των διαφορετικών μονάδων μέτρησης, εφαρμόζεταιmin-max κανονικοποίηση σε επίπεδο
Περιφέρειας, μετατρέποντας όλα τα χαρακτηριστικά στο διάστημα [0; 1].

1.10.2 Μαθηματική Διατύπωση και Ενσωμάτωση

Ο δείκτης σημαντικότητας Ij για κάθε σημείο j υπολογίζεται ως ο σταθμισμένος γραμμικός συν-
δυασμός των επιλεγμένων χαρακτηριστικών:

Ij =

KX
k=1

wkxjk; με
KX

k=1

wk = 1

όπου xjk η τιμή του χαρακτηριστικού k και wk το βάρος που αποδίδεται από τον χρήστη.

1.11 Γραμμικά Μοντέλα

Μετά τον προσδιορισμό των υποψηφίων σημείων και του δείκτη σημαντικότητας, το πλαίσιο προ-
χωρά στη βελτιστοποίηση της κατανομής. Ο στόχος είναι διπλός:

(i) Στατική Κατανομή: Καθορισμός των αρχικών θέσεων περιπολίας των οχημάτων βάσει του
αναμενόμενου κινδύνου (πριν την έναρξη της βάρδιας).

(ii) Δυναμική Κατανομή:Ανακατανομή των εναπομείναντων οχημάτων όταν κάποια αποδεσμεύ-
ονται για την κατάσβεση πυρκαγιάς, ώστε να διατηρηθεί η κάλυψη στις υπόλοιπες περιοχές.

1.11.1 Στατικό Μοντέλο Κατανομής

Το πρόβλημα διατυπώνεται ως μεικτός ακέραιος γραμμικός προγραμματισμός (MILP) με στόχο
την ελαχιστοποίηση του χρόνου απόκρισης στις περιοχές υψηλής σημασίας.
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Σύμβολο Περιγραφή

Παράμετροι (Parameters)

N Πλήθος υποψήφιων σημείων

si Δείκτης σημαντικότητας του σημείου i

dij Απόσταση μεταξύ των σημείων i και j

K Συνολικό πλήθος διαθέσιμων οχημάτων

u Παράμετρος εξισορρόπησης (trade-off parameter)

z Ρυθμιστικό φράγμα γενικευμένης απόστασης

Μεταβλητές Απόφασης (Decision Variables)

yi

(
1; αν τοποθετηθεί όχημα στο σημείο i

0; διαφορετικά

xij

(
1; αν το σημείο j ανατεθεί στο όχημα του σημείου i

0; διαφορετικά

Πίνακας 1.2: Παράμετροι και μεταβλητές του στατικού μοντέλου

Οι σχέσεις:

min
x;y;z

N � v � z +
NX

j=1

sj

NX
i=1

xijdij

s.t. (1)

NX
i=1

xij = 1; 8j; (2)

NX
j=1

xij � Nyi; 8i

(3)
NX

i=1

yi � K; (4)sj

NX
i=1

xijdij � z; 8j

(5)yi = 1; 8i 2 F ; (6)xij ; yi 2 f0; 1g; z � 0

Ερμηνεία: Η μεταβλητή z ελέγχει τη χειρότερη περίπτωση (worst-case scenario), ενώ ο όροςP
sjxijdij βελτιστοποιεί τη συνολική απόδοση. Η παράμετρος v εξισορροπεί αυτούς τους δύο στό-

χους.

1.11.2 Δυναμικό Μοντέλο Ανακατανομής

Όταν T οχήματα αποχωρούν από το σύνολο A για ένα συμβάν, τα υπόλοιπα πρέπει να μετακινη-
θούν με το ελάχιστο δυνατό λειτουργικό κόστος.

Όπως προηγουμένωςx 2 f0; 1gN�N είναι οι μεταβλητές κάλυψης, όπουxij = 1 αν το όχημα(vehicle)
στην θέση i καλύπτει την θέση j.

Τώρα όμως, y 2 f0; 1gN�N είναι οι μεταβλητές ανακτανομής, όπου yij = 1 αν το όχημα στην
θέση i μετατοπίζεται στην θέση j.
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min
x;y;z

N � v � z + w

NX
i=1

NX
j=1

(dij)m � yij

s.t. (1)

NX
i=1

xij = 1; (2)

NX
j=1

xij � N

NX
p=1

ypi

(3)

NX
i=1

yij � 1; (4)

NX
j=1

yij = 1; 8i 2 A

(5)
NX

j=1

yij = 0; 8i /2 A; (6)sj

NX
i=1

xijdij � z; 8j

Ερμηνεία: Ο εκθέτης m ελέγχει την ευαισθησία στις μετακινήσεις μεγάλων αποστάσεων. Για
m > 1, το μοντέλο προτιμά πολλές μικρές μετακινήσεις αντί για μία πολύ μακρινή, διασφαλίζοντας
την επιχειρησιακή ετοιμότητα των οχημάτων.

1.11.3 Υλοποίηση

Τα μοντέλα επιλύθηκαν με τον Gurobi Optimizer. Τα αποτελέσματα (μεταβλητές yij και xij)
παρέχουν άμεσα υλοποιήσιμα πλάνα αναδιάταξης των δυνάμεων στον γεωγραφικό χώρο.

1.12 Αξιολόγηση

Μετά το σχεδιασμό του συστήματος, η αξιολόγηση είναι απαραίτητη για τον έλεγχο της επιχειρη-
σιακής αποτελεσματικότητας. Χρησιμοποιούνται εμπιστευτικά ιστορικά δεδομένα πυρκαγιών της
Πυροσβεστικής Υπηρεσίας, τα οποία δεν χρησιμοποιήθηκαν κατά την εκπαίδευση του μοντέλου (out-
of-sample evaluation), για την αποφυγή μεροληψίας (look-ahead bias).

1.12.1 Διάνυσμα Απόκρισης και Μέτρο Αποτελεσματικότητας

Για κάθε ιστορική πυρκαγιά i, ορίζεται το διάνυσμα απόκρισης r(i)(t), το οποίο μετρά πόσα
οχήματα μπορούν να φτάσουν στο συμβάν εντός χρόνου t.

r(i)(t) = jfj : dij � tgj ; t 2 f0; �; 2�; : : : g

Για τη σύγκριση διαφορετικών στρατηγικών κατανομής, ορίζουμε τη συνάρτηση κάλυψης Fk(t),
η οποία αντιπροσωπεύει το ποσοστό των πυρκαγιών που καλύπτονται από τουλάχιστον k οχήματα
εντός χρόνου t:

Fk(t) =

��fi : r(i)(t) � kg
��

M
� 100%

Η γραφική παράσταση της Fk(t) λειτουργεί ως εμπειρική αθροιστική συνάρτηση κατανομής (CDF).
Όσο πιο ”απότομη” είναι η καμπύλη προς τα αριστερά, τόσο ταχύτερη και αποτελεσματικότερη θε-
ωρείται η κατανομή.

1.12.2 Βέλτιστη Αντιστοίχιση (Optimal Matching)

Για να ποσοτικοποιηθεί η προσπάθεια μετάβασης από μια κατανομή A σε μια νέα κατανομή B,
επιλύεται το πρόβλημα γραμμικής ανάθεσης (linear assignment problem). Χρησιμοποιώντας τον



αλγόριθμο Hungarian, βρίσκουμε την αντιστοίχιση που ελαχιστοποιεί το συνολικό κόστος μετεγκα-
τάστασης των οχημάτων:

min
X

dist(ai; bj)2

1.12.3 Ανάλυση Ορατότητας (Visibility Analysis)

Η αξιολόγηση συμπληρώνεται με τη μετρική viewshed visibility. Κάθε όχημα θεωρείται παρα-
τηρητής με συγκεκριμένο ύψος και ακτίνα ορατότητας (π.χ. 5 km). Χρησιμοποιώντας το Ψηφιακό
Μοντέλο Εδάφους (DEM), υπολογίζουμε ποια τμήματα της περιοχής είναι ορατά από πυροσβέστες
με την βιβλιοθήκη xarray-spatial [24].
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CHAPTER 2

Introduction

2.1 Facility Location

The facility location problem [1] is a branch of operations research that involves studying the optimal
placement of a given set of facilities, in order to maximize demand coverage and minimize operational
costs. In particular, we define a metric space (F [C; d), whereF is the set of locations of the facilities,
C is the set of locations of the clients and d : (F [ C)� (F [ C)! R�0 is a distance function that
satisfies the triangle inequality, is non-negative and symmetric. For each location i 2 F , we define an
opening cost fi � 0. The objective is to open a subset of facilities S � F and consider an assignment
from facilities to clients in order to minimize cost of opening the facilities and the connection cost.
Connecting a client i to a facility j costs d(i; j). The objective function can be expressed as

min
S�F

0@f(S) +
X
j2C

d(j; S)

1A
, whereS is the non empty set of facilities that we choose to be in operation and d(j; S) = mins2S d(j; s)

is defined as the smallest distance between client j and any facility of S. This function, therefore, at-
tempts to express the lowest cost solution between choosing the cheapest to open facilities, which may
be too far from the clients and choosing the facilities which are generally closer to the clients, but may
be more expensive to put in operation.

The aforementioned facility location problem formulation and similar static variants, where the
client and facility sets are fixed, even with more complex constraints expressing covering capacity for
each facility and minimum coverage demand for each client, can all be solved using Mixed-Integer
Linear Programming methods (MLIP) [2]. Static facility location can be a powerful tool in real life
problems, where high quality data collected in the past is enough to establish a static allocation to
satiate demand in the present or the future [3]. In this setting, the static allocation holds a complimen-
tary role to the main dynamic decision making that will occur once demand and clients change with
time. It is therefore left to the actors (facilities) to on the fly decide when and which clients to server
thereafter.

To deal with the uncertainty arising from dynamically changing system parameters, dynamic fa-
cility location in the online setting is extensively used ([4], [1]). In this framework, clients arrive
sequentially over time rather than being known in advance. Decisions must therefore be taken incre-
mentally, based only on the information revealed so far. Facilities that are selected to operate typically
remain open for a significant time period, since opening, closing, or relocating a facility incurs sub-
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stantial fixed costs.
At each time step, upon the arrival of a client, the decision maker must determine whether to assign

the client to an already open facility or to open (or relocate) another facility. The total cost over the
planning horizon generally consists of facility opening costs, client assignment costs (oftenmodeled as
distances in a metric space), and relocation or switching costs. Because facilities cannot be frequently
reconfigured without incurring high expenses, the solution must balance responsiveness to changing
demand with stability of the facility configuration.

The objective is to minimize the cumulative cost over time, and performance is typically evaluated
by comparing the online solution to an optimal (or approximately optimal) offline solution that has
full knowledge of the entire arrival sequence.

The facility location problem has been extensively studied and has seen many applications in di-
verse fields involving resource allocation and optimal demand satiation like waste management [5],
mobility data [6], urban service planning [7], as well as taxi hailing applications [8].

2.2 Firefighting Resource Allocation

2.2.1 Importance

Effective allocation of firefighting resources is critical for minimizing response times, reducing prop-
erty damage, and saving lives. Firefighting services face inherent challenges such as limited personnel
and equipment, spatially distributed demand, and unpredictable incident locations. Optimal placement
of fire stations and dynamic allocation of firefighting units can significantly improve service coverage
and operational efficiency. This placement should ideally account for the morphology of the area of
interest, prevailing human activity and mobility patterns, and factors such as seasonality and weather,
all of which influence both the likelihood of fire ignition and the rate at which a fire can spread and
cause damage [9].

With increasing urbanization and complex city layouts, traditional ad hoc placement of resources
is often insufficient. Strategic planning and systematic allocation ensure that emergency response
is timely, reliable, and capable of meeting the needs of high-risk areas, ultimately enhancing public
safety and resource utilization.

As is evident, achieving operational efficiency in firefighting requires the integration of multiple
disciplines. This includes the collection and analysis of real-time data from satellites, sensors, and
historical incident records; feature extraction and generation for predictive modeling; application of
machine learning and optimization techniques to support decision-making; incorporation of firefighter
expertise; and the effective communication of actionable insights to operational teams. Together,
these components form a pipeline from raw data to informed decisions, enabling timely and efficient
responses to emergencies.

2.2.2 Problem Formulation

The firefighting resource allocation problem can be formulated as a facility location and assignment
problem, where the goal is to optimally place fire stations with patrolling vehicles (units) of potentially
distinct firefighting capabilities and allocate units to cover potential incidents. Let F denote the set
of candidate locations for fire stations, and C the set of potential incident locations (clients). Each
facility f 2 F has an associated opening cost, capacity constraints, and a set of units available for
deployment. Each client c 2 C has a demand representing the expected service requirement, and a
maximum allowable response time.
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The objective is to minimize the total operational cost, which typically includes:

� Facility opening or operational costs,

� Assignment or connection costs (e.g., travel time from stations to incidents),

� Penalties for uncovered demand or exceeding response time thresholds.

Mathematically, this problem can be modeled using Mixed-Integer Linear Programming (MILP)
or other combinatorial optimization methods, depending on the constraints and scale of the system.
Extensions to dynamic or online settings consider sequential incident arrivals and allow for adaptive
relocation of units while respecting operational and logistical limitations .

2.2.3 Related Work

A significant body of research has focused on the optimal allocation of firefighting resources through
facility location and related optimizationmodels. Work by Rodriguez et al. [10, 11] introducedmixed-
integer programming and simulation-optimization frameworks to jointly decide the placement of fire
stations and the assignment of vehicles, maximizing expected coverage while considering vehicle uti-
lization and stochastic emergency arrival patterns. Their studies applied these models to the Concep-
ción province in Chile, demonstrating substantial improvements in coverage and response efficiency
compared to existing deployments.

Other research has extended traditional facility location methods by incorporating predictive mod-
eling and operational performance metrics. For example, Dey et al. [12] developed a machine
learning-based approach to predict urban fire demand and define a quality-of-service index, using
travel-time clustering and optimization to select fire station locations. Similarly, Takedomi et al.
[13] proposed a p-median [14, 15] facility location model with a waiting time prediction function to
account for both travel and dispatch delays in emergency road services. Both studies highlight the im-
portance of integrating predictive modeling and operational factors into facility location optimization
to improve coverage and response efficiency.

Facility location studies in logistics and emergency services have also considered broader per-
spectives. Wang et al. [16] provide a comprehensive review of emergency facility location problems,
discussing modeling techniques, solution approaches, and practical considerations, such as multi-
covering and capacity constraints. Zhou and Li [17] examined multi-covering emergency service fa-
cility location problems while considering potential disaster losses, emphasizing risk-aware planning
for critical infrastructure.

Beyond classical optimization approaches, recent studies have leveraged deep reinforcement learn-
ing for fire management. For example, Murray et al. [18] developed a framework for optimal fire-
break placement in forest fire prevention, showing that AI-driven strategies can outperform traditional
heuristics by effectively modeling spatial fire spread and environmental factors in simulation.

Collectively, these studies highlight a progression from classical MILP and simulation-based ap-
proaches toward more data-driven and risk-aware models. Modern research increasingly integrates
predictive modeling, human mobility and demand patterns, stochastic simulations, and AI techniques
to enhance the effectiveness and responsiveness of firefighting resource allocation strategies.

2.3 Our Contribution

The contributions of this thesis are summarized as follows:
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� We develop an end-to-end, data-driven decision-support system for static vehicle allocation
and dynamic fire dispatch. The framework integrates data ingestion, geographical clustering,
candidate selection, network-based distance calculation, linear programming optimization, and
scenario evaluation into a fully automated, reproducible, and geographically agnostic pipeline.
To the best of our knowledge, this is the first fully integrated, end-to-end system of its kind in
the literature.

� We integrate firefighter expertise directly into the optimization process, allowing users to adjust
key indicators based on weather conditions, geographic specificities, and operational experi-
ence. This enables counterfactual comparisons across alternative strategies and bridges the gap
between theoretical modeling and real-world decision-making, a gap that persists in much of
the existing literature.

2.4 Methodology Overview

The proposed system provides a comprehensive, data-driven framework for both static and dynamic
allocation of firefighting vehicles. The methodology is organized into three interconnected pipelines:
data processing, execution, and evaluation.

The data pipeline aggregates heterogeneous information frommultiple sources, including geospa-
tial, environmental, and operational data. Features include predictive fire risk indicators, static geo-
graphical information such as altitude and administrative boundaries, and dynamic environmental
variables like wind, temperature, and recent incident history. The pipeline performs preprocessing
to ensure consistency and reliability, followed by geospatial clustering that groups granular cells into
spatially coherent regions. Within each cluster, candidate deployment locations are identified based on
road network accessibility and uniform coverage, and pairwise distances between candidates are com-
puted to reflect realistic travel times along the road network. This stage ensures that the optimization
models operate on representative, computationally tractable decision units while maintaining opera-
tional fidelity.

The execution pipeline implements two complementary optimization models. In the static allo-
cation model, vehicles are optimally assigned to candidate locations to maximize coverage according
to a weighted combination of significance indicators, constrained by vehicle availability and cover-
age requirements. The dynamic allocation model supports real-time reallocation in response to fire
incidents, preserving territorial coverage while dispatching vehicles to active events. Both models
are formulated as linear programming problems, and their structure allows for practitioner-guided
adjustments of feature weights and significance parameters.

The evaluation pipeline quantitatively compares alternative allocations using historical fire data.
Metrics include coverage efficiency, response distance, and risk-weighted performance, while tran-
sition analysis computes the optimal movement of vehicles required to shift from one allocation to
another. This facilitates both performance assessment and actionable insight into the operational trade-
offs between different strategies.

A distinguishing feature of the system is the seamless integration of firefighter expertise and the
flexibility provided at every stage of the pipeline. From data preprocessing to the definition of sig-
nificance indicators, all components are tunable. Users can adjust clustering parameters, significance
weights, and explore counterfactual scenarios, thereby embedding operational knowledge directly into
the data-driven optimization framework and enabling informed, context-aware decision-making.
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CHAPTER 3

System Overview

3.1 General Architecture

The general architecture consists of three main pipelines. The data pipeline handles all data-related
operations, including ingestion, preprocessing, geospatial clustering and candidate point selection.
The execution pipeline takes input from both the data pipeline and the web client operated by fire-
fighters, and produces vehicle allocations, either static or dynamic. Finally, the evaluation pipeline
facilitates the comparison of different allocations, supports transitions between them, and exposes key
performance characteristics. Detailed descriptions of each pipeline along with their architectures are
provided in the following sections. The general architecture diagram can be seen in Figure 3.1.

Figure 3.1: Overall architecture
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3.2 Data Pipeline

The data pipeline as shown in the Figure 3.2 consists of the following stages:

(i) Ingestion of geospatial data at both granular cell level and territorial scale. This data (as seen
in Chapter 4) includes machine-learning-generated predictive features (e.g., fire risk indicators),
static features (e.g., altitude and administrative boundary polygons) that change infrequently,
and dynamic features (e.g., wind direction and temperature) that may vary on a daily basis.

(ii) Preprocessing of the collected data (as seen in Chapter 5), including normalization, cleaning,
and consistency checks, to ensure suitability for subsequent analytical tasks.

(iii) Geospatial clustering of granular cells into larger regions exhibiting homogeneous feature
distributions, enabling more compact and computationally efficient representations. Different
clustering algorithms are described in Chapter 6.

(iv) Selection of candidate locations within each cluster based on proximity to the road network
and uniform spatial coverage. For this purpose, the Overpass Turbo API is utilized, as described
in Chapter 7.

(v) Computation of pairwise distances (either in time or in road network distance) between can-
didate locations, incorporating road network structure, traffic conditions, and accessibility con-
straints, using the OpenRouteService API, as described in Chapter 8.

(vi) Export of the aggregated dataset for all candidate locations, together with historical fire-
fighting data, including fixed station locations and recorded incidents, for use in the execution
and evaluation pipelines.

The data supplied to this pipeline is intended for training and operational decision support in fire
incident response. Consequently, it is constrained to a short temporal horizon, typically containing
recent observations from the preceding days, and may instead incorporate predictive estimates for the
period of interest, or even past values for the same time period, utilizing seasonality.

Figure 3.2: Data Pipeline

3.3 Web Client

To facilitate data visualization, execution of allocation algorithms, and evaluation of generated so-
lutions, a web-based client interface was developed using Flask [19]. The application provides a
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server-side rendered graphical user interface through which users can interact with the system, con-
figure analysis parameters, initiate computational processes, and inspect the resulting outputs.

The data generated by the data pipeline are organized on a per-region basis (per prefecture in
our case) and subsequently stored in designated local directories of the service, where they are made
available for downstream processing and analysis. All available operations are served through corre-
sponding RESTful API endpoints and exposed in appropriate UI pages. In particular the user can:

� Select a region of interest.

� Visualize the candidate locations generated during the data pipeline stage.

� Visualize cluster boundaries.

� Visualize different combinations of significance indicators, as described in Chapter 9.

� Generate static allocations by specifying a set of fixed deployment locations, the number of
available vehicles, a linear combination of features representing significance (see Chapter 9),
and the fire incident dataset used for subsequent evaluation. This process invokes the execution
pipeline and produces an allocation that is stored for further analysis.

� Generate dynamic allocations by selecting an initial static allocation, specifying the location of
a simulated fire incident, and defining the number of vehicles dispatched for response, thereby
producing a reallocation of the remaining vehicles as explained in Section 10.4.

� Visualize all generated allocation configurations, compare pairs of them, and evaluate based on
provided visualizations.

3.4 Execution Pipeline

The execution pipeline receives the preprocessed data generated by the data pipeline, along with the
Web Client user input, and produces static and dynamic vehicle allocations, depending on the selected
use case.

3.4.1 Static Linear Programming Model

In the static setting (Figure 3.3), the optimization model receives as input the aggregated candidate
location data, the fixed firefighting station locations, and user-defined parameters, including the se-
lected significance indicators, the number of available vehicles and some linear programming model
weights.

After extracting the required constants and parameters to formulate the linear programming model
(see Section 10.3), the gurobipy library is employed to interface with the Gurobi optimizer [21].
The solver computes an optimal solution subject to predefined sensitivity parameters and time limits,
which can be adjusted depending on the application requirements.

The resulting allocation includes the geographic coordinates of assigned vehicles, the user-selected
significance parameters, and the mapping between supervising vehicles and candidate locations. This
information is subsequently stored andmade available for evaluation and further analysis in JSON and CSV
format, inside a new allocation folder.
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Figure 3.3: Execution Pipeline - Static LP

3.4.2 Dynamic Linear Programming Model

In the dynamic setting (Figure 3.4), the optimization model receives as input an existing allocation and
user-defined parameters, including some linear programming model coefficients, the geographic co-
ordinates of the fire incident and the number of vehicles that are reassigned from the current allocation
to respond to the fire. The remaining vehicles are tasked to be reallocated.

After extracting the required constants and parameters to formulate the linear programming model
(see Section 10.4), the gurobipy library is employed to interface with the Gurobi optimizer in a similar
way like in the static case.

The resulting solution preserves the same data structure and format as the static allocation outputs,
with the assigned vehicles, thereby enabling seamless integration with the evaluation pipeline that
follows.

Figure 3.4: Execution Pipeline - Dynamic LP

3.5 Evaluation Pipeline

The evaluation pipeline (Figure 3.5) takes as input a pair of allocation datasets corresponding to the
same region, historical fire incident data for that region, and a set of user-defined parameters, such as
the number of vehicles to consider from each allocation. It then executes a series of evaluation algo-
rithms, as described in Chapter 11, and generates visualizations that quantify the relative efficiency of
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each allocation. Additionally, the pipeline computes and visualizes the optimal transport of vehicles
required to transition from one allocation to the other.

Figure 3.5: Evaluation Pipeline
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CHAPTER 4

Data

The datasets employed in this study for clustering, candidate allocation point construction, linear pro-
gramming model formulation, and evaluation comprise two primary categories: geospatial satellite
data and firefighting data. A detailed description of each category is provided below.

4.1 Geospatial Data

Geospatial datasets at a daily granularity, were provided to us by the National Observatory of Athens
[25]. In those, the Greek territory, represented as a rectangular grid, is divided into cells of side length
equal to 500 meters. Each cell is assigned a set of static, dynamic and predictive features depending
on the daily snapshot being examined.

The static features involve characteristics of geographical regions that are not expected to go
through significant change with time and can thus be sampled annually, such as slope, altitude, aspect,
population density, vegetation index, road density, geomorphological synthesis, fire frequency based
on historical results and prefecture of the particular region. These features can be used to infer spatial
variations in fire susceptibility, with vegetated zones generally presenting greater ignition and spread
potential than non-flammable surfaces such as water bodies.

The dynamic features are characteristics that are sampled daily such as minimum and maximum
daily temperature, dominant wind direction and the wind velocity. Their knowledge can act as a
predictive mechanism on when and how a potential fire may spread and can thus facilitate firefighters
on allocating their efforts dynamically.

The predictive features are derived from the aforementioned static and dynamic features using
machine learning techniques. Within this general framework, they are designed to predict a fire-
related property for a specific day, relying solely on data available up to the previous day. These
features capture underlying patterns in the dynamic and static data and can support a data-driven
allocation of firefighting vehicles from the start of the day. In this study, we utilize the risk indicator
as proposed in [26]. Nevertheless, the proposed implementations are agnostic to the specific types of
indicators used and can be adapted to various use cases and operational contexts.

In the following, each feature is described in detail.

4.1.1 Static Features

Vegetation Indices. In the context of this study, we made use of theNormalized Difference Vegetation
Index (NDVI) and the Enhanced Vegetation Index (EVI) to capture vegetation conditions within the
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study area. NDVI provides a measure of vegetation greenness based on the difference between near-
infrared and red reflectance [27], while EVI improves upon NDVI by reducing atmospheric and soil
background influences [28]. Together, these indices offer a reliable means of monitoring vegetation
health, which itself is of great influence on the outcome of fire incidents.

DEM. The Digital Elevation Model (DEM) represents the elevation of the terrain, with each raster
cell containing a numeric value corresponding to the height of that location in meters above sea level.
DEM data provide the basis for deriving other terrain attributes, such as slope and aspect, which are
important for understanding fire behavior and assessing risk across the landscape.

Slope. Slope represents the steepness of a given point, expressed in degrees, and is derived from
the local gradient of the DEM. Steeper slopes can influence fire behavior by facilitating faster uphill
fire spread, affecting both fire intensity and direction. Slope is therefore an important factor in fire
risk modeling and emergency response planning.

Aspect. Aspect, derived from the Slope, is measured in degrees and represents the compass di-
rection that a slope faces, with 0° corresponding to north. Different aspects result in varying sun
exposure, which can influence vegetation dryness and the likelihood of fire ignition.

Population Density. Population density is a numerical measure that indicates how many people
inhabit a given geographical area relative to its size. Higher values represent more densely populated
regions, which can influence resource allocation, human activity patterns, and, in the context of this
study, the potential impact and risk associated with fire incidents. Population density data is typically
derived from census records or gridded population datasets and can be used to prioritize monitoring
and emergency response planning.

Road Density. Road density is a numerical measure representing the total length of roads within
a given geographical area relative to its size. Higher values indicate regions with more extensive road
networks, which can influence accessibility, human activity, and emergency response capabilities. In
the context of fire management, road density helps assess how easily firefighting teams can reach
affected areas and how human presence may contribute to fire ignition risk. Road network data is
typically derived from national or regional GIS databases.

Corine - Land Cover. The corine feature provides a standardized classification of land use and
land cover across Europe. Each spatial unit is assigned a category representing its predominant land
cover type, such as forest, cropland, urban areas, artificial surfaces or water bodies. In our case, each
cell is assigned a percentage for each type of corine, based on the number of the pixels included in
that cell are of that type. In the context of fire risk assessment, land cover information is crucial for
identifying fuel types, evaluating vegetation flammability, classifying wildfires [29] and understand-
ing how different landscapes may influence fire spread and intensity. In this study, corine has been
extensively utilized due to its intuitive representation and applicability into heuristic environments,
requiring simple but effective rules.

Prefecture. The prefecture of each cell is used to structure the analysis, both for clustering and
for decision-making, at a level that aligns with the operational scale of the real firefighting system.
Specifically, resources are assumed to be allocated per prefecture; however, this feature is flexible,
and any other spatial grouping could be applied in the analysis conducted in this study.

Fire History. The fire history of each cell is represented both as a normalized number of 0 to 1

based on the raw number of incidents during the period 1984–2024 and as a spatially smoothed version
using an 81� 81 kernel. The smoothing, equivalent to applying a low-pass [26] linear filter, accounts
for neighboring regions that may not have experienced a fire themselves but are close to areas that did,
providing a more continuous representation of fire frequency across the landscape. As a feature, it
provides insights into human activities and historical fire patterns that are not captured by other static
features.
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Cell Coordinates. The x (longitude) and y (latitude) coordinates of each cell specify its loca-
tion. These coordinates serve as spatial references, allowing the alignment of different datasets and
supporting spatial analyses such as clustering, distance calculations, and neighborhood-based feature
derivation.

4.1.2 Dynamic Features

Temperature. Temperature-related features, including minimum temperature, maximum tempera-
ture, mean temperature, and dewpoint temperature, were obtained from the ERA5 reanalysis dataset
provided by the European Centre for Medium-Range Weather Forecasts (ECMWF) [30]. The dew-
point temperature represents the temperature at which air becomes saturated and water vapor begins
to condense into dew. It provides an indirect measure of atmospheric moisture, which, together with
air temperature, influences vegetation dryness and therefore the likelihood of fire ignition and spread.

Wind. Wind-related variables were derived from the ERA5 reanalysis dataset provided by the
European Centre for Medium-Range Weather Forecasts (ECMWF) [30]. These include the dominant
wind direction (dom_dir), representing the most frequent wind direction over the study period; the
dominant wind velocity (dom_vel), indicating the average speed associated with that prevailing direc-
tion; and the maximum wind direction (dir_max), which corresponds to the direction of the strongest
recorded wind. Wind plays a crucial role in fire behavior, as both its speed and direction strongly
influence the rate and path of fire spread, as well as flame intensity and spotting distance.

Land Surface Temperature (LST). The daytime (lst_day) and nighttime (lst_night) Land Sur-
face Temperature values were obtained from theMODIS [31] (Moderate Resolution Imaging Spectro-
radiometer) products provided by NASA. LST represents the radiative skin temperature of the Earth’s
surface as measured by satellite sensors. Unlike air temperature, which describes conditions near the
ground, LST reflects how different land cover types absorb and emit thermal energy. Variations be-
tween day and night LST provide insights into surface heating and cooling dynamics, which influence
vegetation stress, soil moisture, and consequently, fire susceptibility.

Seasonal Features. Temporal variables such as weekday and month were included to capture the
seasonal and temporal dynamics of fire occurrence. Seasonality plays a critical role in fire behavior, as
climatic conditions, vegetation dryness, and human activities vary significantly throughout the year.
For instance, higher fire incidence is often observed during the dry summer months, while weekday
patternsmay reflect differences in human presence and land use activities. Incorporating these features
allows the model to account for periodic variations that influence both the likelihood and intensity of
fire events.

Seven-day Accumulated Precipitation. The rain_7_days feature represents the total precipita-
tion accumulated over the previous seven days, derived from the ERA5 land total precipitation dataset
[30]. Regions that have recently received rainfall typically exhibit higher soil moisture and humidity,
which reduce the probability of fire ignition. By accumulating precipitation over a week, this feature
captures short-term moisture conditions that influence vegetation dryness and the likelihood of fire
occurrence.

4.1.3 Predictive Features

Risk. For the predictive component of this work, we adopt the wildfire risk indicator introduced
in [26]. The indicator is based on machine-learning fire occurrence models—specifically Random
Forest, Extra Trees, XGBoost, and shallow Neural Networks—trained to estimate the probability of
next-day fire occurrence using meteorological, vegetation, topographic, and historical features avail-
able up to the previous day.



32 � Data

Fire risk is defined following a disaster-risk formulation as the combination of fire occurrence prob-
ability and potential impact, resulting in a continuous, spatially resolved risk value at grid-cell level.
The effectiveness of the indicator has been extensively validated at country scale, achieving sensitiv-
ities exceeding 90% while maintaining specificities above 50–65%, demonstrating strong capability
in identifying the majority of fire events without excessively over-classifying the territory.

Within the context of this research, the indicator is used in two stages. First, it is employed during
the preprocessing and clustering phase to identify areas of elevated predicted fire risk and to ensure
that resulting clusters are sufficiently small to be realistically serviced by a single firefighting vehicle.
Second, it is incorporated in the allocation stage as a potential component, where each candidate
location is assigned a significance index reflecting the operational importance of proximity to high-
risk areas.

4.2 Firefighter Data

Beyond geospatial features, domain-specific data are required to strengthen the evaluation of candidate
allocations.

Fire Incident Dataset. A confidential dataset in shapefile form of historical wildfire incidents
was made available for this study, including information on event location, duration and fire intensity.
These data provide critical context on fire behavior and operational demand. Their integration enables
systematic assessment of alternative allocation scenarios in terms of incident serviceability, allowing
the identification of configurations that achieve a superior operational fit.

Physical Station Locations. Another key objective of this work is to propose a scalable solution
that aligns with the existing structure and operational practices of the firefighting system. To this end,
the locations of current firefighting stations are incorporated into the analysis and treated as points
of interest, ensuring that the proposed methodology remains compatible with established regional
firefighting infrastructure.

Resources Per Prefecture. We were also provided with the number of available resources per
prefecture, which were of help in the first stages of development as an estimate in the finetuning of
cluster sizes and the total number of candidate point that are then served to the linear programming
model.



� 33

CHAPTER 5

Data Handling

The spatial and feature data were processed using a custom Python class, designed to handle raster
and tabular datasets and to prepare them for subsequent analysis. The main steps of the data handling
workflow are summarized below:

(i) Loading and aligning raster predictions: Monthly raster prediction files were loaded using
the rioxarray library [32]. All rasters were interpolated to the same spatial grid to ensure
consistency across time steps. The datasets were then concatenated along a temporal dimension
to form a 3D array, and the mean risk for the target month was computed.

(ii) Joining with feature data: Tabular feature data (e.g., NDVI, population density, slope, road
density, DEM, land cover classes) were loaded from CSV files. These features were converted
to an xarray object and interpolated to match the raster grid. The merged dataset was cleaned
by removing irrelevant or redundant columns.

(iii) Integration with administrative boundaries: The processed dataset was spatially joined with
prefecture boundaries using geopandas [22]. Each grid cell was associated with the corre-
sponding administrative unit, enabling analysis at the prefecture level.

(iv) Normalization and feature scaling: Continuous features were normalized to the range [0; 1]

to ensure comparability across variables and facilitate downstream analysis.

(v) Conversion to array format: The normalized dataset was converted to a numpy [33] array with
dimensions (nx; ny; nfeatures + 2), where the last two channels correspond to the spatial coordi-
nates (longitude and latitude). An attribute-to-index mapping was stored for easy reference to
each feature.

(vi) Exporting processed data: The final NumPy array and the attribute mapping were saved to
disk for subsequent modeling and analysis.

This workflow ensures that raster predictions, tabular features, and spatial administrative data are
consistently aligned, normalized, and prepared in a format suitable for data-driven geospatial alloca-
tion.
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CHAPTER 6

Clustering

6.1 Motivation

In the dataset described in Chapter 4, the number of spatial cells exceeds one million, which is more
than three orders of magnitude larger than the realistically available fleet of firefighting vehicles in
Greece. This pronounced disparity in scale renders a direct assignment of individual vehicles to fine-
grained spatial cells computationally impractical within a linear programming framework, as it would
lead to an excessive number of decision variables and constraints. To address this limitation and en-
hance model tractability, we introduce two distinct geospatial clustering methodologies that aggregate
spatial cells into larger supervisory regions, thereby reducing the dimensionality and complexity of
the allocation problem. Those algorithms are designed to:

(i) Ensure that each cell is assigned to exactly one cluster.

(ii) Enforce convexity and spatial coherence constraints on each cluster in order to guarantee con-
tinuity, prevent the formation of holes within clusters, avoid interlocking or entanglement be-
tween neighboring clusters, and ensure clearly distinguishable boundaries. These properties
facilitate subsequent linear programming formulations and enable the application of spatial
heuristics for distance-based calculations.

(iii) Balance cluster size and risk by enforcing an inverse relationship between the two: large clus-
ters should exhibit relatively low average risk, while clusters with high average risk should be
comparatively small. Since all clusters are treated uniformly in later stages of the framework,
this load-balancing mechanism is essential to prevent the formation of large, high-risk clusters
that would be impractical for supervision by a single firefighting vehicle.

(iv) Limit the total number of clusters to at most one order of magnitude greater than the number
of available firefighting vehicles within the territory of interest (in this study Greece), thereby
ensuring that the resulting problem remains computationally tractable and operationally man-
ageable.

(v) Each cluster contains cells from a single administrative region, ensuring that it can be indepen-
dently managed by the same authority.

We note that several of the above constraints require careful tuning to the specific spatial, environ-
mental, and operational characteristics of the country or prefecture to which the proposedmethodology
is applied.
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In the following, we propose two geospatial clustering approaches: aBreadth-First Search (BFS)-
based majority clustering algorithm and a hierarchical clustering algorithm based on Kruskal’s
minimum spanning tree.

6.2 Distance Measure

Both of the proposed clustering algorithms rely on the computation of a distance measure between
the feature vectors associated with individual spatial cells. This distance metric constitutes a funda-
mental component of the clustering process, as it directly determines the notion of similarity between
cells and, consequently, influences the formation and composition of clusters. In the present work,
similarity between cells is quantified using a weighted Euclidean (L2) distance applied to a set of
normalized feature variables. The considered feature vector for each cell consists of the following
attributes: ndvi; pop; slope; road_dens; dem; f81 and corine.

All features are normalized prior to distance computation in order to ensure numerical compara-
bility and to prevent attributes with larger numerical ranges from disproportionately influencing the
distance calculation.

The selected features collectively capture two key dimensions that are critical to wildfire behavior
and risk assessment. First, human activity and exposure are represented through population den-
sity (pop), road density (road_dens), and historical fire frequency (f81). These variables reflect
anthropogenic ignition likelihood, accessibility, and historical patterns of fire occurrence. Second,
geographical and environmental characteristics are captured through the normalized difference veg-
etation index (ndvi), terrain slope (slope), digital elevation model (dem), and land-use classification
encoded via the corine index. These features characterize vegetation density, topography, altitude,
and terrain type, all of which significantly affect fire propagation dynamics.

Formally, given two cells i and j with normalized feature vectors xi and xj , the weighted L2

distance between them is defined as

d(i; j) =

vuut KX
k=1

wk (xi;k � xj;k)2; (6.1)

whereK denotes the total number of features andwk represents the weight assigned to the k-th feature.
The adopted weighting scheme allows the clustering process to emphasize features that are consid-
ered more influential for wildfire risk assessment or operational decision-making, while reducing the
impact of less critical attributes.

The use of a weighted Euclidean distance offers a favorable balance between interpretability, com-
putational efficiency, and flexibility. In particular, it enables the explicit incorporation of domain
knowledge through feature weighting and integrates naturally with the spatial constraints imposed
by the clustering algorithms. Moreover, when applied to normalized feature vectors, the proposed
distance metric ensures stable and consistent behavior across different geographic regions and data
scales.

Overall, the adopted distance measure provides a principled and effective mechanism for quanti-
fying similarity between spatial cells, thereby supporting the formation of coherent, interpretable, and
operationally meaningful clusters that align with the objectives outlined in the previous section.
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6.3 Weight Choice

In our approach, the weights assigned to each feature in the feature distance computation were set
to a uniform value of 1. This choice ensures that each feature contributes equally to the overall dis-
tance measure, avoiding any implicit bias towards a particular feature dimension. While setting equal
weights simplifies the model, it may not always yield the optimal performance, especially when cer-
tain features are inherently more informative than others. The choice of weights is left for operators
to decide.

The evaluation of our system is particularly challenging due to its multi-stage architecture, where
the output of one component serves as the input for subsequent components. In such systems, errors
can propagate through the pipeline, complicating the assessment of individual feature contributions
and overall system performance. To address this, systematic weight optimization techniques can be
employed.

When dealing with clustering or similarity-based tasks, native clustering metrics [34] such as the
Silhouette index [35] can be leveraged to guide the selection of weights. The last one, in fact, has
been shown to produce more consistent results compared to other traditional cluster quality indexes in
a recent study [36] applied for k-means [37] clustering with k = 2. By optimizing weights to achieve
optimally valued metrics, the system can be tuned to better capture the inherent structure of the data,
leading to improved clustering performance.

Another, more intuitivemethod—particularly suited to our case ofmapping knownGreek territories—
is to use manual region labeling. By identifying geographic regions that are expected to cluster to-
gether, such as small forests, mountain peaks, or agricultural areas, one can empirically estimate the
percentage of region parts that actually end up in the same cluster. This approach provides a domain-
specific validation mechanism, allowing us to assess whether the chosen feature weights align with
human expectations and known spatial patterns. For example, if most parts of a labeled forest region
consistently cluster together, it suggests that the feature weighting is effectively capturing the relevant
spatial and environmental characteristics.

In summary, while equal weighting offers simplicity, both automated methods (cross-validation
and clustering metrics) and manual, domain-driven strategies provide complementary ways to deter-
mine optimal feature weights. Combining these approaches allows for a balance between statistical
rigor and practical intuition, enhancing both the robustness and interpretability of the system.

6.4 Common Algorithm Definitions

Definition 6.4.1 (Maximum Cluster Size Function). A maximum size function RiskToSize maps the
risk level of a cluster to its maximum allowed size. The function RiskToSize is monotonically de-
creasing, ensuring that clusters with higher mean risk are smaller, while clusters with low risk may be
larger. The function can be fine-tuned based on size requirements and the average available resources
in the geographic territory under consideration.

6.5 Breadth-First Search Based Majority Algorithm

We propose a Breadth-First Search (BFS) [38] based algorithm that incorporates a majority voting
component to cluster cells in the area of interest (Greek map). The map is modeled as a n �m grid
of nm cells.
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Algorithm Definitions

Definition 6.5.1 (Neighboring Cells). Two cells are considered neighboring if and only if they share
a common edge. Consequently, each cell has at most four neighbors: two vertical and two horizontal.

Definition 6.5.2 (Cell Distance). The distance between two cells i and j is defined as the weighted
L2 distance d(i; j), as introduced in the previous sections.

Definition 6.5.3 (Similarity Threshold). A similarity threshold SimThresh is a value such that if
d(i; j) < SimThresh, the cells i and j are considered similar enough to pair. This threshold can
be determined either from an initial statistical analysis of the distribution of distances between all
neighboring cells or computed regionally based on local distance distributions.

Definition 6.5.4 (Majority Percentage). A majority percentage MajPercentage specifies that if Maj-
ercentage% or more of an open cluster is similar enough to a candidate cell, the cell can be merged
into the cluster. Higher values of MajPercentage enforce stricter homogeneity, which may result in
smaller clusters, whereas lower values allow larger but potentially more heterogeneous clusters. The
parameter MajPercentage can be adjusted according to the application needs.
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Algorithm Overview

Algorithm 1 BFS-Based Majority Clustering
Require: Grid map of n�m cells each with a mean risk value and a feature vector
Require: Similarity threshold SimThresh, majority percentageMajPercentage, maximum cluster size

function RiskToSize
1: Initialize all cells as unvisited
2: cluster_index 0
3: for each cell (x; y) in the grid do
4: if cell (x; y) is unvisited and is not in water body then
5: Initialize new cluster C  f(x; y)g
6: cluster_sum_risk mean risk of (x; y)
7: cluster_size 1
8: Mark (x; y) as visited
9: Initialize queue Q [(x; y)]
10: while Q is not empty do
11: Pop (i; j) from Q
12: for each neighbor (i0; j0) of (i; j) do
13: if neighbor is valid (not water), unvisited and of the same region then
14: Compute number of cells in C with distance � SimThresh to (i0; j0)
15: if count � MajPercentage � cluster_size then
16: Compute potential mean risk if (i0; j0) is added
17: if potential cluster size � RiskToSize(potential mean risk) then
18: Add (i0; j0) to C
19: Update cluster_sum_risk and cluster_size
20: Mark (i0; j0) as visited
21: Append (i0; j0) to Q
22: end if
23: end if
24: end if
25: end for
26: end while
27: Assign cluster C the current cluster_index
28: cluster_index cluster_index + 1
29: end if
30: end for

Algorithm Motivation

The primary motivation behind the algorithm is that, under our specified requirements, each cell has a
relatively small set of candidate cells with which it can be clustered, and these candidates are typically
located in close geographic proximity to the cell itself.

The algorithm is designed to balance local homogeneity with global constraints, providing a flex-
ible framework for clustering in diverse geographic and operational contexts. Local homogeneity is
achieved through the majority voting mechanism, which ensures that each element within a cluster
shares a high degree of similarity with the remaining cells of the cluster. At the same time, global
constraints, such as the enforcement of a maximum cluster size based on the predictive average risk,
prevent the formation of disproportionately large clusters with high risk and maintain overall struc-
tural consistency. The algorithm employs a neighbor-to-neighbor traversal strategy, systematically
exploring adjacent elements to construct spatially continuous clusters.
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Overall, this combination of local and global considerations allows for the creation of clusters that
are both cohesive and constrained, supporting robust and interpretable clustering outcomes across
different scenarios.

Complexity Analysis

We analyze both the space and time complexity of the proposed BFS-based majority clustering algo-
rithm.

Space Complexity
The algorithm requires the following data structures:

� A feature tensor of dimensions n�m�w, wherew denotes the total number of features used by
the algorithm, including both risk-related attributes and auxiliary feature vectors. This structure
requires O(nmw) space.

� A visited-status matrix that stores whether each cell has been processed. This matrix contains
one boolean value per grid cell, resulting in a space complexity of O(nm).

� A BFS queue used during cluster expansion. At any point during execution, the queue contains
only unprocessed members of the open cluster. Since the cluster size is constrained by an upper
bound C, determined by the function RiskToSize and bounded by a small constant in practice
(e.g., C < 200), the maximum size of the queue is also bounded by a constant multiple of C.
Consequently, the space required by the BFS queue is O(1).

� A cluster assignment array that stores the final cluster index for each valid grid cell. Since each
cell is assigned to exactly one cluster (unless deemed invalid or being a part of a water body),
this structure requires O(nm) space.

Combining all components, the overall space complexity of the algorithm is

O(nmw + nm) = O(nm(w + 1));

which simplifies to O(nmw).

Time Complexity
Let w denote the number of features used in the distance computation, and let C be the maximum

allowable cluster size imposed by the risk-to-size function RiskToSize. The dominant cost of the
algorithm arises from the majority voting step, in which a candidate neighboring cell is compared
against all existing members of the currently open cluster.

For each candidate cell, at most C feature-distance comparisons are performed, one for each cell
already in the cluster. Each such comparison involves the computation of an L2 distance over w

features and therefore has a time complexity of O(w). Consequently, evaluating a single candidate
cell incurs a cost of O(Cw).

A given cell may appear as a candidate neighbor at most four times, corresponding to the casewhere
each of its four neighboring cells initiates or expands an open cluster. Since a cell is permanently
marked as visited once processed, this scenario can occur only once and cannot be repeated. As a
result, each cell participates in at most 4C feature-distance comparisons overall, yielding a per-cell
time complexity of O(4Cw).
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Aggregating over all n�m cells in the grid, the total time complexity of the algorithm is therefore

O(4Cwnm);

which simplifies to
O(Cwnm):

6.6 Kruskal Based Hierarchical Algorithm with Convexity Heuristic

We propose a Kruskal [39] based algorithm that treats each cell as an individual cluster and on each
step greedily merges the two clusters that are the most similar out of all the remaining neighboring
cluster pairs, as long as convexity and risk-size constraints are satisfied. The map is modeled, like
previously, as a n � m grid of nm initial cells/clusters. Similar minimum spanning tree (MST) al-
gorithms (involving either merging or cutting) have been widely proposed and applied in geospatial
clustering contexts [40, 41, 42].

Algorithm Definitions

Definition 6.6.1 (Neighboring Clusters). Two clusters are said to be neighboring if and only if there
exist unit cells, one from each cluster, that share a common edge. In the initial configuration, each of
the nm clusters has at most four neighboring clusters.

Definition 6.6.2 (Generalized Feature Vector). The generalized feature vector of a cluster is defined
as the arithmetic mean of the feature vectors of all unit cells comprising the cluster.

Let clusters A and B contain a and b unit cells, respectively, and let xA and xB denote their gener-
alized feature vectors. If cluster C is formed by merging A and B, then the generalized feature vector
of C is given by

xC =
a xA + b xB

a + b
:

This weighted averaging ensures that the contribution of each cluster is proportional to its size.

Definition 6.6.3 (Cluster Distance). The distance between two clusters x and y is defined as the
weighted Euclidean (L2) distance d(x; y) between their corresponding generalized feature vectors.

Definition 6.6.4 (Density Function). A density function DensFunction maps a cluster—represented
by its set of unit cells together with their lattice coordinates—to a real value in the interval [0; 1],
which quantifies how well the cluster approximates a convex shape. Higher values indicate clusters
with more compact and closed shapes.

Definition 6.6.5 (Density Threshold). A density thresholdDensThresh 2 [0; 1] specifies theminimum
density value required for a cluster formed after a merge to be accepted into the current set of clusters.
Clusters whose density exceeds this threshold are considered sufficiently convex.

6.6.1 Density Functions

We present two practical density functions that can be integrated into the current algorithmic frame-
work. The first is a bounded box area density heuristic, which quantifies density based on the
proportion of the bounding box area occupied by the cluster. The second is a convex hull area den-
sity heuristic, which measures density as the percentage of the area within the cluster’s convex hull
that is covered by cluster cells.
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Bounded Box Area Density Heuristic

Let C be a cluster consisting of a finite set of unit cells, each identified by its lattice coordinates
(xi; yi). Define the axis-aligned bounding box of C by

xmin = min
i

xi; xmax = max
i

xi; ymin = min
i

yi; ymax = max
i

yi:

The width and height of the bounding box are given by

�x = xmax � xmin + 1; �y = ymax � ymin + 1:

The density function g(C) is defined as

g(C) =
jCj

�x ��y
;

where jCj denotes the number of unit cells in the cluster.
This quantity measures the proportion of the bounding box occupied by the cluster. Note therefore

that g(C) 2 (0; 1], with g(C) = 1 if the cells form an axis-aligned rectangle. This heuristic is designed
to penalize cluster configurations that contain holes extending in multiple directions, while keeping
the computational complexity of the method low, specifically O(jCj) (O(1) with precomputation),
for the propagation of all coordinate pairs to determine the minimum and maximum on each axis.
However, rhombuses or rotated rectangles cannot theoretically achieve high scores. For instance,
rotate an axis aligned square of side length a, 90 degrees clockwise. Then �x = �y =

p
2a, and

therefore g(C) =
a2

(
p

2a + 1) � (
p

2a + 1)
<

1

2
. Hence we conclude that this heuristic imposes a

significant bias in the resulting scores in favor of the axis alignment of the cluster shapes that occur.

Convex Hull Area Density Heuristic

Let C be a cluster consisting of unit cells, each represented by the coordinates of its center (xi; yi) 2
R2. Let

P = f(x1; y1); : : : ; (xjCj; yjCj)g

denote the set of points corresponding to the cluster.

Convex Hull Construction (Andrew’s Monotonic Chain Algorithm) The convex hull H of P is
the smallest convex polygon that contains all points in P . We construct H using Andrew’s monotonic
chain algorithm [43], which operates as follows:

(i) Sort the points lexicographically by x-coordinate (and by y to break ties).

(ii) Initialize empty lists lower and upper for the lower and upper hulls.

(iii) For each point p in sorted order:

� While the last two points in lower and p do not make a counter-clockwise turn, remove
the last point from lower.

� Append p to lower.

(iv) Repeat the above, traversing the sorted list in reverse order to construct upper.
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(v) Concatenate lower and upper (excluding repeated endpoints) to obtain the convex hull H .

This algorithm runs in O(jCj log jCj) time due to the initial sort, with linear-time hull construction
afterward.

Area of theConvexHull (Shoelace Formula) LetH have vertices v1; v2; : : : ; vk in counter-clockwise
order. The area of H , denoted AH , is computed in O(jHj) = O(jCj) via the shoelace formula [44]:

AH =
1

2

�����
kX

i=1

(xiyi+1 � xi+1yi)

����� ;

where vi = (xi; yi) for each i and (xk+1; yk+1) = (x1; y1).

Convex Hull Area Density Function We define the convex hull area density of the cluster C as

g(C) =
jCj
AH

;

where jCj is the number of unit cells in the cluster, and AH is the area of its convex hull. Since
AH � jCj (the area of the convex hull cannot be smaller than the sum of the unit cell areas), we have

0 < g(C) � 1:

Also, g(C) = 1 occurs if and only if the cluster perfectly fills its convex hull with no internal holes,
i.e., it is fully convex and compact, while lower values of g(C) indicate the presence of internal voids,
concavities, or elongated shapes.
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6.6.2 Main Algorithm Overview

Algorithm 2 Kruskal Based Agglomerative Clustering
Require: - Set of initial clusters C, each with a feature vector, size, and mean risk.
1: - Min-heap H containing all pairs of neighboring clusters (belonging to the same region) (x; y)

keyed by feature distance d(x; y).
2: - Density function DensFunction(�) and risk-size check function RiskToSize(�).
3: - Density threshold DensThresh
4: Initialize all clusters as valid.
5: whileH is not empty do
6: Pop (dist; A; B) fromH
7: if A or B are invalid then
8: continue
9: end if
10: Compute combined cluster size: S = jAj+ jBj
11: Compute weighted mean risk: R = jAjRA+jBjRB

jAj+jBj
12: if RiskToSize(R) < S then
13: continue
14: end if
15: Form new cluster C = A [B
16: if DensFunction(C) < DensThresh then
17: continue
18: end if
19: Compute generalized feature vector of C:

xC =
jAjxA + jBjxB

jAj+ jBj

20: Mark C as valid; mark A and B as invalid
21: Update cluster size, mean risk, and neighbors for C:

NC = (NA [NB) n fA; Bg

22: for all neighbor N 2 NC do
23: if N is valid then
24: Add C to neighbor set of N
25: Push (d(C; N); C; N) into heapH
26: end if
27: end for
28: end while

Algorithm Motivation

The central idea underlying the algorithm is that, at each step, the pair of neighboring clusters with
the minimum feature distance represents the most natural candidate for merging. By greedily merging
such pairs, the algorithm approximates an optimal agglomerative clustering procedure while keeping
computational complexity manageable.

An important implementation detail is the treatment of stale clusters, i.e., clusters that have already
been merged but still appear in the heap. Rather than removing all edges associated with a merged
cluster immediately, the algorithm allows these “stale” edges to remain in the min-heap. When a stale
edge is eventually popped, it is recognized and skipped. This approach avoids the costly operation
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of updating or removing multiple heap entries at every merge, which would significantly increase
computational overhead.

This lazy invalidation strategy is both efficient and robust. By marking clusters as invalid and
checking their status only when processing edges, the algorithm guarantees correctness while main-
taining the heap operations at O(logn) per edge. Furthermore, this design elegantly handles the
dynamic neighbor relationships resulting from cluster merges, ensuring that the heap always contains
valid candidate pairs without the need for complex bookkeeping.

The convexity check, applied prior to each merge, together with the risk-to-size constraint, ensures
that the resulting clusters are sufficiently convex according to a tunable threshold. At the same time,
this strategy prevents the creation of clusters that are excessively large (due to the bounded nature of the
risk-size function as described in a previous paragraph) or high-risk, making them more manageable
both for practical firefighting operations and for subsequent optimization using linear programming
models.

Improvements

Some potential theoretical improvements to the current clustering algorithm are as follows:

(i) Retain more descriptive information for each cluster, rather than relying solely on a generalized
feature vector. One possible approach is to sample a fixed number of representative unit cells
from each cluster—particularly those on the boundaries—and compute generalized distances
using these representative points. This would preserve more structural information about each
microstructure during merging.

(ii) Introduce a stopping criterion based on a distance threshold, above which no further merges
are performed. While the current greedy approach merges the closest clusters at each step, it is
not strictly consistent: merging two clusters with distance x can produce a larger cluster whose
neighboring distance y is smaller than x. Despite that, in general, implementing a stopping
criterion would provide more control over the algorithm’s completion time, making it more
predictable and computationally manageable.

Complexity Analysis

We analyze both the space and time complexity of the proposed hierarchical clustering algorithm.

Space Complexity
The algorithm requires the following data structures:

� A feature tensor of dimensions n�m�w, wherew denotes the total number of features used by
the algorithm, including both risk-related attributes and auxiliary feature vectors. This structure
requires O(nmw) space.

� A set of cluster properties, including the generalized feature vector (of dimensionw), mean risk,
cluster size, and a validity flag. Initially, the algorithm starts with nm singleton clusters. Each
merge operation creates exactly one new cluster entry (removes the previous 2) and reduces the
total number of clusters by 1. Therefore, at most nm�1 merges can occur and the total number
of cluster entries created throughout the entire execution is O(nm). Consequently, storing gen-
eralized feature vectors requires O(nm �w) space, while the associated scalar attributes require
O(nm) space.
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� Neighbor sets for each cluster, storing pointers to adjacent clusters. Although new cluster entries
are created during merging and old clusters are retained in the data structures as invalid, the total
number of cluster entries created over the course of the algorithm is linear in the number of grid
cells. Each merge produces one new cluster entry whose number of neighbors is bounded by
O(C), where C denotes the maximum allowed cluster size and may vary depending on the
use case. Since at most nm � 1 merges (in the case the whole map is a single cluster) are
performed, the total number of cluster entries isO(nm), and the total number of stored neighbor
relationships across all cluster entries is therefore O(nm � C).

� A min-heap containing candidate cluster pairs for merging, along with their feature distances.
Heap entries are added whenever a valid cluster acquires a new valid neighbor. Since at most
O(nm) cluster entries are created and each cluster may have up to O(C) neighbors, the total
number of heap entries accumulated over the execution of the algorithm is O(nm � C). Thus,
the space complexity of the heap is O(nm � C).

� A cluster assignment array that stores the final cluster index for each valid grid cell. Since each
cell belongs to exactly one cluster, this array requires O(nm) space.

Overall, the total space complexity of the algorithm is dominated by the storage of feature infor-
mation and cluster adjacency data. In particular, the feature tensor and the generalized feature vectors
contribute O(nmw) space, while the neighbor sets and the min-heap together contribute O(nmC)

space. Combining these terms yields an overall space complexity of

O
�
nm(w + C)

�
:

Time Complexity Let the grid contain N = n �m unit cells, each described by a feature vector of
dimension w, and let C denote the maximum allowed cluster size.

The dominant operations of the agglomerative clustering algorithm are as follows:

(i) Heap operations: A min-heap is maintained containing neighboring cluster pairs and their
associated feature distances. Each pop or push operation on the heap requires O(logH) time,
where H is the current number of heap entries. Since each cluster can have up to O(

p
C)

neighbors (approximately side length of a square of area C, due to convexity assumption) and
at mostO(N) cluster entries are created over the course of the algorithm (at most nm�1merge
moves, eachmove creating a new cluster, hence at mostnm (initial clusters)+nm�1 = 2nm�
1 = O(N)) total cluster entities created), the heap size is bounded byO(N �

p
C). Consequently,

each heap operation takes O(log(N
p

C)) time, and the total cost of heap operations across all
merges is O(N �

p
C log(N

p
C)).

(ii) Distance computations: For each neighboring cluster pair considered for merging, the algo-
rithm computes the weighted L2 distance between their generalized feature vectors, which re-
quires O(w) time. As each cluster entry generates up to O(

p
C) neighbor pairs, and there are

O(N) cluster entries in total, the total cost of all distance computations is O(N �
p

C � w).

(iii) Cluster property updates: When two clusters are merged, the generalized feature vector and
other scalar properties such as mean risk and cluster size are updated. These updates are per-
formed in O(w) time per merge, contributing O(N � w) in total. This term is lower order
compared to the heap and distance computation costs.
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(iv) Density checks: Before a merge is accepted, a density or convexity check is performed to en-
sure the resulting cluster satisfies shape constraints. Each check for the bounding box heuristic
operates in at most C cells, giving O(C) per merge (assuming no clever data structures are
used) and O(N � C) in total.

Combining these contributions, the total time complexity of the algorithm is

O(N �
p

C � (w + log(N
p

C)) + N � C) = O(nm �
p

C � (w + log(nm
p

C)) + nm � C):

6.7 Algorithm Comparison

6.7.1 Theoretical

From a theoretical perspective, the first algorithm exhibits a higher time complexity than the second.
Specifically, its running time is

O(nm � C � w):

whereas the second algorithm runs in

O(nm �
p

C � (w + log(nm
p

C)) + nm � C):

(each summand is asymptotically smaller than the expression for the first algorithm) In practical set-
tings, C < 1000, w > 10, nm < 107 and thus the second’s algorithm complexity becomes O(nmC)

which is significantly faster than the first algorithm.
The opposite relationship holds for space complexity: the second algorithm requires

O(nm � (w + C))

space, compared to
O(nm � w)

for the first algorithm.
Overall the hierarchical algorithm is more expensive in space due to the neighboring relationships

it stores, which keep updating after each merge. However, it is faster than the first algorithm, since
the latter keeps checking similarity of the candidate cell with each existing cell in the open cluster.

We also expect less false attempts to occur in the second algorithm, while trying to increase cluster
sizes, since the distance is the main measure of similarity and is prioritized globally in the hierarchical
algorithm. In other words, the most similar pair of cluster should also be an optimal candidate for
merging in the whole of the map.

6.7.2 Practical

From a practical standpoint, the second algorithm provides a more robust approach to clustering, as it
requires fewer hard-coded parameters to be specified at initialization. In particular, it relies only on
a density threshold, and does not require prior knowledge of the underlying distribution of distances
across neighboring cells.

By contrast, the first algorithm requires both a density threshold that must be tuned through ex-
ploratory analysis of the data and a majority-percentage parameter, which, if set too restrictively, can
result in overly small clusters. Consequently, the hierarchical approach is more practical in real-world
settings.
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6.8 Post-Clustering Refinement

Algorithm Motivation

As neither clustering algorithm provides guarantees on the minimum size of the resulting clusters, and
we would like to avoid unnecessarily small clusters, to facilitate the candidate point choice and the
linear programming models later on, a post-clustering refinement step is applied to eliminate clusters
that are excessively small or insufficiently coherent.

Algorithm Definitions

Definition 6.8.1 (Stable Cluster). A cluster C is considered stable if

�jCj+ ��r(C) > �;

where jCj denotes cluster size, �r(C) its mean risk, and �, �, and � are fixed constants, chosen loosely
enough, to make sure really small clusters fail the test. For instance, in our case clusters consisting of
below 8 cells fail the test. We do not wish this test to be strict to the point the clustering is invalidated
through further shuffles that will occur.

The stability criterion combines cluster size and mean risk into a single scalar quantity in order
to balance statistical reliability and domain relevance. The term jCj encourages clusters to contain
a sufficient number of cells, thereby reducing the impact of noise and preventing the formation of
fragmented or degenerate clusters. Conversely, the mean risk �r(C) captures the semantic importance
of a cluster: clusters associated with higher risk values are allowed to remain smaller, as they are
inherently more informative.

The weighting coefficients � and � control the relative influence of size and risk, respectively,
while the threshold � defines a minimum level of combined significance required for a cluster to
be considered stable. Clusters that fail to satisfy this inequality are deemed insufficiently reliable
and are subject to post-clustering refinement. This formulation provides a flexible and interpretable
mechanism for enforcing minimum cluster quality without imposing hard constraints on size or risk
independently.
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Main Algorithm

Algorithm 3 Post-Clustering Refinement
Require: Set of clusters C, grid cells with risks, neighborhood relation, number of iterations of con-

vergence T
Ensure: Refined set of clusters C
1: Compute mean risk for each cluster
2: Assign each cell to its current cluster
3: for t = 1 to T do
4: for each cell u do
5: Let Cu be the cluster containing u
6: if Cu does not satisfy the stability criterion then
7: Identify valid neighboring clusters Nu

8: if Nu 6= ; then
9: Select C? 2 Nu minimizing risk difference
10: Reassign u from Cu to C?

11: else
12: Mark u as problematic
13: end if
14: end if
15: end for
16: end for
17: Remove empty clusters

return C

Following the clustering, clusters are evaluated according to a combined size–risk criterion. Clusters
that do not satisfy this criterion are considered unstable. Individual cells belonging to such clusters
are iteratively reassigned to neighboring clusters that (i) lie within the same administrative region, (ii)
satisfy the stability criterion, and (iii) exhibit the smallest difference in mean risk relative to the source
cluster.

This reassignment process is repeated for a fixed number of iterations in order to reduce sensitivity
to local assignment order and to promote convergence. That is, cells in unstable clusters are moved
outwards in each operation till they find a stable cluster to reside in. Cells that cannot be reassigned to
any valid neighboring cluster are marked as problematic and retained for further inspection. Finally,
clusters rendered empty during the refinement process are removed.

This post-processing step improves the robustness and practical interpretability of the clustering
output while preserving spatial adjacency and administrative constraints.

Complexity Analysis

Let N = nm denote the total number of grid cells and let K be the number of clusters obtained after
the clustering phase. The post-clustering refinement procedure consists of a fixed number T of passes
over all cells, where T is a small constant.

During each pass, every cell is evaluated once and may be reassigned by examining its immediate
spatial neighbors. As each cell has at most four neighbors, all checks and reassignment decisions are
performed in constant time. Consequently, each refinement pass has time complexity O(N), and the
overall refinement procedure runs in

O(TN) = O(N)
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time.
Additional operations, such as computing cluster statistics and removing empty clusters, require

linear time in the number of cells or clusters and do not affect the asymptotic complexity.
In terms of space complexity, the refinement step stores cluster memberships, auxiliary mappings,

and per-cluster statistics, all of which require space linear in the number of cells. Therefore, the space
complexity of the post-clustering refinement is

O(N):

6.9 Case Study

We now proceed with an experimental evaluation of the efficacy of the proposed allocation and clus-
tering algorithms across Greece. The analysis considers 55 prefectures of the country: N. Pierias, N.
Dytikis Attikis, N. Ioanninon, N. Pellas, N. Evrytanias, N. Fokidas, N. Etoloakarnanias, N. Larisas,
N. Lakonias, N. Irakliou, N. Evrou, N. Samou, N. Pireos ke Nison, N. Chalkidikis, N. Serron, N.
Kozanis, N. Imathias, N. Fthiotidas, N. Chiou, N. Achaias, N. Florinas, N. Prevezas, N. Evvias, N.
Grevenon, N. Athinon, N. Anatolikis Attikis, N. Kefallonias, N. Rodopis, N. Korinthou, N. Chan-
ion, N. Lesvou, N. Arkadias, N. Kastorias, N. Zakynthou, N. Dramas, N. Kykladon, N. Lefkadas, N.
Viotias, N. Lasithiou, N. Rethymnou, N. Magnisias, N. Argolidas, N. Kavalas, N. Ilias, N. Kardit-
sas, N. Artas, Agio Oros, N. Thessalonikis, N. Xanthis, N. Dodekanison, N. Kilkis, N. Messinias, N.
Thesprotias, N. Trikalon, N. Kerkyras.

This list captures a wide variety of geographic and environmental contexts, ranging from densely
populated urban regions to sparsely populated rural areas, including islands as well as mainland pre-
fectures.

6.9.1 Algorithm Parameters

All features are given equal weight in the distance calculations and utilize the same post-clustering
constants.

BFS Algorithms We consider six BFS-based clustering algorithms, each defined by a pair of pa-
rameters: the majority percentage and the similarity threshold. Their values have been chosen due to
an analysis conducted on the corresponding distribution of the feature distances between neighboring
cells, and are thus logical. Table 6.1 summarizes the parameter settings.

Table 6.1: Parameter settings for BFS-based clustering algorithms

Algorithm Majority Percentage (0–1) Similarity Threshold
BFS1 0.5 0.1
BFS2 0.5 0.4
BFS3 0.5 1.0
BFS4 0.7 0.1
BFS5 0.7 0.4
BFS6 0.7 1.0

Hierarchical Algorithms Three hierarchical kruskal-based algorithms are considered using the
bounding-box heuristic, each with a different density threshold. Table 6.2 summarizes the param-
eter settings.
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Table 6.2: Parameter settings for hierarchical clustering algorithms

Algorithm Density Threshold (0–1)
Hier1 0.5
Hier2 0.6
Hier3 0.7

6.9.2 Metrics

To compare the performance of the different clustering and allocation algorithms, we employ three
complementary evaluation metrics: compactness, number of clusters, and pseudo-F index. Each of
these metrics captures a different aspect of clustering quality and spatial organization within the region
of interest (prefecture).

Compactness Compactness measures the spatial cohesion of each cluster. It is defined as the ratio
between the area occupied by the cluster and the area of its minimum bounding box. Values close to
one indicate that the cluster occupies most of its bounding box and therefore has a regular and dense
spatial shape, whereas lower values correspond to fragmented or elongated clusters. High compact-
ness is desirable, as it implies geographically coherent regions that can be more easily managed in the
optimization stage later on.

Cluster Number The number of clusters reflects the degree of spatial segmentation produced by
each algorithm. A small number of clusters corresponds to coarse partitioning, where large areas are
grouped together, while a large number of clusters indicates finer spatial resolution. Too strict clus-
tering criteria can result in a large number of clusters, which may be difficult to manage operationally.
Conversely, using too few clusters may oversimplify the spatial structure and overlook important local
variations within the study area.

Pseudo-F Index The pseudo-F index, also known as the Calinski-Harabasz index [45] index evalu-
ates the quality of clustering by comparing inter-cluster and intra-cluster variability. It is defined as the
ratio between the variance of feature values across different clusters and the average variance within
clusters. High values indicate that clusters are well separated from each other while remaining inter-
nally homogeneous. Consequently, a higher pseudo-F index suggests a more effective partitioning of
the study area in terms of the selected environmental and risk-related attributes.

6.9.3 Results

We apply the algorithms independently on each prefecture and consider the distributions of the corre-
sponding metrics. We showcase the results in Figures 6.1, 6.2, 6.3 and Table 6.3.

Remarks The highest pseudo-F values are obtained by the BFS-based algorithms using the low-
est similarity threshold (0.1). This setting ensures that cells grouped within the same cluster exhibit
strong mutual similarity in the majority of cases. In contrast, the hierarchical algorithms rely on a
unified feature representation for open clusters, which appears to capture intra-cluster variability less
effectively. As a result, their pseudo-F values remain comparatively lower.

With respect to compactness, an increase is observed for higher density thresholds in the hierar-
chical algorithms, as expected. Nevertheless, compactness values remain within the range of 0.5–0.6
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for most configurations, indicating that spatial coherence is not a limiting factor in the present set-
ting. Moreover, BFS-based algorithms naturally favor compact cluster shapes without requiring addi-
tional filteringmechanisms, unlike the hierarchical approach. However, for loose similarity thresholds
(equal to 1.0), the pseudo-F index drops significantly below 1, indicating reduced cluster quality.

Increasing the similarity threshold in the BFS algorithms imposes stricter clustering constraints and
leads to the formation of a larger number of clusters. This effect may negatively impact operational
usability due to increased management complexity. Notably, the increase in the number of clusters
whenmoving from a threshold of 1.0 to 0.4 is less than 10%, compared to an increase of approximately
250% when moving from 0.4 to 0.1. This observation suggests that a threshold value of 0.4 represents
a balanced compromise between strictness and flexibility.

For the hierarchical algorithms, the pseudo-F index remains close to 2 across all density thresholds,
indicating that this parameter has a limited influence on clustering efficiency. On the other hand,
increasing the density threshold results in a higher number of clusters, as expected, due to a greater
number of rejected merge operations.

Increasing the majority percentage from 0.5 to 0.7 leads to a moderate increase in the number
of clusters, while having only a minor effect on the pseudo-F index. This suggests that in the BFS
algorithms, the similarity threshold plays a more significant role in determining clustering quality than
the majority percentage.

From a computational perspective, all BFS-based algorithms required substantially longer execu-
tion times—approximately five times longer than the hierarchical methods. This increased cost can
be attributed to the worse complexity. In practical applications, this slow performance may constitute
a significant limitation.

An analysis of the standard deviations reveals important differences in algorithmic stability across
prefectures. BFS configurations with low similarity thresholds exhibit high variability in both pseudo-
F values and cluster numbers, indicating strong dependence on regional characteristics. In contrast,
BFS3 and BFS6 demonstrate consistently low variance, suggesting more robust behavior at the cost of
reduced clustering quality. Hierarchical methods present moderate variability, offering a compromise
between stability and performance. Furthermore, compactness exhibits uniformly low variance across
all algorithms, implying that spatial coherence is largely insensitive to parameter selection.

Overall, BFS5 (majority percentage 0.7, similarity threshold 0.4) provides themost favorable trade-
off between clustering quality, spatial compactness, computational efficiency, and operational man-
ageability. It achieves a high pseudo-F index while maintaining a reasonable number of clusters.

Table 6.3: Comparison of clustering algorithms across prefectures. Metrics include pseudo-F index,
mean compactness, and number of clusters.

Algorithm Pseudo-F Mean Pseudo-F Std Compactness Mean Compactness Std Clusters Mean Clusters Std
BFS_1 3.254 0.727 0.592 0.031 278.84 149.20
BFS_2 1.642 0.721 0.545 0.025 110.82 60.28
BFS_3 0.777 0.229 0.526 0.025 90.33 49.20
BFS_4 3.084 0.776 0.599 0.031 299.15 163.80
BFS_5 2.187 0.705 0.551 0.028 133.55 71.80
BFS_6 0.782 0.234 0.526 0.024 90.25 48.82
Hier_1 1.944 0.490 0.594 0.019 137.98 74.25
Hier_2 1.913 0.471 0.664 0.012 160.40 85.39
Hier_3 2.078 0.541 0.744 0.010 227.85 121.80
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Figure 6.1: Average pseudo-F index for each clustering algorithm across all prefectures. Higher val-
ues indicate better separation between clusters relative to intra-cluster variance.

Figure 6.2: Mean compactness of clusters produced by each algorithm across all prefectures. Values
closer to 1 indicate more spatially cohesive and regular clusters.
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Figure 6.3: Average number of clusters generated by each algorithm per prefecture. Fewer clusters
may overlook local variations, while too many clusters may be operationally difficult to
manage.
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CHAPTER 7

Candidate Point Selection

7.1 Motivation

Following the clustering stage, each geographical region (a prefecture in our case) is partitioned into
homogeneous clusters, each satisfying predefined size and risk constraints. While this representation
significantly reduces spatial heterogeneity, it is still insufficient for directly formulating an optimiza-
tion model that determines the placement of firefighting vehicles.

In principle, one could consider every available point within the foundational spatial cells as a
potential facility location. However, the number of such points is on the order of millions, rendering
any linear or mixed-integer programming formulation computationally slow. Moreover, many of these
points correspond to impractical, inaccessible or isolated locations (e.g., steep terrain, mountain peaks,
forests, or areas without road access), where the placement of firefighting vehicles is not feasible in
practice.

To address both the computational burden and the practical deployment constraints, it is therefore
necessary to restrict the solution space to a carefully selected subset of feasible and representative
locations. These locations, referred to as candidate points, serve as potential sites for vehicle place-
ment and significantly reduce the dimensionality of the optimization problem while preserving spatial
coverage and operational practicality.

Based on these considerations, we impose the following requirements on the candidate point se-
lection process:

(i) Each cluster is assigned an equal number of candidate points, independently of its dimensions.
This design choice is justified by the clustering methodology, which enforces a risk-to-size
relationship such that higher-risk clusters are geographically smaller, while lower-risk clusters
are larger. As a result, clusters can be treated in a uniformmanner during the candidate selection
and subsequent optimization stages.

(ii) Each candidate point must correspond to a physically accessible and operationally feasible loca-
tion. In particular, candidate points are required to be located in proximity to roads that can ac-
commodate firefighting vehicles, while excluding major highways (motorways) or high-speed
road segments where static vehicle deployment is impractical. This ensures that all selected
points represent realistic patrol or staging locations.

(iii) Candidate points within each cluster should be spatially well distributed. Maximizing their
mutual separation reduces geographical bias, avoids excessive concentration in dense areas, and
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increases the diversity of potential deployment options, both locally within individual clusters
and globally across the entire study region.

(iv) Clusters located in areas with limited or no road accessibility (e.g., mountainous or rugged
terrain) may be exempted from the uniform assignment rule and allowed to contain a reduced
number of candidate points, reflecting practical deployment limitations.

(v) Existing firefighting stations are treated as fixed candidate locations and are incorporated di-
rectly into the candidate set using official fire service datasets provided for this study. Including
these facilities ensures that the optimization model accounts for established infrastructure with
known operational capacity, improves realism, and allows the evaluation of redeployment or
reinforcement strategies without disregarding current response capabilities.

To satisfy the above constraints, we leverage road network and accessibility data obtained from
OpenStreetMap through the Overpass Turbo API [20], which enables programmatic querying of
detailed, user-contributed geospatial information. Similar uses of the Overpass API for extracting
geospatial data from OpenStreetMap have been reported in [11]. However, in that study—as in the
majority of the related literature—candidate facility locations are assumed to be known beforehand.
This assumption restricts the feasible solution space and may lead to sub-optimal system configura-
tions compared to approaches that generate candidate locations from spatial data.

7.2 Overpass Turbo API

Overpass Turbo provides a flexible query interface that enables programmatic access to Open Street
Map’s underlying data model, allowing fine-grained spatial and semantic filtering of map features.

7.2.1 Data Representation in OpenStreetMap

In OpenStreetMap, geographical features are represented using three fundamental elements: nodes,
ways, and relations. Nodes correspond to individual geographic points defined by latitude and lon-
gitude coordinates. Ways are ordered sequences of nodes and are typically used to represent linear
features such as roads, paths, and rivers. Relations group nodes and ways together to describe more
complex structures.

Road infrastructure is primarily encoded as ways and annotated using key–value tags. Of particular
importance is the highway tag, which classifies roads according to their functional and structural
characteristics.

7.2.2 Road Categories and Accessibility Constraints

To ensure that candidate points correspond to realistic and operationally feasible vehicle deployment
locations, we restrict our attention to roads suitable for firefighting vehicle access. Specifically, we
consider road segments classified as primary, secondary, or tertiary, which generally correspond
to paved roads with sufficient width and load-bearing capacity.

Road segments marked as tunnels (tunnel=yes) are excluded, as they do not permit static vehicle
positioning or patrol operations. Furthermore, roads with unpaved or low-quality surface types (e.g.,
gravel, dirt, sand, grass, or similar) are filtered out to avoid locations that may be unsafe or inaccessible
under emergency response conditions.
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7.2.3 Spatial Query Formulation

For each cluster center, we query the surrounding road network within a predefined radius using the
Overpass Turbo API. The query is expressed in Overpass QL and returns all qualifying road segments
that satisfy both the spatial and semantic constraints described above. The query used in this study is
shown below:

[out:json][timeout:65];

(

way(around:{RADIUS},{center[‏lat‏]},{center[‏lon‏]})

[​highway​~​^(primary|secondary|tertiary)$​]

[​tunnel​!=​yes​]

[​surface​!~​^(unpaved|gravel|dirt|ground|earth|mud|sand|

pebblestone|clay|grass|grass_paver|woodchips|

fine_gravel|compacted|rock|rocky)$​];

);

(._;>;);

out body;

The around operator restricts the query to a circular area centered at the cluster centroid, with
radius RADIUS in meters.

The filtering conditions ensure that only accessible, non-tunneled, and sufficiently paved road
segments are retrieved. The recursive statement (:; >; ) requests all nodes associated with the selected
ways, enabling the reconstruction of full road geometries. Results are returned in JSON format and
subsequently processed to extract candidate points along the qualifying road network.

This approach allows for a systematic, reproducible, and scalable identification of feasible candi-
date locations while maintaining strong alignment with real-world operational constraints.

7.3 Methodology

The methodology is designed to balance computational efficiency, spatial coverage, and operational
feasibility, while remaining fully compatible with the optimization model introduced in later sections.

7.3.1 Overview

Given a geographical region of interest (a prefecture), the objective is to generate a limited and repre-
sentative set of candidate points for each cluster produced during the clustering stage. These candidate
points must (i) lie on accessible road infrastructure, (ii) be spatially well distributed within the cluster,
and (iii) reflect practical deployment constraints.

The procedure operates independently for each cluster and consists of four main steps:

(i) Determination of a cluster-specific search radius,

(ii) Retrieval of feasible road network data using the Overpass API,

(iii) Selection of an initial feasible road point nearest to the cluster center,

(iv) Iterative selection of additional points using a distance-maximization strategy.
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7.3.2 Cluster-Specific Search Radius

Let ni denote the number of foundational spatial cells belonging to cluster i. Each cell corresponds
to a fixed-area spatial unit, and therefore ni is proportional to the cluster’s area.

To determine an appropriate search radius around the cluster center, we approximate each cluster
as a square of area ni. The side length of such a square is

p
ni, and its diagonal is

p
2ni. We therefore

define a theoretical radius as half of this diagonal:

ri =

p
2ni

2
:

This value is subsequently scaled to account for the spatial resolution of the underlying grid and
reduced by a factor of 2

3 to avoid selecting candidate points near cluster boundaries, which could lead
to overlap or ambiguity between neighboring clusters. The search radius is therefore,

sri =
2

3
�
p

2ni

2
:

The choice for the factor 2
3 can be explained geometrically. Consider two neighboring clusters of

equal dimensions with centers A and B. The line segment connecting A and B can be partitioned
into three equal subsegments. The central third corresponds to a region where the influence of both
clusters is comparable, resulting in ambiguity in cluster assignment. By restricting candidate points to
lie within the outer two-thirds of this segment, this ambiguous region is excluded, thereby guaranteeing
a clear separation between neighboring clusters.

This results in a dynamic, cluster-dependent radius that adapts naturally to variations in cluster size
and risk profile. In exceptional cases where not enough points are found within this radius, this radius
is scaled iteratively up to a maximum number of retries. False positive points (belonging to a different
prefecture) are filtered on a later step.

7.3.3 Retrieval of Feasible Road Points

For each cluster center, we query the OpenStreetMap road network within the computed radius using
the Overpass Turbo API. The query retrieves road segments that satisfy the following conditions:

� Road type classified as primary, secondary, or tertiary,

� Exclusion of tunnel segments,

� Exclusion of unpaved or low-quality road surfaces.

The result of each query consists of a set of road nodes (points with geographic coordinates) as-
sociated with the qualifying road segments. Only nodes located within the cluster-specific radius are
retained for further processing.

7.3.4 Initial Point Selection

Among all retrieved road nodes, the algorithm first selects the node with the minimum great-circle
(Haversine) distance to the cluster center. This point serves as a natural and representative initial
candidate location, as it lies on accessible infrastructure and is maximally central with respect to the
cluster geometry.

If no feasible road node is found within the initial radius, the search radius is iteratively expanded
by a fixed scaling factor until either suitable points are identified or a predefined maximum number
of attempts is reached.
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7.3.5 Spatial Diversification via Distance Maximization

To select additional candidate points within the same cluster, we employ an iterative distance-maximization
strategy inspired by the farthest-point sampling (Max–Min) heuristic.

Let C denote the set of already selected candidate points for a given cluster. For each remaining
road node v, we compute its minimum distance to the set C:

d(v; C) = min
c2C

dist(v; c):

At each iteration, the node with the maximum value of d(v; C) is selected and added to C. This
process continues until either:

� the desired number of candidate points is reached, or

� the maximum achievable distance falls below a predefined threshold.

This approach ensures that candidate points are as evenly distributed as possible within the cluster,
avoiding excessive concentration and reducing spatial bias.

7.3.6 Handling Special Cases

Clusters with very small spatial extent or limited road accessibility are assigned a reduced number
of candidate points, reflecting practical deployment limitations. Additionally, known fixed facilities
(e.g., existing fire stations) are incorporated as predefined candidate points and associated with the
nearest cluster center.

Finally, since we used heuristics in the calculations for the cluster radius and the point search, all
candidate points are filtered to ensure they lie within the boundaries of the prefecture under consid-
eration, using either bounding-box checks or polygon-based (geopandas) spatial containment tests,
depending on data availability.

7.3.7 Output for Optimization

The resulting candidate points are compiled into a structured dataset containing spatial coordinates,
cluster associations, and auxiliary parameters required by the optimization model. This dataset par-
tially forms the input to the linear and mixed-integer programming formulations presented in subse-
quent sections.
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CHAPTER 8

Distance Calculation

8.1 Motivation

Since this work deals with geographical data and emergency firefighting response, the time required
for a vehicle to travel from one location to another is a critical factor in both the linear programming
models and the overall system evaluation. In emergency response scenarios, minimizing travel time
directly impacts operational effectiveness and response quality.

Importantly, travel time is not proportional to the geographical (haversine) distance between two
points on the Earth’s surface. Instead, it depends on several factors, including road network structure,
road availability, traffic regulations, and the urban microstructure of cities. These factors are highly
location-dependent and dynamic, making them unsuitable for reliable heuristic modeling.

Consequently, accurate estimation of travel distance and duration requires the use of a routing
service that explicitly accounts for real-world road networks and driving conditions. For this reason,
an external routing API is employed to compute realistic distance and travel time measures between
all relevant point pairs.

8.2 Objective

Given a set of candidate points within a geographical region of interest, the objective is to compute
pairwise distances between all point combinations, measured both in travel time and physical dis-
tance. Distances are computed in both directions, as road networks may contain one-way streets or
asymmetric routing constraints, implying that travel from point A to point B may differ significantly
from travel from B to A.

8.3 OpenRouteService

To obtain accurate routing information, wemake use of theOpenRouteService (ORS) API [23]. Open-
RouteService is an open-source routing platform based on OpenStreetMap data, providing access to
realistic routing information for multiple transportation profiles, including driving, cycling, and walk-
ing.

ORS offers functionality for computing both shortest-path distances and estimated travel durations
while accounting for road topology, speed limits, turn restrictions, and other network constraints. In
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particular, its distance matrix service enables the efficient computation of pairwise distances or travel
times between multiple locations, making it well suited for large-scale optimization problems.

In this study, the driving-car profile is used, as it best reflects the operational characteristics of
firefighting vehicles operating on urban and interurban road networks.

8.4 Methodology: Distance Matrix Computation

The computation of distance and travel time matrices is carried out using a dedicated distance produc-
tion python module that interfaces directly with the OpenRouteService (ORS) API. The methodology
follows a structured, multi-step procedure to ensure scalability, reproducibility, and compliance with
API constraints.

Step 1: Input Data Preparation The input to the distance production module consists of a set of
geographic coordinates corresponding to road-accessible candidate locations. These coordinates are
extracted from preprocessed road network data, as shown in Chapter 7 and represented as latitude–
longitude pairs compatible with the ORS API.

Step 2: Coordinate Partitioning Due to limitations on the maximum number of locations allowed
per ORS distance matrix request, the full coordinate set is partitioned into smaller subsets of fixed size.
This partitioning allows the computation of pairwise distances for large point sets while remaining
within the operational constraints of the API.

Step 3: DistanceMatrix Queries For each pair of coordinate subsets, a request is issued to the ORS
distance matrix service using the driving-car routing profile. Depending on the selected metric, the
API returns either travel distances (in meters) or travel durations (in seconds). To comply with API
rate limits, a short delay is introduced between consecutive requests.

Step 4: Matrix Assembly Each partial distance matrix returned by the API is inserted into its corre-
sponding position within a global distance matrix. This incremental assembly process continues until
all subset combinations have been processed, resulting in a complete pairwise distance or travel time
matrix for all input locations.

Step 5: Data Storage Once the global distance matrix has been fully constructed, it is converted
into a tabular format and stored as a CSV file. This file serves as a persistent and reusable data source
for subsequent optimization models and system evaluation tasks.

The resulting distance matrices provide realistic, network-aware travel distances and durations that
accurately reflect road topology and routing constraints, ensuring that all downstream analyses are
based on real-world travel conditions rather than simplified geometric approximations, thereby en-
hancing the credibility of the final results.
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CHAPTER 9

Significance Indicator

9.1 Motivation

Following the selection of feasible candidate locations and the computation of pairwise distances based
on realistic road network characteristics (e.g., traffic conditions, road density, and travel itineraries),
the framework is prepared for the optimization stage, which determines the optimal placement and
patrol configuration of firefighting vehicles.

At this stage, it is necessary to introduce a systematic mechanism for prioritizing candidate loca-
tions according to their relative importance. Not all locations contribute equally to wildfire disasters;
consequently, treating all candidate points as equally valuable would lead to suboptimal deployment
strategies.

The importance of a location can be quantified using a combination of historical, geographical,
environmental, and socio-economic factors. These include historical fire occurrence and intensity,
land cover characteristics (e.g., forests and protected areas), proximity to residential and industrial
zones, prevailing weather conditions (such as wind patterns and temperature), as well as topographical
features including altitude and terrain slope.

To incorporate these heterogeneous factors into the optimizationmodel, we introduce a significance
indicator that assigns a numerical value to each candidate point. Higher indicator values correspond
to locations with increased wildfire risk or greater potential impact in the event of a fire.

9.2 Selected Features

The construction of the significance indicator is based on a set of environmental, geographical, and
socio-economic features that are known to influence wildfire occurrence, propagation, and potential
impact. These features are selected to capture both the physical drivers of fire behavior and the expo-
sure of human and natural assets.

Specifically, the following numerical features (as explained in Chapter 4) are considered for each
candidate location:

� Maximum daily temperature

� Wind velocity

� Population density
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� Vegetation coverage

� Terrain steepness

� Percentage of urban areas within the corresponding cell

� Percentage of forested areas within the corresponding cell

� Machine learning generated risk indicator

Maximum temperature and wind velocity reflect meteorological conditions that directly affect fire
ignition and spread. Population density and urban area coverage capture potential human and infras-
tructure exposure. Vegetation and forest coverage represent fuel availability, while terrain steepness
influences fire propagation dynamics and accessibility. Finally, the machine learning–based risk pre-
dictor integrates complex spatio-temporal patterns derived from historical data.

All considered features can be computed either from real-time observations on the day of operation
or derived as short-term forecasts based on historical data. This flexibility enables the framework to
support both reactive deployment strategies, driven by current conditions, and proactive planning
approaches.

Together, these features provide a comprehensive and multidimensional representation of wildfire
risk and potential impact at each candidate location.

9.3 Feature Normalization

The raw feature values used to construct the significance indicator exhibit substantial variation in scale,
units, and statistical distribution. For example, temperature is measured in degrees, population density
in inhabitants per unit area, and vegetation coverage in percentages, while machine learning–based
risk scores may follow entirely different numerical ranges. Directly combining such heterogeneous
features would introduce undesirable bias and distort their relative influence in the resulting indicator.

To ensure comparability and balanced contribution, all features are normalized independently for
each geographical region (prefecture) and mapped to the common interval [0; 1]. This regional nor-
malization prevents local significance estimates from being influenced by the overall national distri-
bution of feature values across Greece, which may vary considerably due to climatic, demographic,
and topographical differences.

Let xraw
jk denote the raw value of feature k at candidate location j within a given prefecture. The

normalized feature value xjk is computed using min–max scaling:

xjk =
xraw

jk �min
i2R

xraw
ik

max
i2R

xraw
ik �min

i2R
xraw

ik

;

whereR denotes the set of candidate locations within the same prefecture.
In case a feature is constant inR, its value is set to 0 to avoid impact in the linear combination that

follows.
This transformation ensures that, for each feature and each region, the minimum observed value

is mapped to 0 and the maximum to 1, with intermediate values scaled proportionally. As a result, all
normalized features share a common numerical range and contribute comparably to the significance
indicator, independent of regional or national-scale disparities.
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9.4 Integration and Indicator Formulation

Following normalization, the significance indicator is constructed as a weighted linear combination of
the selected features. This formulation provides a flexible mechanism for incorporating both domain
expertise by the firefighter operators and data-driven insights into the prioritization process.

For each candidate location j, the significance indicator Ij is defined as

Ij =

KX
k=1

wkxjk;

KX
k=1

wk = 1

where xjk denotes the normalized value of feature k at location j, wk � 0 represents its associated
weight, and K is the total number of features.

The weights wk reflect the relative importance assigned to each feature. Larger weights emphasize
the contribution of specific risk factors, while assigning a weight of zero effectively excludes a feature
from the calculation. This structure allows decision-makers and domain experts to adapt the model to
local conditions, operational priorities, and evolving environmental patterns.

In addition, the inclusion of a machine learning–based risk predictor enables the framework to
capture complex, nonlinear relationships among environmental variables that may not be adequately
represented by individual features alone.

The resulting significance indicator is subsequently incorporated into the objective function of the
linear programming model as a weighting factor that favors strategically important locations. Conse-
quently, the optimization process is guided not only by spatial coverage and operational constraints,
but also by region-specific, risk-aware prioritization. This integrated formulation enhances the adapt-
ability, robustness, and operational relevance of the resulting firefighting patrol strategies.

9.5 Improvements

Collinearity

Several of the features used in the construction of the significance indicator exhibit inherent correla-
tions in practical settings. In particular, the machine learning–based risk predictor is trained using a
subset of the remaining variables, which introduces a direct dependency between this predictor and
the original features. As a result, multicollinearity effects may arise, potentially distorting the relative
influence of individual variables in the weighted aggregation.

Such collinearity can lead to redundant information, reduced interpretability of feature weights,
and biased prioritization outcomes within the optimization framework. To mitigate these effects, a
potential improvement consists in decomposing the feature set into more fundamental, mutually in-
dependent components and restricting the simultaneous use of strongly correlated variables. For in-
stance, the machine learning–based risk indicator could be excluded when its underlying input features
are explicitly included in the model.

Alternatively, dimensionality reduction techniques, such as principal component analysis [46] or
feature decorrelation methods, could be employed to derive orthogonal representations that preserve
most of the informative variance while eliminating redundancy.

Despite these limitations, the current formulation provides valuable insights into the spatial and
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statistical distributions of individual risk factors. The explicit inclusion of separate features facilitates
interpretability and enables domain experts to assess the relative contribution of different environ-
mental and socio-economic drivers. Consequently, the present approach serves as a transparent and
informative baseline.
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CHAPTER 10

Linear Programming Models

10.1 Motivation

Following the selection of feasible candidate locations, the computation of realistic travel distances,
and the assignment of significance indicators to each point, the framework is prepared for the opti-
mization stage. The primary objective of this stage is to determine an effective deployment strategy
for firefighting vehicles that balances responsiveness and operational efficiency.

Specifically, the optimization component pursues two complementary goals. First, it aims to deter-
mine a strategic, data-driven static allocation of vehicles to a subset of candidate locations, ensuring
adequate proximity to high-significance subregions under normal operating conditions. Second, it
seeks to support the efficient redistribution of the remaining available vehicles in response to emerging
fire incidents, thereby maintaining satisfactory coverage and response capability after initial dispatch.

The first objective corresponds to the static allocation problem. This problem is solved prior to the
beginning of each operational period (e.g., daily), using available real-time measurements or short-
term forecasts. Its purpose is to establish a baseline deployment that reflects anticipated risk patterns
and regional characteristics.

The second objective defines the dynamic allocation problem. This problem arises during ongoing
operations, when one or more vehicles are dispatched to active incidents and the remaining fleet must
be repositioned to preserve coverage and minimize vulnerability in unaffected areas. Dynamic alloca-
tion therefore accounts for evolving system states and incorporates updated information as incidents
unfold.

Together, these two optimization components enable a unified framework that supports both proac-
tive planning and reactive response.

10.2 Assumptions and Problem Formulation

Both the static and dynamic allocation problems are formulated within the framework of facility lo-
cation theory [2]. Under this perspective, the deployment of firefighting vehicles is modeled as the
placement of facilities that serve spatially distributed demand points. The formulation is based on the
following assumptions.

(i) All available firefighting vehicles are assumed to have the same operational capabilities, re-
sponse capacity, and equipment. Consequently, individual vehicles are treated as interchange-
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able resources. This assumption is adopted for modeling simplicity and computational tractabil-
ity.

(ii) The facilities to be placed are the firefighting vehicles themselves.

(iii) The total number of available facilities is determined by the size of the regional firefighting fleet
and may vary seasonally, reflecting changes in operational capacity (e.g., increased availability
during high-risk summer periods).

(iv) The set of feasible facility locations is defined by the candidate points generated during the
preprocessing stage. Each vehicle may be assigned to any of these predefined locations.

(v) Each candidate location may hold at most 1 vehicle.

(vi) Demand is represented by the same set of candidate points, which serve as representative cus-
tomer locations. Each candidate point captures the aggregated risk and significance of its sur-
rounding area, acting as a representative demand node within the optimization model.

10.3 Static Allocation Model

Consider a geographical regionR (e.g., a prefecture) withN candidate locations. LetF � f1; : : : ; Ng
denote the subset of locations that must be assigned a facility, due to their role as established patrol
bases or refuelling stations.

Let K denote the total number of available firefighting vehicles. Furthermore, let d 2 RN�N

be the distance matrix, where dij represents the travel distance from location i to location j, and let
s 2 RN be the significance vector, where each coefficient sj indicates the importance of location j,
as defined in Chapter 9.

Let v > 0 be a user-defined balancing parameter that controls the relative importance between
minimizing the maximum generalized distance and minimizing the total significance-weighted travel
distance.

The static allocation problem is formulated as the following mixed-integer linear program:

min
x;y;z

N � v � z +
NX

j=1

sj

NX
i=1

xijdij

s.t. (1)

NX
i=1

xij = 1; 8j = 1; : : : ; N;

(2)
NX

j=1

xij � Nyi; 8i = 1; : : : ; N;

(3)
NX

i=1

yi � K;

(4) sj

NX
i=1

xijdij � z; 8j = 1; : : : ; N;

(5) yi = 1; 8i 2 F ;

(6) xij 2 f0; 1g; yi 2 f0; 1g; z � 0:



10.3 Static Allocation Model � 69

The decision variables are defined as follows:

� xij = 1 if the facility located at site i is assigned to serve the demand at location j, and xij = 0

otherwise.

� yi = 1 if a firefighting vehicle is stationed at location i, and yi = 0 otherwise.

� z is an auxiliary continuous variable representing an upper bound on the weighted service dis-
tance for all demand locations.

For each location j, we define the generalized distance as

GDj = sj

NX
i=1

xijdij ;

which captures the weighted distance between location j and its assigned facility.

The constraints enforce the following operational requirements:

� (1) ensures that each demand location is assigned to exactly one facility.

� (2) guarantees that a location can serve demand only if a vehicle is stationed there.

� (3) limits the total number of deployed vehicles to the available fleet size K.

� (4) enforces a uniform upper bound on the generalized distances, thereby controlling worst-case
service quality.

� (5) ensures that all mandatory locations in F are always assigned a facility.

10.3.1 Analysis

Generalized Distance The model employs a generalized distance metric between a facility located
at site i and a demand location j, defined as sjdij , where sj denotes the significance of location
j and dij represents the corresponding travel distance. This weighted formulation assigns greater
importance to serving high-significance locations efficiently, while comparatively de-emphasizing
locations of lower relative importance.

By incorporating significance directly into the distance measure, the model naturally encourages
the placement of facilities in proximity to areas with elevated risk, high population density, or crit-
ical environmental characteristics. As a result, resource allocation decisions are guided not only by
geographical proximity but also by operational relevance.

Objective Function Terms The objective function consists of two complementary components.
The first term penalizes the maximum generalized distance through the auxiliary variable z, thereby
limiting the worst-case weighted service distance across all locations. This component promotes eq-
uitable spatial coverage and prevents the emergence of highly underserved high-risk areas.

The second term minimizes the total generalized distance over all demand locations, encouraging
efficient overall deployment and prioritization of strategically important regions. This term captures
average system performance and supports cost-effective resource utilization.

Both terms are of the same scale N � generalized distance, with v scaling the first term depending
on the operator needs.

Together, these components balance worst-case guarantees and average performance. Their simul-
taneous inclusion ensures that the resulting deployment achieves satisfactory proximity to all locations
while avoiding excessive vulnerability in high-significance subregions.
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Balancing Parameter The parameter v regulates the relative influence of the two objective com-
ponents. Increasing the value of v places greater emphasis on minimizing the worst-case generalized
distance, thereby strengthening equity and robustness considerations. Conversely, smaller values of
v prioritize the minimization of aggregate weighted distances, favoring efficiency-oriented solutions.

Capacity The current formulation does not impose explicit capacity constraints on individual fa-
cilities, which constitutes a potential direction for future improvement. As a result, each demand
location is assigned to its nearest available facility in terms of network distance, without accounting
for workload limitations or operational saturation.

Moreover, since no load-balancing terms are incorporated into the objective function, the model
does not explicitly regulate the distribution of demand among facilities. While this simplifies the
formulation and improves computational tractability, it may lead to uneven utilization of resources in
practice.

10.3.2 Interpretation

The solution of the static optimization model provides the decision variables yi, xij , and z. The vector
yi identifies the locations at which firefighting vehicles are placed, while the variables xij indicate
which demand locations are assigned to each selected facility. In addition, the auxiliary variable z

represents an upper bound on the generalized service distances across all demand points.
The value of z offers a quantitative measure of the overall service quality of the deployment. By

normalizing z with respect to the corresponding significance indicators, it is possible to estimate the
effective proximity of each demand location to its assigned facility.

Furthermore, the assignment variables xij provide complementary information that may support
operational decision-making, such as vehicle dispatching in response to fire incidents. This infor-
mation is not directly exploited in the subsequent (dynamic allocation) stages of this study, since
individual capacity constraints were not directly taken into account on this stage.

10.3.3 Deployment

The optimization models were implemented and solved using the Gurobi Optimizer [21]. Model pa-
rameters and input data were loaded from the CSV files generated during the candidate point selection
stage and the significance indicator calculations (Chapter 9). These files contain the necessary dis-
tance matrices, significance indicators, and cluster assignments.

The resulting solutions were subsequently exported to CSV format to facilitate visualization, post-
processing, and manual inspection.

10.4 Dynamic Allocation Model

Let A � f1; : : : ; Ng denote the subset of locations at which vehicles were assigned during the static
allocation phase.

When a fire incident occurs, T vehicles are dispatched to respond. These vehicles are selected
greedily (as is the case in real life events) so as tominimize their response time, measured by their travel
distance to the incident location. For notational simplicity, we assume that the dispatched vehicles
have already been removed from the active set A.

The objective of the dynamic model is to redistribute the remaining vehicles in order to preserve
adequate regional coverage while limiting unnecessary relocation costs.
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Let w � 0 be a weighting parameter that reflects the importance of reassignment costs, and let
m 2 N be an exponent regulating the sensitivity of the model to long-distance relocations. The
dynamic allocation problem is formulated as the following mixed-integer linear program:

min
x;y;z

N � v � z + w

NX
i=1

NX
j=1

(dij)m � yij

s.t. (1)
NX

i=1

xij = 1; 8j = 1; : : : ; N;

(2)

NX
j=1

xij � N

NX
p=1

ypi; 8i = 1; : : : ; N;

(3)
NX

i=1

yij � 1; 8j = 1; : : : ; N;

(4)
NX

j=1

yij = 1; 8i 2 A;

(5)

NX
j=1

yij = 0; 8i /2 A;

(6) GDj � z; 8j = 1; : : : ; N:

where:

� x 2 f0; 1gN�N are the coverage variables, where xij = 1 if the facility (vehicle) located at i

serves demand location j.

� y 2 f0; 1gN�N are the reassignment variables, where yij = 1 if a facility (vehicle) originally
located at i is relocated to location j.

� z � 0 is an auxiliary variable representing an upper bound on the generalized service distances
GDj .

The constraints are interpreted as follows:

� (1) ensures that each demand location is served by exactly one vehicle.

� (2) enforces that a location may serve demand only if a vehicle is assigned to it.

� (3) guarantees that each location can receive at most one reassigned vehicle.

� (4) requires that every previously active vehicle is reassigned to exactly one location.

� (5) prevents reassignments from locations that did not originally have a vehicle.

� (6) limits the maximum generalized distance.
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10.4.1 Analysis

Generalized Distance We make use of the same notion of generalized distance as seen in the static
model Section 10:3. Only now, that is taken into account through the (implicit) minimization of the
worst case scenario expressed in z of the first term.

Objective Function Terms The objective function of the dynamic allocation model consists of two
complementary components. The first term, as in the static model, penalizes themaximum generalized
distance via the auxiliary variable z, ensuring equitable coverage across all demand locations.

The second term captures the cost of vehicle reallocation. Specifically, it minimizes a monomial
function of the reassignment distances for all vehicles not dispatched to the fire incident. This term
models operational costs associated with relocating vehicles, including fuel consumption, travel time,
and temporary unavailability, and therefore encourages efficient reassignment decisions.

Potential scale mismatches between the two terms can be addressed through the weighting pa-
rameters w and v, which allow the model to balance the trade-off between maintaining coverage and
limiting costly relocations, depending on the specific characteristics of the case study and the choice
of m.

Exponent Parameter

The exponent m controls the sensitivity of the dynamic allocation model to long-distance vehicle re-
locations. Increasing m places greater emphasis on minimizing large reassignment distances, thereby
discouraging moves that would incur excessive operational costs. Conversely, very high values of m

may effectively prevent reassignment altogether, as the model seeks to avoid the penalties associated
with long-distance relocations.

For values of m > 1, the monomial term penalizes long-distance relocations more heavily than
short ones. Consequently, the optimizer tends to favor smaller, incremental reassignments whenever
feasible, while very large relocations become increasingly costly. In contrast, when m is close to 1,
the relocation cost is approximately linear with distance, and large moves are not disproportionately
penalized (assuming the triangle inequality approximately holds on the network). This property can
be leveraged to promote smoother and more operationally efficient vehicle movements in response to
incidents.

10.4.2 Interpretation

The solution of the dynamic allocation model provides three sets of decision variables: yij , xij , and
z. The reassignment variables yij indicate which vehicles are relocated from their original positions
to new locations, while the coverage variables xij specify which demand points are served by each
station after reassignment. The auxiliary variable z represents the maximum generalized distance
across all demand locations, capturing the worst-case coverage in the redeployed system.

The value of z provides a quantitative measure of overall service quality after vehicle reallocation.
By normalizing z with respect to the significance indicators of each demand location, operators can
assess the effective proximity of vehicles to high-priority areas under the dynamic deployment.

The yij assignments offer practical guidance for operational decision-making, showing which ve-
hicles should be relocated to maintain coverage. These assignments also quantify the reallocation
distances, which can be interpreted as the operational cost of redeployment in terms of travel time,
fuel, and temporary unavailability.



10.4 Dynamic Allocation Model � 73

While the model balances coverage (via z) and reallocation cost (via the weighted monomial term),
it provides actionable insights into how vehicles can be dynamically redistributed in response to on-
going incidents, ensuring both efficient and risk-aware deployment across the region.

10.4.3 Deployment

The dynamic allocation model is also implemented and solved using the Gurobi Optimizer, lever-
aging the same data structures and CSV inputs generated during the candidate point selection stage
(Chapter 7).

Once a fire incident occurs, the closest vehicles are dispatched on the scene, and the model deter-
mines which of the remaining vehicles should be reallocated to maintain coverage. The output of the
optimization—consisting of the reassignment variables yij , coverage variables xij , and the auxiliary
variable z is exported to CSV files. These files enable both visualization and operational inspection
of the dynamic redeployment plan.
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CHAPTER 11

Evaluation

11.1 Motivation

Having designed a complete system, from data ingestion to the formulation and solution of linear
programming models for vehicle allocation, it is essential to systematically evaluate the resulting
deployment strategies. Such an evaluation is necessary to assess both their operational effectiveness
and their practical applicability.

In particular, the evaluation process must address the following objectives:

(i) Define quantitative performance measures that capture the efficiency of an allocation over time
in a manner that is meaningful and actionable for firefighting personnel.

(ii) Visualize and analyze vehicle transitions between successive allocations, enabling intuitive
comparison and improved interpretability of different deployment strategies.

(iii) Visualize the operational visibility of the chosen vehicle locations, indicating how much of the
surrounding area can be effectively monitored by a firefighter positioned at each location.

Since the dynamic model is, in essence, a variant of the static model with a subset of vehicles
temporarily removed, and because access to real-time fire spread scenarios lies beyond the scope and
confidentiality constraints of this study, the evaluation focuses primarily on the static allocationmodel.

11.2 Data

To evaluate a static allocation produced using data from the time period [X; Y ), where X and Y are
timestamps, we make use of confidential historical firefighting records covering the period (Y; Z].
This separation ensures that the evaluation is conducted on unseen data and prevents information
leakage [47] or look-ahead bias [48] from the training phase to the testing phase.

The evaluation dataset consists of georeferenced fire incident records provided by the national fire
service, restricted within the region of interest, which have been filtered based on their duration or
area of impact (small fires are ignored, to emphasize on impactful incidents). Each record contains the
spatial location of a reported fire, its duration and the area affected, represented as a point geometry in a
geographic information system (GIS) format (Shapefile or GeoPackage). These datasets are imported
using Geopandas and transformed to the EPSG:4326 coordinate reference system (WGS 84), which
represents locations in latitude and longitude.
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The locations of deployed vehicles, as produced from Section 10.3 are obtained from the optimiza-
tion output of the static allocation model. These are stored in structured CSV files and contain the
geographic coordinates of each assigned vehicle.

For each fire incident and vehicle pair, realistic travel distances are computed using the Open-
RouteService API as seen in Section 8.

The resulting dataset therefore consists of:

� validated fire incident locations

� firefighting vehicle placements

� travel distances between every incident and every placed vehicle

11.3 Response Vector

For the first requirement, we define a response vector for each historical fire incident. This vector
quantifies the cumulative availability of firefighting vehicles as a function of response distance (or
time).

Using the network-based distances previously computed between incident locations and deployed
vehicles, we sort the distances in ascending order. For a predefined step size �, we then evaluate, for
each threshold t = 0; �; 2�; : : : , the number of vehicles that can reach the incident within distance
t. The resulting sequence constitutes the response vector.

Formally, let dij denote the travel distance to get to fire i from the location of vehicle j, and let
� > 0 be a discretization parameter. The response vector r(i) for fire i is defined as

r(i)(t) = jfj : dij � tgj ; t 2 f0; �; 2�; : : : g:

Higher values at smaller thresholds indicate faster and more effective coverage.

11.4 General Effectiveness Measure

To compare alternative allocation strategies, we define a coverage-based effectiveness indicator de-
rived from the response vectors. For a fixed integer k, representing the minimum number of vehicles
required for an adequate response, we evaluate how rapidly each allocation provides sufficient cov-
erage to historical fire incidents.

Let r(i)(t) denote the response vector of fire i, and let M be the total number of incidents. For
each distance (or time) threshold t, we compute

Ck(t) =
���fi : r(i)(t) � kg

��� ;

that is, the number of fires for which at least k vehicles can reach the incident within distance t.
The corresponding coverage function is defined as

Fk(t) =
Ck(t)

M
� 100%;

which represents the percentage of incidents that receive an adequate response within distance t. Fk

is increasing with maximum 100% occuring for t big enough so that the required number of cars (k)
can reach all fires in that time.
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By evaluating Fk(t) over increasing thresholds, we obtain an empirical cumulative distribution
function (CDF) describing the system’s responsiveness. Higher and steeper curves indicate faster and
more reliable coverage by an allocation.

Comparisons between allocations are performed by examining the relative position and shape of
their CDFs. If one curve dominates another over all thresholds, the corresponding allocation provides
uniformly better coverage. Additionally, the distances required to reach fixed coverage levels (e.g.,
50%, 80%, or full coverage) serve as intuitive indicators of response speed. More generally, curves
with larger area under the graph correspond to superior average performance.

These properties enable direct comparisons between allocations, without knowledge of the under-
lying choices behind the different stages of the execution pipeline.

11.5 Optimal Matching Between Allocations

To quantify the operational effort required to transition between two different vehicle allocations, we
compute an optimal matching between their respective station locations. Given two allocations A

and B with the same number of deployed vehicles, the objective is to determine the minimum total
relocation cost required to transform A into B.

Let fa1; : : : ; aKg and fb1; : : : ; bKg (sets of coordinate pairs) denote the vehicle locations under
allocations A and B, respectively. For simplicity, we construct a cost matrix C 2 RK�K , where each
entry

Cij = kai � bjk22

represents the squared Euclidean distance between locations ai and bj . As an improvement, we could
use the real network-aware distances.

The problem of finding a minimum-cost one-to-one assignment between the two sets of locations is
formulated as a linear assignment problem and can be solved using variants of the Hungarian algorithm
[49]. We make use of the linear_sum_assignment routine from the SciPy [50] optimization library.

The resulting matching specifies, for each vehicle in allocation A, the target location in allocation
B to which it should be reassigned, minimizing the total relocation cost. This matching provides an
interpretable estimate of the transition effort between deployment strategies.

11.6 Visibility Analysis

To evaluate the terrain coverage provided by the allocated vehicles, we compute a viewshed-based vis-
ibilitymetric. Each assigned station is treated as an observer, characterized by its location, eye height
above the ground (default 1.7m), and a maximum visibility radius (default 5 km). These parameters
can be adjusted to reflect the height of the vehicle or firefighter and the desired observation range. The
analysis uses a digital elevation model (DEM) (height in meters) of the region to account for terrain
effects on visibility. To improve computational efficiency, the DEM is clipped to the bounding box
surrounding the vehicle region with an added margin, and any missing values (NaNs) in the DEM are
treated as zero elevation to ensure robustness.

The viewshed computation is performed independently for each observer using xarray-spatial
[24], producing a binary matrix for each station (1 indicates visible, 0 indicates not visible). These
individual matrices are then combined (in OR fashion) to generate a final union visibility map, high-
lighting all locations visible from at least one observer. The underlying viewshed computation is
performed using a raster-based line-of-sight [51] algorithm using only the height matrix provided in
meters.
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CHAPTER 12

Case Study

12.1 Objective

This chapter demonstrates the application of the proposed system in a real-world setting. Specifically,
the region of interest is the prefecture of Achaia in Greece. The study focuses on the period P ,
corresponding to June 2024, during which two static vehicle allocations are produced and compared.

12.2 Data Pipeline

The first step consists of preparing the required data prior to the beginning of the selected period,
ensuring that all stages of the data pipeline shown in Figure 3.2 have been completed.

For the clustering stage, only static data are utilized, in order to account for the duration of P . If
the period were limited to a single day, dynamic features could also be incorporated. Additionally,
an average value of the predicted fire risk, computed over the one-month period, is employed, as
described in Chapter 4.

12.2.1 Feature Visualization

We provide visualizations of selected features that are to provide context on the allocations produced
later on. In particular, we consider the mean risk indicator and the vegetation density. Warmer
colors indicate higher relative values, while darker one indicate lower.
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Figure 12.1: Mean Risk Indicator for June 2024 - Achaia

Figure 12.2: Vegetation Index - Achaia

12.2.2 Clustering

We provide visualization of the clustering, utilizing the hierarchical algorithm described in Algorithm
2, with density_threshold = 0:6, bounding box heuristic and RiskToSize(r) = 192 � 30 � r (cho-
sen to match the appropriate maximum and minimum cluster sizes, based on available resources in
the prefecture Achaia). All features are weighted equally in the distance vectors. The resulting 256
clusters are visible in Figure 12.3. As seen the majority of them are convex with minimal number of
entanglement and holes.
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Figure 12.3: Clusters - Achaia

12.2.3 Candidate Points

The candidate points - maximum 3 per cluster, produced in strategic locations based on Chapter 7 can
be seen in Figure 12.4. All of them are placed on roads of appropriate type and cover all accessible
areas. Areas in high mountain peaks are on their own excluded, due to inaccessibility, thereby pro-
ducing some patches of no points in the map. The pairwise network-based distances between points
are automatically calculated as explained in Chapter 8.

Figure 12.4: Candidate Points - Achaia
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12.3 Execution Pipeline

Two different allocation strategies are executed: one emphasizing the risk prediction indicator and
another prioritizing the vegetation index, all through the significance indicator, which can be set to be
any linear combination of the available features. The objective is to identify, analyze, and explain the
differences in the resulting vehicle placements.

12.3.1 Risk Based Allocation

For this case the significance indicator is chosen to be themean_risk of each candidate point, a total
of 25 vehicles are allocated, and the linear programming solver is configured with a timeout of 180
seconds. The coefficient v, as defined in Section 10.3, is set to 5. Furthermore, all known firefighter
stations within the region are designated as fixed locations, where vehicles must be placed.

The resulting allocation is seen in Figure 12.5, along with its coverage visualization in Figure 12.6
and its visibility visualization in Figure 12.7 for observers of height 1.7m and with visibility radius
equal to 5km.
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