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ABSTRACT

Recent advances in data science and remote sensing technologies have led to the
proliferation of high-dimensional and structurally rich data, such as those encountered in
hyperspectral imaging. These data formats pose significant challenges for conventional
machine learning algorithms, particularly due to their irregularities and the curse of
dimensionality. Moreover, supervised learning approaches for hyperspectral image (HSI)
classification suffer from a critical bottleneck: the reliance on large volumes of annotated
samples, the acquisition of which is labor-intensive, costly, and often impractical in real-
world settings.

This thesis proposes a novel framework that addresses both the structural complexity of
hyperspectral data and the scarcity of labeled instances by synergistically combining two
powerful paradigms: tensor-based neural representation learning and graph-based semi-
supervised learning (SSL). At the core of the proposed approach lies the Rank-R
Feedforward Neural Network (Rank-R FNN), a highly expressive yet sample-efficient
tensor-based model. By imposing a Canonical Polyadic (CP) decomposition on its
parameters, Rank-R FNN processes multidimensional inputs natively—without requiring
vectorization—and significantly reduces the number of trainable parameters. The model’s
theoretical foundations are established through proofs of its universal approximation
capability and learnability, making it particularly suitable for small-sample regimes common
in hyperspectral applications.

To further alleviate the reliance on labeled data, we integrate graph-based SSL techniques
with the low-dimensional embeddings generated by the Rank-R FNN. This integration
enables the effective propagation of label information from a small set of annotated pixels
to the remaining unlabeled samples within hyperspectral images. A comprehensive
experimental study is conducted using multiple publicly available hyperspectral datasets,
evaluating various SSL algorithms in conjunction with Rank-R FNN embeddings. The
results demonstrate that this hybrid approach achieves competitive or superior
classification accuracy compared to existing methods, while requiring substantially fewer
labeled examples.

Overall, this work advances the state of the art in hyperspectral image analysis by offering
a computationally efficient, theoretically grounded, and practically viable methodology. It
highlights the potential of combining tensor-based representation learning with
transductive graph-based inference to address real-world constraints in remote sensing,
paving the way for scalable and annotation-efficient solutions in environmental monitoring,
agriculture, and geospatial analytics.
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l. INTRODUCTION AND
FUNDAMENTALS

1.1 Introduction

Hyperspectral Imaging and Data Analysis has emerged as a transformative tool for a wide
range of applications, from environmental monitoring to precision agriculture, remote
sensing, medical diagnostics, material identification and planetary exploration.

In recent years, hyperspectral data analysis has become an effective and compelling tool
for image processing, providing unprecedented levels of information and insights for
various applications. As noted in a comprehensive overview of recent advances in
hyperspectral data analysis, this technique has been utilized in numerous fields, including
document image analysis, mineral mapping, and environmental monitoring. One of the
key aspects of hyperspectral data is its ability to collect light from an object over a large
number of narrowly spaced, contiguous wavelengths. This results in a data set that
associates with each spatial pixel an n-dimensional vector or spectrum. The analysis of
this data requires innovative algorithms and techniques to unlock its full potential.

The concept of Hyperspectral Imaging (HSI) involves collecting and processing
information from across the electromagnetic spectrum to obtain the spectrum for each
pixel in an image. This technique has revolutionized the way we perceive and analyze
objects, materials, and processes.

Hyperspectral imaging systems capture spectral information across hundreds of
contiguous bands, enabling the identification and characterization of materials with
unprecedented precision (Manolakis et al., 2016) [1]. Unlike traditional imaging systems
that use only a few broad spectral bands, hyperspectral sensors provide a detailed
spectral signature for every pixel in a scene, which facilitates the detection of subtle
variations in material properties. Recent breakthroughs in sensor technology, innovative
data processing algorithms, and the exponential growth of computational capabilities
have dramatically broadened the range and impact of hyperspectral imaging (HSI)
applications. These advancements have not only enhanced the quality and efficiency of
HSI data acquisition but also enabled its adoption in diverse fields, providing
unprecedented insights and precision.

In the agricultural sector, HSI has become a transformative tool for monitoring and
managing crops. lIts ability to capture subtle spectral variations allows for the early
detection of plant stress and diseases, which are often imperceptible to the human eye or
traditional imaging techniques. This capability aids in timely interventions, reducing yield
losses and promoting sustainable farming practices. Additionally, hyperspectral data
facilitates the optimization of resource utilization by informing precision agriculture
strategies, such as targeted irrigation, fertilization, and pesticide application, thus
enhancing productivity and minimizing environmental impacts (Li et al., 2020) [2].
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Similarly, in environmental science, HSI has proven invaluable for studying natural
ecosystems and addressing critical ecological challenges. Its capacity to differentiate
spectral signatures of various land cover types makes it an essential tool for ecosystem
mapping, enabling researchers to monitor habitat changes and land use dynamics with
high spatial and spectral accuracy. Moreover, hyperspectral imaging is widely used to
identify and quantify pollutants in air, water, and soil, playing a crucial role in
environmental monitoring and remediation efforts. Furthermore, it contributes significantly
to biodiversity assessments by providing detailed information on species composition,
distribution, and health, supporting conservation planning and management initiatives
(Govender et al., 2007) [3]. Moreover, in the realm of medical imaging, hyperspectral
technology has opened new frontiers in diagnostics and therapeutic monitoring. By
analyzing the spectral properties of biological tissues, HSI enables the non-invasive
detection of cancerous cells, offering higher accuracy compared to traditional imaging
methods. This advancement has significant implications for early diagnosis and treatment
planning. Additionally, HSI is being increasingly used to monitor wound healing
processes, as it can assess tissue oxygenation, hydration, and overall health, providing
clinicians with critical data to guide interventions and track recovery progress (Lu and Fei,
2014) [4].

These examples underscore the transformative potential of hyperspectral imaging across
multiple disciplines, demonstrating how technological advancements have propelled its
adoption to address complex challenges in various fields.

1.2 Motivation

The integration of deep learning methodologies into hyperspectral data analysis has
brought about remarkable advancements in the field. Deep learning, a subset of artificial
intelligence that excels in identifying intricate patterns within large datasets, has
revolutionized the way hyperspectral imagery is processed and interpreted. Among the
various deep learning architectures, convolutional neural networks (CNNs) have emerged
as particularly effective due to their ability to capture and analyze complex spectral-
spatial features present in hyperspectral images.

CNNs leverage their hierarchical structure to automatically learn both low-level and high-
level features, making them exceptionally well-suited for hyperspectral data, which
contains vast amounts of information distributed across hundreds of spectral bands. By
effectively exploiting these rich datasets, CNNs have consistently demonstrated superior
performance in classification tasks, achieving high accuracy and robust analysis even in
challenging scenarios (Li, Shutao, et al., 2019) [5]. Moreover, deep learning models
mitigate the challenge of limited labeled data through strategies such as transfer learning,
where pre-trained models on similar tasks are fine-tuned for specific hyperspectral
applications. Additionally, semi-supervised and self-supervised learning approaches
enable the utilization of abundant unlabeled data to complement the small number of
labeled samples. These advancements make deep learning a transformative approach for
unlocking the full potential of hyperspectral imaging in real-world scenarios.

Despite enabling advanced analyses in a range of fields and offering rich spectral
information, as with many advanced technologies, Hyperspectral Imaging (HSI) faces a
series of contemporary challenges. These challenges stem from the inherent properties of
hyperspectral data, the computational demands of processing such data, and the
practical aspects of data acquisition and analysis.
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Some of the most important challenges are the following:

e High Dimensionality and “the Curse of Dimensionality”

The high dimensionality of hyperspectral data is one of the most pressing challenges
in the field. Hyperspectral sensors capture hundreds or even thousands of spectral
bands, each providing detailed information about the composition of the observed
scene. While this data richness offers significant advantages for material identification,
it also leads to redundancy and the “curse of dimensionality.” As the number of
spectral bands increases, so does the amount of data, which can lead to overfitting,
computational inefficiency, and difficulty in generalization. The curse of dimensionality
refers to the increasing sparsity of data points in high-dimensional spaces, making it
difficult for machine learning algorithms to find meaningful patterns (Bellman, 1961)
[6]. Hughes (1968) introduced the “Hughes phenomenon,” which describes how
classification accuracy tends to decrease when the number of features exceeds the
number of available training samples (Hughes, G. 1968) [7]. This challenge is
particularly acute in hyperspectral imaging, where the need for efficient dimensionality
reduction techniques, such as Principal Component Analysis (PCA) or more advanced
methods like deep learning-based feature extraction, is critical.

e Data Volume and Storage Challenges

Another significant challenge in hyperspectral imaging is the enormous volume of data
it generates. Each pixel in a hyperspectral image typically contains values for
hundreds of spectral bands, leading to data cubes that can be extremely large,
especially in high-resolution images. This large volume of data presents substantial
storage, transmission, and processing challenges. Storing and transferring such large
datasets require substantial computational infrastructure, which is not always
available, especially in resource-constrained environments. The transmission of
hyperspectral data from satellites or UAVs to ground stations further exacerbates this
issue, as high-bandwidth communication channels are often required. Compression
techniques can reduce the data size, but they may also result in a loss of critical
information. Research has focused on developing efficient data compression
algorithms that balance data reduction with minimal loss of quality, such as spectral
coding and wavelet-based compression techniques (Zhang et al., 2011) [8]. These
solutions remain a key area of ongoing research to enhance the feasibility of real-time
or near-real-time hyperspectral imaging systems.

e Noise and Calibration Issues

Noise in hyperspectral imaging can arise from several sources, including atmospheric
interference, sensor limitations, and environmental factors. Atmospheric scattering,
absorption, and water vapor can distort the spectral signal, while sensor-related noise,
such as striping or radiometric calibration errors, can degrade data quality. Effective
calibration of hyperspectral sensors is essential to correct for these errors, but the
calibration process is often complex and requires both in-field and laboratory
measurements. Furthermore, noise can obscure subtle spectral features that are
essential for accurate material identification. Several methods, such as atmospheric
correction algorithms (e.g., FLAASH, SMAC), have been developed to mitigate
atmospheric effects, but these methods are computationally intensive and require
accurate models or ground-based measurements to work effectively (Richter, 2007)
[9]. Noise reduction and sensor calibration are ongoing areas of research to improve
-8-



the reliability of hyperspectral data, especially for applications in harsh environments.

e Computational Complexity and Processing Time

Hyperspectral image analysis typically requires complex algorithms due to the high
dimensionality and size of the data. This complexity increases with the integration of
advanced machine learning techniques, such as deep learning models. Although deep
learning has significantly advanced hyperspectral imaging analysis, models such as
convolutional neural networks (CNNs) require large amounts of computational
resources for training, especially when working with high-resolution hyperspectral
data. Additionally, traditional algorithms for classification, feature extraction, and
unmixing can be computationally intensive, making real-time or near-real-time
processing a significant challenge (Zhu et al., 2017) [10]. Recent research in parallel
computing, cloud-based processing, and edge computing aims to address these
challenges by distributing computational tasks across multiple processors or servers,
reducing processing time and enabling more efficient use of computational resources.

e Limited Ground Truth and Data Labeling

Ground truth data, which is essential for supervised learning algorithms, is often
difficult to obtain for hyperspectral datasets. Collecting accurate labeled data in the
field requires expert knowledge and can be both time-consuming and costly.
Furthermore, in many applications, such as environmental monitoring or remote
sensing, obtaining labeled samples for every class of interest is impractical. This
limitation becomes especially problematic in situations where class imbalance occurs,
with certain classes being underrepresented in the dataset. As a result, machine
learning models may have difficulty correctly identifying these rare classes, leading to
biased or inaccurate predictions (He & Garcia, 2009) [11]. The limited availability of
labeled data has prompted research into unsupervised, semi-supervised, and active
learning techniques, which seek to reduce the dependency on large labeled datasets.
However, these techniques often require careful tuning and do not always match the
performance of fully supervised methods.

e Integration with Other Technologies

Hyperspectral imaging is often combined with other sensing technologies, such as
LiDAR (Light Detection and Ranging), radar, or thermal infrared, to provide
complementary information. This fusion of data can enhance the analysis by
combining the spatial, spectral, and geometric data from different sensors. However,
integrating data from multiple sources introduces several challenges, including the
alignment of spatial and spectral information, synchronization of data collection, and
the development of algorithms that can effectively merge different data types. For
instance, while LiDAR provides precise 3D information about the terrain, hyperspectral
data offers rich spectral signatures that can be used to identify materials. The
challenge lies in the accurate integration of these two types of data, which requires
advanced algorithms capable of handling heterogeneous data sources (Wang et al.,
2017) [12].

e Real-Time Processing and Deployment

The increasing demand for real-time processing of hyperspectral data in
applications such as disaster response, defense, and environmental monitoring
-9-



presents a significant challenge. Hyperspectral data can be vast and complex, and
real-time analysis requires not only fast computational algorithms but also efficient
data storage, transmission, and processing architectures. Hyperspectral imaging
systems are often deployed in mobile or airborne platforms, such as drones or
satellites, where computational resources may be limited. Real-time processing thus
requires the integration of lightweight algorithms and the use of edge or cloud
computing to offload heavy processing tasks. Research into real-time hyperspectral
imaging has focused on developing optimized algorithms for classification, anomaly
detection, and material identification that can run efficiently in resource-constrained
environments (Zhao et al., 2020) [13].

These contemporary challenges highlight the complexity of hyperspectral imaging and its
associated workflows. While technological advances continue to address many of these
limitations, innovative solutions are necessary to fully realize the potential of hyperspectral
imaging in scientific, industrial, and societal applications. This thesis seeks to contribute
by addressing some of these critical issues, proposing efficient methods for processing
and analyzing hyperspectral data, and exploring novel application areas.

Main Research Objectives and Contributions of this Thesis

Hyperspectral data analysis is a complex and multidimensional field, characterized by
several intrinsic challenges that arise from the unique nature of the data. Hyperspectral
images consist of hundreds of contiguous spectral bands for each spatial location,
forming a three-dimensional data cube. This high-dimensional representation is both a
strength and a limitation. While it provides detailed spectral information for distinguishing
materials and detecting subtle variations, it also introduces the so-called “curse of
dimensionality,” wherein the exponential increase in feature space results in sparse data
distributions. This sparsity can degrade the performance of traditional machine learning
and statistical algorithms, as they struggle to generalize in high-dimensional spaces with
limited training data.

In addition to dimensionality issues, hyperspectral data exhibits strong spectral-spatial
interdependence. Spectral signatures encode material-specific information, while spatial
information captures contextual relationships between pixels or regions. These two types
of information are complementary and must be effectively combined to achieve accurate
and robust data analysis. However, traditional analysis techniques often treat these
aspects independently, overlooking their interdependencies and limiting their ability to
extract meaningful patterns from hyperspectral data (Bioucas-Dias et al., 2013). [14]
Another key challenge in hyperspectral imaging is the scarcity of labeled data. Labeling
hyperspectral data is an expensive and time-intensive process, often requiring domain
expertise and extensive fieldwork. This scarcity is particularly problematic for supervised
learning methods, which rely heavily on large labeled datasets to train models. The
imbalance between abundant unlabeled data and limited labeled samples necessitates
innovative approaches to maximize the utility of the available labeled data while
leveraging the vast amount of unlabeled information (Tuia et al., 2011). [15]

To address these challenges, tensor-based learning models and graph-based semi-
supervised learning (GSSL) methods have emerged as two promising paradigms. These
approaches capitalize on the inherent structure of hyperspectral data, offering advanced
frameworks for dimensionality reduction, feature extraction, and classification. They not
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only address the limitations of traditional methods but also open new pathways for
efficient and robust hyperspectral data analysis.

e Tensor-Based Learning Models

Tensor-based learning models are uniquely suited for hyperspectral data due to their
ability to directly process multi-dimensional data cubes without flattening them into
matrices. This structural preservation is critical for hyperspectral analysis, as it allows
the model to exploit the natural relationships between the spectral and spatial
dimensions. Tensor decompositions, such as CANDECOMP/PARAFAC and Tucker
decomposition, reduce the computational complexity of high-dimensional data by
identifying low-rank structures, thus addressing the curse of dimensionality while
retaining critical spectral and spatial features (Kolda & Bader, 2009). [16]

These models are particularly effective for spectral-spatial feature integration, a crucial
aspect of hyperspectral data analysis. By leveraging tensor structures, these models
can simultaneously extract features that capture both the global spectral patterns and
local spatial dependencies. This dual capability enhances classification accuracy and
robustness, especially in complex environments where materials exhibit subtle
spectral differences.

e Graph-Based Semi-Supervised Learning

Graph-based semi-supervised learning methods take a different but equally powerful
approach to address the challenges of hyperspectral data. By representing the data
as a graph, where nodes correspond to pixels or regions and edges encode
similarities based on spectral or spatial attributes, GSSL methods effectively model
the intrinsic manifold structure of the data. This representation is particularly
advantageous for hyperspectral data, as it allows the model to capture both local and
global relationships between data points.

One of the key strengths of GSSL is its ability to utilize both labeled and unlabeled
data effectively. Through techniques such as label propagation or graph convolutional
networks, GSSL methods can propagate label information across the graph, achieving
high classification accuracy with minimal labeled samples. This is especially valuable
in hyperspectral imaging, where labeled data is scarce but unlabeled data is
abundant. Additionally, GSSL methods can be designed to incorporate spectral-
spatial information directly into the graph construction process, further enhancing their
capability to model complex hyperspectral scenes (Kipf & Welling, 2017). [17]

This Thesis, in the following chapters, will explore, analyze and extend these two
promising approaches—tensor-based learning models and graph-based semi-supervised
learning—for hyperspectral data analysis.

In the third chapter, regarding the tensor-based learning approach, the Rank-R Feed-
forward Neural Network (FNN) will be proposed, a tensor-based non linear learning model
that incorporates Canonical/Polyadic (CP) decomposition into its parameterization. This
innovative approach confers two primary advantages over conventional machine learning
approaches.

Firstly, the Rank-R FNN processes input data as multilinear arrays (tensors) rather than
converting them into flattened vectors. This direct handling of tensor data allows the
model to fully leverage the inherent multi-dimensional structure, capturing the rich
relationships and interactions along all dimensions. Unlike methods that rely on
vectorization and risk losing structural information, the Rank-R FNN retains and exploits
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this critical data organization to enhance learning and feature extraction. Secondly, by
imposing CP decomposition on its parameters, the Rank-R FNN significantly reduces the
number of trainable parameters. This compact representation lowers the model’s
computational complexity, making it highly suitable for scenarios with limited training
samples, where overfitting is a major concern. This efficiency makes the Rank-R FNN an
ideal choice for small-sample problems, which are common in fields like hyperspectral
imaging.

To establish the theoretical foundations of this model, we demonstrate its universal
approximation capability, showing that it can approximate a wide range of nonlinear
functions. Additionally, we analyze its learnability properties, ensuring that the model is
not only expressive but also trainable in practical settings. The effectiveness of the Rank-
R FNN is validated through extensive experimentation on real-world hyperspectral
datasets. The results reveal that this model achieves state-of-the-art performance in
classifying and analyzing higher-order tensor data, all while maintaining a low
computational footprint. Compared to traditional feedforward neural networks, the Rank-
R FNN emerges as a cost-effective and powerful alternative, combining efficiency and
accuracy for high-dimensional data processing.

In the fourth chapter, an in-depth experimental investigation into the integration of graph-
based semi-supervised learning techniques with tensor-based neural network
embeddings for hyperspectral data classification is conducted.

Hyperspectral data classification represents a central challenge in remote sensing, and
over the years several algorithms based on supervised machine learning have been
proposed to address it. While these algorithms have demonstrated considerable success,
their performance heavily relies on the availability of high-quality labeled datasets. The
more annotated data available, the better the models tend to perform. However, obtaining
these annotated datasets is a major bottleneck. To address the challenges associated
with limited annotated data, researchers have increasingly turned to semi-supervised
learning (SSL) techniques. SSL methods aim to make the most of the abundant unlabeled
data by using a small subset of labeled samples to propagate information across the
dataset. When combined with tensor-based neural networks, which are highly sample-
efficient and capable of handling the multi-dimensional nature of hyperspectral data, this
approach offers a promising solution. Tensor-based models preserve the spectral-spatial
relationships inherent in hyperspectral data, allowing for more accurate feature extraction
and classification with fewer labeled samples.

Graph-based methods are particularly effective for SSL because they represent data as a
graph structure, where nodes represent data points (e.g., pixels) and edges encode
similarity relationships based on spectral-spatial features. By propagating labels through
this graph, these methods efficiently leverage both labeled and unlabeled data to improve
classification performance.

The Experimental findings demonstrate that the synergy between tensor-based neural
network embeddings and graph-based SSL techniques yields significant improvements in
hyperspectral data classification. This combination not only enhances classification
accuracy but also minimizes the need for extensive human annotations. By reducing the
dependency on large labeled datasets, this approach enables more practical and cost-
effective solutions for hyperspectral data analysis, paving the way for broader
applications in remote sensing and beyond.
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A wide range of supervised and unsupervised learning methods have been developed for
the analysis of high-dimensional data represented in tensorial form. Among the most
prominent techniques are High-Order Singular Value Decomposition (HOSVD), Tucker
decomposition, and Canonical Polyadic (CP) decomposition [16], all of which aim to
reduce the dimensionality of multi-way data while preserving its intrinsic structure. These
techniques, often grouped under the umbrella of multilinear subspace learning, have been
foundational in numerous applications involving image processing, signal analysis, and
neuroimaging. Extensions of principal component analysis to higher-order data have also
been introduced, such as Multilinear Principal Component Analysis (MPCA) [40], which
seeks low-dimensional multilinear projections by maximizing variance across tensor
modes. Further advancements in this domain include probabilistic tensor decomposition
frameworks [41]-[43], which integrate probabilistic modeling into the factorization process
to handle uncertainty and improve generalization. These methods are particularly useful
when dealing with incomplete or noisy observations. In addition, techniques such as the
Common Mode Patterns (CMP) method [44] have been introduced to capture shared
variation across different tensor modes, further enriching the spectrum of tensor-based
feature extraction tools. Collectively, these methods aim to project high-dimensional tensor
data into lower-dimensional subspaces while retaining the most informative structure. The
resulting low-dimensional representations are often regarded as compact and descriptive
features that can significantly reduce computational complexity and improve downstream
learning performance. However, there is no universally accepted criterion for determining
the most effective subspace representation for a given learning task, especially in
supervised scenarios [27]. The choice of projection method, decomposition rank, and
feature extraction strategy can substantially impact performance, often requiring empirical
tuning. In the context of supervised learning, tensor subspace methods are typically
employed as preprocessing steps to extract features prior to classification or regression
[29]. However, a fundamental limitation of many of these approaches lies in their
unsupervised nature: they do not utilize label information during feature extraction.
Consequently, the learned representations may lack sufficient discriminative power for
classification tasks, as the subspaces are optimized for data reconstruction rather than
task-specific discrimination. This shortcoming motivates the development of models that
incorporate supervision directly into the learning process, allowing for the extraction of
features that are both compact and highly discriminative with respect to the target labels.

In recent years, several supervised learning methods tailored specifically for high-order
(tensor-valued) data have been proposed [28], [45]-[48]. These approaches attempt to
preserve the inherent multidimensional structure of the input while learning a predictive
mapping to the target output. Typically, these methods rely on multilinear operations or
tensor regressions that extend conventional linear models to tensor spaces. However,
despite their ability to model tensor-structured data efficiently, these methods primarily
encode linear relationships between the input and output modalities. As a result, they often
fail to capture the intricate and highly nonlinear interactions that commonly arise in real-
world data, such as in hyperspectral imaging or spatiotemporal biomedical signals. In such
cases, the lack of nonlinear representational capacity limits the predictive performance of
these models. To address the limitations of purely linear tensor-based models, recent
efforts have introduced nonlinear tensor classification methods. One of the pioneering
approaches in this direction is the Rank-1 Fully Connected Feedforward Neural Network
(Rank-1 FNN), introduced in [49]. This architecture integrates the structural advantages of
-13 -



tensor decomposition with the expressive power of neural networks by imposing a rank-1
canonical polyadic (CP) decomposition [38] on the weight parameters connecting the input
layer to the first hidden layer. Specifically, each weight tensor is expressed as an outer
product of vectors, one per tensor mode, significantly reducing the number of trainable
parameters while maintaining the tensorial structure of the input. This formulation not only
enhances model interpretability and parameter efficiency but also introduces a degree of
regularization through the low-rank constraint. Nevertheless, the Rank-1 FNN comes with
a notable limitation. As discussed in [28], the imposed rank-1 structure restricts the
representation capability of the first hidden layer to functions that are essentially separable
along each input dimension, leading to axis-aligned decision boundaries in the feature
space. This constraint limits the model’s ability to learn complex, non-axis-aligned patterns,
thereby reducing its effectiveness on tasks where such flexibility is required. The present
study extends and generalizes the Rank-1 FNN by relaxing the rank constraint on the CP
decomposition. Specifically, we propose the Rank-R FNN, a nonlinear tensor-based
classifier that allows the weight tensors to be decomposed with a CP rank R = 1, thereby
enhancing the expressive capacity of the network. By tuning the rank R, one can balance
model complexity and computational efficiency, while overcoming the geometric and
representational constraints imposed by the rank-1 formulation. This generalization
enables the model to approximate more complex nonlinear decision functions and
improves its capacity to capture higher-order interactions within the input tensor.
Furthermore, the proposed Rank-R FNN retains the structural advantages of tensor-based
learning while achieving robustness against overfitting, particularly in low-data regimes, as
demonstrated in the experimental evaluations on benchmark hyperspectral datasets.

In [50], Kossaifi et al. introduced Tensor Regression Networks (TRNs), a class of tensor-
based deep learning architectures designed to process and preserve the multidimensional
structure of input data throughout the network. TRNs utilize tensor contraction layers to
efficiently propagate information from one layer to another by performing multilinear
transformations, effectively compressing the input tensors while maintaining their high-
order structure. Additionally, TRNs employ a tensor regression layer at the output, allowing
for direct mappings from a high-order feature space to the target space, which is
particularly effective in tasks involving structured and multidimensional outputs. While at a
glance TRNs and the proposed Rank-R FNN model may appear structurally related—both
leveraging tensor decompositions and aiming for parameter-efficient learning—they are
fundamentally distinct in their design philosophy, operational mechanics, and learning
paradigms. In TRNs, the input tensor is successively projected into lower-dimensional
tensor subspaces via a series of nonlinear tensor contraction operations. This architectural
design retains the tensorial format of intermediate representations throughout the network
layers. Such a formulation allows the model to capture mode-specific interactions explicitly
and benefits from the natural correlation structure inherent in the data modes (e.g., spatial,
spectral, temporal). By contrast, the proposed Rank-R FNN model imposes a CP
decomposition of fixed rank R on the weight parameters that connect the tensor input
directly to each neuron in the first hidden layer. Rather than maintaining tensor
representations throughout, the Rank-R FNN performs an initial dimensionality reduction
from tensor space to a latent vector space, enabling a compact yet highly expressive
feature representation. After this transformation, the network transitions into a standard
fully connected feedforward architecture, leveraging conventional dense layers to
propagate the learned representations. This architectural shift provides two principal
benefits: (i) it retains the efficiency and regularization advantages of tensor-based methods
in the early layers, and (ii) it capitalizes on the well-understood and expressive nature of
classical feedforward neural networks for subsequent processing. Furthermore, TRNs
typically involve mode-specific factorization layers and may require mode-specific
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optimization procedures. In contrast, the Rank-R FNN reduces complexity through the
shared CP structure across all neuron connections, offering a scalable alternative that
facilitates training even with limited data. In essence, while TRNs preserve tensor structure
throughout the depth of the network, the Rank-R FNN aims to exploit tensor structure
primarily at the interface between input and latent space, thereby achieving a balance
between model expressiveness, computational efficiency, and training robustness. This
distinction aligns with other work in tensorized deep learning, such as Tensor Train Layers
[51] and Tensorized LSTMs [52], where the primary goal is parameter reduction and
improved generalization. However, unlike these methods, the Rank-R FNN retains a clear
interpretation in terms of low-rank approximation theory while maintaining full compatibility
with classical learning tools used in standard FNNs.

Beyond their central role in the development of both linear and nonlinear tensor-based
learning architectures, tensor algebraic tools have demonstrated significant utility in two
additional and increasingly critical domains of deep learning: (i) the compression of large-
scale neural networks, and (ii) the analysis of the theoretical properties of deep
architectures [53]-[57]. In the context of model compression, numerous studies have
employed tensor decompositions—such as Canonical Polyadic (CP), Tucker, and Tensor
Train (TT) decompositions—as post-training strategies to factorize the weight tensors of
overparameterized models. This approach aims to significantly reduce the number of
learnable parameters and memory footprint while incurring minimal degradation in
predictive performance. For instance, in [55], the authors demonstrated how CP
decompositions can be used to compress convolutional layers, whereas [58] and [59]
extended this methodology using Tucker and TT formats, enabling the compression of
entire networks, including Recurrent Neural Networks (RNNs) and Long Short-Term
Memory (LSTM) units.
A key characteristic of these compression schemes is that they are applied after training
has completed—i.e., they operate on fully trained models. As such, the original
architecture is first overparameterized to ensure sufficient capacity and is then
compressed retrospectively to meet deployment constraints. While effective in practice,
this two-stage process adds computational overhead and may not always preserve optimal
generalization performance, particularly under distribution shifts.
In contrast to these post-hoc methods, the Rank-R FNN model introduced in the current
study is inherently parameter-efficient by design. Rather than compressing a pretrained
model, the Rank-R FNN is trained from scratch with a CP-decomposed parameter
structure, where the rank R is treated as a tunable hyperparameter controlling the model
capacity. This not only ensures that the compression is preserved throughout the training
process, but also introduces an implicit form of regularization that mitigates overfitting,
particularly when training data is scarce or noisy. Thus, the proposed approach represents
a shift in perspective: compression is not a post-training concern but a foundational design
principle of the architecture itself. Parallel to these advancements in compression, tensor
algebra has also emerged as a powerful theoretical tool for analyzing the expressivity and
functional capacity of deep learning models. For example, in [30] and [31], it has been
leveraged tensor decompositions to rigorously examine the representational capabilities of
convolutional and recurrent networks, respectively. These works model deep architectures
as hierarchical tensor contractions and draw formal connections between network depth,
tensor rank, and functional complexity. Such analyses have yielded valuable insights into
how structural choices—e.g., depth, width, weight sharing—affect the expressive power
and learnability of deep models.
The present study complements these theoretical explorations by extending the framework
of tensor-based neural computation to the domain of feedforward networks with
decomposed weight structures. Specifically, we investigate the approximation properties
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and learning behavior of the Rank-R FNN model, thereby contributing new theoretical
results to the literature on tensorized learning. Unlike prior work that focuses on fixed
architectures such as CNNs and RNNs, our analysis considers a broader class of
nonlinear functions whose complexity is modulated by the tensor rank imposed on the
input weights. As such, the study provides a unified theoretical and practical perspective
on how low-rank tensor constraints can serve both as architectural priors and learning
regularizers.

Moreover in the following chapters will be analyzed, the application of tensor-based
embeddings, which has emerged as a powerful technique for transforming hyperspectral
data into compact and discriminative representations, enabling more effective downstream
analysis and classification [49]. Unlike traditional vectorization strategies, which often
disregard the intrinsic multi-dimensional structure of hyperspectral imagery (HSI), tensor-
based embeddings preserve the multi-way (spatial-spectral-temporal) relationships
inherent in the data. This structural preservation enables more informative feature
extraction by capturing higher-order correlations among the spectral bands and spatial
features of hyperspectral scenes. Tensor decomposition techniques such as Canonical
Polyadic (CP) decomposition, Tucker decomposition, and Tensor Train (TT) factorization
have been widely employed to produce lower-dimensional tensor representations that
maintain essential discriminative characteristics. These approaches serve as powerful
dimensionality reduction and embedding tools, facilitating improved learning performance,
especially when coupled with supervised or semi-supervised classifiers [35], [36]. For
instance, CP decomposition projects high-order tensors into components with shared
factor matrices, revealing latent patterns and compressing redundant information across
dimensions, while Tucker decomposition provides more flexible rank control by allowing
different multilinear ranks for each tensor mode.

The integration of deep learning architectures with tensor-based embeddings has also
gained increasing attention in the hyperspectral image analysis community. Deep models,
such as convolutional neural networks (CNNs) and autoencoders, have been extended to
incorporate tensor decomposition either within their layers or as preprocessing steps, in
order to reduce the parameter space and enhance generalization. These hybrid models
allow for the end-to-end learning of compact representations that respect the multi-linear
nature of HSI data. Studies such as [30] have demonstrated that using deep neural
networks to generate meaningful embeddings—prior to the application of semi-supervised
learning (SSL) techniques—can significantly improve classification performance,
especially under scenarios of limited labeled data. In the context of semi-supervised
learning, embeddings derived from tensor-based models can be particularly beneficial.
They not only reduce the dimensionality of the data but also act as regularizers by
embedding prior knowledge about the data structure, thus facilitating better generalization
from few labeled samples. This synergy between embedding learning and SSL enables
robust performance in real-world applications where labeled samples are scarce, but large
volumes of unlabeled hyperspectral data are readily available. SSL methods that
incorporate such embeddings—e.g., via self-training, consistency regularization, or graph-
based learning—have been shown to achieve state-of-the-art results in hyperspectral
classification tasks [60], [61].

Graph-based methods have become increasingly prominent in hyperspectral image (HSI)

classification due to their ability to encode the geometric structure of data through graph

representations. One notable approach is the graph construction methodology based on

Locally Linear Embedding (LLE), as proposed in [70], which integrates both spectral and

spatial information of hyperspectral pixels. In this method, a weighted mean filtering
-16 -



procedure is applied as a preprocessing step to suppress noise and enhance spatial
consistency. The underlying motivation is to preserve the manifold structure of the data
while ensuring that spatial correlations among neighboring pixels are retained in the
embedding space. The experimental outcomes reported in [70] highlight the importance of
spatial context preservation in graph construction, which subsequently impacts the quality
of label propagation in semi-supervised learning settings. Despite these promising results,
the study provides limited insight into how the filtering parameters (e.g., kernel size, weight
decay) influence the efficacy of the LLE-based embedding. Additionally, it lacks a
theoretical or empirical framework to determine under which statistical properties of the
pixel distributions (e.g., homogeneity, noise characteristics, class imbalance) particular
filters are more beneficial. As hyperspectral datasets often vary in terms of environmental
conditions, scene complexity, and acquisition noise, the absence of such guidelines may
hinder the generalizability and reproducibility of the approach across different domains.
The discriminative capability across domains, especially when the source (labeled) and
target (unlabeled) data originate from heterogeneous environments, is another key
challenge in HSI analysis. In this context, the work in [71] proposed a graph embedding-
based domain adaptation framework for hyperspectral classification. This framework
integrates pseudo-labeling strategies with the construction of inter-class and intra-class
divergence matrices, enabling the model to capture and preserve local discriminative
information in both source and target domains. The objective is to align the data
distributions by minimizing domain discrepancy while maintaining class separability
through graph embedding. While this method shows strong potential, its robustness is
often compromised in the presence of significant spectral distortions—commonly referred
to as spectral drift—that occur due to differences in illumination, atmospheric conditions, or
sensor variability across scenes. Even with spatial filtering, such drifts can impair the
reliability of the learned representations.

More recently, Graph Convolutional Networks (GCNs) have been employed for
hyperspectral image classification, offering the advantage of adaptive feature learning on
non-Euclidean domains such as graphs. Unlike conventional graph-based SSL methods
that rely on fixed kernel structures, GCNs learn the convolutional filters end-to-end,
thereby enabling the automatic capture of spatial dependencies among pixels based on
land cover distributions. Ding et al. [8] introduced a spatial aggregator fusion mechanism,
which combines multiple types of local aggregators to extract heterogeneous spatial
features, thus improving the network’s capacity to model diverse terrain patterns. However,
GCNs face two well-documented challenges: (i) high computational cost, especially in
large-scale scenes due to the need to process all nodes in the graph simultaneously; and
(ii) the oversmoothing phenomenon, where node features tend to become
indistinguishable as the number of GCN layers increases [72], [73].

To address the limitations associated with narrow receptive fields in traditional GCNSs,
Zhang et al. [74] proposed a GCN architecture that preserves local features while
simultaneously expanding the receptive field. This is achieved through mechanisms that
retain local convolutional features at each node while incorporating global context through
hierarchical graph modeling. Such approaches attempt to balance between feature
smoothness and locality preservation, a critical trade-off in graph-based deep learning for
hyperspectral analysis. In light of these developments, it becomes evident that the
effectiveness of graph-based learning in HSI classification is intricately linked to the choice
of embedding methods, graph construction strategies, and domain-specific data
characteristics. Therefore, the synergy between tensor-based neural architectures for
embedding extraction and graph-based SSL methods presents a promising yet
underexplored avenue for addressing the unique challenges posed by hyperspectral
datasets.
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In the research of He et al. [75] was introduced a novel graph-based semi-supervised
learning algorithm for hyperspectral image (HSI) classification that integrates a particle
competition and cooperation mechanism within the label propagation process. The central
idea of this method lies in modeling the dynamics of competing and cooperating particles
on a graph structure constructed from both labeled and unlabeled data points. Particles
associated with different classes traverse the graph, attempting to dominate regions
corresponding to their respective class labels. If a particle encounters a misclassified or
ambiguous node, the competition mechanism can suppress incorrect label propagation,
while the cooperation mechanism reinforces correct labeling. This dynamic adaptation
improves classification performance by correcting potential label noise introduced during
propagation. Crucially, this mechanism allows for the re-labeling of initially misclassified
samples, which significantly mitigates the risk of error amplification commonly observed in
graph-based semi-supervised learning models. Despite the demonstrated efficacy of this
method, He et al. [75] do not provide a systematic analysis or theoretical guidelines
regarding the optimal balance or bounds on the number of labeled and unlabeled
instances required to ensure stability or convergence. This lack of insight limits its
application in small-sample settings, where the model behavior under varying ratios of
labeled to unlabeled data can significantly influence the learning outcome.

In another line of research, Miao et al. [76] addressed the structural rigidity and overfitting
risks associated with graph-based classifiers constructed from a single graph instance by
proposing a random multigraph ensemble framework. Their method involves generating
multiple anchor-based graphs, each representing different local topological relationships
among data samples. These graphs are then integrated using an ensemble strategy
governed by cross-entropy regularization, which encourages consistency and diversity
among the learned label distributions across graphs. This approach aims to overcome the
limitations of single-graph models that often fail to capture the complex, high-dimensional
manifolds of hyperspectral data. By leveraging an ensemble of diverse adjacency
structures, the method enhances the model’s robustness to graph construction noise and
variability in spatial or spectral domains. However, ensemble graph-based methods may
face challenges in computational scalability and memory efficiency, especially as the
number of base graphs or the size of the hyperspectral dataset increases. The
computational overhead can become prohibitive for real-time or embedded remote sensing
applications.

Addressing these concerns, the work by Zhu et al. [77] focused on the scalability of graph-
based semi-supervised learning by proposing a parameter-free, naturally sparse, and
scale-invariant anchor graph construction method. Their approach constructs graphs by
identifying a set of representative anchor points and connecting each data sample to its
nearest anchors, forming a bipartite-like graph structure. This structure inherently reduces
the number of edges and thus the computational complexity associated with large-scale
graph construction and label propagation. The model scales efficiently with the number of
data points while maintaining competitive classification performance. However, the study
overlooks the integration of spatial contextual information, which has been shown to be
essential in improving classification accuracy in HSI, where neighboring pixels often exhibit
strong spatial correlations due to material continuity.

In summary, while recent developments in graph-based semi-supervised learning for
hyperspectral data have shown marked improvements in classification performance and
computational efficiency, key challenges remain. These include the absence of formal
guidelines on labeled/unlabeled data ratios, the need for explicit spatial feature integration,
and the computational trade-offs involved in ensemble methods. There is, therefore, a
growing need to explore hybrid strategies that simultaneously incorporate robust graph
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construction, spatial-spectral feature extraction, and computational scalability for large-
scale HSI analysis.

A diverse array of semi-supervised learning (SSL) approaches has been explored in the
domain of hyperspectral image (HSI) classification, aiming to address the limitations
imposed by the scarcity of labeled training samples. Among these, graph-based models
have emerged as a prominent class due to their capacity to capture non-Euclidean
structures and the intrinsic geometric properties of high-dimensional hyperspectral data
manifolds. These models represent both labeled and unlabeled data points as nodes in a
graph, with edges reflecting similarity or affinity, thereby facilitating the smooth propagation
of label information through the dataset. The label propagation mechanism in these
methods relies on the assumption of manifold smoothness, where nearby points are likely
to share the same label, a property that aligns well with the spatial-spectral continuity
observed in HSI data.

Several studies have demonstrated the effectiveness of graph-based SSL methods in
enhancing classification performance, particularly in small-sample settings where
supervised deep learning models often fail to generalize [66], [78]. Methods such as
manifold regularization, graph Laplacian learning, and anchor graph construction have
been employed to structure the learning task and reduce overfitting, showing improved
performance across a range of benchmark HSI datasets [79], [80].

Despite their success, however, there remains no clear consensus in the literature
regarding the optimal choice of SSL framework for HSI, nor a systematic understanding of
how the proportion of unlabeled data samples affects performance. The number of
unlabeled samples involved in the graph construction process can significantly influence
both the classification accuracy and the computational complexity of the model.
Incorporating a large number of unlabeled samples may enhance the structural fidelity of
the constructed graph and lead to better label propagation. However, it also substantially
increases the computational cost, particularly in methods requiring full adjacency matrices
or iterative eigendecomposition.

Furthermore, the effectiveness of graph-based methods depends heavily on the
embedding quality used to represent each pixel prior to graph construction. In cases where
embeddings do not adequately reflect the discriminative spectral-spatial features of the
underlying materials, even high-quality graph structures may fail to deliver substantial
performance gains. Additionally, hyperparameter sensitivity in graph-based SSL methods
—such as the choice of similarity kernel, neighborhood size, or regularization parameters
—adds to the model selection burden and reduces reproducibility across different datasets
or acquisition conditions.

Given these factors, ongoing research continues to explore hybrid strategies that combine
graph-based SSL with other dimensionality reduction, feature learning, and self-training
techniques. These strategies aim to find a balance between classification performance
improvements and the computational resources required, especially for applications
involving large-scale or real-time HSI data processing.
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Il. HYPERSPECTRAL DATA
CLASSIFICATION

3. Rank-R FNN:
A Tensor-Based Learning Model for
High-Dimensional Data Classification

3.1 Introduction

The proliferation of large-scale, high-order data has become a defining characteristic of
modern science and engineering, driven by remarkable advancements in sensing
technologies and the increasing accessibility of affordable recording devices. These
developments have revolutionized data acquisition across diverse fields, enabling the
collection of vast amounts of detailed and multi-dimensional information. Remote sensing
is no exception to this trend, as it has benefited significantly from these technological
strides. In particular, hyperspectral data—a collection of high-order images that capture
detailed spectral information across hundreds of wavelengths—has become increasingly
available for a wide range of applications. These data sets provide a rich source of
information by combining spatial and spectral dimensions, offering unparalleled insights
into the physical and chemical properties of materials. This capability has enabled
hyperspectral data to play a crucial role in numerous applications within remote sensing.
For instance, hyperspectral imaging is extensively used in urban and rural planning, where
its ability to distinguish between different materials and land cover types supports
sustainable development and resource management. It has also become indispensable in
change detection, helping to identify and monitor alterations in landscapes over time,
such as deforestation, urban expansion, or natural disaster impacts. Additionally,
hyperspectral data is critical for mapping and geographic information systems (GIS),
providing high-resolution information that enhances the accuracy of geospatial analyses.
Beyond environmental and planning applications, hyperspectral imaging is also applied in
housing value estimation by analyzing neighborhood attributes and identifying
environmental factors that influence property prices. Furthermore, it is instrumental in
navigation systems, where its capacity to characterize terrain and surface features
supports autonomous vehicles, drones, and other technologies requiring precise spatial
awareness.

These diverse applications underscore the transformative potential of hyperspectral data
in addressing real-world challenges, as documented in prior studies [18]-[20]. With the
increasing availability of high-order hyperspectral datasets, researchers and practitioners
can continue to unlock new possibilities in remote sensing and beyond, enabling more
informed decision-making across disciplines.
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High-order data arises in two primary ways: either through direct acquisition in a multi-
linear format, or by transforming lower-order data into higher-order structures. In the first
scenario, high-order data is naturally collected in a form that preserves its multi-
dimensional characteristics, such as hyperspectral images, where spatial and spectral
dimensions coexist. In the second scenario, low-order data is reformatted or aggregated
into higher-order representations to better capture the relationships between its
dimensions. Examples include creating 3D tensors from sequential time-series data or
combining multi-view data from different sources into unified tensor structures [21]-[23].
One of the defining features of high-order data is the presence of strong correlations
across its modes, where “modes” refer to the distinct dimensions or axes of a matrix or
tensor. For instance, in a tensor representing hyperspectral images, the modes might
correspond to the spatial dimensions (rows and columns of pixels) and the spectral
dimension (wavelengths). These inter-mode correlations encode rich, structured
information about the underlying phenomena, enabling insights that are inaccessible in
isolated dimensions [24]. Although these correlations provide valuable opportunities for
advanced data analysis, they also introduce significant challenges. The structural
complexity of high-order data, stemming from its multi-dimensional relationships, renders
many standard machine learning algorithms insufficient. Traditional methods often rely on
vectorization or flattening of data, which disrupts the inherent structure and leads to a
loss of critical information. Furthermore, these methods typically lack the capacity to
model the intricate dependencies and interactions across different modes of high-order
data, limiting their effectiveness for tasks such as classification, clustering, and regression
[25], [26].

To address these limitations, specialized techniques have emerged to handle high-order
data more effectively. Methods like tensor decomposition and tensor-based machine
learning models preserve the multi-linear structure of the data, enabling a more accurate
representation of its underlying relationships. These approaches are particularly valuable
in fields like remote sensing, biomedical imaging, and social network analysis, where
high-order data is prevalent. Despite these advances, the structural complexity and
computational demands of high-order data continue to drive the development of more
efficient and scalable analytical tools.

Most traditional machine learning algorithms are designed to operate on data that is
formatted as vectors, assuming a flattened, one-dimensional input representation. While
this approach works well for certain applications, it often falls short in scenarios where the
data is inherently multi-dimensional, such as in image analysis, hyperspectral imaging, or
video processing. In these cases, the process of vectorizing tensor inputs—converting
multi-dimensional arrays into a single linear structure—can significantly degrade the
performance of standard machine learning algorithms. This performance decline occurs
because vectorization destroys the inherent structural information present in the data,
such as spatial and spectral coherency, which is critical for capturing meaningful
relationships across dimensions [27]. For example, in image data, the spatial arrangement
of pixels contains important context that is lost when the data is reshaped into a one-
dimensional vector. Another major limitation of vectorization is the expansion of the
parameter space, which creates computational and theoretical challenges. Without
imposing additional structural constraints on the vectorized data, machine learning
models must operate within extremely high-dimensional parameter spaces. This increase
in dimensionality not only makes the learning process computationally expensive but also
exacerbates problems like overfitting, especially in scenarios where labeled training
samples are scarce. Furthermore, the lack of structural regularization reduces the ability
of the models to generalize, compromising both their theoretical guarantees and practical
performance [28].
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To address the challenges associated with vectorizing high-dimensional data,
Convolutional Neural Networks (CNNs) have emerged as a powerful class of machine
learning models that can process multi-dimensional inputs directly, without the need for
flattening them into vectors. By preserving the inherent structure of the input data, CNNs
are particularly well-suited for tasks involving spatial and spectral relationships, such as
image analysis and hyperspectral data classification. CNNs achieve this by employing a
series of convolutions and nonlinear transformations to extract features from the input
data. Convolutional layers apply filters that slide over the multi-dimensional input,
identifying local patterns and correlations along spatial or spectral dimensions. These
layers are followed by non-linear activation functions, pooling layers, and other
transformations that progressively abstract the input into a more compact vector
representation. This representation is then used by fully connected layers for classification
tasks. The ability of CNNs to operate directly on multi-dimensional inputs ensures that
important spatial, spectral, or temporal relationships are retained throughout the learning
process, which would otherwise be lost during vectorization. Moreover, CNNs have
proven to be highly accurate and robust for hyperspectral image classification, as they
effectively capture both spatial context and spectral variability. Studies, including one of
the most influential works in the field of remote sensing [29], have demonstrated the
superior performance of CNNs in handling the unique challenges posed by hyperspectral
data. Their ability to model complex relationships and extract rich feature representations
has made them the standard for many remote sensing applications.

Despite these strengths, CNNs have notable limitations. One major drawback is their
large number of trainable parameters, which makes them computationally intensive and
resource-demanding. As a result, CNNs typically require substantial amounts of labeled
training data to achieve high classification accuracy and avoid overfitting. In fields like
hyperspectral imaging, where labeled samples are often scarce due to the cost and effort
involved in manual annotation, this dependency poses a significant challenge.
Furthermore, training CNNs on high-dimensional data can be memory-intensive, requiring
specialized hardware and optimization techniques to ensure efficiency. While CNNs have
undeniably advanced the state-of-the-art in hyperspectral image classification, their
limitations highlight the need for more efficient alternatives, such as tensor-based models
or semi-supervised learning approaches, which can achieve comparable performance
with fewer labeled samples and reduced computational demands.

Motivated by limitations of existing methods, particularly the challenges posed by high-
dimensional data processing and the dependency on large labeled datasets, we propose
an alternative paradigm for pattern recognition in high-order data. This approach is
specifically designed to address the inefficiencies and constraints associated with
conventional models, such as Convolutional Neural Networks (CNNSs), which often require
extensive computational resources and large amounts of labeled training data.

We introduce and propose a novel tensor-based non-linear learning model, which we
refer to as the Rank-R Feedforward Neural Network (Rank-R FNN). Unlike traditional
neural networks that operate on vectorized inputs or require dense parameter
representations, the Rank-R FNN is built to leverage the multi-dimensional structure of
high-order data directly. To achieve this, the model incorporates a Canonical/Polyadic
(CP) decomposition of rank R on its weight parameters. This tensor decomposition
technique represents the weight tensors as a sum of rank-one tensors, effectively
capturing the relationships across the dimensions while maintaining computational
efficiency. The use of CP decomposition provides a two-fold advantage. First, it enables
the model to work naturally with tensor inputs without needing to flatten them into
vectors, thus preserving the inherent structural information present in the data. This is
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particularly beneficial for tasks like hyperspectral image classification, where maintaining
the spectral-spatial relationships is critical for accurate analysis. Second, the CP
decomposition significantly reduces the number of trainable parameters required by the
model. By approximating high-dimensional weight tensors with low-rank decompositions,
the Rank-R FNN achieves a dramatic reduction in computational complexity and memory
usage. This makes the model highly efficient, especially in settings where labeled training
data is limited or where computational resources are constrained.

This design not only addresses the high parameter requirements of traditional neural
networks but also makes the Rank-R FNN well-suited for high-order data problems where
the interplay of multiple dimensions must be preserved. By leveraging tensor
decomposition, the proposed model offers a promising alternative for learning in
complex, multi-dimensional domains, paving the way for more scalable and robust
solutions to pattern recognition in high-order data. Consider for example a fully
connected FNN with one hidden layer and h hidden neurons that receives as input a 3-

order tensor object XeRP1XP?XP3  The Cardinality of the weights set that connect the
3

input to the hidden layer is thi, while the cardinality of the corresponding set for the

i=1

3
Rank-R FNN is AR 2 p; - Furthermore, the Rank-R Feedforward Neural Network (Rank-R

i=1
FNN) is specifically designed to process input data in its native tensor format, rather than
requiring transformation into a vectorized representation. By doing so, the model
preserves and fully exploits the multi-dimensional structure inherent in high-order data,
which is often lost in traditional machine learning approaches. This structural awareness
enables the Rank-R FNN to capture complex interdependencies between different modes
(dimensions) of the tensor data, such as spatial, spectral, or temporal correlations in
hyperspectral imaging, video analysis, and other multi-modal datasets. These correlations
are critical for identifying meaningful patterns that improve model performance and
enhance classification accuracy.
In summary, the Rank-R FNN offers an optimal balance between model complexity and
learning efficiency, making it a powerful alternative to traditional deep learning models in
scenarios where labeled data is scarce. By both reducing the parameter space and
preserving structural information, the proposed model enables more accurate, reliable,
and computationally efficient classification of high-order data, making it a promising
approach for real-world applications in remote sensing, biomedical imaging, and other
tensor-based domains.

Hyperspectral data classification is a challenging problem often characterized by a small
sample setting, meaning that only a limited number of labeled training examples are
available. This limitation arises primarily due to the high cost and effort involved in
obtaining annotated hyperspectral datasets. Unlike traditional image classification tasks,
where large labeled datasets can be created through automated labeling techniques or
crowd-sourced annotations, hyperspectral images require expert domain knowledge for
accurate labeling. To construct a labeled hyperspectral dataset, a team of specialists—
often geologists, agronomists, or remote sensing experts—must conduct on-site visits to
the locations depicted in the remotely sensed images. These experts manually identify
and label materials based on their spectral signatures, a process that is not only time-
consuming and labor-intensive but also expensive and logistically complex [30]. In cases
where hyperspectral data is collected over vast or inaccessible regions, such as forests,
oceans, or disaster-stricken areas, gathering labeled data becomes even more
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impractical. Consequently, hyperspectral datasets tend to be small and sparsely labeled,
posing a significant challenge for traditional machine learning models, which typically
require large amounts of labeled data to generalize effectively.

Given these constraints, this thesis focuses on evaluating the proposed Rank-R
Feedforward Neural Network (Rank-R FNN) model as a solution to the small sample
problem in hyperspectral data classification. The Rank-R FNN is specifically designed to
maximize learning efficiency by reducing the number of trainable parameters and
preserving the structural integrity of high-order data. By leveraging tensor decomposition,
the model is expected to improve classification accuracy while requiring fewer labeled
training examples. To assess its effectiveness, we systematically compare the Rank-R
FNN model against standard machine learning approaches, including Convolutional
Neural Networks (CNNs), which have demonstrated strong performance in hyperspectral
image classification. However, CNNs typically require large amounts of labeled data to
prevent overfitting, making them less suitable for small sample settings. Through this
comparison, we aim to determine whether the Rank-R FNN can serve as a more efficient
alternative that maintains high classification accuracy while mitigating the need for
extensive annotated datasets. The results of this study provide insights into the potential
of tensor-based learning models for addressing the fundamental challenges of
hyperspectral data classification in real-world, resource-constrained scenarios.

3.2 Contribution of this Thesis

This thesis presents several key contributions to the field of tensor-based learning models
for high-order data classification. Our primary contribution is the extension of the Rank-1
Feedforward Neural Network (Rank-1 FNN) to a more general Rank-R Feedforward Neural
Network (Rank-R FNN), a powerful nonlinear classification model designed specifically for
tensor-structured data. Unlike conventional neural networks, which treat inputs as
vectors, the Rank-R FNN directly processes multi-dimensional tensor inputs while
imposing a Canonical/Polyadic (CP) decomposition constraint of rank R on its weight
parameters. By enabling weight tensors to satisfy CP decompositions of rank higher than
one, the Rank-R FNN significantly enhances its representation power, allowing it to
effectively capture and model complex statistical relationships between inputs and
outputs. This capability is particularly valuable in hyperspectral image classification,
where both spectral and spatial dependencies play a crucial role in accurate decision-
making. Beyond extending the Rank-1 FNN, this study substantially builds upon and
broadens the scope of previous research [31] in two distinct directions. First, we
investigate the theoretical properties of Rank-R FNN models, providing formal proofs that
establish their universal approximation properties. This theoretical foundation
demonstrates that the Rank-R FNN is capable of approximating any continuous function
to an arbitrary level of precision, highlighting its flexibility and adaptability to various
classification tasks. Additionally, we prove that the class of functions implemented by
Rank-R FNNs can be efficiently learned using the empirical risk minimization (ERM)
principle, ensuring that the model can generalize effectively from a finite set of training
samples. Second, in addition to our theoretical analysis, we conduct an extensive
experimental evaluation to assess the practical performance of the Rank-R FNN in real-
world applications. Specifically, we examine the model’s robustness to noisy data, a
crucial factor in remote sensing and hyperspectral imaging, where sensor imperfections
and environmental conditions often introduce distortions. Furthermore, we analyze the
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impact of different architectural design configurations, such as variations in CP rank,
activation functions, and network depth, to optimize the model’s performance.

Experimental results on real-world hyperspectral image datasets confirm that Rank-R
FNN achieves state-of-the-art classification performance, particularly in small sample
settings, where only a limited number of labeled examples are available. The ability to
learn effectively from scarce training data is one of the most critical advantages of the
proposed model, addressing a fundamental challenge in hyperspectral data analysis.
Unlike traditional machine learning approaches, which require extensive labeled datasets
for optimal performance, the Rank-R FNN leverages its structural efficiency and reduced
parameter space to generalize well even when training data is scarce. This property is
especially important in real-world applications such as hyperspectral image classification,
where obtaining large annotated datasets is an expensive and labor-intensive process.
Since hyperspectral data labeling typically requires in-situ validation by domain experts,
the costs associated with dataset construction are high, limiting the availability of labeled
corpora. The Rank-R FNN presents a practical and efficient solution to this issue,
enabling high-accuracy classification with minimal labeled data requirements. Its strong
theoretical foundations, computational efficiency, and empirical robustness make it a
compelling alternative to traditional machine learning techniques for high-order data
classification.

3.3 Terminology and Problem Formulation

In this section are introduced the notation, definitions and tensor algebra operations to be
used throughout this thesis, and after that the problem formulation is addressed.

3.3.1 Tensor Algebra Notation

This section presents essential definitions and fundamental operations related to high-
order tensor processing, which serve as the mathematical foundation for this study. We
focus specifically on the tensor operations that are directly relevant to our proposed
approach, ensuring that the reader gains a clear understanding of the algebraic tools
employed throughout our analysis. For a comprehensive and in-depth introduction to
tensor algebra and its various decomposition techniques, we refer the reader to the
excellent survey on higher-order tensor decompositions presented in [32]. To maintain
clarity and consistency in notation, we adopt the following conventions throughout this
study. Tensors, which are multi-dimensional generalizations of matrices and vectors, are
denoted using bold uppercase letters (e.g., X), while vectors are represented by bold

lowercase letters (e.g., x). Scalars, which refer to individual numerical values, are written
in regular lowercase letters (e.g., x). These conventions help differentiate between various

data structures and ensure precise mathematical formulations in tensor-based machine
learning applications.
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Tensor Vectorization

The vec(B) operator stacks the entries of a D-order tensor BeRPI**>XPp into a
column vector. ThatisB = [ - - -b; iy ] maps to thej”’ entry of vec(B), in which

D d—1 v
j=1+) G- ]]re
d=1 d=1

Tensor Inner Product

The inner product of two tensors A,Be RPIXXPp \ith D > 2 is defined as

(A,B) = (vec(A),vec(B))

PL P2 Pp
= Z Z S 2 ailiz'"iDbiliz'"iD’ (1)
ll=l lz=1 lD:1
where 1, - - - ,ij, are the indices of tensors elements

Tensor Matricization

The mode-d matriculation, B;y maps a tensor B into a p,; X de, matrix by

d'#d
arranging the mode-d fibers to be the columns of the resulting matrix. That is, the
(i}, - - - ,ip) element of B maps to the (i;,j) element of By, where
d'#d d'<d'.d"#d

Rank-R CP Decomposition

R

A tensor B ¢ RP1*"*Pp admits a rank-R CP decomposition if B = Z b(lr) 0o+ 0 bg),
r=1

where bg)e[de. This decomposition is denoted as B = [[B;,...,Bp]], where

B = [bg), R bfiR)]e[deXR. When a tensor B admits such a decomposition, it holds
true that

B;=B/Bp®-- OBy OBy 10--- OB (2)

where © is the Khatri-Rao product.

Vector Tensorization

- 26 -



The ten(b) operator transforms a vector b € RP1P2"PD into a tensor B € RP1*P2%XPp
,such that the element of B indexed by i}, i,,. .., iy is the i — th element of b, where

D d—1
i=1+) G,-D[]p-
d=1 k=1

3.3.2 Problem Formulation

Let X € R'XIp 3 D-order random tensor and X; ¢ R/1X"*/b independent copies X from
the same probability distribution as X. Consider a family of learning models, each one
parameterized by a set of parameters 6. The set @ constitutes a complete description of a
model from the family and contains all parameters defining it. We assume that there are C

available classes and we aim at classifying X into one of these classes using the models
at hand.

Let p(X; @) denote a C-dimensional real vector whose coordinates sum to one and its k
-th element, pk(X; 0), for k = 1,...,C, expresses the probability that X belongs to the k-th
class. Function p( - ; @), when regarded as a function of X, is an approximation of the

conditional probability that X belongs to the k-th class. The optimal value of 8 is
estimated by empirical risk minimization over the training dataset

D = {(X:t))L, (3)

Here t; = [tl-’l, e ,ti,C]Te {0,1}€ is a unitary vector with Z t; =1 and indicates the
k

class to which X; actually belongs. In the following , whenever we omit subscript i from a

tensor, we just refer to an input sample. Having an estimation for parameter €, our final

decision for X is

k¥ =arg max pk(X;0) (4)
! k=1,...,.C

The ultimate goal in classification is to calculate the set of model parameters @ where the
minimum of

Z I](kl?’< #argmaxt) — min (5)
, k

Is attained; I( - ) in ( 5) stands for the indicator function and takes values in {0,1}. This is
the primary goal of any classification scheme. However, in our case X is a tensor, and so
are many elements of the parameter set 6. Attaining the mimimum in (5 ) turns out to be
an NP-hard problem (see also Ch.12 in [33]). For that reason, we use instead the negative
log-likelihood as a surrogate loss function to approximate the objective in ( 5). In the
following, a tensor whose input and model parameters retain their tensor form will be
described.

-27 -



3.4 Tensor-Based Rank-R Nonlinear Classifier

In this section, the Rank-1 FNN will be briefly introduced and will be described in detail its
extension and proposition, the Rank-R FNN classifier.

3.4.1 Rank-1 FNN Modeling

Rank-1 FNN is a two layer neural network which models the weights connecting input
layer to hidden layer as:

w@ = W(DCI) 6o W(lq) ¢ RI<xIp (6)

with wg]) e Rl d =1,...D , denoting weights which connect the input to the g-th

neuron of the hidden layer. The activation function g(-) of the g-th hidden neuron
receives <W(Q), X>, as input and outputs

uq = g((w(f]), X>)

=g<<<wg)o...ow(1‘1>>,x>> e R (7)

pr =0 ((v,u)) (8)

thus, the output of Rank-1 FNN is

T
Here o( - ) denotes the softmax activation function, u = [ul, Uy, uQ] , vk collects the

weights between the hidden and the output layer, and superscript k corresponds to the k

-th output neuron (representing the k-th class in softmax classification). Although Rank-1
FNN looks similar to a conventional FCFNN, it is significantly different due to the

constraint in equation ( 6 ). Constraint ( 6 ) considerably reduces the number of trainable
D

parameters to Q21d+ QC, whereas the number of parameters for the FCFNN is
d=1

D
o]+ ec
d=1

34.2 Rank-RFNN Modeling _ _ _ _ _ _ _ oo
The strength of Rank-1 FNN lies in the reduction of the number of trainable parameters
computed to an ordinary FCFNN. Nevertheless, this reduction also affects its
representation power, i.e., it limits its ability to model complex statistical relations
between the input and the output variables. To address this limitation, we move to higher

rank decompositions and propose Rank-R FNN, a neural network whose weights, w@
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connecting the input to the g-th neuron of the hidden layer, satisfy a rank-R CP
decomposition:

wa = [[W(IQ)’ . ’W(Dq)]] ¢ RIx-xIp (9)
or else
d=D
vec (W@) = <W<Dq> 00 W<1q>> 1pe RITZ L (10)

where 1 stands for a vector with R ones. The total number of weights of a Rank-R FNN

D
is RQZ[d+ QC. Under the CP decomposition constraint, the output of the g-th

d=1
hidden neuron becomes

— (@)

”q—g<<Wq’X>) (11)

Based on equations (2 ), (9) and ( 10), it holds true that

— i ) >(q)
(W9, X) =diag <W;),Z?Zd> (12)
where
(@ — Dea. .. (@ (@ ... @

20 = xo) (WP o -ow? ow? o -ow?) (13)

Tensor X(4) denotes the mode-d matricization of tensor X. In light of equation ( 12 ), the

output of the g-th hidden neuron u, can be written as

uq=g<<W(‘1),X>> = trace <g<<WEJ‘1))TZ§2>> (14)

while the output of Rank-R FNN for the k-th class is given by ( 8 ). Note that W;") e RIxR

T
and Z% e RI*R \which implies that (WE;I)> Z;ZC)Z is a square matrix in RE*E,

Matrix ngc)i is a transformation if input X and is independent from W;"). Under the

previous notation, it becomes clear that equation ( 14 ) actually resembles the operation

performed by a single perceptron with weights Wild) and input matrix Z;ZC)Z . If the rank-R

canonically decomposed weights WEI‘?), d' # d are known, then input matrices Zifc)l are

known too. The previous observation underpins the derivation of the optimization
algorithm presented in the next subsection which estimates the weights of Rank-R FNN
models.
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Algorithm 1 Rank-R FNN Weights Estimation
Initialization:
1. Set Iteration Index n — 0
2. Tnitialize all weights W (n) and v®(n)
ford=1,...,D,9q=1,2,--- ,0,k=1,...,C
3. repeat
ford=1,...,Ddo
Consider W% fixed, ford’ #d,d’ € {1, ..., D}
forg=1,...0do
3.1 Estimate transformed input matrix Z(;gi
[see Eq. (13)]
3.2 Compute Rank-R FNN output and loss
[see relations (14) and (16)]
3.3 Update weights W% (n) towards
negative direction of 9L/ BWfiq)
end

end

fork=1,...,Cdo
3.4 Update weights v¥)(n) towards negative
direction of dE /dv®)

end

Setn > n+1
until termination criteria are met;

3.4.3 Estimation of Rank-R FNN Weights

Let us aggregate all weight parameters of Rank-R FNN as

0
c 15)
) _ @ (
v={v }k=1 Wy {Wd } L
qg=1
ford =1, ---,D.In(15) v(% collects the weights between the hidden and the output

layer, and superscript k corresponds to the k-th output neuron. Given training data

N
D = { (Xi, t,-) } and sets {Wd}ll), V, we use the negative log-likelihood function
=1

1=

N C

LW Wp, VD) == Y 3 1 dogp* (X: (Wa).v) (16)
i=1 k=1

to assess the classification performance of the corresponding Rank-R FNN model on
training data. Amond all possible Rank-R FNN models whose weights satisfy the CP
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decomposition constraint in ( 9 ) , we opt for that ones which achieve minimal value
L(W,,...,Wp,V;D).
Equations ( 13 ) and ( 14 ) are crucial for the derivation of an alternating optimization

algorithm to minimize the objective function in ( 16 ). When matrices V and WS{), d #d

are known, matrix Z'D is reconstructed as in equation ( 13 ), which implies that the only

#d
unknown parameter to be estimated is the weight matrix WEIQ) . We adopt a coordinate

descent minimization scheme for the minimization of ( 16 ) where in each step we keep V
and Wif{) fixed and iterating overall d’ # d, de {1,...,D} we minimize with respect to
W;‘D. The derivative oL/ OWEI") can be computed by the backpropagation algorithm and

the estimation of Rank-R FNN weights is done with garden descent steps, see Algorithm
1.

3.5 Theoretical Properties of Rank-R FNN

In this Section, we prove learnability and universal approximation properties for the class
of functions implemented by Rank-R FNN models. For this purpose, we reveal their
connections to ordinary FCFNN models and, in Theorem 1 below, we construct a
subjective mapping between Rank-R FNN and ordinary FCFNNSs.

Theorem 1 (Rank-R FNN Theorem): Let f : Rngﬂpd — [ be a two-layer fully connected
FNN with O hidden neurons, that maps the vectorized form, vec(A), of a tensor object
AcRP>Poto F. If p; < oo,d=1,---,D , then there exists a Rank-R FNN
g : RP*Pp — [Fwith Q hidden neurons that is equal to f.

Proof of Rank-R FNN Theorem: We have to show that for any f there exists g that
g(A) = f(A), for any tensor object A¢[RP1**Pp_ Functions fand g can be written as

f=hLh) and g = g,(81),

where f; and g, represent the output of the hidden layer, and functions f, and g, map the
hidden layer outputs to the output layer. Since these two networks have the same number

of hidden neurons we can set g, = f. In order to complete the proof, it suffices to show
that there exists g, such that g,(A) = f;(A).

Functions f; and g, are vector functions, that is

1 2 0 ! 1,2 0 !
ﬂ: [Jtl’fl"..’fljl andglz [81’819'..’g1:| "

Without loss of generality assume that ]q= o for all ge {1,...,Q}, where ¢ is the

sigmoid activation function. Under the previous assumption, we can set 8§/ =0 for all g.
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From now on, with an abuse of notation, we remove the superscript g and refer to hidden
units f and g. What remains to show is that, for any w, there exist decomposition

R

My o h®
Z b’ b such that
r=I1

R
o ((w,A>) =0 2 b(lr) P .b(D”)’A

r=1

D
But any weRnl Pd gdmits a rank R decomposition for some finite R, i.e.,

R
ten(w)=2b(1’)o---bg), (17)

r=1

Or equivalently
R
vec(z b(lr) o -bg)) =w.
r=1

Equation (17) holds for every tensor ten(w)eRP1*"*Pp  if its rank, let's say R/, is less
than or equal to R. An upper bound for the rank R’ of such tensor ten(w) is the following:

R < minP; with P; = I1r.

d#i
Therefore, for R > min;P; , there exist bg) ford=1,---,D,r =1,---,R such that
equation (17) holds. The above arguments hold for every g = 1, - - - ,Q , which implies

that there exists g, such that g,(A) = f;(A) for any A.

Remark: The Rank-R Theorem holds both for regression and classification tasks. In case

of regression tasks [F = R, whereas for classification tasks [F is the set of available
classes.

An immediate consequence of Rank-R FNN Theorem is Corollary 1 below, which is based
on the fact that two-layer sigmoid FCFNNs are universal approximations, i.e., given any

continuous function / defined on a compact subset S of R” and any € > 0, there exists a
two layer FCFNN implementing a function that is within € of & at each point of S [34],[35].

Corollary 1: Rank-R FNNs are universal approximations; given any continuous function 4
defined on a compact subset S of R", there is a Rank-R FNN that implements a function

which is arbitrarily close to / at each point in S.
Apart from the universal approximation property, another consequence of Theorem 1is
that the class of Rank-R FNNs, with fixed number of hidden neurons, is a learnable class

of functions, Indeed, for any fixed R < oo, all Rank-R FNN models, with lower than R,

D
map to ordinary FCFNNs with weights in IRHd=1pd . Since the class of FCFNNs with finite
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dimensional weights and fixed number of neurons has finite VC dimension, the class of
Rank-R FNNs can be efficiently learned by the empirical minimization principle in
polynomial time [36], which lead us to Corollary 2.

Corollary 2: The class of functions defined by Rank-R FNN, with a fixed number of hidden
neurons, has finite sample complexity and, this, is learnable with the empirical risk
minimization principle.

In summary, for any fully connected feedforward neural network (FCFNN) with a fixed
number of hidden neurons, there exists a functionally equivalent Rank-R feedforward
neural network (Rank-R FNN) that employs the same number of hidden neurons and
produces identical outputs for all inputs. This functional equivalence establishes that
Rank-R FNNs retain the expressive power of standard FCFNNs under equal architectural
constraints. Furthermore, this equivalence directly implies that Rank-R FNNs possess the
universal approximation property in the limit, as the number of hidden neurons increases
without bound. That is, Rank-R FNNs are capable of approximating any continuous
function on a compact domain to arbitrary precision, given sufficient capacity.
Additionally, it can be shown that the class of functions representable by Rank-R FNNs—
when the rank is fixed, the number of hidden neurons is finite, and the network
architecture remains acyclic—is learnable in a formal sense. This includes learnability in
terms of convergence guarantees under appropriate training regimes and assumptions. In
the following section, we present a series of experiments aimed at empirically validating
the theoretical properties and practical performance of Rank-R FNNSs.

3.6 Experimental Validation

In this section, we assess the classification capabilities of the Rank-R Feedforward Neural
Network (Rank-R FNN) using hyperspectral imagery, which serves as a representative
form of high-order data due to its rich spectral and spatial dimensionality. To ensure the
robustness and generalizability of our evaluation, we employ three widely studied and
publicly accessible hyperspectral datasets, each acquired by a distinct imaging sensor
and characterized by diverse spectral resolutions, spatial coverage, and class
distributions.

Specifically, three widely known and publicly available datasets have been used in this
study:

i) the Indian Pines dataset, collected by the Airborne Visible/Infrared Imaging
Spectrometer (AVIRIS), comprising 224 spectral bands and containing 10,249 labeled
pixels categorized into 16 distinct land-cover classes;

ii) the Pavia University dataset, captured by the Reflective Optics System Imaging
Spectrometer (ROSIS), which includes 103 spectral bands and 42,776 labeled pixels
distributed across 9 urban scene classes; and

iii) the Botswana dataset, acquired by the Hyperion sensor aboard NASA’'s EO-1
satellite, featuring 145 spectral bands and a total of 3,248 labeled pixels assigned to 14
vegetation and land-cover classes.

These datasets encompass a wide range of spectral complexities and classification
challenges, making them well-suited for benchmarking the performance of high-capacity
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models such as the Rank-R FNN. Figure 1 illustrates the datasets in use, including both
their raw hyperspectral imagery and the corresponding ground truth annotations.
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Figure 1: The three hyperspectral datasets employed in the current study.
Ground truth for each one of the datasets is also presented.

We compare the classification performance of the proposed Rank-R Feedforward Neural
Network (Rank-R FNN) against the convolutional neural network (CNN) architecture
presented in [29]. This comparison is motivated by two primary considerations. First, the
CNN model referenced in [29] is widely recognized as a baseline architecture for
hyperspectral image classification, and it has been employed extensively in the literature
to benchmark the performance of various machine learning approaches. Second, despite
its relatively simple design, this CNN architecture demonstrates high efficiency and
competitive accuracy across diverse hyperspectral datasets, making it a suitable point of
reference for evaluating alternative models.

Importantly, neither the Rank-R FNN models proposed in this work nor the CNN
architecture of [29] incorporates specialized mechanisms explicitly tailored to exploit the
unique characteristics of hyperspectral data, such as spectral redundancy, spatial-
spectral correlation, or high dimensionality. As such, both models are considered general-
purpose classifiers and are applicable to a broad range of image pixel classification tasks
beyond the hyperspectral domain. This property allows for a fair and unbiased
comparative analysis, focusing solely on the representational and learning capabilities of
the underlying architectures rather than domain-specific optimizations.

It is important to emphasize that Rank-R Feedforward Neural Network (Rank-R FNN)
models exhibit a high degree of flexibility and generality in their applicability, as they can
be directly extended to operate on data represented as tensors of arbitrary order. This
characteristic is particularly advantageous in domains where the input data naturally
reside in high-dimensional tensor spaces. A pertinent example is hyperspectral imagery
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augmented with additional spatial or spectral features, such as those derived from
mathematical morphology operations [37], which often results in data representations
with an order greater than three.

In contrast, extending convolutional neural network (CNN) architectures to efficiently
process such high-order data is far from trivial. While CNNs have demonstrated strong
performance in two- and three-dimensional data domains, their extension to higher-
dimensional tensor inputs faces significant challenges. Specifically, the computational
complexity associated with performing convolution operations in more than three
dimensions increases rapidly with the order of the input tensor. This leads to a substantial
rise in memory requirements and processing time, thereby making the direct application
of sophisticated CNN models to high-order data computationally prohibitive in practice.
As a result, Rank-R FNNs offer a more scalable and computationally efficient alternative
for learning from complex, high-order data structures.

In our experimental setup, we configure both the Rank-1 Feedforward Neural Network
(Rank-1 FNN) and the Rank-R Feedforward Neural Network (Rank-R FNN) to have an
identical number of hidden neurons, specifically set to 75, in order to ensure a fair
comparison in terms of model capacity. The convolutional neural network (CNN) model
used for baseline comparison consists of a two-layer convolutional feature extractor
followed by a fully connected classification layer. The first and second convolutional
layers comprise 150 and 300 kernels, respectively, each with spatial dimensions of 3
\times 3, allowing the model to capture localized spatial patterns at multiple levels of
abstraction. The output of the convolutional layers is subsequently flattened and passed
through a fully connected layer comprising 75 hidden neurons, thereby matching the
dimensionality of the hidden representations used in the Rank-R FNNSs.

All models are trained and evaluated using the same training and testing splits to maintain
consistency in the experimental protocol and to facilitate a direct comparison of their
performance. In addition to standard evaluation, we further examine the robustness of the
Rank-R FNNs and the baseline CNN model by subjecting the input data to varying levels
of additive white Gaussian noise. This aspect of the study is designed to assess the
resilience of each architecture to input perturbations and to evaluate their generalization
ability under noisy or degraded sensing conditions, which are commonly encountered in
real-world hyperspectral imaging scenarios.

3.5.1 Dataset Description

A hyperspectral image can be formally represented as a third-order tensor
F € RP*P2XP3 where p, and p, denote the spatial dimensions (height and width of the
image, respectively), and p;corresponds to the number of spectral bands, capturing the
reflectance information across different wavelengths. For the task of pixel-wise
classification—where the goal is to assign a semantic label to each pixel Ix,y at spatial
location (x, y), typically indicating the material or land-cover type it represents —we adopt

the methodology outlined in [38].
Rather than using the spectral signature of a single pixel in isolation, we incorporate local

spatial context by extracting a three-dimensional patch Z'x,y € R***P3 centered at
pixel Ix,y. The patch size is defined by the parameter s, which specifies the spatial
dimensions of the square neighborhood. It is assumed that the central pixel Ix’y and its
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surrounding patch Z'x, y belong to the same semantic class, and thus the patch inherits
the ground truth label 7x, y of the central pixel. Using this strategy, the dataset for training
and evaluation is constructed as a collection of labeled patch pairs & = {(Zx, y,tx,y)}

This approach enables the learning model to utilize both spectral and spatial information,
improving classification accuracy by leveraging local spatial dependencies, which are
often strong in hyperspectral data due to the physical continuity of materials.

In all experiments, we fix the patch size parameter to s = 5, correspondingto a 5 X 5
spatial neighborhood around each target pixel. This choice balances two key
considerations:

(i) it provides sufficient spatial context to enhance classification performance, and

(ii) it aligns with the common assumption in hyperspectral imaging literature [39] that, for
the majority of pixels, the surrounding spatial neighborhood is homogeneous in terms of
class membership. This assumption is particularly reasonable in high-resolution
hyperspectral images where material regions are relatively large compared to the patch
size.

While conventional deep learning architectures—such as the CNN model proposed in [29]
—have demonstrated near-perfect classification performance on standard hyperspectral
datasets under conditions of abundant labeled training data, the present study
deliberately adopts a different experimental approach. Specifically, we constrain the
number of training samples made available to each model during the learning phase. This
design choice reflects a critical and often encountered challenge in real-world scenarios:
the scarcity of labeled data.

In many practical applications, particularly in the domain of hyperspectral image
classification, the collection and annotation of ground truth labels is a labor-intensive and
costly process, often requiring expert domain knowledge. As a result, training data are
typically limited in quantity, especially in applications involving remote sensing,
environmental monitoring, and precision agriculture. Therefore, it becomes essential to
evaluate the ability of learning models not only to perform well under ideal conditions but
also to generalize effectively from small training sets.

By restricting the number of training samples in our experiments, we aim to assess the
data efficiency and robustness of the proposed Rank-R FNN architectures in comparison
to conventional models. This allows us to investigate their performance in low-data
regimes, which are more reflective of realistic operational constraints, and to determine
their suitability for deployment in practical, resource-constrained hyperspectral
classification tasks.

To systematically evaluate the performance of the proposed tensor-based model under
limited data availability, our experimental protocol involves varying the number of labeled
samples per class used during training. This approach enables us to analyze the model’s
behavior and generalization capacity across different data scarcity scenarios, which are
representative of real-world hyperspectral classification challenges.

Specifically, for each experiment, we randomly select a fixed number of training samples

a per class from the available labeled dataset. The remaining labeled samples are
reserved exclusively for testing, ensuring a clear separation between training and
evaluation phases. In this study, we consider two representative values for \alpha, namely
a = 10 and a = 50, corresponding to low and moderate training data regimes,
respectively. These settings are chosen to reflect common limitations in hyperspectral
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image classification tasks, where acquiring even a few tens of labeled instances per class
can be non-trivial.

In the case of classes that contain fewer than «a labeled instances— particularly relevant in
datasets with class imbalance or rare categories—we adopt a proportional sampling
strategy. Specifically, for such underrepresented classes, we randomly select
approximately 50% of the available labeled samples for training, with the remainder
allocated to the testing set. This ensures that no class is excluded from training due to
insufficient samples while maintaining the integrity of the evaluation process. By
employing this sampling strategy across multiple training regimes, we are able to
rigorously assess the robustness, adaptability, and data efficiency of the proposed Rank-
R FNN model under varying conditions of training data scarcity.

In addition to evaluating classification performance under varying training data regimes,
we further investigate the robustness of the proposed and baseline models to the
presence of noise in the input data. Robustness to noise is a critical aspect of model
performance, particularly in hyperspectral image classification, where sensor
imperfections, atmospheric interference, and environmental variability can introduce
significant noise into the captured spectral signatures.

To simulate such adverse conditions, we introduce additive white Gaussian noise into the
hyperspectral data. Specifically, we add noise at a fixed level corresponding to 20% of
the signal amplitude to every spectral band of each pixel in the dataset. This perturbation
is applied uniformly across all spectral dimensions, thereby modeling a common type of
signal degradation encountered in remote sensing applications. The objective is to assess
each model’s ability to maintain high classification performance in the presence of
substantial spectral distortion.

Given the inherent randomness associated with the partitioning of the datasets into
training and testing subsets, particularly under small sample settings, we adopt a
statistically rigorous evaluation protocol. Each experiment is independently repeated ten
times, with a new random split of the training and testing sets for each run. This repeated
sampling allows us to account for performance variability due to data partitioning and
provides a more reliable assessment of model stability and generalization.

For each experimental configuration, we report the mean classification accuracy and the
corresponding standard deviation computed across the ten runs. These statistical
measures offer insights into both the average performance and the consistency of each
model when exposed to noisy data and limited supervision.

In this study, the holdout cross-validation scheme has been adopted as our primary
evaluation protocol, rather than employing the more comprehensive K-fold cross-
validation method, which is widely regarded for its effectiveness in estimating the
generalization performance of machine learning models. While K-fold cross-validation is a
standard and powerful technique for approximating the true error of a model by averaging
results over multiple data partitions, its application is not suitable in the context of our
experiments for specific and justified reasons.

The primary limitation arises from the inherent class imbalance present in the
hyperspectral datasets used in this study. In particular, the number of labeled samples
varies significantly across classes, with some classes being substantially
underrepresented. This imbalance imposes a constraint on the feasibility of uniformly
partitioning the dataset into K equal subsets while maintaining adequate representation of
each class within every fold. As a result, applying K-fold cross-validation would lead to
folds where certain minority classes are either severely under-sampled or entirely absent,
thereby introducing bias and reducing the reliability of performance estimates.
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Moreover, attempting to address this issue by selecting a different value of K for each
dataset, tailored to the minimum number of samples in the smallest class, would lead to
inconsistent evaluation protocols and comparability issues across datasets. Therefore, to
ensure a fair and coherent experimental framework, we opt for the holdout validation
approach, wherein the dataset is randomly partitioned into mutually exclusive training and
testing subsets according to the sampling strategy described in previous sections.

This approach enables us to preserve class representation in both subsets and maintain
control over the distribution of training samples per class. Although holdout validation
provides a single estimate of model performance per split, we mitigate the potential
variance introduced by random partitioning by repeating each experiment multiple times
with different random splits and reporting averaged performance metrics, as discussed
earlier. This strategy offers a practical and statistically sound compromise given the
constraints imposed by the data characteristics.

3.5.2 Results

In this section, we present a comprehensive evaluation of the classification performance
of the proposed Rank-R Feedforward Neural Network (Rank-R FNN) models across the
employed hyperspectral datasets. The analysis includes a direct comparison with the
state-of-the-art convolutional neural network (CNN) architecture introduced in [29], which
serves as a strong baseline in hyperspectral image classification tasks. This comparative
assessment aims to highlight the strengths and limitations of the Rank-R FNN models in
relation to a well-established deep learning method.

The evaluation is structured into two distinct parts.

In the first subsection, we focus on the performance of all models under ideal conditions
—specifically, when trained and tested on noise-free data. This setup allows us to isolate
the models’ intrinsic learning capabilities and compare their effectiveness in capturing
spectral-spatial features from clean hyperspectral inputs under varying training data
regimes.

In the second subsection, we extend the evaluation to consider more realistic and
challenging conditions by introducing controlled noise into the input data. Here, we
investigate the robustness of the models by analyzing their performance in the presence
of additive white Gaussian noise. This analysis is essential for understanding the
resilience of each architecture to data degradation, a common issue in real-world remote
sensing scenarios where sensor noise and environmental interference are often
unavoidable.

Together, these evaluations offer a holistic view of the capabilities of Rank-R FNNs,
highlighting not only their accuracy under clean data conditions but also their
generalization and robustness in noisy environments.

Model’s Performance Evaluation on Noisy-Free Data

For Rank-R FNN we used five different values for R€{1,2,3,4,5} and denote the

respective classifiers as Rank-1 FNN, Rank-2 FNN, Rank-3 FNN, Rank-4 FNN and
Rank-5 FNN.
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Figure 2: The classification accuracy and standard deviation on the test set of the proposed Rank-R
model versus different epochs

Figure 2 presents the classification accuracy of the proposed Rank-R Feedforward Neural
Network (Rank-R FNN) models as a function of the number of training epochs across the
three benchmark hyperspectral datasets: Botswana, Pavia University, and Indian Pines.
The performance curves correspond to different tensor rank configurations R, and the
average classification accuracy over 10 independent runs is reported for each case. To
visualize the variability in model performance due to random initialization and data
sampling, the standard deviation of accuracy across runs is depicted as a shaded region
surrounding each accuracy curve, using the same color as the corresponding mean
curve. As evidenced in the figure, all Rank-R FNN models demonstrate rapid
convergence, achieving stable classification performance in fewer than 20 training epochs
for all datasets. This indicates that the proposed architecture is computationally efficient
and capable of extracting discriminative spectral-spatial features from high-dimensional
hyperspectral data in a short training period. The convergence behavior is consistent
across different datasets and rank settings, suggesting robustness in the optimization
dynamics of the Rank-R models.

Furthermore, the results highlight that the choice of rank R in the tensor decomposition
has a moderate but non-negligible influence on final classification performance. The
optimal rank configuration appears to be dataset-dependent, reflecting the varying
structural and spectral complexity of the scenes. Specifically, for the Botswana and Indian
Pines datasets, the highest classification accuracy is consistently achieved when the rank

is set to R = 1, indicating that a lower-rank approximation suffices to capture the relevant
spectral-spatial patterns. In contrast, for the Pavia University dataset, the best

performance is observed when R = 4, suggesting that this dataset benefits from a
higher-rank representation, likely due to its more complex urban scene structure and
greater intra-class variability.

These observations underscore the importance of tailoring the tensor rank to the
characteristics of the dataset in order to maximize the effectiveness of Rank-R FNNs in
hyperspectral image classification tasks.
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Figure 3: Comparative performance as fas as classification accuracy on test set is concerned
between the proposed RANK-R FNN model and the state of the art CNN based network of [29].
(top) The case of a=10 samples per training class for the Botwana, Pavia University and the Indian
Pines dataset respectively. (botttom) The case of a=50 samples per training class for the Botswana,
Pavia University and the Indian Pines dataset respectively.

Figure 3 provides a detailed comparative analysis of the classification performance
between the proposed Rank-R Feedforward Neural Network (Rank-R FNN) model and the
state-of-the-art convolutional neural network (CNN) architecture introduced in [29]. The
results are presented in terms of classification accuracy as a function of the number of
training epochs under two different training regimes, characterized by the number of

training samples per class (a). Specifically, Figure 3 (top) corresponds to the case where
a = 10, representing a highly data-constrained setting, while Figure 3 (bottom) illustrates

the scenario with a = 50, where more labeled samples are available for training.
In these experiments, the optimal rank values identified in earlier analyses (see Figure 2)

are employed: R = 1 for the Botswana and Indian Pines datasets, and R = 4 for the
Pavia University dataset. These values were selected based on their ability to yield the
highest classification accuracy across respective datasets and are thus used here to
ensure a fair and representative comparison.

The results demonstrate several notable trends.

First, the proposed Rank-R FNN models consistently exhibit faster convergence rates
across all datasets and training regimes when compared to the CNN model of [29].
Specifically, Rank-R FNNs reach near-optimal classification accuracy within significantly
fewer epochs, highlighting their computational efficiency and suitability for applications
with limited training time or resources.

Second, the Rank-R FNN models display markedly lower standard deviation in
classification accuracy across the ten experimental runs. This reduced variability indicates
higher model stability and robustness to different training/testing splits and initialization
conditions. Such robustness is particularly valuable in practical settings where training
data may be scarce and noisy.
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Moreover, the superiority of the Rank-R FNN models becomes even more pronounced

under severe training data limitations. In the @ = 10 setting, the proposed models not
only outperform the CNN in terms of average accuracy but also maintain more consistent
results across runs. In contrast, the CNN architecture demonstrates increased sensitivity
to limited training data, as evidenced by the elevated standard deviation of accuracy,
particularly for the Indian Pines dataset. This behavior suggests that the Rank-R FNN
architecture is better suited for small-sample learning, likely due to its parameter-efficient
structure and inherent ability to model multi-dimensional correlations in hyperspectral
data more effectively.

In summary, Figure 3 underscores the advantages of the proposed Rank-R FNN models
in terms of convergence speed, classification accuracy, and robustness, especially in low-
data regimes where traditional CNN architectures tend to exhibit reduced performance
and higher variability.

Indian Pines Botswana Pavia Uni.

EPOCHS=50

Rank-1 FNN 64.24 + 2.00 91.73+0.61 68.92+3.00
Rank-2 FNN 62.02 + 3.25 91.36+1.76 70.66+1.88
Rank-3 FNN 62.36 + 2.30 91.50+1.23 69.90+5.16
Rank-4 FNN 59.68 & 3.97 90.59+1.34 71.93+1.43
Rank-5 FNN 60.31 + 4.36 92.144+1.79 72.37+3.20
CNN 47.36 £+ 26.5 54.03+13.2 52.36+10.4
EPOCHS=500

Rank-1 FNN 65.28 +2.12 93.80+0.60 70.03+2.59
Rank-2 FNN 61.29 +£1.55 92.324+0.83 72.86+1.91
Rank-3 FNN 62.87 + 3.24 92.97+1.44 69.13+4.52
Rank-4 FNN 60.80 + 4.22 92.57+1.18 74.00+1.02
Rank-5 FNN 60.23 £+ 2.32 93.33+0.86 72.72+3.22
CNN 69.62 + 14.8 89.99+4+2.81 72.18+2.85

Table 1: Average classification accuracy and standard deviation (%) on test set in
case of no noise and 10 samples per class

Table 1 summarizes the classification performance of the proposed Rank-R Feedforward
Neural Network (Rank-R FNN) models across the three benchmark hyperspectral
datasets—Botswana, Pavia University, and Indian Pines—under a low-data training
regime. Specifically, the table reports the average classification accuracy along with the
corresponding standard deviation on the test sets, computed over ten independent
experimental runs. These metrics provide a comprehensive view of both the effectiveness
and stability of each model configuration. The results are presented for multiple values of

the rank parameter R € {1,2,3,4,5}, enabling an evaluation of the sensitivity of the
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Rank-R FNN’s performance to the chosen decomposition rank. For comparative
purposes, the performance of the baseline convolutional neural network (CNN) model
proposed in [29] is also included. This comparison highlights the competitiveness of the
Rank-R FNN framework against a widely adopted deep learning architecture, particularly
under constrained training conditions.

To further assess model behavior over time, results are reported for two different training
durations: 50 and 500 epochs. This dual-timescale evaluation allows us to examine not
only early-stage convergence characteristics but also long-term performance stability and
generalization. It also provides insight into how quickly each model achieves optimal
performance, which is critical in scenarios with limited computational resources.
Importantly, all experiments were conducted with a fixed number of training samples per

class, specifically @ = 10, to simulate a realistic and challenging small-sample setting.
This choice reflects common constraints in hyperspectral image classification tasks,
where labeled data are expensive and time-consuming to acquire. By maintaining this
low-sample regime across all configurations, the results in Table 1 offer a consistent and
rigorous assessment of model robustness and efficiency under practical conditions.
Overall, the tabulated results enable a detailed analysis of how the proposed Rank-R FNN
architecture scales with the rank parameter, how it compares with an established CNN-
based method, and how its performance evolves with additional training epochs—all
within the context of data scarcity and model efficiency.

As shown in Table 1, the proposed Rank-R Feedforward Neural Network (Rank-R FNN)
model demonstrates competitive and, in some cases, superior classification performance
compared to the reference CNN architecture [29] across the evaluated datasets.
Specifically, for the Botswana and Pavia University datasets, the Rank-R FNN achieves
higher classification accuracy than the CNN baseline by approximately 3.8% and 1.8%,
respectively. These improvements are particularly noteworthy given the limited training

data scenario (@ = 10 samples per class), underscoring the effectiveness of the Rank-R
FNN in small-sample learning environments. In contrast, for the Indian Pines dataset, the
Rank-R FNN model yields a classification accuracy that is approximately 4.3% lower than
that of the CNN model. This relative underperformance may be attributed to the particular
spectral-spatial characteristics of the Indian Pines data, which might favor deeper or
more spatially expressive architectures like CNNs in certain configurations. Nevertheless,
even in this less favorable case, the Rank-R model maintains a high degree of stability
and consistency across runs.

Crucially, a key advantage of the Rank-R FNN over the CNN model lies in its significantly
lower variance in classification accuracy. Across all datasets, the standard deviation of
the Rank-R FNN is substantially smaller than that of the CNN, indicating improved
robustness to stochastic variations such as random initialization, sample selection, and
training dynamics. Quantitatively, for the Pavia University dataset, the Rank-R model’s
standard deviation is approximately 1.8 times lower than that of the CNN (1.02 vs. 2.85).
For the Botswana dataset, this difference is even more pronounced, with the standard
deviation of Rank-R FNN being approximately 3.6 times smaller (0.60 vs. 2.81). The most
significant reduction is observed for the Indian Pines dataset, where the standard
deviation of the proposed model is approximately 6.0 times smaller than that of the CNN
(2.12 vs. 14.8).

These findings emphasize the stability and reliability of the Rank-R FNN architecture,
especially under conditions of limited training data. While absolute performance may vary
across datasets, the consistent reduction in variance suggests that the Rank-R FNN
offers a more predictable and repeatable classification framework—an essential quality
for real-world applications where reproducibility and robustness are critical.
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Indian Pines Botswana Pavia Uni.

Rank-1 FNN ~ 17K ~ 13K ~ 10K
Rank-2 FNN ~ 33K ~ 24K ~ 18K
Rank-3 FNN ~ 49K ~ 36K ~ 26K
Rank-4 FNN ~ 64K ~ 48K ~ 35K
Rank-5 FNN ~ 80K ~ H9K ~ 43K
CNN ~ 700K ~ 625K ~ ST0K

Table 2: Number of trainable parameters for each model.

Table 2 provides a detailed comparison of the number of trainable parameters required by
the proposed Rank-R Feedforward Neural Network (Rank-R FNN) models and the
baseline Convolutional Neural Network (CNN) architecture introduced in [29], across the
three benchmark hyperspectral datasets: Indian Pines, Pavia University, and Botswana.
The comparison focuses particularly on the Rank-1 variant of the Rank-R FNN, which
represents the most parameter-efficient configuration within the Rank-R family.

As observed, the CNN model exhibits a significantly higher parameter count relative to
the Rank-1 FNN. Specifically, for the Indian Pines dataset, the CNN architecture requires
approximately 41 times more trainable parameters than the Rank-1 FNN. For the Pavia
University dataset, this ratio increases to approximately 48 times, and for the Botswana
dataset, it reaches a maximum of 57 times more parameters. These substantial
differences underscore the computational and memory efficiency of the Rank-1 FNN
model. This dramatic reduction in parameterization has critical implications for both
training and deployment. First, it facilitates faster training times and lower memory
consumption, making the Rank-R FNN model particularly suitable for resource-
constrained environments, such as embedded systems or edge computing scenarios.
Second, models with fewer parameters are generally less prone to overfitting—especially
in small-sample learning settings—thereby enhancing generalization performance when
only limited labeled data are available, as is often the case in hyperspectral image
classification tasks.

In summary, the results in Table 2 highlight the efficiency of the proposed Rank-R FNN
architecture in terms of model complexity. The fact that it can achieve competitive or
superior classification performance with a fraction of the parameters used by a state-of-
the-art CNN model validates its suitability for hyperspectral data analysis and other
applications involving high-dimensional tensor representations.

To rigorously assess whether the observed differences in classification performance
between the proposed Rank-R FNN models and the baseline CNN model are statistically
significant, we conducted a series of hypothesis-driven statistical tests. The aim was to
determine whether the Rank-R FNN models offer a measurable advantage (or
disadvantage) over the CNN across the three benchmark hyperspectral datasets. For
each dataset, we performed pairwise significance testing between the CNN and each
Rank-R FNN variant. The null hypothesis in each case was that there is no statistically
significant difference in the classification performance between the two models—that is,
both classifiers achieve results drawn from the same underlying distribution.
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As a preliminary step, we assessed whether the distribution of classification accuracies
for each model satisfied the assumption of normality, using the Shapiro-Wilk test. This
test evaluates the null hypothesis that the sample originates from a normally distributed
population. For model pairs where both distributions passed the normality test (at a

standard significance level, typically a = 0.05), we subsequently applied Levene’s test to
evaluate the homogeneity of variances. Levene’s test assesses whether the performance
variances of the two models can be assumed equal, a prerequisite for choosing the
appropriate form of the t-test.

Based on the outcome of Levene’s test, we proceeded with either the standard
independent samples t-test (if equal variances were assumed) or Welch’s t-test (if the
equal variance assumption was violated). These parametric tests were used to determine
whether the difference in mean classification accuracy between the CNN and the Rank-R
FNN was statistically significant. In cases where the Shapiro-Wilk test indicated that the
performance data did not follow a normal distribution, we employed the non-parametric
Mann-Whitney U test. This test does not assume normality and instead evaluates
whether the performance scores from the two models are drawn from populations with
the same distribution.

By adopting this comprehensive testing framework—normality testing, variance testing,
and application of the appropriate parametric or non-parametric statistical test—we
ensured that all inferences regarding the comparative performance of the models are both
statistically sound and methodologically robust. This multi-stage procedure allows for a
more nuanced interpretation of performance differences, beyond what average
classification accuracy alone can reveal.

Based on the results obtained from the appropriate statistical tests—either the
independent samples t-test (or its Welch variant) or the Mann-Whitney U test—we
evaluated the null hypothesis that the proposed Rank-R FNN models and the CNN model
of [29] exhibit statistically equivalent classification performance. All statistical tests were

conducted at a significance level of 5% (@ = 0.05). The metric used for the hypothesis
testing was the classification accuracy computed on the test set, and for each model-
dataset pair, the statistical comparison was performed using a sample size of 10—
corresponding to the number of repeated experimental runs performed to account for
randomness due to training/testing splits and stochastic training dynamics.

We denote the null hypothesis for each comparison as Hrgnk-R, Which states that there
is no significant difference in classification performance between the Rank-R FNN model
and the CNN. Table 3 summarizes the outcomes of these hypothesis tests across all
datasets and experimental configurations.

When trained for 50 epochs with 50 samples per class, the results show that all Rank-R
FNN models significantly outperform the CNN across all three datasets (Indian Pines,
Pavia University, and Botswana), as the null hypothesis was rejected in all cases. This
demonstrates the effectiveness of the proposed tensor-based architecture in moderately
sized sample settings with limited training duration.

Under more challenging training conditions—specifically, 50 epochs and only 10 samples
per class—the Rank-R FNN models continued to demonstrate statistically superior
performance compared to the CNN on the Botswana and Pavia University datasets.
However, for the Indian Pines dataset, the null hypothesis could not be rejected. This
result is attributed to the high variability (i.e., large standard deviation) in CNN
performance across different runs, which diminishes the statistical power to detect a
difference in means, even when one may exist. When the number of training epochs was
increased to 500, we observed that the models had largely converged. In this regime, for
10 samples per class, the performance difference between the CNN and Rank-R FNN
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models was no longer statistically significant for most configurations, with the exception
of the Rank-1 FNN on the Botswana dataset, where the performance advantage remained
statistically significant. For the case of 50 samples per class, the Rank-R FNN models
with ranks R = 1, 3, and 4 continued to demonstrate statistically superior performance
over the CNN on the Botswana dataset. Conversely, for the Pavia University dataset, the
performance difference was not statistically significant for any of the Rank-R FNN
variants. Interestingly, for the Indian Pines dataset, the CNN significantly outperformed
the Rank-R FNN models with ranks R = 1, 2, and 3, which may reflect the particular
spectral and spatial characteristics of that dataset, or the CNN’s better adaptation to its
structure in the high-epoch regime.

These findings illustrate the nuanced performance landscape across datasets and training
configurations, and they underscore the importance of statistical validation in
performance comparisons. The significance tests confirm that while Rank-R FNN models
are generally competitive—and in many cases superior—under limited-resource training
scenarios, there remain specific cases where the CNN model performs better, particularly
after extensive training or in datasets where its convolutional structure may better exploit
the data characteristics.

Indian Pines Botswana Pavia Uni.
Samples/Class 10 50 10 50 10 50
EPOCHS=50
HRrank—1 0.072 — 0.002 0.004 — 0.006 0.030 — 0.001
Hronk—2 0.072 — 0.001 0.004 — 0.001 0.023 — 0.001
Hraonk—3 0.072 — 0.003 0.004 — 0.001 0.024 — 0.001
HRraonk—4 0.072 — 0.002 0.005 — 0.001 0.019 — 0.001
HRraonk—5 0.072 — 0.002 0.006 — 0.001 0.015 — 0.001
EPOCHS=500
Hronk—1 0.201 — 0.001 0.047 — 0.001 0.297 — 0.562
HRraonk—2 0.148 — 0.001 0.176 — 0.074 0.701 — 0.541
Hraonk—3 0.499 — 0.001 0.109 — 0.004 0.292 — 0.785
Hprank—a 0.148 — 0.011 0.148 — 0.008 0.283 — 0.269
Hraonk—5 0.072 — 0.005 0.075 — 0.223 0.801 — 0.628

10-50 samples per class.
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Model’s Performance Evaluation on Noisy Data Inputs

In the second set of experiments, we evaluate models’ performance in noisy input

datasets.
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Figure 4: The performance in terms of classification accuracy and standard deviation on the test
sets of the proposed Rank-R model versus different epochs in case of a noise of 20%.

Figure 4 presents the evolution of classification accuracy on the test sets as a function of

the number of training epochs for different values of the rank parameter R € {1,2,3,4,5}.
The results are reported for the three benchmark hyperspectral datasets—Botswana,
Pavia University, and Indian Pines. For each configuration, the mean classification
accuracy was computed over 10 independently executed runs to account for variability
due to random initialization and dataset partitioning. The standard deviation across these
runs is visually represented as a shaded region surrounding each accuracy curve,
corresponding to one standard deviation above and below the mean. The plots clearly
indicate that the proposed Rank-R FNN models exhibit fast convergence behavior, with
classification performance stabilizing within the first 20 epochs across all values of R and
all datasets considered. This rapid convergence highlights the efficiency of the Rank-R
FNN architecture in learning discriminative features, even in low-data regimes.

Furthermore, the impact of the rank parameter R on classification performance appears to
be dataset-dependent. Specifically, for the Botswana dataset, the highest classification

accuracy is achieved when R = 1, suggesting that a low-rank decomposition is sufficient
to capture the underlying data structure in this case. Conversely, for the Pavia University

and Indian Pines datasets, the best results are obtained when R = 2, implying that a
slightly more expressive decomposition improves the model’s ability to represent the
complex spatio-spectral patterns present in these scenes.

Overall, the experimental results presented in Figure 4 reinforce two important
observations: (i) the proposed Rank-R FNN models are capable of achieving high
classification performance with minimal training effort, and (i) selecting an appropriate
value of R can significantly influence classification accuracy and should be considered a
critical hyperparameter to tune, depending on the dataset characteristics.
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Figure 5: Comparative performance of the proposed Rank-R model and the state of the art CNN-
based network of [12].

Figure 5 provides a comparative analysis between the proposed Rank-R FNN models and
the state-of-the-art CNN architecture from [29], under varying levels of input noise. For
this evaluation, we selected the optimal rank values identified in prior experiments (see

Figure 4): specifically, R =1 for the Botswana dataset, and R =2 for the Pavia
University and Indian Pines datasets. The plots illustrate the average classification
accuracy on the test sets as a function of the number of training epochs. Additionally, the
standard deviation computed across 10 independent experimental runs is depicted as a
shaded area surrounding each accuracy curve, offering insight into the variability and
stability of the models.

As evident from the figure, the proposed Rank-R FNN consistently demonstrates high
classification accuracy even in the presence of additive white Gaussian noise. This result
underlines the inherent robustness of the Rank-R model to noisy input data—a crucial
characteristic for real-world applications where sensor noise and environmental variability
are often unavoidable. More specifically, while both the Rank-R FNN and the CNN models
experience some performance degradation as noise is introduced, the Rank-R FNN
maintains a relatively stable accuracy curve with significantly lower standard deviations
across all datasets. This observation suggests that the Rank-R architecture is not only
more resilient to noise but also less sensitive to fluctuations resulting from different
initialization states or training data partitions.

In contrast, the CNN model of [29] exhibits greater sensitivity to noise, with a more
pronounced decline in classification accuracy as the noise level increases. This behavior
can be attributed to the high representational capacity of convolutional networks, which,
while powerful, may also lead to overfitting small perturbations in the input—especially
when trained on limited or noisy data. Overall, the experimental findings summarized in
Figure 5 support the conclusion that the Rank-R FNN offers a more stable and noise-
resilient alternative to conventional CNN architectures, particularly in the context of
hyperspectral image classification where data dimensionality is high and training samples
are often limited.
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Indian Pines Botswana Pavia Uni.

EPOCHS=50

Rank-1 FNN 61.10 4+ 2.54 92.40+1.59 72.214+3.46
Rank-2 FNN 61.82 4+ 2.72 93.44+4+0.77 T73.67+3.16
Rank-3 FNN 61.92 4+ 2.15 91.75+2.31 69.87+3.25
Rank-4 FNN 60.80 4 2.49 91.984+0.88 71.07+2.66
Rank-5 FNN 60.79 4+ 2.35 92.63+0.96 69.294+5.62
CNN 39.64 £+ 10.5 58.73+10.2 54.58+6.79
EPOCHS=500

Rank-1 FNN 60.33 +2.73 94.424+0.74 72.434+4.23
Rank-2 FNN 61.38 4+ 2.89 93.82+4+0.47 73.9445.33
Rank-3 FNN 59.67 £+ 2.83 03.62+1.99 71.88+2.88
Rank-4 FNN 60.70 & 3.46 93.984+0.92 71.364+0.78
Rank-5 FNN 61.24 4+ 3.11 92.41+1.48 70.10+5.68
CNN 59.78 + 2.74 91.12+1.69 69.99+1.99

Table 4: Average classification accuracy and standard deviation (%) on test sets in
case of 20% noise and 10 samples per class

Table 4 reports the classification accuracy results obtained on the test sets for both the
proposed Rank-R FNN models and the benchmark CNN model [29], under the presence
of additive white Gaussian noise at a level of 20%. The results are provided for two
training regimes, consisting of 50 and 500 training epochs, respectively. This comparative
analysis highlights not only the performance robustness of the proposed Rank-R models
in noisy environments but also their efficiency in terms of parameter usage (as quantified
in Table 2).

As observed, the Rank-R FNN consistently outperforms the CNN model across all
examined datasets and training durations. Notably, this improved performance is
achieved despite the Rank-R models utilizing substantially fewer trainable parameters—
by factors of 41 to 57 times depending on the dataset—underscoring the model’s
computational efficiency and compactness. Specifically, for the Pavia University dataset,
the Rank-R FNN demonstrates a 3.9% higher classification accuracy than the CNN after
500 training epochs. The performance gain becomes even more pronounced under a
limited training regime: after only 50 epochs, the Rank-R model achieves a remarkable
19.1% improvement in classification accuracy. Similarly, for the Botswana dataset, the
Rank-R FNN surpasses the CNN by 3.3% after 500 epochs, and by a substantial 33.9%
after 50 epochs. In the case of the Indian Pines dataset, the performance advantage is
more modest after 500 epochs (1.6%), but increases significantly to 22.2% after 50
epochs.

These results strongly indicate that the Rank-R FNN not only generalizes better in noisy
data settings but also converges much more rapidly than the CNN model. This rapid
convergence, coupled with the model’s parameter efficiency and robustness to noise,
reinforces the practical advantages of the proposed architecture —particularly in scenarios
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where computational resources are constrained and high-dimensional, noise-corrupted
data must be processed effectively.

In contrast to convolutional neural networks (CNNSs), the proposed tensor-based Rank-R
FNN models exhibit a marked robustness to input noise, as evidenced by their stable
performance across varying levels of additive white noise. One of the primary factors
contributing to this robustness is the significant reduction in the number of trainable
parameters, which inherently mitigates the risk of overfitting. By constraining the model
complexity through low-rank tensor representations, the Rank-R FNN models maintain
generalization capability even in the presence of corrupted or noisy data.

Empirical results from our experiments demonstrate that the classification accuracy of the
Rank-R FNN models remains consistently high, with minimal variance, when subjected to
increasing noise levels. In contrast, the CNN model’s performance deteriorates more
rapidly under the same conditions. This behavior can be attributed to the high
representational capacity of CNNs, which, while advantageous for learning complex
patterns, also makes them more prone to overfitting minor perturbations such as noise—
especially in low-data regimes. Moreover, across all datasets examined, the Rank-R FNN
not only sustains its classification performance in noisy settings but, in several cases,
surpasses the CNN in accuracy under the same noise conditions. These findings strongly
support the conclusion that the proposed Rank-R FNN models are inherently more noise-
tolerant and robust than their CNN counterparts. This robustness, combined with
computational efficiency and faster convergence, positions Rank-R FNNs as a highly
effective and practical alternative for classification tasks involving high-dimensional,
noise-prone data such as hyperspectral imagery.

3.7 Final Summary

In this chapter, we introduce the Rank-R Feedforward Neural Network (Rank-R FNN), a
novel tensor-based nonlinear classification model that leverages a low-rank canonical
polyadic (CP) decomposition of its weight parameters connecting the input layer to the
first hidden layer. This structured decomposition imposes a multilinear constraint on the
weight tensors, effectively reducing the number of trainable parameters and promoting
computational efficiency. By varying the rank R of the decomposition, one can control the
representational capacity of the model, thereby introducing a principled form of
regularization that enhances generalization and mitigates overfitting, particularly in low-
data regimes. From a theoretical standpoint, we established that Rank-R FNNs retain the
universal approximation property when the number of hidden neurons is allowed to grow
unbounded. Furthermore, under fixed-rank and finite-width assumptions, the class of
functions implemented by Rank-R FNNs remains learnable, which underscores the
model’s theoretical soundness and practical viability.

We conducted a comprehensive empirical evaluation using three publicly available
hyperspectral image datasets—Indian Pines, Pavia University, and Botswana—each
characterized by high-dimensional input data. The experimental results consistently
demonstrate that the Rank-R FNN models achieve strong classification performance even
when trained with a limited number of samples per class. The models exhibit high
robustness to additive noise, evidenced by stable accuracy and significantly lower
variance across multiple runs when compared to a benchmark CNN model. Moreover,
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Rank-R FNNs converge rapidly during training, typically requiring fewer epochs to reach
optimal performance. These findings confirm the effectiveness of the proposed model in
real-world scenarios involving high-order, noise-prone data and limited training
annotations.

In particular, the main conclusion are the following :

- The proposed Rank-R FNN model offers a highly compact representation of the
learnable parameters when compared to conventional convolutional neural network
(CNN) architectures, such as the benchmark model presented in [12]. This efficiency
stems from the CP decomposition imposed on the input-to-hidden layer weights,
which significantly reduces the number of trainable parameters without compromising
the model’s expressive capacity. Quantitative comparisons reveal that the parameter
savings are substantial. Specifically, for Rank-1 FNN, the total number of trainable
parameters is approximately 41 times smaller than that of the CNN model on the
Indian Pines dataset. Similarly, the reduction factors are 48 and 57 for the Pavia
University and Botswana datasets, respectively. These reductions highlight the
scalability of the proposed Rank-R architecture, particularly in applications involving
high-order input data, such as hyperspectral imagery. The dramatic reduction in
parameter count not only reduces memory and computational requirements but also
contributes to the model’s enhanced generalization capability, especially in settings
with limited training data.

« One of the most prominent advantages of the proposed Rank-R FNN model is its
remarkably rapid convergence during training, especially when compared to traditional
convolutional neural network (CNN) architectures. Empirical evaluations across all
three benchmark hyperspectral datasets—Indian Pines, Pavia University, and
Botswana—demonstrate that the Rank-R FNN consistently achieves convergence
within fewer than 20 training epochs. This stands in stark contrast to the CNN model
of [29], which typically requires over 200 epochs to reach a similar level of
classification accuracy. This substantial difference in convergence behavior can be
attributed to the efficient parameterization of the Rank-R model, which significantly
reduces the number of trainable weights and facilitates faster optimization.
Furthermore, the tensor-based architecture of the Rank-R FNN allows it to effectively
capture both spatial and spectral correlations in hyperspectral data from the early
stages of training, thereby accelerating learning dynamics. The faster convergence not
only reduces training time and computational cost, but also enhances the model’s
applicability in real-time or resource-constrained environments.

+ A key aspect of model robustness is the consistency of its performance across
multiple independent executions. In this regard, the proposed Rank-R FNN model
exhibits significantly lower variability in classification accuracy compared to the
conventional CNN architecture. Specifically, when evaluated over ten independent
runs, the standard deviation of the classification accuracy achieved by the Rank-R
FNN is markedly smaller than that of the CNN across all three hyperspectral datasets.
In the case of noise-free input data, the Rank-R FNN achieves, on average, a 3.8-fold
reduction in standard deviation relative to the CNN, indicating a considerably more
stable and predictable behavior. This reduced variability underscores the model’s
robustness to random factors involved in training, such as weight initialization and
data sampling. Furthermore, when white noise is introduced into the input data (e.g.,
20% per spectral band), the Rank-R FNN continues to outperform the CNN in terms
of stability, achieving an average improvement of approximately 20% in standard
deviation across the evaluated datasets. These findings suggest that the Rank-R FNN
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not only performs competitively or better in terms of accuracy but also delivers more
consistent results, which is a desirable property in practical applications where
repeatability and reliability are crucial. The improved stability is likely due to the
parameter-efficient design of the model and the inherent regularization effect induced
by the low-rank tensor decomposition.

The proposed Rank-R FNN model demonstrates strong robustness in the presence of
noisy input data, maintaining both a fast convergence rate and high classification
accuracy under various levels of noise contamination. Specifically, even when white
noise is artificially introduced to each spectral band of the hyperspectral data (e.g., at
a level of 20%), the Rank-R FNN converges reliably in fewer than 20 training epochs
across all evaluated datasets—namely, Botswana, Pavia University, and Indian Pines.
This convergence behavior remains consistent regardless of the noise level,
underscoring the model’s efficiency and stability during training. In terms of
classification performance, the Rank-R FNN consistently outperforms the
conventional CNN architecture, when noisy inputs are used. This holds true both at
early stages of training (e.g., after 50 epochs) and after full convergence (e.g., 500
epochs). Notably, the performance gap between the Rank-R FNN and the CNN
widens as the level of input noise increases. This trend highlights the superior
generalization capability of the proposed model in the presence of data degradation, a
characteristic of critical importance in real-world hyperspectral imaging applications
where noise is often unavoidable due to sensor limitations or environmental
conditions. This robustness can be attributed to the tensor-based architecture of the
Rank-R FNN and the imposed low-rank CP decomposition on its weight parameters,
which together act as a form of structural regularization. This design reduces the
model’s susceptibility to overfitting spurious noise patterns, in contrast to CNNs,
which tend to overfit small-scale variations due to their high representational capacity.
Consequently, the Rank-R FNN not only retains its computational efficiency but also
achieves improved resilience to noise, making it a more reliable choice for
hyperspectral classification tasks in noisy environments.

The classification accuracy achieved by the proposed Rank-R FNN model
demonstrates statistically significant improvements over the conventional CNN model,
particularly when the number of available training samples per class is limited. For
instance, under the scenario of severely constrained supervision—specifically, 10
training samples per class and a training duration of 20 epochs—the Rank-R model
exhibits a consistent advantage in classification accuracy across most of the datasets
considered. This observation underscores the model’s effectiveness in small-sample
regimes, a critical challenge frequently encountered in hyperspectral image
classification. When the training procedure is extended to 500 epochs, the
performance gap between the Rank-R FNN and the CNN tends to narrow, as both
models reach convergence. Under these conditions and in the absence of noise, the
Rank-R FNN still outperforms the CNN on two out of the three datasets: by 3.8% on
the Botswana dataset and by 1.8% on the Pavia University dataset. The only
exception is the Indian Pines dataset, where the CNN achieves a marginally better
accuracy—exceeding the Rank-R model by 4.3%. These results indicate that while
the CNN may eventually match or surpass Rank-R FNN performance under ideal
(noise-free) conditions and prolonged training, the Rank-R model retains competitive
accuracy with significantly fewer training iterations. Furthermore, when white noise is
introduced at a level of 20% across all spectral bands—simulating degraded real-
world input conditions—the superiority of the Rank-R FNN becomes even more
pronounced. In such noisy settings, the proposed model consistently outperforms the
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CNN across all three datasets, regardless of the training duration. Specifically, for the
Pavia University dataset, the Rank-R FNN achieves a 3.9% improvement in
classification accuracy over the CNN; for the Botswana dataset, the improvement is
3.3%; and for the Indian Pines dataset, it is 1.6%. These findings highlight not only the
enhanced generalization capacity of the Rank-R architecture under noise-corrupted
inputs but also its resilience and adaptability in practical classification tasks where
data quality cannot be guaranteed.
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4. Graph-Based Semi-Supervised Learning With
Tensor Embeddings for Hyperspectral Data
Classification

4 .1 Introduction

One of the central and enduring challenges in the field of Remote Sensing is the
classification of hyperspectral imagery (HSI), a task which involves assigning semantic
labels —typically material or land cover types—to individual pixels in hyperspectral
images. This task is commonly formulated as a supervised classification problem, wherein
the aim is to learn a predictive model that leverages both the spectral signatures and
spatial context of pixels to perform accurate classification. The hyperspectral data
inherently consists of hundreds of contiguous spectral bands, enabling fine-grained
discrimination of surface materials. However, the curse of dimensionality and the scarcity
of annotated training samples often hinder the performance of machine learning models
in practical scenarios. Although recent advancements in hyperspectral imaging
technologies, coupled with the proliferation of autonomous aerial platforms such as
drones and small satellites, have made the collection of high-resolution HSI data more
accessible, the annotation of such data remains a critical bottleneck. The process of
labeling hyperspectral data is not only labor-intensive and time-consuming, but also
requires domain expertise, as accurate ground truth labels typically demand field surveys
and in-situ validation. Consequently, publicly available hyperspectral datasets often
contain a limited number of labeled pixels, which severely restricts the training of high-
capacity models such as deep neural networks. To alleviate the dependency on large-
scale annotated datasets, two main research directions have emerged. The first line of
work seeks to develop fully supervised models that are sample-efficient, i.e., models that
can generalize well from limited labeled data. Such methods include regularized
classifiers, dictionary learning, and more recently, low-rank tensor-based neural networks
that exploit the underlying multi-way structure of hyperspectral data to reduce model
complexity and enhance generalization [62], [63].

The second line of research explores the semi-supervised learning (SSL) paradigm, which
integrates both labeled and unlabeled data during training to improve the model’s
predictive performance. SSL techniques such as graph-based methods, self-training, co-
training, and consistency regularization have shown considerable success in
hyperspectral image classification, especially under label-scarce scenarios [30], [64].
These approaches rely on the assumption that the unlabeled data can help uncover the
data manifold, thereby allowing the classifier to learn more discriminative decision
boundaries. The principal objective of this study is to explore the intersection of these two
research streams: semi-supervised learning frameworks and sample-efficient neural
network architectures. In particular, we investigate the synergy between graph-based SSL
techniques and a class of tensor-structured feedforward neural networks—namely the
Rank-R FNN model—which imposes a low-rank CP decomposition on the model
parameters to reduce redundancy and improve generalization. This integrated approach
aims to address the twin challenges of limited labeled data availability and high data
dimensionality, both of which are prominent in real-world hyperspectral imaging
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applications. By adopting a dual strategy that leverages the representational efficiency of
tensor decompositions and the structural information encoded in graph-based SSL, we
aim to push forward the current state of the art in HSI classification. Our empirical
evaluation across multiple publicly available hyperspectral datasets confirms the
robustness, convergence efficiency, and noise resilience of the proposed method,
particularly under constrained annotation conditions.

Graph-based semi-supervised learning (SSL) methods have emerged as a powerful class
of techniques for high-dimensional data analysis, particularly in scenarios where labeled
data is scarce but unlabeled data is abundant. These methods have gained considerable
attention due to their capability to capture the intrinsic geometric structure of complex
data manifolds [65]. In the context of SSL, data instances are typically represented as
nodes in a graph, with edges denoting pairwise affinities or similarities between them,
which are often computed based on a predefined kernel or distance function. The label
information is then propagated from labeled nodes to unlabeled ones under the
assumption that similar points are likely to share the same label, commonly referred to as
the manifold assumption. A notable advantage of graph-based SSL techniques lies in
their ability to utilize both the local and global structure of data through graph Laplacians,
spectral embeddings, and label propagation mechanisms. Methods such as label
propagation, graph transduction, Laplacian regularization, and graph convolutional
networks (GCNs) exemplify the breadth of this family [66], [67]. However, a critical
determinant of their performance is the quality of the initial data representations (or
embeddings) used to construct the graph. In particular, if the features used to define node
similarities are not sufficiently informative or discriminative, the resulting graph may not
reflect the true underlying data geometry, leading to ineffective or even misleading label
propagation. This dependency has motivated the integration of representation learning
techniques into graph-based SSL frameworks. In particular, tensor-based embedding
methods, grounded in multi-linear algebra, have shown strong potential in generating low-
dimensional yet structurally informative representations for high-order data such as
hyperspectral images. Techniques based on tensor decompositions, such as the
CANDECOMP/PARAFAC (CP), Tucker, and Tensor-Train (TT) models, have been widely
adopted to reduce data dimensionality while preserving the multi-modal structure inherent
in many real-world datasets [49], [44].

Tensor-based embeddings are particularly advantageous in small-sample learning
settings due to their ability to enforce low-rank structures, which act as implicit
regularizers, thereby mitigating overfitting. By modeling high-order interactions across
multiple dimensions (e.g., spectral, spatial, and temporal in hyperspectral data), tensor
decompositions uncover latent patterns that are often lost in traditional vector-based or
matrix-based representations. When such embeddings are used as the basis for
constructing similarity graphs in SSL frameworks, they significantly enhance the
discriminative power and stability of the learning process, even under data scarcity or
noise. Moreover, several recent studies have explored the use of deep tensor embedding
networks, which combine the expressive capacity of deep learning with the structured
inductive bias of tensor decompositions, further boosting performance in classification
tasks involving high-order data [68].

In summary, the synergy between graph-based SSL and tensor-based embeddings
provides a promising direction for high-dimensional data classification, particularly in
domains like hyperspectral imaging, where labeled data is limited, and exploiting
structural information is crucial. This study builds upon this synergy, exploring how Rank-
R tensor decompositions can be used to generate embeddings that not only improve
graph construction but also enhance overall classification accuracy in SSL settings.
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Building upon the insights derived from the preceding discussion, this chapter aims to
systematically explore the potential advantages of integrating tensor-based embeddings
with graph-based semi-supervised learning (SSL) for the task of hyperspectral image
classification. The central idea is to employ the latent representations extracted from the
penultimate layer of a tensor-structured neural network classifier—specifically the
proposed Rank-R Fully Connected Feedforward Neural Network (Rank-R FNN)—as
informative embeddings for subsequent use in a graph-based SSL framework. These
tensor-based embeddings are intended to serve as compact, discriminative feature
vectors that preserve the multi-linear relationships inherent in hyperspectral data, thereby
enhancing the quality and informativeness of the constructed similarity graph. The
rationale behind this approach stems from the observation that conventional feature
representations, particularly those derived from models not explicitly tailored for high-
order data, often fail to preserve the intricate dependencies among spectral, spatial, and
potentially temporal dimensions in hyperspectral images. In contrast, embeddings
generated by tensor-based networks—due to the explicit exploitation of low-rank tensor
decompositions, such as CP or Tucker —can capture non-trivial multi-way interactions in
the data. As a result, the graphs constructed on top of these embeddings are
hypothesized to exhibit improved structural fidelity and clustering properties, which are
crucial for effective label propagation and manifold learning within SSL algorithms.

In this research, we formulate and test the hypothesis that tensor-derived embeddings
produce higher-quality graphs for semi-supervised learning by more accurately reflecting
the intrinsic data geometry. We investigate this hypothesis through a comprehensive
experimental framework involving four publicly available benchmark hyperspectral
datasets—namely, Indian Pines, Pavia University, Salinas, and Botswana. These datasets
are widely used in the remote sensing community and present diverse challenges in terms
of spectral complexity, spatial resolution, and class distribution. To ensure a thorough
evaluation, we employ a suite of eleven well-established graph-based SSL algorithms,
including classical methods such as Label Propagation (LP) and Manifold Regularization
(MR) [66], as well as more recent techniques like Graph Convolutional Networks (GCNSs)
[17] and Label Spreading [69]. Each algorithm is assessed under a wide range of
parameter settings, including variations in the number of labeled samples, graph
construction parameters (e.g., k-nearest neighbors, affinity functions), and regularization
strengths.

In total, over 22,000 experiments were conducted to systematically explore the interaction
between tensor-based embeddings and graph-based SSL models. This extensive
experimental design allows for statistically robust comparisons and insights into how
different factors—including noise levels, embedding ranks, and dataset-specific
characteristics—impact classification performance. By coupling the expressive power of
tensor-based representation learning with the structural advantages of graph-based SSL,
this study contributes to a novel hybrid framework that aims to enhance label efficiency
and generalization performance in high-dimensional data scenarios, particularly under
constrained annotation budgets.

-55 -



4.1.1 Research Challenges

On the one hand, despite the advantages in temsor-based learning, there are limitations
related to the appropriate decomposition rank, preprocessing steps, amount of labeled
instances, and the handling of noisy data inputs, depenting on the adopted approach as
described in chapter 2 - Related Works.

On the other hand, in SSL, determining which technique to be used or an adequate upper
bound for unlabeled data instance remains a challenge. The trade-off between
incorporating more unlabeled samples and the computational complexity involved is a
critical consideration, and general guidelines for effectively harnessing the potential of
unlabeled data are yet to be established, as also described in Chapter 2 - Related Works.

The current research landscape in hyperspectral image (HSI) analysis is characterized by
a wide array of methodological alternatives concerning both data representation
strategies and semi-supervised learning (SSL) techniques. This diversity stems from the
inherently high dimensionality, spatial-spectral complexity, and data scarcity challenges
associated with hyperspectral data. Various embedding strategies—ranging from linear
methods such as principal component analysis (PCA), to more sophisticated nonlinear
techniques including manifold learning and tensor decompositions—have been proposed
to extract meaningful low-dimensional representations that retain the salient
characteristics of the original data. Simultaneously, a spectrum of SSL paradigms has
emerged, including graph-based models, generative adversarial networks (GANS),
consistency regularization methods, and hybrid frameworks that combine multiple
learning objectives. Despite these developments, a clear consensus on the optimal
selection and combination of embedding and SSL techniques remains elusive. Different
studies often yield contrasting conclusions, heavily influenced by the characteristics of
the datasets employed (e.g., humber of spectral bands, scene heterogeneity, spatial
resolution), the volume and distribution of labeled and unlabeled samples, and the nature
of the underlying task (e.g., land cover classification, target detection, or anomaly
identification). Consequently, model selection and design decisions remain largely
empirical, with few universally applicable guidelines.

A particularly challenging and under-explored issue in this context is the determination of
optimal utilization bounds for unlabeled data. While increasing the number of unlabeled
samples can improve the structural understanding of the data manifold, it may also
introduce noise, redundancy, or scalability issues in graph-based models, particularly
when the embeddings used for graph construction are sensitive to such perturbations.
Similarly, the trade-offs between different types of embeddings—such as dense vector
representations derived from CNNs versus multilinear tensor-based embeddings—must
be carefully considered in light of their respective capacities to preserve spatial and
spectral coherence, robustness to noise, and suitability for downstream semi-supervised
inference. The integration of data embedding techniques with semi-supervised learning
offers significant promise for alleviating the dependence on large labeled datasets and
improving generalization performance in HSI classification. However, the absence of a
unified theoretical framework or best-practice standards for such integration reflects the
complex and multidimensional nature of the problem space. Open questions persist
regarding how embedding properties—such as separability, compactness, and
smoothness—influence the performance of different SSL algorithms, and how this
interplay is modulated by dataset characteristics and task constraints.

To address these challenges, systematic and large-scale empirical investigations,
complemented by theoretical studies on the interaction between embedding quality and
semi-supervised learning efficacy, are necessary. Such efforts should aim to derive
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principled insights and potentially automated model selection criteria that adaptively
guide the integration of embedding learning with SSL techniques based on data-driven
metrics. Ultimately, the identification of robust and generalizable strategies for
embedding-SSL fusion is crucial to advancing the state of the art in hyperspectral image
analysis and enabling the development of scalable, label-efficient learning systems.

4.1.2 Contribution of this research

The core innovation of this work lies in the design and implementation of a novel
integration framework that couples a tensor-based neural embedding model—specifically
the Rank-R Fully Connected Feedforward Neural Network (Rank-R FNN)—with graph-
based semi-supervised learning (SSL) techniques. This hybrid approach is carefully
tailored to tackle one of the most persistent and fundamental challenges in hyperspectral
image (HSI) analysis: the scarcity of labeled data. Label acquisition for HSI datasets is not
only time-consuming and costly, as it often requires domain expertise and in-situ field
validation, but also prone to class imbalance and inconsistencies across acquisition
conditions. These factors substantially hinder the performance of conventional supervised
learning models, motivating the exploration of label-efficient learning paradigms.

This study emphasizes a complementary integration of two resource-efficient
methodologies, rather than attempting a direct comparison or replacement of highly
parameterized state-of-the-art deep learning frameworks. By doing so, the paper
promotes a collaborative perspective in the research community, highlighting the value of
combining theoretically grounded and computationally tractable methods that can be
adapted to real-world, small-sample scenarios—often encountered in remote sensing and
environmental monitoring applications.

The main contributions of this work can be succinctly summarized as follows:

+ Targeted Solution to Data Scarcity in HSI Classification: We address a critical
problem in hyperspectral semantic segmentation—the limited availability of labeled
training samples—by leveraging the sample efficiency of tensor-based models and the
label-propagation capability of graph-based SSL.

+ Synergistic Integration of Rank-R FNN and Graph-Based SSL: This paper
proposes a unified framework that integrates Rank-R FNN for learning compact,
informative tensor-based embeddings, with a suite of graph-based semi-supervised
classifiers. The tensor-based embeddings facilitate high-quality graph construction,
enabling effective label propagation with minimal supervision.

+ Comprehensive Empirical Evaluation: A large-scale empirical analysis is
conducted, encompassing over 22,000 experiments across multiple benchmark
hyperspectral datasets and graph-based SSL variants. This exhaustive evaluation
ensures a robust comparison under varying conditions, including different levels of label
scarcity, embedding configurations, and graph construction parameters.

- Statistical Rigor and Generalizable Insights: The performance outcomes are
systematically analyzed using statistical validation techniques, enabling us to derive
reliable conclusions regarding the efficacy and robustness of the proposed integration
scheme. These insights offer practical guidelines for researchers and practitioners aiming
to apply SSL in data-scarce HSI settings.

In summary, this study provides both a methodological contribution and a substantial
experimental foundation, establishing a reproducible and extensible framework for semi-
supervised hyperspectral classification. The proposed approach encourages further
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research into embedding-SSL integration strategies and opens avenues for adapting such
frameworks to other high-dimensional, low-label domains beyond hyperspectral imaging.

4.2 Problem Formulation

Hyperspectral image (HSI) classification is fundamentally framed as a multi-class
supervised learning task, where the objective is to assign each data sample—typically
corresponding to an individual pixel or a spatial neighborhood within the hyperspectral
cube—to one of several predefined semantic classes, such as vegetation types, urban
materials, or geological formations. Let us denote the labeled dataset as
9; = {(xi,y)}i = 1), where each input vector X, €EX C R? represents a

hyperspectral signature of d spectral bands, and y, € ¥ = {1,2,...,C}is its
corresponding ground truth class label among C possible categories.

In practical scenarios, the availability of labeled samples is often severely limited due to
the high cost and expertise required for annotation, especially in remote sensing
applications. However, unlabeled data are typically abundant, as hyperspectral sensors
can acquire large volumes of spectral measurements efficiently. Accordingly, we consider

a second set of u unlabeled samples denoted as 9, = {xi}i = [+ 1", such that the
complete dataset comprises n = [ 4+ u instances. The overarching goal of hyperspectral

data classification in this semi-supervised context is to develop a model that can
accurately predict labels for both labeled and unlabeled data points by leveraging the

complementary information contained in &; and &;,. A widely adopted approach to

address this problem is through graph-based semi-supervised learning (SSL), which
effectively exploits both the geometrical structure of the data manifold and the available

label information. In this framework, the combined dataset & = DL U DU is used to
construct a weighted undirected graph G = (V, E), where V is the set of n nodes (each
corresponding to a data point), and £ C V X V represents the set of edges encoding
pairwise relationships. Each edge (i, j) € E is associated with a non-negative weight
Wij € R > 0, reflecting the similarity between nodes X; and X;, often computed using

Gaussian kernels or nearest neighbor schemes in the feature space.

The primary objective of graph-based SSL is to learn a label assignment function
f 1V — % that generalizes from the labeled nodes to the unlabeled ones by exploiting
the smoothness of the label distribution over the graph structure. These methods typically
rely on the assumption of label smoothness, which posits that adjacent nodes with high
edge weights are likely to share the same label. Popular algorithms, such as label
propagation, graph Laplacian regularization, and manifold regularization, attempt to
minimize a loss function that penalizes label discrepancies across strongly connected
nodes, while also preserving the ground truth labels on &;. Due to their transductive
nature, graph-based SSL methods do not seek a globally generalizable model, but

instead aim to infer the unknown labels Y;; for the specific unlabeled instances present in
the constructed graph, conditioned on the known labels Y; from the labeled set. This

involves first building the graph G from the full dataset and then propagating label
information through the graph structure using methods such as harmonic functions, heat
kernel diffusion, or eigenfunction expansion over the graph Laplacian.
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Such approaches are particularly effective in high-dimensional settings like hyperspectral
imaging, where the intrinsic geometry of the data manifold often lies in a much lower-
dimensional subspace. By modeling this structure with graphs, semi-supervised
techniques can achieve improved classification accuracy with limited supervision [81]—an
essential property given the common imbalance between labeled and unlabeled samples
in HSI classification tasks.

The construction of the graph, which lies at the heart of graph-based semi-supervised
learning frameworks, is typically performed in an unsupervised manner, without relying on
label information. This process aims to uncover the intrinsic geometric structure of the
data manifold by defining meaningful relationships between data samples. Several
strategies for graph construction have been explored in the literature, with two of the
most widely adopted being kernel-based methods and locally linear reconstruction

techniques. In the kernel-based approach, the similarity between pairs of data points X;

and Xjis quantified through a predefined similarity function, most commonly a Gaussian
radial basis function (RBF) or Laplacian kernel. The corresponding edge weights are
g Ix; — ;]I . . .
computed as Wij = exp —T , Where ¢ is a scaling parameter controlling
o

the width of the neighborhood. This method captures global relationships in the dataset
and produces a dense graph unless sparsity constraints (e.g., k-nearest neighbors) are
imposed. Despite its simplicity, the performance of kernel-based graphs is highly
sensitive to the choice of \sigma and the distance metric, particularly in high-dimensional
settings such as hyperspectral data analysis [82].

Alternatively, locally linear reconstruction methods, such as Locally Linear Embedding

(LLE) [83], aim to preserve local geometric structures by expressing each data point X; as
a weighted linear combination of its nearest neighbors. The weights are determined by
minimizing the reconstruction error under the constraint that they sum to one. The
resulting graph reflects local manifold properties, leading to more faithful representations
in cases where the data lie on or near a low-dimensional nonlinear manifold. Regardless
of the specific method employed, the key idea is that the graph is constructed entirely
based on the input data representation, without supervision. This makes the choice of
data representation—raw input vectors, compressed features, or learned embeddings—
crucial to the quality of the constructed graph and, consequently, to the effectiveness of
the downstream label propagation process.

In the present research, rather than directly constructing the graph using the raw

hyperspectral pixel vectors {xi}i = 1", we propose to use tensor-based embeddings

{¢p(xi)}i = 1" derived from the penultimate layer of a Rank-R feedforward neural
network (FNN) classifier. This tensor-based model, described in detail in subchapter 4.2.1,
learns low-dimensional, semantically rich feature representations that are more conducive
to capturing class-relevant information. These embeddings are expected to enhance the
topological structure of the constructed graph, leading to improved label propagation
performance by better aligning the graph geometry with the underlying class structure.
Once the graph is constructed, label propagation techniques are applied to diffuse the
label information from the labeled nodes to the unlabeled ones across the graph. There
exists a diverse set of label propagation algorithms—ranging from classic random walk-
based methods [3] to more recent spectral and energy minimization-based approaches.
The specific algorithms utilized in this study are described in detail in subchapter 4.2.2,
along with their parametrizations and roles within the proposed classification framework.
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4.2.1 Tensor-Based Emeddings

In the context of this research, tensor embeddings correspond to one-dimensional vector
representations of tensor data points (three-dimensional objects) produced by the
penultimate layer of a Rank-R FNN model. The Rank-R FNN model, proposed and
experimentally as also theoretically validated in [49], [44], [62] and [31], is a two-layer
neural network that receives as input D-dimensional tensor objects. The inputs are
propagated to the hidden layer via a set of weights on which the Canonical-Polyadic (CP)
decomposition has been applied. CP decomposition can significantly reduce the number
of trainable parameters, making the Rank-R FNN model very efficient for small sample
setting problems that involve high dimensional data, like data points in tensor format.

Given an input XelRllx'”XlD, the Rank-R FNN models the weights connecting the input
layer with the hidden layer as:

W@ = “W(lq), . ’Wgz)” eRI<XIp (1)
or else
vec(W@) = (W(Dq) O -0 W(ICI))le[RHZIz?Id, (2)

where 1, stands for a vector with R ones, g stands for the number of hidden layer’s

neurons, and “®” operator for the Khatri-Rao product. The output of the g — th hidden
neuron of the Rank-R FNN is given by

T
u, =g ((W?,X)) = trace <g <<W((C‘lf))> Z;‘i;)) , (3)

where W;‘I)G[R{IdXR, R is the rank for the CP decomposition and
(@) — @D ... (@ (@) (@)
29 =Xg (WP 00w oWd 0o W?) (4)

with X(d) to denote the mode-d matricization of tensor X.

After the initial transformation of the multi-way tensor input into a vectorized
representation via the first hidden layer of the Rank-R Feedforward Neural Network (FNN),
the data undergoes a series of nonlinear transformations as it propagates through the
network towards the output layer. These transformations are governed by the
composition of activation functions and parameterized linear mappings specific to each
layer, which enable the model to capture complex, high-order interactions inherent in the
tensor data structure. The training of the Rank-R FNN involves optimizing its parameters
—namely, the weights and biases associated with each layer—using only the available
labeled data. A task-appropriate loss function is employed during this process. For
classification tasks, this typically corresponds to the cross-entropy loss, which quantifies
the discrepancy between predicted and true class labels. For regression tasks, mean
squared error (MSE) is commonly used. Parameter updates are carried out using the
back-propagation algorithm, which computes gradients of the loss function with respect
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to the model’s parameters. These gradients are then utilized within a gradient-based
optimization framework, such as stochastic gradient descent (SGD) or one of its adaptive
variants (e.g., Adam, RMSProp), to iteratively refine the model parameters in a direction
that minimizes the loss (for a detailed description of the training methodology, the reader
is referred to [62]).

In the context of the current research, the intermediate representations —specifically, the
output of the penultimate (hidden) layer of the trained Rank-R FNN—serve as the learned
embeddings of the input tensor data. These embeddings are represented as Q-
dimensional vectors that compactly encapsulate both the spectral and spatial information
of the original hyperspectral input, while preserving its discriminative features relevant for
the classification task. These low-dimensional embeddings are subsequently utilized for
graph construction in the downstream semi-supervised learning phase, thereby enabling
efficient and informed label propagation.

4.2.2 Graph-Based Approaches

Graph-based learning algorithms are inherently transductive in nature. That is, the
learning process is explicitly designed to infer labels solely for the unlabeled data points
present during training, rather than learning a generalizable function over the entire input
space. As such, these methods focus on optimizing a solution that yields accurate
predictions for a fixed set of data, leveraging the structure of the graph to propagate label
information effectively. This characteristic is particularly advantageous in hyperspectral
image (HSI) analysis, where acquiring labeled data is costly and labor-intensive, and
where the test instances are known and fixed in advance. This was the primary motivation
for selecting transductive graph-based semi-supervised learning (SSL) methods over
inductive alternatives, such as deep neural networks or kernel-based classifiers, which
aim to learn a decision function applicable to unseen future instances.

To investigate the synergistic potential of combining tensor-based embeddings with
graph-based SSL, this research explores a diverse suite of graph-based techniques.
These methods aim to assess the impact of embedding quality on label propagation
effectiveness across various graph structures and inference strategies. The methods
under consideration span several well-established algorithmic families. Specifically, we
incorporate label propagation techniques derived from the solution of the classical
Laplace equation, originally proposed in the foundational work of Zhou et al. [66], along
with subsequent extensions and refinements [84], [85]. In addition, the p-Laplace
equation, a nonlinear, game-theoretic generalization of the Laplacian operator, is
employed to model more complex diffusion dynamics over the graph structure, as
detailed in [86].

Furthermore, the study examines inference strategies based on the Poisson equation,
with solvers implemented via either conjugate gradient methods or spectral
decomposition techniques [84]. These methods are known for their efficiency and
scalability in sparse graph settings. Other included approaches feature stochastic
modeling techniques such as lazy random walks, which incorporate probabilistic delay in
transition dynamics to control label diffusion [69], as well as sparsity-aware methods like
sparse label propagation [87], which aim to reduce memory and computational
complexity while maintaining propagation accuracy. Additionally, schemes based on the
Merriman-Bence-Osher (MBO) algorithm [88], [89] are employed. These are rooted in
threshold dynamics and offer an efficient alternative to variational methods for label
evolution on graphs.
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The collection of SSL techniques considered in this study is summarized concisely in
Table 6, which outlines their respective categories, computational characteristics, and
solver types.

When employing any transductive SSL algorithm, the learning process typically follows a
three-phase pipeline: (a) graph construction, where nodes represent data instances and
edges encode pairwise relationships; (b) edge weighting, which assigns numerical values
to edges based on similarity or proximity metrics; and (c) inference, which involves
propagating label information across the graph. The ultimate performance of label
propagation is strongly influenced by the quality of the graph topology and the
informativeness of the edge weights.

Label propagation, as a general framework, seeks to solve a constrained optimization
problem that balances fidelity to known labels, smoothness across the graph, and
regularization. This is often formalized through the minimization of a composite loss
function [65]:

where f is the labeling function to be learned over the graph; & and &£, are supervised
and unsupervised losses computed on the labeled (2;) and unlabeled (9)data,
respectively; £, represents a regularization term over the full dataset & = 9, U DU,

promoting smoothness or sparsity of the solution; and A, € R+ are regularization
hyperparameters that balance the contributions of the unsupervised and regularization
terms. These parameters are typically selected through cross-validation or via grid search
methods, depending on computational budget and dataset size.

4.3 Experimental Setup

The performance of the proposed learning schemes is systematically evaluated using four
widely recognized and publicly available hyperspectral datasets, each corresponding to a
full hyperspectral image acquired from real-world remote sensing scenarios. These
datasets serve as standardized benchmarks in the field and present varying levels of
complexity in terms of spatial resolution, spectral dimensionality, and class heterogeneity.
The primary objective of our methodology is to perform semantic segmentation of these
hyperspectral scenes, which is formalized as a pixel-wise multi-class classification task.
Specifically, each pixel, represented by a high-dimensional spectral signature, is to be
classified into one of several predefined material categories. To assess the classification
performance of the proposed techniques, we employ a set of evaluation metrics that
reflect both the accuracy and robustness of the models. Among these, the F1 score is
particularly emphasized due to its effectiveness in scenarios where class distributions are
imbalanced—a common characteristic of hyperspectral datasets. As discussed in
subsection 4.3.1, the datasets used in this study exhibit significant class imbalance, with
some material classes being underrepresented. In such cases, traditional metrics like
overall accuracy may obscure the true performance of a model, especially for minority
classes. The F1 score, being the harmonic mean of precision and recall, offers a more

-62 -



balanced view by penalizing both false positives and false negatives. Accordingly, it is
used as the principal metric in the statistical comparisons and hypothesis tests described
in subsection 4.3.7.

It is important to underscore that the central aim of this study is to explore the utility and
effectiveness of a novel integration scheme that combines two fundamentally distinct but
sample-efficient paradigms: tensor-based neural representation learning and graph-based
semi-supervised learning. The proposed framework is particularly tailored to address the
pressing challenge of learning under limited supervision, i.e., when only a small number of
labeled samples are available for training. Rather than competing with state-of-the-art
fully supervised methods under abundant data conditions, our approach is designed to
investigate the benefits of integrating two complementary learning mechanisms in data-
scarce regimes. To this end, the experimental setup has been carefully constructed to
ensure that the conclusions drawn from our empirical evaluation are both robust and
statistically meaningful. Specific attention has been given to controlling for confounding
factors such as data splits, random seed initialization, and performance variability across
runs. While the selection of model hyperparameters in this study is based on preliminary
empirical observations, an exhaustive hyperparameter search is left for future work. This
decision was made in order to maintain the focus on the central hypothesis concerning
the synergy between tensor-based embeddings and graph-based label propagation
methods.

The remainder of this section is organized as follows. First, we provide a comprehensive
overview of the hyperspectral datasets employed in our experiments, including details on
their spatial and spectral properties, number of classes, and class distributions. Next, we
describe the methodology used to partition the datasets into training and testing sets,
with an emphasis on simulating realistic low-label conditions. Subsequently, we detail the
parameterization of the proposed models and outline the evaluation protocol adopted in
this study. Finally, we present and analyze the empirical results, highlighting the key
findings and implications of our approach in comparison to alternative methods.

4.3.1 Dataset Description

Pavia University Salinas

T S
29 /
M
4 [
Bolswana GT Indian Pines GT Pavia University GT Salinas GT

Figure 6 : Utilized Datasets
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To rigorously evaluate the effectiveness of the proposed framework, we utilize four
publicly available and widely acknowledged hyperspectral image datasets, each acquired
using distinct remote sensing sensors under varying environmental and imaging
conditions. These datasets—Botswana, Indian Pines, Pavia University, and Salinas
(corrected)—are extensively used in hyperspectral image (HSI) classification benchmarks
due to their diverse characteristics in terms of spatial resolution, spectral dimensionality,
number of classes, and class imbalance. Summary statistics and class distributions for
each dataset are provided in Table 5.

* Botswana: Acquired by the Hyperion sensor, this dataset consists of 145 spectral
bands after preprocessing (i.e., excluding noisy and water absorption bands). It contains
3,248 labeled pixels distributed across 14 material classes representing different types of
vegetation and soils along the Okavango Delta.

+ Indian Pines: Captured using the AVIRIS (Airborne Visible/Infrared Imaging
Spectrometer) sensor, the Indian Pines dataset retains 145 spectral bands and includes
10,086 labeled pixels assigned to 16 different classes, primarily representing various
agricultural crops and forest types in northwest Indiana.

+ Pavia University: Acquired by the ROSIS (Reflective Optics System Imaging
Spectrometer) sensor, this dataset includes 103 usable spectral bands and contains
41,849 labeled samples corresponding to 9 urban land cover classes, such as buildings,
roads, trees, and meadows.

+ Salinas (corrected): Also captured by the AVIRIS sensor, the corrected version of
the Salinas dataset contains 224 spectral bands, out of which 20 water absorption bands
have been removed. The dataset includes 53,370 labeled pixels categorized into 16
classes, primarily representing different types of crops cultivated in the Salinas Valley,
California.

Each dataset consists of a single hyperspectral image and can be naturally represented
as a third-order tensor of dimensions p; X p, X p3, where p; and p, denote the spatial

dimensions (i.e., height and width of the image) and p; corresponds to the number of

spectral bands. Thus, each hyperspectral image can be viewed as a cube of data, where
each pixel location contains a high-dimensional spectral signature that describes the
material characteristics at that location. To perform pixel-wise classification—i.e., to

assign a material class label to each pixel [, , at spatial location (x, y)—we follow the data

preparation approach introduced in [49] and [62], which allows us to incorporate both
spectral and spatial information into the model training. Specifically, we extract three-

dimensional patches X, , € RS*5%P3 - centered around pixel I, ,. These patches are

assumed to carry the same label I,y as the central pixel, under the assumption that
spatially localized regions in hyperspectral images tend to be homogeneous [29]. The
dataset is then formed as @ = {(X, .7, ,)}, where each training or test sample

comprises a tensor patch Xx,y and its associated ground-truth label Ly Each patch

naturally encodes spatial context through its spatial dimensions (s X s) and spectral

information through its depth (p;).
In this research, we explore two settings for the patch size parameter s, using values

s =5 and s =7, to examine the trade-off between spatial resolution and label
consistency. Smaller patch sizes help ensure that the spatial region is homogeneous with
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respect to the central pixel’s label, thus satisfying the core assumption used for
supervised learning with localized data patches.

Finally, prior to model training, all patches Xxy € & are normalized using min-max

scaling to the range [0,1], ensuring numerical stability and facilitating efficient learning by
the neural network-based models employed in this work. The hyperspectral scenes and
their corresponding ground truth maps are illustrated in Figure 6, providing visual insight
into the spatial arrangement and class distribution of the annotated pixels across the
different datasets.

Dataset Botswana Indian Pines Pavia University Salinas
Samples Perc Samples Pere Samples Pere Samples Pere
Cl 270 8% 46 0% 6522 16% 1945 4%
C2 101 3% 1428 14% 17907 43% 3726 1%
C3 251 8% 777 8% 2048 5% 1976 4%
C4 215 7% 237 2% 3039 7% 1394 3%
C5 269 8% 468 5% 1345 3% 2678 5%
Co 209 8% 730 1% 5029 12% 3929 1%
C7 259 8% 28 0% 1330 3% 3558 7%
C8 203 6% 478 5% 3682 9% 11157 21%
Cc9 314 10% 20 0% 947 2% 6190 12%
Cl10 2438 8% 967 10% 3221 6%
Cl11 305 9% 2413 24% 1047 2%
C12 181 6% 593 6% 1890 4%
C13 268 8% 205 2% 901 2%
Cl4 95 3% 1265 13% 1051 2%
Cl5 338 3% 7001 13%
Cl16 93 1% 1646 3%
Total 3248 100% 10086 100% 41849 100% 53370 100%

Table 5 : Available labeled instances per class for the different employed datasets

4.3.2 Ablation Experiments

In this research, we adopt a tensor-based deep learning framework as the foundational
model for representation learning. Specifically, we employ the Rank-R Fully Connected
Feedforward Neural Network (Rank-R FNN) as the primary embedding generator. This
model encodes input hyperspectral tensor patches into compact and informative feature
vectors via a constrained CP decomposition applied to the weight tensors connecting the
input and hidden layers. These learned embeddings are subsequently used as inputs to a
variety of graph-based semi-supervised learning (SSL) algorithms, which aim to leverage
both labeled and unlabeled data to enhance classification performance under low-
supervision scenarios.

Our investigation comprises two main research directions. First, we assess the influence
of the tensor decomposition rank R and the number of neurons q in the first hidden layer
of the Rank-R FNN on its classification performance. This analysis, focused on the
representational capacity and efficiency of the proposed tensor-based model, is
presented in detail in subsection 4.3.4. Second, we evaluate the effectiveness of ten
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graph-based SSL methods, each using the embeddings extracted from the Rank-R FNN
as input features. Here, our primary focus is on the impact of the number of unlabeled
instances on the performance of each SSL algorithm. Detailed results of this comparative
study are discussed in subsection 4.3.5. To ensure the reliability and statistical
significance of our findings, we conducted a comprehensive experimental campaign
comprising over 22,000 individual experiments. These experiments span different
datasets, SSL configurations, model hyperparameters, and random seeds, providing a
robust basis for analysis.

All experiments follow a stratified k-fold data partitioning scheme, with k = 6. For each
dataset, we begin by isolating only the pixels with available ground truth labels. The
dataset is then split into six non-overlapping folds while preserving the original class
distribution, ensuring a balanced evaluation across all classes. Table 5 summarizes the
class-wise distribution and sample frequencies for each dataset, providing insight into
class imbalance and sample availability. Within each fold, we designate one fold as the
test set and use the remaining five folds for training. From the training set, we randomly

sample a predefined number a € {10,20,30} of labeled samples per class to simulate
few-shot learning conditions typical in hyperspectral image classification. To support early
stopping and model selection during the training of the Rank-R FNN, we further extract
an additional 10 randomly selected labeled samples per class to form a validation set.

Consequently, for a given fold and class count ¢, we construct a labeled dataset of size

¢ X (¢ + 10), comprised of training and validation samples. The remaining labeled
samples, along with all samples in the test fold, are treated as unlabeled data for the SSL
algorithms. To investigate the effect of unlabeled data availability, we experiment with
varying proportions of the available unlabeled samples—specifically 20%, 40%, and 60%
—used for label propagation in the SSL methods.

This experimental setup is deliberately designed to simulate practical remote sensing
scenarios where labeled data is scarce and costly to obtain, while unlabeled data is
abundantly available. The chosen evaluation protocol allows for a rigorous analysis of
both the sample efficiency of the Rank-R FNN and the label propagation capability of SSL
algorithms when informed by high-quality tensor-derived embeddings.

4.3.3 Model Parameterization and Experimentation Protocol

In the proposed methodology, the overall classification performance is influenced by a
range of hyperparameters spanning two interrelated components: (i) the tensor-based
neural network used for feature embedding, and (ii) the graph-based semi-supervised
learning (SSL) methods applied for label inference. Each of these components introduces
distinct hyperparameter configurations, which must be selected carefully to strike a
balance between classification accuracy, model generalization, and computational
efficiency.

For the Rank-R Fully Connected Feedforward Neural Network (Rank-R FNN), which
serves as the embedding generator, the key hyperparameters are the rank R of the CP
decomposition applied to the input-to-hidden layer weight tensors, and the number of
neurons q in the hidden layer. These parameters directly influence the model’s capacity to
extract meaningful representations from hyperspectral image patches while maintaining a
compact parameter space that avoids overfitting—particularly important in low-data
regimes. In this study, guided by prior findings in [38], we evaluate the performance of the

Rank-R FNN under two settings for each of these hyperparameters: R € {3,5} and
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g € {50,75}. These values were empirically chosen to balance expressive power with
computational tractability, enabling efficient learning even with limited annotated data.

On the other hand, the graph-based SSL component introduces a different set of
hyperparameters, which vary depending on the specific label propagation algorithm
employed. These include parameters such as the number of nearest neighbors in graph
construction, edge weighting strategies (e.g., Gaussian kernels, Laplacians),
regularization coefficients, convergence criteria, and spectral solver configurations. While
each of these can significantly influence the label propagation process, we adopt the
default hyperparameter values provided by the software library introduced in [90], unless
stated otherwise. This choice ensures reproducibility and aligns with the primary aim of
the study: to evaluate the impact of tensor-based embeddings on downstream SSL
performance, rather than to exhaustively optimize the SSL models themselves.

To ensure the robustness of our conclusions, we deliberately constrain the number of
labeled examples per class used for training the Rank-R FNN and graph-based SSL
models. This small-sample training regime allows us to assess the capacity of the
proposed approach to generalize under realistic constraints, as often encountered in
remote sensing applications. Specifically, only a limited number of labeled pixels are
available in real-world scenarios, as generating pixel-level annotations for hyperspectral
images is both labor-intensive and expensive, typically requiring domain experts to
manually inspect regions of interest or conduct field surveys. As previously noted in
Section 4.1, the annotation bottleneck represents a significant obstacle in large-scale
hyperspectral analysis. By maintaining a controlled, low-supervision setting across
experiments, we not only evaluate the sample efficiency of the Rank-R FNN, but also test
the hypothesis that its learned embeddings, when used as input to graph-based SSL
methods, can significantly enhance label propagation performance, even when very few
labeled samples are provided. This synergistic framework thus serves both to alleviate the
need for large annotated datasets and to improve classification outcomes under limited
data availability.

4.3.4 Embedding Impact

For the sake of completeness and to rigorously assess the robustness of the proposed
Rank-R FNN model, this section presents an in-depth analysis of its performance across
different hyperparameter configurations and training set sizes. These experiments are
designed to investigate the interplay between model capacity, as governed by tensor

decomposition and network architecture, and the availability of annotated data, a
common limitation in hyperspectral image (HSI) analysis tasks.
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Figure 7 : Effects of decomposition’s rank and the projection size, for the different datasets

Figure 7 illustrates the influence of two key architectural parameters on classification
performance: the decomposition rank R used in the CP factorization of the model’s input
weights, and the number of neurons q in the hidden layer, which determines the
dimensionality of the tensor-based embedding. When holding the number of hidden units
constant and increasing the rank R, we observe a general trend of performance
improvement across the majority of datasets. This behavior is attributed to the model’s
enhanced ability to capture complex, multilinear interactions present in the input tensor
structure, leading to richer feature representations. However, the reverse scenario—where
R is fixed and q is increased—does not consistently yield better results. For instance, in
the case of the Pavia University dataset, the configuration with 50 hidden units
outperforms that with 75, highlighting that simply enlarging the embedding dimensionality
may introduce redundancy or overfitting without necessarily improving discriminative
power. Similar marginal differences are observed for the Indian Pines and Salinas
datasets, suggesting that increasing q beyond a certain threshold may offer limited
benefit. A notable exception is observed with the Botswana dataset, where increasing
both R and q leads to a marked improvement in performance. This may be due to the
dataset’s relatively small spatial extent and high spectral variability, which makes it more
sensitive to the model’s representational capacity.

The sensitivity of the Rank-R FNN model to the number of labeled samples per class was
also systematically investigated. In all experiments, training sets were constructed using a
small number of annotated instances per category, with values ranging from 10 to 30.
This experimental design reflects realistic scenarios in remote sensing applications, where
expert annotation is costly and time-consuming. As illustrated in Figure 8, increasing the
number of labeled samples generally improves model performance, particularly when
moving from 10 to 20 samples per class. This improvement is consistent across all
datasets, confirming that the model benefits from additional supervision in data-scarce
environments. However, further increasing the number of labeled samples from 20 to 30
does not consistently lead to significant gains, suggesting the presence of diminishing
returns in terms of classification accuracy. This plateau in performance may be indicative
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of the model’s inherent sample efficiency, which allows it to extract discriminative features
even with relatively few training examples.

1
0.9 mAcc ®mF1
08
0.7
g
c
% 0.6
Q
L:)
5 05
£
£ 04
L
[-%
0.3
0.2
0.1
0
10 20 30 10 20 30 10 20 30 10 20 30
Botswana Indian Pines Pavial Salinas
Samples per category per dataset
Figure 8 : lllustrating the impact of the available samples per class, on the training set, for the
embedding suitability
Short Deseriplion Short nume | Proposed by | Hyperpuaramelers setup value Complexily
Laplace Icarning original method Lap [3%] No class priors provided, no re-weighting On)
schemes, Zeroth order term in Laplace equation:
0, Tolerance for conjugate gradient solver: le-5,
Parameters for properly reweighting o:, 2: 2, 1e7
Laplace learning with Poisson reweighting LapRePo 1] No class priors provided, with Poisson On?)
schemes re-weighting schemes, remaining parameters
sume as in Lap
Weighted Nonlocal Laplacian on Interpolation LapWNL [29] No class priors provided, with Sparse Data O(n?)
from Sparse Data interpolated re-weighting schemes, remaining
parameters same as in Lap
Random walk implementation LaWa 1371 No class priors provided, Parameter in model a: On)
0.95
The Multiclass MBO method MMBO [12] No class priors provided, # of inner/outer O(nm)
iterations: 6/10, time step: 0.15, fidelity penalty:
30, i of eigenveciors: 300
SSL via the solution of the game-theoretic p-Lap |11] No class priors provided, Value of p in the O(n”)
p-Laplace equation p-Laplace equation: 10, Tolerance with which to
solve the equation: 1¢-3
SSL via the solution of the Poisson equation, PoCG 1] No class priors provided, solver: conjugate Of{m)
using a conjugate gradient solver gradient, Min/max number of iterations before
slopping condition: S0/1000
SSL via the solution of the Poisson equation, PoSpe 1] No class priors provided, solver: Spectral. Ofm)
using a spectral solver Number of eigenvectors to use for spectral
solver: 10
The sparse label propagation method SpLa [19] No class priors provided, Number of iterations: Q)
100
The Volume MBO method YMBO 117] Class priors were provided. Temperature value: O(mrnlog{m))
0.1, volume constraint: 0.5

Table 6 : Evaluated graph-based SSL techniques

It is worth noting that similar observations have been reported in related studies, such as

those by Makantasis et al. [91], [38], where even larger training sets (e.g., 50 or more

samples per class) were employed without yielding proportionally higher accuracy. These
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findings support the hypothesis that tensor-based architectures like the Rank-R FNN
possess the ability to generalize effectively from small datasets by leveraging the inherent
structure of hyperspectral data through low-rank decompositions. As such, the model
strikes a favorable balance between computational efficiency and classification accuracy,
making it a compelling choice for real-world applications characterized by limited
annotated resources.

4.3.5 Graph-Based SSL Performance

Building on the findings reported in the previous section, we selected the Rank-R Fully

Connected Neural Network (Rank-R FNN) with a decomposition rank R =5 and g = 75
hidden neurons as the optimal architecture for embedding generation. This configuration
was empirically shown to provide a favorable balance between model complexity,
representation capacity, and performance across all examined datasets. The embeddings
derived from the penultimate layer of this tensor-based model serve as the low-
dimensional representations for subsequent semi-supervised learning (SSL) tasks. Semi-
supervised learning algorithms inherently rely on information derived from both labeled
and unlabeled samples. Consequently, a parameter of critical importance in evaluating
the behavior and efficacy of different SSL strategies is the number of unlabeled instances
available during training. Unlike purely supervised methods, where model generalization is
driven solely by the volume and diversity of annotated data, SSL techniques aim to
exploit the manifold structure of the data distribution, captured through both labeled and
unlabeled samples.

To investigate this relationship, we systematically assessed the performance of the
employed SSL algorithms under varying amounts of unlabeled data. Specifically, three
different configurations were evaluated using 20%, 40%, and 60% of the available
unlabeled data points. These subsets were combined with the fixed, limited pool of
labeled data (as described in the experimental protocol) to train each SSL model. The
same holdout cross-validation procedure, repeated across six folds, was employed to
ensure robust and statistically meaningful results. Evaluation metrics include the macro-
averaged F1 score and overall classification accuracy, both averaged across the folds to
account for variability due to random partitioning.

The results, depicted in Figure 8, clearly demonstrate the influence of unlabeled data
volume on classification outcomes. Laplacian-based methods—namely Laplacian
Eigenmaps (Lap), Laplace Regularization with Poincaré inequality (LapRePo), Laplacian
Weight Normalized Learning (LapWNL), and Lazy Random Walks (LaWa)—exhibit
consistent and robust performance across all datasets. These methods effectively utilize
the geometric structure of the data manifold captured in the constructed graph, and their
performance improves with increased availability of unlabeled data. However, this
improvement exhibits diminishing returns: while classification accuracy and F1 scores rise
with more unlabeled samples, the gains become marginal beyond a certain threshold. At
the same time, the computational cost increases significantly, suggesting the existence of
a saturation point beyond which additional unlabeled samples offer negligible benefit—a
phenomenon consistent with observations in prior literature [92].
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Figure 8 : Variations in F1 scores when different percentages of unlabeled samples were used,
given the adopted classification techniques
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Interestingly, not all SSL methods demonstrate monotonic performance improvement with
more unlabeled data. In fact, certain algorithms exhibit stagnation or even performance
degradation when exposed to larger unlabeled subsets. This counterintuitive behavior has
been previously documented and is often attributed to the presence of severe class
imbalance in the datasets—a common characteristic of hyperspectral imagery, where
dominant land cover classes overshadow minority categories. This imbalance can distort
the structure of the constructed graph, leading to poor label propagation and,
consequently, suboptimal classification performance.

This phenomenon is particularly pronounced in the case of algorithms based on the
Merriman-Bence-Osher (MBO) scheme and its variants (MMBO, VMBO), as well as in
Poisson equation-based methods such as PoCG (Poisson Conjugate Gradient) and
PoSpe (Poisson Spectral Solver), and sparse label propagation techniques (SpLa). These
methods often display complex and dataset-specific behavior, as evidenced in Figure 9.
Their performance curves tend to exhibit irregular trends, and improvements with
increasing unlabeled data are sporadic or absent altogether. In some cases, a
degradation in performance is observed, reinforcing the hypothesis that not all SSL
frameworks are equally suited to exploit large volumes of unlabeled data in imbalanced
settings.
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Figure 9 : Scenarios where more unlabeled data did not guarantee higher performance

Figure 10 provides a comparative summary of the average performance across all
datasets for the most prominent SSL techniques when paired with the fixed Rank-R FNN
embedding generator. Among the evaluated methods, Laplace-based algorithms
consistently achieve the highest classification accuracy and F1 scores. This indicates that
these methods are particularly effective at capturing the underlying data manifold and
utilizing it for accurate class boundary delineation in the label propagation process. Their
ability to accommodate the intrinsic geometric properties of the hyperspectral data space
proves critical in achieving high-quality segmentation.
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In contrast, other algorithms, such as p-Laplacian (p-Lap), SpLa, and VMBO,
demonstrate comparatively lower performance metrics. These outcomes suggest that
these approaches may struggle to generalize under strong class imbalance and may be
less robust to variations in the quantity of unlabeled data. Despite these limitations, the
overall results validate the central hypothesis of this work: combining sample-efficient
tensor-based embeddings with graph-based semi-supervised learning forms a promising
and scalable strategy for semantic segmentation in hyperspectral image analysis.

By leveraging the structure-preserving power of tensor decomposition and the manifold-
exploiting capabilities of graph-based learning, the proposed scheme is able to extract
and utilize both spectral and spatial cues embedded in hyperspectral imagery. This
integration offers an effective means of overcoming the scarcity of labeled samples and
presents a viable pathway for future research in remote sensing and low-resource learning
scenarios.

4.3.6 Models Complexity

Figure 11 illustrates the average execution times required by each of the evaluated semi-
supervised learning (SSL) techniques under varying unlabeled sample sizes. Although
graph-based SSL approaches have demonstrated their capacity to significantly enhance
classification performance in hyperspectral image (HSI) segmentation tasks, this
improved accuracy often comes at the cost of increased computational demands. In
particular, the prediction phase—especially in methods involving iterative label
propagation or solving graph Laplacians—can exhibit substantially longer runtimes
compared to traditional supervised methods. Nonetheless, the observed increases in
execution time are not prohibitive for practical application, especially in scenarios where
classification accuracy and robustness under limited supervision are of paramount
importance.
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Figure 11 - 7 : Execution times (seconds) for the proposed techniques, for different
sample sizes ranging from 20% to 60% of the available data

The computational complexity associated with each of the employed SSL techniques is
summarized in the last column of Table 6. A common and computationally intensive step
shared by most SSL algorithms is the construction of the affinity (or nearest-neighbor)
graph prior to the actual label propagation. Typically, this step involves computing
pairwise distances or similarities between all available data points—both labeled and
unlabeled. When adopting an e-neighborhood strategy to define adjacency, this operation
has a worst-case time complexity of O(nz), where n denotes the total number of data
instances. This quadratic scaling can be a limiting factor when handling very large
datasets. Further theoretical insights and empirical assessments of the computational
complexity of various graph-based SSL algorithms can be found in the comprehensive
analysis provided by Song et al. [65].

Regarding the tensor-based embedding generator, i.e., the Rank-R Fully Connected
Neural Network (Rank-R FNN), its computational complexity during both the training and
inference stages is comparable to that of a conventional fully connected neural network.

The Rank-R FNN processes as input a third-order tensor of shape s X 5 X p;, where s

denotes the spatial dimension (patch size) and p; the number of spectral bands. The
tensor is projected through a tensor factorization operation followed by a fully connected
hidden layer of size h. The overall complexity for a single forward or backward pass is
therefore on the order of O(h - 52 - P3), Where h corresponds to the number of hidden

units. This expression assumes that the operations required for the rank-constrained
tensor decomposition (such as CP decomposition) are integrated within the architecture
and optimized via backpropagation.
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Lap LapWNL LapRePo MMBO p-Lap LaWa SpLa VMBO

TNN 0.00(-17.52)  0.00(-17.86)  0.00(-17.10)  0.00(-10.63)  0.00(-10.64)  0.00(-16.62)  000(1878)  0.00 ( 16.850)
Lap 0778 (-028) 07050038  0.00(581) 0.00(5.81) 0487 (0.69) 00040140 (.00 ( 39.46)
LapWNL 0.508 (0.66)  0.00( 6.09) 0.00( 6.09) 0.330(0.98)  0.00(40.65 (.00 (40.03)
LapRcPo 0.00( 5.44) 0.00( 5.44) 0.750({ 0.32) 0.00 ( 39.53) 0.00 ( 38.80)
MMBO 0.998 ( 0.00) 0.00 ( -5.10) 0.00(30.24)  0.00( 28.89)
p-Lap 0.00 ( -5.10) 0.00(30.26)  0.00( 28.91)
LaWa 0.002(38.71) 000 (37.97)
SpLa 9.1 (-3.14)

Table 7: Updated p-values and t-statistics, in parenthesis, for the F1 scores comparison

Although this complexity scales linearly with the number of neurons and input
dimensions, it remains tractable due to the relatively small patch sizes and hidden
dimensions used in this study. Moreover, the tensor-based architecture enables efficient
representation learning by significantly reducing the number of trainable parameters
compared to fully connected models with flattened inputs. This parameter efficiency,
coupled with the compactness of the learned embeddings, further justifies the use of the
Rank-R FNN in computationally constrained settings where training data is limited but
inference quality is critical.

In conclusion, while both components of the proposed framework—tensor-based
embedding learning and graph-based SSL—introduce non-negligible computational
overhead, particularly in large-scale settings, the trade-off is justified by the substantial
gains in classification performance. The experimental results and time analysis
collectively indicate that the framework is computationally feasible and well-suited for
real-world remote sensing applications, where annotated data is scarce and predictive
accuracy is paramount.

4 3.7 Statistical Evaluation

In this section, we aim to rigorously evaluate whether the integration of graph-based
semi-supervised learning (SSL) algorithms, when used in conjunction with tensor-based
embeddings, yields statistically significant improvements in classification performance
compared to a purely supervised learning approach—specifically, the Rank-R Fully
Connected Neural Network (Rank-R FNN). The primary objective is to determine if the use
of unlabelled data through transductive inference leads to meaningful performance gains
in the context of hyperspectral image (HSI) segmentation under limited supervision.

To begin our comparative analysis, Figure 12 presents the distribution of classification
performance —measured in terms of the F1 score—across the employed SSL techniques
and the baseline Rank-R FNN model. The results are organized into separate boxplots per
dataset, allowing us to capture variability and assess the robustness of each method
across distinct HSI sources. For clarity and interpretability, we have excluded lower-
performing SSL methods from this visualization (refer to subsection 4.3.4 for detailed
performance rankings), focusing instead on the most competitive approaches. These
boxplots provide a visual summary of the central tendency, spread, and potential outliers
in the classification performance for each algorithm-dataset combination.
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Figure 12 : Boxplots for the performance distribution, given the adopted classification techniques

To complement the visual analysis with formal statistical evidence, we conducted a series
of paired t-tests to evaluate whether the observed differences in F1 scores between each
SSL approach and the Rank-R FNN are statistically significant. The paired design of the
test is appropriate here, as each classification technique is evaluated on the same data
splits across multiple trials, controlling for variance arising from different data partitions. In
the previous subsection 4.3.6 Table 7 summarizes the outcomes of these tests, reporting
t-statistics and corresponding p-values for all pairwise comparisons.

The results reveal several important patterns. Most notably, when comparing the Rank-R
FNN to the Laplace-based method (Lap), a highly significant improvement in classification
performance is observed. Specifically, the computed t-statistic of —17.52 with a p-value
well below 0.001 strongly suggests that Lap significantly outperforms the fully-supervised
Rank-R FNN in terms of F1 score. Similar trends are evident when comparing Rank-R
FNN to other SSL techniques, including LapWNL, LapRePo, MMBO, p-Lap, LaWa, and
SpLa—all of which yield negative and statistically significant t-statistics, further
underscoring the effectiveness of leveraging unlabelled data in enhancing segmentation
performance. Beyond comparisons with the supervised baseline, we also examined
pairwise differences among the SSL approaches themselves. For example, when Lap is
compared with MMBO, p-Lap, LaWa, SpLa, and VMBO, positive and significant t-
statistics are consistently observed, indicating Lap’s superior performance. Comparisons
between Lap and more structurally similar algorithms such as LapWNL, LapRePo, and
VMBO also result in statistically significant differences, albeit with smaller magnitudes of
effect, suggesting that these methods achieve comparable, though slightly inferior,
performance. Furthermore, statistical comparisons between the remaining SSL methods
(LapWNL, LapRePo, MMBO, p-Lap, LaWa, SpLa, and VMBO) indicate that most pairs
exhibit significant performance discrepancies. However, not all pairwise comparisons
yield significant results. For instance, the comparison between LapRePo and LaWa
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produces a t-statistic of 0.66 with a p-value of 0.508, implying no statistically significant
difference in their classification performance on average. This suggests that these two
techniques perform similarly under the tested configurations.

Collectively, these statistical analyses provide strong empirical support for the hypothesis
that incorporating unlabelled data via graph-based SSL methods can meaningfully
enhance classification accuracy in HSI segmentation tasks, particularly under limited
supervision. Moreover, the tests reveal that not all SSL techniques perform equally well,
emphasizing the importance of algorithm selection based on application-specific
requirements and data characteristics. These findings contribute to a growing body of
literature advocating for hybrid approaches that combine compact and efficient
embeddings with robust label propagation mechanisms to tackle the inherent data
scarcity and complexity of real-world remote sensing problems.

4.4 Final Summary

In this research, we successfully merged two distinct yet complementary lines of research
to address the longstanding problem of hyperspectral image (HSI) segmentation under
limited supervision: (a) the development of sample-efficient tensor-based neural networks
for embedding learning, and (b) the application of graph-based semi-supervised learning
(SSL) for label inference. This integrative approach represents a novel methodological
direction in the field, wherein the rich representational capabilities of tensor
decomposition-based models are synergistically combined with the label propagation
power of graph-based learning. The extensive set of experiments conducted across four
benchmark HSI datasets substantiates the viability and effectiveness of the proposed
framework. Our findings highlight that the combination of efficient embeddings with
robust transductive learning can yield notable performance improvements, especially in
scenarios constrained by limited labeled data.

The research direction introduced in this work opens several promising avenues for future
investigation. Firstly, although our study focused exclusively on graph-based SSL
methods, alternative semi-supervised paradigms—such as consistency regularization,
pseudo-labeling, or entropy minimization—could also be explored in combination with
tensor-based embeddings. Evaluating their effectiveness within a similar setup could
uncover complementary or superior strategies. Secondly, the graph-based SSL methods
employed in this study were used with their default configurations. Neither
hyperparameter optimization nor computational enhancements (e.g., sparsification,
acceleration techniques) were applied. Therefore, further research is warranted to explore
how fine-tuning and optimization might influence the classification performance and
computational efficiency of these methods. Thirdly, the few-shot learning paradigm could
be seamlessly incorporated into this framework. Tensor-based neural networks, which are
inherently designed for learning from small amounts of data due to their sample-efficient
architecture, could serve as strong backbone models. Augmenting them with the label
propagation capabilities of SSL could yield models capable of effective generalization
from very few labeled examples, aligning with the practical constraints of real-world
remote sensing tasks. Additionally, from a theoretical standpoint, an in-depth exploration
of the approximation bounds associated with different tensor decomposition methods
(e.g., CP, Tucker, Tensor-Train) in the context of hyperspectral classification could enhance
our understanding of their representational properties and inform model selection
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strategies. Likewise, systematically investigating the relationship between decomposition
rank and model performance would be an important contribution toward developing
practical heuristics for architecture design. Fundamentally, the proposed approach
capitalizes on the high-dimensional spatial and spectral information intrinsic to
hyperspectral data. Tensor-based embeddings, derived from structured decompositions,
are capable of preserving complex multi-modal relationships, which prove to be highly
informative for downstream segmentation tasks. On the other hand, graph-based SSL
methods, when provided with high-quality embeddings, are able to effectively propagate
label information and yield accurate predictions even in the presence of significant class
imbalance or small-sample conditions.

In summary, the presented work not only offers an innovative and effective methodology
for hyperspectral image segmentation but also establishes a flexible and extensible
framework for future research. By demonstrating the advantages of integrating tensor
representation learning with transductive semi-supervised inference, this study lays the
groundwork for future advances in remote sensing, precision agriculture, environmental
monitoring, and other application domains that require accurate and efficient
interpretation of high-dimensional imaging data.

-78 -



5.1 Overall Synthesis of the Thesis

The present thesis has explored and extended the frontiers of hyperspectral image (HSI)
classification through the integration of tensor-based neural representations and graph-
based semi-supervised learning (SSL). This dual-framework approach was motivated by
two long-standing challenges in hyperspectral data analysis: (1) the extreme spectral-
spatial dimensionality of hyperspectral data cubes, and (2) the limited availability of
labeled training samples, which constrains the effectiveness of conventional deep
learning architectures. By combining rigorous theoretical development, algorithmic
innovation, and extensive empirical validation, the research establishes a new
methodological paradigm for sample-efficient learning in high-order data domains.

At its core, the thesis develops two major lines of contribution. The first introduces the
Rank-R Feedforward Neural Network (Rank-R FNN), a tensorized variant of the traditional
feedforward network that embeds the Canonical Polyadic (CP) decomposition within its
first layer. This formulation explicitly preserves the multilinear nature of hyperspectral
data, ensuring that the network’s internal representations remain physically meaningful
and compact. Rather than flattening the data into a vector, which often destroys spatial
and spectral coherence, the Rank-R FNN learns directly from the tensor structure—
thereby maintaining the relationships among spectral bands and spatial neighborhoods.

The second major contribution builds upon the representational capabilities of the Rank-R
FNN by coupling it with graph-based semi-supervised learning. Here, the embeddings
extracted from the trained tensorized model are used to construct a similarity graph
where both labeled and unlabeled samples coexist. Through the diffusion of label
information along the graph structure, this method allows unlabeled data to enhance
classification performance, reducing reliance on large annotated datasets. The combined
system, therefore, unites the feature-learning strength of deep neural networks with the
label efficiency and manifold awareness of graph-based methods.

Across four benchmark hyperspectral datasets—Indian Pines, Pavia University, Salinas,
and Botswana—the empirical results demonstrate that this hybrid methodology
consistently outperforms conventional neural networks and other baseline classifiers,
especially in low-label regimes. The Rank-R FNN achieves high accuracy and rapid
convergence while requiring far fewer trainable parameters. Meanwhile, the graph-based
SSL approach capitalizes on the discriminative structure of the learned tensor
embeddings to produce significant gains in classification accuracy without additional
supervision. Together, these results illustrate a coherent and theoretically grounded route
toward scalable, efficient, and interpretable hyperspectral data analysis.
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5.2 Summary of What Was Presented and Researched

The thesis presented a comprehensive theoretical and algorithmic framework for high-
order data classification grounded in the principles of tensor algebra and manifold
learning. The Rank-R Feedforward Neural Network represents a key conceptual
advancement, as it redefines how neural models interact with multidimensional data. By
constraining the input-to-hidden weight matrices via CP decomposition, the Rank-R FNN
enforces a low-rank structure that captures the dominant correlations between spectral
and spatial dimensions. This approach not only improves generalization under limited
supervision but also provides interpretability: the learned tensor factors correspond to
spectral and spatial modes, giving insight into the relative contribution of each mode to
the classification decision.

The thesis also presented a semi-supervised learning pipeline that extends this
representational model. Once the Rank-R FNN is trained, its penultimate-layer activations
—serving as compact embeddings—are used to build a similarity graph among samples.
Graph Laplacians, diffusion operators, and energy minimization frameworks are then
employed to propagate label information from the few annotated nodes to the vast
unlabeled ones. This dual framework elegantly combines supervised representation
learning and graph-based transductive reasoning, enabling models that are both data-
efficient and theoretically principled.

The research component of the thesis delivered new insights, both theoretical and
experimental:

(@) Theoretical Contributions: The Rank-R FNN was mathematically proven to be a
universal approximator for tensor-valued functions. This means that, under mild
assumptions, any continuous mapping from a tensor input space to a target output can
be represented by such a network, given sufficient rank and layer width. The CP rank was
shown to directly control the expressive capacity of the model: small ranks enforce strong
inductive bias, acting as a regularizer, while higher ranks allow finer granularity at the cost
of increased computational burden. This analysis formalizes the trade-off between
efficiency and expressivity —a recurring theme in deep learning research.

(b) Algorithmic Contributions: The thesis introduced an end-to-end learning pipeline that
unites tensorized feature learning and graph-based SSL. Techniques for graph
sparsification, affinity normalization, and Laplacian smoothing were incorporated to
ensure scalability. In addition, a comprehensive study of different Laplacian-based SSL
methods—such as label propagation, label spreading, random walk diffusion, and
Poisson-based inference—was conducted, offering a comparative analysis of their
behavior under tensor embeddings.

(c) Empirical Contributions: Through an experimental campaign comprising more than
22,000 independent runs, the research thoroughly evaluated how factors such as rank,
embedding dimensionality, noise level, and unlabeled ratio influence the final
classification performance. The findings confirm that tensor embeddings lead to
smoother, more geometrically faithful graphs, which in turn facilitate better label diffusion.
Moreover, the experiments identified dataset-specific optimal ranks (e.g., lower ranks for
smoother spectral domains like Botswana, higher for complex urban scenes such as
Pavia), offering practical heuristics for model tuning.
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5.3 Significance and Contributions to the State of the Art

The theoretical and empirical developments presented in this thesis advance the field of
hyperspectral data analysis and machine learning more broadly in several fundamental
ways.

First, they establish tensor decomposition as a core principle for neural modeling of high-
dimensional data. While tensor methods have long been used in signal processing, their
integration into neural architectures has been limited. The Rank-R FNN demonstrates that
tensorization can coexist naturally within standard deep learning workflows, offering
compression, interpretability, and robustness —all without sacrificing performance.

Second, this thesis provides a methodological bridge between deep learning and graph-
based inference. Traditionally, deep learning excels at inductive, data-driven feature
extraction, while graph-based methods specialize in exploiting structure and relational
information. The hybrid approach proposed here demonstrates that these paradigms are
complementary: tensor embeddings define an expressive and geometrically smooth
feature manifold, while graph inference exploits this manifold to propagate labels
efficiently.

Third, the thesis contributes a rigorous empirical protocol for evaluating tensor and graph-
based learning models. By systematically varying ranks, graph parameters, and unlabeled
ratios, the research moves beyond isolated case studies to provide reproducible,
statistically grounded evidence. This level of experimental comprehensiveness
establishes robust baselines for future research in hyperspectral and manifold learning.

Finally, the work’s implications extend beyond hyperspectral imaging. The proposed
frameworks are applicable to any high-order structured data domain, including
biomedical imaging, material spectroscopy, and spatio-temporal sensor data. The notion
of preserving tensor structure while learning graph-regularized representations opens
pathways for cross-disciplinary adoption.

5.4 Practical Implications, Limitations, and Open Challenges

The findings of this thesis carry several important practical implications. The proposed
framework offers an efficient path toward label-efficient hyperspectral classification,
where the high cost of data annotation has historically limited progress. By coupling
Rank-R tensor models with graph-based SSL, practitioners can significantly reduce the
number of labeled samples required while still achieving high accuracy. This has direct
implications for remote sensing agencies and industrial applications that depend on
rapid, large-scale data analysis with constrained supervision budgets.

From an engineering perspective, the parameter efficiency of the Rank-R FNN provides
advantages in terms of both computational resource usage and model interpretability. The
decomposition of the input-to-hidden layer ensures that the network remains lightweight,
with a fraction of the parameters typically required by CNNs or transformer-based

-81-



models. This reduction translates to faster training, less overfitting, and easier deployment
on limited hardware.

However, these benefits are accompanied by several open challenges that motivate
further investigation:

. Rank Sensitivity and Adaptivity: The CP rank remains a manually tuned
hyperparameter. Its selection significantly impacts performance, requiring domain
knowledge and iterative experimentation. Developing automated, data-driven strategies
for rank estimation would enhance usability and consistency.

. Graph Construction at Scale: For large hyperspectral scenes, graph
construction can become computationally expensive, particularly when building fully
connected or dense affinity matrices. Scalable approximations—using anchor graphs,
hierarchical clustering, or locality-sensitive hashing—are needed for operational systems.

. Cross-Sensor and Temporal Transfer: The generalization of learned
embeddings across sensors, seasons, or atmospheric conditions remains an unresolved
issue. Domain adaptation techniques that align spectral distributions or regularize cross-
domain graphs could address this limitation.

. Class Imbalance and Graph Bias: Standard SSL algorithms may
inadvertently reinforce biases toward majority classes, especially when class distributions
are skewed. Incorporating class-sensitive propagation mechanisms or graph reweighting
strategies will be essential for fairness and accuracy.

Despite these challenges, the thesis demonstrates that the combination of tensor

factorization and graph-based reasoning represents a robust and scalable solution to
modern hyperspectral learning problems.

5.5 Future Research Directions

The future of hyperspectral learning lies in extending the principles demonstrated here
into broader, more generalizable frameworks. Future work should pursue several
interrelated directions that build upon the theoretical and empirical findings of this thesis.

One immediate avenue is the development of automatic rank adaptation mechanisms.
The current reliance on fixed-rank configurations could be replaced with dynamic
strategies that adjust rank during training according to reconstruction loss or information-
theoretic criteria. This would enable models to allocate capacity adaptively across
datasets and improve generalization without manual tuning.

Another promising direction involves exploring alternative tensor decompositions, such as
Tucker, Tensor-Train, or Hierarchical Tucker formats. These decompositions offer greater
flexibility in modeling cross-modal interactions, potentially leading to richer embeddings.
Integrating such models into neural architectures could bridge tensor regression, attention
mechanisms, and graph embeddings into a unified analytical space.

In parallel, scalability and graph efficiency will remain central concerns. Future studies
could employ approximate nearest-neighbor algorithms or hierarchical graph
representations to reduce computational costs. Combining these with diffusion-based
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solvers or neural approximations to the Laplacian operator may unlock real-time semi-
supervised inference for large-scale remote sensing data.

Beyond architectural refinements, this line of research opens the door to self-supervised
and contrastive learning for tensor data. Leveraging large volumes of unlabeled
hyperspectral imagery for pretraining could dramatically enhance downstream
classification and reduce reliance on labeled samples even further. The incorporation of
domain adaptation and transfer learning strategies would also enable robust model
generalization across sensors, environments, and acquisition conditions.

Finally, the continued miniaturization of deep learning hardware invites investigation into
on-board and edge deployment of tensorized architectures. Rank-R FNNs, due to their
compact parameterization, are well-suited for implementation on UAVs and satellite
systems. Developing energy-efficient inference algorithms and low-memory graph solvers
will be key to bringing advanced hyperspectral analysis directly to the point of data
collection.

In essence, the ideas presented in this thesis pave the way for a future in which

hyperspectral analysis systems are adaptive, efficient, and self-improving, combining
rigorous theory with real-world practicality.

5.6 Concluding Remarks

This thesis establishes a coherent and comprehensive foundation for tensor-based and
graph-based learning in hyperspectral image classification. By intertwining theoretical
analysis, algorithmic design, and large-scale experimentation, it demonstrates that the
integration of tensor decompositions and semi-supervised graph inference can
substantially improve both efficiency and accuracy in high-dimensional data domains.

The broader significance of this work extends beyond hyperspectral imaging. The findings
contribute to the general understanding of how structural priors—in this case, tensor
multilinearity —and relational priors—captured through graph topology—can jointly inform
learning algorithms. In doing so, the thesis highlights the importance of respecting the
inherent geometry and structure of data rather than forcing it into vectorized or
unstructured forms.

Conceptually, this work represents a step toward holistic machine learning systems that
combine the interpretability and mathematical rigor of tensor analysis with the flexibility
and generalization power of neural networks. The demonstrated synergy between tensor
embeddings and graph-based inference offers a promising direction for designing data-
efficient algorithms capable of learning from limited supervision while maintaining high
interpretability and theoretical transparency.

Ultimately, the thesis provides a roadmap for developing future systems that learn
efficiently, transparently, and adaptively from complex data environments. Its conclusions
advocate a continued integration of structured algebraic representations and graph-
based reasoning—an integration that is likely to shape the next generation of intelligent
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sensing and analysis systems across domains ranging from Earth observation to
biomedical imaging.
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