
Athens, May 2026 

 

NATIONAL TECHNICAL UNIVERSITY OF ATHENS 

SCHOOL OF ELECTRICAL AND COMPUTER ENGINEERING 

DIVISION OF INFORMATION TRANSMISSION SYSTEMS AND 

MATERIAL TECHNOLOGY 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

ȷ thesis submitted for the degree of 

Doctor of Philosophy 

by 

 

 

 

Development of drift -adaptive machine learning 

methods to support health decision making in 

dynamic data contexts 

Theofanis, Ganitidis 





ȷɗɐɜŬ, ɀɎɘɞɠ 2026 

 

ȺŪɁȽȾɃ ɀȺɇɆɃȸȽɃ ɄɃȿɈɇȺɉɁȺȽɃ 

ɆɉɃȿȼ ȼȿȺȾɇɅɃȿɃũɋɁ ɀȼɉȷɁȽȾɋɁ ȾȷȽ ɀȼɉȷɁȽȾɋɁ 
ɈɄɃȿɃũȽɆɇɋɁ 

ɇɃɀȺȷɆ ɆɈɆɇȼɀȷɇɋɁ ɀȺɇȷȹɃɆȼɆ ɄȿȼɅɃūɃɅȽȷɆ ȾȷȽ 
ɇȺɉɁɃȿɃũȽȷɆ ɈȿȽȾɋɁ 

 

 

 

 

ȹȽȹȷȾɇɃɅȽȾȼ ȹȽȷɇɅȽȸȼ 

Űɞɡ

 
ɆɡɛɓɞɡɚŮɡŰɘəɐ ȺˊɘŰɟɞˊɐ : ȾɤɜůŰŬɜŰɑɜŬ, Ɇ. ɁɘəɐŰŬ 

 ȹɖɛɐŰɟɘɞɠ ȹɘɞɜɨůɘɞɠ ȾɞɡŰůɞɨɟɖɠ 

 ɆˊɡɟɏŰŰŬ ũɞɚŮɛɎŰɖ 

ȺɔəɟɑɗɖəŮ Ŭˊɧ Űɖɜ ŮɝŮŰŬůŰɘəɐ ŮˊɘŰɟɞˊɐ Űɖɜ. 

 

 

 

 

 

 

 

 

 

 

 

 

ȷɜɎˊŰɡɝɖ ˊɟɞůŬɟɛɞůŰɘəɩɜ ɛŮɗɧŭɤɜ ɛɖɢŬɜɘəɐɠ 

ɛɎɗɖůɖɠ ɔɘŬ Űɖɜ ŬɜŰɘɛŮŰɩˊɘůɖ ɛŮŰŬŰɞˊɑůŮɤɜ ůŮ 

ŭɡɜŬɛɘəɎ ŭŮŭɞɛɏɜŬ ɡɔŮɑŬɠ 

ŪŮɞűɎɜɖ, ũŬɜɘŰɑŭɖ 

............................ 

ȾɤɜůŰŬɜŰɑɜŬ Ɇ. ɁɘəɐŰŬ 

ȾŬɗɖɔɐŰɟɘŬ 

............................ 

ȹɖɛɐŰɟɘɞɠ-ȹɘɞɜɨůɘɞɠ ȾɞɡŰůɞɨɟɖɠ 

ɃɛɧŰɘɛɞɠ ȾŬɗɖɔɖŰɐɠ 

............................ 

ɆˊɡɟɏŰŰŬ ũɞɚŮɛɎŰɖ 

ȷɜŬˊɚɖɟɩŰɟɘŬ ȾŬɗɖɔɐŰɟɘŬ 

............................ 

ȾɤɜůŰŬɜŰɑŬ ȻŬɟəɞɔɘɎɜɜɖ 

ȷɜŬˊɚɖɟɩŰɟɘŬ ȾŬɗɖɔɐŰɟɘŬ 

............................ 

ũŮɩɟɔɘɞɠ ɆŰɎɛɞɡ 

ȾŬɗɖɔɖŰɐɠ 

 

............................ 

ȷɗŬɜɎůɘɞɠ ȸɞɡɚɧŭɖɛɞɠ 

Ⱥˊɑəɞɡɟɞɠ ȾŬɗɖɔɖŰɐɠ 

............................ 

ȽɤɎɜɜɖɠ ȹŮɚɐɠ 

Ⱥˊɑəɞɡɟɞɠ ȾŬɗɖɔɖŰɐɠ 





 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

................................... 

ŪŮɞűɎɜɖɠ, ũŬɜɘŰɑŭɖɠ 

ȹɘŭɎəŰɤɟ ȼɚŮəŰɟɞɚɧɔɞɠ ɀɖɢŬɜɘəɧɠ əŬɘ ɀɖɢŬɜɘəɧɠ ɈˊɞɚɞɔɘůŰɩɜ Ⱥ.ɀ.Ʉ. 

Copyright © ŪŮɞűɎɜɖɠ, ũŬɜɘŰɑŭɖɠ, 2025. 

ɀŮ ŮˊɘűɨɚŬɝɖ ˊŬɜŰɧɠ ŭɘəŬɘɩɛŬŰɞɠ. All rights reserved. 
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ŮɟɔŬůɑŬɠ ɔɘŬ əŮɟŭɞůəɞˊɘəɧ ůəɞˊɧ ˊɟɏˊŮɘ ɜŬ ŬˊŮɡɗɨɜɞɜŰŬɘ ˊɟɞɠ Űɞɜ ůɡɔɔɟŬűɏŬ. 

Ƀɘ ŬˊɧɣŮɘɠ əŬɘ ŰŬ ůɡɛˊŮɟɎůɛŬŰŬ ˊɞɡ ˊŮɟɘɏɢɞɜŰŬɘ ůŮ ŬɡŰɧ Űɞ ɏɔɔɟŬűɞ ŮəűɟɎɕɞɡɜ Űɞɜ ůɡɔɔɟŬűɏŬ 

əŬɘ ŭŮɜ ˊɟɏˊŮɘ ɜŬ ŮɟɛɖɜŮɡɗŮɑ ɧŰɘ ŬɜŰɘˊɟɞůɤˊŮɨɞɡɜ Űɘɠ ŮˊɑůɖɛŮɠ ɗɏůŮɘɠ Űɞɡ Ⱥɗɜɘəɞɨ ɀŮŰůɧɓɘɞɡ 

ɄɞɚɡŰŮɢɜŮɑɞɡ. 





i 

ɄŮɟɑɚɖɣɖ 
ȼ ŬɜɎˊŰɡɝɖ ŬɝɘɧˊɘůŰɤɜ əŬɘ ŮɨɟɤůŰɤɜ ůɡůŰɖɛɎŰɤɜ ŰŮɢɜɖŰɐɠ ɜɞɖɛɞůɨɜɖɠ (ɇɁ) ůŰɞɜ ŰɞɛɏŬ 

Űɖɠ ɡɔŮɑŬɠ ůɡɜɘůŰɎ ɛɘŬ Ŭˊɧ Űɘɠ ˊɚɏɞɜ űɘɚɧŭɞɝŮɠ ˊɟɞəɚɐůŮɘɠ Űɖɠ ůɨɔɢɟɞɜɖɠ ɇɁ. ɄŬɟɎ Űɖɜ 

ŮɜŰɡˊɤůɘŬəɐ ˊɟɧɞŭɞ ůŮ ŰŮɢɜɘəɏɠ ɛɖɢŬɜɘəɐɠ əŬɘ ɓŬɗɘɎɠ ɛɎɗɖůɖɠ, ɖ ˊɟŬəŰɘəɐ ŮűŬɟɛɞɔɐ 

ŰɏŰɞɘɤɜ ůɡůŰɖɛɎŰɤɜ ůɡɢɜɎ ɡˊɞɜɞɛŮɨŮŰŬɘ Ŭˊɧ Űɞ űŬɘɜɧɛŮɜɞ Űɖɠ ɛŮŰŬŰɧˊɘůɖɠ ŭŮŭɞɛɏɜɤɜ, 

ŭɖɚŬŭɐ Űɖɜ Ŭˊɧəɚɘůɖ ŬɜɎɛŮůŬ ůŰɘɠ əŬŰŬɜɞɛɏɠ ŭŮŭɞɛɏɜɤɜ ˊɞɡ ɢɟɖůɘɛɞˊɞɘɞɨɜŰŬɘ ɔɘŬ Űɖɜ 

ŮəˊŬɑŭŮɡůɖ əŬɘ ŮəŮɑɜŮɠ ˊɞɡ ůɡɜŬɜŰɩɜŰŬɘ əŬŰɎ Űɖɜ ŮűŬɟɛɞɔɐ Űɤɜ ɛɞɜŰɏɚɤɜ ůŮ ˊɟŬɔɛŬŰɘəɎ, 

ɎɔɜɤůŰŬ ˊŮɟɘɓɎɚɚɞɜŰŬ. ȼ ɛŮŰŬŰɧˊɘůɖ ŭŮŭɞɛɏɜɤɜ ɛˊɞɟŮɑ ɜŬ ˊɟɞəɨɣŮɘ ŮɑŰŮ Ŭˊɧ ɢɟɞɜɘəɏɠ 

ŭɡɜŬɛɘəɏɠ ŬɚɚŬɔɏɠ ŮɑŰŮ Ŭˊɧ ŬɚɚŬɔɏɠ ůŰɘɠ ůɡɜɗɐəŮɠ ůɡɚɚɞɔɐɠ Űɤɜ ŭŮŭɞɛɏɜɤɜ, ɛŮ ůɡɜɏˊŮɘŬ 

Űɖ ɛŮɑɤůɖ Űɖɠ ŬəɟɑɓŮɘŬɠ, Űɖɠ ɔŮɜɑəŮɡůɖɠ əŬɘ, əɡɟɑɤɠ, Űɖɠ ŬɝɘɞˊɘůŰɑŬɠ Űɤɜ ɛɞɜŰɏɚɤɜ ɇɁ. ɇɞ 

ˊɟɧɓɚɖɛŬ ŬɡŰɧ ŬˊɞəŰɎ əɟɑůɘɛɖ ůɖɛŬůɑŬ ůŰɞɜ ŰɞɛɏŬ Űɖɠ ɡɔŮɑŬɠ, ɧˊɞɡ ŰŬ ŭŮŭɞɛɏɜŬ ŮɑɜŬɘ 

ŮɔɔŮɜɩɠ ŮŰŮɟɞɔŮɜɐ əŬɘ ɛŮŰŬɓŬɚɚɧɛŮɜŬ. ȼ ŬɜɎɔəɖ ŬɜŰɘɛŮŰɩˊɘůɖɠ Űɤɜ ɛŮŰŬŰɞˊɑůŮɤɜ Űɤɜ 

ŭŮŭɞɛɏɜɤɜ ɏɢŮɘ ɞŭɖɔɐůŮɘ ůŰɖ ŭɘŬɛɧɟűɤůɖ Űɞɡ ŮɟŮɡɜɖŰɘəɞɨ ˊŮŭɑɞɡ Űɖɠ ŬɜɗŮəŰɘəɐɠ ɇɁ, ˊɞɡ 

ŬˊɞůəɞˊŮɑ ůŰɖɜ ŬɜɎˊŰɡɝɖ ůɡůŰɖɛɎŰɤɜ ɘəŬɜɩɜ ɜŬ ŬɜɘɢɜŮɨɞɡɜ əŬɘ ɜŬ ˊɟɞůŬɟɛɧɕɞɜŰŬɘ ůŮ 

ɛŮŰŬɓɞɚɏɠ Űɤɜ ŭŮŭɞɛɏɜɤɜ ŭɘŬŰɖɟɩɜŰŬɠ ɡɣɖɚɐ Ŭˊɧŭɞůɖ əŬɘ ŮɡɟɤůŰɑŬ. ɆŰɞ ˊɚŬɑůɘɞ ŬɡŰɧ, ɖ 

ˊŬɟɞɨůŬ ŭɘŬŰɟɘɓɐ ŮɝŮŰɎɕŮɘ ŭɨɞ əɨɟɘŮɠ ɛɞɟűɏɠ ɛŮŰŬŰɧˊɘůɖɠ ˊɞɡ ŬˊŬɜŰɩɜŰŬɘ ůɡɢɜɎ ůŰɞɜ ɢɩɟɞ 

Űɖɠ ɡɔŮɑŬɠ: Űɖ ɢɟɞɜɘəɐ ɛŮŰŬŰɧˊɘůɖ ůŮ ɟɞɏɠ ŭŮŭɞɛɏɜɤɜ əŬɘ Űɖ ɛŮŰŬŰɧˊɘůɖ əŬŰɎ Űɖ ůɡɚɚɞɔɐ 

ŭŮŭɞɛɏɜɤɜ Ŭˊɧ ˊɞɚɚŬˊɚɞɨɠ űɞɟŮɑɠ. 

ȼ ɢɟɞɜɘəɐ ɛŮŰŬŰɧˊɘůɖ ŮɛűŬɜɑɕŮŰŬɘ ůŮ ˊŮɟɘɓɎɚɚɞɜŰŬ ɧˊɞɡ ŰŬ ŭŮŭɞɛɏɜŬ ůɡɚɚɏɔɞɜŰŬɘ ɛŮ Űɖ 

ɛɞɟűɐ ɟɞɐɠ, ɡˊɧ ůɡɜɗɐəŮɠ ˊɞɡ ɛŮŰŬɓɎɚɚɞɜŰŬɘ ɛŮ Űɞ ɢɟɧɜɞ. ȹɡɜŬɛɘəɞɑ ŮɝɤŰŮɟɘəɞɑ 

ˊŬɟɎɔɞɜŰŮɠ, ɧˊɤɠ ŬɚɚŬɔɏɠ ůŰɘɠ ůɡůəŮɡɏɠ əŬŰŬɔɟŬűɐɠ, ŭɘŬűɞɟɞˊɞɘɐůŮɘɠ ůŰŬ ŭɖɛɞɔɟŬűɘəɎ 

ɢŬɟŬəŰɖɟɘůŰɘəɎ Űɞɡ ˊɚɖɗɡůɛɞɨ ɐ Ŭəɧɛɖ əŬɘ ɖ űɡůɘəɐ Ůɝɏɚɘɝɖ Űɤɜ ɑŭɘɤɜ Űɤɜ űŬɘɜɞɛɏɜɤɜ 

ˊɞɡ ˊŬɟŬŰɖɟɞɨɜŰŬɘ (ˊ.ɢ. ɖ Ůɝɏɚɘɝɖ Ůɜɧɠ ɘɞɨ ůŰɖ ŭɘɎɟəŮɘŬ ɛɘŬɠ ˊŬɜŭɖɛɑŬɠ), ɞŭɖɔɞɨɜ ůŮ 

ůŰŬŰɘůŰɘəɏɠ ɛŮŰŬɓɞɚɏɠ Űɤɜ əŬŰŬɜɞɛɩɜ əŬɘ, əŬŰɎ ůɡɜɏˊŮɘŬ, ůŮ ɛŮɑɤůɖ Űɖɠ Ŭˊɧŭɞůɖɠ Űɤɜ 

ɛɞɜŰɏɚɤɜ. ȼ ŭɘŬŰɟɘɓɐ ŭɘŮɟŮɡɜɎ ŬɡŰɐ Űɖ ɛɞɟűɐ ɛŮŰŬŰɧˊɘůɖɠ ɛɏůɤ Űɖɠ ŬɜɑɢɜŮɡůɖɠ Űɖɠ ɜɧůɞɡ 

COVID-19 Ŭˊɧ ˊɚɖɗɞˊɞɟɘůŰɘəɏɠ ɖɢɖŰɘəɏɠ əŬŰŬɔɟŬűɏɠ ɓɐɢŬ, ŬɝɘɞˊɞɘɩɜŰŬɠ ŰŬ ůɨɜɞɚŬ 

ŭŮŭɞɛɏɜɤɜ COVID-19 Sounds əŬɘ COSWARA. ȷɜŬˊŰɨɢɗɖəŮ ɏɜŬ ˊɟɞůŬɟɛɞůŰɘəɧ ˊɚŬɑůɘɞ 

ˊŬɟŬəɞɚɞɨɗɖůɖɠ ɟɞɩɜ ŭŮŭɞɛɏɜɤɜ, Űɞ ɞˊɞɑɞ ɢɟɖůɘɛɞˊɞɘŮɑ Űɖ ɛŮŰɟɘəɐ Maximum Mean 

Discrepancy (MMD) ɔɘŬ Űɞɜ ŮɜŰɞˊɘůɛɧ ŬˊɞəɚɑůŮɤɜ ůŰɘɠ əŬŰŬɜɞɛɏɠ Űɤɜ ŭŮŭɞɛɏɜɤɜ əŬɘ 

ŮɜŮɟɔɞˊɞɘŮɑ ɛɖɢŬɜɘůɛɞɨɠ ˊɟɞůŬɟɛɞɔɐɠ Űɞɡ ɓŬůɘəɞɨ ɛɞɜŰɏɚɞɡ ˊɟɧɓɚŮɣɖɠ ɧŰŬɜ ŬɜɘɢɜŮɨŮŰŬɘ 

ɛŮŰŬŰɧˊɘůɖ. 

ɇŬ ůɨɜɞɚŬ ŭŮŭɞɛɏɜɤɜ ŭɘŬɢɤɟɑůŰɖəŬɜ ɢɟɞɜɘəɎ ůŮ ˊŮɟɘɧŭɞɡɠ ŬɜɎˊŰɡɝɖɠ əŬɘ ŮűŬɟɛɞɔɐɠ. ɇɞ 

ɓŬůɘəɧ ɛɞɜŰɏɚɞ ˊɟɧɓɚŮɣɖɠ ŬˊɞŰŮɚŮɑŰŬɘ Ŭˊɧ ɏɜŬ ůɡɜŮɚɘəŰɘəɧ ɜŮɡɟɤɜɘəɧ ŭɑəŰɡɞ, Űɞ ɞˊɞɑɞ 

ŬɟɢɘəɎ ŮəˊŬɘŭŮɨŰɖəŮ ůŮ ŭŮŭɞɛɏɜŬ Űɖɠ ˊŮɟɘɧŭɞɡ ŬɜɎˊŰɡɝɖɠ, ŮˊɘŰɡɔɢɎɜɞɜŰŬɠ AUC 69.13% 

əŬɘ 66.8% əŬɘ ɘůɞɟɟɞˊɖɛɏɜɖ ŬəɟɑɓŮɘŬ 63.38% əŬɘ 61.64% ůŰŬ ůɨɜɞɚŬ COVID-19 Sounds 

əŬɘ COSWARA, ŬɜŰɑůŰɞɘɢŬ. ȾŬŰɎ Űɖɜ Ŭɝɘɞɚɧɔɖůɖ ůŰŬ ŭŮŭɞɛɏɜŬ ŮűŬɟɛɞɔɐɠ, ˊŬɟŬŰɖɟɐɗɖəŮ 

ůɖɛŬɜŰɘəɐ ɛŮɑɤůɖ Űɖɠ Ůˊɑŭɞůɖɠ, ŮˊɘɓŮɓŬɘɩɜɞɜŰŬɠ Űɖɜ ˊŬɟɞɡůɑŬ ɢɟɞɜɘəɐɠ ɛŮŰŬŰɧˊɘůɖɠ. ɀŮ 

Űɖɜ ŮűŬɟɛɞɔɐ ɛɖ ŮˊɞˊŰŮɡɧɛŮɜɖɠ ˊɟɞůŬɟɛɞɔɐɠ ˊŮŭɑɞɡ (UDA), ɖ ɘůɞɟɟɞˊɖɛɏɜɖ ŬəɟɑɓŮɘŬ 

ŬɡɝɐɗɖəŮ ɏɤɠ əŬɘ 22% əŬɘ 24%, ŬɜŰɑůŰɞɘɢŬ, ɔɘŬ ŰŬ ŭɨɞ ůɨɜɞɚŬ ŭŮŭɞɛɏɜɤɜ, Ůɜɩ ɛŮ Űɖ ɢɟɐůɖ 

ŮɜŮɟɔɐɠ ɛɎɗɖůɖɠ (AL) ˊŬɟŬŰɖɟɐɗɖəŮ Ŭəɧɛɖ ɛŮɔŬɚɨŰŮɟɖ ɓŮɚŰɑɤůɖ, ɏɤɠ 30% əŬɘ 60%, 

ŬɜŰɑůŰɞɘɢŬ. ɇŬ ŬˊɞŰŮɚɏůɛŬŰŬ əŬŰŬŭŮɘəɜɨɞɡɜ ɧŰɘ ɖ ůɡɜŭɡŬůŰɘəɐ ŮɜůɤɛɎŰɤůɖ ŬɜɑɢɜŮɡůɖɠ 

ɛŮŰŬŰɞˊɑůŮɤɜ əŬɘ ˊɟɞůŬɟɛɞůŰɘəɐɠ ɛɎɗɖůɖɠ ŮɜɘůɢɨŮɘ ůɖɛŬɜŰɘəɎ Űɖɜ ŬɜɗŮəŰɘəɧŰɖŰŬ Űɤɜ 

ɛɞɜŰɏɚɤɜ, ŮˊɘŰɟɏˊɞɜŰŬɠ Űɖ ŭɘŬŰɐɟɖůɖ Űɖɠ ŬɝɘɞˊɘůŰɑŬɠ Űɤɜ ůɡůŰɖɛɎŰɤɜ ɇɁ ůŮ ŭɡɜŬɛɘəɎ 

ˊŮɟɘɓɎɚɚɞɜŰŬ ɡɔŮɑŬɠ. 

ȾŬŰɎ Űɖ ůɡɚɚɞɔɐ ŭŮŭɞɛɏɜɤɜ Ŭˊɧ ˊɞɚɚŬˊɚɞɨɠ űɞɟŮɑɠ, ɖ ɛŮŰŬŰɧˊɘůɖ ŭŮŭɞɛɏɜɤɜ ˊɟɞəɨˊŰŮɘ 

ůɡɢɜɎ Ŭˊɧ ŭɘŬűɞɟɞˊɞɘɐůŮɘɠ ůŰɞɜ Ůɝɞˊɚɘůɛɧ, ůŰŬ ˊɟɤŰɧəɞɚɚŬ ŬˊŮɘəɧɜɘůɖɠ əŬɘ ůŰŬ 

ɢŬɟŬəŰɖɟɘůŰɘəɎ Űɤɜ ˊɚɖɗɡůɛɩɜ ˊɞɡ ůɡɛɛŮŰɏɢɞɡɜ. Ƀɘ ɛŮŰŬɓɞɚɏɠ ŬɡŰɏɠ ŮˊɖɟŮɎɕɞɡɜ Űɖ 

ɔŮɜɑəŮɡůɖ Űɤɜ ɛɞɜŰɏɚɤɜ, əŬɗɩɠ ɖ ŮəˊŬɑŭŮɡůɖ əŬɘ ɖ ŮűŬɟɛɞɔɐ Űɞɡɠ ˊɟŬɔɛŬŰɞˊɞɘɞɨɜŰŬɘ ůŮ 
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ŭŮŭɞɛɏɜŬ ŭɘŬűɞɟŮŰɘəɩɜ ˊɖɔɩɜ. ȼ ŭɘŬŰɟɘɓɐ ˊɟɞůŮɔɔɑɕŮɘ Űɞ ˊɟɧɓɚɖɛŬ Űɖɠ ŭɘŬůŰɟɤɛɎŰɤůɖɠ 

əŬɟŭɘŬɔɔŮɘŬəɞɨ əɘɜŭɨɜɞɡ Ŭˊɧ ɡˊŮɟɖɢɞɔɟŬűɘəɏɠ ŬˊŮɘəɞɜɑůŮɘɠ əŬɟɤŰɑŭŬɠ. ȷɟɢɘəɎ, 

ŬɜŬˊŰɨɢɗɖəŮ ɏɜŬ ŮɟɛɖɜŮɨůɘɛɞ ůɡɚɚɞɔɘəɧ ɛɞɜŰɏɚɞ ɓŬɗɘɎɠ ɛɎɗɖůɖɠ ɔɘŬ Űɖɜ ŰŬɝɘɜɧɛɖůɖ 

ůɡɛˊŰɤɛŬŰɘəɩɜ əŬɘ ŬůɡɛˊŰɤɛŬŰɘəɩɜ ŭŮɘɔɛɎŰɤɜ Ŭɗɖɟɞůəɚɐɟɤůɖɠ Ŭˊɧ ŭŮŭɞɛɏɜŬ Űɞɡ 

ũŮɜɘəɞɨ ɄŬɜŮˊɘůŰɖɛɘŬəɞɨ ɁɞůɞəɞɛŮɑɞɡ çȷŰŰɘəɧɜè, ˊɞɡ ŬˊɞŰŮɚŮɑŰŬɘ Ŭˊɧ 96 

ɡˊŮɟɖɢɞɔɟŬűɘəɏɠ ŬˊŮɘəɞɜɑůŮɘɠ. ɇɞ ɛɞɜŰɏɚɞ ɓŬůɑɕŮŰŬɘ ůŮ ŰɟɑŬ ůɡɜŮɚɘəŰɘəɎ ɜŮɡɟɤɜɘəɎ ŭɑəŰɡŬ 

ˊɞɡ ŮəˊŬɘŭŮɨŰɖəŬɜ ŬɜŮɝɎɟŰɖŰŬ. ũɘŬ Űɖɜ ŬɜŰɘɛŮŰɩˊɘůɖ Űɖɠ ŬɜɘůɞɟɟɞˊɑŬɠ Űɤɜ əɚɎůŮɤɜ 

ŮűŬɟɛɧůŰɖəŮ ɡˊɞŭŮɘɔɛŬŰɞɚɖɣɑŬ ůŰŬ ůɨɜɞɚŬ ŮəˊŬɑŭŮɡůɖɠ Űɤɜ ɓŬůɘəɩɜ ŰŬɝɘɜɞɛɖŰɩɜ, 

ŮəˊŬɑŭŮɡůɖ ŭɨɞ ůŰŬŭɑɤɜ, əŬɗɩɠ əŬɘ ůŰɎɗɛɘůɖ Űɖɠ ůɡɜŮɘůűɞɟɎɠ Űɤɜ ŭŮɘɔɛɎŰɤɜ ŭɘŬűɞɟŮŰɘəɩɜ 

əɚɎůŮɤɜ əŬŰɎ Űɖɜ ŮəˊŬɑŭŮɡůɖ. ɇɞ ŰŮɚɘəɧ ɛɞɜŰɏɚɞ ˊɏŰɡɢŮ AUC 73%, ŮɡŬɘůɗɖůɑŬ 75% əŬɘ 

ŮɘŭɘəɧŰɖŰŬ 70%, ŮˊɘŰɡɔɢɎɜɞɜŰŬɠ ŬˊɞŭŮəŰɐ ŭɘŬəɟɘŰɘəɐ ɘəŬɜɧŰɖŰŬ. ɀɏɗɞŭɞɘ 

ŮɟɛɖɜŮɡůɘɛɧŰɖŰŬɠ ŮűŬɟɛɧůŰɖəŬɜ ůŰɘɠ ˊɟɞɓɚɏɣŮɘɠ Űɞɡ ɛɞɜŰɏɚɞɡ, ŬɜŬŭŮɘəɜɨɞɜŰŬɠ ŰŬ 

ɛɞɟűɞɚɞɔɘəɎ ɢŬɟŬəŰɖɟɘůŰɘəɎ ˊɞɡ ůɢŮŰɑɕɞɜŰŬɘ ɛŮ Ŭɡɝɖɛɏɜɞ əŬɟŭɘŬɔɔŮɘŬəɧ əɑɜŭɡɜɞ əŬɘ 

ˊɟɞůűɏɟɞɜŰŬɠ ɜɏŮɠ ŮɜŭŮɑɝŮɘɠ ɔɘŬ Űɖɜ əɚɘɜɘəɐ əŬŰŬɜɧɖůɖ Űɞɡ űŬɘɜɞɛɏɜɞɡ. 

ɆŰɖ ůɡɜɏɢŮɘŬ, ŭɘŮɟŮɡɜɐɗɖəŮ ɖ ˊɞůɞŰɘəɞˊɞɑɖůɖ Űɖɠ ɛŮŰŬŰɧˊɘůɖɠ ˊŮŭɑɞɡ ɛŮŰŬɝɨ ŭɘŬűɞɟŮŰɘəɩɜ 

ŬˊŮɘəɞɜɘůŰɘəɩɜ əɏɜŰɟɤɜ. ȰɜŬ ůɡɜŮɚɘəŰɘəɧ ɜŮɡɟɤɜɘəɧ ŭɑəŰɡɞ ŮəˊŬɘŭŮɨŰɖəŮ ůŮ ŭŮŭɞɛɏɜŬ Űɞɡ 

ũŮɜɘəɞɨ ɄŬɜŮˊɘůŰɖɛɘŬəɞɨ ɁɞůɞəɞɛŮɑɞɡ çȷŰŰɘəɧɜè əŬɘ ŬɝɘɞɚɞɔɐɗɖəŮ ůŰɞ ůɨɜɞɚɞ Carotid 

Ultrasound Boundary Study (CUBS), ˊɞɡ ŬˊɞŰŮɚŮɑŰŬɘ Ŭˊɧ 689 ŭŮɑɔɛŬŰŬ. ȼ Ŭˊɧŭɞůɖ 

ɛŮɘɩɗɖəŮ Ŭˊɧ 90.1% əŬɘ 89.7% ɔɘŬ Űɞ AUC əŬɘ Űɖɜ ŬəɟɑɓŮɘŬ ůŰɞ Ŭɟɢɘəɧ ůɨɜɞɚɞ ůŮ 45.6% 

əŬɘ 34.3%, ŬɜŰɑůŰɞɘɢŬ, ůŰɞ CUBS, ŮˊɘɓŮɓŬɘɩɜɞɜŰŬɠ Űɖ ůɖɛŬɜŰɘəɐ ŮˊɑŭɟŬůɖ Űɖɠ ɛŮŰŬŰɧˊɘůɖɠ 

ŭŮŭɞɛɏɜɤɜ. ɀŮŰɟɘəɏɠ ɧˊɤɠ ɖ Hellinger distance, ɖ Kullback-Leibler divergence, əŬɘ ɖ MMD 

ɡˊɞɚɞɔɑůŰɖəŬɜ ɛŮŰŬɝɨ Űɤɜ əŬŰŬɜɞɛɩɜ Űɤɜ ŭɨɞ ůɡɜɧɚɤɜ, Ůɜɩ ɔɘŬ Űɞɜ ɡˊɞɚɞɔɘůɛɧ Űɞɡɠ 

ɢɟɖůɘɛɞˊɞɘɐɗɖəŬɜ ŰŬ ɢŬɟŬəŰɖɟɘůŰɘəɎ ˊɞɡ ŮɝɎɔŮɘ Űɞ ɛɞɜŰɏɚɞ ůŮ ŭɘŬűɞɟŮŰɘəɎ ŮˊɑˊŮŭŬ ɩůŰŮ 

ɜŬ ŭɘŮɟŮɡɜɖɗŮɑ Űɞ ɓɏɚŰɘůŰɞ ŮˊɑˊŮŭɞ ŬűŬɑɟŮůɖɠ. ȼ ŬɜɎɚɡůɖ ŬɜɏŭŮɘɝŮ ɘůɢɡɟɐ ůɡůɢɏŰɘůɖ 

ɛŮŰŬɝɨ Űɞɡ ɓŬɗɛɞɨ ɛŮŰŬŰɧˊɘůɖɠ əŬɘ Űɖɠ ɛŮɑɤůɖɠ Űɖɠ ŬəɟɑɓŮɘŬɠ (ɟ = ï0.75 ɔɘŬ Űɖɜ Hellinger 

distance), ˊŬɟɏɢɞɜŰŬɠ ˊɟŬəŰɘəɎ ŮɟɔŬɚŮɑŬ ɔɘŬ Űɖɜ ŮəŰɑɛɖůɖ Űɖɠ ɔŮɜɘəŮɡůɘɛɧŰɖŰŬɠ ɛɞɜŰɏɚɤɜ 

ɓŬɗɘɎɠ ɛɎɗɖůɖɠ. 

ũɘŬ Űɖɜ ŬɜŰɘɛŮŰɩˊɘůɖ Űɤɜ ɛŮŰŬŰɞˊɑůŮɤɜ, ŬɜŬˊŰɨɢɗɖəŮ ɏɜŬ ŮɟɛɖɜŮɨůɘɛɞ ˊɚŬɑůɘɞ ŮɜŮɟɔɐɠ 

ɛɎɗɖůɖɠ, Űɞ ɞˊɞɑɞ ŮɜůɤɛŬŰɩɜŮɘ ŮəŰɑɛɖůɖ ŬɓŮɓŬɘɧŰɖŰŬɠ ɛɏůɤ Monte Carlo Dropout, 

əɟɘŰɐɟɘɞ ŬɜŰɘˊɟɞůɤˊŮɡŰɘəɧŰɖŰŬɠ ɛŮ ɢɟɐůɖ MMD əŬɘ ɣŮɡŭɞ-ŮŰɘəɏŰŮɠ ɔɘŬ ŬˊɞŭɞŰɘəɐ 

ŮˊŬɜŮəˊŬɑŭŮɡůɖ əŬɘ ˊɟɞůŬɟɛɞɔɐ Űɞɡ ɛɞɜŰɏɚɞɡ. ɇɞ ˊɚŬɑůɘɞ ˊɏŰɡɢŮ Űɞ 94.2% Űɖɠ ɓɏɚŰɘůŰɖɠ 

Ŭˊɧŭɞůɖɠ ɢɟɖůɘɛɞˊɞɘɩɜŰŬɠ ɛɧɜɞ Űɞ 28.2% Űɤɜ ŭŮŭɞɛɏɜɤɜ, Ůɜɩ ŰŮɢɜɘəɏɠ ŮɟɛɖɜŮɡůɘɛɧŰɖŰŬɠ 

ɧˊɤɠ Grad-CAM əŬɘ LIME ˊŬɟŮɑɢŬɜ ŭɘŬűɎɜŮɘŬ Űɧůɞ ůŰɘɠ ˊɟɞɓɚɏɣŮɘɠ Űɞɡ ɛɞɜŰɏɚɞɡ ɧůɞ əŬɘ 

ůŰɖɜ ŮəŰɑɛɖůɖ Űɖɠ ŬɓŮɓŬɘɧŰɖŰŬɠ, ŮɜɘůɢɨɞɜŰŬɠ Űɖɜ ŬɝɘɞˊɘůŰɑŬ Űɖɠ ɇɁ ůŮ ˊɟŬɔɛŬŰɘəɎ əɚɘɜɘəɎ 

ˊŮɟɘɓɎɚɚɞɜŰŬ. 

ȼ ŭɘŬŰɟɘɓɐ ůɡɛɓɎɚɚŮɘ ɞɡůɘŬůŰɘəɎ ůŰɖɜ əŬŰŬɜɧɖůɖ əŬɘ ŬɜŰɘɛŮŰɩˊɘůɖ Űɞɡ űŬɘɜɞɛɏɜɞɡ Űɖɠ 

ɛŮŰŬŰɧˊɘůɖɠ ŭŮŭɞɛɏɜɤɜ ůŮ ůɡůŰɐɛŬŰŬ ɇɁ ɔɘŬ Űɖɜ ɡɔŮɑŬ. ɀɏůɤ Űɖɠ ŬɜɎˊŰɡɝɖɠ ˊɚŬɘůɑɤɜ 

ŬɜɑɢɜŮɡůɖɠ, ˊɟɞůŬɟɛɞɔɐɠ əŬɘ ŮɟɛɖɜŮɑŬɠ Űɤɜ ɛɞɜŰɏɚɤɜ ůŮ ɛŮŰŬɓŬɚɚɧɛŮɜŬ ŭŮŭɞɛɏɜŬ, 

ˊɟɞɎɔŮɘ Űɖ ŭɖɛɘɞɡɟɔɑŬ ŬɜɗŮəŰɘəɩɜ, ŬˊɞŭɞŰɘəɩɜ əŬɘ ŮɟɛɖɜŮɨůɘɛɤɜ ůɡůŰɖɛɎŰɤɜ ɇɁ, ɘəŬɜɩɜ 

ɜŬ ŭɘŬŰɖɟɞɨɜ ŬɝɘɧˊɘůŰɖ Ŭˊɧŭɞůɖ ůŮ ˊɟŬɔɛŬŰɘəɎ, ŭɡɜŬɛɘəɎ əɚɘɜɘəɎ ˊŮɟɘɓɎɚɚɞɜŰŬ. 

ȿɏɝŮɘɠ ȾɚŮɘŭɘɎ 
ɀŮŰŬŰɧˊɘůɖ ŭŮŭɞɛɏɜɤɜ, ȷɜɗŮəŰɘəɐ ɇɁ, ȺɟɛɖɜŮɡůɘɛɧŰɖŰŬ, ɀɖɢŬɜɘəɐ ɀɎɗɖůɖ, ȺəŰɑɛɖůɖ 

ŬɓŮɓŬɘɧŰɖŰŬɠ, ɀɖ ŮˊɞˊŰŮɡɧɛŮɜɖ ˊɟɞůŬɟɛɞɔɐ ˊŮŭɑɞɡ, ȺɜŮɟɔɐ ɛɎɗɖůɖ, Ʌɞɏɠ ŭŮŭɞɛɏɜɤɜ, 

ȽŬŰɟɘəɐ ŬˊŮɘəɧɜɘůɖ, COVID-19
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Abstract 
The deployment of conventional artificial intelligence (AI) systems in healthcare is often 

challenged by the phenomenon of data shift, referring to the deviation between the data 

distributions used for training and those encountered during real-world deployment. Data 

shifts may arise from temporal dynamics or from changes in data acquisition conditions, 

leading to reduced accuracy, generalization, and ultimately reliability of AI models. This issue 

is of particular importance in healthcare, where data are inherently heterogeneous and 

continuously evolving. The need to address data shifts has given rise to the research field of 

resilient AI, which focuses on developing systems capable of detecting and adapting to 

distributional changes while maintaining high performance and robustness. Within this 

context, the present thesis investigates two fundamental forms of data shift frequently 

observed in healthcare: temporal shifts in data streams and acquisition shifts in multi-cohort 

data. 

Temporal shift occurs in environments where data are collected continuously under 

conditions that may vary over time. Dynamic external factors, such as changes in recording 

devices, demographic variations among user subgroups, or even the natural evolution of the 

phenomena being monitored (e.g., the evolution of a virus during a pandemic), lead to 

statistical distributional changes and, consequently, model performance degradation. This 

thesis investigates this form of shift through the detection of COVID-19 using crowdsourced 

cough audio recordings, employing the COVID-19 Sounds and COSWARA datasets. A 

comprehensive, drift monitoring and adaptive framework for data streams is developed, 

utilizing the Maximum Mean Discrepancy (MMD) metric to detect distributional changes and 

trigger model adaptation mechanisms when a shift is identified. 

The datasets were temporally divided into development and deployment periods. A baseline 

Convolutional Neural Network (CNN) was trained on development data, achieving AUC 

values of 69.13% and 66.8%, and balanced accuracy of 63.38% and 61.64% for the COVID-

19 Sounds and COSWARA datasets, respectively. Evaluation on deployment data revealed a 

significant performance decline, confirming the presence of temporal drift. Two model 

adaptation strategies were employed, unsupervised domain adaptation (UDA) and active 

learning (AL). Applying UDA improved balanced accuracy by up to 22% and 24% for the 

two datasets, while AL yielded even greater improvements of up to 30% and 60%, 

respectively. The obtained results demonstrate that integrating drift detection with adaptive 

learning significantly enhances the robustness of COVID-19 detection models, enabling them 

to maintain high performance even in the presence of severe distribution shifts. 

In multi-cohort data, data shifts often arise due to variations in equipment, acquisition 

protocols, and population demographics. Such acquisition-based variations affect model 

generalization, as training and deployment occur across data from different sources, requiring 

robust domain adaptation techniques to ensure consistent performance across diverse clinical 

settings. This dissertation addresses the problem through the risk stratification of 

cardiovascular disease using carotid ultrasound imaging. First, an interpretable ensemble of 

three deep learning models was developed to classify symptomatic and asymptomatic 

atherosclerotic cases using data from the General University Hospital ñAttikonò, consisting 

of 96 ultrasound images. The model is consisted of three independently trained CNNs. To 

handle class imbalance, subsampling of training sets, a two-phase training strategy, and cost-

sensitive weighting were employed. The final ensemble achieved an AUC of 73%, sensitivity 

of 75%, and specificity of 70%, demonstrating adequate discriminative performance. 

Interpretability methods were applied to the modelôs predictions, highlighting anatomical 
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regions features associated with increased cardiovascular risk and providing novel insights 

into the clinical understanding of the phenomenon. 

Subsequently, the quantification of domain shift across different imaging centers was 

investigated. A CNN model trained on data from ñAttikonò was evaluated on the Carotid 

Ultrasound Boundary Study (CUBS) dataset comprising 689 samples. Model performance 

declined from AUC 90.1% and accuracy 89.7% on the source dataset to AUC 45.6% and 

accuracy 34.3% on CUBS, confirming the significant effect of data shift. Distance metrics 

such as Hellinger distance, KullbackïLeibler (KL) divergence, and MMD were computed 

between the feature distributions of the two datasets across multiple representation depths. 

The analysis revealed strong negative correlations between the quantified degree of shift and 

model accuracy (e.g., ɟ = ï0.75 for Hellinger distance), providing practical tools for assessing 

and predicting model generalization under domain shift conditions. 

To holistically address these challenges, an interpretable active learning framework is 

proposed, integrating uncertainty estimation via Monte Carlo Dropout, a representativeness 

criterion based on MMD, and pseudo-labeling for efficient model retraining and adaptation. 

The framework achieved 94.2% of the optimal performance using only 28.2% of the data, 

while interpretability techniques such as Grad-CAM and LIME provided transparency in both 

model predictions and uncertainty estimates, reinforcing AI reliability in real clinical settings. 

Overall, this dissertation makes a significant contribution to the understanding and mitigation 

of data shift in AI-based healthcare applications. By developing frameworks for the detection, 

adaptation, and interpretation of models under dynamic data conditions, it advances the 

creation of robust, efficient, and interpretable AI systems capable of maintaining reliable 

performance in real-world, evolving clinical environments. 

Keywords 
Data shift, Resilient AI, Interpretability, Machine Learning, Uncertainty estimation, 

Unsupervised domain adaptation, Active learning, Data streams, Medical imaging, COVID-

19
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ȺɡɢŬɟɘůŰɑŮɠ 

ŪŬ ɐɗŮɚŬ ɜŬ ŮɡɢŬɟɘůŰɐůɤ ɗŮɟɛɎ ɧɚɞɡɠ ɧůɞɘ ůɡɜɏɓŬɚŬɜ, ɎɛŮůŬ ɐ ɏɛɛŮůŬ, ůŰɖɜ Ůəˊɧɜɖůɖ 

əŬɘ Űɖɜ ɞɚɞəɚɐɟɤůɖ Űɖɠ ˊŬɟɞɨůŬɠ ŭɘŭŬəŰɞɟɘəɐɠ ŭɘŬŰɟɘɓɐɠ. ȷˊɧ Űɞ űɗɘɜɧˊɤɟɞ Űɞɡ 2020 ɏɤɠ 

ůɐɛŮɟŬ, ɞˊɧŰŮ əŬɘ ɞɚɞəɚɖɟɩɜŮŰŬɘ ŬɡŰɧ Űɞ ŭɖɛɘɞɡɟɔɘəɧ, ŬˊŬɘŰɖŰɘəɧ əŬɘ ŬˊɟɧɓɚŮˊŰɞ ŰŬɝɑŭɘ, 

ɖ ůɡɛˊŬɟɎůŰŬůɖ əŬɘ ɖ əŬɗɞŭɐɔɖůɐ Űɞɡɠ əŬɗɧɟɘůŬɜ əɎɗŮ ɛɞɡ ɓɐɛŬ. 

ȺɡɢŬɟɘůŰɩ ɞɚɧɣɡɢŬ Űɖɜ ȾŬɗɖɔɐŰɟɘŬ əŬ. ȾɤɜůŰŬɜŰɑɜŬ ɁɘəɐŰŬ, ŮˊɘɓɚɏˊɞɡůŬ Űɖɠ 

ŭɘŭŬəŰɞɟɘəɐɠ ɛɞɡ ŭɘŬŰɟɘɓɐɠ, ɔɘŬ Űɖɜ ˊɞɚɨŰɘɛɖ əŬɗɞŭɐɔɖůɖ, Űɖɜ ŮɛˊɘůŰɞůɨɜɖ əŬɘ Űɖɜ 

ˊɞɚɡŮˊɑˊŮŭɖ ɡˊɞůŰɐɟɘɝɐ Űɖɠ. Ƀɘ ůɡɛɓɞɡɚɏɠ Űɖɠ ɡˊɐɟɝŬɜ ŮűŬɚŰɐɟɘɞ ɔɘŬ Űɖɜ ŮˊɘůŰɖɛɞɜɘəɐ 

ɛɞɡ Ŭɜɏɚɘɝɖ əŬɘ ŬˊɞŰŮɚɞɨɜ ˊɞɚɨŰɘɛŬ ŮűɧŭɘŬ ɔɘŬ Űɖ ɛŮŰɏˊŮɘŰŬ ˊɞɟŮɑŬ ɛɞɡ. Ⱥˊɑůɖɠ, ŮɡɢŬɟɘůŰɩ 

ɗŮɟɛɎ ŰŬ ɛɏɚɖ Űɖɠ ůɡɛɓɞɡɚŮɡŰɘəɐɠ ŮˊɘŰɟɞˊɐɠ, Űɖɜ əŬ. ɆˊɡɟɏŰŰŬ ũɞɚŮɛɎŰɖ, ȷɜŬˊɚɖɟɩŰɟɘŬ 

ȾŬɗɖɔɐŰɟɘŬ Űɖɠ ȽŬŰɟɘəɐɠ Ɇɢɞɚɐɠ Űɞɡ ɄŬɜŮˊɘůŰɖɛɑɞɡ ȷɗɖɜɩɜ, əŬɘ Űɞɜ ə. ȹɖɛɐŰɟɘɞ-ȹɘɞɜɨůɘɞ 

ȾɞɡŰůɞɨɟɖ, ɃɛɧŰɘɛɞ ȾŬɗɖɔɖŰɐ Űɖɠ Ɇɢɞɚɐɠ ȼɚŮəŰɟɞɚɧɔɤɜ ɀɖɢŬɜɘəɩɜ əŬɘ ɀɖɢŬɜɘəɩɜ 

ɈˊɞɚɞɔɘůŰɩɜ Űɞɡ Ⱥɗɜɘəɞɨ ɀŮŰůɧɓɘɞɡ ɄɞɚɡŰŮɢɜŮɑɞɡ. 

Ⱥˊɘˊɚɏɞɜ, ŮɡɢŬɟɘůŰɩ ɧɚŬ ŰŬ ɛɏɚɖ əŬɘ Űɞɡɠ ůɡɜŮɟɔɎŰŮɠ Űɞɡ ȺɟɔŬůŰɖɟɑɞɡ ȸɘɞɥŬŰɟɘəɩɜ 

ɄɟɞůɞɛɞɘɩůŮɤɜ əŬɘ ȷˊŮɘəɞɜɘůŰɘəɐɠ ɇŮɢɜɞɚɞɔɑŬɠ. ȺɡɢŬɟɘůŰɩ Űɖɜ ȷɜŬˊɚɖɟɩŰɟɘŬ 

ȾŬɗɖɔɐŰɟɘŬ ȾɤɜůŰŬɜŰɑŬ ȻŬɟəɞɔɘɎɜɜɖ ɔɘŬ Űɘɠ ůɡɛɓɞɡɚɏɠ Űɖɠ əŬɘ Űɖɜ ˊɞɚɨŰɘɛɖ ůɡɜŮɟɔŬůɑŬ 

ɛŬɠ. ȷˊɏɟŬɜŰɖ Ůɡɔɜɤɛɞůɨɜɖ ůŰɖ ȹɟŬ ɀŬɟɑŬ ȷɗŬɜŬůɑɞɡ ɔɘŬ Űɖɜ ŬəɏɟŬɘɖ ůɡɜŮɘůűɞɟɎ Űɖɠ 

ůŰɞ ůɨɜɞɚɞ Űɖɠ ˊŬɟɞɨůŬɠ ŭɘŬŰɟɘɓɐɠȚ ɖ ůŰɎůɖ Űɖɠ ɡˊɐɟɝŮ ɔɘŬ ɛɏɜŬ ˊŬɟɎŭŮɘɔɛŬ ůŮ 

ŮˊɘůŰɖɛɞɜɘəɧ əŬɘ ˊɟɞůɤˊɘəɧ ŮˊɑˊŮŭɞ. ȸŬɗɘɎ ŮəŰɑɛɖůɖ ůŰɞɜ ȹɟ ȾɩůŰŬ ɀɐŰůɖ ɔɘŬ Űɘɠ 

ůɡɛɓɞɡɚɏɠ Űɞɡ əŬɘ Űɖɜ ŬɜɘŭɘɞŰŮɚɐ ůŰɐɟɘɝɖ ˊɞɡ ɛɞɡ ˊɟɞůɏűŮɟŮ əŬɗɖɛŮɟɘɜɎ. ȺɡɢŬɟɘůŰɩ 

ɗŮɟɛɎ Űɖ ȹɟŬ ȾŬɚɚɘɧˊɖ ȹŬɚŬəɚŮɑŭɖ, Űɞɡɠ ȹɟ ũɘɩɟɔɞ ūɘɚŬɜŭɟɘŬɜɧ əŬɘ ȰɜŰɘ ɁŰŮɟɓɎəɞ, 

əŬɗɩɠ əŬɘ Űɞɡɠ ɁɘəɧɚŬ ɄŬˊŬŭɧˊɞɡɚɞ, ȽɤɎɜɜŬ ɆəŬɛˊŬɟŭɩɜɖ, ȾŬŰŮɟɑɜŬ ūɟɎɔəɞɡ, ɀŬɟɑɚɖ 

ȸɚɧɜŰɕɞɡ, ũɚɡəŮɟɑŬ ŪŮɞŭɩɟɞɡ əŬɘ ȹɎűɜɖ ɇůɞɚɑůɞɡ ɔɘŬ Űɘɠ ůŰɘɔɛɏɠ ˊɞɡ ɛɞɘɟŬůŰɐəŬɛŮ əŬɘ 

ɔɘŬ Űɖ ůɡɜŰɟɞűɘəɧŰɖŰŬ ˊɞɡ ɛɞɡ ɏŭŮɘɝŬɜ. ȰɜŬ ɛŮɔɎɚɞ ŮɡɢŬɟɘůŰɩ ůŰɞɜ ȺɚŮɡɗɏɟɘɞ ȾŬɚŬűɎŰɖ 

əŬɘ Űɞɜ ũɘɎɜɜɖ ɆɘɎɢɞ, ɛŮ Űɞɡɠ ɞˊɞɑɞɡɠ ůɡɛˊɞɟŮɡŰɐəŬɛŮ əŬɘ ɛɞɘɟŬůŰɐəŬɛŮ ɢŬɟɏɠ, ŬɜɖůɡɢɑŮɠ 

əŬɘ ˊɟɞɓɚɖɛŬŰɘůɛɞɨɠ. 

ȼ ́ŬɟɞɨůŬ ŭɘŭŬəŰɞɟɘəɐ ŭɘŬŰɟɘɓɐ ŮɑɜŬɘ ŬűɘŮɟɤɛɏɜɖ ůŮ ŬɡŰɞɨɠ ˊɞɡ ɡˊɐɟɝŬɜ ůɡɜɞŭɞɘˊɧɟɞɘ 

ůŰɖ ɕɤɐ ɛɞɡ. ɆŰɞɡɠ ɔɞɜŮɑɠ ɛɞɡ. ɆŰɞɜ ŬŭŮɟűɧ ɛɞɡ ˊɞɡ ɛɞɡ ɛŬɗŬɑɜŮɘ ɜŬ ůŰɏəɞɛŬɘ ɧɟɗɘɞɠ. 

ɆŰɞɡɠ űɑɚɞɡɠ ɛɞɡ Ɂɑəɞ ȿ., Ɂɑəɞ Ʉ., ɉɟɐůŰɞ, ȸŬɔɔɏɚɖ, ũɘɩɟɔɞ, ũɘɎɜɜɖ ȷ., ŪŮɞŭɧůɖ, ũɘɎɜɜɖ 

Ⱦ. ́ɞɡ ɛɞɘɟŬůŰɐəŬɛŮ əɎɗŮ ɛˊɟɞɠ əŬɘ ˊɑůɤ ɓɐɛŬ. ɆŮ ɧɚɞɡɠ ɞɘ ɞˊɞɑɞɘ, ŰŮɚɘəɎ, ŭɘŬɛɧɟűɤůŬɜ 

Űɖ ůəɏɣɖ əŬɘ Űɖ ůŰɎůɖ ɕɤɐɠ ɛɞɡ. 





vii  

Ŭ ɢŬɑɟŮůŬɘ Űɖ ɕɤɐ ůɞɡ Űɖ ůɨɜŰɞɛɖ əŬɘ Űɖɜ ŬɜŮˊɑůŰɟɞűɖ. ȷɚɚɎ ɛɏůŬ ůŰɞ ɟɡɗɛɧ əŬɘ Űɖɜ 

ŰɎɝɖ. ūɡůɘəɐ əŬɘ ŮɚŮɨɗŮɟɖ, ɜŬ əɟŬŰɎɠ Űɖɜ ŮɛɞɟűɘɎ Űɤɜ ˊŬɗɩɜ, ɏɜŬ əɨˊŮɚɚɞ ůŰɞ ɢɏɟɘ 

ůɞɡ Ŭˊɧ Ŭɔɜɧ Ŭůɐɛɘ. ȷɚɚɎ ɛŮ ɔɜɩůɖ əŬɘ ɛŮ ˊŮɘɗŬɟɢɑŬ. ȺəŮɑɜɞ ˊɞɡ ɗŬ ůŮ əɟɑɜŮɘ ŭŮɜ ŮɑɜŬɘ ɖ 

ɖɗɘəɐ ůɞɡ ˊŰɩůɖ, ŬɚɚɎ ɖ ɓɞɨɚɖůɖ ɔɘŬ ŭɨɜŬɛɖ ˊɞɡ ɗŬ ɓɟɑůəŮɘ Űɞ ŭɟɧɛɞ ɜŬ ůŮ ŬɜŮɓɎɕŮɘ ɝŬɜɎ 

ůŰɖɜ əŬɗŬɟɐ ůɞɡ ŬɟɢɘəɧŰɖŰŬ. 

ȹɖɛɐŰɟɖɠ ȿɘŬɜŰɑɜɖɠ, 

ũəɏɛɛŬ 

 

Ɂ 





ix 

ȺəŰŮŰŬɛɏɜɖ ɄŮɟɑɚɖɣɖ 
ȼ ɟŬɔŭŬɑŬ ˊɟɧɞŭɞɠ Űɖɠ ŰŮɢɜɖŰɐɠ ɜɞɖɛɞůɨɜɖɠ (ɇɁ) əŬɘ Űɖɠ ɛɖɢŬɜɘəɐɠ ɛɎɗɖůɖɠ ɏɢŮɘ ɞŭɖɔɐůŮɘ 

ŰŬ ŰŮɚŮɡŰŬɑŬ ɢɟɧɜɘŬ ůŮ ůɖɛŬɜŰɘəɏɠ ŮɝŮɚɑɝŮɘɠ ůŰɞɜ ɢɩɟɞ Űɖɠ ɡɔŮɑŬɠ, ŮˊɘŰɟɏˊɞɜŰŬɠ Űɖɜ 

ŬɜɎˊŰɡɝɖ Ůɡűɡɩɜ ůɡůŰɖɛɎŰɤɜ ɡˊɞůŰɐɟɘɝɖɠ ŬˊɞűɎůŮɤɜ ɔɘŬ Űɖɜ ɏɔəŬɘɟɖ ŭɘɎɔɜɤůɖ, 

ˊɟɧɔɜɤůɖ əŬɘ ˊŬɟŬəɞɚɞɨɗɖůɖ ŬůɗŮɜŮɘɩɜ. ȼ Ŭɝɘɞˊɞɑɖůɖ ˊɞɚɡŰɟɞˊɘəɩɜ ŭŮŭɞɛɏɜɤɜ, ɧˊɤɠ 

ɘŬŰɟɘəɏɠ ŬˊŮɘəɞɜɑůŮɘɠ, ɖɢɖŰɘəɏɠ əŬŰŬɔɟŬűɏɠ, ɓɘɞŭŮɑəŰŮɠ əŬɘ ŭŮŭɞɛɏɜŬ Űɞɡ ɖɚŮəŰɟɞɜɘəɞɨ 

űŬəɏɚɞɡ ɡɔŮɑŬɠ, ɏɢŮɘ əŬŰŬůŰɐůŮɘ ŭɡɜŬŰɐ Űɖ ŭɖɛɘɞɡɟɔɑŬ ŮɝŬŰɞɛɘəŮɡɛɏɜɤɜ ŮɟɔŬɚŮɑɤɜ 

ˊɟɧɚɖɣɖɠ əŬɘ ɗŮɟŬˊŮɑŬɠ. ɄŬɟɎ Űɘɠ ůɖɛŬɜŰɘəɏɠ ŬɡŰɏɠ ŮɝŮɚɑɝŮɘɠ, ɖ ŮűŬɟɛɞɔɐ Űɤɜ ɛɞɜŰɏɚɤɜ 

ɇɁ ůŮ ˊɟŬɔɛŬŰɘəɎ əɚɘɜɘəɎ ˊŮɟɘɓɎɚɚɞɜŰŬ ˊŬɟŬɛɏɜŮɘ ˊŮɟɘɞɟɘůɛɏɜɖ, ŮɝŬɘŰɑŬɠ ˊɟɞɓɚɖɛɎŰɤɜ 

ŬɝɘɞˊɘůŰɑŬɠ, ɔŮɜɘəŮɡůɘɛɧŰɖŰŬɠ əŬɘ ˊɟɞůŬɟɛɞůŰɘəɧŰɖŰŬɠ Űɤɜ ɛɞɜŰɏɚɤɜ ůŮ ɛŮŰŬɓŬɚɚɧɛŮɜŬ 

ŭŮŭɞɛɏɜŬ. 

ȰɜŬ Ŭˊɧ ŰŬ ůɖɛŬɜŰɘəɧŰŮɟŬ ˊɟɞɓɚɐɛŬŰŬ ˊɞɡ ŬɜŬəɨˊŰɞɡɜ əŬŰɎ Űɖɜ ŬɜɎˊŰɡɝɖ əŬɘ Űɖɜ əɚɘɜɘəɐ 

ŮűŬɟɛɞɔɐ ŰɏŰɞɘɤɜ ůɡůŰɖɛɎŰɤɜ ŮɑɜŬɘ ɖ ɛŮŰŬŰɧˊɘůɖ ŭŮŭɞɛɏɜɤɜ. Ƀ ɧɟɞɠ ŬɡŰɧɠ ˊŮɟɘɔɟɎűŮɘ Űɖɜ 

Ŭˊɧəɚɘůɖ ɛŮŰŬɝɨ Űɖɠ ůŰŬŰɘůŰɘəɐɠ əŬŰŬɜɞɛɐɠ Űɤɜ ŭŮŭɞɛɏɜɤɜ ˊɞɡ ɢɟɖůɘɛɞˊɞɘɞɨɜŰŬɘ əŬŰɎ Űɖɜ 

ŮəˊŬɑŭŮɡůɖ Ůɜɧɠ ɛɞɜŰɏɚɞɡ əŬɘ ŮəŮɑɜɤɜ ˊɞɡ ůɡɜŬɜŰɩɜŰŬɘ əŬŰɎ Űɖ űɎůɖ Űɖɠ ŮűŬɟɛɞɔɐɠ Űɞɡ. 

ɆŰɖɜ ˊɟɎɝɖ, ŰŬ ŭŮŭɞɛɏɜŬ ˊɞɡ ŮˊŮɝŮɟɔɎɕŮŰŬɘ ɏɜŬ ůɨůŰɖɛŬ ɇɁ ŭŮɜ ŮɑɜŬɘ ůŰŬŰɘəɎ ŬɚɚɎ 

ɛŮŰŬɓɎɚɚɞɜŰŬɘ ɛŮ Űɞ ɢɟɧɜɞ ɐ ɛŮŰŬɝɨ ŭɘŬűɞɟŮŰɘəɩɜ ˊɖɔɩɜ. Ƀɘ ɛŮŰŬɓɞɚɏɠ ŬɡŰɏɠ ɛˊɞɟŮɑ ɜŬ 

ɞűŮɑɚɞɜŰŬɘ ůŮ ŬɚɚŬɔɏɠ ůŰŬ ɢŬɟŬəŰɖɟɘůŰɘəɎ Űɞɡ ˊɚɖɗɡůɛɞɨ, ůŰɘɠ ůɡɜɗɐəŮɠ əŬɘ ŰŬ 

ˊɟɤŰɧəɞɚɚŬ ůɡɚɚɞɔɐɠ ɐ Ŭəɧɛɖ əŬɘ ůŰɖɜ ŮɔɔŮɜɐ ŭɡɜŬɛɘəɧŰɖŰŬ Űɤɜ űŬɘɜɞɛɏɜɤɜ ˊɞɡ 

ˊŬɟŬŰɖɟɞɨɜŰŬɘ, ɧˊɤɠ ɔɘŬ ˊŬɟɎŭŮɘɔɛŬ ɖ űɡůɘəɐ Ůɝɏɚɘɝɖ Ůɜɧɠ ɘɞɨ əŬŰɎ Űɖ ŭɘɎɟəŮɘŬ ɛɘŬɠ 

ˊŬɜŭɖɛɑŬɠ. ɋɠ ŬˊɞŰɏɚŮůɛŬ, ŰŬ ɛɞɜŰɏɚŬ ˊŬɟɞɡůɘɎɕɞɡɜ ɡˊɞɓɎɗɛɘůɖ Űɖɠ Ůˊɑŭɞůɖɠ, ŬˊɩɚŮɘŬ 

ɔŮɜɘəŮɡůɘɛɧŰɖŰŬɠ əŬɘ əŬŰɎ ůɡɜɏˊŮɘŬ ŮůűŬɚɛɏɜŮɠ ˊɟɞɓɚɏɣŮɘɠ, ɔŮɔɞɜɧɠ ˊɞɡ əŬɗɘůŰɎ 

ŬˊŬɟŬɑŰɖŰɖ Űɖɜ ŬɜɎˊŰɡɝɖ ˊɟɞůŮɔɔɑůŮɤɜ ŬɜɗŮəŰɘəɐɠ ɇɁ. 

ȼ ŬɜɗŮəŰɘəɐ ɇɁ ŬˊɞŰŮɚŮɑ ɏɜŬ ŮɟŮɡɜɖŰɘəɧ ˊŮŭɑɞ ˊɞɡ ůŰɞɢŮɨŮɘ ůŰɖɜ ŬɜɎˊŰɡɝɖ ůɡůŰɖɛɎŰɤɜ 

ɘəŬɜɩɜ ɜŬ ŬɜɘɢɜŮɨɞɡɜ, ɜŬ Ŭɝɘɞɚɞɔɞɨɜ əŬɘ ɜŬ ˊɟɞůŬɟɛɧɕɞɜŰŬɘ ůŮ ɛŮŰŬɓɞɚɏɠ Űɤɜ ŭŮŭɞɛɏɜɤɜ, 

ŭɘŬŰɖɟɩɜŰŬɠ ɏŰůɘ ůŰŬɗŮɟɎ ŮˊɑˊŮŭŬ ŬəɟɑɓŮɘŬɠ əŬɘ ŬɝɘɞˊɘůŰɑŬɠ. ɆŮ ŬɜŰɑɗŮůɖ ɛŮ Űɖ ůɡɛɓŬŰɘəɐ 

ɏɜɜɞɘŬ Űɖɠ ŮɡɟɤůŰɑŬɠ, ɖ ŬɜɗŮəŰɘəɐ ɇɁ ŮɜůɤɛŬŰɩɜŮɘ ɛɖɢŬɜɘůɛɞɨɠ ůɡɜŮɢɞɨɠ ɛɎɗɖůɖɠ əŬɘ 

ˊɟɞůŬɟɛɞɔɐɠ ůŮ ɜɏŮɠ əŬŰŬɜɞɛɏɠ, ŮˊɘŰɟɏˊɞɜŰŬɠ ůŰŬ ɛɞɜŰɏɚŬ ɜŬ ˊŬɟŬɛɏɜɞɡɜ ɚŮɘŰɞɡɟɔɘəɎ əŬɘ 

ɏɔəɡɟŬ Ŭəɧɛɖ əŬɘ ůŮ ŭɡɜŬɛɘəɎ ˊŮɟɘɓɎɚɚɞɜŰŬ. ȺɘŭɘəɧŰŮɟŬ ůŰɞɜ ŰɞɛɏŬ Űɖɠ ɡɔŮɑŬɠ, ɧˊɞɡ ŰŬ 

ŭŮŭɞɛɏɜŬ ɢŬɟŬəŰɖɟɑɕɞɜŰŬɘ Ŭˊɧ ŮŰŮɟɞɔɏɜŮɘŬ, ŮɚɚŮɑɣŮɘɠ əŬɘ ŭɡɜŬɛɘəɧŰɖŰŬ, ɖ ŬɜɎɔəɖ ɔɘŬ 

ŬɜɗŮəŰɘəɎ əŬɘ ŮɟɛɖɜŮɨůɘɛŬ ůɡůŰɐɛŬŰŬ ɇɁ ŮɑɜŬɘ ŮˊɘŰŬəŰɘəɐ. 

ȼ ˊŬɟɞɨůŬ ŭɘŬŰɟɘɓɐ ˊɟŬɔɛŬŰŮɨŮŰŬɘ Űɖɜ ŬɜɎˊŰɡɝɖ ˊɟɞůŬɟɛɞůŰɘəɩɜ ɛŮɗɧŭɤɜ ɛɖɢŬɜɘəɐɠ 

ɛɎɗɖůɖɠ ɔɘŬ Űɖɜ ŬɜŰɘɛŮŰɩˊɘůɖ ɛŮŰŬŰɞˊɑůŮɤɜ ůŮ ŭɡɜŬɛɘəɎ ŭŮŭɞɛɏɜŬ ɡɔŮɑŬɠ. ȼ ɛŮɚɏŰɖ 

ŮˊɘəŮɜŰɟɩɜŮŰŬɘ ůŰɖ ŭɘŮɟŮɨɜɖůɖ əŬɘ Űɖɜ ŬɜŰɘɛŮŰɩˊɘůɖ ŭɨɞ ůɡɛˊɚɖɟɤɛŬŰɘəɩɜ ɛɞɟűɩɜ 

ɛŮŰŬŰɧˊɘůɖɠ ˊɞɡ ŮɛűŬɜɑɕɞɜŰŬɘ ůɡɢɜɎ ůŮ ɘŬŰɟɘəɎ ŭŮŭɞɛɏɜŬ: Űɖɠ ɢɟɞɜɘəɐɠ ɛŮŰŬŰɧˊɘůɖɠ, ˊɞɡ 

ůɢŮŰɑɕŮŰŬɘ ɛŮ ɟɞɏɠ ŭŮŭɞɛɏɜɤɜ ɞɘ ɞˊɞɑŮɠ ŮɝŮɚɑůůɞɜŰŬɘ ɛŮ Űɞ ɢɟɧɜɞ, əŬɘ Űɖɠ ɛŮŰŬŰɧˊɘůɖɠ əŬŰɎ 

Űɖ ůɡɚɚɞɔɐ ŭŮŭɞɛɏɜɤɜ Ŭˊɧ ˊɞɚɚŬˊɚɞɨɠ űɞɟŮɑɠ, ˊɞɡ ŬűɞɟɎ ŬɚɚŬɔɏɠ ůŰŬ ˊɟɤŰɧəɞɚɚŬ 

ůɡɚɚɞɔɐɠ ɐ ůŰɞɜ Ůɝɞˊɚɘůɛɧ. ɀɏůɤ Űɖɠ ŬɜɎˊŰɡɝɖɠ əŬɘ Ŭɝɘɞɚɧɔɖůɖɠ ŮɝŮɘŭɘəŮɡɛɏɜɤɜ 

ɛŮɗɞŭɞɚɞɔɘəɩɜ ˊɚŬɘůɑɤɜ ɔɘŬ əɎɗŮ ˊŮɟɑˊŰɤůɖ, ɖ ŭɘŬŰɟɘɓɐ ŬˊɞůəɞˊŮɑ ůŰɖ ŭɖɛɘɞɡɟɔɑŬ 

ɛɞɜŰɏɚɤɜ ˊɞɡ ɧɢɘ ɛɧɜɞ ŭɘŬŰɖɟɞɨɜ ɡɣɖɚɐ Ŭˊɧŭɞůɖ ůŮ ɛŮŰŬɓŬɚɚɧɛŮɜŬ ˊŮɟɘɓɎɚɚɞɜŰŬ ŬɚɚɎ 

əŬɘ ˊŬɟɏɢɞɡɜ ɛŮɔŬɚɨŰŮɟɖ ŬɝɘɞˊɘůŰɑŬ əŬɘ ŭɘŬűɎɜŮɘŬ ɤɠ ˊɟɞɠ Űɖ ɚɐɣɖ ŬˊɞűɎůŮɤɜ. 

ȼ ɛŮɗɞŭɞɚɞɔɑŬ ŮůŰɘɎɕŮɘ ůŰɖɜ ŬɜɎˊŰɡɝɖ Ůɜɧɠ Ůɜɞˊɞɘɖɛɏɜɞɡ ˊɚŬɘůɑɞɡ ŬɜɗŮəŰɘəɐɠ ɇɁ, Űɞ 

ɞˊɞɑɞ ˊŮɟɘɚŬɛɓɎɜŮɘ ŰɏůůŮɟɘɠ ɗŮɛŮɚɘɩŭŮɘɠ ˊɡɚɩɜŮɠ: ŬɜɑɢɜŮɡůɖ ɛŮŰŬŰɞˊɑůŮɤɜ, ˊɟɞůŬɟɛɞɔɐ 

Űɞɡ ɛɞɜŰɏɚɞɡ ůŮ ɜɏŮɠ əŬŰŬɜɞɛɏɠ, ŮəŰɑɛɖůɖ ŬɓŮɓŬɘɧŰɖŰŬɠ əŬɘ ŮɟɛɖɜŮɡůɘɛɧŰɖŰŬ. ȼ 

ŮɜůɤɛɎŰɤůɖ ŬɡŰɩɜ Űɤɜ ɛɖɢŬɜɘůɛɩɜ ŮˊɘŰɟɏˊŮɘ ůŰŬ ˊɟɞŰŮɘɜɧɛŮɜŬ ůɡůŰɐɛŬŰŬ ɜŬ ɚŮɘŰɞɡɟɔɞɨɜ 

ůŮ ˊɟŬɔɛŬŰɘəɏɠ ůɡɜɗɐəŮɠ, ɛŮ ɘəŬɜɧŰɖŰŬ ŬɡŰɧɜɞɛɖɠ ŬɜɑɢɜŮɡůɖɠ ŭɡɜŬɛɘəɩɜ ɛŮŰŬɓɞɚɩɜ əŬɘ 

ŭɘŬŰɐɟɖůɖɠ Űɖɠ Ůˊɑŭɞůɖɠ ůŮ ɓɏɚŰɘůŰŬ ŮˊɑˊŮŭŬ. ȼ ɗŮɤɟɖŰɘəɐ ŰŮəɛɖɟɑɤůɖ əŬɘ ɖ ˊŮɘɟŬɛŬŰɘəɐ 

Ŭɝɘɞɚɧɔɖůɖ ˊɟŬɔɛŬŰɞˊɞɘɐɗɖəŬɜ ůŰɖɜ ŬɜɑɢɜŮɡůɖ Űɖɠ ɜɧůɞɡ COVID-19 Ŭˊɧ ˊɚɖɗɞˊɞɟɘůŰɘəɎ 



ȺəŰŮŰŬɛɏɜɖ ɄŮɟɑɚɖɣɖ   

x 

ɖɢɖŰɘəɎ ŭŮŭɞɛɏɜŬ ɔɘŬ Űɖ ɛŮɚɏŰɖ Űɖɠ ɢɟɞɜɘəɐɠ ɛŮŰŬŰɧˊɘůɖɠ ůŮ ɟɞɏɠ ŭŮŭɞɛɏɜɤɜ əŬɘ ůŰɖ 

ŭɘŬůŰɟɤɛɎŰɤůɖ əŬɟŭɘŬɔɔŮɘŬəɞɨ əɘɜŭɨɜɞɡ ɛŮ ɢɟɐůɖ ɡˊŮɟɖɢɞɔɟŬűɘəɩɜ ŬˊŮɘəɞɜɑůŮɤɜ 

əŬɟɤŰɑŭŬɠ Ŭˊɧ ˊɞɚɚŬˊɚɎ ŬˊŮɘəɞɜɘůŰɘəɎ əɏɜŰɟŬ ɔɘŬ Űɖ ɛŮɚɏŰɖ Űɖɠ ɛŮŰŬŰɧˊɘůɖɠ əŬŰɎ Űɖ 

ůɡɚɚɞɔɐ ŭŮŭɞɛɏɜɤɜ. ɆŰɖɜ ˊɟɩŰɖ ˊŮɟɑˊŰɤůɖ, Űɞ ˊɟɧɓɚɖɛŬ Űɖɠ ɢɟɞɜɘəɐɠ ɛŮŰŬŰɧˊɘůɖɠ 

ŬɜŬŭŮɘəɜɨŮŰŬɘ ɛɏůŬ Ŭˊɧ Űɖ ɛŮɚɏŰɖ ɟɞɩɜ ŭŮŭɞɛɏɜɤɜ ˊɞɡ ůɡɚɚɏɢɗɖəŬɜ əŬŰɎ Űɖ ŭɘɎɟəŮɘŬ Űɖɠ 

ˊŬɜŭɖɛɑŬɠ, ɧˊɞɡ ŮɝɤŰŮɟɘəɞɑ ˊŬɟɎɔɞɜŰŮɠ, ɧˊɤɠ ɞɘ ŬɚɚŬɔɏɠ ůŰɘɠ ůɡůəŮɡɏɠ əŬɘ ɖ 

ŭɘŬűɞɟɞˊɞɑɖůɖ Űɤɜ ˊɚɖɗɡůɛɘŬəɩɜ ɞɛɎŭɤɜ, ŮˊɖɟŮɎɕɞɡɜ ůɖɛŬɜŰɘəɎ Űɖ ůŰŬŰɘůŰɘəɐ 

ůɡɛˊŮɟɘűɞɟɎ Űɤɜ ŭŮŭɞɛɏɜɤɜ. ɆŰɖ ŭŮɨŰŮɟɖ ˊŮɟɑˊŰɤůɖ, ŮɝŮŰɎɕŮŰŬɘ ɖ ɛŮŰŬŰɧˊɘůɖ ŭŮŭɞɛɏɜɤɜ 

ˊɞɡ ˊɟɞəɨˊŰŮɘ Ŭˊɧ Űɖ ɢɟɐůɖ ŭɘŬűɞɟŮŰɘəɩɜ ŬˊŮɘəɞɜɘůŰɘəɩɜ ůɡůŰɖɛɎŰɤɜ, əɏɜŰɟɤɜ əŬɘ 

ˊɚɖɗɡůɛɩɜ, ůŰɞɘɢŮɑɞ ˊɞɡ ŮˊɖɟŮɎɕŮɘ Űɖ ɔŮɜɑəŮɡůɖ Űɤɜ ɛɞɜŰɏɚɤɜ ůŮ ˊɟŬɔɛŬŰɘəɏɠ ůɡɜɗɐəŮɠ. 

ȼ ŭɘŬŰɟɘɓɐ ŮˊɘɢŮɘɟŮɑ ɜŬ ˊɟɞŰŮɑɜŮɘ ɛŮɗɧŭɞɡɠ ˊɞɡ ɧɢɘ ɛɧɜɞ ŮˊɘŰɡɔɢɎɜɞɡɜ ɡɣɖɚɐ ŬəɟɑɓŮɘŬ ŬɚɚɎ 

əŬɘ ůɡɛɛɞɟűɩɜɞɜŰŬɘ ɛŮ Űɘɠ Ŭɟɢɏɠ Űɖɠ ŭɘŬűɎɜŮɘŬɠ, Űɖɠ ŮɟɛɖɜŮɡůɘɛɧŰɖŰŬɠ əŬɘ Űɖɠ ŬɝɘɧˊɘůŰɖɠ 

ɢɟɐůɖɠ Űɖɠ ɇɁ ůŰɖɜ ɡɔŮɑŬ. ɆŰɞ ɆɢɐɛŬ 1 ˊŬɟɞɡůɘɎɕŮŰŬɘ ůɡɜɞˊŰɘəɎ ɖ ŬɟɢɘŰŮəŰɞɜɘəɐ Űɞɡ 

ˊɟɞŰŮɘɜɧɛŮɜɞɡ ˊɚŬɘůɑɞɡ. ɇɞ ůɢɐɛŬ ŬˊŮɘəɞɜɑɕŮɘ Űɞɜ əɨəɚɞ ɕɤɐɠ Ůɜɧɠ ŬɜɗŮəŰɘəɞɨ ůɡůŰɐɛŬŰɞɠ 

ɇɁ, Űɞ ɞˊɞɑɞ ɝŮəɘɜɎ Ŭˊɧ Űɖ űɎůɖ ůɡɚɚɞɔɐɠ əŬɘ ŮˊɘɛɏɚŮɘŬɠ Űɤɜ ŭŮŭɞɛɏɜɤɜ, ůɡɜŮɢɑɕŮɘ ɛŮ Űɖɜ 

Ŭɟɢɘəɐ ŮəˊŬɑŭŮɡůɖ əŬɘ ŬɜɎˊŰɡɝɖ Űɞɡ ɓŬůɘəɞɨ ɛɞɜŰɏɚɞɡ əŬɘ ɞɚɞəɚɖɟɩɜŮŰŬɘ ɛŮ Űɘɠ 

ŭɘŬŭɘəŬůɑŮɠ ŬɜɑɢɜŮɡůɖɠ əŬɘ ˊɟɞůŬɟɛɞɔɐɠ ɧŰŬɜ ŬɜɘɢɜŮɨɞɜŰŬɘ ɛŮŰŬɓɞɚɏɠ ůŰŬ ŭŮŭɞɛɏɜŬ 

ŮűŬɟɛɞɔɐɠ. ɇɞ ˊɚŬɑůɘɞ ŭɘŬűɞɟɞˊɞɘŮɑŰŬɘ Ŭˊɧ ŰŬ ůɡɛɓŬŰɘəɎ ůɡůŰɐɛŬŰŬ ɛɖɢŬɜɘəɐɠ ɛɎɗɖůɖɠ, 

əŬɗɩɠ ŮɜůɤɛŬŰɩɜŮɘ ŮɔɔŮɜɩɠ Űɖ ŭɡɜŬŰɧŰɖŰŬ ůɡɜŮɢɞɨɠ ɛɎɗɖůɖɠ əŬɘ ŬɜŬŰɟɞűɞŭɧŰɖůɖɠ. 

Ⱥˊɞɛɏɜɤɠ, ɖ ɚŮɘŰɞɡɟɔɑŬ Űɞɡ ɛŮŰɎ Űɖɜ Ŭɟɢɘəɐ ŮəˊŬɑŭŮɡůɖ ŮɝŮɚɑůůŮŰŬɘ ŭɡɜŬɛɘəɎ, 

ŬɝɘɞˊɞɘɩɜŰŬɠ ɜɏŮɠ əŬŰŬɜɞɛɏɠ ŭŮŭɞɛɏɜɤɜ ɔɘŬ ɜŬ ŮɜɘůɢɨŮɘ Űɖɜ ŬəɟɑɓŮɘŬ əŬɘ Űɖɜ ŮɡɟɤůŰɑŬ Űɞɡ. 

 

ɆɢɐɛŬ 1: ɄɟɞŰŮɘɜɧɛŮɜɞ ɛŮɗɞŭɞɚɞɔɘəɧ ˊɚŬɑůɘɞ. ɇɞ ˊɚŬɑůɘɞ ŬɡŰɧ ŬˊɞŰɡˊɩɜŮɘ Űɞɜ əɨəɚɞ ɕɤɐɠ Ůɜɧɠ ŬɜɗŮəŰɘəɞɨ ůɡůŰɐɛŬŰɞɠ ɇɁ, 

ůɢŮŭɘŬůɛɏɜɞɡ ɜŬ ŬɜŰɘɛŮŰɤˊɑɕŮɘ ˊɟɞɓɚɐɛŬŰŬ ɛŮŰŬŰɧˊɘůɖɠ ůŰŬ ŭŮŭɞɛɏɜŬ. ɆŰɖɟɘɕɧɛŮɜɞ ůŮ ŰɟŮɘɠ ŮɜɧŰɖŰŮɠ, Űɖɜ ŬɜɑɢɜŮɡůɖ 

ɛŮŰŬŰɧˊɘůɖɠ, Űɖɜ ˊɟɞůŬɟɛɞɔɐ əŬɘ Űɖɜ ŮəŰɑɛɖůɖ ŬɓŮɓŬɘɧŰɖŰŬɠ, ŮɜůɤɛŬŰɩɜŮɘ ˊɟɞůŮɔɔɑůŮɘɠ ůɡɜŮɢɞɨɠ ɛɎɗɖůɖɠ ɩůŰŮ ɜŬ ŮɜɘůɢɨůŮɘ 

Űɖɜ Ŭˊɧŭɞůɖ, Űɖɜ ŬɝɘɞˊɘůŰɑŬ əŬɘ Űɖɜ ŮɛˊɘůŰɞůɨɜɖ Űɞɡ ɛɞɜŰɏɚɞɡ ůŮ ŭɡɜŬɛɘəɎ ŮɝŮɚɘůůɧɛŮɜŬ ŭŮŭɞɛɏɜŬ. ɇɞ ˊɟɞŰŮɘɜɧɛŮɜɞ ˊɚŬɑůɘɞ 

ŮɜůɤɛŬŰɩɜŮɘ ɛɖɢŬɜɘůɛɞɨɠ ŬɜɑɢɜŮɡůɖɠ ɛŮŰŬŰɧˊɘůɖɠ ɔɘŬ Űɞɜ ŮɜŰɞˊɘůɛɧ ŬɚɚŬɔɩɜ ůŰɖɜ əŬŰŬɜɞɛɐ Űɤɜ ŭŮŭɞɛɏɜɤɜ, 

ŮɜŮɟɔɞˊɞɘɩɜŰŬɠ ŭɘŬŭɘəŬůɑŮɠ ˊɟɞůŬɟɛɞɔɐɠ ˊɞɡ ŮˊŬɜŮəˊŬɘŭŮɨɞɡɜ ɐ ɟɡɗɛɑɕɞɡɜ Űɞ ɛɞɜŰɏɚɞ ɩůŰŮ ɜŬ ŭɘŬŰɖɟŮɑ Űɖɜ ŬəɟɑɓŮɘŬ əŬɘ Űɖ 

ůɡɜɎűŮɘɎ Űɞɡ ˊŬɟɎ Űɖɜ ɨˊŬɟɝɖ ɛŮŰŬŰɞˊɑůŮɤɜ ůŰŬ ŭŮŭɞɛɏɜŬ. Ƀɘ ɛɏɗɞŭɞɘ ŮəŰɑɛɖůɖɠ ŬɓŮɓŬɘɧŰɖŰŬɠ Ŭɝɘɞɚɞɔɞɨɜ Űɖɜ ŮɛˊɘůŰɞůɨɜɖ 

Űɤɜ ˊɟɞɓɚɏɣŮɤɜ, ɏɜŬ əɟɑůɘɛɞ ůŰɞɘɢŮɑɞ ůŰɖ ɚɐɣɖ ŬˊɞűɎůŮɤɜ ůŰɞɜ ɢɩɟɞ Űɖɠ ɡɔŮɑŬɠ. 

ȼ ŭɘŬŭɘəŬůɑŬ ŬɜɑɢɜŮɡůɖɠ ɛŮŰŬŰɧˊɘůɖɠ ŭŮŭɞɛɏɜɤɜ ŬˊɞŰŮɚŮɑ Űɞ ˊɟɩŰɞ ɓŬůɘəɧ ˊɡɚɩɜŬ Űɞɡ 

ˊɚŬɘůɑɞɡ. ũɘŬ Űɖɜ ˊŬɟŬəɞɚɞɨɗɖůɖ Űɖɠ Ŭˊɧəɚɘůɖɠ Űɖɠ əŬŰŬɜɞɛɐɠ Űɤɜ ŭŮŭɞɛɏɜɤɜ 

ɢɟɖůɘɛɞˊɞɘŮɑŰŬɘ ɖ ɛŮŰɟɘəɐ Maximum Mean Discrepancy (MMD), ɖ ɞˊɞɑŬ ɡˊɞɚɞɔɑɕŮɘ Űɖ 

ŭɘŬűɞɟɎ Űɤɜ əŬŰŬɜɞɛɩɜ ɛŮŰŬɝɨ Űɤɜ ŭŮŭɞɛɏɜɤɜ ŬɜɎˊŰɡɝɖɠ əŬɘ ŮəŮɑɜɤɜ Űɖɠ ˊŮɟɘɧŭɞɡ 

ŮűŬɟɛɞɔɐɠ. ȼ ɢɟɐůɖ Űɖɠ MMD ŮˊɘŰɟɏˊŮɘ Űɖɜ ɛɖ ŮˊɘɓɚŮˊɧɛŮɜɖ ˊŬɟŬəɞɚɞɨɗɖůɖ Űɖɠ ɟɞɐɠ 

ŭŮŭɞɛɏɜɤɜ əŬɘ Űɖɜ ŬɜɑɢɜŮɡůɖ Űɤɜ ŬˊɞəɚɑůŮɤɜ ɢɤɟɑɠ ɜŬ ŬˊŬɘŰɞɨɜŰŬɘ ŮŰɘəɏŰŮɠ. ȳŰŬɜ Űɞ 

ůɨůŰɖɛŬ ŬɜɘɢɜŮɨůŮɘ ůŰŬŰɘůŰɘəɎ ůɖɛŬɜŰɘəɐ Ŭˊɧəɚɘůɖ, ŮɜŮɟɔɞˊɞɘŮɑŰŬɘ ɞ ˊɡɚɩɜŬɠ Űɖɠ 

ˊɟɞůŬɟɛɞɔɐɠ Űɞɡ ɛɞɜŰɏɚɞɡ, ɛŮ ůŰɧɢɞ Űɖ ɛŮɑɤůɖ Űɖɠ ŮˊɑŭɟŬůɖɠ Űɖɠ ɛŮŰŬŰɧˊɘůɖɠ əŬɘ Űɖɜ 

ŭɘŬŰɐɟɖůɖ Űɖɠ Ŭˊɧŭɞůɖɠ. 

ȼ ŮəŰɑɛɖůɖ ŬɓŮɓŬɘɧŰɖŰŬɠ ŬˊɞŰŮɚŮɑ ɓŬůɘəɧ ˊɡɚɩɜŬ Űɖɠ ˊɟɞŰŮɘɜɧɛŮɜɖɠ ɛŮɗɞŭɞɚɞɔɑŬɠ, ˊɞɡ 

ɏɢŮɘ ůəɞˊɧ ɜŬ ˊŬɟɏɢŮɘ ɏɜŬ ˊɞůɞŰɘəɧ ɛɏŰɟɞ Űɖɠ ŮɛˊɘůŰɞůɨɜɖɠ Űɞɡ ɛɞɜŰɏɚɞɡ ůŰɘɠ ˊɟɞɓɚɏɣŮɘɠ 

Űɞɡ. ȼ ɛɏɗɞŭɞɠ Monte Carlo Dropout, ŮűŬɟɛɧɕŮŰŬɘ əŬŰɎ Űɖ űɎůɖ Űɖɠ ˊɟɧɓɚŮɣɖɠ əŬɘ ŮɘůɎɔŮɘ 

ůŰɞɢŬůŰɘəɧŰɖŰŬ ůŰɖɜ ˊɟɧɓɚŮɣɖ Űɞɡ ɛɞɜŰɏɚɞɡ ŮɜŮɟɔɞˊɞɘɩɜŰŬɠ ŰŬ ŮˊɑˊŮŭŬ Dropout Űɞɡ 
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ɛɞɜŰɏɚɞɡ. ũɘŬ əɎɗŮ ŭŮɑɔɛŬ Ůɘůɧŭɞɡ ˊɟŬɔɛŬŰɞˊɞɘɞɨɜŰŬɘ ˊɞɚɚŬˊɚɎ ˊŮɟɎůɛŬŰŬ, 

ŬˊŮɜŮɟɔɞˊɞɘɩɜŰŬɠ ŭɘŬűɞɟŮŰɘəɞɨɠ əɧɛɓɞɡɠ ůŰŬ ŮˊɑˊŮŭŬ Dropout, ŮˊɘŰɟɏˊɞɜŰŬɠ Űɖɜ 

ˊɟɞůɏɔɔɘůɖ Űɖɠ əŬŰŬɜɞɛɐɠ Űɖɠ ˊɘɗŬɜɧŰɖŰŬɠ Ůɝɧŭɞɡ ɔɘŬ Űɞ ŬɜŰɑůŰɞɘɢɞ ŭŮɑɔɛŬ. ɀŮ Űɞɜ Űɟɧˊɞ 

ŬɡŰɧ ɡˊɞɚɞɔɑɕɞɜŰŬɠ Űɖ ŭɘŬəɨɛŬɜůɖ Űɖɠ əŬŰŬɜɞɛɐɠ Ůɝɧŭɞɡ, ˊŬɑɟɜɞɡɛŮ ɛɑŬ ŮəŰɑɛɖůɖ Űɖɠ 

ŬɓŮɓŬɘɧŰɖŰŬɠ Űɖɠ ˊɟɧɓɚŮɣɖɠ. ȼ ˊɚɖɟɞűɞɟɑŬ ŬɡŰɐ ŮɑɜŬɘ ˊɞɚɨŰɘɛɖ ɔɘŬ Űɖɜ ŬɜŬɔɜɩɟɘůɖ 

ˊŮɟɘˊŰɩůŮɤɜ ˊɞɡ əŮɑŰɞɜŰŬɘ ůŮ ˊŮɟɘɞɢɏɠ Űɞɡ ɢɩɟɞɡ Ůɘůɧŭɞɡ ˊɞɡ ŮɑɜŬɘ ɎɔɜɤůŰŮɠ ůŰɞ ɛɞɜŰɏɚɞ 

əŬɘ ɖ ˊɟɧɓɚŮɣɖ Űɞɡ ŮɑɜŬɘ ˊɘɗŬɜɧ ɜŬ ŮɑɜŬɘ ŮůűŬɚɛɏɜɖ, ŮˊɘŰɟɏˊɞɜŰŬɠ Űɖɜ ˊŬɟɏɛɓŬůɖ Ůɘŭɘəɞɨ 

ɐ Űɖɜ ŬɡŰɧɛŬŰɖ ŮɜŮɟɔɞˊɞɑɖůɖ ŭɘŬŭɘəŬůɘɩɜ ˊɟɞůŬɟɛɞɔɐɠ. ȼ ˊɟɞůɏɔɔɘůɖ ŬɡŰɐ ŮɜɘůɢɨŮɘ Űɖ 

ŭɘŬűɎɜŮɘŬ əŬɘ Űɖɜ ŮɛˊɘůŰɞůɨɜɖ ůŰɞ ůɨůŰɖɛŬ, ɘŭɘŬɑŰŮɟŬ ůŮ ɘŬŰɟɘəɏɠ ŮűŬɟɛɞɔɏɠ ɧˊɞɡ ɖ 

ŬəɟɑɓŮɘŬ əŬɘ ɖ ŬɝɘɞˊɘůŰɑŬ Űɤɜ ŬˊɞűɎůŮɤɜ ɏɢɞɡɜ ɎɛŮůɖ ŮˊɑŭɟŬůɖ ůŰɖ ŭɘɎɔɜɤůɖ əŬɘ Űɖ 

ɗŮɟŬˊŮɑŬ. 

ȼ Ŭɟɢɐ Űɖɠ ŮɟɛɖɜŮɡůɘɛɧŰɖŰŬɠ ŮɜůɤɛŬŰɩɜŮŰŬɘ ůŰɞ ˊɚŬɑůɘɞ ɛɏůɤ ŰŮɢɜɘəɩɜ ˊɞɡ ŮˊɘŰɟɏˊɞɡɜ 

Űɖɜ ɞˊŰɘəɞˊɞɑɖůɖ Űɤɜ ˊŮɟɘɞɢɩɜ ɐ Űɤɜ ɢŬɟŬəŰɖɟɘůŰɘəɩɜ ˊɞɡ ůɡɜɏɓŬɚŬɜ ˊŮɟɘůůɧŰŮɟɞ ůŰɘɠ 

ˊɟɞɓɚɏɣŮɘɠ ŬɚɚɎ əŬɘ Űɖɜ ŬɓŮɓŬɘɧŰɖŰŬ Űɞɡ ɛɞɜŰɏɚɞɡ. Ƀɘ ɛɏɗɞŭɞɘ Grad-CAM əŬɘ LIME 

ŮűŬɟɛɧɕɞɜŰŬɘ ůŰŬ ɛɞɜŰɏɚŬ, ˊɟɞůűɏɟɞɜŰŬɠ ŭɡɜŬŰɧŰɖŰŬ Ůɚɏɔɢɞɡ Űɖɠ ŮɔəɡɟɧŰɖŰŬɠ əŬɘ Űɖɠ 

ůŰŬɗŮɟɧŰɖŰŬɠ Űɤɜ ŬˊɞűɎůŮɤɜ Űɞɡ ɛɞɜŰɏɚɞɡ. Ⱥˊɘˊɚɏɞɜ, ɖ ůɨɜŭŮůɖ Űɖɠ ŮɟɛɖɜŮɡůɘɛɧŰɖŰŬɠ ɛŮ 

Űɖɜ ŮəŰɑɛɖůɖ ŬɓŮɓŬɘɧŰɖŰŬɠ ŮˊɘŰɟɏˊŮɘ Űɖɜ ŬɜŬɔɜɩɟɘůɖ ɛɞɟűɞɚɞɔɘəɩɜ ɢŬɟŬəŰɖɟɘůŰɘəɩɜ Űɤɜ 

ŭŮŭɞɛɏɜɤɜ ˊɞɡ ůɡɜŭɏɞɜŰŬɘ ɛŮ Űɖɜ Ŭɨɝɖůɖ Űɖɠ ŬɓŮɓŬɘɧŰɖŰŬɠ, ˊŬɟɏɢɞɜŰŬɠ ɏŰůɘ Ůˊɘˊɚɏɞɜ 

əɚɘɜɘəɐ ˊɚɖɟɞűɞɟɑŬ. 

ɇɞ ˊɚŬɑůɘɞ ŬɡŰɧ, ůɡɜŭɡɎɕɞɜŰŬɠ ɛɖɢŬɜɘůɛɞɨɠ ŬɜɑɢɜŮɡůɖɠ, ˊɟɞůŬɟɛɞɔɐɠ, ŮəŰɑɛɖůɖɠ 

ŬɓŮɓŬɘɧŰɖŰŬɠ əŬɘ ŮɟɛɖɜŮɡůɘɛɧŰɖŰŬɠ, ůɡɔəɟɞŰŮɑ ɛɘŬ ɞɚɘůŰɘəɐ ˊɟɞůɏɔɔɘůɖ ɔɘŬ Űɖɜ ŬɜɎˊŰɡɝɖ 

ŬɜɗŮəŰɘəɩɜ ɛɞɜŰɏɚɤɜ ɇɁ. ȼ ɓŬůɘəɐ Űɞɡ ůɡɜŮɘůűɞɟɎ ɏɔəŮɘŰŬɘ ůŰɖ ŭɡɜŬŰɧŰɖŰŬ ŭɡɜŬɛɘəɐɠ 

ˊɟɞůŬɟɛɞɔɐɠ Űɤɜ ɛɞɜŰɏɚɤɜ, ɢɤɟɑɠ Űɖɜ ŬɜɎɔəɖ ˊɚɐɟɞɡɠ ŮˊŬɜŮəˊŬɑŭŮɡůɖɠ Ůə Űɞɡ ɛɖŭŮɜɧɠ. 

Ⱥˊɘˊɚɏɞɜ, ɖ ɛŮɗɞŭɞɚɞɔɑŬ ůɢŮŭɘɎůŰɖəŮ ɩůŰŮ ɜŬ ŮɑɜŬɘ ŬɜŮɝɎɟŰɖŰɖ Ŭˊɧ Űɞ Ůɑŭɞɠ Űɤɜ ŭŮŭɞɛɏɜɤɜ 

Ůɘůɧŭɞɡ, ŮˊɘŰɟɏˊɞɜŰŬɠ Űɖɜ ŮűŬɟɛɞɔɐ Űɖɠ Űɧůɞ ůŮ ɖɢɖŰɘəɎ ɧůɞ əŬɘ ůŮ ŬˊŮɘəɞɜɘůŰɘəɎ ůɨɜɞɚŬ, 

ůɡɛɓɎɚɚɞɜŰŬɠ ɏŰůɘ ůŰɖ ɛŮŰɎɓŬůɖ Ŭˊɧ ŰŬ ůŰŬŰɘəɎ ɛɞɜŰɏɚŬ ˊɟɞɠ ŮɡɏɚɘəŰŬ, ˊɟɞůŬɟɛɞůŰɘəɎ 

əŬɘ ŬɝɘɧˊɘůŰŬ ůɡůŰɐɛŬŰŬ. 

1. ȺűŬɟɛɞɔɐ Űɞɡ ɛŮɗɞŭɞɚɞɔɘəɞɨ ˊɚŬɘůɑɞɡ ɔɘŬ Űɖɜ ŬɜŰɘɛŮŰɩˊɘůɖ ɢɟɞɜɘəɩɜ 

ɛŮŰŬŰɞˊɑůŮɤɜ ůŮ ɟɞɏɠ ŭŮŭɞɛɏɜɤɜ: ȷɜɑɢɜŮɡůɖ Covid-19 ɛŮ ɢɟɐůɖ 

ˊɚɖɗɞˊɞɟɘůŰɘəɩɜ ŭŮŭɞɛɏɜɤɜ 

ȼ ŮűŬɟɛɞɔɐ Űɞɡ ˊɟɞŰŮɘɜɧɛŮɜɞɡ ˊɚŬɘůɑɞɡ ɔɘŬ Űɖ ɛŮɚɏŰɖ Űɖɠ ɢɟɞɜɘəɐɠ ɛŮŰŬŰɧˊɘůɖɠ ŭŮŭɞɛɏɜɤɜ 

ɔɑɜŮŰŬɘ ɛŮ ɢɟɐůɖ ˊɚɖɗɞˊɞɟɘůŰɘəɩɜ ɖɢɖŰɘəɩɜ əŬŰŬɔɟŬűɩɜ ůŮ ɛɞɟűɐ ɟɞɩɜ ŭŮŭɞɛɏɜɤɜ ɔɘŬ 

Űɖɜ ŬɜɑɢɜŮɡůɖ Űɖɠ ɜɧůɞɡ COVID-19. ɇŬ ŭŮŭɞɛɏɜŬ ŬɡŰɞɨ Űɞɡ Űɨˊɞɡ ŬˊɞŰŮɚɞɨɜ ɏɜŬ 

ɢŬɟŬəŰɖɟɘůŰɘəɧ ˊŬɟɎŭŮɘɔɛŬ ˊŮɟɘɓɎɚɚɞɜŰɞɠ ɧˊɞɡ ɞɘ ůŰŬŰɘůŰɘəɏɠ ɘŭɘɧŰɖŰŮɠ ɛŮŰŬɓɎɚɚɞɜŰŬɘ 

ŭɡɜŬɛɘəɎ, ŮɑŰŮ ɚɧɔɤ ŬɚɚŬɔɩɜ ůŰɘɠ ůɡɜɗɐəŮɠ əŬŰŬɔɟŬűɐɠ ŮɑŰŮ ɚɧɔɤ ŭɖɛɞɔɟŬűɘəɩɜ, 

Ůˊɘŭɖɛɘɞɚɞɔɘəɩɜ ɐ ŰŮɢɜɞɚɞɔɘəɩɜ ˊŬɟŬɔɧɜŰɤɜ. ȼ ŭɘŬɟəɐɠ Ůɝɏɚɘɝɖ Űɖɠ ˊŬɜŭɖɛɑŬɠ 

ůɡɜŮˊɎɔŮŰŬɘ ɛŮŰŬɓɞɚɏɠ ůŰɞɜ ˊɚɖɗɡůɛɧ Űɤɜ ŬŰɧɛɤɜ ˊɞɡ ɡˊɞɓɎɚɚɞɡɜ əŬŰŬɔɟŬűɏɠ, ůŰɘɠ 

ůɡůəŮɡɏɠ əŬɘ ůŰɞ ˊŮɟɘɓɎɚɚɞɜ əŬŰŬɔɟŬűɐɠ, əŬɗɩɠ əŬɘ ůŰɘɠ ɑŭɘŮɠ Űɘɠ ɘŭɘɧŰɖŰŮɠ Űɖɠ ɜɧůɞɡ. ɆŮ 

ŬɡŰɧ Űɞ ˊɚŬɑůɘɞ, ɖ ŬɜɑɢɜŮɡůɖ Űɞɡ COVID-19 Ŭˊɧ ɖɢɖŰɘəɎ ŭŮŭɞɛɏɜŬ ɓɐɢŬ ˊŬɟɞɡůɘɎɕŮɘ 

ɘŭɘŬɑŰŮɟɞ ŮɟŮɡɜɖŰɘəɧ ŮɜŭɘŬűɏɟɞɜ, əŬɗɩɠ ˊŬɟɞɡůɘɎɕŮɘ ɡɣɖɚɐ ŬɜɞɛɞɘɞɔɏɜŮɘŬ Űɤɜ ŭŮŭɞɛɏɜɤɜ 

Ůɘůɧŭɞɡ. 

ũɘŬ Űɖ ŭɘŮɟŮɨɜɖůɖ ɢɟɖůɘɛɞˊɞɘɐɗɖəŬɜ ŭɨɞ ɔɜɤůŰɎ ˊɚɖɗɞˊɞɟɘůŰɘəɎ ůɨɜɞɚŬ ŭŮŭɞɛɏɜɤɜ, ŰŬ 

COVID-19 Sounds əŬɘ COSWARA. ȾŬɘ ŰŬ ŭɨɞ ůɨɜɞɚŬ ˊŮɟɘɚŬɛɓɎɜɞɡɜ ɖɢɖŰɘəɏɠ 

əŬŰŬɔɟŬűɏɠ ɓɐɢŬ, ŬɜŬˊɜɞɐɠ əŬɘ űɤɜɐɠ, ɞɘ ɞˊɞɑŮɠ ůɡɜɞŭŮɨɞɜŰŬɘ Ŭˊɧ ɓŬůɘəɎ ŭɖɛɞɔɟŬűɘəɎ 

əŬɘ əɚɘɜɘəɎ ůŰɞɘɢŮɑŬ, əŬɗɩɠ əŬɘ Ŭˊɧ ŰŬ ŬˊɞŰŮɚɏůɛŬŰŬ ŭɘŬɔɜɤůŰɘəɩɜ ŰŮůŰ. Ƀɘ ɢɟɐůŰŮɠ 

ˊŬɟŮɑɢŬɜ ŮɗŮɚɞɜŰɘəɎ Űɘɠ əŬŰŬɔɟŬűɏɠ Űɞɡɠ ɛɏůɤ əɘɜɖŰɩɜ ŰɖɚŮűɩɜɤɜ əŬɘ ɡˊɞɚɞɔɘůŰɩɜ, 

ɔŮɔɞɜɧɠ ˊɞɡ ŭɖɛɘɞɡɟɔŮɑ ůɖɛŬɜŰɘəɐ ŬɜɞɛɞɘɞɔɏɜŮɘŬ ůŰɖɜ ˊɞɘɧŰɖŰŬ əŬɘ ůŰŬ ɢŬɟŬəŰɖɟɘůŰɘəɎ 
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Űɞɡ ɐɢɞɡ, ŬɚɚɎ əŬɗɘůŰɎ ˊŬɟɎɚɚɖɚŬ ŰŬ ŭŮŭɞɛɏɜŬ ɘŭɘŬɑŰŮɟŬ ŬɜŰɘˊɟɞůɤˊŮɡŰɘəɎ ˊɟŬɔɛŬŰɘəɩɜ 

ůɡɜɗɖəɩɜ. 

ȼ ŮˊŮɝŮɟɔŬůɑŬ Űɤɜ ŭŮŭɞɛɏɜɤɜ ɝŮəɑɜɖůŮ ɛŮ Űɞɜ ɢɟɞɜɘəɧ ŭɘŬɢɤɟɘůɛɧ əɎɗŮ ůɡɜɧɚɞɡ ůŮ ŭɨɞ 

ŭɘŬəɟɘŰɏɠ ˊŮɟɘɧŭɞɡɠ ɧˊɤɠ űŬɑɜŮŰŬɘ ůŰɞ ɆɢɐɛŬ 2 . ȼ ˊɟɩŰɖ ˊŮɟɑɞŭɞɠ, ɖ ɞˊɞɑŬ ŬɜŰɘůŰɞɘɢŮɑ ůŰɞ 

70% Űɖɠ ɟɞɐɠ ŭŮŭɞɛɏɜɤɜ, ɢɟɖůɘɛɞˊɞɘɐɗɖəŮ ŬˊɞəɚŮɘůŰɘəɎ ɔɘŬ Űɖɜ ŬɜɎˊŰɡɝɖ Űɞɡ ɓŬůɘəɞɨ 

ɛɞɜŰɏɚɞɡ, Ůɜɩ ɖ ŭŮɨŰŮɟɖ, ɖ ɞˊɞɑŬ ŬɜŰɘůŰɞɘɢŮɑ ůŰɞ ɡˊɧɚɞɘˊɞ 30%, ŬˊɞŰɏɚŮůŮ Űɞ ůɨɜɞɚɞ 

ŮűŬɟɛɞɔɐɠ, ůŰɞ ɞˊɞɑɞ ŬɝɘɞɚɞɔɐɗɖəŮ ɖ Ůˊɑŭɞůɖ əŬɘ ŮűŬɟɛɧůŰɖəŬɜ ɞɘ ɛɖɢŬɜɘůɛɞɑ 

ˊɟɞůŬɟɛɞɔɐɠ. Ƀ ŭɘŬɢɤɟɘůɛɧɠ ŬɡŰɧɠ ŭɘŬůűŬɚɑɕŮɘ ɧŰɘ ɞɘ ɛŮŰŬɓɞɚɏɠ ˊɞɡ ŮɛűŬɜɑɕɞɜŰŬɘ ůŰŬ 

ŭŮŭɞɛɏɜŬ ŮűŬɟɛɞɔɐɠ ŭŮɜ ŮɑɜŬɘ ɞɟŬŰɏɠ ůŰɞ ɛɞɜŰɏɚɞ əŬŰɎ Űɖ űɎůɖ ŮəˊŬɑŭŮɡůɖɠ, ŮˊɘŰɟɏˊɞɜŰŬɠ 

Űɖɜ ŬɜŰɘəŮɘɛŮɜɘəɐ ɛŮɚɏŰɖ Űɤɜ ŮˊɘˊŰɩůŮɤɜ Űɖɠ ɢɟɞɜɘəɐɠ ɛŮŰŬŰɧˊɘůɖɠ. ȽŭɘŬɑŰŮɟɖ ɛɏɟɘɛɜŬ 

ŭɧɗɖəŮ ɩůŰŮ ɜŬ ɛɖɜ ɡˊɎɟɢŮɘ ŬɚɚɖɚɞŮˊɘəɎɚɡɣɖ ɢɟɖůŰɩɜ ŬɜɎɛŮůŬ ůŰɘɠ ŭɨɞ ˊŮɟɘɧŭɞɡɠ, 

ˊɟɞəŮɘɛɏɜɞɡ ɜŬ ŬˊɞəɚŮɘůŰŮɑ Űɞ ŮɜŭŮɢɧɛŮɜɞ ŭɘŬɟɟɞɐɠ ˊɚɖɟɞűɞɟɑŬɠ. 

  

ɆɢɐɛŬ 2: Ƀɘ ɟɞɏɠ Űɤɜ COVID-19 Sounds (ŬɟɘůŰŮɟɎ) əŬɘ COSWARA (ŭŮɝɘɎ) ůɡɜŬɟŰɐůŮɘ Űɞɡ ɢɟɧɜɞɡ. ȺűŬɟɛɧůŰɖəŮ ɏɜŬɠ 

ŭɘŬɢɤɟɘůɛɧɠ 70:30 Űɖɠ ɟɞɐɠ ŭŮŭɞɛɏɜɤɜ ŭɖɛɘɞɡɟɔɩɜŰŬɠ ŰŬ ůɨɜɞɚŬ ŬɜɎˊŰɡɝɖɠ əŬɘ ŮűŬɟɛɞɔɐɠ, ŬɜŰɑůŰɞɘɢŬ. ȼ əɧəəɘɜɖ ɔɟŬɛɛɐ 

ɡˊɞŭŮɘəɜɨŮɘ Űɞ ůɖɛŮɑɞ ŭɘŬɢɤɟɘůɛɞɨ ŬɜɎɛŮůŬ ůŰŬ ŭŮŭɞɛɏɜŬ ŬɜɎˊŰɡɝɖɠ əŬɘ ůŰŬ ŭŮŭɞɛɏɜŬ ŮűŬɟɛɞɔɐɠ. ɇɞ ůɨɜɞɚɞ ŬɜɎˊŰɡɝɖɠ (Űɞ 

ɞˊɞɑɞ ɢɤɟɑůŰɖəŮ ˊŮɟŬɘŰɏɟɤ ůŮ ɡˊɞůɨɜɞɚŬ ŮəˊŬɑŭŮɡůɖɠ, Ůˊɘəɨɟɤůɖɠ əŬɘ ŭɞəɘɛɐɠ ɛŮ ŬɜŬɚɞɔɑŬ 60:20:20) ɢɟɖůɘɛɞˊɞɘɐɗɖəŮ ɔɘŬ 

Űɖɜ ŬɜɎˊŰɡɝɖ Űɞɡ ɓŬůɘəɞɨ ɛɞɜŰɏɚɞɡ. ɆŰɖ ŭɘŬŭɘəŬůɑŬ ŬɡŰɐ, ŭɘŬůűŬɚɑůŰɖəŮ ɧŰɘ ŭŮɜ ɡˊɐɟɢŮ ŮˊɘəɎɚɡɣɖ ŭŮŭɞɛɏɜɤɜ Ŭˊɧ Űɞɜ ɑŭɘɞ 

ůɡɛɛŮŰɏɢɞɜŰŬ ŬɜɎɛŮůŬ ůŰŬ ɡˊɞůɨɜɞɚŬ ŮəˊŬɑŭŮɡůɖɠ, Ůˊɘəɨɟɤůɖɠ əŬɘ ŭɞəɘɛɐɠ, əŬɗɩɠ əŬɘ ŬɜɎɛŮůŬ ůŰɘɠ ˊŮɟɘɧŭɞɡɠ ŬɜɎˊŰɡɝɖɠ 

əŬɘ ŮűŬɟɛɞɔɐɠ. 

ȼ ŬɟɢɘŰŮəŰɞɜɘəɐ Űɞɡ ˊɟɞŰŮɘɜɧɛŮɜɞɡ ˊɚŬɘůɑɞɡ ˊŬɟɞɡůɘɎɕŮŰŬɘ ůŰɞ ɆɢɐɛŬ 3 əŬɘ ɓŬůɑɕŮŰŬɘ ůŮ 

ŰɟɑŬ ŭɘŬəɟɘŰɎ ɡˊɞůɡůŰɐɛŬŰŬ ˊɞɡ ůŰɞɢŮɨɞɡɜ ůŰɖɜ ŬɜŰɘɛŮŰɩˊɘůɖ Űɤɜ ɛŮŰŬŰɞˊɑůŮɤɜ ɛŮŰŬɝɨ 

Űɤɜ ŭŮŭɞɛɏɜɤɜ Űɖɠ ˊŮɟɘɧŭɞɡ ŬɜɎˊŰɡɝɖɠ əŬɘ Űɖɠ ˊŮɟɘɧŭɞɡ ŮűŬɟɛɞɔɐɠ. ɄɡɟɐɜŬɠ Űɞɡ 

ůɡůŰɐɛŬŰɞɠ ŬˊɞŰŮɚŮɑ Űɞ ɓŬůɘəɧ ɛɞɜŰɏɚɞ, Űɞ ɞˊɞɑɞ ˊɟɞɓɚɏˊŮɘ Űɖɜ ˊɘɗŬɜɧŰɖŰŬ ˊŬɟɞɡůɑŬɠ 

COVID-19 ůŰŬ ɜɏŬ ŭŮɑɔɛŬŰŬ. ɄɎɜɤ ůŮ ŬɡŰɧ ŮɜůɤɛŬŰɩɜŮŰŬɘ ɞ ɛɖɢŬɜɘůɛɧɠ ŬɜɑɢɜŮɡůɖɠ 

ɛŮŰŬŰɧˊɘůɖɠ, ɞ ɞˊɞɑɞɠ ˊŬɟŬəɞɚɞɡɗŮɑ Űɖ ůŰŬɗŮɟɧŰɖŰŬ Űɤɜ ŭŮŭɞɛɏɜɤɜ Űɖɠ ˊŮɟɘɧŭɞɡ 

ŮűŬɟɛɞɔɐɠ əŬɘ ŮɜŰɞˊɑɕŮɘ ɛŮŰŬŰɞˊɑůŮɘɠ ɛɏůɤ ɛɘŬɠ Űɟɞˊɞˊɞɘɖɛɏɜɖɠ Ůəŭɞɢɐɠ Űɞɡ Ŭɚɔɞɟɑɗɛɞɡ 

CUSUM, ɧˊɞɡ ɖ ŬˊɧůŰŬůɖ MMD ɢɟɖůɘɛɞˊɞɘŮɑŰŬɘ ɤɠ ɛɏŰɟɞ ůŰŬŰɘůŰɘəɐɠ ŬˊɧůŰŬůɖɠ ɛŮŰŬɝɨ 

Űɤɜ əŬŰŬɜɞɛɩɜ. ȳŰŬɜ ŬɜɘɢɜŮɡŰŮɑ ɛŮŰŬŰɧˊɘůɖ, ŮɜŮɟɔɞˊɞɘŮɑŰŬɘ ɖ ɛɞɜɎŭŬ ˊɟɞůŬɟɛɞɔɐɠ, ɖ 

ɞˊɞɑŬ ŬɝɘɞˊɞɘŮɑ ŰŬ ɛɖ ŮˊɘůɖɛŮɘɤɛɏɜŬ ŭŮŭɞɛɏɜŬ ŮűŬɟɛɞɔɐɠ ɛɏůɤ ŰŮɢɜɘəɩɜ ɛɖ ŮˊɞˊŰŮɡɧɛŮɜɖɠ 

ˊɟɞůŬɟɛɞɔɐɠ ˊŮŭɑɞɡ ɐ ŮɜŮɟɔɐɠ ɛɎɗɖůɖɠ, ŮˊɘŰɟɏˊɞɜŰŬɠ ůŰɞ ůɨůŰɖɛŬ ɜŬ ɓŮɚŰɘɩɜŮɘ ŭɘŬɟəɩɠ 

Űɖɜ ɘəŬɜɧŰɖŰɎ Űɞɡ ɜŬ ɔŮɜɘəŮɨŮɘ. ȼ ɚŮɘŰɞɡɟɔɑŬ Űɞɡ ˊɚŬɘůɑɞɡ ˊɟŬɔɛŬŰɞˊɞɘŮɑŰŬɘ ůŮ ˊŬɟŰɑŭŮɠ 

ŭŮŭɞɛɏɜɤɜ ɛŮ Űɖ ɢɟɐůɖ ˊŬɟŬɗɨɟɤɜ ɢɟɧɜɞɡ əŬɗɞɟɘůɛɏɜɖɠ ŭɘɎɟəŮɘŬɠ əŬɘ ŮˊɘəɎɚɡɣɖɠ ɛŮŰŬɝɨ 

Űɤɜ ŭɘŬŭɞɢɘəɩɜ ˊŬɟŬɗɨɟɤɜ, Ůɜɩ ɧɚŮɠ ɞɘ ůɢŮŰɘəɏɠ ˊŬɟɎɛŮŰɟɞɘ ŮˊɘəɡɟɩɜɞɜŰŬɘ ɝŮɢɤɟɘůŰɎ ɔɘŬ 

əɎɗŮ ůɨɜɞɚɞ ŭŮŭɞɛɏɜɤɜ. 

ɇɞ ɓŬůɘəɧ ɛɞɜŰɏɚɞ ˊɞɡ ɢɟɖůɘɛɞˊɞɘɐɗɖəŮ ɔɘŬ Űɖɜ ŬɜɑɢɜŮɡůɖ Űɖɠ ɜɧůɞɡ ŬˊɞŰŮɚŮɑŰɞ Ŭˊɧ Űɞ 

ˊɟɞŮəˊŬɘŭŮɡɛɏɜɞ ůɡɜŮɚɘəŰɘəɧ ɜŮɡɟɤɜɘəɧ ŭɑəŰɡɞ VGG-ish, əŬŰɎɚɚɖɚɞ ɔɘŬ Űɖɜ ŬɜɎɚɡůɖ 

űŬůɛŬŰɞɔɟŬűɖɛɎŰɤɜ ɖɢɖŰɘəɞɨ ůɐɛŬŰɞɠ. ȼ ŬɟɢɘŰŮəŰɞɜɘəɐ Űɞɡ ɛɞɜŰɏɚɞɡ (ɆɢɐɛŬ 4) 

ůɡɜŭɡɎɕŮɘ Űɞ VGG-ish əŬɘ ɏɜŬ ˊɚɐɟɤɠ ůɡɜŭŮŭŮɛɏɜɞ ŮˊɑˊŮŭɞ, ŮˊɘŰɟɏˊɞɜŰŬɠ Űɖɜ ŮɝŬɔɤɔɐ 

ɢŬɟŬəŰɖɟɘůŰɘəɩɜ Ŭˊɧ ŰŬ űŬůɛŬŰɞɔɟŬűɐɛŬŰŬ Űɞɡ ɓɐɢŬ. ɇɞ ɛɞɜŰɏɚɞ ŮəˊŬɘŭŮɨŰɖəŮ 

ŬˊɞəɚŮɘůŰɘəɎ ůŰɖɜ ˊŮɟɑɞŭɞ ŬɜɎˊŰɡɝɖɠ, ŮˊɘŰɡɔɢɎɜɞɜŰŬɠ AUC 69.13% ůŰɞ ůɨɜɞɚɞ COVID-

19 Sounds əŬɘ 66.8% ůŰɞ ůɨɜɞɚɞ COSWARA, Ůɜɩ ɞɘ ŬɜŰɑůŰɞɘɢŮɠ Űɘɛɏɠ Űɖɠ ɘůɞɟɟɞˊɖɛɏɜɖɠ 
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ŬəɟɑɓŮɘŬɠ ŬɜɐɚɗŬɜ ůŮ 63.38% əŬɘ 61.64%. ɇŬ ŬˊɞŰŮɚɏůɛŬŰŬ ŬɡŰɎ ůɡɜɎŭɞɡɜ ɛŮ ŮəŮɑɜŬ Űɖɠ 

ůɢŮŰɘəɐɠ ɓɘɓɚɘɞɔɟŬűɑŬɠ. 

 

ɆɢɐɛŬ 3: Ɇɡɜɞɚɘəɐ Ůˊɘůəɧˊɖůɖ Űɞɡ ˊɟɞŰŮɘɜɧɛŮɜɞɡ ˊɚŬɘůɑɞɡ ɔɘŬ Űɖɜ ŬɜɑɢɜŮɡůɖ Űɖɠ COVID-19. ɇŬ ŭŮŭɞɛɏɜŬ ɢɤɟɑɕɞɜŰŬɘ ůŮ 

ŭɨɞ ůɨɜɞɚŬ: Űɞ ŮˊɘůɖɛŮɘɤɛɏɜɞ ůɨɜɞɚɞ ŬɜɎˊŰɡɝɖɠ, Űɞ ɞˊɞɑɞ ɢɟɖůɘɛɞˊɞɘŮɑŰŬɘ ɔɘŬ Űɖɜ Ŭɟɢɘəɐ ŮəˊŬɑŭŮɡůɖ Űɞɡ ɓŬůɘəɞɨ ɛɞɜŰɏɚɞɡ, 

əŬɘ Űɞ ɛɖ ŮˊɘůɖɛŮɘɤɛɏɜɞ ůɨɜɞɚɞ ŮűŬɟɛɞɔɐɠ, Űɞ ɞˊɞɑɞ ɢɟɖůɘɛɞˊɞɘŮɑŰŬɘ ɔɘŬ Űɖɜ Ŭɝɘɞɚɧɔɖůɖ Űɞɡ ˊɟɞŰŮɘɜɧɛŮɜɞɡ ˊɚŬɘůɑɞɡ. ɇɞ 

ˊɚŬɑůɘɞ ˊŮɟɘɚŬɛɓɎɜŮɘ ŰɟŮɘɠ ɓŬůɘəɏɠ ŮɜɧŰɖŰŮɠ:(i) ɇɞ ɓŬůɘəɧ ɛɞɜŰɏɚɞ. (ii) ɇɞɜ ɛɖɢŬɜɘůɛɧ ŬɜɑɢɜŮɡůɖɠ ɛŮŰŬŰɧˊɘůɖɠ, ˊɞɡ 

ˊŬɟŬəɞɚɞɡɗŮɑ Űɖɜ ɟɞɐ ŭŮŭɞɛɏɜɤɜ əŬŰɎ Űɖɜ ˊŮɟɑɞŭɞ ŮűŬɟɛɞɔɐɠ ɩůŰŮ ɜŬ ŮɜŰɞˊɑɕŮɘ ɛŮŰŬŰɞˊɑůŮɘɠ ŭŮŭɞɛɏɜɤɜ, əŬɘ (iii) Űɖɜ ŮɜɧŰɖŰŬ 

ˊɟɞůŬɟɛɞɔɐɠ, ɖ ɞˊɞɑŬ ŮɜŮɟɔɞˊɞɘŮɑŰŬɘ ɧŰŬɜ ŬɜɘɢɜŮɡɗŮɑ ɛŮŰŬŰɧˊɘůɖ ŭŮŭɞɛɏɜɤɜ əŬɘ ɢɟɖůɘɛɞˊɞɘŮɑ ŮɑŰŮ ɀɖ Ⱥ́ ɘɓɚŮˊɧɛŮɜɖ 

ɄɟɞůŬɟɛɞɔɐ ɄŮŭɑɞɡ ŮɑŰŮ ȺɜŮɟɔɐ ɀɎɗɖůɖ ɔɘŬ Űɖɜ Ůə ɜɏɞɡ ŮəˊŬɑŭŮɡůɖ Űɞɡ ɛɞɜŰɏɚɞɡ ɛŮ ůŰɧɢɞ Űɖ ɓŮɚŰɑɤůɖ Űɖɠ Ůˊɑŭɞůɖɠ. 

 

ɆɢɐɛŬ 4: ȷɟɢɘŰŮəŰɞɜɘəɐ ɓŬůɘəɞɨ ɛɞɜŰɏɚɞɡ 

ȼ Ŭɝɘɞɚɧɔɖůɖ Űɞɡ ɓŬůɘəɞɨ ɛɞɜŰɏɚɞɡ ůŰŬ ŭŮŭɞɛɏɜŬ ŮűŬɟɛɞɔɐɠ ŬˊɞəɎɚɡɣŮ ůɖɛŬɜŰɘəɐ 

ɛŮɑɤůɖ Űɖɠ Ůˊɑŭɞůɖɠ, ŮˊɘɓŮɓŬɘɩɜɞɜŰŬɠ Űɖɜ ˊŬɟɞɡůɑŬ ɢɟɞɜɘəɐɠ ɛŮŰŬŰɧˊɘůɖɠ (ɆɢɐɛŬ 5). ȼ 

ˊŰɩůɖ ŬɡŰɐ ˊŬɟŬŰɖɟɐɗɖəŮ ůŰŬɗŮɟɎ əŬɘ ůŰŬ ŭɨɞ ůɨɜɞɚŬ ŭŮŭɞɛɏɜɤɜ, Ŭɜ əŬɘ ɛŮ ŭɘŬűɞɟŮŰɘəɐ 

ɏɜŰŬůɖ, ɔŮɔɞɜɧɠ ˊɞɡ ůɡɜŭɏŮŰŬɘ ɛŮ Űɘɠ ŭɘŬűɞɟŮŰɘəɏɠ ŭɖɛɞɔɟŬűɘəɏɠ əŬɘ Ůˊɘŭɖɛɘɞɚɞɔɘəɏɠ 

ůɡɜɗɐəŮɠ ˊɞɡ ŮˊɘəɟɎŰɖůŬɜ ůŮ əɎɗŮ ˊɚɖɗɡůɛɧ əŬŰɎ Űɘɠ ŬɜŰɑůŰɞɘɢŮɠ ˊŮɟɘɧŭɞɡɠ əŬŰŬɔɟŬűɐɠ. 

ɄŬɟɎɚɚɖɚŬ, ɖ ŬɜɎɚɡůɖ Űɤɜ ŭɨɞ ůɡɜɧɚɤɜ ɏŭŮɘɝŮ ɛŮŰŬɓɞɚɏɠ Űɧůɞ ůŰɖ ůɢŮŰɘəɐ ŬɜŬɚɞɔɑŬ 

ɗŮŰɘəɩɜ əŬɘ ŬɟɜɖŰɘəɩɜ ˊŮɟɘůŰŬŰɘəɩɜ ɧůɞ əŬɘ ůŰɖɜ ˊŬɟɞɡůɑŬ ůɡɛˊŰɤɛɎŰɤɜ əŬɘ ɡˊɞəŮɑɛŮɜɤɜ 

ɜɞůɖɛɎŰɤɜ, ɘŭɘŬɑŰŮɟŬ ůŰɖɜ ˊŮɟɑˊŰɤůɖ Űɞɡ COSWARA ɧˊɞɡ ɖ ɛŮŰŬŰɧˊɘůɖ ɡˊɐɟɝŮ 

ŮɜŰɞɜɧŰŮɟɖ. ȼ ˊŬɟŬŰɐɟɖůɖ ŬɡŰɐ ɡˊɞɔɟŬɛɛɑɕŮɘ Űɖɜ ɏɜŰŬůɖ Űɖɠ ɛŮŰŬŰɧˊɘůɖɠ əŬɘ ŬɜŬŭŮɘəɜɨŮɘ 

Űɖɜ ŬɜɎɔəɖ ɢɟɐůɖɠ ˊɟɞůŬɟɛɞůŰɘəɩɜ ɛŮɗɧŭɤɜ. 

ũɘŬ Űɖɜ ˊɟɞůŬɟɛɞɔɐ Űɞɡ ɛɞɜŰɏɚɞɡ ŮűŬɟɛɧůŰɖəŬɜ ŭɨɞ ůɡɛˊɚɖɟɤɛŬŰɘəɏɠ ́ ɟɞůŮɔɔɑůŮɘɠ, ɖ ɛɖ 

ŮˊɘɓɚŮˊɧɛŮɜɖ ˊɟɞůŬɟɛɞɔɐ ˊŮŭɑɞɡ əŬɘ ɖ ŮɜŮɟɔɐ ɛɎɗɖůɖ. ȾŬŰɎ Űɖ ɛɖ ŮˊɘɓɚŮˊɧɛŮɜɖ 

ˊɟɞůŬɟɛɞɔɐ ˊŮŭɑɞɡ ˊɟŬɔɛŬŰɞˊɞɘŮɑŰŬɘ ŮˊŬɜŮəˊŬɑŭŮɡůɖ Űɞɡ ɛɞɜŰɏɚɞɡ, ɩůŰŮ ɜŬ ŮˊɘŰŮɡɢɗŮɑ 

ɓŮɚŰɑɤůɖ Űɖɠ ɔŮɜɑəŮɡůɖɠ Űɞɡ, ɢɟɖůɘɛɞˊɞɘɩɜŰŬɠ ŭŮɑɔɛŬŰŬ Ŭˊɧ Űɞ ůɨɜɞɚɞ ŬɜɎˊŰɡɝɖɠ ŬɚɚɎ əŬɘ 

Ŭˊɧ ŰŬ ŭŮŭɞɛɏɜŬ Űɖɠ ˊŮɟɘɧŭɞɡ ŮűŬɟɛɞɔɐɠ ůŰŬ ɞˊɞɑŬ ŬɜɘɢɜŮɨɗɖəŮ ɛŮŰŬŰɧˊɘůɖ. ȼ ŮəˊŬɑŭŮɡůɖ 
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ɓŬůɑɕŮŰŬɘ ůŰɖ ɢɟɐůɖ ŭɨɞ ůɡɜŬɟŰɐůŮɤɜ ůűɎɚɛŬŰɞɠ: ŬűŮɜɧɠ Űɖɠ ŭɘŬůŰŬɡɟɤɛɏɜɖɠ ŮɜŰɟɞˊɑŬɠ, 

ɛŮ ůəɞˊɧ Űɖ ŭɘŬŰɐɟɖůɖ Űɖɠ ŬəɟɑɓŮɘŬɠ ůŰŬ ŮˊɘůɖɛŮɘɤɛɏɜŬ ŭŮŭɞɛɏɜŬ Űɖɠ ˊŮɟɘɧŭɞɡ ŬɜɎˊŰɡɝɖɠ 

əŬɘ ŬűŮŰɏɟɞɡ Űɖɠ ɛŮŰɟɘəɐɠ MMD, ɛŮ ůəɞˊɧ Űɖɜ ŮɚŬɢɘůŰɞˊɞɑɖůɖ Űɖɠ ŬˊɧůŰŬůɖɠ Űɤɜ 

əŬŰŬɜɞɛɩɜ Űɤɜ ŬɜŬˊŬɟŬůŰɎůŮɤɜ ɛŮŰŬɝɨ Űɤɜ ŭŮŭɞɛɏɜɤɜ ŬɜɎˊŰɡɝɖɠ əŬɘ Űɤɜ 

ɛŮŰŬŰɞˊɘůɛɏɜɤɜ ŭŮŭɞɛɏɜɤɜ. ȳˊɤɠ űŬɑɜŮŰŬɘ ůŰɞ ɆɢɐɛŬ 6 əŬɘ ůŰɞ ɆɢɐɛŬ 7 ɖ ŭɘŬŭɘəŬůɑŬ ŬɡŰɐ 

ɞŭɐɔɖůŮ ůŮ ɓŮɚŰɑɤůɖ Űɖɠ ɘůɞɟɟɞˊɖɛɏɜɖɠ ŬəɟɑɓŮɘŬɠ ɏɤɠ əŬɘ 22% ůŰɞ ůɨɜɞɚɞ COVID-19 

Sounds əŬɘ ɏɤɠ 24% ůŰɞ COSWARA, ŮˊɘɓŮɓŬɘɩɜɞɜŰŬɠ Űɖɜ ŬˊɞŰŮɚŮůɛŬŰɘəɧŰɖŰŬ Űɖɠ 

ɛŮɗɧŭɞɡ ˊɞɡ ŬɜŬˊŰɨɢɗɖəŮ ɔɘŬ Űɞɜ ˊŮɟɘɞɟɘůɛɧ Űɖɠ ɛŮŰŬŰɧˊɘůɖɠ, ɢɤɟɑɠ ɜŬ ŬˊŬɘŰɞɨɜŰŬɘ 

Ůˊɘˊɚɏɞɜ ŮˊɘůɖɛŮɘɤɛɏɜŬ ŭŮŭɞɛɏɜŬ. ɆɡɛˊɚɖɟɤɛŬŰɘəɎ, ɖ ŮɜŮɟɔɐ ɛɎɗɖůɖ ɢɟɖůɘɛɞˊɞɘŮɑ ŰŬ 

ŭŮŭɞɛɏɜŬ Űɖɠ ˊŮɟɘɧŭɞɡ ŮűŬɟɛɞɔɐɠ ɩůŰŮ ɜŬ ŮˊŬɜŮəˊŬɘŭŮɡŰŮɑ Űɞ ɛɞɜŰɏɚɞ əŬɘ ŬɝɘɞˊɞɘŮɑ Űɖɜ 

ŮəŰɑɛɖůɖ ŬɓŮɓŬɘɧŰɖŰŬɠ ɔɘŬ ɜŬ ŮˊɘɚŮɢɗɞɨɜ ŰŬ ˊɘɞ ůɖɛŬɜŰɘəɎ ŭŮɑɔɛŬŰŬ ˊɟɞɠ ŮˊɘůɖɛŮɑɤůɖ, 

ɛŮɔɘůŰɞˊɞɘɩɜŰŬɠ ɏŰůɘ Űɖɜ ŬˊɞŭɞŰɘəɧŰɖŰŬ Űɖɠ ŮəˊŬɑŭŮɡůɖɠ. ɀɏůɤ ŬɡŰɐɠ Űɖɠ ŭɘŬŭɘəŬůɑŬɠ, Űɞ 

ůɨůŰɖɛŬ ɛŬɗŬɑɜŮɘ ůŰŬŭɘŬəɎ ɜŬ ŮůŰɘɎɕŮɘ ůŮ ˊŮɟɘɞɢɏɠ Űɞɡ ɢɩɟɞɡ ŭŮŭɞɛɏɜɤɜ ɧˊɞɡ ɖ ɔɜɩůɖ Űɞɡ 

ŮɑɜŬɘ ˊŮɟɘɞɟɘůɛɏɜɖ ɐ ɞɘ ŬˊɞűɎůŮɘɠ Űɞɡ ˊŬɟɞɡůɘɎɕɞɡɜ ɡɣɖɚɧ ɓŬɗɛɧ ŬɓŮɓŬɘɧŰɖŰŬɠ. ȳˊɤɠ 

űŬɑɜŮŰŬɘ ůŰɞ ɆɢɐɛŬ 8 əŬɘ ůŰɞ ɆɢɐɛŬ 9, ŬɜŰɑůŰɞɘɢŬ, ůŰɖɜ ˊŮɟɑˊŰɤůɖ Űɞɡ COVID-19 Sounds 

ɖ ɓŮɚŰɑɤůɖ ůŰɖɜ Ůˊɑŭɞůɖ Űɞɡ ɛɞɜŰɏɚɞɡ ɏűŰŬůŮ Űɞ 30%, Ůɜɩ ůŰɞ COSWARA ɏűŰŬůŮ ɏɤɠ 

əŬɘ Űɞ 60%. 

 

ɆɢɐɛŬ 5: ȷɝɘɞɚɧɔɖůɖ Űɖɠ Ůˊɑŭɞůɖɠ Űɞɡ ɓŬůɘəɞɨ ɛɞɜŰɏɚɞɡ ůŰŬ ŭŮŭɞɛɏɜŬ ŬɜɎˊŰɡɝɖɠ əŬɘ ŮűŬɟɛɞɔɐɠ Ŭˊɧ ŰŬ ůɨɜɞɚŬ ŭŮŭɞɛɏɜɤɜ 

COVID-19 Sounds əŬɘ COSWARA. ȼ ŭɘŬəɟɘŰɘəɐ ɘəŬɜɧŰɖŰŬ Űɞɡ ɛɞɜŰɏɚɞɡ ŬɝɘɞɚɞɔɐɗɖəŮ ɤɠ ˊɟɞɠ Űɞ AUC, Űɖɜ ŬəɟɑɓŮɘŬ, Űɖɜ 

ɘůɞɟɟɞˊɖɛɏɜɖ ŬəɟɑɓŮɘŬ, Űɖɜ ŮɡŬɘůɗɖůɑŬ, Űɖɜ ŮɘŭɘəɧŰɖŰŬ əŬɘ Űɖɜ ɛŮŰɟɘəɐ F1. ɋɠ Dev ŬɜŬűɏɟɞɜŰŬɘ ŰŬ ɡˊɞůɨɜɞɚŬ Ůɚɏɔɢɞɡ ˊɞɡ 

ɚɐűɗɖəŬɜ Ŭˊɧ ŰŬ ůɨɜɞɚŬ ŬɜɎˊŰɡɝɖɠ, Ůɜɩ ɤɠ Dep ŬɜŬűɏɟɞɜŰŬɘ ŰŬ ŭŮŭɞɛɏɜŬ ɞɚɧəɚɖɟɖɠ Űɖɠ ˊŮɟɘɧŭɞɡ ŮűŬɟɛɞɔɐɠ. 

 

ɆɢɐɛŬ 6: ȼ ɘůɞɟɟɞˊɖɛɏɜɖ ŬəɟɑɓŮɘŬ ɔɘŬ Űɘɠ ˊŬɟŰɑŭŮɠ ŭŮŭɞɛɏɜɤɜ ůŮ ɧɚɖ Űɖɜ ˊŮɟɑɞŭɞ ŬɜɎˊŰɡɝɖɠ Űɞɡ ůɡɜɧɚɞɡ ŭŮŭɞɛɏɜɤɜ 

COVID-19 Sounds ŮűŬɟɛɧɕɞɜŰŬɠ ɛɖ ŮˊɘɓɚŮˊɧɛŮɜɖ ˊɟɞůŬɟɛɞɔɐ ˊŮŭɑɞɡ. ȼ ɞɟɘɕɧɜŰɘŬ ˊɞɟŰɞəŬɚɑ ŭɘŬəŮəɞɛɛɏɜɖ ɔɟŬɛɛɐ 

ɡˊɞŭŮɘəɜɨŮɘ Űɖɜ Ůˊɑŭɞůɖ ůŰɞ ɡˊɞůɨɜɞɚɞ Ůɚɏɔɢɞɡ Űɖɠ ˊŮɟɘɧŭɞɡ ŬɜɎˊŰɡɝɖɠ əŬɘ ɚŮɘŰɞɡɟɔŮɑ ɤɠ ůɖɛŮɑɞ ŬɜŬűɞɟɎɠ. Ƀɘ əɎɗŮŰŮɠ 

əɧəəɘɜŮɠ əŬɘ ɛˊɚŮ ŭɘŬəŮəɞɛɛɏɜŮɠ ɔɟŬɛɛɏɠ ɡˊɞŭɖɚɩɜɞɡɜ Űɖɜ Ŭɟɢɐ əŬɘ Űɞ Űɏɚɞɠ əɎɗŮ ˊŮɟɘɧŭɞɡ ˊɞɡ ŮɜŰɞˊɑɕŮŰŬɘ ɛŮŰŬŰɧˊɘůɖ. 
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ɆɢɐɛŬ 7: ȼ ɘůɞɟɟɞˊɖɛɏɜɖ ŬəɟɑɓŮɘŬ ɔɘŬ Űɘɠ ˊŬɟŰɑŭŮɠ ŭŮŭɞɛɏɜɤɜ ůŮ ɧɚɖ Űɖɜ ˊŮɟɑɞŭɞ ŬɜɎˊŰɡɝɖɠ Űɞɡ ůɡɜɧɚɞɡ ŭŮŭɞɛɏɜɤɜ 

COSWARA ŮűŬɟɛɧɕɞɜŰŬɠ ɛɖ ŮˊɘɓɚŮˊɧɛŮɜɖ ˊɟɞůŬɟɛɞɔɐ ˊŮŭɑɞɡ. ȼ ɞɟɘɕɧɜŰɘŬ ˊɞɟŰɞəŬɚɑ ŭɘŬəŮəɞɛɛɏɜɖ ɔɟŬɛɛɐ ɡˊɞŭŮɘəɜɨŮɘ 

Űɖɜ Ůˊɑŭɞůɖ ůŰɞ ɡˊɞůɨɜɞɚɞ Ůɚɏɔɢɞɡ Űɖɠ ˊŮɟɘɧŭɞɡ ŬɜɎˊŰɡɝɖɠ əŬɘ ɚŮɘŰɞɡɟɔŮɑ ɤɠ ůɖɛŮɑɞ ŬɜŬűɞɟɎɠ. Ƀɘ əɎɗŮŰŮɠ əɧəəɘɜŮɠ əŬɘ ɛˊɚŮ 

ŭɘŬəŮəɞɛɛɏɜŮɠ ɔɟŬɛɛɏɠ ɡˊɞŭɖɚɩɜɞɡɜ Űɖɜ Ŭɟɢɐ əŬɘ Űɞ Űɏɚɞɠ əɎɗŮ ˊŮɟɘɧŭɞɡ ˊɞɡ ŮɜŰɞˊɑɕŮŰŬɘ ɛŮŰŬŰɧˊɘůɖ. 

 

ɆɢɐɛŬ 8: ȼ ɘůɞɟɟɞˊɖɛɏɜɖ ŬəɟɑɓŮɘŬ ɔɘŬ Űɘɠ ˊŬɟŰɑŭŮɠ ŭŮŭɞɛɏɜɤɜ ůŮ ɧɚɖ Űɖɜ ˊŮɟɑɞŭɞ ŬɜɎˊŰɡɝɖɠ Űɞɡ ůɡɜɧɚɞɡ ŭŮŭɞɛɏɜɤɜ 

COVID-19 Sounds ŮűŬɟɛɧɕɞɜŰŬɠ ŮɜŮɟɔɐ ɛɎɗɖůɖ. ȼ ɞɟɘɕɧɜŰɘŬ ˊɞɟŰɞəŬɚɑ ŭɘŬəŮəɞɛɛɏɜɖ ɔɟŬɛɛɐ ɡˊɞŭŮɘəɜɨŮɘ Űɖɜ Ůˊɑŭɞůɖ ůŰɞ 

ɡˊɞůɨɜɞɚɞ Ůɚɏɔɢɞɡ Űɖɠ ˊŮɟɘɧŭɞɡ ŬɜɎˊŰɡɝɖɠ əŬɘ ɚŮɘŰɞɡɟɔŮɑ ɤɠ ůɖɛŮɑɞ ŬɜŬűɞɟɎɠ. Ƀɘ əɎɗŮŰŮɠ əɧəəɘɜŮɠ əŬɘ ɛˊɚŮ ŭɘŬəŮəɞɛɛɏɜŮɠ 

ɔɟŬɛɛɏɠ ɡˊɞŭɖɚɩɜɞɡɜ Űɖɜ Ŭɟɢɐ əŬɘ Űɞ Űɏɚɞɠ əɎɗŮ ˊŮɟɘɧŭɞɡ ˊɞɡ ŮɜŰɞˊɑɕŮŰŬɘ ɛŮŰŬŰɧˊɘůɖ. 

 

ɆɢɐɛŬ 9: ȼ ɘůɞɟɟɞˊɖɛɏɜɖ ŬəɟɑɓŮɘŬ ɔɘŬ Űɘɠ ˊŬɟŰɑŭŮɠ ŭŮŭɞɛɏɜɤɜ ůŮ ɧɚɖ Űɖɜ ˊŮɟɑɞŭɞ ŬɜɎˊŰɡɝɖɠ Űɞɡ ůɡɜɧɚɞɡ ŭŮŭɞɛɏɜɤɜ 

COSWARA ŮűŬɟɛɧɕɞɜŰŬɠ ŮɜŮɟɔɐ ɛɎɗɖůɖ. ȼ ɞɟɘɕɧɜŰɘŬ ˊɞɟŰɞəŬɚɑ ŭɘŬəŮəɞɛɛɏɜɖ ɔɟŬɛɛɐ ɡˊɞŭŮɘəɜɨŮɘ Űɖɜ Ůˊɑŭɞůɖ ůŰɞ 

ɡˊɞůɨɜɞɚɞ Ůɚɏɔɢɞɡ Űɖɠ ˊŮɟɘɧŭɞɡ ŬɜɎˊŰɡɝɖɠ əŬɘ ɚŮɘŰɞɡɟɔŮɑ ɤɠ ůɖɛŮɑɞ ŬɜŬűɞɟɎɠ. Ƀɘ əɎɗŮŰŮɠ əɧəəɘɜŮɠ əŬɘ ɛˊɚŮ ŭɘŬəŮəɞɛɛɏɜŮɠ 

ɔɟŬɛɛɏɠ ɡˊɞŭɖɚɩɜɞɡɜ Űɖɜ Ŭɟɢɐ əŬɘ Űɞ Űɏɚɞɠ əɎɗŮ ˊŮɟɘɧŭɞɡ ˊɞɡ ŮɜŰɞˊɑɕŮŰŬɘ ɛŮŰŬŰɧˊɘůɖ. 
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ȼ ůɡɜɞɚɘəɐ ŬɜɎɚɡůɖ əŬŰɏŭŮɘɝŮ ɧŰɘ ɞ ůɡɜŭɡŬůɛɧɠ ŰŮɢɜɘəɩɜ ˊŬɟŬəɞɚɞɨɗɖůɖɠ Űɖɠ əŬŰŬɜɞɛɐɠ 

Űɤɜ ŭŮŭɞɛɏɜɤɜ, əŬɘ ŰŮɢɜɘəɩɜ ůɡɜŮɢɞɨɠ ɛɎɗɖůɖɠ ɧˊɤɠ ɞɘ ɛɏɗɞŭɞɘ ˊɞɡ ŮűŬɟɛɧůŰɖəŬɜ ŮɑɜŬɘ 

ŬˊŬɟŬɑŰɖŰɞɠ ɔɘŬ Űɖɜ ŮˊɘŰɡɢɐ ŭɘŬɢŮɑɟɘůɖ Űɤɜ ɢɟɞɜɘəɩɜ ɛŮŰŬŰɞˊɑůŮɤɜ ůŰŬ ŭŮŭɞɛɏɜŬ. ɇŬ 

ŮɡɟɐɛŬŰŬ ŬɜŬŭŮɘəɜɨɞɡɜ Űɞɜ əɟɑůɘɛɞ ɟɧɚɞ Űɞɡ ˊɟɞŰŮɘɜɧɛŮɜɞɡ ˊɚŬɘůɑɞɡ ůŰɖɜ Ůɜɑůɢɡůɖ Űɖɠ 

ŬɜɗŮəŰɘəɧŰɖŰŬɠ Űɤɜ ůɡůŰɖɛɎŰɤɜ ɇɁ ůŮ ˊŮɟɘɓɎɚɚɞɜŰŬ ɧˊɞɡ ŰŬ ŭŮŭɞɛɏɜŬ ɛŮŰŬɓɎɚɚɞɜŰŬɘ 

ŭɡɜŬɛɘəɎ, əŬɘ ɡˊɞůŰɖɟɑɕɞɡɜ Űɖ ŭɡɜŬŰɧŰɖŰŬ Ŭɝɘɞˊɞɑɖůɖɠ ˊɚɖɗɞˊɞɟɘůŰɘəɩɜ ŭŮŭɞɛɏɜɤɜ ɤɠ 

ŮɟɔŬɚŮɑŬ ɔɘŬ Űɖɜ ŬɜɑɢɜŮɡůɖ ŬůɗŮɜŮɘɩɜ. 

2. ȺűŬɟɛɞɔɐ Űɞɡ ɛŮɗɞŭɞɚɞɔɘəɞɨ ˊɚŬɘůɑɞɡ ɔɘŬ Űɖɜ ŬɜŰɘɛŮŰɩˊɘůɖ ɛŮŰŬŰɞˊɑůŮɤɜ 

əŬŰɎ Űɖ ůɡɚɚɞɔɐ ŭŮŭɞɛɏɜɤɜ Ŭˊɧ ˊɞɚɚŬˊɚɞɨɠ űɞɟŮɑɠ: ȹɘŬůŰɟɤɛɎŰɤůɖ 

əŬɟŭɘŬɔɔŮɘŬəɞɨ əɘɜŭɨɜɞɡ ɛŮ ɢɟɐůɖ ɡˊŮɟɖɢɞɔɟŬűɘəɩɜ ŬˊŮɘəɞɜɑůŮɤɜ əŬɟɤŰɑŭŬɠ 

ɇɞ ŭŮɨŰŮɟɞ ɛɏɟɞɠ Űɖɠ ŭɘŬŰɟɘɓɐɠ ŮůŰɘɎɕŮɘ ůŰɖ ɛŮɚɏŰɖ Űɖɠ ɛŮŰŬŰɧˊɘůɖɠ ŭŮŭɞɛɏɜɤɜ ůŮ 

ŬˊŮɘəɞɜɘůŰɘəɎ ůɨɜɞɚŬ, əŬɘ ůɡɔəŮəɟɘɛɏɜŬ ůŮ ɡˊŮɟɖɢɞɔɟŬűɐɛŬŰŬ Űɖɠ əŬɟɤŰɑŭŬɠ ɔɘŬ Űɖ 

ŭɘŬůŰɟɤɛɎŰɤůɖ Űɞɡ əɘɜŭɨɜɞɡ ŮɛűɎɜɘůɖɠ əŬɟŭɘŬɔɔŮɘŬəɩɜ ˊŬɗɐůŮɤɜ. ɆŮ ŬɜŰɑɗŮůɖ ɛŮ Űɘɠ ɟɞɏɠ 

ŭŮŭɞɛɏɜɤɜ, ɧˊɞɡ ɖ ɛŮŰŬŰɧˊɘůɖ ˊɟɞəɨˊŰŮɘ əɡɟɑɤɠ ůɡɜŬɟŰɐůŮɘ Űɞɡ ɢɟɧɜɞɡ, ůŰɖɜ ˊŮɟɑˊŰɤůɖ 

Űɤɜ ɘŬŰɟɘəɩɜ ŬˊŮɘəɞɜɑůŮɤɜ Űɞ ˊɟɧɓɚɖɛŬ ŬűɞɟɎ əɡɟɑɤɠ Űɞɡɠ ŭɘŬűɞɟŮŰɘəɞɨɠ űɞɟŮɑɠ ˊɞɡ 

ˊŬɟɏɢɞɡɜ ŰŬ ŭŮŭɞɛɏɜŬ əŬɘ ŮɘůɎɔɞɡɜ ŭɘŬűɞɟɞˊɞɘɐůŮɘɠ ůŰɘɠ ůɡɜɗɐəŮɠ ůɡɚɚɞɔɐɠ, ůŰɞɜ 

ŬˊŮɘəɞɜɘůŰɘəɧ Ůɝɞˊɚɘůɛɧ, ůŰɘɠ ˊŬɟŬɛɏŰɟɞɡɠ ůɎɟɤůɖɠ əŬɘ ůŰŬ ŭɖɛɞɔɟŬűɘəɎ ɢŬɟŬəŰɖɟɘůŰɘəɎ 

Űɞɡ ˊɚɖɗɡůɛɞɨ ˊɞɡ ŮɜŰɎůůɞɡɜ. Ƀɘ ŭɘŬűɞɟɞˊɞɘɐůŮɘɠ ŬɡŰɏɠ ɏɢɞɡɜ ůɖɛŬɜŰɘəɐ ŮˊɑŭɟŬůɖ ůŰŬ 

ɢŬɟŬəŰɖɟɘůŰɘəɎ Űɤɜ ŬˊŮɘəɞɜɑůŮɤɜ, ɔŮɔɞɜɧɠ ˊɞɡ əŬɗɘůŰɎ Űɖ ɛŮŰŬŰɧˊɘůɖ ŭŮŭɞɛɏɜɤɜ ɛɘŬ 

ɘŭɘŬɑŰŮɟŬ əɟɑůɘɛɖ ˊɟɧəɚɖůɖ ɔɘŬ Űɖɜ ɔŮɜɑəŮɡůɖ Űɤɜ ɛɞɜŰɏɚɤɜ ɓŬɗɘɎɠ ɛɎɗɖůɖɠ əŬɘ Űɖɜ 

ŬɝɘɧˊɘůŰɖ ŮűŬɟɛɞɔɐ Űɞɡɠ ůŰɖɜ əɚɘɜɘəɐ ˊɟɎɝɖ. 

ũɘŬ Űɘɠ ŬɜɎɔəŮɠ Űɖɠ ɛŮɚɏŰɖɠ ɢɟɖůɘɛɞˊɞɘɐɗɖəŬɜ ŭɨɞ ŬɜŮɝɎɟŰɖŰŬ ůɨɜɞɚŬ ŭŮŭɞɛɏɜɤɜ, ŰŬ ɞˊɞɑŬ 

ˊɟɞɏɟɢɞɜŰŬɘ Ŭˊɧ ŭɘŬűɞɟŮŰɘəɎ əɚɘɜɘəɎ əɏɜŰɟŬ əŬɘ ůɡɚɚɏɢɗɖəŬɜ ɛŮ ɢɟɐůɖ ŭɘŬűɞɟŮŰɘəɞɨ 

Ůɝɞˊɚɘůɛɞɨ ŬˊŮɘəɧɜɘůɖɠ. ɇɞ ˊɟɩŰɞ ůɨɜɞɚɞ ŭŮŭɞɛɏɜɤɜ, Űɞ ɞˊɞɑɞ ˊɟɞɏɟɢŮŰŬɘ Ŭˊɧ Űɖɜ 

ȷɔɔŮɘɞɢŮɘɟɞɡɟɔɘəɐ Ⱦɚɘɜɘəɐ Űɞɡ ɄŬɜŮˊɘůŰɖɛɘŬəɞɨ ũŮɜɘəɞɨ ɁɞůɞəɞɛŮɑɞɡ çȷŰŰɘəɧɜè, 

ŬˊɞŰŮɚŮɑŰŬɘ Ŭˊɧ 82 ŬůɗŮɜŮɑɠ, ɖɚɘəɑŬɠ 46ï88 ŮŰɩɜ, ɛŮ əŬɟɤŰɘŭɘəɐ ŬɗɖɟɤɛɎŰɤůɖ ˊɞɡ 

ˊɟɞəŬɚŮɑ ůŰɏɜɤůɖ Űɞɡ Ŭɡɚɞɨ Ɏɜɤ Űɞɡ 30%. ɇɞ ůɨɜɞɚɞ ˊŮɟɘɚŬɛɓɎɜŮɘ, ˊɞɚɚŬˊɚɏɠ Ŭˊɧ əɎɗŮ 

ŬůɗŮɜɐ, ɢɟɞɜɘəɏɠ ŬəɞɚɞɡɗɑŮɠ Ůɘəɧɜɤɜ ɡˊŮɟɐɢɤɜ ɓ-ůɎɟɤůɖɠ Űɖɠ əŬɟɤŰɑŭŬɠ ůŮ ŭɘŬɛɐəɖ Űɞɛɐ. 

Ⱥˊɘˊɚɏɞɜ, ůɡɜɞŭŮɨŮŰŬɘ Ŭˊɧ ŭɖɛɞɔɟŬűɘəɎ, ŮɟɔŬůŰɖɟɘŬəɎ əŬɘ əɚɘɜɘəɎ ŭŮŭɞɛɏɜŬ ˊɞɡ 

ŮˊɘŰɟɏˊɞɡɜ Űɖɜ əŬŰɖɔɞɟɘɞˊɞɑɖůɖ Űɤɜ ŬůɗŮɜɩɜ ůŮ ůɡɛˊŰɤɛŬŰɘəɞɨɠ əŬɘ ŬůɡɛˊŰɤɛŬŰɘəɞɨɠ, 

ɓɎůŮɘ ˊŬɟɞɡůɑŬɠ ˊŬɟɞŭɘəɩɜ ɐ ɛɧɜɘɛɤɜ ɘůɢŬɘɛɘəɩɜ ŮɔəŮűŬɚɘəɩɜ ŮˊŮɘůɞŭɑɤɜ Űɞɡɠ 

ŰŮɚŮɡŰŬɑɞɡɠ ɏɝɘ ɛɐɜŮɠ. ɆŰɞ ůɨɜɞɚɞ ȷɇɇȽȾɃɁ, 23 ŬˊŮɘəɞɜɘůŰɘəɏɠ ŬəɞɚɞɡɗɑŮɠ ˊɟɞɏɟɢɞɜŰŬɘ 

Ŭˊɧ ůɡɛˊŰɤɛŬŰɘəɞɨɠ ŬůɗŮɜŮɑɠ əŬɘ 70 Ŭˊɧ ŬůɡɛˊŰɤɛŬŰɘəɞɨɠ. ȷəɧɛɖ ɞɟɑůŰɖəŬɜ ɞɘ əɚɎůŮɘɠ 

Űɤɜ ŬůɗŮɜɩɜ ɡɣɖɚɞɨ (67 ŬəɞɚɞɡɗɑŮɠ) əŬɘ ɢŬɛɖɚɞɨ (20 ŬəɞɚɞɡɗɑŮɠ) əɘɜŭɨɜɞɡ. ȼ ˊɟɩŰɖ 

ŬˊɞŰŮɚɞɨŰŬɜ Ŭˊɧ Űɞɡɠ ŬůɗŮɜŮɑɠ ˊɞɡ ŮɑŰŮ ɐŰŬɜ ůɡɛˊŰɤɛŬŰɘəɞɑ ŮɑŰŮ ŮɑɢŬɜ ɓŬɗɛɧ ůŰɏɜɤůɖɠ 

ɛŮɔŬɚɨŰŮɟɞ Űɞɡ 70%. 

ɇɞ ŭŮɨŰŮɟɞ ůɨɜɞɚɞ ŭŮŭɞɛɏɜɤɜ, Űɞ CUBS (Carotid Ultrasound Boundary Study), ŬˊɞŰŮɚŮɑ 

ɛɘŬ ɓɎůɖ ɡˊŮɟɖɢɞɔɟŬűɘəɩɜ ŬˊŮɘəɞɜɑůŮɤɜ Űɖɠ əŬɟɤŰɑŭŬɠ Ŭˊɧ ˊɞɚɚŬˊɚɎ ŬˊŮɘəɞɜɘůŰɘəɎ 

əɏɜŰɟŬ əŬɘ ˊŮɟɘɚŬɛɓɎɜŮɘ 1088 ůɡɛɛŮŰɏɢɞɜŰŮɠ əŬɘ ůɡɜɞɚɘəɎ 2176 ŮɘəɧɜŮɠ, ŭɨɞ ɔɘŬ əɎɗŮ 

ɎŰɞɛɞ. Ƀɘ ůɡɛɛŮŰɏɢɞɜŰŮɠ ˊɟɞɏɟɢɞɜŰŬɘ Ŭˊɧ ŭɨɞ ŭɘŬűɞɟŮŰɘəɏɠ ɔŮɤɔɟŬűɘəɏɠ ˊŮɟɘɞɢɏɠ: Ŭˊɧ 

ŰɟŮɘɠ əɞɘɜɧŰɖŰŮɠ Űɖɠ Ⱦɨˊɟɞɡ ɧˊɞɡ ůɡɚɚɏɢɗɖəŬɜ ŭŮŭɞɛɏɜŬ ɛŮŰŬɝɨ Űɤɜ ɢɟɞɜɞɚɞɔɘɩɜ 2003 əŬɘ 

2007, əŬɘ Ŭˊɧ Űɖɜ əɚɘɜɘəɐ ɛɞɜɎŭŬ ɡˊɏɟŰŬůɖɠ Űɞɡ ɄŬɜŮˊɘůŰɖɛɑɞɡ Űɖɠ ɄɑɕŬɠ, ɧˊɞɡ 

ůɡɚɚɏɢɗɖəŬɜ ŭŮŭɞɛɏɜŬ ɛŮŰŬɝɨ Űɤɜ ɢɟɞɜɞɚɞɔɘɩɜ 2011 əŬɘ 2014. ɇɞ ůɨɜɞɚɞ ůɡɜɞŭŮɨŮŰŬɘ Ŭˊɧ 

ŭɖɛɞɔɟŬűɘəɎ, ŮɟɔŬůŰɖɟɘŬəɎ əŬɘ əɚɘɜɘəɎ ŭŮŭɞɛɏɜŬ Űɤɜ ůɡɛɛŮŰŮɢɧɜŰɤɜ, ɧˊɤɠ ɘůŰɞɟɘəɧ 

əŬˊɜɑůɛŬŰɞɠ, ŭŮɑəŰŮɠ ɛŮŰŬɓɞɚɘůɛɞɨ ɚɘˊɘŭɑɤɜ, Űɘɛɏɠ ɔɚɡəɧɕɖɠ, ˊŬɟɞɡůɑŬ ɡˊɏɟŰŬůɖɠ ɐ 

ŭɘŬɓɐŰɖ əŬɘ, ɔɘŬ Űɞɜ əɡˊɟɘŬəɧ ˊɚɖɗɡůɛɧ, ŭɘŬɢɟɞɜɘəɐ ˊŬɟŬəɞɚɞɨɗɖůɖ əŬɟŭɘŬɔɔŮɘŬəɩɜ 

ůɡɛɓɎɜŰɤɜ ɏɤɠ Űɞ 2017. ȼ ɢɟɐůɖ ŬɡŰɩɜ Űɤɜ ůɡɜɧɚɤɜ ɛŬɠ ŮˊɘŰɟɏˊŮɘ ɜŬ ŬɝɘɞɚɞɔɐůɞɡɛŮ Űɖɜ 

ɘəŬɜɧŰɖŰŬ Űɤɜ ɛɞɜŰɏɚɤɜ ɜŬ ɔŮɜɘəŮɨɞɡɜ əŬɘ ɜŬ ˊɟɞůŬɟɛɧɕɞɜŰŬɘ ůŮ ŭŮŭɞɛɏɜŬ Ŭˊɧ 
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ŭɘŬűɞɟŮŰɘəɎ əɏɜŰɟŬ əŬɘ ɜŬ ŭɘŬŰɖɟɞɨɜ Űɖɜ Ŭˊɧŭɞůɐ Űɞɡɠ ˊŬɟɎ Űɘɠ ɡˊɎɟɢɞɡůŮɠ 

ŭɘŬűɞɟɞˊɞɘɐůŮɘɠ. 

ȷɟɢɘəɎ, ŬɜŬˊŰɨɢɗɖəŮ ɏɜŬ ŮɟɛɖɜŮɨůɘɛɞ ɛɞɜŰɏɚɞ ůɡɚɚɞɔɘəɐɠ ɓŬɗɘɎɠ ɛɎɗɖůɖɠ, Űɞ ɞˊɞɑɞ 

ŭɏɢŮŰŬɘ ɤɠ Ůɑůɞŭɞ Űɘɠ ŬˊŮɘəɞɜɑůŮɘɠ əŬɟɤŰɑŭŬɠ ɛŮ Ŭˊɞɛɞɜɤɛɏɜɖ Űɖɜ ˊŮɟɘɞɢɐ Űɖɠ 

ŬɗɖɟɤɛŬŰɘəɐɠ ˊɚɎəŬɠ əŬɘ Űɘɠ ŰŬɝɘɜɞɛŮɑ ɛŮ ɓɎůɖ Űɖɜ Ůəŭɐɚɤůɖ ɐ ɧɢɘ ůɡɛˊŰɤɛɎŰɤɜ. ɇɞ 

ɛɞɜŰɏɚɞ ɓŬůɑɕŮŰŬɘ ůŮ ɏɜŬ ůɢɐɛŬ ůɡɚɚɞɔɘəɐɠ ɛɎɗɖůɖɠ, ŬˊɞŰŮɚɞɨɛŮɜɞ Ŭˊɧ ŰɟŮɘɠ ɓŬůɘəɞɨɠ 

ŰŬɝɘɜɞɛɖŰɏɠ ɑŭɘŬɠ ŬɟɢɘŰŮəŰɞɜɘəɐɠ, Űɤɜ ɞˊɞɑɤɜ ɞɘ ˊɟɞɓɚɏɣŮɘɠ ůɡɜŭɡɎɕɞɜŰŬɘ ůŮ ɛɑŬ ŰŮɚɘəɐ 

ŮəŰɑɛɖůɖ ɛɏůɤ Ůɜɧɠ ůɢɐɛŬŰɞɠ ůɡɜŭɡŬůɛɞɨ. ȼ ŬɟɢɘŰŮəŰɞɜɘəɐ Űɤɜ ɓŬůɘəɩɜ ŰŬɝɘɜɞɛɖŰɩɜ, 

ɧˊɤɠ űŬɑɜŮŰŬɘ ůŰɞ ɆɢɐɛŬ 10, ŬˊɞŰŮɚŮɑŰŬɘ Ŭˊɧ ɏɝɘ ůɡɜŮɚɘəŰɘəɎ ŮˊɑˊŮŭŬ, ɛŮ ůɡɜŬɟŰɐůŮɘɠ 

ŮɜŮɟɔɞˊɞɑɖůɖɠ ReLU, ŬɜɎ ŭɨɞ ŬəɞɚɞɡɗɞɨɛŮɜŬ Ŭˊɧ ŮˊɑˊŮŭŬ ɡˊɞŭŮɘɔɛŬŰɞɚɖɣɑŬɠ ɛɏůɖɠ Űɘɛɐɠ, 

əŬɘ ŭɨɞ ˊɚɐɟɤɠ ůɡɜŭŮŭŮɛɏɜŬ ŮˊɑˊŮŭŬ ˊɞɡ ˊŬɟɏɢɞɡɜ Űɖɜ ˊɘɗŬɜɧŰɖŰŬ Ůɝɧŭɞɡ. ũɘŬ Űɖɜ 

Ŭˊɞűɡɔɐ ɡˊŮɟŮəˊŬɑŭŮɡůɖɠ ɢɟɖůɘɛɞˊɞɘɐɗɖəŬɜ əŬɜɞɜɘəɞˊɞɑɖůɖ L2, dropout ŮˊɑˊŮŭŬ, əŬɗɩɠ 

əŬɘ ˊɟɧɤɟɞ ŰŮɟɛŬŰɘůɛɧ, Ůɜɩ ɖ ɓŮɚŰɘůŰɞˊɞɑɖůɖ ˊɟŬɔɛŬŰɞˊɞɘɐɗɖəŮ ɛŮ Űɞɜ Ŭɚɔɧɟɘɗɛɞ Adam. 

ȿɧɔɤ Űɖɠ ůɖɛŬɜŰɘəɐɠ ŬɜɘůɞɟɟɞˊɑŬɠ Űɞɡ ůɡɜɧɚɞɡ ŭŮŭɞɛɏɜɤɜ, ŮűŬɟɛɧůŰɖəŮ ɛɘŬ ŰŮɢɜɘəɐ 

Ůɝɘůɞɟɟɧˊɖůɖɠ, əŬŰɎ Űɖɜ ɞˊɞɑŬ Űɞ Ŭɟɢɘəɧ ůɨɜɞɚɞ ŮəˊŬɑŭŮɡůɖɠ ɡˊɞŭɘŬɘɟɏɗɖəŮ ůŮ ŰɟɑŬ 

ɘůɞůəŮɚɘůɛɏɜŬ ɡˊɞůɨɜɞɚŬ ɛɏůɤ ɡˊɞŭŮɘɔɛŬŰɞɚɖɣɑŬɠ, əɎɗŮ ɏɜŬ Ŭˊɧ ŰŬ ɞˊɞɑŬ ˊŮɟɘɚɎɛɓŬɜŮ 

ɧɚŬ ŰŬ ŭŮɑɔɛŬŰŬ Űɖɠ ɛŮɘɞɣɖűɘəɐɠ əɚɎůɖɠ əŬɘ ɏɜŬ ɘůɞɛŮɔɏɗŮɠ ɛɏɟɞɠ Űɖɠ ˊɚŮɘɞɣɖűɘəɐɠ 

əɚɎůɖɠ. ȾɎɗŮ ɡˊɞůɨɜɞɚɞ ɢɟɖůɘɛɞˊɞɘɐɗɖəŮ ɔɘŬ Űɖɜ ŮəˊŬɑŭŮɡůɖ Ůɜɧɠ ɓŬůɘəɞɨ ŰŬɝɘɜɞɛɖŰɐ, 

Ůɜɩ ůŰɖ ůɡɜɏɢŮɘŬ ŮűŬɟɛɧůŰɖəŮ ɏɜŬ ůŰɎŭɘɞ ŮˊŬɜŮəˊŬɑŭŮɡůɖɠ ůŰŬ ˊɚɐɟɤɠ ůɡɜŭŮŭŮɛɏɜŬ 

ŮˊɑˊŮŭŬ, ɢɟɖůɘɛɞˊɞɘɩɜŰŬɠ Űɞ Ŭɟɢɘəɧ, ɛɖ ɘůɞɟɟɞˊɖɛɏɜɞ ůɨɜɞɚɞ. ȺəŮɑ ŮűŬɟɛɧůŰɖəŮ ɏɜŬ 

ůɢɐɛŬ ůŰɎɗɛɘůɖɠ Űɞɡ ůűɎɚɛŬŰɞɠ Űɤɜ ŭŮɘɔɛɎŰɤɜ əɎɗŮ əɚɎůɖɠ ɔɘŬ Űɖɜ Ůɜɑůɢɡůɖ Űɖɠ ɛɎɗɖůɖɠ 

Űɤɜ ɗŮŰɘəɩɜ ŭŮɘɔɛɎŰɤɜ. 

 

ɆɢɐɛŬ 10: ȷɟɢɘŰŮəŰɞɜɘəɐ Űɞɡ ůɡɜŮɚɘəŰɘəɞɨ ɜŮɡɟɤɜɘəɞɨ ŭɘəŰɨɞɡ ˊɞɡ ɢɟɖůɘɛɞˊɞɘɐɗɖəŮ ɔɘŬ Űɞɡɠ ɓŬůɘəɞɨɠ ŰŬɝɘɜɞɛɖŰɏɠ. 

ȷˊɞŰŮɚŮɑŰŬɘ Ŭˊɧ ɏɝɘ ůɡɜŮɚɘəŰɘəɎ ŮˊɑˊŮŭŬ, ŰɟɑŬ ŮˊɑˊŮŭŬ ɡˊɞŭŮɘɔɛŬŰɞɚɖɣɑŬɠ ɛɏůɖɠ Űɘɛɐɠ əŬɘ ŭɨɞ ˊɚɐɟɤɠ ůɡɜŭŮŭŮɛɏɜŬ ŮˊɑˊŮŭŬ. 

ȼ ůɡɜɎɟŰɖůɖ ŮɜŮɟɔɞˊɞɑɖůɖɠ Softmax ɢɟɖůɘɛɞˊɞɘɐɗɖəŮ ɔɘŬ Űɞ ŰŮɚɘəɧ ˊɚɐɟɤɠ ůɡɜŭŮŭŮɛɏɜɞ ŮˊɑˊŮŭɞ, Ůɜɩ ɔɟŬɛɛɘəɏɠ ɖ ůɡɜɎɟŰɖůɖ 

ŮɜŮɟɔɞˊɞɑɖůɖɠ ReLU ɢɟɖůɘɛɞˊɞɘɐɗɖəŮ ɔɘŬ ŰŬ ɡˊɧɚɞɘˊŬ ŮˊɑˊŮŭŬ. 

ũɘŬ Űɞɜ ůɡɜŭɡŬůɛɧ Űɤɜ Űɟɘɩɜ ŰŬɝɘɜɞɛɖŰɩɜ ŬɝɘɞɚɞɔɐɗɖəŬɜ ŰɟɑŬ ůɢɐɛŬŰŬ: ˊɚŮɘɞɣɖűɘəɐ 

ɣɐűɞɠ, ɛɖ ůŰŬɗɛɘůɛɏɜɞɠ ɛɏůɞɠ ɧɟɞɠ ˊɘɗŬɜɞŰɐŰɤɜ əŬɘ ůŰŬɗɛɘůɛɏɜɞɠ ɛɏůɞɠ ɧɟɞɠ. ɄŬɟɎ Űɖɜ 

əŬɚɐ ůŰŬɗŮɟɧŰɖŰŬ Űɞɡ ůŰŬɗɛɘůɛɏɜɞɡ ůɢɐɛŬŰɞɠ, ɞ Ŭˊɚɧɠ ɛɏůɞɠ ɧɟɞɠ ɛŮ əŬŰɩűɚɘ ŬˊɧűŬůɖɠ 

0.465 ŬˊɏŭɤůŮ ŰŬ əŬɚɨŰŮɟŬ ůɡɜɞɚɘəɎ ŬˊɞŰŮɚɏůɛŬŰŬ əŬŰɎ Űɖ ŭɘŬůŰŬɡɟɞɨɛŮɜɖ Ůˊɘəɨɟɤůɖ, 

ŮˊɘŰɡɔɢɎɜɞɜŰŬɠ AUC 73%, ŮɡŬɘůɗɖůɑŬ 75% əŬɘ ŮɘŭɘəɧŰɖŰŬ 70%. ȼ ɛɏɗɞŭɞɠ LIME, ˊɞɡ 

ŮűŬɟɛɧůŰɖəŮ ɔɘŬ Űɖɜ ŮɟɛɖɜŮɑŬ Űɤɜ ˊɟɞɓɚɏɣŮɤɜ, ɧ́ ɤɠ űŬɑɜŮŰŬɘ ůŰɞ ɆɢɐɛŬ 11, ŬɜŬŭŮɘəɜɨŮɘ 

Űɖɜ əɚɘɜɘəɐ ůɖɛŬůɑŬ Űɖɠ ɡˊɞɖɢɞɔŮɜɞɨɠ ˊŮɟɘɞɢɐɠ (JBA), ɖ ɞˊɞɑŬ ŬˊɞŰŮɚŮɑ əŬɗɘŮɟɤɛɏɜɞ 

ŭŮɑəŰɖ Űɖɠ ŬůŰɎɗŮɘŬɠ Űɖɠ ˊɚɎəŬɠ, əŬɗɩɠ ůɡɢɜɎ ɞɟɑɕŮŰŬɘ ɤɠ ˊŮɟɘɞɢɐ əɟɑůɘɛɖ ɔɘŬ Űɖ ŭɘɎəɟɘůɖ 

Űɤɜ ůɡɛˊŰɤɛŬŰɘəɩɜ ˊŮɟɘůŰŬŰɘəɩɜ. ȼ ůɨɔəɚɘůɖ Űɤɜ ɡˊɞŭŮɑɝŮɤɜ ɛŮ ŰŬ ɔɜɤůŰɎ ɛɞɟűɞɚɞɔɘəɎ 

ɢŬɟŬəŰɖɟɘůŰɘəɎ Űɖɠ ɜɧůɞɡ ŮˊɘɓŮɓŬɘɩɜŮɘ ɧŰɘ Űɞ ɛɞɜŰɏɚɞ ŭŮɜ ɓŬůɑɕŮŰŬɘ ůŮ ŰɡɢŬɑŮɠ ůɡůɢŮŰɑůŮɘɠ 
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xviii  

ŬɚɚɎ ůɡɚɚŬɛɓɎɜŮɘ əɚɘɜɘəɎ ɞɡůɘɩŭŮɘɠ ŮɜŭŮɑɝŮɘɠ. ɇŬ ŬˊɞŰŮɚɏůɛŬŰŬ ŰŮəɛɖɟɘɩɜɞɡɜ ɧŰɘ ɖ 

ɛŮɗɞŭɞɚɞɔɑŬ ˊɞɡ ŬɜŬˊŰɨɢɗɖəŮ ɛˊɞɟŮɑ ɜŬ ŮˊɘŰɨɢŮɘ ŬˊɞŰŮɚŮůɛŬŰɘəɐ ŭɘɎəɟɘůɖ ɛŮŰŬɝɨ 

ůɡɛˊŰɤɛŬŰɘəɩɜ əŬɘ ŬůɡɛˊŰɤɛŬŰɘəɩɜ ŬůɗŮɜɩɜ, ˊŬɟɎ Űɖ ůɖɛŬɜŰɘəɐ ŬɜɘůɞɟɟɞˊɑŬ Űɞɡ 

ůɡɜɧɚɞɡ ŭŮŭɞɛɏɜɤɜ. 

 

 
(a) 

 
(b) 

ɆɢɐɛŬ 11: ȺɟɛɖɜŮɑŬ Űɤɜ ́ɟɞɓɚɏɣŮɤɜ Űɞɡ ůɡɚɚɞɔɘəɞɨ ɛɞɜŰɏɚɞɡ. ɆŰɞ ɢɎɟŰɖ ɗŮɟɛɧŰɖŰŬɠ ŭŮɝɘɎ, ɖ ŬˊɧɚɡŰɖ Űɘɛɐ ɛɘŬɠ ˊŮɟɘɞɢɐɠ 

ɡˊɞŭɖɚɩɜŮɘ Űɖ ůɖɛŬůɑŬ Űɖɠ: ɗŮŰɘəɏɠ Űɘɛɏɠ ɡˊɞŭŮɘəɜɨɞɡɜ ɧŰɘ ɞɘ ŬɜŰɑůŰɞɘɢŮɠ ˊŮɟɘɞɢɏɠ ŮˊɖɟŮɎɕɞɡɜ Űɖɜ ˊɟɧɓɚŮɣɖ ˊɟɞɠ Űɖɜ 

əŬŰɖɔɞɟɑŬ Űɤɜ ůɡɛˊŰɤɛŬŰɘəɩɜ, Ůɜɩ ɞɘ ŬɟɜɖŰɘəɏɠ Űɘɛɏɠ Űɖɜ ŮˊɖɟŮɎɕɞɡɜ ˊɟɞɠ Űɖɜ əŬŰɖɔɞɟɑŬ Űɤɜ ŬůɡɛˊŰɤɛŬŰɘəɩɜ. ɆŰɖɜ 

ɡˊŮɟɖɢɞɔɟŬűɘəɐ ŬˊŮɘəɧɜɘůɖ ŬɟɘůŰŮɟɎ, ŮˊɘůɖɛŬɑɜɞɜŰŬɘ ɞɘ ŭɨɞ ůɖɛŬɜŰɘəɧŰŮɟŮɠ ˊŮɟɘɞɢɏɠ (ɛŮ Űɖ ɛŮɔŬɚɨŰŮɟɖ ŬˊɧɚɡŰɖ Űɘɛɐ) ɤɠ 

əɧəəɘɜŮɠ ɐ ˊɟɎůɘɜŮɠ ˊŮɟɘɞɢɏɠ, ŬɜɎɚɞɔŬ ɛŮ Űɞ ˊɟɧůɖɛɞ Űɖɠ Űɘɛɐɠ Űɞɡɠ. ȼ ɡˊɞɖɢɞɔŮɜɐɠ ˊŮɟɘɞɢɐ (JBA), ɖ ɞˊɞɑŬ ŬˊɞŰŮɚŮɑ 

əŬɗɘŮɟɤɛɏɜɞ ŬˊŮɘəɞɜɘůŰɘəɧ ŭŮɑəŰɖ Ŭɡɝɖɛɏɜɞɡ əɘɜŭɨɜɞɡ ɔɘŬ ůɡɛˊŰɤɛŬŰɘəɞɨɠ ŬůɗŮɜŮɑɠ, ŮˊɘůɖɛŬɑɜŮŰŬɘ ɛŮ ɛɤɓ ɢɟɩɛŬ. (a) ɃɟɗɎ 

ŰŬɝɘɜɞɛɖɛɏɜɖ ŬůɡɛˊŰɤɛŬŰɘəɐ ŬˊŮɘəɧɜɘůɖ. ɄŬɟɧŰɘ ɖ ŰŮɚɘəɐ ˊɟɧɓɚŮɣɖ ŮɑɜŬɘ ůɤůŰɐ, ŮɛűŬɜɑɕŮŰŬɘ ɛɑŬ ˊɟɎůɘɜɖ ˊŮɟɘɞɢɐ, ŭɖɚŬŭɐ 

ˊŮɟɘɞɢɐ ɛŮ ůɖɛŬɜŰɘəɐ ŮˊɑŭɟŬůɖ ˊɟɞɠ Űɖɜ əŬŰɖɔɞɟɑŬ Űɤɜ ůɡɛˊŰɤɛŬŰɘəɩɜ, ɖ ɞˊɞɑŬ ŰŬɡŰɧɢɟɞɜŬ ˊŮɟɘɚŬɛɓɎɜŮɘ ɞɚɧəɚɖɟɖ Űɖɜ 

JBA, ɔŮɔɞɜɧɠ ˊɞɡ ůɡɛűɤɜŮɑ ɛŮ Űɖɜ ɡˊɎɟɢɞɡůŬ ɔɜɩůɖ ɔɘŬ Űɖɜ ˊŮɟɘɞɢɐ ŬɡŰɐ. (b) ȺůűŬɚɛɏɜŬ ŰŬɝɘɜɞɛɖɛɏɜɖ ůɡɛˊŰɤɛŬŰɘəɐ 

ŬˊŮɘəɧɜɘůɖ. ɆŰɖɜ ˊŮɟɑˊŰɤůɖ ŬɡŰɐ, ɖ ˊɟɎůɘɜɖ ˊŮɟɘɞɢɐ ˊɞɡ ˊŮɟɘɚŬɛɓɎɜŮɘ Űɖɜ JBA ɤɗŮɑ Űɖɜ ˊɟɧɓɚŮɣɖ ˊɟɞɠ Űɖ ůɡɛˊŰɤɛŬŰɘəɐ 

əŬŰɖɔɞɟɑŬĀ ɤůŰɧůɞ, ɖ əɧəəɘɜɖ ˊŮɟɘɞɢɐ ŮɛűŬɜɑɕŮɘ ɛŮɔŬɚɨŰŮɟɖ ŬˊɧɚɡŰɖ Űɘɛɐ əŬɘ ůɡɜŮˊɩɠ ɘůɢɡɟɧŰŮɟɖ ůɡɜɞɚɘəɐ ŮˊɑŭɟŬůɖ, 

ɞŭɖɔɩɜŰŬɠ Űɞ ɛɞɜŰɏɚɞ ůŰɞɜ ɡˊɞɚɞɔɘůɛɧ ɡɣɖɚɧŰŮɟɖɠ ˊɘɗŬɜɧŰɖŰŬɠ ŬůɡɛˊŰɤɛŬŰɘəɧŰɖŰŬɠ əŬɘ ŰŮɚɘəɎ ůŮ ɚŬɜɗŬůɛɏɜɖ ŰŬɝɘɜɧɛɖůɖ. 

ɆŰɖ ůɡɜɏɢŮɘŬ ŭɘŮɟŮɡɜɐɗɖəŮ ɖ ŭɡɜŬŰɧŰɖŰŬ ŮəŰɑɛɖůɖɠ Űɖɠ ɛŮŰŬŰɧˊɘůɖɠ Űɖɠ əŬŰŬɜɞɛɐɠ Űɤɜ 

ŭŮŭɞɛɏɜɤɜ ɛŮ ɛɖ ŮˊɘɓɚŮˊɧɛŮɜɞ Űɟɧˊɞ. ȷɜŬˊŰɨɢɗɖəŮ Űɞ ˊɚŬɑůɘɞ ˊɞɡ ˊŬɟɞɡůɘɎɕŮŰŬɘ ůŰɞ 

ɆɢɐɛŬ 12, ɛŮ ůəɞˊɧ Űɖɜ ˊɞůɞŰɘəɞˊɞɑɖůɖ ŭɘŬűɞɟɩɜ ɛŮŰŬɝɨ Űɤɜ ŬɜŬˊŬɟŬůŰɎůŮɤɜ ŭŮŭɞɛɏɜɤɜ 

ŭɘŬűɞɟŮŰɘəɩɜ ůɡɜɧɚɤɜ ˊɞɡ ŮɝɎɔɞɜŰŬɘ Ŭˊɧ ɛɞɜŰɏɚŬ ɓŬɗɘɎɠ ɛɎɗɖůɖɠ. ɇɞ ɛɞɜŰɏɚɞ 

ɢɟɖůɘɛɞˊɞɘŮɑ Űɖɜ ŬɟɢɘŰŮəŰɞɜɘəɐ Ůɜɧɠ ˊɟɞŮəˊŬɘŭŮɡɛɏɜɞɡ ůɡɜŮɚɘəŰɘəɞɨ ɜŮɡɟɤɜɘəɞɨ ŭɘəŰɨɞɡ, 

Ŭˊɧ ŰŬ VGG-16, InceptionV3, ResNet-50 ́ ɞɡ ŮˊɘɚɏɔŮŰŬɘ əŬŰɎ Űɖɜ Ůˊɘəɨɟɤůɖ Űɞɡ ɛɞɜŰɏɚɞɡ, 

ɔɘŬ ɜŬ ŮɝɎɔŮɘ Űɘɠ ŬɜŬˊŬɟŬůŰɎůŮɘɠ Ŭˊɧ Űɘɠ ŬˊŮɘəɞɜɑůŮɘɠ Űɖɠ əŬɟɤŰɑŭŬɠ, ŬəɞɚɞɡɗɞɨɛŮɜɖ Ŭˊɧ 

ŭɨɞ ˊɚɐɟɤɠ ůɡɜŭŮŭŮɛɏɜŬ ŮˊɑˊŮŭŬ ŰŬ ɞˊɞɑŬ ŭɑɜɞɡɜ Űɖɜ ˊɘɗŬɜɧŰɖŰŬ ɡɣɖɚɞɨ əŬɘ ɢŬɛɖɚɞɨ 

əŬɟŭɘŬɔɔŮɘŬəɞɨ əɘɜŭɨɜɞɡ. ɇɞ ɛɞɜŰɏɚɞ ŮəˊŬɘŭŮɨŰɖəŮ ůŰɞ ůɨɜɞɚɞ ATTIKON, Űɞ ɞˊɞɑɞ 

ɢɟɖůɘɛɞˊɞɘɐɗɖəŮ ɤɠ ůɨɜɞɚɞ ŬɜɎˊŰɡɝɖɠ, Ůɜɩ ɖ Ŭɝɘɞɚɧɔɖůɖ ɏɔɘɜŮ ůŰɞ ůɨɜɞɚɞ CUBS, ɧˊɞɡ 

ˊŬɟŬŰɖɟɐɗɖəŮ ůɖɛŬɜŰɘəɐ ɡˊɞɓɎɗɛɘůɖ Űɖɠ Ŭˊɧŭɞůɖɠ, ɛŮ Űɞ AUC ɜŬ ɛŮɘɩɜŮŰŬɘ Ŭˊɧ 

90.11%Ñ12.13% ůŮ 45.60%Ñ1.74%. ȼ ŭɘŬűɞɟɎ ŬɡŰɐ ŮˊɘɓŮɓŬɘɩɜŮɘ Űɖɜ ɨˊŬɟɝɖ ɘůɢɡɟɐɠ 

ɛŮŰŬŰɧˊɘůɖɠ ɛŮŰŬɝɨ Űɤɜ ŭɨɞ ůɡɜɧɚɤɜ əŬɘ ŬˊɞŰɏɚŮůŮ Űɖ ɓɎůɖ ɔɘŬ Űɖ ɛŮɚɏŰɖ Űɖɠ ŭɡɜŬŰɧŰɖŰŬɠ 

ˊɞůɞŰɘəɞˊɞɑɖůɖɠ Űɖɠ ɛŮŰŬɓɞɚɐɠ Űɤɜ əŬŰŬɜɞɛɩɜ. 

ũɘŬ Űɖɜ ŮəŰɑɛɖůɖ Űɖɠ ɛŮŰŬŰɧˊɘůɖɠ ɢɟɖůɘɛɞˊɞɘɐɗɖəŬɜ ɛŮŰɟɘəɏɠ ŬˊɧůŰŬůɖɠ ɔɘŬ ůŰŬŰɘůŰɘəɏɠ 

əŬŰŬɜɞɛɏɠ ˊɞɚɚɩɜ ɛŮŰŬɓɚɖŰɩɜ, ɧˊɤɠ ɖ ŬˊɧůŰŬůɖ Hellinger, ɖ Ŭˊɧəɚɘůɖ KullbackïLeibler 

əŬɘ ɖ MMD ɛŮ ɔɟŬɛɛɘəɧ, ˊɞɚɡɤɜɡɛɘəɧ əŬɘ ũəŬɞɡůɘŬɜɧ ˊɡɟɐɜŬ. Ƀɘ ŬˊɞůŰɎůŮɘɠ 

ɡˊɞɚɞɔɑůŰɖəŬɜ ɛŮŰŬɝɨ Űɤɜ ŬɜŬˊŬɟŬůŰɎůŮɤɜ ˊɞɡ ŮɝɐɢɗɖůŬɜ ůŮ ŭɘŬűɞɟŮŰɘəɎ ŮˊɑˊŮŭŬ ɓɎɗɞɡɠ 

Űɞɡ ŭɘəŰɨɞɡ, ůɡɔəŮəɟɘɛɏɜŬ ůŰɞ ŭɘɎɜɡůɛŬ ɢŬɟŬəŰɖɟɘůŰɘəɩɜ ˊɞɡ ŮɝɎɔŮɘ Űɞ ˊɟɞŮəˊŬɘŭŮɡɛɏɜɞ 

ɛɞɜŰɏɚɞɡ əŬɘ ůŰɖɜ ɏɝɞŭɞ Űɞɡ ˊɟɩŰɞɡ ˊɚɐɟɤɠ ůɡɜŭŮŭŮɛɏɜɞɡ Ůˊɘˊɏŭɞɡ. ȼ ŬɜɎɚɡůɖ ɏŭŮɘɝŮ ɧŰɘ 
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ɖ ŬˊɧůŰŬůɖ Hellinger ɡˊɞɚɞɔɘůɛɏɜɖ ůŰɞ ŭɘɎɜɡůɛŬ ɢŬɟŬəŰɖɟɘůŰɘəɩɜ ˊŬɟɞɡůɑŬůŮ Űɖɜ 

ɘůɢɡɟɧŰŮɟɖ ŬɟɜɖŰɘəɐ ůɡůɢɏŰɘůɖ ɛŮ Űɖɜ ŬəɟɑɓŮɘŬ Űɞɡ ɛɞɜŰɏɚɞɡ ůŰɞ ůɨɜɞɚɞ CUBS (ɄɑɜŬəŬɠ 

1), Ůɜɩ ɘŭɘŬɑŰŮɟŬ ɡɣɖɚɏɠ əŬŰɎ ŬˊɧɚɡŰɖ Űɘɛɐ ůɡůɢŮŰɑůŮɘɠ ˊŬɟŬŰɖɟɐɗɖəŬɜ Ůˊɑůɖɠ ɔɘŬ Űɖɜ 

Ŭˊɧəɚɘůɖ KL əŬɘ Űɖɜ MMD ɛŮ ˊɞɚɡɤɜɡɛɘəɧ əŬɘ ɔɟŬɛɛɘəɧ ˊɡɟɐɜŬ. ɇŬ ŬˊɞŰŮɚɏůɛŬŰŬ ŬɡŰɎ 

ŬɜŬŭŮɘəɜɨɞɡɜ ɧŰɘ ɞɘ ŭɘŬŰŬɟŬɢɏɠ ůŰɘɠ ŬɜŬˊŬɟŬůŰɎůŮɘɠ ɟɖɢɧŰŮɟɤɜ Ůˊɘˊɏŭɤɜ ůɡůɢŮŰɑɕɞɜŰŬɘ 

ŮɜŰɞɜɧŰŮɟŬ ɛŮ Űɘɠ ŬɜŰɑůŰɞɘɢŮɠ ŭɘŬŰŬɟŬɢɏɠ ůŰɖɜ Ůˊɑŭɞůɖ ˊɞɡ ˊɟɞəŬɚɞɨɜŰŬɘ Ŭˊɧ ŬɡŰɏɠ. 

ȷəɧɛɖ, ŬɜŬŭŮɘəɜɨŮŰŬɘ ɧŰɘ ɖ ɛŮɗɞŭɞɚɞɔɑŬ ˊɞɡ ŬɜŬˊŰɨɢɗɖəŮ, ɛˊɞɟŮɑ ɜŬ ɚŮɘŰɞɡɟɔɐůŮɘ ɤɠ 

ŬɝɘɧˊɘůŰɞ ɛɏůɞ ˊɟɧɓɚŮɣɖɠ Űɖɠ ɡˊɞɓɎɗɛɘůɖɠ Űɖɠ Ůˊɑŭɞůɖɠ ůŮ ˊŮɟɘˊŰɩůŮɘɠ ˊɞɡ ɏɢɞɡɛŮ 

ɛŮŰŬŰɧˊɘůɖ ŭŮŭɞɛɏɜɤɜ. 

 

ɆɢɐɛŬ 12: ɄɟɞŰŮɘɜɧɛŮɜɖ ɛŮɗɞŭɞɚɞɔɑŬ ɔɘŬ Űɖɜ ŮəŰɑɛɖůɖ Űɖɠ ɛŮŰŬŰɧˊɘůɖɠ Űɤɜ ŭŮŭɞɛɏɜɤɜ. ȰɜŬ ˊɟɞŮəˊŬɘŭŮɡɛɏɜɞ ůɡɜŮɚɘəŰɘəɧ 

ɜŮɡɟɤɜɘəɧ ŭɑəŰɡɞ (VGG-16, Inception V3 ɐ ResNet-50) ɢɟɖůɘɛɞˊɞɘŮɑŰŬɘ ɔɘŬ Űɖɜ ŮɝŬɔɤɔɐ ɢŬɟŬəŰɖɟɘůŰɘəɩɜ. ɇɞ ɛɞɜŰɏɚɞ 

ŮəˊŬɘŭŮɨŮŰŬɘ ůŰɞ ůɨɜɞɚɞ ˊɖɔɐɠ ɛɏůɤ ŬɜŬɕɐŰɖůɖɠ ˊɚɏɔɛŬŰɞɠ əŬɘ ŭɘŬůŰŬɡɟɞɨɛŮɜɖɠ Ůˊɘəɨɟɤůɖɠ. ȼ ɡˊɞɓɎɗɛɘůɖ Űɖɠ Ůˊɑŭɞůɖɠ 

ɛŮŰŬɝɨ ůɡɜɧɚɞɡ ˊɖɔɐɠ əŬɘ ůŰɧɢɞɡ ɡˊɞɚɞɔɑɕŮŰŬɘ ɛŮ ɓɎůɖ Űɖɜ ŬəɟɑɓŮɘŬ, Űɖɜ ŮˊɘűɎɜŮɘŬ əɎŰɤ Ŭˊɧ Űɖɜ əŬɛˊɨɚɖ əŬɘ Űɖɜ ɛŮŰɟɘəɐ 

F1. ȼ ɛŮŰŬŰɧˊɘůɖ ˊŮŭɑɞɡ ˊɞůɞŰɘəɞˊɞɘŮɑŰŬɘ ɡˊɞɚɞɔɑɕɞɜŰŬɠ Űɘɠ ŬˊɞůŰɎůŮɘɠ ɛŮŰŬɝɨ Űɤɜ ŬɜŬˊŬɟŬůŰɎůŮɤɜ Űɤɜ ŭɨɞ ůɡɜɧɚɤɜ ɛŮ 

ɢɟɐůɖ Űɖɠ ŬˊɧůŰŬůɖɠ Hellinger, Űɖɠ Ŭˊɧəɚɘůɖɠ KL əŬɘ Űɖɠ MMD. ɇɏɚɞɠ, ŮűŬɟɛɧɕŮŰŬɘ ɏɜŬ ůɢɐɛŬ ŮˊŬɜŬŭŮɘɔɛŬŰɞɚɖɣɑŬɠ əŬɘ 

ŬɜɎɚɡůɖ ůɡůɢɏŰɘůɖɠ ɛŮŰŬɝɨ Űɤɜ ŬˊɞůŰɎůŮɤɜ əŬɘ Űɖɠ ŬəɟɑɓŮɘŬɠ ɔɘŬ Űɖɜ Ŭɝɘɞɚɧɔɖůɖ Űɖɠ ɘəŬɜɧŰɖŰŬɠ əɎɗŮ ůɡɜŭɡŬůɛɞɨ 

ŬˊɧůŰŬůɖɠ əŬɘ ɓɎɗɞɡɠ ŬɜŬˊŬɟɎůŰŬůɖɠ ɜŬ ŮəŰɘɛɎŮɘ Űɖɜ ɛŮɑɤůɖ ůŰɖɜ Ůˊɑŭɞůɖ Űɞɡ ɛɞɜŰɏɚɞɡ. 

ɄɑɜŬəŬɠ 1: ɆɡůɢŮŰɑůŮɘɠ Pearson ɛŮŰŬɝɨ Űɤɜ ŬˊɞůŰɎůŮɤɜ Űɤɜ ŬɜŬˊŬɟŬůŰɎůŮɤɜ əŬɘ Űɖɠ ŬəɟɑɓŮɘŬɠ Űɞɡ ɛɞɜŰɏɚɞɡ. Ƀɘ ŭɨɞ 

ůŰɐɚŮɠ ŬɜŰɘůŰɞɘɢɞɨɜ ůŰŬ ŭɨɞ ŭɘŬűɞɟŮŰɘəɎ ɓɎɗɖ Űɤɜ ŬɜŬˊŬɟŬůŰɎůŮɤɜ. 

Distance measure Ȱɝɞŭɞɠ ŮɝŬɔɤɔɏŬ ɢŬɟŬəŰɖɟɘůŰɘəɩɜ Ȱɝɞŭɞɠ əɟɡűɞɨ Ůˊɘˊɏŭɞɡ 

Hellinger distance -0.752±0.091 -0.719±0.192 

KL divergence -0.741±0.066 -0.728±0.101 

MMD (Gaussian) -0.525±0.207 -0.441±0.183 

MMD (Polynomial)  -0.746±0.023 -0.733±0.064 

MMD (Linear)  -0.726±0.036 -0.716±0.045 

ũɘŬ Űɖɜ ŬɜŰɘɛŮŰɩˊɘůɖ Űɖɠ ɛŮŰŬŰɧˊɘůɖɠ ŬɜŬˊŰɨɢɗɖəŮ ɏɜŬ ŮɟɛɖɜŮɨůɘɛɞ ˊɚŬɑůɘɞ ŮɜŮɟɔɐɠ 

ɛɎɗɖůɖɠ, ɛŮ ŭɡɜŬŰɧŰɖŰŬ ŮəŰɑɛɖůɖɠ Űɖɠ ŬɓŮɓŬɘɧŰɖŰŬɠ Űɤɜ ˊɟɞɓɚɏɣŮɤɜ Űɞɡ ɛɞɜŰɏɚɞɡ. ɇɞ 

ˊɚŬɑůɘɞ ůɡɜŭɡɎɕŮɘ Űɖɜ ŮəŰɑɛɖůɖ ŬɓŮɓŬɘɧŰɖŰŬɠ ɛŮ Űɖ ɛɏɗɞŭɞ Monte Carlo Dropout (MCD) 

əŬɘ ɏɜŬ əɟɘŰɐɟɘɞ ŬɜŰɘˊɟɞůɤˊŮɡŰɘəɧŰɖŰŬɠ ɓŬůɘůɛɏɜɞ ůŰɖ ɛŮɑɤůɖ Űɖɠ MMD, ɩůŰŮ ɜŬ ŮˊɘɚɏɔŮɘ 

ŰŬ ɛɖ ŮˊɘůɖɛŮɘɤɛɏɜŬ ŭŮɑɔɛŬŰŬ ůŰŬ ɞˊɞɑŬ ˊɟɏˊŮɘ ɜŬ ŮəˊŬɘŭŮɡŰŮɑ ɩůŰŮ ɜŬ ŮˊɘŰŮɡɢɗŮɑ ɖ 

ˊɟɞůŬɟɛɞɔɐ Űɞɡ. ȷəɧɛɖ, ɞɘ ˊɟɞɓɚɏɣŮɘɠ ůŰŬ ŭŮɑɔɛŬŰŬ ɢŬɛɖɚɐɠ ŬɓŮɓŬɘɧŰɖŰŬɠ ŬɝɘɞˊɞɘɞɨɜŰŬɘ 

ɤɠ ɣŮɡŭɞŮŰɘəɏŰŮɠ ŬɡɝɎɜɞɜŰŬɠ Űɞ ɛɏɔŮɗɞɠ Űɞɡ ůɡɜɧɚɞɡ ŮəˊŬɑŭŮɡůɖɠ. ȼ ɛŮɗɞŭɞɚɞɔɑŬ 

ŬˊɞůəɞˊŮɑ ůŰɖɜ Ůˊɘɚɞɔɐ ŭŮɘɔɛɎŰɤɜ ɡɣɖɚɐɠ ŬɝɑŬɠ ɩůŰŮ ɜŬ ůɢɖɛŬŰɑɕŮŰŬɘ ɏɜŬ ůɨɜɞɚɞ 

ŮəˊŬɑŭŮɡůɖɠ Űɞ ɞˊɞɑɞ Űɧůɞ ɜŬ əŬɚɨˊŰŮɘ ˊŮɟɘɞɢɏɠ ɡɣɖɚɐɠ ŬɓŮɓŬɘɧŰɖŰŬɠ ɧůɞ əŬɘ ɜŬ ŮɑɜŬɘ 

ŬɜŰɘˊɟɞůɤˊŮɡŰɘəɧ Űɞɡ ůɡɜɧɚɞɡ ůŰɧɢɞɡ. ȼ ůɡɜɞɚɘəɐ ŬɟɢɘŰŮəŰɞɜɘəɐ Űɞɡ ˊɚŬɘůɑɞɡ űŬɑɜŮŰŬɘ 

ůŰɞ ɆɢɐɛŬ 13. ɇɞ ɛɞɜŰɏɚɞ ɓŬůɑɕŮŰŬɘ ůŮ ˊɟɞŮəˊŬɘŭŮɡɛɏɜŬ ůɡɜŮɚɘəŰɘəɎ ɜŮɡɟɤɜɘəɎ ŭɑəŰɡŬ, 

ɧˊɞɡ ŭɘŮɟŮɡɜɐɗɖəŬɜ ŰŬ InceptionV3 əŬɘ ResNet50, əŬɘ ŮəˊŬɘŭŮɨŮŰŬɘ ůŰɞ ůɨɜɞɚɞ CUBS. ɀŮ 

ɓɎůɖ Űɞ ɑŭɘɞ ůɨɜɞɚɞ, ɟɡɗɛɑůŰɖəŬɜ ɞɘ ˊŬɟɎɛŮŰɟɞɘ Űɞɡ MCD ɔɘŬ Űɖɜ ŮəŰɑɛɖůɖ Űɖɠ 

ŬɓŮɓŬɘɧŰɖŰŬɠ, ɞ Ŭɟɘɗɛɧɠ Űɤɜ ˊŮɟŬůɛɎŰɤɜ əŬɘ ɖ ɛŮŰɟɘəɐ ɡˊɞɚɞɔɘůɛɞɨ Űɖɠ ɛŮŰŬɓɚɖŰɧŰɖŰŬɠ. 
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ȼ Ůˊɘɚɞɔɐ ɏɔɘɜŮ ŬɝɘɞɚɞɔɩɜŰŬɠ Űɖɜ ɘəŬɜɧŰɖŰŬ ŭɘɎəɟɘůɖɠ Űɤɜ ŮůűŬɚɛɏɜɤɜ Ŭˊɧ Űɘɠ ɞɟɗɏɠ 

ˊɟɞɓɚɏɣŮɘɠ ɛŮ ŭŮɑəŰɖ Űɖɜ ŮəŰɑɛɖůɖ Űɖɠ ŬɓŮɓŬɘɧŰɖŰɎɠ Űɞɡɠ. ɆŰɖ ůɡɜɏɢŮɘŬ, Űɞ ɛɞɜŰɏɚɞ 

ŮűŬɟɛɧůŰɖəŮ ůŰɞ ůɨɜɞɚɞ ATTIKON, Űɞ ɞˊɞɑɞ ŬɝɘɞˊɞɘɐɗɖəŮ ɤɠ ɛɖ ŮˊɘůɖɛŮɘɤɛɏɜɞ ůɨɜɞɚɞ 

ůŰɧɢɞɠ. ɇɞ əɟɘŰɐɟɘɞ ŬɜŰɘˊɟɞůɤˊŮɡŰɘəɧŰɖŰŬɠ ɓŬůɑůŰɖəŮ ůŰɖ ɛŮɑɤůɖ Űɖɠ MMD ɛŮŰŬɝɨ Űɞɡ 

ŰɟɏɢɞɜŰɞɠ ůɡɜɧɚɞɡ ŮˊɘůɖɛŮɘɤɛɏɜɤɜ ŭŮŭɞɛɏɜɤɜ əŬɘ Űɞɡ ůɡɜɞɚɘəɞɨ ůɡɜɧɚɞɡ ůŰɧɢɞɡ, ɛŮ 

ůəɞˊɧ ɖ Ůˊɘɚɞɔɐ əɎɗŮ ɜɏɞɡ ŭŮɑɔɛŬŰɞɠ ɜŬ ɛŮɘɩɜŮɘ əŬŰɎ Űɞ ɛɏɔɘůŰɞ Űɖ ůŰŬŰɘůŰɘəɐ ŬˊɧůŰŬůɖ 

Űɤɜ ŭɨɞ ůɡɜɧɚɤɜ. ɄŬɟɎɚɚɖɚŬ, ɞɘ ɣŮɡŭɞŮŰɘəɏŰŮɠ ɢŬɛɖɚɐɠ ŬɓŮɓŬɘɧŰɖŰŬɠ ůɡɛˊŮɟɘɚɐűɗɖəŬɜ 

ůŰɞ ůɨɜɞɚɞ ŮəˊŬɑŭŮɡůɖɠ ɛŮ ɛŮɘɤɛɏɜɞ ɓɎɟɞɠ ůŰɖ ůɡɜɎɟŰɖůɖ əɧůŰɞɡɠ, ŮˊɘŰɟɏˊɞɜŰŬɠ ůŰɞ 

ɛɞɜŰɏɚɞ ɜŬ ŬɝɘɞˊɞɘŮɑ ŬɝɘɧˊɘůŰŮɠ ɛɖ ŮˊɘɓɚŮˊɧɛŮɜŮɠ ˊɚɖɟɞűɞɟɑŮɠ ɢɤɟɑɠ ɜŬ ɡˊɞɓŬɗɛɑɕŮɘ Űɖ 

ůŰŬɗŮɟɧŰɖŰŬ Űɖɠ ŮəˊŬɑŭŮɡůɖɠ. 

 

ɆɢɐɛŬ 13: Ɇɡɜɞɚɘəɐ Ůˊɘůəɧˊɖůɖ Űɞɡ ˊɟɞŰŮɘɜɧɛŮɜɞɡ ́ ɚŬɘůɑɞɡ. ɇɞ ŮˊɘůɖɛŮɘɤɛɏɜɞ ůɨɜɞɚɞ ŭŮŭɞɛɏɜɤɜ ˊɖɔɐ ɢɟɖůɘɛɞˊɞɘŮɑŰŬɘ ɔɘŬ 

Űɖɜ ŮəˊŬɑŭŮɡůɖ əŬɘ Űɖɜ Ůˊɘəɨɟɤůɖ Űɤɜ ɡˊŮɟˊŬɟŬɛɏŰɟɤɜ Űɞɡ ɛɞɜŰɏɚɞɡ əŬɘ Űɖɠ ɛŮɗɧŭɞɡ MCD. ȾŬŰɎ Űɖ ŭɘŬŭɘəŬůɑŬ Űɖɠ ŮɜŮɟɔɐɠ 

ɛɎɗɖůɖɠ, ŭŮɑɔɛŬŰŬ Ŭˊɧ Űɞ ɛɖ ŮˊɘůɖɛŮɘɤɛɏɜɞ ůɨɜɞɚɞ ŭŮŭɞɛɏɜɤɜ ůŰɧɢɞ ŮˊɘɚɏɔɞɜŰŬɘ ŭɘŬŭɞɢɘəɎ ɛŮ ɓɎůɖ Űɖɜ ŬɝɑŬ Űɞɡɠ, ɖ ɞˊɞɑŬ 

əŬɗɞɟɑɕŮŰŬɘ Ŭˊɧ ŭɨɞ əɟɘŰɐɟɘŬ: Űɖɜ ŬɓŮɓŬɘɧŰɖŰŬ Űɞɡ ɛɞɜŰɏɚɞɡ əŬɘ Űɖɜ ŬɜŰɘˊɟɞůɤˊŮɡŰɘəɧŰɖŰŬ Űɞɡ ŭŮɑɔɛŬŰɞɠ. ȼ 

ŬɜŰɘˊɟɞůɤˊŮɡŰɘəɧŰɖŰŬ ɡˊɞɚɞɔɑɕŮŰŬɘ Ŭˊɧ Űɖ ɛŮɑɤůɖ Űɖɠ ŬˊɧůŰŬůɖɠ MMD, ɛŮŰŬɝɨ Űɞɡ ůɡɜɧɚɞɡ Űɤɜ ɐŭɖ ŮˊɘůɖɛŮɘɤɛɏɜɤɜ 

ŭŮɘɔɛɎŰɤɜ əŬɘ ɞɚɧəɚɖɟɞɡ Űɞɡ ůɡɜɧɚɞɡ ŭŮŭɞɛɏɜɤɜ, ˊɞɡ ˊɟɞəŬɚŮɑŰŬɘ Ŭɜ ɏɜŬ ŭŮɑɔɛŬ ˊɟɞůŰŮɗŮɑ ůŰɞ ůɨɜɞɚɞ Űɤɜ ɐŭɖ 

ŮˊɘůɖɛŮɘɤɛɏɜɤɜ ŭŮɘɔɛɎŰɤɜ. Ⱥˊɘˊɚɏɞɜ, ˊɟɞɓɚɏɣŮɘɠ ɛŮ ɢŬɛɖɚɐ ŬɓŮɓŬɘɧŰɖŰŬ ɢɟɖůɘɛɞˊɞɘɞɨɜŰŬɘ ɤɠ ɣŮɡŭɞ-ŮŰɘəɏŰŮɠ əŬɘ 

ŮɜůɤɛŬŰɩɜɞɜŰŬɘ ůŰɖɜ ŮəˊŬɑŭŮɡůɖ. ɇɞ ˊɚŬɑůɘɞ ŮɜůɤɛŬŰɩɜŮɘ ŰŮɢɜɘəɏɠ ŮɟɛɖɜŮɡůɘɛɧŰɖŰŬɠ ˊɞɡ ɡˊɞŭŮɘəɜɨɞɡɜ Űɘɠ ˊŮɟɘɞɢɏɠ ˊɞɡ 

ůɡɜŮɘůűɏɟɞɡɜ Űɧůɞ ůŰɖɜ ŬɓŮɓŬɘɧŰɖŰŬ ɧůɞ əŬɘ ůŰɖɜ ˊɟɧɓɚŮɣɖ Űɞɡ ɛɞɜŰɏɚɞɡ. ɇɏɚɞɠ, Űɞ ˊɚŬɑůɘɞ ŬɝɘɞɚɞɔŮɑŰŬɘ ɔɘŬ Űɖɜ ɘəŬɜɧŰɖŰɎ 

Űɞɡ ɜŬ ŬɜɘɢɜŮɨŮɘ ŭŮɑɔɛŬŰŬ ŮəŰɧɠ əŬŰŬɜɞɛɐɠ, ɛŮ ɢɟɐůɖ Ůɜɧɠ ůɡɜɧɚɞɡ ŭŮŭɞɛɏɜɤɜ ˊɞɡ ˊŮɟɘɏɢŮɘ ŮɘəɧɜŮɠ ɡˊŮɟɐɢɤɜ ɛŬůŰɞɨ. 

ũɘŬ Űɖɜ Ŭɝɘɞɚɧɔɖůɖ Űɖɠ Ůˊɑŭɞůɖɠ Űɞɡ ɛɞɜŰɏɚɞɡ ŮűŬɟɛɧůŰɖəŮ ɏɜŬ ůɢɐɛŬ ˊŮɜŰŬˊɚɐɠ 

ŭɘŬůŰŬɡɟɤɛɏɜɖɠ Ůˊɘəɨɟɤůɖɠ ůŰɞ ůɨɜɞɚɞ ATTIKON. ɆŰɞ Űɏɚɞɠ Űɞɡ ɓɟɧɢɞɡ Űɖɠ ŮɜŮɟɔɐɠ 

ɛɎɗɖůɖɠ, Űɞ ˊɚŬɑůɘɞ ɢɟɖůɘɛɞˊɞɑɖůŮ əŬŰɎ ɛɏůɞ ɧɟɞ ɛɧɚɘɠ Űɞ 28.2% Űɤɜ ŭŮŭɞɛɏɜɤɜ, 

ŮˊɘŰɡɔɢɎɜɞɜŰŬɠ 84.58%±9.50% ɛɏůɖ Ůˊɑŭɞůɖ ůŮ ɧɟɞɡɠ AUC, ˊŬɟɞɡůɘɎɕɞɜŰŬɠ ůŬűɐ əŬɘ 

ůŰŬɗŮɟɐ ɓŮɚŰɑɤůɖ əŬɘ ɝŮˊŮɟɜɩɜŰŬɠ Űɞ ůɢɐɛŬ ɛŮ Űɖɜ ŰɡɢŬɑŬ ŭŮɘɔɛŬŰɞɚɖɣɑŬ ˊɞɡ ŬɜŬˊŰɨɢɗɖəŮ 

ɤɠ ́ɚŬɑůɘɞ ŬɜŬűɞɟɎɠ. ȼ Ůˊɑŭɞůɖ ŬɡŰɐ ŬɜŰɘůŰɞɘɢŮɑ ůŰɞ 94.2% ŬɡŰɐɠ ́ ɞɡ ŮˊŮŰŮɨɢɗɖ ɛŮ ɢɟɐůɖ 

Űɞɡ ˊɚɐɟɞɡɠ ůɡɜɧɚɞɡ. ȷəɧɛɖ, ŭɘŮɟŮɡɜɐɗɖəŮ ɖ ůɡɜŮɘůűɞɟɎ Űɤɜ Ůˊɘɛɏɟɞɡɠ ůɡɜɘůŰɤůɩɜ Űɞɡ 

ˊɚŬɘůɑɞɡ, ɧˊɞɡ ŮˊɘɓŮɓŬɘɩɗɖəŮ ɧŰɘ ɖ Ŭˊɧ əɞɘɜɞɨ ɢɟɐůɖ ŬɓŮɓŬɘɧŰɖŰŬɠ əŬɘ 

ŬɜŰɘˊɟɞůɤˊŮɡŰɘəɧŰɖŰŬɠ ɚŮɘŰɞɡɟɔŮɑ ůɡɜŭɡŬůŰɘəɎ, əŬɗɩɠ ɖ ŬˊɞɡůɑŬ ɞˊɞɘɞɡŭɐˊɞŰŮ Ŭˊɧ ŰŬ ŭɨɞ 

əɟɘŰɐɟɘŬ ɞŭɖɔŮɑ ůŮ ɛŮɑɤůɖ Űɖɠ Ŭˊɧŭɞůɖɠ əŬŰɎ 5 Ůɩɠ 6 %. Ⱥˊɘˊɚɏɞɜ, ɛŮ Űɖɜ ŮɜůɤɛɎŰɤůɖ Űɤɜ 

ŰŮɢɜɘəɩɜ Grad-CAM əŬɘ LIME Űɞ ˊɚŬɑůɘɞ ɡˊɞŭŮɘəɜɨŮɘ Űɘɠ ˊŮɟɘɞɢɏɠ ˊɞɡ ŮɑɜŬɘ əŬɗɞɟɘůŰɘəɏɠ 

Űɧůɞ ɔɘŬ Űɘɠ ŰŮɚɘəɏɠ ˊɟɞɓɚɏɣŮɘɠ Űɞɡ ɛɞɜŰɏɚɞɡ ɧůɞ əŬɘ ɔɘŬ Űɖɜ ŮəŰɑɛɖůɖ Űɖɠ ŬɓŮɓŬɘɧŰɖŰŬɠ 

ůŰɘɠ ˊɟɞɓɚɏɣŮɘɠ. ɀɏůɤ ɢŬɟŬəŰɖɟɘůŰɘəɩɜ ˊŬɟŬŭŮɘɔɛɎŰɤɜ, ŭɘŮɟŮɡɜɐɗɖəŮ ɖ ůɡɛˊŮɟɘűɞɟɎ Űɞɡ 

ɛɞɜŰɏɚɞɡ ůŮ ůɢɏůɖ ɛŮ əɚɘɜɘəɎ ɞɡůɘɩŭɖ ɛɞɟűɞɚɞɔɘəɎ ɢŬɟŬəŰɖɟɘůŰɘəɎ, ɧˊɤɠ ɖ JBA (ɆɢɐɛŬ 

14 ɏɤɠ ɆɢɐɛŬ 19). ɆŰɘɠ ɞˊŰɘəɞˊɞɘɐůŮɘɠ Űɖɠ ŰŮɢɜɘəɐɠ LIME ɔɘŬ Űɖɜ ŰŮɚɘəɐ ˊɟɧɓɚŮɣɖ 

(ŮəŰɑɛɖůɖ ŬɓŮɓŬɘɧŰɖŰŬɠ), Űɞ ˊɟɎůɘɜɞ əŬɘ Űɞ əɧəəɘɜɞ ɢɟɩɛŬ ɡˊɞŭɖɚɩɜɞɡɜ ůɡɜŮɘůűɞɟɎ ˊɟɞɠ 

Űɖɜ əɚɎůɖ ɡɣɖɚɞɨ əŬɘ ɢŬɛɖɚɞɨ ɟɑůəɞɡ (ɡɣɖɚɐ əŬɘ ɢŬɛɖɚɐ ŬɓŮɓŬɘɧŰɖŰŬ) ŬɜŰɑůŰɞɘɢŬ. Ƀɘ 

ˊŮɟɘˊŰɩůŮɘɠ ŬɡŰɏɠ ŬɜŬŭŮɘəɜɨɞɡɜ ɧŰɘ, Űɧůɞ ůɢŮŰɘəɎ ɛŮ Űɖɜ ŰŮɚɘəɐ ˊɟɧɓɚŮɣɖ ɧůɞ əŬɘ ůɢŮŰɘəɎ 

ɛŮ Űɖɜ ŮəŰɑɛɖůɖ Űɖɠ ŬɓŮɓŬɘɧŰɖŰŬɠ, Űɞ ˊɚŬɑůɘɞ ŮɜŰɧˊɘůŮ əɚɘɜɘəɎ ɞɡůɘɩŭɖ ɢŬɟŬəŰɖɟɘůŰɘəɎ əŬɘ 
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ŬɛűɘůɖɛɑŮɠ, Ŭəɧɛɖ əŬɘ ɧŰŬɜ ɖ ŰŮɚɘəɐ ŬˊɧűŬůɖ Űɞɡ ɛɞɜŰɏɚɞɡ ɐŰŬɜ ɢŬɛɖɚɐɠ ŬɓŮɓŬɘɧŰɖŰŬɠ 

ɐ/əŬɘ ůɤůŰɐ. 

ɆŰɞ ɆɢɐɛŬ 14 (ɣŮɡŭɩɠ ŬɟɜɖŰɘəɐ ˊŮɟɑˊŰɤůɖ ɢŬɛɖɚɐɠ ŬɓŮɓŬɘɧŰɖŰŬɠ), ɞɘ ŰŮɢɜɘəɏɠ 

ŮɟɛɖɜŮɡůɘɛɧŰɖŰŬɠ ɔɘŬ Űɖɜ ŮəŰɑɛɖůɖ Űɖɠ ŬɓŮɓŬɘɧŰɖŰŬɠ ŬɜŬŭŮɘəɜɨɞɡɜ Űɖ JBA ɤɠ ůɡɜŰŮɚŮůŰɐ 

Ŭɨɝɖůɖɠ Űɖɠ ŬɓŮɓŬɘɧŰɖŰŬɠ ˊŬɟɧŰɘ ɖ ůɡɜɞɚɘəɐ ŬɓŮɓŬɘɧŰɖŰŬ ˊŬɟŬɛɏɜŮɘ ɢŬɛɖɚɐ. ɇɞ ŮɛɓŬŭɧ 

Űɖɠ JBA ůŮ ŬɡŰɐɜ Űɖɜ ˊŮɟɑˊŰɤůɖ ɐŰŬɜ 6.622 mmĮ, ŭɖɚŬŭɐ əɎŰɤ Ŭˊɧ Űɞ ɧɟɘɞ Űɤɜ 8 mm² ́ ɞɡ 

əɚɘɜɘəɎ ůɢŮŰɑɕŮŰŬɘ ɛŮ Ŭɡɝɖɛɏɜɖ ŬůŰɎɗŮɘŬ Űɖɠ ˊɚɎəŬɠ. ȷɡŰɧ ɛˊɞɟŮɑ ɜŬ ŬˊɞŭɑŭŮɘ Űɞ ɚɧɔɞ ˊɞɡ 

Űɞ ɛɞɜŰɏɚɞ ŰŬɝɘɜɧɛɖůŮ ŮůűŬɚɛɏɜŬ ŬɡŰɐ Űɖɜ ˊŮɟɑˊŰɤůɖ ɤɠ ɢŬɛɖɚɞɨ ɟɑůəɞɡ, Ůɜɩ ŰŬɡŰɧɢɟɞɜŬ 

ŭŮɑɢɜŮɘ ɧŰɘ ɞ ɛɖɢŬɜɘůɛɧɠ ŮəŰɑɛɖůɖɠ Űɖɠ ŬɓŮɓŬɘɧŰɖŰŬɠ ˊŬɟɏɛŮɘɜŮ ŮɡŬɑůɗɖŰɞɠ ůŮ əɚɘɜɘəɎ 

ůɢŮŰɘəɧ ɓɘɞŭŮɑəŰɖ əŬɘ ɞ ůɡɜŭɡŬůɛɧɠ Űɞɡ ɛŮ ŰŮɢɜɘəɏɠ ŮɟɛɖɜŮɡůɘɛɧŰɖŰŬɠ ɛˊɞɟŮɑ ɜŬ ŮˊɘůɖɛɎɜŮɘ 

ˊŮɟɘˊŰɩůŮɘɠ ˊɞɡ Ŭɝɑɕɞɡɜ ˊŮɟŬɘŰɏɟɤ ɏɚŮɔɢɞ. 

 

ɆɢɐɛŬ 14: ɊŮɡŭɩɠ ŬɟɜɖŰɘəɐ ˊŮɟɑˊŰɤůɖ ɢŬɛɖɚɐɠ ŬɓŮɓŬɘɧŰɖŰŬɠ. ȺűŬɟɛɞɔɐ Űɤɜ ŰŮɢɜɘəɩɜ Grad-CAM (ŬɟɘůŰŮɟɎ) əŬɘ LIME 

(ŭŮɝɘɎ) ɔɘŬ Űɖɜ ŮˊŮɝɐɔɖůɖ Űɖɠ ŬɓŮɓŬɘɧŰɖŰŬɠ (ŮˊɎɜɤ) əŬɘ Űɖɠ ŰŮɚɘəɐɠ ˊɟɧɓɚŮɣɖɠ (əɎŰɤ). ɀŮ əɡŬɜɧ ŮˊɘůɖɛŬɑɜŮŰŬɘ ɖ ˊɚɎəŬ, Ůɜɩ 

ɛŮ əɧəəɘɜɞ ɖ JBA. ɆɢŮŰɘəɎ ɛŮ Űɖɜ ́ ɟɧɓɚŮɣɖ, ɞɘ ˊŮɟɘɞɢɏɠ ˊɞɡ ŮˊɘůɖɛŬɑɜɞɜŰŬɘ ŮɑɜŬɘ ŭɘɎɢɡŰŮɠ əŬɘ ŮəŰɧɠ Űɖɠ ˊɚɎəŬɠ, ŮɨɟɖɛŬ ˊɞɡ 

ůɡɛűɤɜŮɑ ɛŮ Űɖɜ ŮůűŬɚɛɏɜɖ ŰŬɝɘɜɧɛɖůɖ ɢŬɛɖɚɞɨ əɘɜŭɨɜɞɡ. ɆɢŮŰɘəɎ ɛŮ Űɖɜ ŮəŰɑɛɖůɖ Űɖɠ ŬɓŮɓŬɘɧŰɖŰŬɠ, ɖ ŰŮɢɜɘəɐ LIME 

ŮˊɘůɖɛŬɑɜŮɘ Űɖɜ JBA ɤɠ ˊŮɟɘɞɢɐ ˊɞɡ ŬɡɝɎɜŮɘ Űɖɜ ŬɓŮɓŬɘɧŰɖŰŬ (ˊɟɎůɘɜɖ ˊŮɟɘɞɢɐ), ˊŬɟɧŰɘ ɖ ůɡɜɞɚɘəɐ ŬɓŮɓŬɘɧŰɖŰŬ ŮɑɜŬɘ 

ɢŬɛɖɚɐ. ɇɞ ŮɛɓŬŭɧ Űɖɠ JBA ŮɑɜŬɘ 6.62 mm², ŭɖɚŬŭɐ ɛɘəɟɧŰŮɟɞ Űɤɜ 8 mmĮ ˊɞɡ əɚɘɜɘəɎ ůɢŮŰɑɕŮŰŬɘ ɛŮ Ŭɡɝɖɛɏɜɖ ŬůŰɎɗŮɘŬ Űɖɠ 

ˊɚɎəŬɠ. 

ɆŰɞ ɆɢɐɛŬ 15 (Ŭɚɖɗɩɠ ŬɟɜɖŰɘəɐ ˊŮɟɑˊŰɤůɖ ɡɣɖɚɐɠ ŬɓŮɓŬɘɧŰɖŰŬɠ), ɞɘ ŰŮɢɜɘəɏɠ 

ŮɟɛɖɜŮɡůɘɛɧŰɖŰŬɠ ɔɘŬ Űɖɜ ˊɟɧɓɚŮɣɖ ŭŮɑɢɜɞɡɜ ɧŰɘ ɖ ˊŮɟɘɞɢɐ Űɖɠ JBA ůɡɜŮɘůűɏɟŮɘ ˊɟɞɠ Űɖɜ 

əɚɎůɖ ɡɣɖɚɞɨ əɘɜŭɨɜɞɡ, ˊŬɟɧŰɘ ɖ ŰŮɚɘəɐ ŬˊɧűŬůɖ ŮɑɜŬɘ ɞɟɗɩɠ ɢŬɛɖɚɞɨ əɘɜŭɨɜɞɡ, Ůɜɩ 

ŰŬɡŰɧɢɟɞɜŬ ůɡɜŮɘůűɏɟŮɘ ůŰɖɜ Ŭɨɝɖůɖ Űɖɠ ŬɓŮɓŬɘɧŰɖŰŬɠ. ɇɞ ŮɛɓŬŭɧ Űɖɠ JBA ŮɑɜŬɘ 16.44 

mmĮ (> 8 mmĮ), ɔŮɔɞɜɧɠ ˊɞɡ Űɖɜ əŬŰŬŰɎůůŮɘ ɤɠ ŬůŰŬɗɐ ůɨɛűɤɜŬ ɛŮ Űɖ ɓɘɓɚɘɞɔɟŬűɑŬ. ɇɞ 

ŮɨɟɖɛŬ ŬɡŰɧ ŭɘəŬɘɞɚɞɔŮɑ Űɘɠ ˊŬɟŬˊɎɜɤ ŮɜŭŮɑɝŮɘɠ Ŭűɞɨ ɖ ɡɣɖɚɐ ŬɓŮɓŬɘɧŰɖŰŬ ˊŬɟɎ Űɖɜ 

ɞɟɗɧŰɖŰŬ Űɖɠ ˊɟɧɓɚŮɣɖɠ ɓŬůɑɕŮŰŬɘ Ůɜ ɛɏɟŮɘ ůŰɖ JBA, Ůɜɩ Ůˊɑůɖɠ ˊŬɟɎ Űɖ ůɤůŰɐ ŰŬɝɘɜɧɛɖůɖ 

ɤɠ ˊŮɟɑˊŰɤůɖ ɢŬɛɖɚɞɨ əɘɜŭɨɜɞɡ, ɖ JBA ůɡɜŮɘůɏűŮɟŮ ˊɟɞɠ Űɖɜ əɚɎůɖ ɡɣɖɚɞɨ əɘɜŭɨɜɞɡ. 

ȷɡŰɧ ŬɜŬŭŮɘəɜɨŮɘ ɧŰɘ ɖ Ŭɡɝɖɛɏɜɖ ŬɓŮɓŬɘɧŰɖŰŬ ɛˊɞɟŮɑ ɜŬ ŮɑɜŬɘ əɚɘɜɘəɎ ɢɟɐůɘɛɖ Ŭəɧɛɖ əɘ 

ɧŰŬɜ ŮɑɜŬɘ ŰŮɢɜɘəɎ ŮůűŬɚɛɏɜɖ. 
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ɆɢɐɛŬ 15: ȷɚɖɗɩɠ ŬɟɜɖŰɘəɐ ˊŮɟɑˊŰɤůɖ ɡɣɖɚɐɠ ŬɓŮɓŬɘɧŰɖŰŬɠ. ȺűŬɟɛɞɔɐ Űɤɜ ŰŮɢɜɘəɩɜ Grad-CAM (ŬɟɘůŰŮɟɎ) əŬɘ LIME 

(ŭŮɝɘɎ) ɔɘŬ Űɖɜ ŮˊŮɝɐɔɖůɖ Űɖɠ ŬɓŮɓŬɘɧŰɖŰŬɠ (ŮˊɎɜɤ) əŬɘ Űɖɠ ŰŮɚɘəɐɠ ˊɟɧɓɚŮɣɖɠ (əɎŰɤ). ɀŮ əɡŬɜɧ ŮˊɘůɖɛŬɑɜŮŰŬɘ ɖ ˊɚɎəŬ, Ůɜɩ 

ɛŮ əɧəəɘɜɞ ɖ JBA. ɆɢŮŰɘəɎ ɛŮ Űɖɜ ˊɟɧɓɚŮɣɖ, ɖ JBA ůɡɜŮɘůűɏɟŮɘ ˊɟɞɠ Űɖɜ əɚɎůɖ ɡɣɖɚɞɨ əɘɜŭɨɜɞɡ (ˊɟɎůɘɜɖ ˊŮɟɘɞɢɐ), ˊŬɟɧŰɘ 

ɖ ŰŮɚɘəɐ ˊɟɧɓɚŮɣɖ ŮɑɜŬɘ ůɤůŰɎ ɢŬɛɖɚɞɨ əɘɜŭɨɜɞɡ. ȷɜŰɑůŰɞɘɢŬ, ůɢŮŰɘəɎ ɛŮ Űɖɜ ŮəŰɑɛɖůɖ Űɖɠ ŬɓŮɓŬɘɧŰɖŰŬɠ, ɖ JBA ŮɜŰɞˊɑɕŮŰŬɘ 

ůŮ ɛɑŬ ˊŮɟɘɞɢɐ ˊɞɡ ŬɡɝɎɜŮɘ Űɖɜ ŬɓŮɓŬɘɧŰɖŰŬ, ɡˊɞŭɖɚɩɜɞɜŰŬɠ əɚɘɜɘəɎ Ůɨɚɞɔɖ ɡɣɖɚɐ ŬɓŮɓŬɘɧŰɖŰŬ ˊŬɟɎ Űɖ ůɤůŰɐ ˊɟɧɓɚŮɣɖ 

əŬɗɩɠ Űɞ ŮɛɓŬŭɧ Űɖɠ JBA ŮɑɜŬɘ 16.44 mmĮ (>8 mmĮ). 

ɆŰɞ ɆɢɐɛŬ 16 (Ŭɚɖɗɩɠ ɗŮŰɘəɐ ˊŮɟɑˊŰɤůɖ ɡɣɖɚɐɠ ŬɓŮɓŬɘɧŰɖŰŬɠ), ɞɘ ŰŮɢɜɘəɏɠ 

ŮɟɛɖɜŮɡůɘɛɧŰɖŰŬɠ ɔɘŬ Űɖɜ ˊɟɧɓɚŮɣɖ ŮɜŰɞˊɑɕɞɡɜ Űɖɜ JBA (ɛŮ ŮɛɓŬŭɧ 31.484 mmĮ) ɤɠ 

əŬɗɞɟɘůŰɘəɧŰŮɟɖ ˊŮɟɘɞɢɐ ɔɘŬ Űɖɜ ŰŮɚɘəɐ ˊɟɧɓɚŮɣɖ ɤɠ ˊŮɟɑˊŰɤůɖ ɡɣɖɚɞɨ əɘɜŭɨɜɞɡ, 

ŭŮɑɢɜɞɜŰŬɠ əɚɘɜɘəɎ ɞɡůɘɩŭɖ ŬɘŰɘɞɚɧɔɖůɖ Űɖɠ ŬˊɧűŬůɖɠ. ȷɜŰɑɗŮŰŬ, ɖ Ŭɡɝɖɛɏɜɖ ŬɓŮɓŬɘɧŰɖŰŬ 

űŬɑɜŮŰŬɘ ɜŬ ˊɟɞɏɟɢŮŰŬɘ Ŭˊɧ ˊŮɟɘɞɢɏɠ ɢɤɟɘəɎ ŬˊɞɛŬəɟɡůɛɏɜŮɠ Ŭˊɧ Űɖɜ ˊɚɎəŬ əŬɘ Űɖ JBA, 

ɡˊɞŭɖɚɩɜɞɜŰŬɠ ɧŰɘ ˊɘɗŬɜɧɜ ŭŮɜ ɞŭɖɔŮɑŰŬɘ Ŭˊɧ ŬɛűɘůɖɛɑŬ ůŰɞ əɨɟɘɞ ˊŬɗɞɚɞɔɘəɧ ŮɨɟɖɛŬ. 

 

ɆɢɐɛŬ 16: ȷɚɖɗɩɠ ɗŮŰɘəɐ ˊŮɟɑˊŰɤůɖ ɡɣɖɚɐɠ ŬɓŮɓŬɘɧŰɖŰŬɠ. ȺűŬɟɛɞɔɐ Űɤɜ ŰŮɢɜɘəɩɜ Grad-CAM (ŬɟɘůŰŮɟɎ) əŬɘ LIME (ŭŮɝɘɎ) 

ɔɘŬ Űɖɜ ŮˊŮɝɐɔɖůɖ Űɖɠ ŬɓŮɓŬɘɧŰɖŰŬɠ (ŮˊɎɜɤ) əŬɘ Űɖɠ ŰŮɚɘəɐɠ ˊɟɧɓɚŮɣɖɠ (əɎŰɤ). ɀŮ əɡŬɜɧ ŮˊɘůɖɛŬɑɜŮŰŬɘ ɖ ˊɚɎəŬ, Ůɜɩ ɛŮ 

əɧəəɘɜɞ ɖ JBA. ɆɢŮŰɘəɎ ɛŮ Űɖɜ ˊɟɧɓɚŮɣɖ, ɖ JBA ůɡɜŮɘůűɏɟŮɘ ˊɟɞɠ Űɖɜ əɚɎůɖ ɡɣɖɚɞɨ əɘɜŭɨɜɞɡ (ˊɟɎůɘɜɖ ˊŮɟɘɞɢɐ), ɞŭɖɔɩɜŰŬɠ 

ůŮ ɞɟɗɐ ŰŬɝɘɜɧɛɖůɖ ɡɣɖɚɞɨ əɘɜŭɨɜɞɡ, ŮɨɟɖɛŬ ˊɞɡ ůɡɜɎŭŮɘ ɛŮ Űɞ ɔŮɔɞɜɧɠ ɧŰɘ Űɞ ŮɛɓŬŭɧ Űɖɠ JBA ŮɑɜŬɘ 31.48 mmĮ (>8 mm²). 

ȷɜŰɑɗŮŰŬ, ůɢŮŰɘəɎ ɛŮ Űɖɜ ŮəŰɑɛɖůɖ Űɖɠ ŬɓŮɓŬɘɧŰɖŰŬɠ, ɞɘ ŰŮɢɜɘəɏɠ ŮɟɛɖɜŮɡůɘɛɧŰɖŰŬɠ Ŭˊɞŭɑŭɞɡɜ Űɖɜ Ŭɡɝɖɛɏɜɖ ŬɓŮɓŬɘɧŰɖŰŬ ůŮ 

ˊŮɟɘɞɢɏɠ ŮəŰɧɠ Űɖɠ ˊɚɎəŬɠ, ɡˊɞŭɖɚɩɜɞɜŰŬɠ Űɖɜ ŮˊɑŭɟŬůɖ ɛɖ ˊŬɗɞɚɞɔɘəɩɜ ˊŮɟɘɞɢɩɜ. 
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ɆŰɞ ɆɢɐɛŬ 17 (Ŭɚɖɗɩɠ ɗŮŰɘəɐ ˊŮɟɑˊŰɤůɖ ɢŬɛɖɚɐɠ ŬɓŮɓŬɘɧŰɖŰŬɠ), ɞɘ ŰŮɢɜɘəɏɠ 

ŮɟɛɖɜŮɡůɘɛɧŰɖŰŬɠ ɔɘŬ Űɖɜ ˊɟɧɓɚŮɣɖ ŭŮɑɢɜɞɡɜ ɧŰɘ Űɞ ɛɞɜŰɏɚɞ ŮůŰɘɎɕŮɘ əɡɟɑɤɠ ŮɜŰɧɠ Űɖɠ 

ˊɚɎəŬɠ ŬɚɚɎ ŮəŰɧɠ Űɖɠ JBA. ɇɞ ŮɛɓŬŭɧ JBA ŮɑɜŬɘ 7.7993 mmĮ, ɞɟɘŬəɎ əɎŰɤ Ŭˊɧ 8 mmĮ, 

əɎŰɘ ˊɞɡ ɛˊɞɟŮɑ ɜŬ ŮɝɖɔŮɑ Űɖ ɛŮɘɤɛɏɜɖ ůɡɛɓɞɚɐ Űɖɠ JBA ůŰɖɜ ŰŮɚɘəɐ ŬˊɧűŬůɖ. ɄŬɟɎ Űɖ 

ůɤůŰɐ əŬɘ ɢŬɛɖɚɐɠ ŬɓŮɓŬɘɧŰɖŰŬɠ ŬˊɧűŬůɖ, ɞɘ ŰŮɢɜɘəɏɠ ŮɟɛɖɜŮɡůɘɛɧŰɖŰŬɠ ŬɜŬŭŮɘəɜɨɞɡɜ ɧŰɘ 

ɖ ŬˊɧűŬůɖ ůŰɖɟɑɕŮŰŬɘ ůŮ ɚɘɔɧŰŮɟɞ ŮɘŭɘəɎ ɛɞɟűɞɚɞɔɘəɎ ɢŬɟŬəŰɖɟɘůŰɘəɎ. 

 

ɆɢɐɛŬ 17: ȷɚɖɗɩɠ ɗŮŰɘəɐ ˊŮɟɑˊŰɤůɖ ɢŬɛɖɚɐɠ ŬɓŮɓŬɘɧŰɖŰŬɠ. ȺűŬɟɛɞɔɐ Űɤɜ ŰŮɢɜɘəɩɜ Grad-CAM (ŬɟɘůŰŮɟɎ) əŬɘ LIME 

(ŭŮɝɘɎ) ɔɘŬ Űɖɜ ŮˊŮɝɐɔɖůɖ Űɖɠ ŬɓŮɓŬɘɧŰɖŰŬɠ (ŮˊɎɜɤ) əŬɘ Űɖɠ ŰŮɚɘəɐɠ ˊɟɧɓɚŮɣɖɠ (əɎŰɤ). ɀŮ əɡŬɜɧ ŮˊɘůɖɛŬɑɜŮŰŬɘ ɖ ˊɚɎəŬ, Ůɜɩ 

ɛŮ əɧəəɘɜɞ ɖ JBA. ɆɢŮŰɘəɎ ɛŮ Űɖɜ ˊɟɧɓɚŮɣɖ, ɡˊɞŭŮɘəɜɨɞɜŰŬɘ ˊŮɟɘɞɢɏɠ ŮɜŰɧɠ Űɖɠ ˊɚɎəŬɠ ŬɚɚɎ ŮəŰɧɠ Űɞɡ JBA, Űɞ ɞˊɞɑɞ ɏɢŮɘ 

ŮɛɓŬŭɧ 7.80 mmĮ, ɞɟɘŬəɎ əɎŰɤ Ŭˊɧ 8 mmĮ. ȷɜŰɑůŰɞɘɢŮɠ ˊŮɟɘɞɢɏɠ ŮɜŰɧɠ Űɖɠ ˊɚɎəŬɠ ŬɚɚɎ ŮəŰɧɠ Űɞɡ JBA ɡˊɞŭŮɘəɜɨɞɜŰŬɘ əŬɘ 

ɔɘŬ Űɖɜ ŮəŰɑɛɖůɖ Űɖɠ ŬɓŮɓŬɘɧŰɖŰŬɠ. 

ɆŰɞ ɆɢɐɛŬ 18 (ɣŮɡŭɩɠ ŬɟɜɖŰɘəɐ ˊŮɟɑˊŰɤůɖ ɡɣɖɚɐɠ ŬɓŮɓŬɘɧŰɖŰŬɠ), űŬɑɜŮŰŬɘ ɧŰɘ Űɞ ɛɞɜŰɏɚɞ 

ůŰɖɟɑɕŮŰŬɘ ůŮ ŭɘɎɢɡŰŮɠ ˊŮɟɘɞɢɏɠ ŮəŰɧɠ Űɖɠ ˊɚɎəŬɠ əŬɘ ŭɑɜŮɘ ŮůűŬɚɛɏɜɖ ˊɟɧɓɚŮɣɖ ɢŬɛɖɚɞɨ 

ɟɑůəɞɡ, ˊŬɟɧŰɘ Űɞ ŮɛɓŬŭɧ Űɖɠ JBA ŮɑɜŬɘ 26.171 mmĮ. ɇɏɚɞɠ, ůŰɞ ɆɢɐɛŬ 19 (ɣŮɡŭɩɠ ɗŮŰɘəɐ 

ˊŮɟɑˊŰɤůɖ ɡɣɖɚɐɠ ŬɓŮɓŬɘɧŰɖŰŬɠ), Űɧůɞ ɖ ́ɟɧɓɚŮɣɖ ɡɣɖɚɞɨ əɘɜŭɨɜɞɡ ɧůɞ əŬɘ ɖ ŮəŰɑɛɖůɖ 

ɡɣɖɚɐɠ ŬɓŮɓŬɘɧŰɖŰŬɠ ɞŭɖɔɞɨɜŰŬɘ Ŭˊɧ Űɖ JBA ɛŮ ŮɛɓŬŭɧ 12.099 mmĮ. Ⱥŭɩ, ɏɜŬɠ əɚɘɜɘəɎ 

ɞɟɗɧɠ ŭŮɑəŰɖɠ ɞŭɖɔŮɑ ůŮ ɚɎɗɞɠ ˊɟɧɓɚŮɣɖ, Ůɜɩ ɞ ɑŭɘɞɠ ŭŮɑəŰɖɠ ɞŭɖɔŮɑ Űɖɜ Ŭɨɝɖůɖ Űɖɠ 

ŬɓŮɓŬɘɧŰɖŰŬɠ ŮˊɘůɖɛŬɑɜɞɜŰŬɠ ɤɠ ŬɜŬɝɘɧˊɘůŰɖ Űɖɜ ˊɟɧɓɚŮɣɖ. 

ɇɞ ˊɚŬɑůɘɞ ŬɝɘɞɚɞɔɐɗɖəŮ ŮˊɘˊɟɧůɗŮŰŬ ůŮ ůɨɜɞɚɞ ŭŮŭɞɛɏɜɤɜ ŮəŰɧɠ əŬŰŬɜɞɛɐɠ (BUSI), 

ŮˊɘŭŮɘəɜɨɞɜŰŬɠ ɘəŬɜɧŰɖŰŬ ŬɜɑɢɜŮɡůɖɠ ŭŮŭɞɛɏɜɤɜ ˊɞɡ Ŭˊɞəɚɑɜɞɡɜ Ŭˊɧ Űɖɜ əŬŰŬɜɞɛɐ Űɤɜ 

ŭŮŭɞɛɏɜɤɜ ŮəˊŬɑŭŮɡůɖɠ, ɛŮ ˊɞůɞůŰɧ 74.48% Űɤɜ ŭŮɘɔɛɎŰɤɜ ɜŬ əŬŰŬŰɎůůɞɜŰŬɘ ɤɠ ɡɣɖɚɐɠ 

ŬɓŮɓŬɘɧŰɖŰŬɠ əŬɘ ɛŮ AUC 70.38% ůŰɖɜ ŬɜɑɢɜŮɡůɖ OOD ˊŮɟɘˊŰɩůŮɤɜ ɢɟɖůɘɛɞˊɞɘɩɜŰŬɠ Űɖɜ 

ŮəŰɑɛɖůɖ ŬɓŮɓŬɘɧŰɖŰŬɠ ɤɠ ŭŮɑəŰɖ ˊɟɧɓɚŮɣɖɠ. ɆɡɜɞɚɘəɎ, ŰŬ ŬˊɞŰŮɚɏůɛŬŰŬ ŬɜŬŭŮɘəɜɨɞɡɜ ɧŰɘ 

ɖ ŮɜůɤɛɎŰɤůɖ Űɖɠ ŮəŰɑɛɖůɖɠ ŬɓŮɓŬɘɧŰɖŰŬɠ, Űɖɠ ŬɜŰɘˊɟɞůɤˊŮɡŰɘəɧŰɖŰŬɠ əŬɘ Űɖɠ 

ŮɟɛɖɜŮɡůɘɛɧŰɖŰŬɠ ůŮ ŮɜɘŬɑɞ ˊɚŬɑůɘɞ ŮɜŮɟɔɐɠ ɛɎɗɖůɖɠ ˊɟɞůűɏɟŮɘ ɛɑŬ ŬˊɞŭɞŰɘəɐ, ŭɘŬűŬɜɐ 

əŬɘ ŬɝɘɧˊɘůŰɖ ůŰɟŬŰɖɔɘəɐ ˊɟɞůŬɟɛɞɔɐɠ ɛɞɜŰɏɚɤɜ ɓŬɗɘɎɠ ɛɎɗɖůɖɠ ůŮ əɚɘɜɘəɎ ˊŮɟɘɓɎɚɚɞɜŰŬ 

ɛŮ ɛŮŰŬŰɧˊɘůɖ əŬŰŬɜɞɛɐɠ. 
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ɆɢɐɛŬ 18: ɊŮɡŭɩɠ ŬɟɜɖŰɘəɐ ˊŮɟɑˊŰɤůɖ ɡɣɖɚɐɠ ŬɓŮɓŬɘɧŰɖŰŬɠ. ȺűŬɟɛɞɔɐ Űɤɜ ŰŮɢɜɘəɩɜ Grad-CAM (ŬɟɘůŰŮɟɎ) əŬɘ LIME 

(ŭŮɝɘɎ) ɔɘŬ Űɖɜ ŮˊŮɝɐɔɖůɖ Űɖɠ ŬɓŮɓŬɘɧŰɖŰŬɠ (ŮˊɎɜɤ) əŬɘ Űɖɠ ŰŮɚɘəɐɠ ˊɟɧɓɚŮɣɖɠ (əɎŰɤ). ɀŮ əɡŬɜɧ ŮˊɘůɖɛŬɑɜŮŰŬɘ ɖ ˊɚɎəŬ, Ůɜɩ 

ɛŮ əɧəəɘɜɞ ɖ JBA. ɆɢŮŰɘəɎ ɛŮ Űɖɜ ˊɟɧɓɚŮɣɖ, ŭŮɜ ŬɜŬŭŮɘəɜɨŮŰŬɘ əɎˊɞɘŬ ůŬűɐɠ ˊŮɟɘɞɢɐ ɛŮ ɡɣɖɚɐ ůɡɜŮɘůűɞɟɎ ůŰɖɜ ŰŮɚɘəɐ 

ˊɟɧɓɚŮɣɖ ɢŬɛɖɚɞɨ ɟɑůəɞɡ (əɧəəɘɜɖ ˊŮɟɘɞɢɐ), Ůɜɩ əŬɜɏɜŬ ɛɏɟɞɠ Űɖɠ ˊɚɎəŬɠ ŭŮɜ ůɡɜŮɘůűɏɟŮɘ ˊɟɞɠ Űɖɜ əɚɎůɖ ɡɣɖɚɞɨ ɟɑůəɞɡ, 

ˊŬɟɎ Űɖɜ ˊŬɟɞɡůɑŬ ɛŮɔɎɚɖɠ JBA (26.17 mmĮ). ɆɢŮŰɘəɎ ɛŮ Űɖɜ ŮəŰɑɛɖůɖ Űɖɠ ŬɓŮɓŬɘɧŰɖŰŬɠ, ˊŮɟɘɞɢɐ ˊɞɡ ŮˊɘəŬɚɨˊŰŮɘ ɛɏɟɞɠ Űɖɠ 

JBA ŬɜŬŭŮɘəɜɨŮŰŬɘ ɤɠ ůɡɜŮɘůűɏɟɞɡůŬ ůŰɖɜ Ŭɡɝɖɛɏɜɖ ŬɓŮɓŬɘɧŰɖŰŬ. 

 

ɆɢɐɛŬ 19: ɊŮɡŭɩɠ ɗŮŰɘəɐ ́ ŮɟɑˊŰɤůɖ ɡɣɖɚɐɠ ŬɓŮɓŬɘɧŰɖŰŬɠ. ȺűŬɟɛɞɔɐ Űɤɜ ŰŮɢɜɘəɩɜ Grad-CAM (ŬɟɘůŰŮɟɎ) əŬɘ LIME (ŭŮɝɘɎ) 

ɔɘŬ Űɖɜ ŮˊŮɝɐɔɖůɖ Űɖɠ ŬɓŮɓŬɘɧŰɖŰŬɠ (ŮˊɎɜɤ) əŬɘ Űɖɠ ŰŮɚɘəɐɠ ˊɟɧɓɚŮɣɖɠ (əɎŰɤ). ɀŮ əɡŬɜɧ ŮˊɘůɖɛŬɑɜŮŰŬɘ ɖ ˊɚɎəŬ, Ůɜɩ ɛŮ 

əɧəəɘɜɞ ɖ JBA. ɆɢŮŰɘəɎ ɛŮ Űɖɜ ˊɟɧɓɚŮɣɖ, ɖ JBA ŬˊɞŰŮɚŮɑ əɡɟɑŬɟɢɞ ůɡɜŰŮɚŮůŰɐ ˊɟɞɠ Űɖɜ ŰŮɚɘəɐ ˊɟɧɓɚŮɣɖ ɔɘŬ Űɖɜ əɚɎůɖ 

ɡɣɖɚɞɨ ɟɑůəɞɡ. ɇɞ ŮɛɓŬŭɧ Űɖɠ JBA ŮɑɜŬɘ 12.10 mmĮ (>8 mmĮ). ȷɜŰɑůŰɞɘɢŬ, ůɢŮŰɘəɎ ɛŮ Űɖɜ ŮəŰɑɛɖůɖ ŬɓŮɓŬɘɧŰɖŰŬɠ, ɖ ɑŭɘŬ 

ˊŮɟɘɞɢɐ ůɡɜŮɘůűɏɟŮɘ ˊɟɞɠ Űɖɜ ɡɣɖɚɐ ŬɓŮɓŬɘɧŰɖŰŬ, ŭŮɑɢɜɞɜŰŬɠ ɧŰɘ Űɞ ɛɞɜŰɏɚɞ ɧɢɘ ɛɧɜɞ ŮɜŰɧˊɘůŮ ɏɜŬɜ əɚɘɜɘəɎ ɞɡůɘɩŭɖ ɓɘɞŭŮɑəŰɖ 

ɔɘŬ Űɖɜ ŰŮɚɘəɐ Űɞɡ ˊɟɧɓɚŮɣɖ, ŬɚɚɎ əŬɘ ŬɜŬɔɜɩɟɘůŮ Űɖɜ Ŭɛűɑůɖɛɖ űɨůɖ Űɖɠ ůɡɔəŮəɟɘɛɏɜɖɠ ˊŮɟɑˊŰɤůɖɠ əŬɘ Űɖ ɛŮɘɤɛɏɜɖ 

ŬɝɘɞˊɘůŰɑŬ Űɖɠ ŬˊɧűŬůɖɠ. 

3. Ɇɨɜɞɣɖ ŬˊɞŰŮɚŮůɛɎŰɤɜ əŬɘ ɛŮɚɚɞɜŰɘəɐ ɏɟŮɡɜŬ 

ɇŬ ŬˊɞŰŮɚɏůɛŬŰŬ Űɖɠ ˊŬɟɞɨůŬɠ ŭɘŭŬəŰɞɟɘəɐɠ ŭɘŬŰɟɘɓɐɠ ŬɜŬŭŮɘəɜɨɞɡɜ Űɖɜ 

ŬˊɞŰŮɚŮůɛŬŰɘəɧŰɖŰŬ əŬɘ Űɖ ɔŮɜɘəŮɡůɘɛɧŰɖŰŬ Űɞɡ ˊɟɞŰŮɘɜɧɛŮɜɞɡ ˊɚŬɘůɑɞɡ ŬɜɗŮəŰɘəɐɠ ɇɁ ůŮ 

ŭɘŬűɞɟŮŰɘəɞɨ Űɨˊɞɡ ŭɡɜŬɛɘəɎ ˊŮɟɘɓɎɚɚɞɜŰŬ ŭŮŭɞɛɏɜɤɜ ɡɔŮɑŬɠ. ɄŬɟɎ Űɘɠ ɞɡůɘŬůŰɘəɏɠ 
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ŭɘŬűɞɟɏɠ ɛŮŰŬɝɨ Űɤɜ ɖɢɖŰɘəɩɜ əŬɘ Űɤɜ ŬˊŮɘəɞɜɘůŰɘəɩɜ ŭŮŭɞɛɏɜɤɜ, ɞɘ ɡˊɞəŮɑɛŮɜɞɘ 

ɛɖɢŬɜɘůɛɞɑ ɛŮŰŬŰɧˊɘůɖɠ ˊŬɟɞɡůɘɎɕɞɡɜ əɞɘɜɏɠ Ŭɟɢɏɠ. ɇɞ ˊɚŬɑůɘɞ əŬŰɧɟɗɤůŮ ɜŬ ŮɜŰɞˊɑůŮɘ, 

ɜŬ ˊŮɟɘɔɟɎɣŮɘ əŬɘ ɜŬ ŬɜŰɘɛŮŰɤˊɑůŮɘ ɛŮ ůɡůŰɖɛŬŰɘəɧ Űɟɧˊɞ Űɘɠ ŮˊɘˊŰɩůŮɘɠ Űɤɜ ɛŮŰŬŰɞˊɑůŮɤɜ 

ˊɞɡ ɛŮɚŮŰɐɗɖəŬɜ. ɆŰɖɜ ˊŮɟɑˊŰɤůɖ Űɤɜ ɖɢɖŰɘəɩɜ ŭŮŭɞɛɏɜɤɜ ɔɘŬ Űɖɜ ŬɜɑɢɜŮɡůɖ Űɞɡ COVID-

19, ɖ ɏɜŰɞɜɖ ɢɟɞɜɘəɐ ɛŮŰŬɓɞɚɐ Űɖɠ əŬŰŬɜɞɛɐɠ ˊɟɞəɎɚŮůŮ ůɖɛŬɜŰɘəɐ ɡˊɞɓɎɗɛɘůɖ Űɤɜ 

ŮˊɘŭɧůŮɤɜ Űɞɡ ɓŬůɘəɞɨ ɛɞɜŰɏɚɞɡ əŬŰɎ Űɖɜ ˊŮɟɑɞŭɞ ŮűŬɟɛɞɔɐɠ, ŮˊɘɓŮɓŬɘɩɜɞɜŰŬɠ ɧŰɘ ɞɘ 

ŬɚɚŬɔɏɠ əŬɘ ɖ ŮŰŮɟɞɔɏɜŮɘŬ Űɤɜ ˊɚɖɗɞˊɞɟɘůŰɘəɩɜ əŬŰŬɔɟŬűɩɜ Ůˊɘŭɟɞɨɜ əŬɗɞɟɘůŰɘəɎ ůŰɖ 

ůɡɛˊŮɟɘűɞɟɎ Űɤɜ ɛɞɜŰɏɚɤɜ. ȼ ŮűŬɟɛɞɔɐ Űɤɜ ˊɟɞŰŮɘɜɧɛŮɜɤɜ ɛŮɗɧŭɤɜ ˊɟɞůŬɟɛɞɔɐɠ, Űɧůɞ 

Űɖɠ ɛɖ ŮˊɘɓɚŮˊɧɛŮɜɖɠ ˊɟɞůŬɟɛɞɔɐɠ ˊŮŭɑɞɡ ɧůɞ əŬɘ Űɖɠ ŮɜŮɟɔɐɠ ɛɎɗɖůɖɠ, ɞŭɐɔɖůŮ ůŮ 

ŭɘŬŰɐɟɖůɖ Űɖɠ Ŭˊɧŭɞůɖɠ, ɛŮ ɓŮɚŰɘɩůŮɘɠ ˊɞɡ ůŮ ɞɟɘůɛɏɜŮɠ ɢɟɞɜɘəɏɠ ůŰɘɔɛɏɠ ɝŮˊɏɟŬůŬɜ Űɞ 

50%, ɔŮɔɞɜɧɠ ˊɞɡ ŰŮəɛɖɟɘɩɜŮɘ Űɖ ŭɡɜŬŰɧŰɖŰŬ ŭɡɜŬɛɘəɐɠ ˊɟɞůŬɟɛɞɔɐɠ Űɤɜ ɛɞɜŰɏɚɤɜ ůŮ 

ůɡɜɗɐəŮɠ ɢɟɞɜɘəɐɠ ɛŮŰŬŰɧˊɘůɖɠ. 

ɄŬɟɧɛɞɘŬ ůɡɛˊŮɟɘűɞɟɎ ˊŬɟŬŰɖɟɐɗɖəŮ əŬɘ ůŰɖ ŭɘŬůŰɟɤɛɎŰɤůɖ əŬɟŭɘŬɔɔŮɘŬəɞɨ əɘɜŭɨɜɞɡ 

Ŭˊɧ ɡˊŮɟɖɢɞɔɟŬűɐɛŬŰŬ əŬɟɤŰɑŭŬɠ, ɧˊɞɡ ɖ ɛŮŰŬŰɧˊɘůɖ ŭŮŭɞɛɏɜɤɜ ɛŮŰŬɝɨ ŭɘŬűɞɟŮŰɘəɩɜ 

ŭɘŬɔɜɤůŰɘəɩɜ əɏɜŰɟɤɜ ˊɟɞəɎɚŮůŮ ŭɟŬůŰɘəɐ ɛŮɑɤůɖ Űɖɠ Ŭˊɧŭɞůɖɠ əŬŰɎ Űɖ ɛŮŰŬűɞɟɎ Űɞɡ 

ɛɞɜŰɏɚɞɡ Ŭˊɧ Űɞ ůɨɜɞɚɞ ŬɜɎˊŰɡɝɖɠ, CUBS, ůŰɞ ŬɜŮɝɎɟŰɖŰɞ ůɨɜɞɚɞ ůŰɧɢɞ ȷɇɇȽȾɃɁ. ȼ 

ˊɟɞůŬɟɛɞɔɐ ɛɏůɤ Űɖɠ ŮɜŮɟɔɐɠ ɛɎɗɖůɖɠ ɓŮɚŰɑɤůŮ ůɖɛŬɜŰɘəɎ Űɖɜ Ůˊɑŭɞůɖ Űɞɡ ɛɞɜŰɏɚɞɡ, Ůɜɩ 

ɖ Ůˊɘɚɞɔɐ ŭŮɘɔɛɎŰɤɜ ɛŮ ɓɎůɖ Űɖɜ ŬɓŮɓŬɘɧŰɖŰŬ əŬɘ Űɖɜ ŬɜŰɘˊɟɞůɤˊŮɡŰɘəɧŰɖŰŬ ůŮ ůɡɜŭɡŬůɛɧ 

ɛŮ Űɘɠ ɣŮɡŭɞŮŰɘəɏŰŮɠ Űɤɜ ŭŮɘɔɛɎŰɤɜ ɢŬɛɖɚɐɠ ŬɓŮɓŬɘɧŰɖŰŬɠ ɛŮɑɤůŮ ůɖɛŬɜŰɘəɎ Űɘɠ ŬɜɎɔəŮɠ 

ɔɘŬ ŮˊɘůɖɛŮɘɤɛɏɜŬ ŭŮŭɞɛɏɜŬ ŮəˊŬɑŭŮɡůɖɠ ůŮ ɏɜŬ ɛɘəɟɧ ˊɞůɞůŰɧ Űɞɡ ůɡɜɧɚɞɡ ŭŮŭɞɛɏɜɤɜ. 

ɇŬɡŰɧɢɟɞɜŬ, ɖ ŮɜůɤɛɎŰɤůɖ Űɤɜ ɛŮɗɧŭɤɜ ŮɟɛɖɜŮɡůɘɛɧŰɖŰŬɠ ŮˊɘɓŮɓŬɑɤůŮ ɧŰɘ ɞɘ ˊŮɟɘɞɢɏɠ 

ŮɜŭɘŬűɏɟɞɜŰɞɠ Űɞɡ ɛɞɜŰɏɚɞɡ ɛŮŰɎ Űɖɜ ˊɟɞůŬɟɛɞɔɐ ɐŰŬɜ ˊŮɟɘůůɧŰŮɟɞ əɚɘɜɘəɎ ɞɡůɘɩŭŮɘɠ, 

ɔŮɔɞɜɧɠ ˊɞɡ ŮɜɘůɢɨŮɘ Űɖ ɢɟɖůŰɘəɧŰɖŰŬ əŬɘ Űɖ ŭɘŬűɎɜŮɘŬ Űɤɜ ŬˊɞŰŮɚŮůɛɎŰɤɜ. 

ɆɡɜɞɚɘəɎ, ŰŬ ŮɡɟɐɛŬŰŬ Űɖɠ ŭɘŬŰɟɘɓɐɠ ɡˊɞůŰɖɟɑɕɞɡɜ Űɖɜ ŬɜŬɔəŬɘɧŰɖŰŬ Űɤɜ ɚŮɘŰɞɡɟɔɘɩɜ Űɖɠ 

ŬɜɗŮəŰɘəɐɠ ɇɁ ɔɘŬ Űɖɜ ŬůűŬɚɐ əŬɘ ŬɝɘɧˊɘůŰɖ ŮɜůɤɛɎŰɤůɖ Űɤɜ ůɡůŰɖɛɎŰɤɜ ɛɖɢŬɜɘəɐɠ 

ɛɎɗɖůɖɠ ůŰɖɜ əɚɘɜɘəɐ ˊɟɎɝɖ. ɇɞ ˊɟɞŰŮɘɜɧɛŮɜɞ ˊɚŬɑůɘɞ, Űɞ ɞˊɞɑɞ ůɡɜŭɡɎɕŮɘ ŬɜɑɢɜŮɡůɖ 

ɛŮŰŬŰɧˊɘůɖɠ, ˊɟɞůŬɟɛɞɔɐ, ŮəŰɑɛɖůɖ ŬɓŮɓŬɘɧŰɖŰŬɠ əŬɘ ŮɟɛɖɜŮɡůɘɛɧŰɖŰŬ, ŬˊɞŭŮɘəɜɨŮŰŬɘ 

ŬˊɞŰŮɚŮůɛŬŰɘəɧ ŬɜŮɝŬɟŰɐŰɤɠ Űɖɠ ɛɞɟűɐɠ əŬɘ Űɞɡ Ůɑŭɞɡɠ Űɤɜ ŭŮŭɞɛɏɜɤɜ, ˊɟɞůűɏɟɞɜŰŬɠ ɛɘŬ 

ŮɡɏɚɘəŰɖ əŬɘ ŮˊŮəŰɎůɘɛɖ ɚɨůɖ ɔɘŬ ˊɚɐɗɞɠ ŮűŬɟɛɞɔɩɜ ɡɔŮɑŬɠ. Ƀɘ ɛŮɚɚɞɜŰɘəɏɠ əŬŰŮɡɗɨɜůŮɘɠ 

ˊɞɡ ŬɜŬŭɨɞɜŰŬɘ Ŭˊɧ Űɖɜ ˊŬɟɞɨůŬ ɏɟŮɡɜŬ Ŭűɞɟɞɨɜ Űɖɜ ŮˊɏəŰŬůɖ Űɞɡ ˊɚŬɘůɑɞɡ ůŮ 

ˊɞɚɡŰɟɞˊɘəɎ ŭɘŬɢɟɞɜɘəɎ ŭŮŭɞɛɏɜŬ. ȼ ůɡɜŭɡŬůŰɘəɐ Ŭɝɘɞˊɞɑɖůɖ ˊɞɚɚŬˊɚɩɜ ɛɞɟűɩɜ 

ŬˊŮɘəɧɜɘůɖɠ, űɡůɘɞɚɞɔɘəɩɜ ůɖɛɎŰɤɜ, əɚɘɜɘəɩɜ əŬɘ ŮɟɔŬůŰɖɟɘŬəɩɜ ŭŮŭɞɛɏɜɤɜ, ɛˊɞɟŮɑ ɜŬ 

ŮɜɘůɢɨůŮɘ Űɖ ɔŮɜɘəŮɡůɘɛɧŰɖŰŬ əŬɘ Űɖɜ ˊɟɞɔɜɤůŰɘəɐ ɘəŬɜɧŰɖŰŬ Űɤɜ ɛɞɜŰɏɚɤɜ. ɄŬɟɎɚɚɖɚŬ, ɖ 

ŬɜɎɔəɖ ɔɘŬ ŰɡˊɞˊɞɘɖɛɏɜŬ ˊɚŬɑůɘŬ Ŭɝɘɞɚɧɔɖůɖɠ əŬɘ ŭɘŬɢŮɑɟɘůɖɠ ŮɑɜŬɘ ŮˊɘŰŬəŰɘəɐ, ŮɘŭɘəɎ ɔɘŬ 

ůɡůŰɐɛŬŰŬ ɇɁ ˊɞɡ ˊɟɧəŮɘŰŬɘ ɜŬ ůɡɛˊŮɟɘɚɖűɗɞɨɜ ůŰɖɜ əɚɘɜɘəɐ ˊɟɎɝɖ. ȼ ́ɟɞŰŮɟŬɘɞˊɞɑɖůɖ 

ˊɞɚɡəŮɜŰɟɘəɩɜ əŬɘ ˊɟɞɞˊŰɘəɩɜ ɛŮɚŮŰɩɜ, əŬɗɩɠ əŬɘ ɖ ɡɘɞɗɏŰɖůɖ ɛɖɢŬɜɘůɛɩɜ ůɡɜŮɢɞɨɠ 

ŮˊɞˊŰŮɑŬɠ, ɗŬ ŮˊɘŰɟɏɣŮɘ Űɖɜ ŬůűŬɚɐ əŬɘ ŭɘŬűŬɜɐ ŮɜůɤɛɎŰɤůɖ Űɤɜ ɛɞɜŰɏɚɤɜ ůŮ əɚɘɜɘəɎ 

ˊŮɟɘɓɎɚɚɞɜŰŬ. ɇɏɚɞɠ, ɖ ŬɜɎˊŰɡɝɖ ŬɜɗɟɤˊɞəŮɜŰɟɘəɩɜ əŬɘ ŬɘŰɘɞəɟŬŰɘəɎ ŰŮəɛɖɟɘɤɛɏɜɤɜ 

ůɡůŰɖɛɎŰɤɜ ŬˊŬɘŰŮɑ ŮɜŮɟɔɐ ůɡɛɛŮŰɞɢɐ Ůɘŭɘəɩɜ əŬɘ ŬůɗŮɜɩɜ, ɩůŰŮ ɞɘ ŰŮɢɜɞɚɞɔɘəɏɠ ŮɝŮɚɑɝŮɘɠ 

ɜŬ ŮɡɗɡɔɟŬɛɛɑɕɞɜŰŬɘ ɛŮ Űɘɠ ˊɟŬɔɛŬŰɘəɏɠ ŬɜɎɔəŮɠ Űɖɠ űɟɞɜŰɑŭŬɠ ɡɔŮɑŬɠ əŬɘ Űɘɠ Ŭɟɢɏɠ Űɖɠ 

ŭɑəŬɘɖɠ əŬɘ ɡˊŮɨɗɡɜɖɠ ɢɟɐůɖɠ Űɖɠ ɇɁ. 
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Chapter 1  
Motivation & research objectives 

1.1 Background and problem statement 
Artificial intelligence (AI) has transformed many aspects of healthcare, from preventive care 

to diagnosis, treatment, and monitoring, through the development of intelligent decision 

support systems [1], [2], [3]. The adoption of these systems can enable citizens to manage 

their own health, assist health professionals in making informed decisions and optimizing 

workflows, and support policymakers in designing effective and efficient healthcare 

strategies. The availability of increasing volumes of multimodal health data, including 

electronic health records, imaging, and sound data, combined with access to high computing 

power and rapid technological advances in AI-based data analysis, such as machine and deep 

learning models, interpretability techniques, and generative AI, has made it feasible to 

implement sophisticated AI systems to promote personalized healthcare. 

Despite this progress, ensuring the robustness of AI models in healthcare across diverse and 

evolving data distributions remains a major challenge to real-world deployment. Most 

machine learning models, typically assume that training and test data are independent and 

identically distributed. However, in real-world applications, this assumption is rarely met in 

clinical environments. Data drift, a general term describing changes in the statistical 

properties of data over time, can significantly degrade model accuracy and reliability [4]. A 

related concept, domain shift, refers to discrepancies between the source data used for training 

and the target data encountered during deployment. These shifts are common in healthcare 

due to variations in patient populations, clinical practices, equipment characteristics, and 

environmental conditions. When the distributions of the two domains are similar, the model 

is likely to handle target data as it did in training. However, as the target distribution diverges 

from the source distribution, trained models tend to yield poor results, failing to effectively 

handle the input data, leading to unreliable predictions [5], [6], [7]. The terms domain shift, 

data drift, and concept drift are often used interchangeably in the literature to refer to this 

phenomenon [4], [8], [9], [10], [11]. 

Data drift occurs due to multiple factors [4], including limited representation in training 

datasets [12], [13], the dynamic nature of system environment [12], changing protocols, and 

evolving epidemiological patterns. For example, a pandemic induces a dynamic environment 

with frequent variations of the virus and its features. Similarly, in medical imaging, scanners, 

acquisition settings, and operator expertise vary across institutions, or population 

characteristics may differ across regions. Such factors lead to shifts in the input data space, 

the output data space, or the conditional distributions between input and output spaces. These 

shifts pose significant challenges for maintaining the generalizability and reliability of 

machine learning models and can lead to performance degradation and unpredictable model 

behavior. Figure 1.1 gives a conceptual illustration of domain shift in multiple scenarios. 

Two major categories of drift are particularly relevant, temporal distribution shift [4] and 

acquisition shift [14]. Temporal distribution shift is linked to time-dependent changes, as it 

involves gradual, continuous or recurring [15] changes in the underlying data characteristics 

over time, such as seasonal trends or emerging disease variants. These changes can be 

influenced by both external change, such as long-term shifts in behavior or environment, and 

internal ones, such as evolving trends, and data seasonality effects. On the other hand, 

acquisition shift arises from abrupt changes due to differences in data collection mechanisms 

and is caused mainly by changes in external factors that alter the data features. This shift may 

not be continuous or gradual [15] but rather a distinct change at a specific point in time. For 
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instance, a model trained on data collected from one site might perform poorly if applied to 

data from a different site due to changes in the data acquisition, pre-processing, or 

reconstruction process [14]. Both types of data shift require adaptation of models, but each 

requires specific strategies for detection, quantification and mitigation to maintain model 

performance and reliability. 

 

Figure 1.1: A conceptual definition of domain shift in multiple scenarios. Differences (domain shift) between one or more 

source domains where the model is initially trained and a target domain (an out-of-distribution set of unseen data) where 

the model is applied after the original development. 

Growing attention has therefore been devoted to developing resilient AI systemsðmodels 

capable not only of maintaining robustness but also of detecting, adapting to, and recovering 

from unforeseen distributional changes [16], [17], [18]. Incorporating mechanisms for data 

shift detection and performance monitoring is essential for preserving accuracy and safety in 

dynamic healthcare environments. This thesis contributes to these efforts by developing 

adaptive methods for modeling under data drift and by evaluating them across two clinically 

significant domains, COVID-19 detection from audio recordings and cardiovascular risk 

stratification from carotid ultrasound imaging. These tasks exemplify the challenges 

introduced by heterogeneous, evolving, and multimodal data sources. Crowdsourced audio 

varies in quality and device characteristics, introducing both temporal and acquisition drift. 

Ultrasound imaging varies across equipment and clinical sites, resulting in domain-specific 

acquisition shifts. These characteristics make the two domains ideal testbeds for evaluating 

adaptive, resilient AI methods. 

1.2 Research objectives 
The primary objective of this thesis is to develop data-efficient adaptive methods for training 

resilient AI models and to evaluate their effectiveness in the presence of data shift. This study 

focuses on advancing the field of adaptive methods and improving model performance, 

generalization, and reliability in disease detection and risk stratification tasks subject to non-

stationary data. To achieve these goals, the following specific objectives have been identified: 

¶ Improving the performance of deep learning models when trained on multi-cohort 
datasets or data streams undergoing data drift. Various domain adaptation and active 
learning approaches are systematically compared, with a particular focus on their 
effectiveness compared to conventional deep learning approaches. The purpose of this 
objective is to assess the resiliency of deep learning models in different settings. 

¶ Systematically evaluating the potential advantages and disadvantages of using active 
learning and domain adaptation techniques. The assessment will cover aspects such as 
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data efficiency [19], model performance, and generalization, providing valuable 
insights into the trade-offs associated with these methods. 

¶ Developing and evaluating a unified methodological framework, based on the resilient 
AI workflow, as depicted in Figure 1.2, and assessing its effectiveness in multiple 
settings, i.e., using different types of data and addressing different data drift  sources. 
This unified framework, addresses the challenges posed by data drifts and performance 
degradation in deep learning models by integrating several key components: 

o A drift detection module to measure and identify distributional shifts in data. 

o An adaptation algorithm to update model parameters and mitigate the impact 
of data drifts. 

o An uncertainty estimation (UE) module to approximate the model's confidence 
in predictions, enhancing trustworthiness and facilitating human intervention 
where necessary. 

o Interpretability functionalities to explain both for the predictions of the model 
and the UE, enhancing transparency on the decision making process. 

The framework is designed to be flexible across tasks, data types, and drift sources 

and is evaluated in both COVID-19 detection and cardiovascular risk stratification. 

By integrating these components, the framework offers a comprehensive solution to maintain 

high performance and adaptability of deep learning models under data shifts. By achieving 

these objectives, the study ensures a clear focus on enhancing deep learning models' resilience 

and trustworthiness in dynamic and challenging healthcare settings. 

 

Figure 1.2: Proposed methodological framework. This framework illustrates the lifecycle of a resilient AI system designed 

to address the challenge of generalization in disease detection. By focusing on three modules, namely drift detection, 

adaptation and UE, it integrates continual learning approaches to enhance model performance, reliability, and 

trustworthiness across diverse and evolving deployment data. The conventional process of developing a DL system begins 

with data curation, where noisy or biased data are filtered to ensure high-quality inputs. This is followed by model training 

and deployment, enabling predictions in clinical environments. The framework incorporates drift detection mechanisms to 

identify shifts in data distribution, triggering adaptation processes that retrain or adjust the model to maintain accuracy and 

relevance over time. UE methods assess the confidence of predictions, a critical feature in healthcare decision-making to 

achieve graceful degradation in case of undetected or hard to adapt threat. Throughout its lifecycle the framework enables 

a human-in-the-loop approach, enhancing trustworthiness, particularly when the model encounters unfamiliar scenarios. 

AI has the potential to greatly enhance COVID-19 detection and cardiovascular risk 

stratification by enabling scalable, non-invasive, and accurate diagnostic support [20], [21], 

[22]. Rapid and reliable detection and timely intervention were critical in managing the covid-

19 pandemic and mitigating its impact, especially when traditional diagnostic resources are 

limited [23], [24], [25]. Crowdsourcing provides broad data coverage due to their scalability 

and ability to capture large amounts of data, crucial in situations where traditional data 

collection methods may not be effective, such as during pandemics [26], [27], [28], [29]. 

However, such datasets also present specific challenges, including the presence of noise, 

imbalances, biases, heterogeneity, and evolving data characteristics, underscoring the need 

for resilient methods that can handle drift. 
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Additionally, accurate risk stratification of cardiovascular disease patients can lead to better-

targeted therapeutic treatments and improved outcomes. The application of deep learning 

methods to carotid ultrasound imaging has demonstrated promising results, particularly in 

assessing atherosclerotic risk [30], [31]. However, real world application, human oversight of 

AI systems and reproducibility remains a challenge due to the lack of transparency, and the 

variability across scanners, protocols, and clinical populations. While training on large, multi-

center datasets is a common strategy, it is often constrained by limited labels, heterogenous 

imaging technologies, and the need to balance domain-specific accuracy with generalization 

[32]. Therefore, it is important to develop methods that can exploit information from 

heterogeneous sources and achieve remarkable results using small, diverse data sets for 

training. 

This thesis addresses these challenges by designing methods capable of handling diverse and 

evolving datasets. The unified framework developed here integrates continuous learning, 

uncertainty awareness, interpretability, and mechanisms for graceful degradation to maintain 

reliability in the face of drift. Applied across COVID-19 audio data and ultrasound imaging 

datasets, it provides a comprehensive evaluation of adaptive strategies under real-world 

conditions. By advancing methods for drift detection, domain adaptation, active learning, and 

uncertainty estimation, this work contributes to the broader transition toward resilient AI 

systems engineered to remain robust, transparent, and adaptive across changing clinical 

environments. Such systems are essential for the safe and successful integration of AI into 

healthcare practice. 



 

5 

Chapter 2  
Decision support systems for disease detection and risk 

stratification 
Artificial intelligence has emerged as a promising tool to transform healthcare, particularly in 

the development of decision support systems for disease detection [33], diagnosis [33], and 

risk stratification [34]. These systems harness the power of advanced algorithms to analyze 

complex medical data, offering insights that upgrade clinical decision-making. For patients, 

AI-driven DSS promise faster, more accurate diagnoses, enabling earlier intervention and 

improved outcomes. For clinicians and healthcare providers, AI-driven decision support 

systems act as essential tools to enhance diagnostic precision, reduce the time spent on tedious 

tasks, and provide evidence-based recommendations, particularly in complex or high-pressure 

clinical scenarios. 

However, the integration of AI into healthcare decision-making faces specific challenges [17]. 

The dynamic nature of healthcare data, characterized by evolving distributions, heterogeneous 

sources, and acquisition variability, poses significant hurdles to maintaining model 

performance over time. This necessitates the incorporation of resiliency functionalities in AI 

systems and the development of frameworks capable of detecting and adapting to data drift, 

ensuring consistent accuracy and reliability even in non-stationary environments. Resilient 

AI not only mitigates the risks of model degradation but also supports robust generalization 

across diverse populations and clinical settings. 

Another critical requirement for the adoption of AI in healthcare is explainability [17], [35]. 

Decision support systems must provide transparent insights into their predictions to promote 

trust and enable clinical validation. Explainable AI techniques allow clinicians to understand 

the rationale behind model outputs, identify potential biases, and ensure the relevance of 

predictions in specific contexts. Beyond trust, explainability is a vital component of ethical 

AI deployment, as it ensures accountability, supports regulatory compliance, and aligns with 

the principles of patient-centric care. 

This section examines the current state of the art for decision support systems for disease 

detection, focusing on two key modalities: imaging based and audio based diagnostic tools. 

2.1 Machine learning and Deep neural networks 
Machine learning serves as the backbone of modern decision support systems in healthcare. 

Its ability to extract patterns and insights from complex datasets has propelled the 

development of advanced diagnostic and risk stratification tools. Machine learning is a field 

of artificial intelligence that enables systems to learn patterns and make predictions from data 

without being explicitly programmed [36]. Mathematically, ML models optimize a function 

f, parameterized by ɗ, to map inputs x to outputs y: 

Ὢ ὼ ώ 

The objective is to minimize a loss function L, which quantifies the difference between the 

model's predictions and the true outputs. This optimization is often achieved using methods 

like stochastic gradient descent (SGD), which iteratively updates the parameters ɗ to reduce 

the loss: 

—ᴺ— –ɳ ὒ— 

where ɖ is the learning rate and ɳɗL(ɗ) is the gradient of the loss function with respect to the 

model parameters. 
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Deep learning, a subset of machine learning, employs artificial neural networks (ANNs) with 

multiple layers to approximate highly complex functions [36]. These models are particularly 

powerful for tasks involving high-dimensional data such as images, audio, and sequential 

signals. 

Feedforward neural networks (FNNs) form the basic structure of deep learning. In FNNs the 

information flows in one direction, from input to output. A FNN consists of interconnected 

layers of nodes, called neurons, in the form of a directed acyclic graph designed to process 

input data and generate predictions [36]. Each neuron computes a weighted sum of its inputs, 

applies a bias term, and passes the result through a nonlinear activation function: 

Ú ύὼ ὦȟὥ „ᾀ 

Where xk are the inputs of the neuron, wk are the weights of the neuron, b is the bias term of 

the neuron, z is the linear combination of the inputs, ů is the activation function, and a is the 

output of the neuron. Regarding the activation function ů, the most commonly used ones are 

the Rectified Linear Unit (ReLU) activation function, the hyperbolic tangent (tanh), the 

Sigmoid activation function, and the Softmax activation function [36]. Their corresponding 

formulas are given below: 

¶ ReLU: „ᾀ ÍÁØπȟᾀ 

¶ Tanh: „ᾀ  
  

  
 

¶ Sigmoid: „ᾀ  

¶ Softmax: „ᾀ
В

, for each output node k of the layer 

Deep learning architectures are formed by stacking different types of interconnected layers. 

The overall architecture of a deep learning model is organized in three types of layers. First 

is the input layer, which accepts raw data as input. Hidden layers, which extracts abstract 

features from the input data by performing linear transformations and applying nonlinear 

activations. The final layer is called output layer and its goal is to produce predictions for the 

target variable. 

Neural networks are trained by propagating errors backward through the network, through a 

procedure called backpropagation, to update the weights and biases [36]. Backpropagation 

computes gradients of the loss function with respect to each parameter using the chain rule: 

‬ὒ

‬ύ

‬ὒ

‬ὥ
Ͻ
‬ὥ

‬ᾀ
Ͻ
‬ᾀ

‬ύ
 

Where L is the loss function, a is the output of the neuron and z is the linear combination of 

layerôs inputs. The above chain rule is applied iteratively to train the parameters of layers 

further back towards the input. 

Convolutional neural networks (CNNs) extend FNNs by introducing convolutional layers 

designed for processing spatial data, such as images or any data with grid-like structure [36]. 

Their architecture incorporates convolutional layers to detect local patterns like edges, 

textures, and shapes. A convolutional layer applies a kernel K, which is formulated as a matrix 
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of weights smaller than its inputôs size, to transform its input X into a feature map F. The 

value of the (i,j) element mathematically is given by the equation: 

ὊὭȟὮ ὑάȟὲϽὢὭ άȟὮ ὲ 

Where X(i+m, j+n) represents the local patch of the input which impacts the value of the 

element and its size is called receptive field, and K(m, n) is the convolution kernel. 

Recurrent neural networks (RNNs) and their variants, including long short-term memory 

(LSTM) networks and gated recurrent units (GRUs), are designed for processing sequential 

data, such as audio recordings or time-series data [36]. Unlike FNNs, in RNNs information 

can flow back towards the input of the layer. This is achieved by feeding the output of an 

RNN layer as input to the same layer. RNNs maintain a hidden state ht that captures 

information from previous time steps, enabling them to model temporal dependencies. 

The hidden state at time t is computed as: 

Ὤ „ὡ ϽὬ ὡ Ͻὼ ὦ 

Where Wh and Wx are weight matrices for the hidden state and input, respectively, xt is the 

input at time t, and ů is an activation function, commonly tanh. 

2.1.1 Learning paradigms 

Machine learning models are trained using different approaches depending on the nature of 

the data and the availability of labels. Two foundational approaches are supervised learning 

and unsupervised learning, each tailored to specific tasks [36]. 

In supervised learning, the model is trained on labeled datasets where each input xRɴn is 

paired with a corresponding target y. The objective is to learn a mapping fɗ(x) such that the 

predictions approximate the true outputs: 

Ὢ ὼ ώ 

This is achieved by minimizing a loss function L, which measures the error between the 

predicted outputs and the true labels. The selection of an appropriate loss function depends 

on the specific task at hand. For instance, in regression tasks, where the model attempts to 

approximate the relationship between a dependent (target) variable and one or more 

independent (predictor) variables, a commonly used loss function is the Mean Squared Error 

(MSE) quantifying the distance between the predicted and the true value of the dependent 

variable: 

ὒ
ρ

ὔ
ώ Ὢ ὼ  

In classification or segmentation tasks, which are the most common in healthcare applications, 

the model attempts to predict whether the input sample or each pixel of the input belongs to 

a specific class, respectively. In such tasks a widely used loss function is the Cross-entropy 

loss function: 

ὒ
ρ

ὔ
ώȟÌÏÇὴȟ 

Where pi,k is the predicted probability of class k for sample i, and yi,k is a one-hot encoded 

representation of the ground truth. 
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Unsupervised learning, in contrast, involves training models on datasets without explicit 

labels [36]. The objective is to identify patterns or structures within the data, such as clusters 

or correlations in input dimensions. Unsupervised learning is commonly employed in 

healthcare applications, including the segmentation of regions of interest, without requiring 

extensive annotations, detecting anomalous data based solely on normal data, without 

requiring anomalous data, identifying disease subtypes from unlabeled data, or more simple 

tasks like noise removal, and visualization. 

Mathematically, unsupervised methods aim to minimize objectives related to the data's 

structure. For example, clustering aims to partition data samples into K clusters by minimizing 

intra-cluster distance and maximizing inter-cluster distance: 

ὒ ᴁὼ ‘ᴁ
ᶰ

 

Where ɛk is the centroid of cluster Ck. 

In contrast, in dimensionality reduction tasks, algorithms like Principal Component Analysis 

(PCA) or model like Autoencoders are used to minimize some form of a reconstruction error 

to project high-dimensional data into a lower-dimensional space while preserving the most 

important information: 

ὒ Ὠὢȟὢᴂ 

Where X is the original data sample and Xô is its reconstruction. 

Transfer learning is a machine learning technique in which knowledge gained through a 

source task or dataset is used to improve model performance on a target related task or dataset, 

particularly when the target dataset is small or lacks diversity. The two tasks should have the 

same kind of inputs, and there should be some commonality between the tasks so that low-

level features, or hidden representations of data, learned from source task will be useful for 

target task. Considering convolutional networks many image processing tasks require similar 

low-level features corresponding to the early layers of a deep neural network, whereas later 

layers are more specialized to a particular task, making such networks well suited to transfer 

learning applications. This is especially valuable in healthcare, where labeled data is often 

limited and transfer learning can be employed to improve generalization.  

Mathematically, let the source domain be Ὀ ὼȟώ  and the target domain be Ὀ
ὼ ȟώ . Transfer learning attempts to optimize a model fɗ that performs well on DT, 

leveraging knowledge from DS. In fine-tuning, the model fɗ pretrained on DS is adapted to Dɇ 

by updating its parameters ɗ: 

—ᶻ ÁÒÇÍÉÎ ȟ ᶰ ὒὪ ὼ ȟώ  

This process allows hidden representations learned from DS to improve the performance on 

DT. For example, a network trained on a large labelled data set of everyday objects can learn 

how to transform an image representation into one that is much better suited for classifying 

objects. Then, the final classification layer of the network can be retrained using a smaller 

labelled data set of medical images to create a classifier which achieves higher accuracy than 

if only the medical image data were used for training, because the network can exploit 

commonalities shared by natural images. 

When data for the target task is extremely scarce, it is common to retrain only the final layer 

of the network, leaving the earlier layers (which capture generalizable low-level features) 

unchanged. Conversely, when more data is available, it is feasible to retrain several layers to 
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better adapt the model to the target domain. The process of learning parameters using one task 

that are then applied to one or more other tasks is called pre-training. Pretrained models, often 

trained on large-scale datasets such as ImageNet or YouTube-100M, can accelerate training 

on domain-specific tasks by providing a strong initialization point. These pretrained models 

can be fine-tuned by retraining them on the target dataset or used as fixed feature extractors. 

In medical imaging, architectures such as ResNet, Inception, and VGG variants have 

demonstrated exceptional performance in tasks like lesion detection and risk stratification. 

Similarly, in audio diagnostics, models like VGGish, pretrained on massive audio datasets, 

have shown remarkable effectiveness in analyzing audio biomarkers, including coughs and 

breathing patterns, with minimal retraining. 

ResNet (Residual Network) [37] revolutionized deep learning by addressing the vanishing 

gradient problem that often hinders training of very deep neural networks. ResNet achieves 

this through the use of residual connections, or "shortcuts," which skip one or more layers and 

directly feed the input to a deeper layer. These connections allow the network to learn identity 

mappings, effectively bypassing certain layers when additional transformations do not 

improve performance. The architecture consists of multiple residual blocks, each with a series 

of convolutional layers, batch normalization, and ReLU activation, followed by an identity 

connection. 

Mathematically, a residual block computes: 

ώ Ὂ● ● 

Where F(x) represents the mapping learned from the weighted layers, and x is the input passed 

through the shortcut connection. 

ResNetôs scalability, with versions like ResNet-50, ResNet-101, and ResNet-152, has made 

it a popular choice for transfer learning. In healthcare, ResNet has been employed for tasks 

such as tumor detection in histopathology images [38], and classification of skin diseases 

[39]. Its ability to learn deep, hierarchical features ensures robust generalization even when 

fine-tuned on small medical datasets. 

The Inception architecture [40] introduced the concept of inception modules, which allow the 

network to simultaneously capture patterns at different scales by applying multiple 

convolutional filters of varying kernel sizes within a single layer. This design enables the 

model to process both fine-grained details and broader contextual information effectively. 

InceptionV3, a more refined version, incorporates several key improvements, including the 

use of factorized convolutions to reduce computational cost, batch normalization for faster 

convergence, and label smoothing to mitigate overfitting. 

The architecture is built around stacking inception modules, each combining 1x1, 3x3, 5x5 

convolutions along with max-pooling, in parallel. The outputs are concatenated to form the 

final representation: 

ώ Ὢ ȟὪ ȟὪ ȟὴέέὰ 

Where f represents the output feature map of each convolution filter. 

In healthcare, Inception V3 has been widely adopted for classifying abnormalities in 

diagnostic images, such as detecting diabetic retinopathy [41], identifying malignancies in 

mammography [42], and diagnosing pneumonia from chest X-rays [43]. 

VGG19, an extension of the VGG16 architecture [44], incorporates 19 weighted layers, 

comprising 16 convolutional layers and 3 fully connected layers. The key feature of VGG 

models is their simplicity and uniform design, which consists of the stacking of small 3x3 
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convolutional filters alternating with max-pooling layers. This design captures fine-grained 

details while maintaining a relatively manageable computational complexity. Each 

convolutional layer is followed by a ReLU activation function, introducing non-linearity, and 

the deeper architecture of VGG19 enables it to capture hierarchical features with greater 

precision. The model ends with three fully connected layers and a softmax output, making it 

suitable for classification tasks. Despite its computational demands, VGG19 has been widely 

used in healthcare for medical imaging tasks [45]. Applications include the segmentation of 

histological slides [46], classification of lung CT scans [45], and detection of brain tumors in 

MRI scans [47]. 

VGGish [48], a variant of the VGG architecture, was designed specifically for audio-based 

tasks and is pretrained on a large-scale audio dataset [49]. Unlike its counterparts for image 

data, VGGish processes Mel spectrograms, a time-frequency representation of audio signals, 

as its input. The architecture includes convolutional layers that extract local audio features, 

followed by fully connected layers that aggregate these features into a compact representation 

suitable for downstream tasks. 

The design of VGGish is inspired by VGG16, emphasizing simplicity through the use of small 

convolutional kernels and a uniform structure of stacking convolutional and pooling layers. 

Its pretrained features are versatile and have been applied in healthcare to analyze respiratory 

sounds for contactless diagnosing cardiac arrest [50], as well as in cough, breath and speech 

analysis for detecting COVID-19 [28]. The ability to generalize across diverse audio datasets 

makes VGGish a valuable tool for non-invasive diagnostic applications. 

2.2 Decision support systems based on spatial data 
Deep learning has been a transformative force in healthcare, particularly in leveraging spatial 

data for diagnostic applications. CNNs have demonstrated exceptional performance in 

medical imaging tasks, including segmentation, classification, and anomaly detection. These 

networks excel in identifying intricate patterns and features in images, making them 

indispensable tools for tasks such as detecting lung cancer in CT scans [51], [52], Alzheimerôs 

disease in MRI [53], and COVID-19 pneumonia in chest X-ray and CT images [33]. In the 

domain of cardiovascular risk stratification, CNNs are extensively utilized for analyzing 

carotid ultrasound images to detect plaques and assess the risk of stroke or other 

cardiovascular events [34]. 

A notable review in this domain [34], emphasizes the application of CNNs for cardiovascular 

disease risk stratification using medical imaging. This review analyzed 286 studies employing 

deep learning-based frameworks, showcasing the evolution of methodologies from solo deep 

learning to hybrid deep learning and ensemble architectures. While solo deep learning models, 

such as UNet and its variants, dominate the landscape due to their robust segmentation 

capabilities, hybrid deep learning approaches, combining multiple models like VGG-UNet 

and Inception-UNet, are increasingly adopted for their performance and robustness. The 

authors divide the CVD risk stratification DSSs into five generations. According to this 

division, the current state-of-the-art involves DL techniques for automated carotid artery wall 

segmentation and then using either image phenotype-dased or ML-based systems for CVD 

risk stratification. 

In [54] the authors proposed an attention-based UNet model designed for automated plaque 

segmentation and subsequent CVD risk stratification. This study used multi-institutional, 

multi-ethnic datasets, which enhance its generalizability and address variability in patient 

populations and imaging conditions. The study utilized datasets comprising 99 ICA images 

from the UK, 379 CCA images of 190 diabetic Japanese individuals, and 50 CCA images of 
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post-menopausal women from Hong Kong. This diversity in data sources suggests that the 

model was trained and tested across varying imaging protocols, devices, and patient 

demographics. 

The methodology centered on an attention-based UNet, an extension of the traditional UNet 

architecture, with attention gates integrated into the skip connections. These attention gates 

improved segmentation performance by focusing on relevant spatial features while 

suppressing irrelevant regions, making the model particularly effective for challenging cases 

such as low-contrast or overly bright plaque images. Data augmentation techniques, including 

rotation transformations, were applied to enhance the robustness of the model. 

Plaque segmentation served as the foundational task, extracting critical biomarkers such as 

total plaque area (TPA). The segmentation masks generated by the model were analyzed to 

compute TPA, which was then used for CVD risk stratification. The study employed a 

threshold-based classification approach, where the calculated plaque area was compared 

against a literature-based threshold to predict stroke risk. Specifically, TPA values exceeding 

40 mm2 were classified as high-risk, while those below the threshold were considered low-

risk. 

The attention-based UNet demonstrated superior segmentation performance compared to 

traditional UNet, UNet++, and UNet3P models. The model achieved a Dice similarity 

coefficient of 0.91 for the ICA dataset and consistently high AUC values (>96%) across all 

datasets, underscoring its robustness in diverse clinical scenarios. High correlations between 

predicted plaque areas and ground truth values validated the reliability of the segmentation-

driven classification process. 

By integrating segmentation with a clinically validated risk threshold, the study bridged the 

gap between technical advancements in image processing and practical applications in CVD 

risk management, while enhanced trustworthiness for end-users. While the employment of 

multi-institutional datasets addressed data heterogeneity during training, the studyôs reliance 

on supervised learning and labeled data also highlights a scalability challenge. As the cost of 

large-scale datasets grows, semi-supervised or unsupervised approaches could help reduce 

the dependency on labor-intensive annotation processes. 

In a more recent study [55] the researchers employed transfer learning using Inception V3 

and VGG-16 models to classify Doppler ultrasound images of carotid plaques as either high-

risk or stable. The dataset used was collected from the Second Affiliated Hospital of Fujian 

Medical University, comprising 460 color Doppler ultrasound images from 87 patients. Both 

vulnerable and stable plaque classes were perfectly balanced, consisted of 230 images each. 

Vulnerable plaques were identified using established two-dimensional ultrasound diagnostic 

criteria, which included characteristics like irregular plaque shapes, thin fibrous caps, and 

heterogeneous internal structures. Stable plaques were distinguished by their homogeneity 

and smoother surface features. Hypoechoic plaques were selected based on their echogenicity 

relative to reference structures, such as the sternocleidomastoid muscle. Images were 

preprocessed to ensure uniformity in resolution and quality, providing optimal input for the 

deep learning models. 

InceptionV3 achieved the highest accuracy of 93.81%, demonstrating superior performance 

in distinguishing between vulnerable and stable plaques. Its ROC-AUC values for the two 

classes separately were 85% and 92%, respectively, highlighting its strong performance. 

VGG-16 achieved an accuracy of 91.13%. Although slightly less effective than InceptionV3, 

it still demonstrated robust classification capabilities. 
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While these advancements underscore the transformative potential of deep learning in 

automating cardiovascular risk assessment, several challenges persist. Distribution shifts due 

to varying imaging protocols, device heterogeneity, or evolving patient populations can 

compromise model performance over time. While the data used in the first study comprised 

images from multiple institutions and populations, it did not exclusively address the possible 

presence of diverse patterns due to the heterogeneous sources of data. The dataset used in the 

second study comprised images from a single institution, limiting its generalizability across 

different populations and imaging conditions.  

Future research should focus on integrating resilient frameworks that can adapt to implicitly 

changing patterns, ensuring consistent performance across diverse settings. Additionally, 

introducing UE modules could provide clinicians with actionable insights, such as identifying 

cases with low predictive confidence. By addressing these challenges, deep learning models 

can achieve the robustness and transparency required for widespread adoption in clinical 

practice. 

2.3 Decision support systems based on spatio-temporal data 
The use of spatio-temporal data, such as audio recordings and sequential bio-signals, has 

emerged as a promising approach for non-invasive and scalable disease detection. In the 

context of audio-based diagnostics, deep learning models have shown significant potential for 

detecting diseases such as COVID-19 through the analysis of audio biomarkers like coughs, 

breath, and voice recordings. In [28], the authors explored the use of deep learning models to 

detect covid-19 from audio recordings collected via mobile devices. Their findings 

demonstrated that the use of audio biomarkers, such as coughs, breath, and voice recordings, 

can effectively identify cases of covid-19. The study employed deep learning techniques to 

process and analyze the audio data, achieving 62%, 66%, 61% and 71% AUC for the 

breathing, cough, voice and combined data, respectively. These results demonstrate the strong 

potential for practical application in real-world settings. Furthermore, a study [56] utilizing 

an end-to-end CNN to detect covid-19 from breath and cough audio recordings was 

conducted. The study comprised a dataset of 355 participants, including both symptomatic 

and asymptomatic cases of covid-19. The model achieved an AUC of 84.6%, indicating strong 

performance in distinguishing covid-19 positive cases from healthy individuals. This study 

emphasizes the feasibility and potential effectiveness of using audio signals as a scalable and 

cost-effective diagnostic tool for covid-19. 

To model the temporal dynamics inherent in audio and sequential data, researchers have 

employed various techniques that capture both spatial and temporal dependencies. These 

approaches can be divided into two categories: 3D CNNs and temporal aggregation. 3D CNNs 

extend traditional 2D convolutions into the temporal domain by using 3D convolutions on 

stacked frames, thereby enabling the joint modelling of spatial and temporal relationships. In 

contrast, temporal aggregation techniques extract image features on a timestep-by-timestep 

basis and combine instance-level information to produce final predictions. Two techniques 

that are frequently employed for the aggregation of temporal data are RNNs and segmental 

consensus functions [57], such as temporal pooling. 

Temporal pooling is a technique used to reduce the dimensionality of a sequence of feature 

vectors by combining them into a fixed-length representation. This can be achieved by taking 

the mean, maximum, or median of the feature vectors across the time dimension. Temporal 

pooling has been used in various tasks, including audio classification. The study presented in 

the paper [58] evaluates various deep learning frameworks for classifying COVID-19 status 

using audio biomarkers such as coughs, breathing, and speech. The authors proposed a robust 
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audio-based diagnostic framework incorporating temporal mean pooling, achieving 

competitive results. 

The methodology of this study incorporates a three-stage pipeline: low-level spectrogram 

extraction, high-level feature embedding using pretrained deep learning models, and final 

stage classification using a Light Gradient Boosting Machine (LightGBM). The low-level 

spectrograms include Mel spectrograms [59], Gammatonegram [60], and Scalogram 

representations [61], which transform raw audio data into features capturing both spectral and 

temporal dimensions. 

High-level features were extracted using two approaches. The first uses pretrained deep 

learning models trained directly on the DiCOVA dataset [62]. Models such as VGG16, 

Xception, and ResNet50 are retrained to generate embeddings. The second approach 

leverages models trained on large-scale datasets like AudioSet, including PANN [63], TRILL 

[64], and OpenL3 [65]. These models were chosen for their ability to generalize across diverse 

audio tasks. The extracted embeddings are reduced in dimensionality using temporal mean 

pooling and combined before being passed to the classifier. 

The study yielded significant findings. For example, combining embeddings from different 

audio inputs improved overall performance, achieving an AUC of 89.03% and a sensitivity 

of 63.33% in the challenge's multi-input track. Mel spectrograms consistently performed 

better than other spectrogram types, while the LightGBM classifier outperformed alternatives 

like SVM and Random Forest. 

Despite its strengths, the study has limitations, particularly regarding its handling of data 

imbalance and lack of resilience to domain shifts. While the authors applied oversampling 

techniques, their findings indicate that oversampling had minimal impact on AUC and 

sensitivity scores. From a resilient AI perspective, the framework does not explicitly address 

data drift or adaptive learning. The use of pretrained models provides some robustness to 

variations, but there was no explicit mechanism to monitor or adapt to changes in the 

distribution of input data over time. 

RNNs have been successfully employed in processing sequential data, including natural 

language and voice. In the medical field, RNNs have been applied to a range of tasks, such as 

predicting patient outcomes, analyzing electrocardiogram data, and detecting anomalies in 

vital signs. For instance, researchers have employed RNNs to predict the progression of 

Alzheimer's disease [66], diagnose sleep apnea from ECG signals [67], and detect sepsis from 

vital signs [68]. RNNs, when combined with a time-distributed feature extractor, can capture 

temporal dependencies between feature vectors. The combination of CNNs and RNNs to 

process both spatial and temporal information has gained increasing interest. Convolutional 

Recurrent Neural Networks (CRNNs) are hybrid models that have demonstrated impressive 

performance in various applications, including video analysis, speech recognition, and action 

recognition. 

In the medical field, CRNNs have achieved state-of-the-art performance in tasks such as 

ECG-based arrhythmia classification [69], classification of ECG heart signals [70], lung 

cancer staging [71],and glaucoma detection [72]. In [73], researchers developed an automated 

cough classifier using deep learning to distinguish between tuberculosis coughs, covid-19 

coughs, and healthy coughs. The study employed CNN and LSTM models, achieving a high 

F1-score of 92.59% for tuberculosis vs. covid-19 classification and 86.31% for tuberculosis 

vs. covid-19 vs. healthy classification. This method not only highlights the potential of audio-

based diagnostic tools but also demonstrates the robustness of deep learning models in 

handling noisy, real-world data. 
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In the field of sound classification, CRNNs have been extensively used to extract features 

from audio signals. For example, [74] proposed a method for classifying heart sounds based 

on Mel-frequency cepstrum coefficient (MFCC) features and convolutional recurrent neural 

networks. The study demonstrated the effectiveness of combining CNNs and RNNs in 

learning the temporal dependencies of audio signals. Previous studies have employed deep 

learning techniques to classify cough sounds in the context of cough sound classification. In 

[75], the authors employed a time-distributed CNN model followed by an LSTM layer for 

temporal aggregation to classify voice audio samples as either pathological or normal. 

Nevertheless, there is a lack of research that has utilized CRNNs to differentiate cough sounds 

between individuals who are positive and negative for covid-19.  

A notable study [20] focused on using longitudinal audio data for both COVID-19 detection 

and progression monitoring, offering insights into the dynamic characteristics of audio 

biomarkers over time. The dataset comprised crowdsourced recordings of coughs, breathing, 

and voice samples collected at multiple time points. This longitudinal approach provided a 

unique opportunity to investigate the temporal evolution of audio features associated with 

COVID-19. 

The methodology employed in this study combined traditional audio preprocessing 

techniques with advanced deep learning architecture. MEL-Spectrograms were generated 

from the raw audio data, transforming it into a time-frequency representation that served as 

input to the model. The authors utilized a sequential deep learning pipeline incorporating 

GRUs to capture temporal dependencies. GRUs are particularly suited to such tasks due to 

their ability to retain long-term dependencies while mitigating the vanishing gradient 

problem. By processing sequential spectrogram frames, the model was able to learn temporal 

patterns indicative of COVID-19 status. 

The study achieved an area under the ROC curve of 79% for COVID-19 detection, 

demonstrating the effectiveness of integrating temporal modeling into the analysis of audio 

biomarkers. Beyond detection, the study delved into progression monitoring by analyzing the 

changes in model predictions over time. For individuals in recovery, the model effectively 

captured decreasing probabilities of COVID-19 positivity, demonstrating correlations of 0.75 

and 0.86 between predicted probabilities and actual recovery trends in the general and 

recovery cohorts, respectively. This ability to track individual recovery trajectories highlights 

the utility of such systems for telemonitoring, especially in resource-limited settings where 

regular clinical evaluations may not be feasible. 

Another key aspect of the study was its analysis of spectrogram features to understand the 

manifestation of COVID-19 in audio data. By examining the evolution of harmonic structures 

and separability in spectrograms, the researchers provided insights into how the disease alters 

acoustic properties over time. These findings emphasize the critical link between disease 

progression and audio features, showcasing the potential of spectrogram-based decision 

support systems for real-world clinical applications. The studyôs robust methodology and its 

focus on longitudinal data provide a framework for future research aimed at integrating 

spatio-temporal modeling into clinical workflows. 

While the study presents a strong case for the application of CRNNs in audio-based decision 

support systems, it also has notable limitations when evaluated through the scope of real world 

scenarios. First, the study did not explicitly address the issue of data drift, which is a critical 

consideration for longitudinal datasets. Audio data collected over time is susceptible to 

distribution shifts caused by changing recording conditions, device heterogeneity, and 

evolving variants and population characteristics. These shifts can significantly affect model 
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performance and undermine its reliability. The absence of mechanisms for drift detection and 

adaptation limits the robustness and generalizability of the proposed approach. 

Second, the reliance on crowdsourced audio data introduces inherent challenges related to 

data quality and variability. Environmental noise, inconsistent recording setups, and 

variability in user behavior can introduce biases and confounding factors that degrade model 

performance. Although the authors employed preprocessing techniques to standardize the 

input data, these measures may not fully address the heterogeneity of real-world data streams. 

Incorporating adaptive techniques and frameworks could enhance the system's resilience. 

2.4 Explainability in decision support systems 
Explainability and interpretability are critical attributes of AI systems, especially in 

healthcare. While often used interchangeably, these terms have distinct meanings. 

Interpretability refers to the ability to understand, in human terms, how a model's inputs relate 

to its outputs, often through methods like sensitivity analysis. Explainability, on the other 

hand, delves deeper into the internal mechanics of a model, providing insights into the causal 

factors driving its decision-making process. 

2.4.1 Importance of explainability in healthcare 

For decision support systems (DSSs), particularly in high-stakes domains such as healthcare, 

explainability is a critical attribute. It bridges the gap between the complex, often opaque 

decision-making processes of artificial intelligence models and the need for clinicians and 

patients to trust and adopt AI-driven insights in practice. The ability to interpret and 

understand the outputs of AI systems provides several distinct advantages that enhance the 

overall efficacy and safety of these technologies in healthcare. By these advantages, 

explainability ensures that DSSs can deliver on their promise of improving healthcare 

outcomes while upholding the highest standards of safety, fairness, and trustworthiness. 

One of the most important roles of explainability is enabling healthcare professionals to 

validate predictions. AI systems often analyze vast and complex datasets to produce 

diagnostic or prognostic outputs. However, clinicians need to determine whether these outputs 

align with established medical knowledge, clinical guidelines, and their own expertise. 

Explainability ensures that the reasoning behind AI predictions is transparent, allowing 

healthcare providers to verify the plausibility of results and assess their relevance to specific 

clinical cases. This alignment supports trust and confidence, which are essential for 

integrating AI systems into clinical workflows. 

Explainability also plays a crucial role in detecting errors, which is vital for patient safety. AI 

models can occasionally produce incorrect or biased predictions, particularly in cases where 

training data is incomplete, unrepresentative, or contains inherent biases. By making the 

decision-making process transparent, explainability allows clinicians to identify 

inconsistencies in AI outputs. For example, if a model consistently relies on irrelevant 

features, such as scanner metadata or demographic attributes unrelated to the condition being 

diagnosed, explainability techniques can reveal these flaws. Detecting such errors early helps 

mitigate the risk of adverse outcomes and allows for corrective action, such as refining the 

model or incorporating additional data. 

In addition to improving predictions, explainability enhances accountability in AI-driven 

decision-making. Healthcare is a domain governed by strict ethical and legal standards, and 

any decision affecting patient outcomes must be justifiable. Explainable AI provides a clear 

rationale for each decision, ensuring that clinicians can trace the logic of AI systems and reject 

their use if necessary. This transparency is essential for compliance with regulatory 
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frameworks, such as the EU AI Act, which mandates the documentation of AI decisions and 

their underlying reasoning. 

Finally, explainability is a fundamental aspect of ensuring the responsible use of AI in 

healthcare. It allows practitioners to assess whether AI systems are adhering to principles of 

fairness, equity, and patient-centric care. For instance, explainability can uncover biases in 

model predictions. Addressing these biases is crucial to ensuring equitable access to high-

quality care for all patients. Furthermore, by promoting transparency, explainability supports 

patient autonomy and informed decision-making. Patients who understand how AI systems 

contribute to their diagnoses or treatment plans are more likely to feel empowered and 

engaged in their healthcare practice. 

Explainability is also a fundamental property of resilient AI, which aims to adapt and react to 

uncertain or unexpected real-world scenarios and is better described in the next section. 

Transparent systems are better equipped to handle variability and uncertainty in medical data. 

They allow for the identification of data quality issues and facilitate informed interventions 

when anomalies are detected. Additionally, explainability supports ongoing model refinement 

and the integration of clinician feedback during the AI lifecycle. 

2.4.2 Explainability methods 

The methods used to enhance explainability in AI models can be categorized based on their 

scope, integration within the modeling process, and their dependency on the underlying 

architecture. A commonly adopted taxonomy distinguishes these methods along several 

dimensions. Firstly, explainability methods are divided between model-specific and model-

agnostic methods. This division is based on whether the explainability method can be applied 

to different models or it is used to explain a particular type of model. Model-specific 

techniques are tailored to particular model classes, such as decision trees, and leverage the 

internal operation of those models for explanations. In contrast, model-agnostic methods 

operate independently of the model structure and rely on analyzing input-output relationships, 

making them versatile and applicable to any AI system. 

Explainability methods are also categorized as global or local. This is subject to whether the 

explainability method explain the entire modelôs input domain or only individual samples. 

Global methods provide a comprehensive perspective of how a model behaves across its 

entire input space, offering insights into overall trends, such as the significance of specific 

features in predictions. Local methods, on the other hand, focus on explaining individual 

predictions, revealing why a model produced a specific outcome for a given instance. 

Another distinction lies in the stage at which explainability is introduced. This distinction 

attempts to answer the question of when in the model development process is the 

explainability method applied. Pre-model approaches focus on ensuring interpretability 

during data preparation and feature selection. In-model methods involve designing 

interpretable architectures, such as linear regression or decision trees, that are inherently 

explainable. Post-model methods are applied after model development to provide insights into 

the predictions made by complex models, such as deep neural networks. 

Finally, methods can be categorized as intrinsic or post-hoc. This is based on the question 

whether the model is intrinsically explainable or the explainability method is applied after its 

development. Intrinsic explainability arises naturally from models with simple, interpretable 

designs. Post-hoc methods provide explanations for models that are not inherently 

interpretable, often using additional computational techniques to explain their outputs. 

Among these categories, model-agnostic methods have gained prominence due to their broad 

applicability, including black box models like deep neural networks. These techniques focus 
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on analyzing how input features influence outputs, without requiring knowledge of the 

model's internal structure. Several prominent model-agnostic methods are used in DSSs. 

One widely adopted technique is SHapley Additive exPlanations (SHAP), which is grounded 

in cooperative game theory. In SHAP, each input feature is treated as a player contributing to 

the prediction, and its importance is determined by computing its marginal contribution across 

all possible subsets of features. Mathematically, the Shapley value for a feature is defined as: 
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Where űi is the Shapley value of the i-th feature, S represents a subset of |S| features excluding 

i, M is the set of all features, fS and fS᷾ {i}  represent models trained using only the features in S 

and in the union of S and the i-th feature, respectively, and xS represents the values of features 

included in the S subset. By ensuring fair attribution, SHAP provides a comprehensive 

explanation of both global feature importance and individual predictions. 

Another influential model-agnostic method is Local Interpretable Model-Agnostic 

Explanations (LIME), which generates local approximations of a model's behavior. Behind 

this method, there is the assumption that every complex model is linear on a local scale. LIME 

works by creating a surrogate interpretable model, such as a linear regression, to approximate 

the predictions of the complex model in the vicinity of a specific instance. The surrogate 

model is optimized to minimize the loss between the original and approximated predictions, 

weighted by the proximity of perturbed samples to the target instance. This process can be 

expressed as: 
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Where g is the surrogate model, f is the original model, ́x is a proximity measure emphasizing 

nearby samples, and ɋ(g) is a complexity penalty ensuring that the complexity of g is kept 

low. 

Permutation feature importance is another method that assesses the global significance of 

features by quantifying how permutating its values impacts model performance. By breaking 

the relationship between the feature and the target variable, this method measures the decrease 

in performance attributable to the feature. The importance of a feature is calculated as the 

difference between the original model performance and the performance after shuffling. 

Partial Dependence Plots (PDPs) offer a graphical approach to global explainability by 

visualizing how a model's predictions change as a single feature varies while all other features 

are smoothed out. Mathematically, PDPs are computed as the average model prediction over 

the dataset, holding all features except the one of interest constant: 
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Where xi represents the features of interest, x-i
(j) represents the values of other features for the 

j-th sample in the dataset which are treated as random variables, f is the black box model, and 

N is the number of samples. 

2.4.3 Challenges and future directions 

Explainability methods play a crucial role in enhancing the interpretability and transparency 

of DSSs. Techniques such as SHAP and LIME provide detailed local explanations, shedding 

light on individual predictions, while methods like permutation feature importance and PDPs 
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excel at capturing global insights into a modelôs behavior. Despite their utility, these methods 

face significant challenges that hinder their widespread adoption and practical utility in 

healthcare applications. 

One major challenge is the computational intensity of many explainability techniques, 

particularly for high-dimensional data. Methods like SHAP require evaluating all possible 

subsets of features, which becomes infeasible as the number of features increases. Techniques 

such as LIME, which rely on generating perturbed samples to approximate the local decision 

boundary, also struggle with scalability when applied to large and complex datasets. This 

computational burden is particularly pronounced in time-sensitive healthcare applications 

where interpretability is required in real time, such as clinical decision-making in emergency 

scenarios. 

Another challenge lies in the inherent trade-off between simplicity and informativeness. 

While simpler explanations are easier for end-users, such as clinicians and patients, to 

understand, they may oversimplify the complex relationships that drive model predictions. 

Conversely, more detailed explanations can provide richer insights but risk overwhelming 

users with technical information or unnecessary complexity. Balancing this trade-off is 

critical for ensuring that explanations are both accurate and understandable to non-technical 

stakeholders. 

Model-agnostic methods, while versatile, face limitations in their ability to provide deep 

insights into specific model architectures. For example, techniques like LIME and SHAP 

focus on input-output relationships but may fail to capture the intricate internal 

representations of deep neural networks. This highlights the need for hybrid approaches that 

combine model-specific and model-agnostic methods to achieve more comprehensive 

explainability. 

The lack of standardized frameworks for explainability poses another significant hurdle. In 

healthcare, where regulatory compliance and ethical considerations are paramount, the 

absence of universally accepted benchmarks for evaluating and validating explainability 

methods is a cause of concern. Addressing this gap will require collaboration among 

researchers, clinicians, and regulatory bodies to define robust standards for explainability in 

healthcare AI. 

Future research should also focus on integrating explainability with other critical aspects of 

resilient AI systems, such as UE. By providing confidence scores alongside explanations, AI 

systems can offer a more precise understanding of predictions, helping clinicians identify 

cases where additional data or expertise is needed. Additionally, explainability methods could 

be used to analyze uncertainty itself, providing insights into which features or data attributes 

contribute most to the uncertainty. By clarifying the sources of uncertainty, such as noisy 

features, conflicting data patterns, or insufficient representation in training data, DSSs can 

guide targeted interventions to mitigate uncertainty. 

Lastly, fostering interpretability in DSSs requires embedding explainability throughout the 

AI lifecycle. This involves ensuring transparency in data preprocessing and feature 

engineering, designing interpretable models, and implementing post-hoc explainability 

methods. Emphasizing a lifecycle approach can improve trust and accountability at every 

stage, from model development to deployment. By addressing these challenges and 

embracing future advancements, DSSs can become more transparent, trustworthy, and 

ethically aligned. Prioritizing explainability not only supports greater trust among users but 

also enhances clinical outcomes and paves the way for patient-centered innovations that align 

with the principles of equitable and responsible AI. 
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Chapter 3  
Resilient AI 

3.1 Definition and importance 
In recent years, the growing need to deploy AI capabilities in critical domains such as 

healthcare has underscored the need for resilient AI systems. Resilience in AI refers to the 

system's ability to maintain its functionality, accuracy, and safety in the face of unexpected 

disruptions, errors, or evolving environmental conditions [17]. Unlike robustness, which 

emphasizes resistance to predefined variations and perturbations, resilience encompasses the 

ability to detect, adapt to, and recover from unforeseen challenges. This distinction is crucial, 

as robust systems may perform well under controlled conditions but fail when confronted 

with novel, real-world complexities. 

The importance of resilience in healthcare AI cannot be overstated. Healthcare environments 

are inherently dynamic and often unpredictable, with patients presenting varying 

physiological conditions, and demographic profiles. AI systems deployed in such contexts 

must not only deliver accurate predictions and diagnoses under stable circumstances but also 

respond effectively to deviations from expected patterns [10]. For instance, an AI model 

trained to detect covid-19 presence through crowdsourced cough recordings might encounter 

data with evolving acoustic features during deployment in real world scenarios. A resilient 

system would recognize the deviations in the input data, adjust its classification function, or 

even recommend human oversight, thereby ensuring patient safety and trustworthiness. 

Resilient AI also plays a pivotal role in building trust among healthcare professionals and 

patients. In a field where the stakes are life and death, the reliability of AI systems must be 

demonstrable, not just in terms of accuracy but also in their ability to handle errors gracefully 

and recover quickly. This capacity for self-awareness and adaptability encourages confidence 

in AI-driven decision support systems, encouraging their broader adoption in clinical practice 

[76]. 

Moreover, resilience extends beyond technical performance to encompass ethical and social 

dimensions. A resilient AI system must guarantee equity, thereby ensuring that its 

performance does not degrade disproportionately across different patient populations [77]. 

This is particularly relevant in healthcare, where biases in training data can lead to disparities 

in outcomes. By designing systems that are resilient to such biases and capable of adapting to 

diverse populations, developers can promote fairness and inclusivity in AI-driven healthcare 

solutions. 

In summary, resilient AI represents a complex concept that addresses the limitations of 

traditional robustness by focusing on adaptability, recovery, and equitable performance. Its 

importance in healthcare stems from the need to ensure reliable, and trustworthy AI systems 

that can address the complexities and uncertainties inherent in medical practice. 

3.2 Resilient AI properties 
To build AI systems that are both effective and adaptable in healthcare environments, certain 

foundational properties must be established [17], [18]. These properties form the foundation 

upon which resilient AI solutions are built, ensuring that they can handle not only normal 

operating conditions but also the uncertainties and challenges presented by real-world 

scenarios. The key properties of resilient AI, as applied to healthcare, can be understood as 

follows. 
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3.2.1 Robustness 

Robustness is a critical property of resilient AI, referring to the system's ability to maintain 

performance despite variability in the data or the presence of unexpected conditions [78]. In 

healthcare, where patient data can vary greatly due to differences in demographics, medical 

histories, and diagnostic procedures, AI models must be designed to handle this variability 

effectively. Robust AI systems can withstand noise, missing data, and other imperfections 

without significantly compromising their decision-making capabilities. For example, models 

should be trained to perform well even with limited or incomplete data, ensuring their utility 

in emergency or resource-constrained settings. A robust AI system in healthcare must also be 

resistant to adversarial attacks, which are intentional manipulations of data designed to 

mislead the model. In medical settings, adversarial attacks can have severe consequences, 

potentially leading to incorrect diagnoses or harmful recommendations. 

3.2.2 Adaptability 

Adaptability refers to an AI systemôs ability to evolve and adjust to new situations or 

challenges. In healthcare, adaptability is essential for ensuring the system remains effective 

over time [17]. This property includes the ability to continually learn, and update knowledge 

based on new data distributions, particularly when new diseases emerge, or diagnostic 

techniques evolve. Adaptability also involves the model's capacity to generalize across 

different environments. For instance, an AI system trained in one medical center or hospital 

should be able to adapt and perform well in other, potentially different environments, even if 

the underlying data distribution is not identical. Active learning [19], for instance, allows AI 

models to adjust to new healthcare contexts without requiring large amounts of new training 

data, which is often impractical in resource-limited settings. 

3.2.3 Transparency - Interpretability 

Another property of resilient AI is transparency and interpretability, which are especially 

critical in the healthcare sector, where decisions made by AI systems can directly affect 

patient outcomes [79]. A transparent AI model enables clinicians to understand the reasoning 

behind the modelôs predictions, increasing trust in its outputs. Interpretability is particularly 

important when models are deployed in subpopulations with sensitive attributes, such as 

disease diagnosis or treatment planning on underrepresented or minority groups, where 

human experts need to ensure the AIôs suggestions align with medical practices. Ensuring that 

AI systems are interpretable not only encourages trust but also facilitates accountability [79]. 

Clinicians can review and challenge AI predictions, especially in cases where the modelôs 

reasoning is unclear or when its predictions differ significantly from clinical judgment. This 

becomes particularly important when AI systems are deployed in high-risk environments, 

such as determining a patient's eligibility for a particular treatment or identifying early signs 

of disease. 

There are several techniques for improving interpretability, including saliency maps [35], [80] 

that highlight the most relevant features in an image for a particular prediction, and attention 

mechanisms that allow the model to focus on specific parts of input data that are more 

important for decision-making [81]. Additionally, post-hoc interpretability methods, such as 

the use of simpler surrogate models to explain more complex deep learning models, can 

provide insights into the decision-making process of AI systems [35]. 

3.2.4 Fundamental rights assurance 

Ethical concerns are another fundamental property of resilient AI, particularly in healthcare, 

where the utilization of sensitive medical data represents a significant risk. AI systems must 
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be designed to ensure fairness and equity, avoiding biases that could lead to harmful outcomes 

for certain patient groups [17]. For instance, if an AI model is trained on a dataset that is not 

representative of all demographic groups, it might perform poorly for underrepresented 

populations, leading to inaccurate diagnoses or treatment recommendations. To address this, 

conventional AI systems must adopt resilient functionalities, and undergo thorough targeted 

benchmarking to ensure they do not inadvertently perpetuate existing inequalities in 

healthcare [82]. This includes assessing models for bias across attributes such as race, gender, 

age, or socioeconomic status . Additionally, fundamental rights assurance frameworks must 

be established to govern the use of these systems, ensuring that decisions made by AI align 

with established medical ethics and respect patient autonomy and privacy. 

Furthermore, resilience also involves data privacy and security. AI models must be designed 

to adhere to regulatory frameworks such as GDPR in Europe, ensuring that patient data is 

protected from unauthorized access or misuse. Ethical AI should also prioritize informed 

consent, ensuring that patients understand how their data will be used and that they consent 

to their use of AI tools. 

In conclusion, the properties of resilient AI, robustness, adaptability, transparency and 

interpretability, and fundamental rights assurance, form the essential foundation for 

developing AI systems that can reliably perform in the evolving, non-stationary and complex 

real world scenarios of healthcare. These principles ensure that AI systems remain useful, 

trustworthy, and capable of supporting clinical decision making in a way that maximizes 

patient safety. 

3.3 Resilient AI design 
The practical deployment of resilient AI systems in healthcare settings presents a unique set 

of challenges and opportunities. While the foundational properties of resilience described in 

the previous section provide a conceptual framework, their successful implementation 

requires careful consideration of real-world constraints. This subsection explores how 

resilient AI can be effectively implemented in practice, highlighting key applications across 

different healthcare domains and providing examples of systems that embody the principles 

of resilience. 

This section proposes a taxonomy for resilient AI systems that are designed to develop 

predictive models from evolving and diverse data with unknown dynamics. It discusses a 

range of representative and popular algorithms that employ various adaptation strategies. 

Figure 1.2 provides a conceptual overview of the proposed resilient AI system, highlighting 

the operation of four main modules: the data management module, the drift detection module, 

the adaptation module, and the UE module. These components can be arranged flexibly, 

combined, or excluded based on specific application requirements. 

3.3.1 Data management 

Data management is a critical component of resilient AI, as it determines how evolving data 

streams are handled, stored, and utilized to ensure that predictive models remain accurate and 

adaptable to changing conditions. Adapting to data drift involves distinguishing between new 

and old information, either represented as the distribution of input data or concepts acquired 

by a model trained on such data [4]. This section will discuss data management decisions 

related to the former, while the adaptation section will detail adaptive learning schemes 

related to the latter. 
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Figure 3.1: Conceptual hierarchy of data management features in an adaptive framework. 

Adaptive learning algorithms typically assume that the most recent data is the most 

informative for current predictions. Therefore, data management focuses on learning from the 

most recent data, either on an example-by-example basis or in a batch-based manner. The 

former approach is widely used in online learning algorithms, which learn from one example 

at a time and ignore previous examples. Because online learning algorithms continuously 

update their models with the latest examples, they have an inherent ability to adapt to evolving 

distributions. However, they may be slow to adapt to abrupt changes, which is determined by 

the sensitivity of model updates with new examples [83], [84]. Finding the optimal setting 

involves a tradeoff between stability and sensitivity [85]. Examples of single-instance systems 

that explicitly address data drift include DWM [86], IFCS [87], and GT2FC [88]. 

An alternative data management strategy for maintaining model performance involves using 

batches of recent examples, which is frequently used in incremental learning. The size of the 

batches can be fixed or variable. Fixed-size sliding windows use a fixed number of the most 

recent examples at each time step, whereas variable-size sliding windows adjust based on a 

change detector. Two basic types of fixed size windowing are sequence-based and timestamp-

based sliding windows [89]. The former stores a fixed number of the most recent examples, 

while timestamp-based windows of size t include elements arriving within t units back to the 

present. Selecting the appropriate window size presents a challenge. A short window allows 

for quick adaptation during concept changes but may compromise stability during steady 

periods. On the other hand, a large window performs better during stable periods but reacts 

more slowly to concept changes. 

FLORA [90], one of the first supervised incremental learning systems for evolving data, uses 

a sliding window of a fixed length and constructs a new model at each time step based on the 

examples within the window. FLORA2 [90] introduces an adaptive window size that 

dynamically adds new examples and removes older ones to align with the current concept. 

Several studies explore methods, such as using support vector machines (SVMs) [91], to 

detect and handle concept changes by adjusting the window size based on the generalization 

error estimate, choosing the size that minimizes the leave-one-out error estimate. Variable-

length learning window approaches are explored in several papers [92], [93], [94]. 

Handling evolving data using batches often involves the strategic removal of obsolete 

observations. The choice of forgetting mechanism depends on expectations about changes in 

data distribution and the desired trade-off between system responsiveness and resilience to 

noise. Faster reactivity is associated with more abrupt forgetting, which increases the risk of 

capturing noise. Abrupt forgetting mechanisms either include or completely discard data 

samples within a given training window. Gradual forgetting mechanisms, on the other hand, 
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apply a weighting scheme to each data sample that gradually decreases over time [95]. The 

underlying assumption is that older data are less important for training the model on current 

concepts. 

3.3.2 Drift detection 

Detecting changes or drifts in evolving data is critical for adaptive algorithms. This involves 

identifying the point or time interval at which properties of the data change [96]. Concept drift 

detection is an integral part of dealing with concept drift by activating adaptation components 

to respond to changes in the new data [10]. Concept drift detection methods typically monitor 

the evolution of model performance (either true performance or using performance indicators) 

[90], [97] or raw data, and use test statistics to monitor the data stream, comparing the 

similarity of old and new samples to locate concept changes. These methods can be classified 

into distribution-based, which are further divided into either performance-aware or 

performance-agnostic, sequential analysis based, context-based and hybrid approaches. 

 

Figure 3.2: Conceptual hierarchy of drift detection mechanism features in an adaptive framework. 

3.3.2.1 Data distribution-based detectors 

Comparing distributions in two different time windows has been widely studied [98], 

especially in the context of data streams. These methods typically use a fixed reference 

window and a sliding detection window over the most recent examples. Similarity is estimated 

using distance measures between the distributions over these two windows, and statistical 

tests are used to test the null hypothesis. If the null hypothesis that the distributions are equal 

is rejected, a change is declared. The windows can monitor univariate or multivariate raw data 

or performance indicators [99]. The distance measures used to compare data distributions and 

estimate drifts are summarized in [100]. 

An entropy-based metric for measuring the inequality between the distributions of two sliding 

windows, including old and new examples, is presented in [101]. Other change detection 

methods in this category [102] use the Kullback-Leibler (KL) divergence between the 

probability distributions of the two windows to detect possible changes. One of the most 
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common change detectors using a variable detection window, W, is the ADaptive sliding 

WINdow or ADWIN [103]. Whenever two large enough sub-windows of W have sufficiently 

different means, the algorithm concludes that the expected values of the corresponding 

distributions are different, and the older sub-window is dropped. The advantage of such 

performance-agnostic detectors lies in their applicability to both labeled and unlabeled 

datasets. 

Performance-aware approaches track deviations in model performance to detect changes 

[104], [105]. An illustrative example is given in [106]. This method uses two models: stable 

and reactive. The stable model is trained over a long time period, while the reactive model 

predicts based on a short, recent time window. This method uses the stable model to make 

predictions because the stable model performs better than the reactive model when the target 

concept remains unchanged. The reactive model is used to detect concept drift by monitoring 

the differences in accuracy between the two models. When the target concept changes, the 

stable model is expected to show a decrease in performance relative to the reactive model. 

Similarly, in [107] two accuracies are used: the accuracy estimated over the whole stream and 

the accuracy estimated over a sliding window of the most recent examples. A concept drift is 

signaled when a significant decrease in recent accuracy is observed. 

Performance-aware detectors address changes that affect performance, minimizing false 

alarms while ensuring accurate localization of the change point. However, they require rapid 

feedback on ground truth labels, which is challenging [4]. 

3.3.2.2 Sequential analysis based detectors 

Several developed change detection algorithms are based on the Sequential Probability Ratio 

Test (SPRT) [108]. The SPRT serves as the basis for algorithms that discriminate between 

two unknown distributions, D0 and D1, represented by sequences of examples. To detect a 

change from D0 to D1, the likelihood of observing subsequences under D1 versus D0 is 

calculated, and a change is signaled when their ratio exceeds a defined threshold. The 

Cumulative Sum (CUSUM) test, an extension of the SPRT, is often used for change detection 

[109]. It alerts when the moving average of the most recent data deviates significantly from 

zero, using residuals from any indicator. The accuracy of CUSUM depends on the user-

defined parameters of drift and threshold, which affect the trade-off between early change 

detection and the frequency of false alarms. Low drift values allow faster detection at the cost 

of a higher number of false alarms. 

A CUSUM variant, the Page-Hinkley (PH) test, is a sequential analysis technique designed 

to detect changes in the normal behavior of a process modelled by a Gaussian signal [110]. 

PH calculates the cumulative difference between the observed values and their mean up to the 

current time and flags a change if this difference exceeds a user-defined threshold. 

3.3.2.3 Context-based detectors 

Context-based detectors use contextual information from the system or data to detect drift. 

Such detectors incorporate different approaches such as case-based reasoning [111], 

exploiting model explanation methodologies [112] or graph metrics [113], [114], [115]. 

Splice System [116] introduced a technique which adopts a context-sensitive batch learning 

approach. Its goal is to identify stable hidden contexts within intervals and subsequently 

induce and refine local concepts associated with these contexts. The main idea is to enrich 

examples with a timestamp feature and construct a decision tree. If the tree identifies splits 

based on the timestamp feature, distinct contexts are suggested. The IFCS algorithm [87] 

maintains a set of prototypes that divide each class into several subgroups. A prototype is 
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dropped when one of three monitored measures, namely staleness, penalization, and overall 

accuracy, falls below a defined threshold. 

3.3.2.4 Hybrid detectors 

Hybrid approaches aggregate the results of multiple detectors, either in parallel or 

hierarchically, providing a comprehensive detection strategy [10]. Parallel drift detectors 

integrate the decisions of multiple drift detectors to make the final judgement. Hierarchical 

drift detectors incorporate successive layers of drift detection. An illustrative example of such 

a detector is the predict-detect streaming framework [117]. This framework includes an 

unsupervised drift detection component that analyses unlabeled input data to detect significant 

drifts that may affect prediction performance. Upon detection of a drift, an active learning 

module is triggered to request additional labelled samples from an external oracle. These 

labelled samples are then used to confirm the previously detected drift, and if a significant 

drop in predictive performance is observed, the framework confirms the occurrence of a drift. 

3.3.3 Adaptation 

The adaptation component encompasses techniques and mechanisms for generalizing from 

examples and updating predictive models in response to evolving data. In this section, we 

discuss the related literature along two main axes: activation mode, which divides the existing 

methodologies based on activation mode, i.e. how the adaptation procedure is triggered; and 

model adaptation, which discusses how the system is adapted to maintain robust predictive 

accuracy. 

 

Figure 3.3: Conceptual hierarchy of adaptation module features in an adaptive framework. 

3.3.3.1 Activation mode 

Adaptation strategies that manage the adaptation of the prediction model fall into two types 

according to how they are activated: evolving and alarm driven. Evolving, or blind, strategies 

adapt the model without explicit change detection, using fixed size sliding windows to retrain 

the model with the latest w examples or example weighting [90], [91]. A special case of 

evolving adaptation is found in incremental and online learning, where the model 

continuously evolves with the incoming data. Evolving strategies are proactive and update 

the model based solely on the loss function. However, the main drawback of these approaches 

is their slow response to concept drift in the data. These methods consistently discard old 

concepts at a fixed rate, regardless of the presence of actual changes. Optimal adaptation may 
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involve faster discarding of outdated data when changes occur, and slower or no discarding 

when stability is maintained. 

Alarm driven strategies are triggered by drift signals and include global and local replacement 

methods. Global replacement is the most radical response to a drift and involves removal of 

the current model and complete reconstruction of the model [91], [93], [97]. A model is first 

trained with all available data. Then, whenever an adaptation is triggered, the previous model 

is discarded and a new model is learned on new data [91], [97].On the other hand, local 

replacement adapts specific parts of the data space affected by the drift. For example, in 

models such as decision trees, each node represents a specific region of the data space. Thus, 

such models need to adjust only those nodes affected by concept drift [84]. 

3.3.3.2 Adaptation methods 

Adaptive systems are divided based on their adaptation methods. This division depends on 

whether the learning module primarily focuses on forming the training set or managing and 

parameterizing the base predictor. However, these categories are not discrete, as adaptation 

strategies often fall in between. Towards training set formation, a typical example includes 

domain translation methods. Recently, methods have been developed to improve data 

representation by using generative adversarial networks (GANs) to generate source-target 

domain mappings for images [118], [119]. Non-deep learning based approaches have also 

emerged to address inefficiencies in training multiple generative models for different 

mappings, especially for multidimensional data. These methods aim to correct drifts in multi-

site medical imaging data [120]. They use approaches such as ComBat methods, which were 

originally proposed to remove batch effects in genomics data [121]. 

Another frequently employed adaptation method based on training set formation is active 

learning. This approach enables the model to bridge the gap between drifted domains by 

identifying the most informative examples from the target domain, thereby facilitating the 

learning of novel concepts in a supervised and data-efficient manner. Active learning 

strategies have emerged as a valuable tool for addressing the challenges posed by domain 

shift in a range of machine learning tasks. In [122] a novel uncertainty-based approach was 

introduced utilizing hyperbolic space for active learning in semantic segmentation under 

domain shift. The proposed method employs the geometric properties of hyperbolic space to 

efficiently select data points for labelling. This approach was evaluated on two synthetic-to-

real benchmarks, demonstrating the potential for reducing the labeling effort while 

maintaining high model accuracy and effectively handling domain shifts. The study in [123] 

focus on improving active domain adaptation the utilization of clustering uncertainty-

weighted embeddings. The research examines the balance between uncertainty and diversity 

in active learning and proposes a hybrid approach combining constant-weighted and 

uncertainty-weighted sampling. Another study [124] addresses the critical issue of 

mismatched label distributions between source and target domains. By sampling target data 

that approximate the entire target distribution while ensuring diversity, and uncertainty, this 

approach achieves substantial performance improvements across multiple benchmarks. The 

method effectively aligns label distributions, enhancing model robustness under domain 

shifts. 

Another group of approaches, closely related to training set formation but incorporating 

model management characteristics, makes use of distribution alignment to learn invariant 

representations of the drifted data. This approach involves aligning the feature distributions 

of the source and target domains to reduce the discrepancy between them, thereby enabling 

the model to generalize better to unseen data. One of the most prominent methods for 

unsupervised domain adaptation is using discrepancy measures such as maximum mean 
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discrepancy, MMD [125], or correlation distance [126] to quantify the dissimilarity between 

distributions and minimize it. Another study extends the CORAL method to deep learning by 

aligning the second-order statistics of the source and target feature representations [127]. 

Deep CORAL aims to minimize the domain shift by aligning the correlation matrices of deep 

features learned by convolutional neural networks. In the context of cross-domain fault 

diagnosis, [128] propose a multisource domain adaptation technique. Their approach fuses 

multisource information and optimizes classifiers locally and globally using Wasserstein 

discrepancy and higher-order moment techniques. Additionally, [129] propose a novel 

framework, which reconstructs latent domains from multiple sources using an expectation-

maximization mechanism. This framework clusters samples into different latent domains and 

optimizes domain adaptation, significantly improving performance over baselines by up to 

3.1% in AUC. Other approaches use adversarial losses and domain-adversarial training of 

neural networks [130], [131]. This approach uses a domain classifier to learn domain-

invariant features by minimizing the discrepancy between source and target domain 

distributions. The model incorporates a gradient reversal layer, which ensures that the feature 

extractor learns features that confuse the domain classifier, effectively aligning the 

distributions. 

Ensemble learning, where multiple models are maintained to make a combined prediction, is 

a typical example of widely used strategies in adaptive systems based on model management. 

It assumes that, during a change, data is generated from a mixture distribution [132]. There 

are three types of ensemble learning for dynamically changing data: dynamic combination, 

continuous model update, and structural update. In dynamic combination approaches, base 

learners are trained in advance and dynamically combined to respond to data drifts. This 

technique has been investigated by several researchers [83], [90]. The second approach 

proposes either retraining base predictors in batch mode or updating them online with new 

data [133], [134]. Meanwhile, the structural update responds by adding new predictors or 

reactivating existing ones and removing or deactivating inefficient ones [86], [135]. These 

approaches are not mutually exclusive and can be combined. 

3.3.4 Uncertainty estimation 

The integration of UE into resilient AI systems enhances their trustworthiness and safety, 

which is of great importance in high-risk domains such as healthcare. Unlike traditional 

deterministic models, which provide a single prediction without any measure of reliability, 

uncertainty-aware models output both a prediction and an associated confidence score. By 

identifying uncertain predictions and referring them to human experts, these systems can 

prevent catastrophic errors and ensure that critical decisions are made with appropriate 

oversight. This is known as graceful degradation, a crucial feature in healthcare decision-

making. Furthermore, in this study UE is employed as a criterion for active learning, to 

efficiently explore regions in the data input space with which the model is unfamiliar. 

3.3.4.1 Types of uncertainty in AI systems 

Uncertainty in AI systems typically arises from two primary sources, aleatoric uncertainty 

and epistemic uncertainty. Aleatoric uncertainty represents the inherent noise and variability 

in the data. For instance, variations in imaging quality or differences in audio recording 

conditions can introduce aleatoric uncertainty. This type of uncertainty is irreducible but can 

be mitigated through robust preprocessing and feature extraction techniques. For example, in 

the context of cardiovascular risk assessment from carotid ultrasound images, variations in 

image signal to noise ratio or patient positioning introduce aleatoric uncertainty. Robust data 

preprocessing, such as noise reduction and image registration, can help manage this 
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variability. However, since aleatoric uncertainty is tied to the data itself, it cannot be 

eliminated. 

 

Figure 3.4: Illustration of aleatoric and epistemic uncertainty. Two classes are depicted by circles and squares (colored for 

known and gray for unknown labels), separated by decision boundaries (solid for learned from available data and dashed 

for optimal). The green region represents high aleatoric uncertainty, including samples that are inseparable given available 

features. Additional training with samples from this region cannot reduce model uncertainty, unless discriminative or 

additional features are used. The brown region represents high epistemic uncertainty, showing significant discrepancies 

between the learned and optimal decision boundaries due to lack of training samples in this region. Further training with 

samples from this region can reduce this epistemic uncertainty and improve model accuracy. [136] 

Epistemic uncertainty, on the other hand, arises from the modelôs limited knowledge due to 

insufficient or biased training data. In healthcare, this is particularly problematic when models 

are deployed in new clinical settings or applied to diverse patient populations not represented 

in the training dataset. This issue is closely related to the phenomenon of domain shift, where 

differences between the source (training) and target (deployment) domains degrade model 

performance. Bayesian Neural Networks (BNNs) and probabilistic models have been 

proposed as effective solutions for addressing epistemic uncertainty by providing better 

uncertainty estimates in out-of-distribution scenarios [137], [138]. In cardiovascular imaging, 

for instance, epistemic uncertainty may arise when a model trained on ultrasound data from 

one hospital is applied to data from another hospital with different imaging protocols or 

patient demographics. Expanding the training dataset to include more diverse examples or 

using domain adaptation techniques, such as Source-Free Domain Adaptation (SFDA), can 

reduce this uncertainty by improving the modelôs generalization to unseen data. 

Figure 3.4 illustrates an example of aleatoric and epistemic uncertainties in a binary 

classification task, highlighting regions of high uncertainty where the model may require 

additional data or expert intervention to improve its predictions. 
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3.3.4.2 Uncertainty estimation methods 

Several methods have been developed to estimate uncertainty in deep learning models, each 

with unique advantages and applications in healthcare. 

Monte Carlo dropout (MCD) is one of the most widely adopted techniques for UE in deep 

learning. It leverages the dropout mechanism, normally used only during training [139], to 

approximate Bayesian inference [140]. By performing multiple forward passes through the 

network with dropout enabled, the model generates a distribution of predictions for each 

input, from which variability measures, such as total variance, can be derived. This approach 

has been successfully applied in various medical domains, including digital pathology [141] 

and brain-computer interfaces [142], to provide uncertainty estimates alongside predictions, 

thereby enhancing the reliability of AI systems in critical applications. Fine-tuning the 

dropout parameters to optimize UE has been shown to enhance model reliability, particularly 

in scenarios involving domain shift or limited labeled data. 

Ensemble learning is another effective technique for UE, where multiple models are trained 

independently, and their predictions are combined. The variance among the predictions of the 

ensemble members serves as an indicator of uncertainty, providing a robust measure of 

confidence. Ensemble methods not only improve model accuracy but also enhance reliability 

by capturing different aspects of the data distribution and quantifying uncertainty. In 

diagnostic applications, ensemble models have been used to flag ambiguous cases that require 

further investigation, thereby reducing the risk of misdiagnosis [143]. For example, ensemble 

learning has been applied to cardiovascular disease detection [144], where it optimized 

treatment execution by providing physicians with confidence scores, highly correlated to 

prediction accuracy, paving the way for more qualitative and effective decision-making in 

medical predictive analysis. 

Conformal prediction is another promising technique for UE. It provides a framework for 

generating prediction intervals that are guaranteed to contain the true label with a specified 

confidence level [145], [146]. Conformal prediction methods offer a range of possible 

outcomes, making it particularly valuable in healthcare, where uncertainty must be explicitly 

communicated to clinicians. Recent advancements in adaptive conformal prediction have 

focused on improving the flexibility and accuracy of prediction intervals by incorporating 

independent models that adjust to the characteristics of each test point [147], [148]. These 

methods have been extended to handle limited labeled data by leveraging large amounts of 

unlabeled data, a critical advantage in healthcare settings where labeled data is often scarce. 

In cardiovascular risk stratification, conformal prediction can provide clinicians with a range 

of possible risk scores, helping them make more informed decisions about patient 

management and intervention. 

3.3.4.3 Integration of uncertainty estimation into active learning 

UE also plays a pivotal role in active learning, where it is used to identify the most informative 

samples for labeling. Active learning strategies [149] prioritize samples with high uncertainty, 

as these are likely to provide the greatest improvement in model performance when labeled 

and incorporated into the training dataset. This approach is particularly valuable in healthcare, 

where labeled data is expensive and time-consuming to obtain. By integrating UE into an 

active learning framework, models can iteratively select and annotate the most uncertain 

samples, thereby exploring the input space while keeping low overall labeling effort and 

maintaining high performance. Recent studies [150] have demonstrated that this strategy can 

significantly enhance the efficiency and robustness of active learning in cardiovascular 
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disease risk stratification, where the model must generalize across diverse patient populations 

and imaging conditions. 
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Chapter 4  
Covid-19 detection using multimodal crowdsourced data: 

Modeling 
This chapter presents the supervised deep learning methods developed for predicting the 

presence of covid-19. The experiment uses audio recordings of biosignals, including coughs, 

breathing, and voice, as well as tabular data to aid in the prediction of covid-19 presence. 

Each method is described in detail, highlighting its strengths and weaknesses, and the 

validation and testing process is discussed. The following subsections will present a review 

of the most recent covid-19 prediction methods based on deep learning, with a particular 

emphasis on the utilization of audio data. The challenges associated with using this type of 

data, considering the variability across different biosignals, are also discussed. The research 

findings provide insights into the use of machine learning for predicting covid-19 positivity. 

This could enhance diagnostic testing availability and assist in pandemic management. 

4.1 Smarty4Covid dataset 
The dataset used in this study is the Smarty4Covid crowd-sourcing data collection [26]. It is 

a multi-modal dataset that includes audio records and tabular data. The crowd-sourcing data 

collection strategy targeted Greek and Cypriot citizens over 18 years old who completed a 

questionnaire consisting of several sections accompanied by audio recordings of voice, 

breath, and cough. The questionnaire provides information on demographics, covid-19 

vaccination status, medical history, vital signs measured by oximeter and blood pressure 

monitor, covid-19 related symptoms, smoking habits, hospitalization, emotional state, and 

working conditions. The Smarty4Covid dataset includes four types of audio recordings: (i) 

three voice recordings where the user was required to read a specific sentence, (ii) five deep 

breaths, (iii) 30 seconds of regular breathing close to the microphone of the device, and (iv) 

three voluntary coughs. 

The dataset contains audio signals from 4.679 participants, including 4.676 cough recordings, 

4.665 regular breathing samples, 4.695 instances of deep breathing, and 4.291 voice 

recordings. This dataset provides a strong basis for developing and refining predictive models 

related to covid-19 infection. The data collection began in January 2022, coinciding with the 

spread of the Omicron variant in Greece, which led to an increase in covid-19 prevalence 

(17.3% of users tested positive for covid-19). 

The representativeness of the smarty4covid dataset was assessed in terms of demographics, 

covid-19 prevalence, symptoms, vaccination status and biosignals. Figure 4.1 shows the 

distribution of gender, age and covid-19 test results. The data shows that male users constitute 

a higher percentage (61.0%) than female users. The age range of users is wide, with the 

majority falling between 30 to 59 years, a group that is more familiar with mobile devices. 

The submissions comprise covid-19 test results from various test types, including PCR, rapid 

antigen, and rapid antigen self-test, as illustrated in Figure 4.1. A notable 79.5% of 

submissions contain test results. Figure 4.2 displays the distribution of positive, negative, and 

untested individuals by gender and age group. Both male and female populations present 

similar percentages of positive and negative individuals. The percentage of positive 

individuals shows a slight decline with the age, while the number of untested individuals is 

increasing. The number of individuals with negative results varies, increasing until the age 

group between 40 and 49, and then decreasing. 
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Figure 4.1: Basic demographics and descriptive statistics for the Smarty4Covid dataset. 

 

  

Figure 4.2: Multivariate statistics of Smarty4Covid dataset. The distribution of covid negative/positive or not tested 

population across related to gender and age group. 

Figure 4.3 shows the prevalence of underlying medical conditions associated with the 

progression of covid-19 in the smarty4covid dataset. 27% of users reported having at least 

one underlying medical condition, with hypertension being the most commonly reported. The 

distribution of underlying medical conditions closely matches that published by Eurostat1, 

which considered the general population in Greece. Figure 4.4 compares the distribution of 

underlying medical conditions between genders. With the exception of asthma and 

immunosuppression, males exhibit the reported medical conditions more frequently than 

females. Male participants have more than twice the frequency of coronary artery disease, 

hypertension, and diabetes mellitus compared to females. 

 

1 
https://ec.europa.eu/eurostat/databrowser/view/HLTH_EHIS_CD1E__custom_5329514/settings_1/table?lan
g=en&page=time:2019 
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Figure 4.3: Distribution of underlying medical conditions in Smarty4Covid dataset and the Eurostat data. 

 

 

Figure 4.4: Distribution of underlying medical conditions in Smarty4Covid in relation to different genders. 

In terms of covid-19-related symptoms, more than half of users reported experiencing at least 

one symptom. Figure 4.5 shows the prevalence of each symptom in groups of covid-19 

positive and covid-19 negative individuals. As anticipated, individuals who test positive for 

covid-19 have a higher prevalence of symptoms. Furthermore, some symptoms are specific 

to either covid-19 negative cases (such as sneezing, diarrhea, dyspnea, and sputum) or covid-

19 positive cases (such as dry throat, loss of taste or smell and fever), while others are equally 

prevalent in both groups. Figure 4.6 shows the frequency of each symptom based on 

vaccination status (unvaccinated, fully vaccinated, and booster dose). The data suggest that 

individuals who received a booster dose experienced fewer symptoms compared to those who 

were not vaccinated. Figure 4.6 displays the percentages of covid-19 positive and negative 

individuals for each vaccination status. The prevalence of covid-19 is lower among the 

population who received a booster dose. Finally, Figure 4.7 illustrates the distribution of 

vaccination statuses and covid-19 test results in relation to the number of reported symptoms. 

As the number of reported symptoms increases, the proportion of individuals who have not 
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received a booster dose increases in relation to those who have received a booster dose. 

Meanwhile, the percentage of partially vaccinated or unvaccinated individuals remains 

relatively stable. Similarly, as the number of reported symptoms increases, the proportion of 

individuals who test positive increases relative to those who test negative or have not been 

tested. 

 

 

Figure 4.5: Distribution of covid-19 related symptoms presence in covid-19 positive and negative groups separately. 

 

 

Figure 4.6: Distribution of covid-19 related symptoms presence in relation to the vaccination status (left) and distribution 

of covid-19 positive and negative individuals in relation to the vaccination status (right). 
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Figure 4.7: Total number of symptoms in relation to the vaccination status (left) and the covid-19 test result (right). 

The smarty4covid dataset contains vital signs, including oxygen saturation, beats per minute 

(BPM), and diastolic/systolic pressure, as measured by means of relevant devices. Figure 4.8 

shows a box plot of oxygen saturation for different age groups, demonstrating a slight 

decrease in oxygen saturation with age. 

 

Figure 4.8: Distribution of oxygen saturation values across different age groups. 

 

4.2 Development of deep learning classifiers for detecting covid-19 

from cough recordings 

4.2.1 Methodology 

This section outlines the methodology used to develop a deep learning model for predicting 

covid-19 positivity using audio data. The study compares the use of Recurrent Neural 

Networks (RNNs) and temporal pooling for temporal aggregation, as well as the use of pre-

trained feature extractors and Convolutional Neural Networks (CNNs) trained from scratch 

on mel-spectrograms derived from audio recordings. The mel-spectrograms were divided into 

segments and processed using a sliding window approach at different time intervals. Each 

segment underwent independent processing by the CNN component, generating a sequence 

of feature vectors that represented the temporal evolution of acoustic characteristics within 

the audio signal. To summarize the temporal dynamics captured by the CNN component, 

temporal aggregation techniques such as RNNs or temporal pooling were applied to the 

sequence of feature vectors of the audio signal over time and derive the final prediction. 
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Figure 4.9 Architecture of the CRNN model trained from scratch. 

Four different approaches were compared, the first being a Convolutional Recurrent Neural 

Network (CRNN) architecture, which was trained from scratch, to predict covid-19 positivity 

using cough audio data. The CRNN consists of a stack of convolutional layers with 

hyperparameters such as kernel size (K) and number of filters (N), fine-tuned through grid 

search cross-validation. Each CNN block comprises two CNN layers with Rectified Linear 

Unit (ReLU) activation function, followed by a batch normalization layer, as shown in Figure 

4.9. Each block also contains a max pooling layer to downsample the feature maps by a factor 

of 2. The CRNN's time-distributed part extracts one feature vector for each timestamp 

(segment) of the input data. The resulting sequence of feature vectors is then fed into a 

recurrent layer with a specified number of units (M), another hyperparameter fine-tuned for 

optimization. Different types of recurrent layers, namely LSTM and GRU, were employed. 

The RNN output is then directed to a fully connected dense layer that calculates the 

probability of detecting a covid-19 infection. 

During the model training process, the loss function selection was considered as a 

hyperparameter. Two commonly used loss functions for binary classification tasks, binary 

cross-entropy and binary focal cross-entropy [151], were considered. L2 regularization was 

implemented to mitigate overfitting. The evaluation of model performance included several 

metrics, such as accuracy, specificity, sensitivity, and the Area Under the Receiver Operating 

Characteristic Curve (AUC). Hyperparameter tuning was performed using 4-fold cross-

validation. Parameters fine-tuned included the length of mel-spectrogram segments, size of 

convolutional layer kernels, number of filters in convolutional layers, number of units in the 

recurrent layer, type of recurrent layer (LSTM, GRU), loss function employed (binary cross-

entropy, binary focal cross-entropy), and lambda of the L2 regularization. Table 4.1 presents 

these hyperparameters and their explored values. 

In addition, a CRNN model was developed using the VGGish pretrained model as a feature 

extractor and the same temporal aggregation setting as described above. The VGGish model's 

learned representations were used to extract discriminative features from segments of Mel 

spectrograms derived from audio data. The VGGish model was originally designed for 

general audio classification. It is a deep CNN that was trained on Audio Set [49], which is a 

large-scale labeled audio dataset. The model facilitates the extraction of hierarchical 

representations of audio signals, which enables the capture of relevant acoustic patterns to 
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distinguish covid-19 positive from negative recordings. Figure 4.10 shows the modelôs 

architecture and Table 4.2 presents these hyperparameters and their explored values. 

TABLE 4.1: PARAMETER GRID FOR CRNN FINE TUNING 

Parameter Values 

Segment length [64, 128] 

CNN kernel size [[5, 5, 5], [9, 6, 3], [16, 8, 4]] 

CNN kernels [[8, 16, 32], [16, 32, 64], [32, 64, 64], [32, 64, 128]] 

RNN units [64, 32, 16] 

Type of the recurrent layer [LSTM, GRU] 

Loss function [Binary cross-entropy, Binary focal cross-entropy] 

Lamda [0.001, 0.01, 0.05] 

Learning rate [1e-6, 1e-5, 1e-4] 

 

 

Figure 4.10: Architecture of the VGGish based CRNN model. 

 

TABLE 4.2: PARAMETER GRID FOR VGGISH-BASED CRNN FINE TUNING 

Parameter Values 

RNN units [64, 32, 16] 

Type of the recurrent layer [LSTM, GRU] 

Loss function [Binary cross-entropy, Binary focal cross-entropy] 

Lamda [0.001, 0.01, 0.05] 

Learning rate [1e-6, 1e-5, 1e-4] 

 

Finally, the feature extractors have been combined by means of temporal pooling in order to 

achieve temporal aggregation. To generate the final prediction, the sequence of feature vectors 

was processed using a temporal pooling layer and a fully connected layer. L2 regularization 

was employed to regularize the parameters of the fully connected layer. Figure 4.11 and 

Figure 4.12 depict the architectural representations of the CNN and VGGish-based models 

with temporal pooling. Table 4.3 and Table 4.4 present their hyperparameters and their 

explored values. 
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Figure 4.11: Architecture of the trained from scratch CNN model with temporal aggregation. 

 

Figure 4.12: Architecture of the VGGish based model with temporal aggregation. 

TABLE 4.3: PARAMETER GRID FOR THE CNN TRAINED FROM SCRATCH FINE TUNING 

Parameter Values 

Segment length [64, 128] 

CNN kernel size [[5, 5, 5], [9, 6, 3], [16, 8, 4]] 

CNN kernels [[8, 16, 32], [16, 32, 64], [32, 64, 64], [32, 64, 128]] 

Loss function [Binary cross-entropy, Binary focal cross-entropy] 

Lamda [0.001, 0.01, 0.05] 

Learning rate [1e-6, 1e-5, 1e-4] 

 

TABLE 4.4: PARAMETER GRID FOR VGGISH-BASED MODEL FINE TUNING 

Parameter Values 

Loss function [Binary cross-entropy, Binary focal cross-entropy] 

Lamda [0.001, 0.01, 0.05] 

Learning rate [1e-6, 1e-5, 1e-4] 

 

During data preprocessing, the audio recordings were normalized using min-max 

normalization, and the leading and trailing silence were removed. Subsequently, Mel 

spectrograms, which capture the spectral content of the audio signal, were extracted. To 

handle the variable time length of different audio recordings, the spectrograms were 

windowed into segments of the same length. Using a sliding window technique, where the 

model is trained on overlapping segments of the spectrogram, also helps to ensure that the 

model is exposed to a variety of different contexts and can generalize better to new data. 
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4.2.2 Results & discussion 

This section presents the findings of the evaluation of each proposed methodology. Table 4.5 

displays the optimal parameter configurations determined through grid search 4-fold cross-

validation. The configuration that yielded the highest validation AUC was identified in each 

architecture. The results demonstrate the effectiveness of lightweight configurations with 

fewer trainable parameters, which performed better in the cross-validation framework. The 

grid search showed better results for configurations with smaller and fewer CNN kernels and 

RNN units, indicating the advantage of approaches that are less prone to overfitting. 

Additionally, binary focal cross-entropy was the optimal choice in three out of the four 

investigated approaches. 

TABLE 4.5: OPTIMAL CONFIGURATION SETTING FOR EACH OF THE PROPOSED ARCHITECTURES. 

Model 
Segment 

length 

CNN kernel 

size 

CNN 

kernels 

RNN 

units 
RNN Loss function Lamda 

Learning 

rate 

CRNN from 

scratch 128 5, 5, 5 8, 16, 32 16 GRU 
Binary focal cross-

entropy 
0.01 1e-6 

VGGish 

CRNN - - - 32 LSTM 
Binary cross-

entropy 
0.001 1e-4 

CNN from 

scratch 64 16, 8, 4 8, 16, 32 - - 
Binary focal cross-

entropy 
0.01 1e-5 

VGGish - - - - - 
Binary focal cross-

entropy 
0.01 1e-5 

 

Table 4.6 shows the results on the test set. The CRNN model trained from scratch achieved 

57.4% AUC score, while the VGGish-based CRNN model achieved 58.1%. However, 

temporal pooling strategies resulted in AUC scores of 57.8% and 62.4% for the CNN trained 

from scratch and the VGGish-based model, respectively. 

TABLE 4.6: EVALUATION METRICS OF THE CRRN AND CNN WITH TEMPORAL AGGREGATION MODELS 

Model AUC Accuracy Sensitivity Specificity 

CRNN from scratch 0.574 0.53 0.61 0.512 

VGGish CRNN 0.581 0.574 0.31 0.832 

CNN from scratch 0.578 0.531 0.462 0.601 

VGGish 0.624 0.628 0.558 0.647 

 

The results indicate that CRNN models had limited effectiveness in identifying patterns 

within the audio data, resulting in suboptimal predictive performance for covid-19 positivity. 

In contrast, temporal pooling methodologies showed slightly better performance, especially 

with the VGGish-based approach. When comparing the CNN trained from scratch to the pre-

trained VGGish model, it is evident that the latter extracted more discriminative features, 

regardless of the temporal aggregation technique used. Notably, the VGGish-based model, 

combined with temporal pooling, achieved the highest performance, with an AUC of 62.4% 

and an accuracy of 62.8%. 

4.3 Development of multimodal classifiers for detecting covid-19 

from cough, breathing, and voice recordings 
This section expands the model developed in the previous section by integrating audio 

recordings of cough, breathing and voice for the prediction of covid-19 positivity. The study 

investigates the combined use of these modalities and explores various temporal pooling 

functions. 
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4.3.1 Methodology 

The model based on VGGish, and temporal pooling has been expanded to include the analysis 

of cough, breathing, and voice recordings for the detection of covid-19. A comparative 

analysis is conducted to assess the effectiveness of different modalities in detecting covid-19, 

building upon the insights gained from the previous sections. Figure 4.13 shows the 

architecture of the developed models, which use the base structure shown in Figure 4.12 and 

hyperparameter configurations derived from the grid search cross-validation. To develop 

multimodal models, additional branches of VGGish-based feature extractors are integrated. 

The feature vectors from each modality are concatenated and fed into the fully connected 

layer. Additionally, two different temporal pooling techniques, namely max and mean 

pooling, were employed to assess their effectiveness on model performance. 

 

 

  

Figure 4.13: Architecture of the VGGish-based multimodal models with temporal aggregation. 

4.3.2 Results & discussion 

Table 4.7 shows the results on the test set. The deep learning model that combined the three 

audio modalities achieved an AUC score of 65.6%, with an accuracy of 65.1%, sensitivity of 
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67.6%, and specificity of 77.1%. The combination of the three audio modalities outperformed 

any single modality, achieving a ROC-AUC of 62.4% on cough, 58.2% on breathing, and 

56.9% on voice. Among the single modality configurations, cough performed better, although 

voice yielded the highest sensitivity of 71.7%. This suggests that all modalities provide 

informative data, and their combination results in optimal performance. However, cough has 

a slightly greater impact on model performance. In terms of the two modality configurations, 

combining cough and breathing recordings leads to more accurate detection of covid-19. 

However, the performance of the combined models is not significantly higher than the model 

that uses only cough recordings. 

Regarding the temporal pooling approach, mean pooling appears to be the superior solution. 

This is because, in five out of seven cases, the best performing configuration in terms of AUC 

used mean pooling. Additionally, mean pooling was used in three out of four cases where the 

AUC score was higher than 60%, including the top-performing configuration. 

TABLE 4.7: EVALUATION METRICS OF THE VGGISH MULTIMODAL MODELS. 

Input  Temporal pooling AUC Accuracy Sensitivity Specificity 

Cough max 0.616 0.605 0.581 0.613 

Cough mean 0.624 0.628 0.558 0.647 

Breathing max 0.578 0.557 0.6 0.536 

Breathing mean 0.582 0.576 0.57 0.576 

Voice max 0.539 0.414 0.717 0.326 

Voice mean 0.569 0.541 0.587 0.527 

Cough & Breathing max 0.611 0.628 0.56 0.649 

Cough & Breathing mean 0.629 0.642 0.561 0.674 

Cough & Voice max 0.627 0.592 0.752 0.55 

Cough & Voice mean 0.617 0.64 0.493 0.687 

Breathing & Voice max 0.589 0.568 0.606 0.552 

Breathing & Voice mean 0.586 0.577 0.705 0.526 

Cough & Breathing & Voice max 0.636 0.651 0.676 0.641 

Cough & Breathing & Voice mean 0.656 0.647 0.621 0.771 

 

4.4 Development of multimodal classifiers for detecting covid-19 

from cough recordings and tabular data 
This section discusses the predictive modelling of covid-19 positivity using self-reported 

tabular data. To enhance the model's effectiveness, an autoencoder-based method for 

dimensionality reduction is employed. Furthermore, the study investigates the combination 

of tabular and audio data using the VGGish-based model established in previous sections, 

exploring the potential synergy between these modalities. 

4.4.1 Methodology 

This method uses self-reported tabular data, including demographics, covid-19 symptoms, 

vital signs (such as oxygen saturation and blood pressure), medical history, and vaccination 

status. Table 4.8 summarizes the self-reported features used, along with their respective value 

ranges. An autoencoder architecture is used for dimensionality reduction and feature 

extraction from raw data, with the aim of capturing important features, which are useful for 

subsequent tasks such as classification, while discarding redundant details. The autoencoder 

is trained using Mean Squared Error as the reconstruction loss to reconstruct the original input 

from a compressed latent space. The encoded output (latent vector) is then fed into a fully 

connected component to detect covid-19 positivity. This component comprises multiple dense 

layers with ReLU activation functions, enabling the learning of complex relationships 

between tabular features and target labels. An overview of the architecture is given in Figure 
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4.14. The model was trained using binary focal cross-entropy as the loss function. 

Hyperparameters, including the number of nodes in the hidden layers of the autoencoder, the 

dimensionality of the latent space, the number of nodes in the classifierôs hidden layers, the 

batch size, regularization parameters and optimizer settings, were optimized through 4-fold 

cross-validation and grid search. Table 4.9 summarizes the hyperparameter space. 

Performance evaluation metrics include accuracy, specificity, sensitivity, and AUC score. 

TABLE 4.8: SMARTY4COVID SELF-REPORTED FEATURESô DESCRIPTION. 

Group Feature description Range of values 

D
e

m
o
g

ra
p
h
ic

s 

Participant's gender {Male, Female, Other} 

Age group 
{18-29, 30-39, 40-49, 50-59, 

60-69, 70-79, 80+} 

C
o

v
id

-1
9

 r
e

la
te

d
 s

y
m

p
to

m
s 

Sore Throat  

Dry Cough  

Productive Cough  

Sputum  

Nasal congestion  

Dyspnea  

Fever  

Chills  

Fatigue  

Headache  

Dizziness/ confusion  

Myalgias, arthralgias  

Loss of taste/smell  

Stomach upset/ Diarrhea  

Sneezing  

Dry Throat  

V
it
a

l 
s
in

g
s 

Oxygen Saturation [60, 99] 

Beats per minute (BPM) [30, 250] 

Systolic Pressure [30, 260] 

Diastolic Pressure [30, 260] 

Ability to hold breath (in seconds) [0, Ð) 

U
n
d
e

rl
y
in

g
 m

e
d
ic

a
l 
c
o

n
d
it
io

n
s 

Asthma  

Chronic respiratory failure / emphysema  

Cystic Fibrosis  

Other lung disease  

Coronary artery disease  

Hypertension  

Valvular disease  

History of heart attack  

History of stroke/ History of transient ischemic 

attack 
 

Other cardiovascular disease  

Diabetes mellitus  

Chronic kidney disease / Chronic liver disease  

Organ transplant  

Cancer in the last 5 years  

Immunosuppression / Immunodeficiency  

 Vaccination for covid-19 status 
{Not vaccinated, 1/2 shots, Fully vaccinated, Fully vaccinated and 

booster dose} 
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Figure 4.14: Architecture of the Autoencoder based model using self-reported tabular data. 

TABLE 4.9: HYPERPARAMETER GRID FOR THE AUTOENCODER-BASED CLASSIFICATION MODEL USING SELF-REPORTED TABULAR DATA. 

Parameter Values 

Autoencoder hidden layers nodes [[64, 32, 16], [64, 32], [32, 16]] 

Latent space dimensionality [32, 16, 8] 

Classifier hidden layers nodes [[64, 32, 16], [32, 16, 8], [16, 8]] 

Batch size [20, 40] 

Lamda [0.001, 0.005, 0.01] 

Learning rate [1e-5, 1e-4, 1e-3] 

To explore the complementary information present in both cough recordings and tabular data, 

the features from the VGGish model were combined with the features from the latent vector 

of the autoencoder-based model. The resulting feature vectors were concatenated, and a fully 

connected component was employed for covid-19 detection. Figure 4.15 provides an 

overview of this architecture. 

Similar to the previous approaches, the combined model is trained using binary focal cross-

entropy as the loss function and the Adam optimizer [152] was employed for optimization. 

Performance evaluation is conducted using metrics such as accuracy, specificity, sensitivity, 

and AUC score. 

 

Figure 4.15: Architecture of the combined Autoencoder and VGGish based model using self-reported EHR and audio data. 
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4.4.2 Results 

The grid search 4-fold cross-validation applied to fine-tune the hyperparameters of the 

autoencoder-based model revealed the best parameter configuration based on the highest 

AUC score achieved. The configuration is as follows: 

- Autoencoder hidden layers nodes: [64, 32] 

- Latent space dimensionality: 32 

- Classifier hidden layers nodes: [32, 16, 8] 

- Batch size: 20 

- Lamda: 0.005 

- Learning rate: 0.01 

The model achieved an accuracy of 0.788, specificity of 0.781, sensitivity of 0.807, and an 

AUC of 0.84 on the test set. A comparison was made between the results of the developed 

methods and those obtained from a fully connected classifier that used raw data as input 

instead of the encoded data. The alternative model achieved an accuracy of 0.764, specificity 

of 0.761, sensitivity of 0.773, and an AUC of 0.802 on the test set, indicating a significant 

improvement in performance. 

The model that combined self-reported tabular data and audio data, achieved an accuracy of 

0.76, specificity of 0.775, sensitivity of 0.714, and AUC-ROC of 0.818, on the test set. These 

results suggest that incorporating latent representations from the autoencoder with cough data 

did not improve the covid-19 detection performance. 

4.4.3 Discussion 

This study demonstrates the effectiveness of using autoencoder-based dimensionality 

reduction to improve covid-19 positivity prediction with tabular data. The exploitation of the 

autoencoder for the classification of tabular data showed improved performance on predicting 

covid-19 positivity, indicating its good ability to extract meaningful features, while 

compressing its input and reducing the dimensionality of the data. 

However, the integration of audio data with tabular data in a multimodal approach did not 

result in further improvements in prediction performance. This suggests that although the 

VGGish model is effective at extracting audio features, its integration with tabular data may 

not be optimal. This could be attributed to the fact that the concatenated feature vector 

primarily consists of features extracted from VGG-ish (256), while the autoencoder features 

are significantly fewer (32). 

In conclusion, it is necessary to conduct further research to enhance the integration of different 

data modalities and to improve the model performance. Specifically, exploring alternative 

architectures for multimodal fusion may offer insights into improving predictive models for 

covid-19 detection and management. 
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Chapter 5  
Covid-19 detection using crowdsourced data: Development 

of adaptive models for mitigating performance degradation 

due to distribution shift in data streams 
In practice, the performance of deep learning models tends to decline during production and 

shows further deterioration over time. This phenomenon, commonly known as model 

degradation, can be attributed to various factors [4]. One factor that contributes to model 

degradation is the limited representation of the training data, which fails to capture the 

complexity of the problem space adequately. As a consequence, the model exhibits 

unexpected behavior when confronted with input samples lying outside the distribution of 

training examples [12], [13]. Another significant factor is the dynamic nature of the system 

environment, which undergoes continuous changes over time [12], posing challenges for a 

single model to maintain accurate predictions consistently. This factor is particularly critical 

in the context of covid-19, given rapid and unpredictable changes due to several reasons, 

including the emergence of new viral strains. 

The literature refers to these two factors as data drift, which is the phenomenon where the 

distribution of data and their relationship to the labels undergo changes over time. Numerous 

attempts have been made in the past decade to precisely define data drift [4], [8], [9], [10], 

[11]. In this paper, the definition from [10] is adopted, which states that data drift occurs when 

either the data distribution changes or the underlying relationship between the input and 

output changes, or both. 

Researchers have recognized the importance of addressing these challenges and have focused 

on learning in non-stationary environments [16] and mitigating the impact of data drift [7], 

[153], [154], [155]. Research studies have stressed the importance of integrating a model 

degradation detector within the learning framework [156] that assesses and tracks the system's 

performance after deployment to effectively manage the degradation in prediction accuracy. 

The level of degradation in the error rate serves as an indicator for detecting data drift within 

the system. By incorporating these detection components, deep learning systems gain 

resilience against environmental changes, thereby mitigating the performance degradation of 

predictive models in this ever-changing setting. 

Since the presence of data drift between new data and historical data impedes the performance 

of deep learning models on out-of-distribution samples [7], applying the model on new data 

may necessitate adaptation. Automatic methods have emerged to tackle these challenges; 

however, collecting large-scale labeled datasets for different populations, emerging virus 

variants or new pandemics is an arduous task. When working with limited data, it is often 

necessary to employ more cost-efficient deep learning methodologies, such as UDA and AL. 

The majority of recent studies focusing on covid-19 detection based on the use of audio 

recordings have primarily employed supervised learning techniques [20], [28], [62], [157], 

[158], [159], whereas the exploration of methods relying on data drift detection, model 

degradation detection, domain adaptation, and active learning has been relatively limited [5], 

[154]. Nonetheless, domain adaptation and active learning approaches appear to be highly 

promising and well-suited for addressing new pandemics, as they enable the development of 

reliable models even when confronted with the emergence of novel variants. 

In this section, a comprehensive framework is introduced for the diagnosis of infectious 

diseases, focusing on covid-19 detection from cough sounds. The framework leverages deep 

learning models combined with supervised and unsupervised learning methodologies to 
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monitor and mitigate model degradation and data drift. The development and evaluation of 

the proposed framework is demonstrated on covid-19 data due to their continuously evolving 

epidemiological and virological characteristics, arising from the complex interplay among the 

virus, humans, vaccines, and environments. The maximum mean discrepancy (MMD) [160] 

distance is firstly employed as a metric to quantify the dissimilarity between temporal data 

distributions. By monitoring the MMD distance between batches of deployment data and data 

from the initial development period, the framework detects changes in both the data and the 

model's performance while also providing insights into the impact of the pandemicôs 

evolution on the trained modelsô diagnostic accuracy. In case model degradation or data drift 

is detected, a retraining process is initiated, including two adaptation methods: i) a domain 

adaptation process which leverages labeled development data along with unlabeled 

deployment data to align their distributions and adapt the model to novel data instances and 

ii) an active learning strategy, aiming at selecting informative data to include them with their 

labels in the retraining process. To the best of the authorsô knowledge, this is the first work 

leveraging domain adaptation and active learning approaches towards mitigating the impact 

of evolving data dynamics on model performance in the case of covid-19 with the ultimate 

goal to enhance reliability in covid-19 detection and potentially across various diverse 

epidemiological contexts. 

5.1 Methodology 
The abstract architecture of the proposed framework is depicted in Figure 5.1. It comprises 

three distinct modules, combining a deep neural network with a drift detection mechanism 

and appropriate adaptation modules with the aim to address differences between data 

distributions of the development and deployment periods. These modules are explained 

below: 

¶ Baseline model: A baseline model based on CNNs processes input data instances and 

estimates the probability of covid-19 presence. 

¶ Drift detection mechanism: This module is responsible for the identification of shifts 

in the data, implying changes in covid-19 detection patterns. It monitors the 

performance of the baseline model through the detection of significant discrepancies 

between the development data and the deployment data. To this end, a modified 

version of the CUSUM (CUmulative SUM) algorithm is utilized, employing the 

MMD distance for measuring the distance between data distributions from the 

development and deployment periods. A set of hyperparameters, which are 

appropriately adjusted, are included in the CUSUM algorithm (i.e., drift, threshold) 

and the MMD distance (i.e., reference distribution, kernel).  

¶ Adaptation module: The adaptation module facilitates the adaptation process within 

the system. It enables the model to dynamically adjust and learn from deployment 

data, ensuring continuous improvement and robustness against evolving covid-19 

characteristics. Two different approaches employing divergence-based UDA and AL 

are investigated for harnessing deployment, unlabeled data towards model retraining 

with the aim of enhancing the performance and improving the generalization abilities 

of the baseline model. 

The proposed frameworkôs operation is based on the adoption of a batch-based approach for 

the processing of data instances and the application of a fixed time window (with parametrized 

overlap between successive windows) to monitor the data stream for changes. The time 

window length, overlap between successive time windows, and minimum batch size along 
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with the hyperparameters of the drift detection mechanism are appropriately validated to 

ensure optimal performance for each dataset. 

The development and evaluation of the proposed framework was based on the use of cough 

recordings from the COVID-19 Sounds [157] and COSWARA [27] datasets. Both datasets 

were partitioned into development and deployment sets based on chronological order. Figure 

5.2 illustrates the partition of data, while Table 5.1 summarizes the distribution of covid-19 

positive samples for both datasets. 

 

Figure 5.1: Overview of the proposed framework. The data are divided in two sets, the labeled development set which is 

used for the initial training of the baseline model, and the unlabeled deployment set which is used to evaluate the proposed 

framework. The latter comprises three key modules: (i) The baseline model, initially trained on the development dataset for 

binary classification. (ii) The drift detection mechanism, which monitors the performance of the baseline model during the 

deployment period to detect data drifts. (iii) The adaptation module, triggered upon data drift detection, which utilizes either 

Unsupervised Domain Adaptation (UDA) or Active Learning (AL) to retrain the model for improving performance. 

5.1.1 Datasets 

The COVID-19 Sounds dataset is a collection of respiratory sound recordings associated with 

covid-19 infections, which were acquired through a crowd-sourcing platform launched in 

April 2020. It includes demographic characteristics (i.e., age, gender) along with participant-

reported information about medical history and symptoms. It also comprises audio clips of 

voluntary cough, breathing, and voice captured from healthy individuals and individuals with 

covid-19. A total of 36,364 participants contributed 75,201 samples to the project. Quality 

checks were performed on the audio samples to filter out incomplete or noisy recordings 

[157]. The data were collected in multiple languages, but for the present study the part of the 

dataset acquired from English-speaking participants [157] was solely considered to avoid 

language bias, corresponding to a total of 1461 samples, as shown in Table 5.1. 

The COSWARA dataset [27] is another crowd-sourced database, recorded between April-

2020 and February-2022, which consists of various kinds of sounds, such as shallow and deep 

breaths, shallow and heavy coughs, sustained vowel phonation (i.e. /ey/ as in made, /i/ as in 

beet, and /u:/ as in cool), and number counting from one to twenty (normal and fast-paced). 

Alongside this, information on the participantsô covid-19 infection status, symptoms, co-

morbidities (if any), gender, age, and broad geographical location is included. In the present 

study, 2746 shallow cough recordings were considered for composing the modelsô input 

space. Specific criteria were applied towards the exclusion of samples that had any of the 

following characteristics: missing, corrupted, or silent shallow cough recordings. This 

procedure resulted in 1996 samples, as shown in Table 5.1. 
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TABLE 5.1: PARTITION OF THE USED DATASETS INTO DEVELOPMENT AND DEPLOYMENT SETS. 

 COVID -19 Sounds COSWARA 

Development set (covid-19-positive) 1040 (452) 1395 (165) 

Deployment set (covid-19-positive) 421 (270) 601(482) 

 

Regarding data preprocessing, the setting described in [157] was applied. The audio signals 

were normalized and leading and trailing silence was removed. Mel-spectrograms were 

calculated using a 25 ms window size, a 10 ms window hop, and a total of 64 Mel bins, 

encompassing frequencies ranging from 125 Hz to 7500 Hz. To handle the varying size of the 

Mel-spectrograms' time axis, the 0.9 quantile across all spectrograms was calculated. 

Subsequently, the spectrograms were either cropped or padded with repeated sections of the 

spectrogram accordingly. Finally, a sliding window approach was employed to extract 

segments from the spectrogram. The width of the window used was 0.96 s, while the window 

stride length was equal to half of the window's width (0.48 s). This setting resulted in a Mel 

spectrogram segment of a 64 × 96 size. 

 

  

Figure 5.2: COVID-19 Sounds (left panel) and COSWARA (right panel) data streams over time. A 70:30 partition of the 

data stream into development and deployment sets was applied. Red line indicates the division between development and 

deployment data. The development set (further partitioned into training, validation, and test subsets using a 60:20:20 ratio) 

was used for developing the baseline model. Special care was taken to ensure that no overlap existed in terms of data from 

the same participant among the training, validation, and test subsets, as well as between the development and deployment 

periods. 

 

To facilitate model training, the COVID-19 Sounds and COSWARA datasets were partitioned 

based on chronological order into a development set and a deployment set by applying a 70:30 

ratio. The development set was further divided into training, validation, and testing subsets 

using a 60:20:20 split ratio, respectively. This division ensured that the model was trained on 

a representative portion of the data and validated and tested on separate subsets, promoting 

robustness and generalization. 

5.1.2 Baseline model 

The baseline model of the proposed framework was built upon the widely used VGGish 

pretrained model [48], [49] which was selected due to its remarkable performance on audio 

classification tasks [157], [161]. The VGGish model is a deep CNN trained on a large-scale 

audio dataset to learn hierarchical representations of audio signals. In the framework of the 

present study, the VGGish model was utilized to extract discriminative features from 

segments of Mel spectrograms with the aim of capturing relevant acoustic patterns and 

distinguishing covid-19 coughs from non-covid-19 coughs. Figure 5.3 shows the general 

architecture of the used baseline model. 
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Figure 5.3: Baseline model architecture. 

 

Figure 5.4: Proposed drift detection mechanism. 

To adapt the VGGish model to the specific task of the present study, a time-distributed 

approach was employed. To this end, the VGGish feature extractor was applied on each 

segment of the Mel spectrogram, resulting in a sequence of feature vectors that represented 

the temporal evolution of acoustic characteristics within the cough signal. In order to 

summarize the temporal dynamics captured by the model, the mean value for each feature 

across the entire sequence was calculated. Following the temporal aggregation, a dense layer 

with a single node based on the non-linear sigmoid activation function was employed to 

process the aggregated feature vectors and calculate the final output of the model.  

In order to address the imbalanced nature of the datasets, the binary focal cross-entropy loss 

function was employed for training the baseline model due to its ability to focus on rare 

examples [151]. This loss function effectively assigns higher weights to misclassified 

samples, thereby alleviating the impact of class imbalance, and improving overall 

performance. For optimization, the Adam (Adaptive Moment Estimation) optimizer was 

employed due to its efficient and adaptive nature [152]. A learning rate equal to 10-4 was used, 

while the exponential decay rate for the first and second moment estimates was 0.9 and 0.999, 

respectively. 

During training, the labeled samples of the development set were considered for minimizing 

the chosen loss function. A batch size of 32 and 100 epochs were used, which is a commonly 

used default training scheme employed in multiple studies [162], [163]. The validation score 

was employed for monitoring the model's convergence and an early stopping regularization 

technique was applied. After convergence, the performance of the trained model was 

evaluated on a test subset sampled from the development period and on the entire deployment 

set. 

5.1.3 Drift detection mechanism 

The proposed drift detection mechanism entailed divergence monitoring using the MMD 

distance and the implementation of the CUSUM algorithm [164], [165] for generating drift 

alerts. The data were utilized in a chronological order towards monitoring the performance of 

the model. A batch-based approach was adopted for monitoring and processing data instances. 

An overview of the proposed drift detection mechanism is provided in Figure 5.4. 

5.1.3.1 Monitoring divergence with MMD distance 

To effectively track the dissimilarity between the development data and deployment data, the 

MMD distance was adopted, which was computed by comparing the corresponding 

embeddings extracted by the VGGish feature extractor, as described in the previous 

subsection. These embeddings served as a representation of the data distribution and were 

used for calculating the MMD distances between batches of the deployment data and the 
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development data, with the embeddings of the latter constituting the reference distribution. 

The MMD distance value between two batches of data is given by the following equation: 
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where: 

¶ X represents the distribution of the embeddings of the development data xi (reference 

distribution), with nx embeddings in total. 

¶ Y represents the distribution of the embeddings of deployment data yi, with ny 

embeddings in total. 

¶ ű(.) represents the feature mapping function used to transform the embeddings into a 

high-dimensional space (VGGish model). 

¶ k(.,.) is a kernel function that computes the similarity between two inputs. 

¶ ộ.,.ỚH denotes the inner product in the Hilbert space induced by the kernel function. 

In this work, the use of three different kernels (linear, polynomial of degree two, and 

Gaussian) was investigated. 

5.1.3.2 CUSUM algorithm 

After calculating the divergence between the development and deployment data, an 

implementation of the CUSUM algorithm was deployed for detecting points of significant 

increase in the divergence measure. CUSUM is a change detection algorithm which is widely 

used to identify shifts or changes in time series data [166], [167], [168], particularly when the 

exact nature of the change is unknown or when there is a need to continuously monitor data 

for detecting changes. CUSUM is widely adopted for real-time monitoring and surveillance 

applications in various fields, including quality control, signal processing, and anomaly 

detection. 

In this study, the CUSUM algorithm was tailored to match the specific characteristics of the 

deep learning model and the monitored MMD distance. The proposed implementation 

introduced the calculation of relative differences between successive values instead of their 

corresponding absolute values, thus enabling the original CUSUM algorithm to effectively 

align with the behavior of the MMD distance and the desired level of sensitivity to changes. 

Therefore, the drift and threshold values represented the tolerance range of relative change in 

successive values and the minimum cumulative relative change required to trigger a change 

detection event, respectively.  

5.1.4 Adaptation mechanism 

Upon the triggering of an alert by the drift detection mechanism, an adaptation mechanism 

based on model retraining was activated to update the baseline model. The proposed 

adaptation mechanism aimed at enhancing the performance and improving the generalization 
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abilities of the baseline model. Two different approaches based on UDA and AL were 

explored for the development of the adaptation mechanism. 

5.1.4.1 Unsupervised domain adaptation 

The UDA approach involved feeding the model with a batch of deployment data samples, 

along with a batch of samples from the development set. The model was then trained jointly 

on two tasks: (i) to correctly classify the labeled development data, and (ii) to minimize the 

MMD distance between the embeddings of the development and deployment batches. In this 

way, the model was trained to solve task (i) using domain-invariant features (development 

and deployment data), aiming at the minimization of two loss functions. The first loss function 

considered the model's output on samples of the development dataset, essentially employing 

supervised learning. The second loss function was based on the divergence between the 

distributions of the deployment data and development data batches using the MMD distance. 

The Gaussian kernel: 
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was selected to be used for the MMD distance calculation due to its ability to distinguish 

between distributions with differences in any order of moments [169], [170] as demonstrated 

by its Maclaurin series representation: 
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In contrast, the linear kernel cannot distinguish between distributions with the same mean but 

different higher-order moments while the polynomial kernel of degree two is unable to 

differentiate between distributions that have the same mean and variance but differ in higher-

order moments. 

 

Figure 5.5: Unsupervised domain adaptation (UDA) process. The model was fed with a batch of deployment data samples, 

along with a batch of samples from the development set and was then trained jointly (i) to correctly classify the labeled 

development data and (ii) to minimize the MMD distance between the embeddings of the development and deployment 

batches. 

During retraining, both loss functions were minimized simultaneously to enhance the model's 

adaptability to the deployment data while preserving its previous knowledge. Figure 5.5 

shows an overview of the UDA method. 

5.1.4.2 Active learning 

The second adaptation approach incorporated AL principles into the retraining process. 

Building upon the drift detection mechanism, a methodology was developed able to identify 

informative data points incorporating both diversity and UE [171], [172]. Once a period of 
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divergence was detected by the drift detection mechanism, uncertain instances were selected 

from the divergent batch of data. To achieve this, the z-scores of the modelôs outputs on the 

divergent data were calculated and the data samples whose output fell within one standard 

deviation around the mean value of the modelôs predictions were defined as uncertain. 

Samples within this uncertainty range were selected, thus prioritizing the inclusion of 

challenging and informative instances during retraining, with the ultimate goal to enhance the 

model's generalization capabilities. 

Considering that this adaptation method involved selecting informative unlabeled data and 

utilizing them as labeled, it was essential to compare the results of AL with those obtained 

through random sampling. The number of randomly sampled data was equal to the number 

of data points employed in the adaptation phases of the AL approach. 

5.2 Results 

5.2.1 Baseline model 

The baseline model was assessed in terms of its ability to accurately detect covid-19 cases in 

the presence of variations or shifts in the data. In particular, the performance evaluation on 

the two considered datasets for the development and deployment periods is reported in Figure 

5.6. 

 

Figure 5.6: Performance evaluation of the baseline model on the development and deployment data from the COVID-19 

Sounds and COSWARA datasets. The modelôs discriminative ability was assessed in terms of the AUC, accuracy, balanced 

accuracy, sensitivity, specificity, and F1 score. The test subset sampled from the development data is referenced as Dev while 

deployment data (Dep) refers to the entire deployment period. 

Based on the obtained results for the COVID-19 Sounds dataset, it is observed that the 

baseline model achieved superior performance on the test subset of the development period 

in terms of the Area Under the ROC Curve (AUC) (69.13%) and sensitivity (67.89%) 

compared to the best model performance reported in the literature [157] (66% AUC, 59% 

Sensitivity, 66% Specificity), despite considering a smaller amount of labeled data for training 

and validation (619 vs 1062 instances). The baseline model achieved a satisfactory F1 score 

(65.2%) but demonstrated quite low specificity, correctly classifying 58.88% of instances 

from the negative class. The performance of the baseline model on the deployment data 

demonstrated a significant decline in terms of the AUC, the F1 score, sensitivity, and 

specificity, as reported in Figure 5.6. 

In the case of the COSWARA dataset, the baseline model displayed a moderate discriminative 

ability on the development data, achieving an AUC value of 66.8%, while the accuracy, 

sensitivity, and specificity were equal to 60.57%, 62.96%, and 60.32%, respectively. The 

highly imbalanced distribution of the two classes in the development data (11.82% positive 
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vs. 88.18% negative) posed a significant challenge for the model, as highlighted by the 

notably low F1 score, a metric that exclusively focuses on positive instances. The modelôs 

discriminative power on the deployment data presented a decline, as indicated by the AUC, 

specificity, and sensitivity, which are presented in Figure 5.6. The high value obtained for the 

F1 score metric was related to the presence of class imbalance with reversed minority 

(negative) and majority (positive) classes in the deployment data with respect to the class 

distribution of the development data, which led to a misleading perception that the model's 

performance had significantly improved. A more thorough analysis of this issue is provided 

in the discussion section. 

5.2.2 Hyperparametersô tuning 

Tuning referred to hyperparameters related to data stream scanning and drift detection, which 

are summarized together with their examined values in Table 5.2. The tuning procedure 

considered hyperparameters used for data stream scanning (window length, overlap between 

successive windows, minimum batch size) and drift detection (kernel type and reference 

distribution for the MMD distance calculation and drift and threshold values of the CUSUM 

algorithm). The consideration of the minimum amount of data in a batch among the 

investigated hyperparameters enabled the inclusion of sufficient data during periods with a 

low data acquisition frequency, thus ensuring the robustness of the framework. 

TABLE 5.2: INVESTIGATED HYPERPARAMETERSô VALUES OF THE PROPOSED FRAMEWORK. 

Hyperparameters Values 

Data stream scanning Time window length {7, 10, 14} days 

Time windows overlap {70%, 60%, 50%, 40%, 30%, 20%, 10%, 0%} 

Minimum batch size {0, 10, 20, 30, é, max batch size} 

Drift detection mechanism CUSUM Drift  {0.2, 0.3, 0.4, 0.5} 

CUSUM Threshold {0.5, 0.6, 0.7, 0.8, 0.9, 1} 

Reference distribution {Positive, Negative, Both} 

MMD kernel  {Linear, Polynomial, Gaussian} 

An offline nested approach, aiming at emulating the real-time operation scenario of the 

framework, was adopted for fine-tuning the frameworkôs hyperparameters. In this context, a 

subset of the development data (70%), namely D-H set, was used for the creation of a 

baseline-H model. The D-H set was partitioned into training, validation, and test subsets based 

on a 60:20:20 split ratio. The rest of the development data (30%), named FT-H set, served for 

fine-tuning the hyperparametersô values (Figure 5.7). 

  

Figure 5.7: COVID-19 Sounds (left panel) and COSWARA (right panel) data streams over time for the hyperparametersô 

fine-tuning. A 70:30 partition of the development data into D-H and FT-H sets (indicated by a vertical red line) was applied. 

The D-H set was further partitioned into a training, validation, and test subset using a 60:20:20 ratio. 

The performance of the baseline-H model, measured in terms of the balanced accuracy on the 

test subset of the D-H set, was used as a benchmark against which the performance of the 
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baseline-H model on the FT-H data batches was assessed. Any batch with performance below 

the benchmark was considered to be associated with a drift period and was properly labeled. 

The investigated hyperparametersô combinations were comparatively assessed in terms of 

their ability to correctly identify the labeled batches using appropriate metrics (accuracy, 

sensitivity, and specificity). The adopted offline nested approach is illustrated in Figure 5.8. 

The balanced accuracy was selected for assessing model performance due to its ability to 

effectively capture the modelôs discriminative ability in the presence of class imbalance. 

Moreover, balanced accuracy was able to provide an appropriate measure even in the case of 

batches with a limited number of data instances, where the AUC score could not be applied. 

 

Figure 5.8: Nested approach for the hyperparametersô fine-tuning. A 70:30 partition of the development data into D-H and 

FT-H sets was applied. The D-H set (further partitioned into a training, validation, and test subset using a 60:20:20 ratio) 

was used for developing a baseline-H model exclusively for hyperparametersô tuning. The balanced accuracy score on the 

test subset of the D-H set served as a benchmark. The FT-H set was used for fine-tuning the frameworkôs hyperparameters 

to accurately detect batches where the model's performance fell below the benchmark. 

Table 5.3 and Table 5.4 depict the top 10 hyperparametersô combinations based on the 

obtained accuracy for the COVID-19 Sounds and COSWARA cases, respectively. In the 

context of COVID-19 Sounds, the application of a 7-day window and a 3-day overlap between 

successive windows resulted in the highest accuracy score. The use of the total population of 

the development period as reference distribution and the Polynomial kernel for the MMD 

distance calculation along with a minimum batch size of 40 data samples led to the best 

performance. The CUSUM algorithm's drift and threshold values were set at 0.2 and 0.5, 

respectively, which corresponded to a tolerance range of 20% increase between successive 

batches and an accumulated increase of 50% beyond the tolerance range as optimal for 

generating alerts towards accurate detections. 

In the case of COSWARA, the configuration including a 10-day window, no overlap between 

successive batches, and the total population of the development period as the reference 

distribution yielded the best results. In all top-performing combinations, a minimum of 20 

data samples per batch was employed. Different combinations with variations of the CUSUM 

parameters and of the kernel used for the MMD distance calculation achieved similar optimal 

performance and triggered the same alerts. Based on this remark and in order to enhance the 

sensitivity of the CUSUM algorithm, the configuration utilizing the lowest values for the drift 

and threshold parameters, was selected. 

Given that the proposed framework operates in a dynamically evolving manner, the 

performance evaluation of the drift detection mechanism during the deployment period is 
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discussed in the next sections, along with the results obtained by applying the two different 

adaptation modules. 

TABLE 5.3: THE TOP TEN HYPERPARAMETERSô COMBINATIONS IN THE CASE OF THE COVID-19 SOUNDS DATASET. DETECTION ACCURACY, 

SENSITIVITY, AND SPECIFICITY WERE USED TO EVALUATE THE FRAMEWORKôS ABILITY TO CORRECTLY IDENTIFY THE BATCHES WHERE THE 

MODELôS PERFORMANCE FELL BELOW THE BENCHMARK OF THE DEVELOPMENT PERIOD. THE SELECTED OPTIMAL COMBINATION IS 

HIGHLIGHTED IN BOLD. 

Time 

window 

length 

(days) 

Time 

windows 

overlap 

Minimum 

batch size 

CUSUM 

Drift  

CUSUM 

Threshold 

Reference 

distribution  
MMD kernel  Accuracy Sensitivity Specificity 

7 60% 40 0.2 0.5 Both Polynomial 0.80 0.66 1.0 

7 40% - 0.4 0.8 Positive Polynomial 0.75 0.33 1.0 

7 40% - 0.3 0.7 Positive Gaussian 0.75 0.33 1.0 

7 40% - 0.3 0.8 Positive Gaussian 0.75 0.33 1.0 

7 40% - 0.4 0.5 Positive Gaussian 0.75 0.33 1.0 

7 40% - 0.4 0.6 Positive Gaussian 0.75 0.33 1.0 

7 40% - 0.4 0.7 Positive Gaussian 0.75 0.33 1.0 

7 40% - 0.5 0.5 Positive Gaussian 0.75 0.33 1.0 

7 40% - 0.5 0.6 Positive Gaussian 0.75 0.33 1.0 

7 40% - 0.2 0.5 Positive Polynomial 0.75 0.33 1.0 

 

TABLE 5.4: THE TOP TEN HYPERPARAMETERSô COMBINATIONS IN THE CASE OF THE COSWARA DATASET. DETECTION ACCURACY, 

SENSITIVITY, AND SPECIFICITY WERE USED TO EVALUATE THE FRAMEWORKôS ABILITY TO CORRECTLY IDENTIFY THE BATCHES WHERE THE 

MODELôS PERFORMANCE FELL BELOW THE BENCHMARK OF THE DEVELOPMENT PERIOD. THE SELECTED OPTIMAL COMBINATION IS 

HIGHLIGHTED IN BOLD. 

Time 

window 

length 

(days) 

Time 

windows 

overlap 

Minimum 

batch size 

CUSUM 

Drift  

CUSUM 

Threshold 

Reference 

distribution  

MMD 

kernel 
Accuracy Sensitivity Specificity 

10 0% 20 0.3 0.7 Both Polynomial 0.86 0.86 0.81 

10 0% 20 0.2 0.9 Both Linear 0.86 0.86 0.81 

10 0% 20 0.3 0.9 Both Polynomial 0.86 0.86 0.81 

10 0% 20 0.2 0.7 Both Linear 0.86 0.86 0.81 

10 0% 20 0.2 0.8 Both Linear 0.86 0.86 0.81 

10 0% 20 0.3 0.8 Both Polynomial 0.86 0.86 0.81 

10 0% 20 0.2 1.0 Both Linear 0.86 0.86 0.81 

7 0% 20 0.2 0.5 Both Linear 0.83 0.83 0.75 

14 90% 20 0.3 0.6 
Both, 

Positive, 

Negative 

Polynomial 0.82 0.81 0.75 

14 90% 20 0.2 0.5 
Both, 

Positive, 

Negative 

Polynomial 0.82 0.81 0.62 

 

5.2.3 Unsupervised domain adaptation 

A comparative assessment of the modelôs performance before and after each adaptation phase 

using the UDA approach was carried out. The performance of the baseline model, measured 

in terms of the balanced accuracy on the test subset of the development period, served as a 

benchmark for the evaluation of the modelôs performance after each adaptation period. For 

the COVID-19 Sounds dataset, the obtained balanced accuracy scores of the baseline model 

and the model after each adaptation phase are presented in Figure 5.9. It is evident that 
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immediately after each alert period, the model's performance exhibited a considerable 

improvement, demonstrating the effectiveness of the proposed approach in mitigating the 

impact of data drift. More specifically, following the first adaptation, the model showed an 

improved performance by up to 6% in terms of the balanced accuracy, which was maintained 

for four consequent batches (batches 2-5) before a second alert was triggered. Following the 

second adaptation, the model consistently outperformed the baseline model by up to 8%. After 

the third adaptation, the model enhanced its performance by more than 4%, remaining 

superior to the baseline model until the next drift detection, when the fourth adaptation led to 

a performance improvement of up to 15% which was maintained across ten batches (batches 

19-28). After the fifth adaptation, the model exhibited a maximum performance increase of 

up to 24% and continued outperforming the baseline model until the end of the data stream. 

It is noteworthy that by correctly identifying periods of drift, the drift detection mechanism 

efficiently prevented the degradation of the modelôs performance in a timely manner while 

also contributing to sustaining the modelôs performance closer to the benchmark established 

during its development period. 

 

Figure 5.9: The obtained balanced accuracy score across the data batches of the entire deployment period of the COVID-

19 Sounds dataset. An orange dashed line is used to indicate the performance on the test subset of the development period 

(benchmark). Vertical red and blue dotted lines indicate the start and end of each alert period. 

In Figure 5.10, the discrimination performance of the adapted models is compared with that 

of the baseline model over their respective operational periods. It can be seen that after the 

first and fourth adaptation, each adapted model exhibited decreased performance in terms of 

the AUC, accuracy, sensitivity, and F1 score, but performed equally well or better than the 

baseline model in terms of the balanced accuracy, precision, and specificity. The other 

adaptations (second, third, fifth) resulted in a consistent and gradually increasing performance 

improvement according to all used evaluation metrics. 

Regarding the COSWARA dataset, the obtained results are summarized in Figure 5.11. It is 

observed that the first adaptation led to a significant yet short-lasting decline in the model's 

performance, which persisted for two batches following the alert (until batch 4). 

Subsequently, the model exhibited a consistent and steady performance improvement, 

reaching up to a 20% increase compared to the baseline model's performance. Following the 

second adaptation, the model's performance presented a decline lasting for six batches after 

the alert, eventually returning to the baseline model's performance level. After the third 

adaptation, the model displayed a performance drop for one batch, followed by an increase of 

up to 10% that lasted for two batches. The fourth adaptation resulted in enhanced 

performance, demonstrating an improvement of up to 15% compared to the baseline model. 
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Figure 5.10: UDA approach on COVID-19 Sounds dataset. Percentage change of model performance after each adaptation 

(1st ï 5th) with respect to the baseline model. 

 

 

Figure 5.11: Balanced accuracy score through the entire deployment period on COSWARA dataset. An orange dashed line 

is used to indicate the performance on the test subset of the development period. Vertical red and blue dotted lines indicate 

the start and end of each alert period. 

 

 

Figure 5.12: UDA approach on COSWARA dataset. Percentage change of model performance after each adaptation (1st ï 

4th) with respect to the baseline model. 

Although in the case of the COSWARA dataset, the UDA method was particularly challenged 

in maintaining the model's performance, the drift detection mechanism consistently 
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demonstrated effectiveness by generating timely alerts related to anticipated declines in the 

model's performance. Notably, the first alert was triggered during a phase where the model's 

performance was gradually decreasing, although it still remained above the benchmark. The 

second alert was triggered immediately after a performance drop below the benchmark level, 

preventing an even steeper decline. Similarly, the third and fourth alerts were produced amid 

significant performance deterioration, aligning precisely with instances where the model fell 

below the benchmark level, thus indicating the robustness of the drift detection mechanism. 

The comparative assessment of the performance of the baseline model and the model after 

each adaptation (Figure 5.12) demonstrated that the implemented adaptations resulted in 

varying performance in terms of the different evaluation metrics. 

5.2.4 Active learning 

The proposed AL approach was evaluated by comparing the performance of the model after 

each AL-based retraining phase with that of the baseline model as well as the model following 

retraining using random sampling. Looking at the COVID-19 Sounds dataset, Figure 5.13 

demonstrates the observed balanced accuracy score across the entire data stream, indicating 

a substantial and lasting improvement with respect to the baseline model following each 

adaptation. After the first adaptation, the model exhibited improved performance by up to 

20% until the second alert, while a similar improvement was achieved following the second 

adaptation. After the third adaptation, the modelôs performance demonstrated a significant 

increase of up to 30%, sustained over a broad period of 15 batches. After the fourth adaptation, 

the model showcased outstanding performance, surpassing a 95% balanced accuracy score 

while achieving an improvement of up to 25% compared to the baseline model. 

The performance comparison with the random sampling approach highlighted the superiority 

of the proposed AL approach, indicating its ability to identify informative data. Specifically, 

the random sampling approach outperformed AL only in four batches (i.e., batches 7, 12, 13, 

and 21) out of the 41 batches of the data stream. AL significantly outperformed the random 

sampling approach in all other cases. Similar conclusions can be drawn from Figure 5.14, 

where it can be seen that the majority of adaptations based on AL yielded increased 

performance in terms of all the considered evaluation metrics with respect to the baseline 

model and the random sampling approach. 

 

 

 

Figure 5.13: Balanced accuracy score through the entire deployment period on COVID-19 Sounds dataset. An orange 

dashed line indicates the performance on the test subset of the development period. Vertical red and blue dotted lines indicate 

the start and end of each alert period. 
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Figure 5.14: AL approach on the COVID-19 Sounds dataset. Percentage change of model performance after each adaptation 

(1st ï 5th) with respect to the baseline model (left panel) and the model after retraining through random sampling (right 

panel). 

In the case of the COSWARA dataset, Figure 5.15 shows that model adaptations led to 

improved performance during the post-alert periods. Following the first adaptation, there was 

a marginal increase in the balanced accuracy score, with the model slightly outperforming the 

baseline model until the subsequent alert. After the second adaptation, a notable enhancement 

of up to 20% in the balanced accuracy score was observed in the subsequent batches, while 

the fourth adaptation resulted in performance improvement of up to 25%. In terms of the third 

and fifth adaptations, although the model's performance exhibited significant enhancement, 

reaching up to 40% and 60%, respectively, performance fluctuations were also observed, with 

the model being outperformed by the baseline model in some batches. 

When comparing the performance of the AL method with the results obtained through random 

sampling, it becomes evident that the former method demonstrated superior performance 

throughout the majority of the data batches except for specific instances (within batches 2, 4, 

10, 11, 14, 24). This highlighted ALôs efficiency in identifying informative data. 

 

 

 

Figure 5.15: Balanced accuracy score through the entire deployment period on COSWARA dataset. Orange dashed line 

indicates the performance on the test subset of the development period. Vertical red and blue dotted lines indicate the start 

and the end of each alert period. 
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Figure 5.16: AL approach on the COSWARA dataset. Percentage change of model performance after each adaptation (1st 

ï 5th) with respect to the baseline model (left panel) and the model after retraining through random sampling (right panel). 

Further insights on the modelôs performance after each adaptation, with respect to the baseline 

model and the model after retraining based on random sampling, can be drawn from Figure 

5.16. It can be seen that the AL approach led to an overall improvement in the model's 

performance over the baseline model, except for certain metrics/adaptations (Figure 5.16(a)). 

This is evident in the second adaptation, where the model exhibited an improved AUC score 

and specificity, but inferior performance in terms of the remaining evaluation metrics. The 

comparison with the random sampling approach (Figure 5.16(b)) revealed a more intricate 

pattern. The third and fourth adaptations, spanning for more than half of the entire data stream, 

clearly had a positive impact on the modelôs performance. However, the first adaptation 

resulted in higher sensitivity levels at the cost of lower specificity, while the second and fifth 

adaptations yielded lower performance. 

5.3 Discussion 
The evaluation of the proposed framework for detecting data drift and performing model 

adaptation provided evidence regarding the frameworkôs ability to maintain model 

performance, thus highlighting its potential to facilitate the identification of new cases in a 

dynamic, non-stationary environment caused by a pandemic. 

A baseline model able to detect covid-19 positive cases using cough recordings was trained 

and evaluated. During the development period, the model achieved an AUC of 69.1% and 

66.8% on the COVID-19 Sounds and COSWARA datasets, respectively. However, in the 

deployment period, there was a notable decline in the baseline model's performance, reflected 

to an AUC of 60.7% and 59.7%, respectively, thus suggesting the potential presence of data 

drift. These findings motivated the development of the proposed approach, which leveraged 

robust drift detection and efficient adaptation mechanisms to maintain the model's 

performance in the face of evolving data distributions. 

The obtained results indicated the efficacy of the proposed drift detection mechanism and 

provided evidence regarding its ability to enhance the robustness and adaptability of deep 

learning models in dynamic environments. The combination of the MMD distance monitoring 

and the use of the CUSUM algorithm for adaptive detection of abrupt changes, which reflect 

a growing divergence between the reference distribution (development data) and the 

deployment data, enabled the timely and robust detection of performance degradation. The 

use of the CUSUM algorithm, tailored to the characteristics of each dataset, ensured the 

generation of accurate alerts for significant changes in the monitored MMD distance, thus 

minimizing false alerts and preventing unnecessary interventions. 

Two distinct retraining strategies based on UDA and AL were comparatively assessed in 

terms of their ability to mitigate performance degradation. The UDA approach enhanced the 
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model's ability to learn from unlabeled data, while AL facilitated the selection of informative 

instances for targeted retraining. The results obtained from the analysis of the COVID-19 

Sounds dataset showed that the UDA approach significantly improved the model's 

discriminative ability. The comprehensive examination of the subsequent adaptation phases 

based on multiple evaluation metrics revealed deviations from the baseline modelôs 

performance, most of which corresponded to an improvement in the balanced accuracy, 

ranging from 10% to 20%.  

  

   

Figure 5.17: Descriptive statistics for COVID-19 Sounds development and deployment data reveal moderate changes. The 

disease exhibited moderate shifts in both its prevalence and the frequency of related symptoms. The two data subsets shared 

similar characteristics in terms of age, gender, and medical history of individuals. 

The above findings align with UDA's core advantages, which include cost-effectiveness and 

adaptability to dynamic environments through the modelôs adaptation to the target domain's 

data distribution without requiring labeled target domain samples. This approach is 

particularly valuable when labeled data from the target domain are scarce or expensive to 

obtain, as is often the case in emerging pandemic scenarios. 

The application of the UDA approach on the COSWARA dataset yielded less consistent 

results. The overall comparison between the adapted models and the baseline model revealed 

that the adaptation had diverse effects on the modelôs performance in terms of the considered 

evaluation metrics. 

The difference in the performance of the UDA approach on the COVID-19 Sounds and 

COSWARA data may be attributed to differences in the datasetsô characteristics. Figure 5.17 

and Figure 5.18 illustrate selected descriptive statistics of the development and deployment 

data of the COVID-19 Sounds and COSWARA dataset. As per [157], the COVID-19 Sounds 

dataset used in the present study had underwent meticulous curation to eliminate biases as a 

result of methodological decisions, thus enabling the development of unbiased models. In the 

case of COSWARA dataset, significant differences were observed in terms of covid-19 

prevalence and the frequency of related symptoms between the development and deployment 
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data, which may be attributed to the presence of age and gender biases [26]. In the present 

study, handling the data in chronological order implicated different levels of data biases 

present across the various adaptation periods, which may arise in emerging pandemic 

scenarios. 

 

  

   

Figure 5.18: Descriptive statistics for COSWARA development and deployment data reveal profound differences in terms of 

demographic characteristics, symptoms, and pre-existing medical conditions between the development and deployment 

period. The representation of positive and negative classes in the development data is reversed in the deployment data. 

The AL approach resulted in more prominent improvement in the modelsô performance 

compared to UDA. This underscored the power of actively selecting informative samples for 

labeling, which aids in refining the model's understanding of the target domain. Thus, by 

optimizing both adaptation to the target data and use of labeling resources, AL is considered 

promising for ensuring model performance in data scarce scenarios, such as during a 

pandemic. 

Given that both UDA and AL achieved varying levels of performance improvement on both 

datasets, it is essential to consider their limitations and potential challenges. UDA relies on 

the assumption that the source and target domains share some underlying similarity. In the 

presence of significant differences, adaptation might not yield substantial improvements. On 

the other hand, ALôs performance is determined by human labeling expertise, which is 

associated with the rise of the related costs and depends on the reliability of the existing 

diagnostic tests. If the chosen samples are mislabeled, the model's performance could suffer. 

Additionally, AL's performance is sensitive to the selection of labeled samples, which might 

introduce biases. 

The above observations suggest that the proposed adaptation mechanisms effectively 

addressed the individual challenges linked to the special characteristics of each dataset and 

mitigated the effects of data drift during critical periods corresponding to batches in proximity 














































































