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[lepiAnyn

H paydaia eEdmiwon twv cvokevdv Tov Atadiktoov twv paypdtov ko n avfavopevn
XPTiOT) CUGTNHATWV LITOAOYLGHOD GTA GKpa TOL JIKTVOL £XOLV 0ONYNGEL OTNV EHPAVLOT
TOL AeYOHEVOL LITOAOYLGTIKOD GLVEXOVG. 2TO TePLBAALOV UTO, OL EQUPUOYEG EKTEAOD-
VTOIL G€ ETEPOYEVELG LITOAOYLGTIKOUG TTOPOULG, OL OTTOLOL EKTELVOVTOUL 0T KEVTPAL deSOPEVV
VEPOULG £G eELTINPETNTEG GTAL AKPXL TOVL SIKTOOL KOl EVOWHATWOHEVES GLOKEVEG. Tt erti-
HEPOLG GLOTATIKA CVUVOETWV EQUPHOYDV PHTTOPODV Vo avartTuyBolv, va puBpLeTodv Ko
Vo KALPokBoOV duvaikd e YEYPoPLKA KaTavepnpévoug mopovs. H amoteleopatikn
EVOPXNOTPWOT) TOV EPAPHOYDV QUTOV ELVOL OUTTAPALTNTI TTPOKELUEVOL VO SlacPahloTel
1 a6800T TV EPAPUOYADV Kl 1) artodoTLKT) aELoToiNnon TV SbEcIuwY TOPWV.

Qo1600, 1 EVOPYNOTPWOT] EPAPHOYMV GTO VITOAOYLOTIKO GUVEXEG TTAPOVOLALEL GO
VTLKEG TTPOKANOELS. Xe KaTavepnpéva mepltPailovta, k&be epappoyn emPoriel diopo-
PETLKEG ATTULTIOELG WG TTPOS TOVG LITOAOYLGTLKOVG TOPOLGS KAl TG oLVONKEG EKTEAEOTC.
H e€io60ppomNon autdV TV GUYVE AVTIKPOVOHEVOV OITOLTHCEMV YL TNV emiTtevén
BéATIoTNG TOTOOETNONG EQPAPHOYDOV GE TOAAATAR VITOAOYLOTIKA GUOTHHOTO OTTOTEAEL
onpavtiky tpokAnon. EmutAéov, n autopatn KAMPAKWOT) TV TOP®VY TOV KATAVELOVTOL
o€ kB epappoyn mTpémel va TPocapROleTon SUVOHLKA (OTE VL AVTOITOKPLVETOL OTLG
OLKVUAVGELG TOV POPTOVL EPYACLOG. LTATIKEG TPOoeEYYLoeLg Ko ahyoplBpol feAtioTo-
TOLNONG TAPEXOLY ATAOTN T TN XPHoT), AAAG TTeplopilovtol oe oYeTIKA dpO EAey)O
Twv Topwv. TéNog, N EVOWPATOON 6LoKkeLOV ToL AladikTOov Twv IIpaypdtwy arot-
Tel KaTdAANAa einedo a@aipecng moOv Vo ITAOTTOLOVY TNV GAANAETISpaGT) He TOVG
(QLOLKOVG TTOPOULC.

[ TNV AVTIHETOTLOT TV TOXPATAVE® TPOKANGEWV, 1] TAPOLCA SLOAKTOPLKY dlo-
TpLPT) TTPOTELVEL EVOL EVOTIOLNIEVO TTAXIOLO EVOPYTOTPWOTNG oL aloToLel TOPOLG o€
OAOKANPO TO LITOAOYLOTIKO GUVEXEG. TO TPOTELVOUEVO GUGTNO ELCAYEL L0l LEPOLPXLKT]
OPYLTEKTOVLKT) EVOPXNOTPWACTG, GTO KEVTPO TNG omoliag Ppioketat o Synergetic Meta-
Orchestrator, o omtoiog cuvtovilel tn dtoyelpion TOPwV PeTAED SLAPOPETIKMOV GLGTOLYLOV
UTTOAOYLOTIK®OV KOUPwV, SLATnpOVTOG TApIAANA Lot GUVOALKT] ELKOVA TNG KATACTACTG
TWV PAPHOYDV Kot TG virodopne. H apyitektovikr mepthapPavel evopxnoTpwtég oe
entinedo ovotolyiag, oL omoiotl dryelpilovtal Tov KUKAO (WG TOV EQAPUOYDV, TNV T~
pakolovOnon Tng Aettovpylag Tovg KA TNV Katavopr Topwv. H epapyikn avtn dopr
ETLTPETIEL TOV GUVOVAGHO KEVTIPLKOD GUVTOVIGHOD HE TOTLKOVG HIXOVIOROVG EAEYXOV.

To mpotevopevo ocvoTnpa dnplovpyetl oxESLOL AVATTTUENG EQAPHOYDOV TTOL PHOVTEAO-
TOLOVVTOL G YPAYOL aAANAocuvdedpevav epappoydv. H mpocéyylon auth emitpémel
0TO GUOTNHX EVOPYNOTPWONG Vor AapPavel LTTOYT TIG OUTOULTHGELS TWV EPAPHOYDV,
TIg e€apTnoelg HeTaED TOVG KaL TO KOGTOG ETTLKOLVOVING KATA TOV TTPOGSLOPLORO TWV
KOUTOAANAOTEPWV SLATAEEDV TWV EPAPHOYDOV GE ETEPOYEVELS cLGTOLYIEG. XLTOXOG TOV
ovoTHpATOG eival 1) emtitevén Looppomiog petald TG atddooTg TOV EPAPHOYDOV KL TNG



atodOTIKNG XPHIONG TV TOPWV.

[Iépo oo tn PedTioTonoine TNG opX KNG TOTODETNONG TWV EPAPHOYDV, 1) ALPXLTE-
KTOVIKT vTooTnpilel eniong alyopiBpovg Paciopévoug oe Texvikég pabnong yio tnv
QVTIHETOTLOT TOL TPOPARHATOG TNG SUVOHLKTG KALHAKWOTG TOP®V. Ol KATOVEUNHEVEG
EQPUPHOYEG TUY VA EPPAVILOLY SLLKLHAVOELG GTOV POPTO EPYATLAG, YEYOVOG TTOL OTTLTEL
SUVOLKT) TTPOGAPHOYT] TNG KATAVOUNG TOPWV KATA TOV XpOvo ekTéAeons. [ Tov okomod
avtd, ot dratptPr) diepeuvatal 1 XpoT TPAKTOPWY EVIGYVTIKAG Habnong yio tnv vAo-
TOLNOT) TPOGAPHOGTIKOV TOALTIKOV AVTOHATNG KAPAK®oNG. O mpdkTopag mopatnpel
OLVEXMDG TNV KATACTAGT) TOU GUOTHHATOS Kal eKTTOLOEVETAL (OO TE Vo dLaryelpiletol Tovg
TOPOLG HLAG AALCLONG EPAPHOYDOV TTOL ATTOTEAELTAL ATTO AVLTOTEAELG CUVAPTICELS.

Emnexteivovtag 1o oeviplo evog povo mpaktopa, 1 dixtpifr] e€etalel emiong cuvep-
YOTIKES OTPATNYIKEG KALPAKWOTG YL EPUPHOYES TTOV TOTEAOVVTAL XITO TTOAAATTAEG
EPAPHOYEC. 2TO TAALGLO ALTO dLEPELVATAL LD TPOGEYYLOT) EVIOYVTLKAG HAONONG TOAA®VY
TPOKTOPWV, oTNV onoix k&be mpdkTopag SrayelplleTan TNV KAPAK®OOT) VOGS ETUEPOVG
OTOLYELOV TNG EQAPUOYNG, EVAD TOPAAANAC GUVTOVIEL TIG ATTOPAGELS TOV HE TOVG LITO-
AOLTTOVG TTPAKTOPEG OO TE VO PEATIOTOTOLEITAL 1) GLVOALKT) ATOSOCT) TOL GUGTHHATOG,.

Evo akopn onpavtikd {Rtnpo tng eVopXHoTpwong 0TO LITOAOYLOTLIKO CUVEXES Elvat
1 EVOOUATMOOT) ETEPOYEVOV GLOKEVOV TOL Aladiktvov TV IIpaypdtonv oTig Katovepn-
péveg epappoyés. I Tnv avtipetomion tov tpoPfARpatog avtov, i diatplPr) etodyet
Vv évvola touv Virtual Object, To omoio amotelel Tnv Ynoelokn avamapdotacn Twv
(QLOLK®OV GLOKELOV. Me ToV TPOTO VT, Ol GLGKEVEG TOL AladikTvoL TwV IIpaypdtwy
TOPEYOVV L TUTTOTTOLNHEVT] SLETAUPT] TTOV ETULTPETEL OTLG EPUPHOYEG VO AAANAeTTISpOvV
[LE £TEPOYEVELG CLOKEVEG e eviaio TPOTTO.

Ot tpotevopevol pnyoavicpot vAomotnOnkav kot a€loAoyndnkav oe pLo TeLpopatiky
TAXTPOPHA EVOPYTIOTPWOTNG PAcIOpHEVT) Ge TeEXVOAOYLEG EVOPYTIOTPWOTNG container Ko
0€ GUOTHHATX TOAAATA®Y cuoToLy LY. Ta amoteAéopata Selyvouv T GKOTIUOTN T TNG
TPOTELVOHEVNG TPOGEYYLOTG KO XVAELKVDOLV TIG SLVATOTNTEG GLVILAGHOD LEPAPYL-
KOV OPYLTEKTOVIK®OV EVOPYXNOTPWONG HE TEXVIKEG pABnong yia n dwyeipion mopwv oe
Kotovepnpéva meplBaAlovTo. ZUVOALKA, 1) TPOTELVOUEVT) TTPOGEYYLOT) TTOLPEYEL LAl EVEAL-
KTn Paon yia TN SLayelpLlon KATAVEUNHEVOV EQAPUOY®OV Ge TePLRAALlovTa VEQOUS, GTa
axpo Tov StkTOOoL Kot 6To AtadikTvo TV Ilpaypdtwv oto TAXiGLO TOL LTTOAOYLETIKOD
ovveyoUg.

A¢Eerg KAewdud: Evopyriotpwon, Yroloylotikd Zvveyéc, Awadiktvo twv [Ipaypdtwv,
Evioyvtikn MaOnon, Evioyvtikr) MaOnon IloAAodv Ipaktopwv, Avtopatn KApdkwon
[Iopwv, Katavepnpévn Tomobétnon Epappoyov.



Abstract

The proliferation of Internet of Things devices and the increasing prevalence of edge
systems have led to the emergence of the computing continuum, where applications
are executed across heterogeneous resources ranging from cloud data centers to edge
servers and embedded devices. The components of complex applications can be deployed,
managed, and scaled across geographically distributed resources. Efficient orchestration
of these applications is essential to ensure application performance and optimize resource
utilization. Therefore, we can identify specific challenges in the domain of computing
continuum orchestration. In distributed settings, each service imposes a different set
of requirements. Reconciling conflicting objectives to achieve multi-cluster placement
remains a significant challenge. Furthermore, the automatic scaling of resources allocated
to each service needs to be dynamically adjusted to respond to incoming input load
fluctuations. Static solutions and optimization-based algorithms offer ease of use but
are limited to coarse-grained control of resources. Lastly, integrating Internet of Things
devices requires abstractions that simplify interaction with physical resources.

To address these challenges, this thesis proposes a unified orchestration framework
that leverages resources across the computing continuum. The framework introduces a
hierarchical orchestration architecture centered around the Synergetic Meta-Orchestrator
that coordinates resource management across clusters while maintaining a global view of
application deployments and infrastructure state. The architecture includes cluster-level
orchestrators that manage the lifecycle, monitoring, and resource allocation of applica-
tions. This hierarchy enables centralized orchestration in combination with localized
control mechanisms.

The proposed framework constructs deployment plans that model applications as
graphs of interconnected services. This approach allows the orchestration system to
account for service requirements, dependencies, and communication costs when de-
termining deployment configurations across heterogeneous clusters. The goal of the
framework is to manage the trade-oftf between application performance and resource
utilization.

In addition to placement optimization problems, the architecture supports learning-
based algorithms to address the problem of dynamic resource scaling. Distributed ap-
plications frequently experience workload fluctuations that require runtime adaptation
of resource allocations. To address this issue, this thesis investigates the use of a rein-
forcement learning agent to enable adaptive autoscaling policies. The agent continuously
observes the environment’s state and is trained to manage the resources of a service
chain composed of serverless functions. By interacting with the environment, the agent
can learn autoscaling policies that can dynamically balance performance with resource
usage.



Building upon the single-agent reinforcement learning setting, the thesis explores co-
operative scaling strategies for applications composed of multiple services. A multi-agent
reinforcement learning approach is investigated in which individual agents manage the
scaling behavior of separate application components while coordinating their decisions
to optimize overall system performance.

Another important aspect of orchestration across the continuum is the integration
of heterogeneous Internet of Things devices in distributed applications. This thesis
introduces the concept of the Virtual Object, which serves as the digital counterpart and
an abstraction of the physical devices. This way, Internet of Things devices provide a
standardized interface that enables applications to interact with heterogeneous devices
in a consistent manner.

The proposed mechanisms were implemented and evaluated using a prototype orches-
tration platform based on container orchestration technologies and multi-cluster deploy-
ments. Experimental evaluation using distributed application workloads and serverless
service chains demonstrates the feasibility of the proposed framework and highlights the
potential of combining hierarchical orchestration architectures with learning-based re-
source management techniques. Overall, the results indicate that the proposed approach
provides a flexible foundation for managing distributed applications across cloud, edge,
and Internet of Things infrastructures within the computing continuum.

Keywords: Orchestration, Computing Continuum, Internet of Things, Reinforcement
Learning, Multi-Agent Reinforcement Learning, Resource Autoscaling, Distributed Appli-
cation Placement.
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Extetapévn Hepiinyn oto EAAnvik&

Ewaywyn

310 medio Tov vToAoylaTIKODL VEPoUG (cloud computing) Tapatnpeiton pior aAdoyry oo
HOVOALOLKEG EQUPIOYES GE APYLTEKTOVIKES HKPMV EYAPHOYDOV TTOL G€ GUVOVAGHO HE TNV
eEAMAWOT TV ovokeLOVY ToL AtadikTOov TV Ipaypdtwv (Internet of Things - IoT)
gxovv avfnoel onpavtikd Tov aplBpd Tov epoappoyodv. EAagplég texvoloyieg 0mwg to
containers £€YOLV QVTIKATOOTHOEL TLG ELKOVIKEG P OLVES EVE TTAXATPOPHEG EVOPYXTIOTPWOTNG
omwg to Kubernetes [1] emitpémovv tnv avartugn kol AUTOPATOTOLNHEVT) KALPUAKWOT)
TOV EPAPHOYDOV. QG EVOPYXNOTPWOT) TWV EPAPHOYDV GTO LITOAOYLOTLKO cuvexEG (cloud
continuum) ovop&lOULE TNV QAUTOPTT] TOPOHETPOTTOLNGT) KAl AVAITTUEN GUGTNHATWV
KoL AOYLOHLKOU. ZUYKEKPLHEVA, TO VITOAOYLOTIKO GUVeEXEG XwplleTal oe Tpla Paoikd
entimeda: () To vépog, (B) Ta dkpa tov Siktvou (edge) ko (y) Tig ovokevég IoT. Kabe
emimedo €xel SLAPOPETIKA YAPAKTNPLOTIKA Ko eEuTnpeTel StapopeTikovg okomovs. To
UVTTOAOYLOTLKO VEPOG EXEL LOXLPT) LITOAOYLOTLKT dOVOUN TTOL prtopel vo ekTeEAEGEL QTTOUL-
TNTKEG EPaPHOYEG OAAX oLVNBwG PpiokeTon pakpLd atd TIC GUOKEVES TTOL TAPAYOLV
dedopéva Tpokalwvtag kabvoteproelg otny emkovovia. Ot SLtkOpILOTEG GTA AKPOL TOV
dkTOoL PploKOVTaL TTLO KOVTA YEOYPAPLKA OTLS GUOKEVES HELWVOVTAS TO KOGTOG ETTLKOL-
voviag KoL Tpoc@épovtag ypnyopa eneepyocio dedopévwy. AvTd Tor TAEOVEKTHATO
eElooppoTOLVTAL A0 TN HIKPOTEPT] LITOAOYLOTIKT LOXV He ATTOTEAEGHA KATTOLEG POPEG T
eKTENEDT) KOJIKX VO peTakLALeToL 6T0 VEQOS. Télog, to IoT mepihapPdvel cuokevég Tov
Bplokovtal 6Tov QuoLkd KOGHO KoL Toapayouv Heydho 0yko dedopévwv. Zovnbwg eivoar
TOAD adOVaIEC GUOKEVES EVQ OL SLAPOPEG OTLG LAOTIOLNOELS TOVS KaBloTd SVGKOAN TNV
EVOWUATWOOT) TOUG He AANEG EPAPHOYEG.

H o0vBeon kot 0 cuvSLAGHOG TOAA®VY eQappoydV dnpovpyel katevBuvopevoLg
OKUKALKOUG Ypaypoug Omov kabe epappoyn eivor évag kOpPog mov cuvdéetar pe G-
AEG EQPAPHOYEG HECW AKHOV TTOL avartaploTovy eEaptrioelg 1 por) dedopévwv. Kabe
EQPOPHOYT) VITOKELTAL G€ OLAPOPETIKOVG TTEPLOPLOHOVG KL £XEL OLOLPOPETLKES ALTTOULTHCELS.
H Aqymn amogdcewv AapPfdvovtog oy 0Aovg Tovg TepLOPLGHOVG G GLUVOVAGHO e
TOL YOLPAKTNPLOTIKA TV EMUTESWV TOL LITOAOYLGTLKOD GLVEXOVG OTTOTEAEL OTIOVTLKT
TpOKANoN.

AwatOtwon tov IpofAnpartog
H moAvemntinedn evopxnoTpmoTn KoL oL YPAPOL KATAUVERNILEVOV EQAPHLOYDOV ATTOTEAODV

o0OVOeTEG €VVOLEG TTOL VEAVOUV TNV EKPPACTLKOTI T TOV GUOTHHATOG, HE AVTOAAAXYHLOL
OHwG TNV TPOeBetn moALTAOKOTNTA. MepLkég ad TIG TPOKATOELS TTOV TPOKVITTOVV
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elvan ot e€ng:

« Awayeipion Ipaowv E@appoyav oe Ataopetikég Tvotddeg (Clusters): Ot
TEPLOPLOUOL GTOVG TTOPOULG KO OL SLOUPOPETLKES ATTALTICELG TWV EYAPHOYDOV dN)-
HLOLPYOLV TNV LVAYKT] YL OTPATNYLKES AVATTTUENG Ge dlapopeTikd clusters wov
aLOTTOLOVV AITOTEAEGUATIKG TOVG £TEPOYEVEiG TOpoLg. H amotedeopartikn petatpo-
TT1) TV EYYUNOEDV ATOS0GTG TV GTOLXELWV EVOC YPAPOL EPAPHOYDV OE TPAKTIKEG
anopioelg tomobétnong oe etepoyevy clusters amotelel onpovikng TpoKAnGN.
To {itnpo avtd yiveton akopn o évtovo av Anedel vTtoymn OTL 1) Tomobétnon
HELOVWHEVWV VTN PECLOV eNPeRLeL T GUVOALKT AItOS0GT) EVOS YPOPTIHATOG EQOP-
poyov. Eveo 1 tomobétnon oe éva povo cluster éxet pedetnOel extevag, n katavopun
NG Tomo0ETNoNG AAANAEEAPTOPEVOV GTOLYEIWV TOV YPAPTHATOG EPAPHOYDV GE
etepoyevn clusters elohyel emumAéov enineda moAvmAokotntog [2].

« Tvvrovicpévn KAhpdkwon Eeappoyaov Baciopévov o I'pagovg: H amoddo-
o1 TOV EPAPHOYOV Ge 6UVOETEG POEG EPYATLAOV Kot LTI PeTAPaANOpEVEG TUVONKEG
(POPTOL EPYUCLOG ATTOUTEL ATTOTEAEGHATIKES TTOALTIKEG KAPAK®oNG. Ot vitoAoyt-
oTKoL TOPOL PITopovV va KApakwBov elte pe TNV adénon Twv TOPwV TOLg eite
dnpovpywvtog avtiypogo. Emuriéov, n kApdkwon Tpoypatoroteitol 1060 o€
emimedo PEPHOVOHEVOV EPAPHOYDOV 0G0 G eTied0 OAOKANPWV YPAPWV EPAPHOYDOV
N clusters. H éykaipn mpocappoyn tng KAToVopng Twv mopwy yio Tnv KAAvyn
NG eloepyOpevng CNTnong eival Kpioun yio T SLatripnon g avToroKpLong Kot
NG atodoTIKOTNTOG TNG ePappoyng [3]. Amd tnv GAAN TAevpA, oL TOpoL propei
€TLOTG VA LITOXPTGLHOTOLOVVTAL AOYW TTEPLTTHG KA TTPOANTTTIKHG KAHAKWOTG,
odnywvtag oe avEnpévo k6otog. H amotelecpatikn e€lcoppomnnon g oxéong
HETOED add0ooNG KOl AELOTTOLNOTG TWV TOPWV ATTALTEL CUVTOVIGHEVEG CTPATNYL-
kég PeAtiotomoinong Twv mopwv. TEAOG, OL ATOPATELS KALPAKWOTG HITOPOUV VX
drywprotobv pe faor to xpovikd Touvg mAaioto. Ot avtidpaoTikég mpooeyyioelg
OVTOITOKPLVOVTOL GTLS TTaPpATIPOVHEVES GUVOTKEG TOU GUOTNHATOG, EVG OL TTPOAN-
TTIKEG AVGELS EVOOHATOVOUV HOVTEA TTPOPAEYNG KL EKTIHNGTG YO TNV OUTOPLYT
SLKOTT®V TNG LTINPEGLAG KOl TOV HETPLACTO TNG LITOPAOpLoNG TNG addoong [4].

« ANYn Anopdocewv pe Baon tn Ma&Onon yio Arotedecpotikn Atoyeipion
ITopwv: Ot adyopiOpot kat oL TOALTIKEG GTATIKNG dlayelpLong TOPwWV elval eDKOAO
VO EPOPHOGTODV KOl GUVETTAYOVTOL EAKXLOTO EMUTALOV POPTO KATA TNV EKTEAEDT).
Qo1600, 1) SLLPopd GTA TPOPIA KOL TLG CUHTTEPLPOPES TWV EGAPHOYDOV dNpLovpyel
TNV AVAYKT] Yot AeTTTOpEPT) AYT TOPATEWV, OGTE VO AVTIHETOITLLETAL KOTOA-
AnAa n ewoepyopevn {nnor. Opolwg, ToA A mteptfaAlovta eival atd ) @oon
TOUG 1) OTATIKA AOY® TTEPLOSLKOTNTAG, AAAAYDOV OTLS TPOTIUNCELS TWV XPNOTOV
1 PAaPov Aoyiopikcod kot VAkod. Eva emutAéov {Tnpa ov mpokvmtel eivat 1)
HEPLKT] TTOPATNPNCLUOTNTA TNG KATACTACTS TOL GLOTHHATOS. Eved k&Be ototyelo
HITOpEL var €XEL PEPLKT] YVAOOT] TNG CUVOALKTG KATAGTAOTG TOV GUGTHHATOG, 1) OL-
vepyooio elvol amopaitnth yla vor StioPaALoTEL 1) EKTANPWOT) TWV GUVOALK®OV
OTOXWV TOL GUOTHHATOG. ALPOPETIKES TTPOCEYYIOELS YLt TNV ETMLTEVEN LLTOV TOV
oTOX0L TEPLAOPPAVOLY TNV KeVTPLKT) HAON OGN TOL GLYKEVTPOVEL O X Tar dedopéva
TOVL GUGTIHHOTOG 1 ATOKEVTPWHEVOUG TIPAKTOPES TTOL evePYOLV aveEaptnTa [5].
EmmAéov, Ta cuoTtripato propoitv va eAEyyovtal amd alyoplOpovg evog mpa-
KTOPA TTOV KWOLKOTTOLOVV TLG TTANPOPOPLES TOV GUOTNHATOS YLO TNV LKXVOTOLNOT)
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€VOG KOLVOU GTOXOUL 1) ot aAyOpLOpovg TOAAXTTAGY TPAKTOPWV TTOL XWPLLovy TO
TPOPANHA OE PIKPOTEPA PEPT) HE ATOULKODG GTOXOVC.

« AtoAertovpykotnta petagd I'paeov E@appoyanv kot Tvokevanv IoT: O
topéog Tov IoT yapaktnpiletal amd TepAGTIO ETEPOYEVELX GTOV TOHEN TOV VALKOD
KoL o avbaipeteg LAOTTOLGELS TTPOTOKOAAWY Ko dAyopiBp®V amd Toug Kato-
okeLooTEG. OL YPAPOL EPAPROYDV TTPETEL VAL EVOWHATOVOLY UTEG TLG GUOKEVEG
QATPOCKOTTA, TTPOKEHEVOL VA TTPOLYHATOTOLOVV T1 GLAAOYY dedopévwv KoL Tov
é\eyyo ovokevdv. O elkovikég avartapactaoelg, 6mwg Ta Virtual Objects (VOs) 1
ta Digital Twins (DTs), propodv va dnpiovpyrfoovv enimeda apaipeong yia va o-
TOGUVOEGOLV OUTEC TLG GLOKEVEG aTtd T Aoyikn Tng epappoyng [6]. H diacpdiion
NG OPPLSPOpNG Kort SLAAELTOVPYLKNG ETLKOLVOVING HETAUED KATAVEUTNHEVOV YPAPWV
EPUPHOYDOV KOl ETEPOYEVOV GUOKEVODV TTAPUPEVEL VO ONHOVTLKO TPOPANpa [7].

« Evomounpévn Apxtrektoviki] uvtoviopot 6to Yroloyiotikd Xvveyég: H
AVTYETOTLOT TV TPOoovaPepOelo®dV TPOKANCEWV EEXWOPLOTR AITOJELKVOETAL QLVaL-
notelecpatiky. O amopdacelg e évav Topéa emnpedlovy HECA TO AITTOTEAECHA
Twv allov. H povopepr|g etilvon poPfAnpdtov kApdkwong propet vo odnyrnoet
oe pn PérTioTeg Sapoppwoelg kot pubpicelg epappoymv, ot omoieg Ba propovoay
vo S1opBwBoiv pe v avadiopdppwaon tng Tomobétnong tovg. H moAveminedn
EVOPXNOTPWOT] OITOUTEL CUVTOVIOHO HETAED TOV EMITESWV KL TWV KATAVEUNHEVOV
otolyeiwv [8]. H kataokevr] Hlog eVOTOLNIEVNC, ETEKTACIUNG KO KALHAKOTHG
QPYLTEKTOVIKNG EVOPYTOTPWOTG TTOV EVOWOHATOVEL OAEG LVTEG TLG OUTALTICELS Of-
TOTEAEL L GTHAVTLKT) TTPOKATNOT) TTOL QTOTEAEGE TO KIVNTPO Yylor TNV Tapodo

SwxtpLfn.

Yuvelo@opég tng Atatpifng

H mapovoa dratpiPy éxel wg 6TOXO val AVTIHETOTIGEL TIG TTPOKANGELS TTOL avapépOnikav
otnV mponyovpevn evotnta. Ilapovsialel éva evomonpévo TANIGLO GUVTOVIGHOD YL
KOTOLVEPNHEVEG EQOUPHOYES TTOL AELTOVPYOUV G€ OAO TO PAGHA TWV LITOAOYLOTLKOV TOPWV,
evoopatovovtog mtopoug cloud, edge kot IoT. To mpotewvopevo mAaioto avtipetwitilet
TIG TPOKANGELS TNG TOTOOETNONG EQUPUOYDV, TNG KALLAKWOONG TOP®V KL TNG EVOWHATO-
oG ETEPOYEVAOV GLOKEVOV, GLVOLALOVTAS HIXXVIGHOVG GLVTOVIGHOU PaCLoPHEVOLG 0T
BeAtioTomoinon pe texvikég eAéyyov Paciopéveg ot pabnon. Ot kbpleg cLUVELGPOPEG
g mapovoog dratpPrig cuvoyiloviat wg eENg:

« Awayeipion I'pdpov E@oappoyav oe Atxgpopetikég Tvotadeg (Clusters):
H av€avopevn emikpatnon ToV YPAPNHATOV KATAVEUHEVOV EQXPROYDOV KoOL-
ota avaykaio tnv tomobétnon oe etepoyevn clusters. Etnv mapovoa diatpipn,
TPOTELVOLE Lot LPYLTEKTOVLKT TTOL AapPdvel vtoYn tn dopn evog ypa@rHATOg
EPOUPHOYNG KoL TIG EEXPTNOELG HETAED LTTNPECLOV YL TNV KATAOKELT oXedLWV
avamtuEng oe Stoupopetikd emtimedo TOL LITOAOYLOTIKOU cuveyxols. H apyitekto-
VIKT) LITOo TN pileL TN pePLKT) TOTOOETNON EVOG YPAPOL EQPAPHOYDV, TTPAYHO TOV
onpoivel OTL SLOPOPETLKA TUNHATX TOV YPAPOL EPAPHOYDOV AXVATTOGGOVTOL GE
moAAamA& clusters. O vnpecieg propovv va kabopilouvv mepLopLoHODG GYXETIKA
pe to Quality of Service (QoS), tnv Tomobétnon 1) tn cuv-tomobétnon otolyeiwy,
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Vv eyyutnta oe cuokevég [oT Kkat TIg Ao Tioelg LALKOD, OTTWG 1) EMLTAYLVOT) He
GPU.

« Tvvrovicpévn Khiypdkwon E@appoyodv Baciopévov oe Ipdgovg: Xe mept-
BaAlovta moAamAdv clusters, ) katavopr Twv topwv npénel va feAticTomoteiton
wote va dtacpoiileton 1) arodotikt) alomoinot tovg. H vepPoiikn diabeon
TOpwV propel va 0dnynoel oe vroaklomoinon Kot avENPEVo KOGTOG, eV® 1) Kabu-
OTEPTHEVT) KATAVOUT] HITOPEL VOL ETTNPEXTEL LPVITLKA TNV ATTOSOGT] TV EPAPHOYDV
ko va topaPrioet T Service Level Agreements (SLA) 6cov apopa deikteg 6mwg
n diktvakn kabvotépnon 1 1 Sakivnon dedopévwv. Xtnv mapovca StatpiPr eke-
PELVOVHE TNV KAHAK®OOT) TTOL AelTovpYel oe TOAAATAR emimeda Yo vou emitevy el
oUVTOVIGHEVT AelTovpyic TOL GuoTHpaToG. H avtopatn kApdKkmon ava epoppoyn
HITOPEL VAL EGTLACEL GTNV ATOHLKT) ATTOD0CT) KOl ATTOJOTLIKOTITA, EVE 1) AUTOUOTY)
KAMpakwon oe entimedo cluster propel va BeATioToNOGEL TN XPHIOT TWV TOPWV
KO(L VoL OLOLYELPLOTEL LVTIKPOVOHEVES QUTTALTHGELS TTOPWV.

« ANYn Ano@doeswv pe Baon tn MaBnon yia AnoteAeopatikn Arayeipt-
on IIopwv: Ta cvotnpata eAéyyxov mov Pacifovtal otn pabnon propoivv va
Aettovpyovv oe éva o0VBeTO Katavepnpévo meptdAlov yio va kabodnynoouvv
TIG XTTOPACELS AVTOHATNG KAPUAKOONG. ZUYKEKPLHEVA, 1] CVTOUATH) KALPUAK®OOT)
epappoyov propet va dratvmwlel wg TpofAnpa evioyvtikig pabnone. H mapoo-
oo draetpifr) wpoteivel dvo Adoelg: (o) Evav alyoplBpo evog mpdktopa, OTTOL O
TPAKTOPAG EVICYVTIKNG HAONONG eElooppoTtel TN XPrioT) TOPWV KAL TOLG TTEPLOPL-
opovg SLA, xau (B) évav adyoptOpo ToANTAGV TpakTOP®V, OTTOL OL TPAKTOPES
poBaivouv va cuvepydlovtal ylo TNV emitevén evog oLVOALkoD aTd)oL. Ko ot
dvo mpooeyyioelg oToxeOLV GTN LY ELPLOT) P OTATLKOV POPTOV EPYACLOG KOL
XPNOLHoTOL00V orjpata kabuotepnpévng avtopolPrig yia va kaebodnyrcovv to
oVOTNHA TPOG TNV EMLOVUNTH KATAGTAOT).

« AtaAertovpykotnta petofd I'pdpowv E@pappoyov kat Tvckevodv IoT: Na
v emmitevy el ) StohertovpykdtnTa Twv cvokevdv IoT TO60 ¢ emimedo LALKOD
000 koL € ONHacLoAoyLKO entinedo, amanteital éva eninedo pecaiov AOYLopHLIKOD.
H napotoa Siatpifny mpoteivel tn otoifo Aoyiopkod VOStack ov apéyet oporo-
Hopy1 TtPOcPact) oe eTEPOYEVELG CLOKEVEG, AVEEAPTNTA OO TLG VAOTTOLGELG TV
KOTOOKEVAGTAOV KoL T TPWTOKOAAA VALKOU. Ta elkovikd avtikeipeva propoidv va
EVOWUATOWOOVV amevBelog oe YPAPOUG EYUPHOYDOV KL VAL TAPEXOVV EKTETUHEVEG
duVaTOTNTEG GE GLOKEVEG e TEPLOPLoPEVOLG TTOPOLG. Tar dedopéva Twv GLGKELOV
IoT propotv va xpnoyoronfoiv ampOcKOTTH KOl Ol GUGKEVES HITOPOVY VO EAEY-
XOVTOL e OHOLOHOPPO TPOTTO.

« Evorowunpévn Apyitektovikn Tuvioviopot 610 YToAoy16Tiko Svveyég: [
TNV OALOTIKY] QVTIHETOTLOT OAWV TV TTPONYOVHEVOV {NTNHATWV, 1) Tapodox
dwatpiPr) mpoteivel éva evomoinpévo mAaicto cuvtoviopov. H mpotetvopevn apyti-
TEKTOVLKT) EVOWHOTMOVEL GTPATNYLKEG AVTOHATNG KALUAK®OOTG Kol TomoBéTnong
Yot TNV avamTuln YPOPoV eQOPHOY®OV GE ETEPOYEVELG TTOPOUG, PE GKOTO TNV LKOL-
voToinon Twv oToxwv anddoong amd dkpo ce akpo. H kiOpla épgacn divetan
OTNV TOAVTHNHATIKOTNTA KOL TNV ETEKTACLUOTNTA, £TCL OOTE VAL HITOPOLV var
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EVOOHATWOOVV e0KOA VEOL AAYOPLOHOL YIO TNV ETTEKTACT] TNG AELTOVPYLKOTNTOG
TOL TALGLOoL.

Yvuvepyetikn Meta-Evopynotpwon

H mopodoo dratpifr) mpoteivel pua LepapyLkr] opyLTEKTOVLKT) TTOL OUTOGKOTEL GTNV €-
TiAvon TePITAOK®V VITOAOYLOTIK®OV Kol SIKTLAKOV TPOPANHATOV pe eviaio Tpomo. H
ALPXLTEKTOVLKT TTEPLEXEL OLOXELPLOTEG DITOAOYLOTIKMV KOiL SIKTLOKOV TOPWV, TOTTLKOVG SLot-
XELPLOTEG LITOAOYLOTLKOV TTOPWV Kol Vo KeVTPLKO epyadelo ov ovopdleton Synergetic
Meta-Orchestrator (SMO) mov ammoteAel To kevTplkd oToLxeio evpuiag THG AP)LTEKTO-
vikig. H apyitextoviky outockornel emiong otn diacvdeot pe Tig texvoloyieg IoT
EVOOHATOVOVTOG TN oToifo Aoyiopikod tov VO.

O SMO astotelel To Pacikd Aettovpylikd oToL Lo, TO 0mTolo emLBAETEL TOV GLVTOVL-
OHO TOV KATAUVEUNHEVOV YPAP®V EQPUPHOY®OV oThnVv dtabéoipn vitodopr]. Zvvepydletal
pe dtdpopo dAAo emimeda TNG apXLTEKTOVIKNG Yla TN dnpLovpyio kot T dLarvopr] evog
oxedilov avamTuEng, pe PO CLYKEKPLHEVA OULTHHOTO XPTOTOV, T 0Tola TTEPLAXpPAvoLY
TOKETO EPAPUOYDOV, ap)XELX pUOHLOTG TTAPAPETPWV YPAPWV EPAPUOYDOV KOl EPUNVELEG
TV amontioewy pe faon tig tpobéceig (intents). EmumAéov, o SMO avoropfdver
AYn amogdcewv mov oxeTilovTal e TN GLVEPYATLKT JLaXELPLOT) TNG LITOAOYLOTIKTG
KoL OLKTUOKNG LTTOJOUNG, EVED EVOWHATMOVEL POES EPYACLAG OXETLKA JLE TI) GUVEYT) TTO-
pakoAoVONoN eQAPHOY®OV Kol LTTOSORMV, T1) dloryelploT CUUPBAVTOV KOl TG EVEPYELEG
(emava-)PeATioTONOINGNG HECW ATTPOCKOTTWV XAANAETIOPACEWV e TA VITOAOLTTX ETTiTte-
da cuvtoviopo?.

O Multi-Cluster Resource Manager (MCRM) eivon vrtebBuvog yiax T Swoeyeipion
TV katavepnpévov dabéoipwv topwv Edge/Cloud. Avtd to otoiyeio amotelel évav ke-
VTPLKO UNXOVIGHO Yl AELTOVpYieG eEVOPYNOTPWONG e TOAAATAX vIToAoyloTikd clusters.
SUYKEKPLLEVA, O POAOG TOV ETLKEVTPOVETAL OTNV KATAVEUNHEVT) TOTODETNOT) EPAPHOYDV
oe drabéoipa vtoroyioTika clusters, GupTEPLAXPPAVOPEVOVY EVEPYELOV HETEYKATACTAGOTG
HECW TNG eTLPOANG eVIEPOPEVWV GXESLWV VATTTUENG, TNG acvakdAvyng VOs kot Tng
ovaktnong dedopévov TapoakolovBnong oxeTikd pe tn Aettovpyio oe eminedo cluster
KOl TIG HETPLKEG XPTIOTC TOPWV.

O NFV Infrastructure Manager (NFVIM) eivon vevBuvog yio tn Swogxeipiomn ko
TN AeLtovpylkn SLcOVIEST] TWV KATAVEUNHEVOV DITOAOYLOTIK®OV Kol SLKTLOKOV TOPWV,
amnod to edge éwg to cloud, eEacparilovtog T dvvatdTnTa AVATTUENG KATAUVEUNHEVWV
YPOP®V epappoydv. Mépog Tov poAov Tov TTEPIAOPPAVEL TOV EVTOTLOHO VITOAOYLOTIKGOV
KoL SLKTLAK®OV TTOPWV He KOO TN dnpiovpyla Tomoloylov clusters, pécw tng vAomolin-
ong oyxediwv (blueprints), dSnAadn twv avtictolywv cluster Tov cuvdéovton evtog evOG
ELKOVLKOTTOLNIEVOL dLKTVOVL PacLopEVOL o€ dikTLkEG TOpEG. TlepthapPavel emtiong
drayelplon Tov KUKAOL (NG ALTOV TOV TOPWV KAl TN cuvext PeAtioTomoinon g
aklomoinong twv mTopwv SLKTvOU.

O Edge/Cloud Resource Manager (ECRM) yeipiletat Tig Aettovpyieg GuVTOVIGHOD
OYETLKA HE TNV KATOVOUT DITOAOYLOTIK®OV TOpwV o€ eninedo cluster, Aapfavovtag vmoyn
duxpopa vroroyloTikd mepLParrovia, 0mwg viodopég cloud, vtoAoyloTikovg KOpPovg
oto edge ko cuokevég IoT. Ot kOpLeg evBVVEG, oL evepyomotodvTon ad ta ototyeio SMO
kot MCRM 1] péow avtdvopng ANYng armo@acewy, mTeptAapfavovy tnv mapoxn mopwv
Yyl TNV avamntuln KOpPOV YpAO®V QAPHOY®OV, TNV ToPAKOAOVONOT GUYKEKPLHEVODV
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clusters yio Tr) GUAAOYT] HETPLKOV GE TPAYHATIKO XPOVO KL TNV XUTOUATT KALAK®OT)
TOPWV YL TOVG AVTIGTOLYOVG KOPPOUS EPAPHOYDV, BGTE VX TANPOVVTOL TX KPLTHPLX
atdd00NG e TAVTOXPOVT EACXLGTOTOLNGT) TOL KOGTOUG.

[a v aloAdynon NG apyLTEKTOVLKNC, HOVTEAOTTOLOVHE TO TTPOPANHA TNG TOTO-
Bétnong tev epappoymv ota dtbéoipa clusters ko TG ALTOVOUNG KAPHAKWONG TWV
TOPWV TOLG wG TtpofAnpata feAtioTonoinong. Ot meplopiopol TV TpofAnpdtwy o-
QOopoLV TN XwPNTLKOTNTA TV cluster ko TuxOV e€aptroelg Twv epappoywy. Metd Tnv
apxLKT) TOTOBETNON TV EPAPHOY®OV 0 AAYOPLOHOC ALTOVOUNG KALPAK®WONG pLOLLEL TOVG
TOPOLG AVAAOYCL HE TOL ELGEPYOUEVA ALTAHATA. Xe TEPITTWOT EAVTANGONS TOV TOPWV
eldomoteitot 0 SMO wote va enavatomobetroel TIg epappoyég Aapfdavovtag voyn Tig
VEEG TOUG OUTALTT)OELG.

[ 10 Tp®TO OKEAOG TNG TELPAPATIKNG aEloAdYyNoNg Xpriotpomotjoape 00 Yewypo-
oued kotovepnpéva clusters, 0mov to tpwrto Ppicketon oto NTUA otnv EAAGSa ko To
devtepo 1o CNIT otnv Itadio. Me tn xprion Siktvak®v epyaleiowv voloyicape OTL 1)
dkTvokT KOBLGTEPNON YL TNV ETLKOLVOVIA avapesa 6TLS OVO LITOJOHES elval TTePLTov
42 ms. Katd tnv avantu€n ypagou epappoy®dv xpnoipomotdnkay StoupopeTikég Stotd-
Eelg TV empépoug KOpPwv Tov ypagov. Katd tnv tomobétnon otnv idiax yewypopikr
tomofeciot 0 ¥pOVOG HETADOGTC TOV WPEALLOV POPTLOL KLHALVOTOV YOP® oTa 42 ms
EVD OTOV 1] EYOPUOYT] KATAVEHOTAV Kol 6TLS dVO TomoBesieg 0 XpOVOG KUHALVOTAV GTO
112 ms. Entiong epappootnkov diowpopetikd intents yio Tov ypdpo mov eiyav éppact oe
Srpopetikég petpikéc. T mapadetypa To intent wov apopd tnv e€otkovopncomn evépyelog
decpetel AydTepOLG TOPOLG OAAG e PHELWIEVT) aTOd00T) OTNV ePappoyT). XT0 debTEPO
okéN0G NG elpapaTikng aklohdynong, xpnotporomjoape dvo cluster pe Stopopeticong
draBéopoug mopovg oto NTUA. Ztn pia mepintwon Oewprjoape OTL TPEXOULHE HOVO TOV
OAYOPLOHO tLTOVOUNG KALHAKWOTG VD 0TI de0TEPT) EPAPPOGAYLE KOl TOV XAYOpLOO
enavatonobétnong oe mepintwon eEqvAnong twv mopwv. Me TNV e@appoyn koL Twv
dvo pefddwv cuvepyatikd pelwdnke o pécog xpovog amokpiong anod 4,47 s oe 2,71 s.

Avtovopn Khpdkwon pe tn Xprion Evioyvtikng MaOn-
ons

STov POV KePAALO eEEPEVVODIE TN XPTOT) TNG EVIGXUTLKNG HAONONG Y TNV QLTOVON
KALLAK®WOT) LITOAOYLOTIKGV TOpwV. E€epevvoipe pia mpocéyyion yia tnv kabodnyoiye-
VN amo intents evopxoTPWOT) EPAPHOYDV VITOAOYLGTLKOD HOVTEAOL XWPIg dtotkoploTh)
(serverless), 61ov, apevdg, vitooTNPilovpe éva eiedO APALPEOTS TWV TOPWV ATTO TOV
TPOYPOUHOTIOTI) TNG EPUPHOYNG, EVD, APETEPOV, TAPEYOVHE EVOTTOLNIEVES DLETaPEG dLot-
XELPLONG YO TOPOLG TTOL elvau kaTtarvepnpévol e dtagpopa cluster ce OAo To LTTOAOYLOTLKO
ovveyéc. Emiong, dtatum@voupie évar Hnyaviopo auTtopHaTng KAHAKwong Bactopévo otnv
Evioyvtiky Mabnon (RL) yia Tov tpocdioptopd tov aptBpod towv avitypaeov yia ke
EPAPHOYT] TTOL €xeL avartTuyBel. ZvykekpLéva, TPOTELVOLE Lot GLVAPTNOT] AVTOHOLPNG
7oL PBeATIoTOTOLEL TN XPNOT) TOV TOPWV, TPOTELVOVTAG ATOPAGELS KAUAKWGTG TOL
TOPEXOLV ATTOTEAEGHATA TTLO KOVTA 6TO emtdeypévo SLA. EmutAéov, évag mpoyveooTikog
HNXQVIGHOG pOpTOL epyaciag Paciopévog oto povtélo ARIMA StevkoADvel Tnv éykoupn
KAUAKWOT) TV QVTLYPAPOV CORPOVA HE TIG UTALTHOELS TOL POpTOL epyaciac. o to
okoTO 0UTO, dLapopPavoupe éva eplailov RL kot ypnoiypomolovpe Eévav TpakTopo
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Baoiopévo e Deep Q-Network (DQN) mov dratnpet T péomn kabvotépnon kdtw amod éva
poKkaBopLopévo OpLo, EAXYLETOTTOLOVTOG TAPAAANAC TOV XPLOUO TOV AVTLYPAPWV YLow
OAeg Tig Aertovpyleg. EmumpooOeta, mpodioypdpovpe évav BeATIOTOTONTH TPOYPOppL-
TIoPOU TTOL SLeELKOAVVEL T AN ToPAce®Y GXETIKA [e TNV TomobéTnon piag alvcidag
OLVAPTNOEWV GTO VITOAOYLOTIKO GUVEXEG. DUYKEKPLUEVA, OLLTUTTOVOUHE Eva TPOPANpa
BeATioToMOINGNG TOAAATAGVY GTOXWV Yl TNV eAayloTomoinen (a) Tng xprong twv
ovvdécewv petall g vodopng edge ko cloud, (B) Tov K6GTOLG pETAGYNHATIOHOD, TO
ornoio tpoomabel vo dlatnpriceL TOV TOTO eKTEAEOTG TNG AELTOVPYLNG KorL VO TOPUYEL TLG
KPVEG eKKLVNOELG Kot (Y) TNG KATAVAAWGTG eVEPYELXG TOL GLGTARATOC. H mpotelvopevn
p€B0S0G eEAYLOTOTOLEL TNV EMKOLVOVIO HETAED TV AELTOLPYLOV Kal TIG kaBvoTeprioelg
eKKLVNONG, TaPEXOVTOG TAVTOXPOVA HLAL EVEPYELKA ATTOSOTLKT] ATTOPAGT) TOTOBETNOTG
YLOt TIG AELTOVPYLEC, e GTOXO TN HelwaT) TOL KOGTOVS TV ToPOXWV LITOSOUNG.

[Na v a&loAdynon twv adyopibuwv mpaypatonotjoape cvykpicelg pe dAlovg
oVYXPOVOLG OAYOPLOLOUG KOl TAXTPOPHEG. LUYKEKPLUEVA TTPOEKVYPE OTL 1) TTPOTELVOHEVT)
péBodog metuyaivel 1,52 % vmepPaoelg Tov xpovou ektéAeong pe Paon to SLA v o
alyopiBpog tov Proximal Policy Optimization (PPO) wetuyaiver 10,95 % ko 1) serverless
nAateoppa Knative metuyaivet 2,58 %. Ocov apopd tn xprion TV TOP®V, 1) TPOTELVOHEVT|
péBodog amattel tn xpron katd péco 6po 10,44 avtiypaenv Tng epappoyng evod o PPO ko
n mAat@oppa Knative amontoov 9,98 ko 8,5 avtiypagpa avtictoryo. apatnpodpe Aotmov
OTL 1) TTPOTELVOHEVT) TTPOCEYYLOT) KATAPEPVEL PLOL KOAT) LGOPPOTILAL AVAHEG L GTNV AITOd00T)
NG EPAPHOYNG KO TT XPTOT) TWV VITOAOYLOTIKOV TOPWV. ZXETIKA e Tov alyoplBpo
tomofétnong mopwv cuykpivope TN dikn pog Tpocéyylon pe tov adyoptOpo First Fit
(FF). Zopgpwva pe TNV povteAomoinoT Hog o TpoTelvopevog alyopiOpog katapépvet 24,2%
Ayotepn katavalwon evépyelag oe oxéor pe tov FF alyopibpo.

Avtovopun Kiypdkwon pe tn Xprion Evieoyvtikng MaOn-
ong IlloAAov IIpaktopwv

Evo 1 mpocéyylon tng evioyuTikng pabnong mov TopousLlioTnKe GTO TPOTYOUREVO
KePAAaLO e0TLALEL GTNV KALPAKOGT) HEHLOVOHEVWVY VTN PEGLOV, Ol KATAVEUNHLEVES EQOLP-
HOY£EG LY VA ATTOTEAOVVTOL OITO TTOAAXTTAX OAANAETLOPOVT GTOLYXELA, TWV OTOLWV OL
ATOPACELS KALHAKWOOTG eVOEXETAL Va el pedlovVy N pic TNV &AAN. To moapodv kepdhaio
eEeTALEL L0l CLVEPYULTLKT) TTPOGEYYLOT] EVIOYUTIKNG HAONONG TOAAATADV TPAKTOPWV,
1) OTTOLOL ETLTPETIEL T GUVTOVIOREVT AR UTOPAOEDY KAPAKWOTG G€ TTOAXTTAX GTOL-
xetoe Tng epappoyng. O mpditopeg oL avortuXOnKav XpnoLpomTolovy Tov alyopilOpo
OLVEPYATLKNG EVIOYVTLKNG H&ONong ToAAGOV Tpoaktopwv QMIX, o omolog emitpénel oe
TOAAOVG TPAKTOPEG VO cLVeEpYalovTal yia TNV emtitevEn evog KoLvo 6TOXOL PHEGH Ke-
VTPLKAG HAONONG KoL ATTOKeEVTPWHEVNG eKTEAEOTG. MovTedomotOnke éva cuvepyaTLKO
TePLBAALOV TTOAAATTADV TPAKTOPWV e EVOLY GUVEXT] XWOPO KATAGTAGEWV (TTOL TTePLAL-
Baver tn xprion tng CPU, tov aptBpd tov avilypdgwv tng k&be epopployng kot tnv
koBvotépnon amd dkpo o GKpo) KoL Vo dLakpLtd YDPOo KIvoewy yia Tr dioxeipion
TV 0plwv KApakwong g xpriong tng CPU.

H ntpotewvopevn Adon ov Paciletan oto QMIX aElohoynOnke oe cOYKpLon pe TNV KAL-
HOK®OT) PAGEL KAVOVWV e GTATIKR OpLa. ZUYKEKPLLEVA LYK PLIvole TN ADOT) Lo e ToV
Horizontal Pod Autoscaler (HPA), to epyadeio opilovtiag kApakwong tov Kubernetes.
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Aoxipaoope §00 ekdOXES GTIG OTTOLEG XPTOLHOTOLCAUE G OPLO KALUAKWOGTG TV TOPWV
70 60% Ko T0 80% avtioToLxo TV GLVOALK®V TOpwV. H mpotetvopevn Adon katdpepe
KOT& péco 6po 0,3 topaPacelg 1o cupPwvnBév SLA yio To xpodvo ekTéAeong TG epap-
poyng eve o HPA katdgpepe 1,49 ko 1,24 yio To KAtd@PALR Twv 60% kot 80% avTioToLya.
[N Tov aplBpd twv avtypaewy tng e@approyng xpnotporomnkay kot péco 6po 3,08
avTlypa@a TG eQopHOYNG atd TNV TPOTELVOpEVT Aot eved o HPA pe katogAl 60%
xpnowormoinoe 3,58 kot o0 HPA pe xato@Al xpnoyonoinoe 3 avtiypopo. Z0VOAKA,
TOPATIPOVHE OTL O TTPOTELVOUEVOG OAYOPLOpOG E0TE TTPOTEPALOTNTA GTNV ATTODOCT] TNG
EPAPHOYNG HE EAAPPOG AVENUEVT XPTIOT] TV TOPWV.

31oifo Aoyropikot VOStack

Y& aVUTO TO KEPAALO TAPOLOLALOVHE PO 0LPXLTEKTOVIKT TPOcEyyLoT ov Bétel Ta Oe-
péA Yo Ty evowpdtwot tov VO oe avaduopeveg epappoyég IoT. Opilovpe pntd tox
apPXLTEKTOVIKG emimeda, TG aAAnAe€aptnoelg kat TG aAANAeTIOpAoELS TOL QTALTOOVTOL
Yyl TNV anpockonth evoopdtwon tov VO. Ertiong, tapovosidlovpe pia otoifo Aoyt-
OpLKOL avolyTol kddika, mov ovopdletar VOStack, yix tnv avamtuén VO/DT mov eivat
StohertovpyLkd pe avadvopeveg texvoloyieg 6to vitoloylotikd cuvexég. To VOStack
elvo oxedLooEVO MO TE Vo emeKTELVETOL EDKOAX Kout elvat eVBLYPapPLGHEVO PE TLG TTPOdLaL-
Ypopéc mov mapéyovton amd tnv opdda epyasiog W3C Web of Things (WoT)'. H oroifa
Aoylopkov emitpémet tn dnpovpyia VO kat, og ek ToOTov, dLleLKOADVEL TNV LAOTTOLN O
twv DT, tpocpépovtag diopopeTikd HovTéAa avamtTuEng Yo Tn StayeipLlot cLGKELOV
pe Paon Tig SuvaToOTNTES TWV GLOKELAOV. [TapéxeTal pHiot OAOKANPWUEVT EMGKOTNOT TNG
npotevopevng apytrektovikng VOStack, pe éppocn otnv StaheltovpytkdTNTo TPWOTOKOA-
AWV Kol GNHOGLOAOYLKT SLAAELTOVPYLKOTNTA, TNV EMEKTACILOTN T KoL TNV eVOLYPApLLOT)
HE TIG avadLOHEVES TEXVOAOYLEG ELKOVLKOTTOLNGT|G.

To emtimeda Tov VOStack eiva tpio: (o) to Entinedo Pvoikrg ZoykAong, (B) to Emi-
nedo Aoyikng Backend kau (y) To Eninedo X0ykAiong Edge/Cloud, eveod vdpyet ko 1
dvvartotnta eméktaong pe Sidecars. To Eninedo duoikric ZoykAiong xeipiletar mn dtcOv-
deo) e TIG CLGKEVEG Y PTOLLOTOLOVTAS TTPOTOKOAAX emtkovaviag 6mwg MQTT, CoAP,
HTTP, Zenoh xou WebSockets. To Eninedo Aoyikrig Backend vAomotel tn diacOvdeon pe
oyxeolokég Paoelg dedopévov 0mwg 1 SQLite ko faoelg dedopévwv xpovooselpds 0mwg 1
InfluxDB. Ertiong, emitpémnel tnv avantuén cuvaptroewv ov dev vtootnpilovtot amd T
ovokevn emekteivovtag tig duvartotntég tng. To Eninedo Edge/Cloud mepihapfdver tnv
yngrlomoinomn tov VO kot tnv emikovovia pe dAdeg epappoyéc. Télog, Ta Sidecars eivor
eQPaPHOYEC TTOL avamTssovTal TopdAAnia pe To VO kot vtootnpilouvv Tig Aettovpyieg
oL VO Xp1GLHOTOLOVTOG TEXVNTI VONHOGLVT).

[N v evewpatwon tov VOStack oe mpaypatikég epoappoyég Oewpotpe Sbo oevapiar.
3T0 TPADOTO GEVAPLO XPTCLLOTOLOVHE £V POUTTOT TO OTTOLO €lval EEOTALOUEVO HE Lo
KOpepa Kol avarttoocovpe évae VO tov Aettovpyel wg 1) YneLakn ovormropioToct) Tou
popToT. Ot elkOVeg TOL AOPPAVEL TO POUTTOT X PTICLULOTOLOVVTAL YL TOTILKT] OLViYXVELOT)
QVTLKELPEVOV OAAG DITAPYEL KOL 1) SUVATOTNTO ATOGTOANG O€ HLOL EPOPHOYT] OVIXVELOTNG
avTiKelévev oto edge pe avtioTtolyn pvbuion tng cupmieong kot Tov puOPo ATOGTOANG.
Ot TYég auTeV TV Tapapétpwv ennpedlovy tnv akpifeia Tng aviyvevong Kot tnv

https://www.w3.org/WoT/
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KotavaAwaor evépyelag. Emopévag, otdoyog eivar 1 eElooppomnon g KAToavaAwong
evépyelag pe tnv akpifeia g aviyvevong. Movtehomolovpe To TPOPANHA WG Eva TPO-
BAnpa evioyvTikig p&Bnong kot avamtdGoOoLpE TOV TPAKTOPA 0 omoiog Oa aipvel Tig
armopacelg wg sidecar mov Tpéxel mapdAAnia pe to VO. Xto deOTepo 6eVAPLO £XOUHE EVOLY
YPOPO EPAPHOYDOV O€ P EELTTVT) TTOAT OTTOL EKTEAOVVTOL GELPLOKA 1) ATTOGTOAT ELKOVMV
Ao L GLUOKELT), Lt EPUPHOYT] Helwang Tov BopvPou NG eLkOVOG KoL Lo EQOPHOYT] avi-
xvevong avtikeévou. I tn PeAtiotonoinon tng anddoong tng epappoyng Bewpoiype
dv0o pnyaviopovg. O TpdTOg apopd TNV eElcoppomTNoN TNG akpifelag Tng aviyvevong ko
TNV KATOVAA®GT] EVEPYELAS X PTCLHOTOLOVTAS EVOLY TTPAKTOPA EVIOYVTIKNG H&AONGNG, EVD
0 devtepog xpnotpomotel Tov alyopiBpo k-Nearest Neighbors (kNN) yia va amogacicet
TOV aplOpd TOV AVTLYPAP®V TNG EQXPHOYTG TOL YpetdlovTol yia va eEumnpetnOet o
eLoEPYOPEVOG POPTOG.

[ v a€loddynon tov VOStack mpaypatomowmOnkav ovykpicelg pe kobiepwpéveg
nAat@oppec. Ocov apopd Tnv avérttuEn ko tn eopntotnTa, to VOStack tapovoidlet
vPNAN evelEia, emTyxAvovTog Xpovo ekkivnong povo 0,78 s oe éva Intel NUC, evo
akopn kot évo Raspberry Pi 4 e weploplopotg mopwv PITopel v TO XPYLKOTTOLCEL GE
2,53 s. Ye ovykpion pe to Eclipse Ditto xar to EdgeX Foundry vmd mavopoitdtumovg
@opTOLG epyaciag (30 autpaTa/SeuTepOAETTO Pe OTATIKO wPEALPO poptio), To VOStack
Eemépace to Ditto Katd TOLAAYLETOV 6% GTOV XPOVO EELTINPETNOTG TWV KULTNHATWV KoL
Eenépaoe 10 EdgeX katd 5% xpnoipomoidvtag Tovg idtovg mopovg 2 vCPU. EmutAéov, 1
am6doom tov VOStack mapapével otabepr) kabdg avEdvovtal To w@EALPX QopTia, VO T
koBvotépnon tov Ditto avEdveton avaloyikd, amodidovtag TovAdyloTtov 42% XelpOTeEpQL
artd To mpotelvopevo VOStack.

310 mhaiolo Tov oevapiov afloAOYNGONG He TO POUTTOT, 1) TTPOTELVOHEVT] ALPXLTEKTOVLKN
nétuyxe avknon 17% otnv akpifeio aviyvevong oe cOYKPLOT e OTATLKEG ADOELS TTOU
otéAvouv pe tov idto pulpo dedopévwv. EmimAéov, xpnoipomotdvag évay pnyxoviopo
eKPOPTWONG 670 edge KOTA TNV AVIXVELOT) ATOPWV, TO GUOTNHA TETLXE HELWOT) 8% £WG
12% otnv katavalworn evépyelag oto edge eminedo oe GOYKPLOT e OTOTIKES TTOALTIKEG
OULXVNAG KOL GTLAVIOG EKPOPTWATG. AUTH| 1] LOOPPOTTLX ETLTUYXAVETAL ATTO TOV TTPAKTOPL
EVIOYLTLKNG HABNnong mov mpocappolel Tnv ekpoptwon pe faon to eninedo protopiog
TOL POUTTOT, StacPaiilovtag 0Tt dxtnpeitat 1) kplown akpifeto xwpig vo e€axvrieiton
TPOWPAL 1) GUGKELT).

[ ) epintwon g é€vmvng TOANG, 1) evowpdtwon sidecars ov Bacilovtal on
pnxovikn pabnomn amodelyOnke amapaitntn yia tn diayeiplon oOVOeTWV KOTAVEUNHEVOVY
neplPairoviov. O mapayovtag eAéyyou dikTOov evioyLTIKNG paBnong métuye PeAtionon
21% otV amodoTIKOTNTA TNG AVIXVELOTG AVTLKEPEV®V, TTOL OpLleTal WG 0 AOYOG TNG
BaBporoyiog epmiotoohVNG TPOG TO KOGTOG EVEPYELRG, GE OXECT) He TOV aAyopLOpo
DASH tov YouTube. Am6 tnv mAevpd NG eVOpXGTPWOONG, O HNXOUVIGHOG XUTOHATNG
KAMpdkwong ov PaciCeton oe kNN yix to ypdpo epappoynv Eemépace Tov Kubernetes
Horizontal Pod Autoscaler (HPA). Zvykekpipéva, peiwoe tig mapafidoelg tov SLA xatd
18,5% ko tn péon xpnon g CPU katd 2,5%, eved mopdAAnia tétuye peiwon 3% otnv
kaBvotépnon P95. Avtd ta amoteAéopata suALoYLKG emtkup@vouy To VOStack wg o

eEQULPETIKG TTOTEAEGHATLKT], XPOPWOTH KOl AVTOVOT AVGT] YL TO VITOAOYLOTLKO GUVEXEG
Cloud-Edge-IoT.

29



Exiloyog

To mopodv kepdloo cuvoilel TG cLveloPOPES TNG TTapooag draTpLPrig kat e€eTalel
mOavég peAlovTikéG KaTeLODVOELG Epevvag.

Sovoyn

H mapodoa SiatpiPn) mapovotdlel pioe OAOKANPWOHEVT) PXLTEKTOVLKT] TTOV ETLTPETEL
TNV evoroLnpévn Sty elpLon Kol evomoinot TOAAATAGV eMITES®V TOL VITOAOYLGTIKOD
ovvexovg. O KOPLOG GTOYOG AVTNG TNG APXLTEKTOVIKNG TPOCSEYYLONG elvat 1) a&lomoinon
TWV TAEOVEKTNUATOV KAOE ETLUEPOVG ETLTESOV KAUL 1) AVTIHETMOTILOT) TWV TPOKANGEWV
7OV TPOKVTTTOLV o€ Kabéva amd avtd. H mpotetvopevn tepapyia exteivetal oo to cloud
¢wg ta eninedo edge ko IoT kat akolovBei pio TPocéyylon GLOTHHATOG CLGTHHATWY,
pe kaBe vrooLoTNHA KoL oToLXElo Va avTieTOTi el éva dtoupopeTid TpoPAnpa. O SMO
ototelel TO KEVTPLKO GTOLYELO QUTNG TNG OPXLTEKTOVLKNG, TO OO0 PeTaPPAlel TOUG
VYNAOD emLTEdOL GTOXOLG TTOL OpLloVTaL ATTO TOVG XPTOTES KAl KATAOKELALEL OXESIX
VAT TUENG TTOV LKAVOTTOLOVV TOUG SeJOHEVOUG TTEPLOPLOHOVG. e TEPLITTMOCELS [T} EPLKTOV
ATOPAGEWV, O UNYOVIGHOG entava-PeATIoTOTOINGTG LTOAOYL(EL EK VEOL TNV QUTOPACT) KO
Katookevalel éva véo oxédio avantuéng. H apyirextovikn mepthopfavel epyodeio mov
xewptlovton Tnv tomobétnon oe moAorAd cluster kot T dwayeipion mTOpwv duktdOL G
VYN0 eminedo, evod TapAAANAX emITPETOLY 0T TOTTLKK clusters va xeipilovtal mTuyEG
TPOYPAPHATIGHOD, AVTOHATNG KAHAK®ONG Kat TtapakoiovOnong. Téhog, ol cuokevEg
IoT evowpatovovtal amevbeiog oe YpAPoug EPUPROYDV X PTGLHOTTOLOVTOG £V eSO
QPALPESTIG HECK TWV ELKOVIK®OV VTLIKELLEVOV.

Me Bdomn avtnv TNV apyLTEKTOVLKT), SLATLUTTOCOHE Eva TPOPANHA XVTOUATNG KAL-
HAK®OONG HE XPNOT HNXOVIKNG p&Bnong, To omoio otoxevel otnyv eElcoppdmnon g
XPNONG TOPWV He TNV ardS0CT) TNG EQAPHOYNG. AVLTO EMLTUYXAVETOL GLVSVALOVTOG Lo
1éB0S0 yior TNV TOTOBETNON TWV EPAPHOYDV KL EVOV TTPAKTOPOL PNYOVIKNG HaBnong yio
TNV QUTOHATI KALAK®OOT) TOV AVTLYPAP®V TOVS. e cUYKPLoT) pe dAAovg alydplOpoug,
omwg o PPO 1 n mhateoppa Knative, n tpotevopevn Abon tovg Eemepvd oe amddoon,
€AY LOTOTTOLOVTOG TT) XPT|OT) TOPWV Xwpig va Tpokadel vYNAd 1060010 TopAPLdcewy
SLA Aoy kaBvotépnong.

Qg eméKTOOT TOL GEVOPLOL EVIGYVLTIKNG HABNONG pe évav mtpdKkTopa, 1 Topovoa
SratpiPr) diepevvd emiong tn dvvaTdTNTA EVIOYVTIKNG HAONONG TOAAATAGDY TPAKTOPWV
HE EVav TPAKTOPO VA ePoppoyr. Xpnopomoldvtag tov alyoplfpo QMIX, éxovpe
eKTTOLOEVOEL TTPAKTOPEG EVIOYVTLKNG HABNONG vor cuvepydlovTol Kot vt GUVTOVILOUV TLG
EVEPYELEG TOVG TTPOKELLEVOL VO ETTLTOXOVV VAV KOLVO GTOX0. ZVYKPLVOVTOG PE OTATIKA
OpLor KAPAK®ONG, £XOUHE del&eL TNV TPOCAPHOGTIKOTNTA AVTAG TNG TPOGEYYLONG GE
petafodAopeva poptia .0680vV. AVTH 1) TPOCEYYLOT) AVTIHETWOITLLEL OPLOPEVOLG TTEPLOPL-
opolG, kaBag 0 ahyoplBpog eivar dvokoro va pvBuiotel, aAld Tapéxel To BewpnTikd
TAOLGLO Yl cLVEPYGLO TTOV eV VITAPXEL GTA GEVAPLA EVOS TTPAKTOPAL.

H evowpdatwon tov emutédov IoT oe avtn tnv moAveminedn apyLTeKTOVIKT] LAO-
moumBnke pe tn xpron g otoifag Aoyiopikod VOStack. Avtr) 1) otoifa Aoyioptkoo
QVTIHETWITLCEL TNV ETEPOYEVELX TOV DALKOD OLPALPOVTOG TIG AETTTOUEPELES LAOTTOINGTG
TWV KATACKELOOTAOV, EMLTPENOVTAG OTLG 6LOoKeVEG IoT var Aettovpyodv g avTikeipevo
TPOTNG KATNYOPLAG 6TOVG Ypopnpata epoppoyov. Kabe eninedo tng otoifog emuke-
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VIPOVETAL Ge SLPOPETLKEG AeLTovpYieg, emPaAlovTag éva eDKOA ETEKTAGIHO HOVTELOD
YLOL TNV €LKOVLKOTIOLNGT) KOL TNV EVOWUATWOT) TV cvokev®v IoT oe cOvBeteg epappoyés.

MeAAOVTIKEG TPOEKTAGELS

Aedopévov 6TL 0 SMO vrootnpilel moAlamAodg alyopiBpoug yia tn dioyeipior topwy,
Bo prtopovoayie va emekteivoupe To TPOPANpHA TOTOOETNONG EPapHOYDOV TPOocHETOVTOG
AETLTOpEPELG TTEPLOPLOPOVG OXETIKA He TNV kaBvotépnomn Siktdov, Tn cuviTapén epap-
HOYQOV 1) TNV eYYOTNTA GLOKELOV. AUTOL OL AYOPLOpOL HITOPOVVY VA TPOYPUppTICOUV
EPOPUOYEG o€ eTepOyevelg mOpovg, cupmepthapPavopévov CPU 1 GPU, yuo tn PeAti-
OTOTTOLNGT AAVGLOWVY EPAPHOYDOV VYNADV DTTOAOYLOTIKOV aonToewy. Aedopévou OTL
duxpopeg mpoceyyioelg Tpowbodv TNV evopynoTpwor pe Baon to intent yix epappoyég
LTTOAOYLOTIKNG oTo edge kot oo cloud, vTapyel avaykn Yo Tov KaBOPLOHO TUTTLKOV
YA®GO®V epLypapng yia TN SlatdITwo ) Tov intent, cLVOSELOPEVWV OO PIXOVIGHODG
petdppaong tng mpobeong. Me avtdv Tov TpoOTO, TO kabopiopévo intent propel va
petoppaotel oe SLA mov propotv ot cuvéyetx va emtPAnBoidv amd alyopiBpovg PeAti-
otomoinong. H dvodog Twv YAwooIk®dV HOVTEA®VY TEXVNTAG VONHOGDVNG, YLt TopAOELY I,
atoteAel P ToAAG vtooyOpevn eEEMEN Tov B ptopovoe va xpnoytomownOel yio
petatporn Statundoewy intent vPNAoL emLTEdOL e TEPLOPLOPOVS XAPNAOD eMLTESOL
OV PIopolV va epappootoy. EmmAéov, n apyitektovikn propet va PeATiwbel pe tnv
EVOWPATWOT) HXAVIOHOV 0o @EAelng pndevikhg epmiotoovvng (zero trust) oe OAa ta
entimedo, dote va Stacarileton 1) TpooTacion TG oELOTLGTIOG KoL TOL QITOPPTITOL TWV
dedopévwv yia Oho Ta epAekopeva pépr. Téhog, dedopévou OTL 1) YEVIKT] ApXLTEKTOVIKT)
nepthapPavet dSidpopeg tomobeaieg kat SokpacTiKd TePLBIALOVTH LTTOSONUNC, OL PNy CL-
vég PeATioTomoinong propodv va a€lomoteovv alyoplOpoug evepyelakng amddoomg
70V TPowBoUV TN PLOCIPOTNTA KoL EAAYLGTOTOLOVY TO ATTOTOTWHA TNG TAATPOPHOGS.

To ovotnua MCRM, 6ntwg mapovcialetol otny mapovoa diutpiPry, vrootnpilet
clusters mov mpoctifevton oTatikd, eve To NFVIM pmopet va decpedoet véouvg mopovg. Oa
propovaoe va emitevy el Eva epontépw eninedo opoomovdiag pEcw PG eLOIKNG dtemapng
7oL Dot eMLITPETTEL T pETAKIVIION ) TNV KOLVT] Xprion TopwVv petad Siapopetikev SMO. H
{OVTOVT) HETEYKATACTAOT) TTOPWOV HITOPEL VO GUVIVLAGTEL [e HIXAVIGHOVS OLVIXVELOTNG KoL
QLUTOHOTOTIOLNHEVES GTPATNYLKEG OHOTIUNG GUVOECTG, OGTE VOL OVTOITOKPLVETOL SUVOHLK
OTLG QTTUUTHOELG TWV EPAPHOYDOV.

Ot oA yop1OpoL aLTOPATNG KAPAK®OO TG HTTOPODV VO pLOHLETOVY TTEPALTEP® KL VO
enekToBoUV Yot VO HETPLAGOLV TNV LITEP-TIAPOXT) TOPWV TTOV TTAPATNPELTAL KT TN
dudpxela oplopévev meplodwv Aettovpyiag. H diopoppwon tov mepifdrlovtog evioyv-
TIKNG HAOnong Ko TG cuvapTnong avtapolPng eivon ToAd gvaicOntn 6T AAAXYEC
KoL LITAPYOLY TOAAEG peTaPANTEG OV B propovicav va kaBodnyrcovy tov TphkTopa
oe pia mo emtbupntr katdotoaon. Ooov apopd T pHBULOT TOAAATAGVY TPAKTOPWY,
Ba prtopovoe va paypatomoinBet tepontépw aELoAdynon pe dAAovg alyoplBpoug mov
ETMLTUYXAVOLY CLVEPYOGLA HETAED TOV TPAKTOP®V KL HITOPOVV L0WG VXX ETTLTUXOLV KO-
AbOtepn aodoon. Mio avaduopevn tpooéyyion mov poldlel pe to MARL eivan 1) agentic
TEYVNTI] VONHOCLVT] KAL 1] XPT)OT) AUTOVOH®OV CUGTNHATOV Yio Tn dtoyeipion mopwv [9].
Avtol oL tpakTopeg O prropovoay va Aettovpyoiv pe éva fabpod Tomikng avtovopiag,
eved TavToypova B avtadAdocouy kploieg TANpo@opieg pe yettovikd clusters péow
OTTOKEVTPWHEVOV TTPOTOKOAAWV.
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Mua GAAN evdiapépovoa katevBLVET OPOP TNV ELPAVLIET) TNG eENYNOLUNG TEXVNTNG
vonpoovvng (explainable Al). Avti v evowpat®vel cuothpata kot adyopiBpouvg Tomov
«HOOPOL KOLTLOV», 1) e€Nynoun texvnt vonpoovn Ba propoloe va PeAtidoel Tov
GUVTOVLGHO GTO GLVEXEG TOU VEPOUGS, TTPOCPEPOVTAS ILAPAVELG OULTLOAOYTCELS YLOL TLG
QATTOPAGCELS TNG TOGO GTOVG XPNOTEG OGO KO GTOVG TOPOYOVS LITOSOUMV.

To VOStack éxel yivel dextd wg Eclipse mpotlext pe tnv ovopacio Eclipse VOStack 2
pe aTOX0 TN dnpovpyict PLag KOWOTNTAG Yo TNV LITOGTHPLEN TNG CLVTHPNONG KAL TNG
e€EMENG tov. Ooov apopd Tig pedlovtikég Pedtidoelg Tov VO, 6TOX0G Hag eival va
TOPEXOUVHE TTLO OVVOETEC AELTOVPYLEG, TT.X. VO AVTIHETWITIGOVHE GEVAPLA KLVITLKOTITOG
OULOKEVOV. LTOYXEDOVHE ETIOTG GTNV OAVAITTTUET TLO EEEALYHEVOV TEXVIK®OV PACIOPEVOV
ot Pnxovikn pabnen yio tov éleyxo Tov dkTOoL 6G, EVOWHATOVOVTOG KOLVOTOHES
texvoloyieg yioe Tov éleyyo Tou emmédov npocPaong 6G (.. emkovwvieg tepoxéptl).
Opolwg, TeXVIKESG TEXVNTNG VONHOCUVNG/HNXaVIKNG p&Bnong yia Tn dwxeiplor topwv
TOU YPAPOUL EPAPHOYDV HITOPOVV VoL GXEIAGTOVV OOTE vor avadel€ovy kaAvTepa TN
onpoacio twv DT mov avtAody yvoon t660 otd To Yuolkd 660 kot otd To emimedo
EQAPHOYQDV, HE GKOTLO TNV TOPOXT) ATOTEAECHATIKTG EVOPYXTIOTPWOTG A0 kPO e GKpo.

Juvolika, ) tapovoa dixtpiPr) Ba propoce va AELTOVPYTGEL WG GKOUAOTTATL TTPOG €V
QLUTOVOHO LTTOAOYLOTLKO GUVEXEG, OTTOV OL EPUPHROYEG HTOPOVV VO ELVaIL arvVeEAPTNTEG ATTO
70 dlKTLO KOl oL XPrjoTeg XpetdleTon povo va opilovv amartnoelg vymAov emédov. To
UTTOKELEVO GUGTNH TPOCOETEL Evar eTimedo PaipecC yLot TIG TEPLOCOTEPES AELTOVPYLEG
TTOL QLPOPOVV TNV AVATTTLEN Kot T1) Sty elploT Tov KOKAOL {WNG TWV EPAPHOYDOV.

*https://projects.eclipse.org/projects/iot.vostack
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Chapter 1

Introduction

The shift of the cloud computing paradigm towards microservice-based architectures and
the proliferation of Internet of Things (IoT) devices have vastly increased the number of
software components that need to be managed. Lightweight container technologies have,
in large part, displaced heavier Virtual Machine (VM) technologies. Software artifacts
are packaged with all their dependencies, making them portable and enabling them to
run on any platform. Container orchestration platforms such as Kubernetes [1] leverage
containers to offer automatic deployment and scaling capabilities that facilitate the
efficient usage of computing resources. Nevertheless, computing infrastructure remains
distributed in nature and comprises cloud clusters that typically possess significant
computational power and edge or far-edge clusters that have more limited capabilities
but offer improved network performance due to their geographical proximity to IoT
devices. Consequently, the computing continuum can be decomposed into three main
layers: (a) the Cloud layer, (b) the Edge layer, and (c) the IoT layer. Fig. 1.1 shows the
layers of the computing continuum. A significant challenge that arises is the convergence
and unified management of these distinct computing layers [10], [11].

Orchestration in the computing continuum refers to the automated configuration
and deployment of systems and software. An orchestration platform can handle the
deployment, manage the lifecycle, and ensure the failure recovery of computing resources.
Resources are automatically placed and scaled based on predefined policies and require-
ments. There are two different orchestration models, declarative and imperative. In
the declarative model, the developer describes the desired state in terms of resources
and metrics, and the orchestrator is responsible for achieving this state, while in the
imperative model, the developer defines specific sequences of actions to achieve the
desired outcome. Orchestrators can further be categorized into centralized or distributed,
based on the resources they control. Centralized orchestrators have a global view of
the system and can enforce decisions across the system, while decentralized ones have
limited scope and responsibilities, but can communicate and cooperate to fulfill their
requirements [12].

Each computing layer offers different advantages and serves a different purpose. The
Cloud layer typically has significant computing power and a large pool of resources.
Developers can utilize their on-site resources to host complex platforms and retain full
control and responsibility of their hardware. This entails complex management of soft-
ware platforms and runtimes on which to run applications. Additionally, virtualization
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Figure 1.1: Computing continuum architecture.

technologies are necessary to make more efficient use of the available servers. Lastly,
networking needs to be established, and storage needs to be made fault-tolerant. Alter-
natively, many vendors utilize their data centers and offer access to them in the form
of service models with varying levels of abstraction [13]. Infrastructure as a Service
(IaaS) abstracts the management of hardware resources and allows developers to set up
Operating Systems and runtimes. This model’s flexibility is offset by the configuration
overhead needed to set up development environments. Platform as a Service (PaaS)
provides preconfigured development environments where applications can be directly
deployed. Fast deployments are facilitated at the cost of even less configurability of the
environment compared to IaaS. Software as a Service (SaaS) offers the highest level of
abstraction, where the provider handles all aspects of software deployment, from the
management of hardware resources to the application deployment and maintenance.
The tradeoff in this case is related to the reduced control, security, and performance,
with the advantage of abstracted resources and rapid deployment. The entire cloud layer
ecosystem leverages high-density server clusters to facilitate intensive workloads and
provides significant safeguards regarding the durability and elasticity of applications.
New resources can easily be provisioned based on demand to high scale, and maintenance
is centralized, offering reliability through redundancy and fault tolerance. Nonetheless,
the cloud infrastructure’s distance from data sources incurs higher latencies. Similarly,
the high volume of data creates bandwidth costs related to its transfer. Since data resides
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in the cloud, data privacy concerns arise, especially in the case of public clouds operated
by third-party providers.

The Edge layer regards servers and infrastructure that are distributed in nature. The
geographical proximity to the devices guarantees lower data processing latencies [14].
By handling data processing at the edge, edge computing reduces the need for costly
data transmission to the cloud. Also, bandwidth constraints are less strict, and the
computational load is usually lower compared to the cloud layer. Therefore, applications
that require higher bandwidth benefit by utilizing the edge layer’s network efficiently
without driving up costs. Moreover, during intermittent connectivity situations, edge
servers can provide improved reliability and can generally support real-time or time-
critical applications more efficiently. These advantages are offset by the fact that edge
servers possess limited computing and storage resources. Edge servers cannot always
execute computationally heavy variants of applications, and computation needs to be
deferred to the cloud.

The IoT layer includes all devices deployed in the physical world that collect real-time
data. This enables large-scale data collection from various fields. Low-power and low-cost
devices allow scalability at a massive scale, which is essential for the creation of smart
environments and cyber-physical systems. Additionally, many real-world processes are
enhanced through automation, monitoring, and intelligent decision-making capabili-
ties. However, many IoT devices have significantly limited processing power, memory,
and available energy, preventing them from executing resource-demanding routines.
Therefore, they rely on the higher layers of the continuum for complex functionality
such as data processing and analytics. Furthermore, massive data collection carries high
security and privacy risks and requires proper authentication and encryption schemes to
ensure secure access. Lastly, heterogeneity in the IoT layer caused by different vendor
implementations complicates their integration with other applications and requires a
semantic translation layer that enables interoperability [15].

A strict layered model is generally a simplified view of the computing landscape.
Nowadays, applications span multiple layers, and information flows in multiple directions.
The interconnection of all layers synthesizes the computing continuum [16]. Inside the
continuum, applications can span multiple layers, and layers frequently interact to ensure
proper application execution. Data can flow from the IoT devices to the higher levels,
while control data regarding configuration can be propagated from the cloud layer to the
lower layers. Both the control plane and the data plane play a vital role in the continuum.
Control plane data usually refers to the configuration of routes, topologies, and scaling
decisions. Data plane data traverses the infrastructure configured by the control plane
and contains application information. This paradigm enables multi-tiered architectures
where each layer tackles a different challenge.

The computing landscape has continually evolved with several paradigms emerging
to offer new capabilities. Serverless computing and Function as a Service (FaaS) are such
technologies that build upon container technology [17]. Applications are broken into
functions, which are the smallest deployable and orchestratable unit. Each function is
designed to be atomic, modular, and to handle a single functionality. The underlying
infrastructure is abstracted, and the user is billed only for the consumed resources. Mul-
tiple functions can be chained to create pipelines or application graphs. Execution can
be triggered by events, and new instances of the function can be deployed incredibly
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quickly to respond to surges in the incoming workload. A serverless framework is re-
sponsible for the automatic scaling of the function instances. Common metrics that guide
the autoscaling decisions can be divided into different categories. Resource utilization
metrics measure the CPU, memory, or network usage to track the current instance load.
Application performance metrics focus on the incoming request rate, the number of con-
current requests, or the number of requests waiting in a queue to estimate the capacity
needed to satisfy Quality of Service (QoS) constraints. Another fundamental concept of
serverless is the use of events to construct sophisticated pipelines. Data creation and
consumption are event-driven, with data producers being unaware of the components
that subscribe to their updates [18]. This facilitates the decoupling and independent
scaling of applications.

The advent of microservice-based and serverless architectures marks the shift from
big and complex monolithic applications to highly modular distributed architectures.
Applications are broken up into multiple components, such as microservices or functions.
Each component executes a single task and serves a single functionality. The exchange
of information between the various components creates flows of information that can
be represented in a Directed Acyclic Graph (DAG) [19]. Each node of the DAG can
represent a microservice, while each edge signifies either a data dependency or network
flows among the different nodes. The components of the DAG are characterized by
different QoS attributes, including execution latency, network bandwidth, and availability.
DAGs can implement fixed application pipelines but can also be adaptive by integrating
condition-based branching and deployment.

Distributed application graphs apply to multiple domains. In the context of the dis-
tributed computing continuum, applications can span multiple layers with each layer’s
components implementing different functionalities. For example, disaster recovery sce-
narios incorporate smart city devices of the IoT layer, edge applications that aggregate and
analyze their data, and cloud applications that run computationally heavy algorithms [20].
Distributed architectures are also relevant in smart buildings, where a significant number
of IoT sensors provide contextual data that can then be interpreted to create complex
logic that optimizes energy consumption or performs object detection [21].

Application graphs are a comprehensive way to describe applications. Instead of
formulating each service’s requirements individually, graphs can provide end-to-end
configuration options. Moreover, graphs contextualize the interconnections and depen-
dencies between application components. This enables analysis across specific paths or
pipelines, supporting system-wide evaluation of metrics such as latency, throughput,
or reliability. A visual representation of distributed application graphs can be seen in
Fig. 1.2.

While orchestration can assist in managing the lifecycle of individual containerized
applications, it can also be extended to the level of computing nodes or application
graphs. Since each computing layer has different attributes, individual and independent
orchestration becomes insufficient. Conflicting objectives and cross-layer tradeoffs in
orchestration decisions can lead to poorly coordinated systems [22]. Many factors can
come into play, such as distance from the device, application latency, resource availability,
and resource contention in shared environments. Graph-aware orchestration analyzes
requirements from multiple services to construct a global solution that involves multiple
systems and platforms to achieve the intended performance goals.
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Figure 1.2: Distributed application graph.

Distributed applications exhibit certain characteristics that need to be accounted
for when managing their lifecycle. Dynamic workloads and unpredictable spikes may
affect an application graph in unintuitive ways that require analysis. Specific parts of the
application graph may require partial redeployment or runtime adaptation besides the
classic failure and recovery mechanisms of orchestration.

Despite the expressive power of these abstractions, their combination introduces
fundamental challenges. The complexity of the computing continuum lies in a multi-tiered
architecture that utilizes layers with distinct features. Orchestration effectively manages
the lifecycle of individual components at the cost of a limited scope. Application graphs
provide a unifying abstraction that captures inter-service dependencies and uniformly
addresses challenges related to the application’s end-to-end behavior across distributed
environments.

1.1 Challenges and Motivation

Building on the previous section, the computing continuum introduces many new mecha-
nisms for efficiently managing distributed applications, giving rise to a set of fundamental
challenges. Multi-layer orchestration and distributed application graphs are powerful
concepts that increase system expressiveness at the cost of additional complexity. Some
of the challenges can be summarized as follows:

« Multi-Cluster Management of Application Graphs: Resource constraints and
varying application component requirements create the need for cross-cluster de-
ployment strategies that efficiently utilize heterogeneous resources. As previously
mentioned, computational nodes of each layer have different attributes and con-
straints. Efficiently translating the performance guarantees of application graph
components into actionable placement decisions across heterogeneous clusters
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poses a significant challenge. This issue is amplified considering that the placement
of individual services impacts the overall performance of an application graph.
While single-cluster placement has been widely studied, distributing the placement
of interdependent application graph components across heterogeneous clusters
introduces additional layers of complexity [2].

« Coordinated Scaling of Graph-Based Applications: Application performance
in complex pipelines and under varying workload conditions requires efficient
scaling policies. Computing resources can be scaled up by increasing their resources,
or out by replicating them. Additionally, scaling takes place at lower levels, such
as per function or service, and at higher levels, like entire application graphs or
clusters. Timely adjustment of resource allocations to meet the incoming demand
is critical to maintaining application responsiveness and efficiency [3]. On the
other hand, resources can also be underutilized due to unnecessary and preemptive
scaling, leading to increased costs. Effectively balancing the trade-off between
performance and resource utilization requires coordinated resource optimization
strategies. Lastly, scaling decisions can be divided based on their timing. Reactive
approaches respond to observed system conditions, while proactive solutions
incorporate prediction and forecasting models to prevent service disruptions and
mitigate performance degradation [4].

« Learning-Driven Decision-Making for Efficient Resource Management:
Static resource management algorithms and policies are straightforward to imple-
ment and incur minimal runtime overhead. However, the difference in applica-
tion profiles and behaviors creates the need for fine-grained decision-making to
appropriately handle the incoming demand. Similarly, many environments are
non-stationary in nature due to seasonality and periodicity, changes in users’ pref-
erences, or software and hardware faults. An additional issue that emerges is the
partial observability of the system’s state. While each component may have partial
knowledge of the global system state, cooperation is necessary to guarantee the ful-
fillment of overall system objectives. Different approaches to achieve this include
centralized learning that aggregates all the system’s data or decentralized agents
that act independently [5]. Moreover, systems can be controlled by single-agent
algorithms that encode the system’s information to satisfy a common objective or
multi-agent algorithms that compartmentalize the problem into smaller parts with
individual objectives.

« Interoperability Between Application Graphs and IoT Devices: The IoT do-
main is characterized by massive heterogeneity in hardware and arbitrary vendor
implementations of protocols and algorithms. Application graphs need to inte-
grate these devices seamlessly to perform data collection and actuation. Virtual
representations, such as Virtual Objects (VOs) or Digital Twins (DTs), can create
abstractions to decouple these devices from application logic [6]. Ensuring bidirec-
tional and interoperable communication between distributed application graphs
and heterogeneous devices remains a considerable problem [7].

+ Toward a Unified Orchestration Architecture for the Computing Contin-
uum: Tackling the aforementioned challenges individually proves unproductive.
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Decisions in one domain directly affect the outcome of others. Unilaterally solving
scaling problems can lead to suboptimal application configurations and setups that
could be remedied by reconfiguring their placement. Multi-layer orchestration re-
quires coordination across layers and distributed components [8]. The construction
of a unified, extensible, and scalable orchestration architecture that incorporates
all these requirements constitutes a major challenge that motivated this thesis.

1.2 Contributions

This thesis aims to tackle the challenges mentioned in the previous section. It presents a
unified orchestration framework for distributed applications operating across the com-
puting continuum, integrating cloud, edge, and IoT resources. The proposed framework
addresses the challenges of application placement, resource scaling, and heterogeneous
device integration by combining optimization-based orchestration mechanisms with
learning-based control techniques. The main contributions of this thesis are summarized
as follows:

« Multi-Cluster Management of Application Graphs: The increasing prevalence
of distributed application graphs necessitates the placement across heterogeneous
clusters. In this thesis, we propose a framework that accounts for the structure of
an application graph and the inter-service dependencies to construct deployment
plans across different continuum layers. The framework supports partial placement
of an application graph, meaning that different parts of the application graph
are deployed across multiple clusters. Services can specify constraints regarding
QoS, component location or colocation, proximity to IoT devices, and hardware
requirements, such as GPU acceleration.

« Coordinated Scaling of Graph-Based Applications: In multi-cluster environ-
ments, resource allocation needs to be optimized to ensure efficient utilization.
Excessive provisioning can lead to underutilization and increased costs, while de-
layed allocation can negatively impact application performance and violate Service
Level Agreements (SLAs) regarding metrics, such as latency or throughput. In this
thesis, we investigate scaling that operates at multiple levels to achieve coordinated
system operation. Per-service autoscaling can focus on individual performance
and efficiency, while cluster-level autoscaling can optimize resource usage and
handle conflicting resource demands.

+ Learning-Driven Decision-Making for Efficient Resource Management:
Learning-based controllers can operate in a complex distributed environment to
guide autoscaling decisions. In particular, application autoscaling can be formulated
as a Reinforcement Learning (RL) problem. This thesis proposes two solutions:
(a) a single-agent algorithm where the RL agent balances resource usage and SLA
constraints, and (b) a multi-agent algorithm where agents learn to cooperate to
achieve a global objective. Both approaches aim to handle non-stationary workloads
and employ delayed reward signals to guide the system towards the desired state.

« Interoperability Between Application Graphs and IoT Devices: To achieve
IoT device interoperability at both the hardware and semantic levels, a middleware
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layer is required. This thesis proposes VOStack, a VO software stack that provides
uniform access to heterogeneous devices irrespective of vendor implementations
and hardware protocols. VOs can be directly integrated into application graphs
and provide extended capabilities to resource-constrained devices. IoT device data
can be ingested seamlessly, and the devices can be controlled uniformly.

« Toward a Unified Orchestration Architecture for the Computing Contin-
uum: To address all the previous issues holistically, this thesis proposes a unified
orchestration framework. Its architecture integrates autoscaling and placement
strategies to deploy application graphs across heterogeneous resources to sat-
isfy end-to-end performance objectives. The main focus is placed on modularity
and extensibility so that new algorithms can be easily integrated to extend the
framework’s functionality.

1.3 Thesis Organization

Chapter 2 introduces the background concepts required for the remainder of the thesis.
Additional details are provided in the relevant chapters where necessary.

The following chapters address specific problems related to orchestration and resource
management across the computing continuum. Each chapter begins with an outline of the
relevant literature and the general problem setting. This is followed by the formulation
of the problem and the presentation of a proposed solution. Finally, we evaluate the
proposed solution to measure its efficacy.

Chapter 3 introduces a unified orchestration framework that performs graph-aware
placement in a multi-cluster environment composed of heterogeneous resources, in-
cluding edge and cloud clusters as well as Internet of Things devices. The framework
constructs deployment plans for application graphs comprising multiple microservices
and performs multi-cluster placement optimization based on service requirements. On a
local cluster level, autoscaling mechanisms allocate resources to each service by solving
an optimization problem that aims to maintain application performance.

Chapter 4 extends the autosacling component of the previous chapter by introducing
a learning-based algorithm that is better suited to adapt to variable workloads. An RL
agent is trained to balance resource utilization and application performance. The agent’s
performance is evaluated using a service chain composed of serverless functions under a
dynamic input load.

Chapter 5 examines a similar setting to the previous chapter, but extends the formu-
lation to use one agent per microservice in a cooperative setting. Each microservice is
managed by an agent that makes scaling decisions based on a partial view of the environ-
ment. A Multi-Agent Reinforcement Learning (MARL) algorithm is used to coordinate
the agents and optimize end-to-end application performance and resource utilization.

Chapter 6 introduces the concept of the VO and formally defines its characteristics.
The VO serves as the virtual counterpart of Internet of Things devices and enables their
integration in application graphs across the computing continuum. Additionally, we
introduce a supporting software stack to support the deployment and management of
VOs.
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Finally, Chapter 7 presents the conclusions of this thesis, discusses its limitations,
and proposes possible future extensions and directions for related research.
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Chapter 2

Background

2.1 Reinforcement Learning

2.1.1 Markov Decision Process

In RL, we can formulate a problem by considering two main elements, the agent and
the environment. The agent is the decision-making component of the problem, and it
interacts with the environment, which encapsulates all the information outside of the
agent. More specifically, the agent receives the current state of the environment S; as
input and chooses an action A;. After the action is enforced, the environment’s state
changes, and the agent receives a reward or penalty R;,; based on the resulting impact
of the action taken. The mathematical formalization of sequential decision-making is
called a Markov Decision Process (MDP).

Action
At

State Reward

Environment

Figure 2.1: Interaction of an RL agent with its environment [23].

The MDP is formally described using the tuple (S, A, P, R, y), where:

« S is the set of possible states of the environment,

A is the set of possible actions the agent can take,

P is the state transition probability function P : S X A X S — [0, 1], often written
as P(s' | s, a),

e Ris the reward functionR : S XA X S - R,
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« v is the discount factor whose value denotes how important future or immediate
rewards are.

The goal of the agent is to learn a policy 7 that represents the probability of selecting
an action given that the environment is at a certain state. The policy can either be
deterministic, where 77(s) maps a state s to the action a under deterministic policy 7,
or stochastic, where 7(a|s) denotes the probability of taking action a in state s under
stochastic policy 7.

2.1.2 Partially Observable Markov Decision Process

In a Partially Observable Markov Decision Process (POMDP), the agent no longer knows
the full state of the environment. Instead, the agent receives an observation o € Q and
maintains a belief over the state of the environment. The POMDP is formally described
by the tuple (S, A, T, R, Q, O, y), where:

« S is the set of possible states of the environment,
« A is the set of possible actions the agent can take,

T is the state transition probability function T : S X A X S — [0, 1], written as
T(s' | s, a),

» Ris the reward functionR : S XA X S - R,
« Q is the set of possible observations,

« O is an observation function denoting the probability of receiving a specific ob-
servation given the action taken and the resulting state O : S X A X Q — [0, 1],
written as O(o | §', @),

y is the discount factor whose value denotes how important future or immediate
rewards are.

2.1.3 Value Functions

Most RL algorithms involve value functions that estimate the benefit of being at a given
state or performing a certain action while being at a given state. The benefit of the agent
derives from the estimated future rewards it will receive, or more precisely, the expected
return.

The state-value function V,(s) calculates the expected return that the agent will
receive by starting from state s and following policy 7. V,(s) can be formally defined as:

[o¢]
Va(s) = Ex [Z V*Rivker St = Sl
k=0
where E [] denotes the expected value of a random variable.
The action-value function Q,(s, a) is employed to quantify how beneficial the en-
forcement of each action a is at a given state s by calculating the expected value of the
sum of the discounted future rewards if the policy 7 is followed by the agent:
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Qq(s,a) =E, l Yth+k+1
k=0

St = S,At = al

The goal of an agent is to maximize its expected return when following a policy 7.
For finite MDPs, we can define an optimal policy such that its expected return is greater
than or equal to the expected return of all policies. This can be achieved by ordering
the policies 7" and 7 and defining that 7’ > 7 if and only if V;(s) > V,(s) for all s € S.
There is always such a policy that is greater than or equal to all other policies, and this is
called the optimal policy 7,.. Consequently, the optimal value function can be defined as :

V*(s) = maxV(s)

foralls € S.
The optimal state-value function can be defined as:

Q*(s,a) = maxQ,(s, a)

foralls € Sand a € A.

2.1.4 Q-learning

A significant class of RL algorithms is Temporal Difference (TD) algorithms. These
algorithms update estimates based on other estimates, effectively bootstrapping values. A
famous algorithm in this category is the Q-learning algorithm, which works by iteratively
updating the Q-function estimates. It works in an off-policy manner, meaning that the
agent takes actions using a different policy from the one that it is learning. In practice,
this means that an agent can use an e-greedy policy, for example, to select actions that
don’t yield the maximum Q value but instead favor exploration of state-action pairs that
have not been experienced yet. For finite MDPs, Q-learning converges with probability 1
to the optimal action-value function Q* under suitable conditions, including sufficient
exploration of all state-action pairs and appropriately decaying learning rates. The update
rule for the value of the Q function is as follows:

Q(spar) «— (1 —a) - Q(spap) + - (4 +7 m;lXQ(StH’ a))

where o is a constant that denotes the learning rate of the algorithm.

2.1.5 Deep Q-Learning

Deep Q-Learning (DQL) or Deep Q-Network (DQN) [24] is an extension of the Q-learning
algorithm. Instead of using a traditional data structure like a table to store the Q function
values, it uses a deep neural network to approximate the value of the Q function called the
Q-Network Q(s, a; 6). Additionally, it employs certain techniques to stabilize learning.
Experience replay is a method where transitions between states are recorded in a buffer,
and afterward, batches are sampled randomly from this buffer, avoiding the correlation
of consecutive state transitions. Moreover, the DQN algorithm uses a second target
network that is used to calculate the target Q-values. This second network is updated
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less frequently to avoid extreme oscillations during the learning process. Since the values
are not stored directly in the Q-network, the network parameters 6 are adjusted at each
training step to minimize the loss function:

L) = [E(s,a,r,s’)~l)[(yt — Q(s, a; 6))2]

Ye = tipr +ymax Q(se41,05.07)
where:

D is the experience replay buffer from which transitions (s, a,r, s") are sampled,

6~ are the parameters of the target network (a delayed copy of 9),

y is the discount factor,
« Q(s,a;0) is the Q-value predicted by the network for state s and action a.

Minimizing this loss function via gradient descent updates the network parameters 0
to reduce the TD error:

6=y —Q(s,a;0)

The concepts presented in this chapter provide the theoretical background for the
mechanisms developed in the remainder of the thesis. In particular, RL techniques
discussed in this chapter are utilized in Chapter 4 and Chapter 5 to design learning-based
autoscaling mechanisms for distributed applications in the computing continuum.
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Chapter 3

Synergetic Meta-Orchestration

3.1 General Setting

As mentioned in Chapter 1, the proliferation of distributed application graphs that contain
multiple interdependent services introduces many new challenges. A unifying framework
is required to achieve dynamic resource allocation and efficient utilization across the
entire continuum.

In this chapter, we propose a platform that integrates all the layers of the computing
continuum, including the IoT layer. At the Edge layer, a VO is used to abstract IoT de-
vices, serve as a point of connection to them, and integrate them into application graphs.
Edge and Cloud clusters are interconnected, and resources are managed cluster-wide.
A centralized component oversees application deployments and constructs deployment
plans that aim to achieve the high-level objectives of the application graph. The frame-
work optimizes the placement of applications across available clusters and handles the
autoscaling of each cluster.

3.2 Related Work

Although many solutions exist in the domain of Cloud and Edge computing, most of
them address the challenges around the continuum only partially and fail to consider the
continuum in its entirety, creating silos and limiting the possible synergetic strategies and
actions. Unified approaches have been proposed that strive to tackle challenges related
to the synergetic decision-making between computing layers, such as edge and cloud, or
cloud and IoT. However, convergence and interoperability aspects arise as major consid-
erations when operating across the multiple layers of the computing continuum, and any
solution applicable to this wider scope needs to remain open and modular. Specifically,
it must address interoperability issues between various orchestration frameworks and
layers, unified modeling of network and compute parameters, and integration of IoT
devices as part of the orchestratable infrastructure. The complexity increases further
considering the need for continuous adaptation to the decisions and reconfiguration
demands. With respect to the above, several recent works have focused on addressing
different aspects of these challenges.

In [25], Zhang et al. explore the combination of microservice placement while
accounting for the network path that the data will follow in 5G and IoT scenarios. The
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proposed algorithm ensures the reliability of services to avoid service failures and keep
the bandwidth consumption low. Struhar et al [26] define a framework to optimally
place applications in heterogeneous environments while also responding to real-time
changes. Cluster-level managers can trigger a re-placement of resources to adjust and
re-optimize the resource placement to timely respond to disturbances. Tamiru et al. [27]
constructed an orchestration platform that can handle cross-cluster deployments in
geographically distributed clusters. Once resources are exhausted in the available clusters,
the Cluster Provisioner spawns a new cluster while the Multi-Cluster Re-scheduler
executes periodic checks to ensure the desired placement of the applications. Okwuibe
et al. [28] examine the added benefit of integrating Software-Defined Networking (SDN)
for dynamic resource orchestration in Industrial IoT (IloT) environments. By leveraging
collaborative edge-cloud computing and using an SDN controller for intelligent task
distribution, the proposed model significantly improves task success rates and resource
efficiency compared to edge-only or cloud-only approaches.

Segou et al. [29] introduce NEMO, a modular meta-operating system designed to
orchestrate workloads across the AloT-edge-cloud continuum. The project focuses on
providing a unified, extensible platform for secure, zero-touch deployment and lifecy-
cle management of distributed services, with built-in integration for European Data
Spaces. Braghin and Nedoshivina [30] present MIMO, an extensible intent-based meta-
orchestration framework for workload deployment across the cloud-to-edge computing
continuum. The framework dynamically selects and combines specialized orchestration
models based on user-defined intents such as latency, location, or energy efficiency to
optimize workload placement in decentralized and evolving environments.

In our vision, to overcome the above limitations, it is necessary to consider the
system as a whole while distributing the management control among the infrastructure.
Therefore, we propose a "system-of-systems” approach that employs hierarchical decision-
making. Upper-layer entities have the responsibility of orchestrating the deployment of
applications and workloads across the Continuum, spanning from the IoT to the Edge
and Cloud resources. The management control is distributed among various agents
across the continuum and creates an interplay of local and centralized decision-making
cycles at various layers. A centralized entity, the Synergetic Meta-Orchestrator (SMO), is
responsible for guaranteeing the smooth operation of the overall system.

Thus, it is possible to design and develop algorithms and mechanisms that inject in-
telligence and autonomic algorithms at various layers. So, coordination and management
need to be established between cloud and edge computing orchestration platforms. This
can be operated centrally by the SMO through high-level scheduling supervision and
definition strategies.

A comparison of the discussed solutions is presented in Table 3.1. While existing ap-
proaches have made notable contributions in orchestration across different aspects, most
of them remain specialized, targeting specific capabilities. For example, several efforts
emphasize network-aware placement in distributed environments [25], [27], [28], while
others focus on hierarchical resource control [26]. Intent-based orchestration has also
gained attention [29], [30]. At the same time, a number of platforms provide specific ca-
pabilities such as IoT device integration [28], re-optimization and migration support [26],
[27], or extensive monitoring infrastructures [26]-[29]. However, these capabilities are
typically offered in isolation, and (i) multi-cluster support is limited, (ii) hierarchical and
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Table 3.1: Feature comparison of related works.

Feature [25] [26] [27] [28] [29] [30] Proposed

Hierarchical orchestration - v - - - -
Intent-based orchestration - -
Multi-cluster support -

IoT device integration - - -
Autonomic/self-adaptation - -
Network-aware placement 4 -
Migration/re-placement - v
Integrated monitoring - v
Security/secure deployment - - - -
Zero-touch deployment - - - -

- v 4

A NENENE IR N
 TEE NOTR N
A NENENE N NENE NN NN

ANENL

network-aware orchestration is rarely addressed together, and (iii) [oT-aware or intent-
based mechanisms are often decoupled from broader dynamic resource management, such
as self-adaptation and placement re-optimization. In contrast, the proposed platform pro-
vides a consolidated framework that offers hierarchical orchestration with multi-cluster
and IoT device support with network-aware placement, re-optimization mechanisms,
monitoring distributed infrastructure, and automated deployment workflows.

3.3

Contributions and Outline

The main contribution of this chapter concerns:

An architecture that aims to solve complex computing and network problems in a
unified manner. The architecture encompasses high-level computing and network
resource managers, a local computing resource manager, and a centralized SMO
component that serves as the central intelligence unit of the architecture. The
architecture also accounts for the convergence with IoT technologies by integrating
the VO software stack explained in Chapter 6.

A platform implementation that realizes the above architecture, provisions and or-
chestrates resources optimally, integrates networking functionality, and constructs
deployment plans for complex applications.

Intent-based formulations where high-level descriptions of application require-
ments can be translated into actionable orchestration decisions, supporting diverse
application deployment types according to several requirements and objectives
such as high-performance and energy efficiency.

The overview of the workflow for deploying distributed applications, guided by
the suggested hierarchical orchestration methodology.

A deployment of the platform in infrastructure that spans two different testbeds
to measure the interactions between the various components and highlight the
minimal overhead added by the platform.
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 An application-oriented evaluation that measures the performance of application
graphs that define various intent-formulations and showcases the benefits of ab-
stracting the software specifications of each application node.

+ The performance assessment of the proposed framework, in a small-scale testbed,
for both the initial deployment of the distributed application graph and the re-
optimization during the application’s life-cycle under dynamic workload.

3.4 System Architecture Overview

This section presents an overview of the proposed framework’s architecture. In particular,
we provide complete internal architectures for all components of the platform and focus on
the description of the individual mechanisms it incorporates to meet the requirements of
orchestrating Hyper-Distributed Applications (HDAs) within the computing continuum.
The layers of functionality described define the development architecture of the platform,
which follows a system-of-systems approach, where a higher-level entity oversees the
end-to-end lifecycle management of distributed application development and execution.

To better illustrate how the proposed architecture is used in practice, the following
roles/stakeholders are considered: (i) Infrastructure Provider, (ii) Developer, and (iii) IoT
Vendors. As a key stakeholder, the Infrastructure Provider provisions edge and cloud
computing resources, in which application graphs can be deployed. The infrastructure
includes interconnected computing nodes, which are deployed leveraging emerging
virtualized infrastructure management frameworks, such as Kubernetes [31] and Open-
Stack [32], and thus computing clusters or VMs can be provisioned. Secondly, the role of
Developer is associated with the creation of the application code and the interconnection
of multiple application components to implement complex functionalities. The various
application components are connected in a graph and bundled with configuration files
that modify the applications at instantiation time. In addition, IoT Vendors provide
IoT devices that can interface with application graphs. They also develop VOs that are
virtualized entities that act as virtual counterparts of the devices [33]. The VOs serve as
the point of contact with the device and are deployed at the Edge. Through the VOs, the
interested application can request updates about the device’s current state, invoke actions
on the device, or receive updates about specific events that took place on the device.

Building on the roles and responsibilities of these stakeholders, the proposed platform
introduces a multi-layer architecture that aims to realize the synergetic orchestration
of HDAs and multi-cluster compute and network infrastructures. The proposed archi-
tecture of the platform, shown in Fig. 3.1, follows a hierarchical structural design that
encompasses the following key components:

The SMO is the fundamental functional element of the proposed platform, which
oversees the orchestration of HDAs over the available infrastructure. It coordinates
with various other layers in the architecture to create and distribute a deployment plan,
based on specified requests, which consist of deployment artifacts, application graph
descriptor files, and intent-based interpretations of the requirements. In addition, the
SMO undertakes decision-making related to the synergetic management of network and
computing infrastructure, while incorporating workflows about continuous application
and infrastructure monitoring, event handling, and (re-)optimization actions through
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Figure 3.1: High-level view of the proposed architecture.

seamless interactions with the rest of the orchestration layers.

The Multi-Cluster Resource Manager (MCRM) is responsible for managing the
distributed available Edge/Cloud resources. This component constitutes a centralized
mechanism for orchestration operations across multiple computing clusters. In partic-
ular, its role focuses on the distributed placement of application elements in available
computing clusters, including migration actions through the enforcement of the updated
deployment plan descriptors, the discovery of VOs, and the retrieval of monitoring data
regarding cluster-level operation and resource utilization metrics.

The Network Function Virtualization Infrastructure Manager (NFVIM) is re-
sponsible for the management and operational interconnection of distributed computing
and network resources from the edge to the cloud, ensuring the ability to deploy dis-
tributed application graphs. A part of its role encompasses the identification of computing
and network resources in order to set up cluster topologies, by instantiating blueprints,
namely the corresponding computing clusters connected within a virtualized, network
slice-based network. It also involves managing the lifecycle of these resources and
continuously optimizing the utilization of network resources.

The Edge/Cloud Resource Manager (ECRM) handles the orchestration operations
regarding the allocation of computing resources at the cluster level, considering various
computing environments, such as cloud infrastructures, edge computing nodes, and
IoT devices. The main functional responsibilities, invoked by the SMO and the MCRM
components or by autonomous decision-making, include the provisioning of resources
for deployment of application graph nodes, cluster-specific monitoring for real-time
metrics collection, and the autoscaling of resources for the corresponding application
nodes to meet performance criteria while minimizing costs.

To achieve the synergetic orchestration of both HDAs and multi-cluster infrastruc-
tures, the proposed platform adopts a hierarchical approach that ensures efficient opera-
tion across the considered resource management layers. The main scope of this design
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methodology is to enable the integration of multiple mechanisms, each specialized in
different aspects of management, orchestration, and decision-making. The allocation of
responsibilities, combined with the centralized control of SMO, can facilitate effective
interactions across different layers and enable decision-making that accounts for the inter-
dependencies of the entire architecture. This includes the deployment and management
of resources across diverse environments, such as edge computing, cloud infrastructures,
and IoT devices.

To meet the functional objectives of the proposed architecture, seamless interac-
tion between the internal structural components is essential. This requires integrating
virtualization and distributed resource management technologies to ensure secure com-
munication between them, allowing the platform to operate cohesively and effectively
across multiple environments.

Having introduced the high-level components of the proposed architecture, the
following section provides a detailed implementation view of each component’s internal
modules and their interactions.

3.5 Meta-Orchestration Platform for the Computing
Continuum

Expanding on Section 3.4 that provides a high-level architectural view of the proposed
platform, this section provides a detailed description of its features and implementation,
which realizes the synergetic orchestration mechanisms and operations. Accordingly, the
key internal components of each layer are described, along with their functional specifi-
cations, highlighting the operational interactions that enable the platform orchestration
capabilities. In addition, the technologies adopted for the implementation of the platform
are presented.

3.5.1 SMO

The internal architecture of the SMO is depicted in Fig. 3.2, including its core components
and interactions. These reflect its role as the central coordination and decision-making
element of the proposed platform. The SMO comprises several distinct modules, each
of which supports specific tasks to enable complex orchestration workflows. The main
functionalities undertaken regard: (i) intent translation, (ii) deployment planning, (iii)
synergetic application- and infrastructure-specific optimization decisions, (iv) centralized
metrics collection, and (v) re-optimization actions based on specific events. Furthermore,
it integrates well-defined Application Programming Interfaces (APIs) to interact with
key components such as the Dashboard, which serves as a user-friendly interface to the
Platform API, the Hyper Distributed Application Registry (HDAR), which is an artifact
registry where HDAs are stored, the NFVIM, which is realized through the Network
Function Virtualization Convergence Layer (NFVCL) [34] API, and the MCRM. A more
detailed breakdown of the roles of the internal SMO components is provided below:

Intent Manager: This SMO internal component is responsible for interpreting high-
level deployment requirements defined by users in the form of intents, and encapsulating
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Figure 3.2: SMO internal architecture.

objectives, constraints, and potential Service Level Objectives (SLOs) without referencing
specific infrastructure resources. Details about intent-based formulation for the respective
orchestration and resource allocation problems are provided in [35].

Deployment Plan: The translated intents are processed by this component to generate
a comprehensive deployment descriptor for the HDA, determining the configuration of
each application node and their interdependencies in the Hyper-Distributed Application
Graph (HDAG), including required resources (CPU, RAM, GPU), deployment conditions,
application-specific metrics configurations, the connection points between application
nodes, and cluster affinity. The descriptor is seamlessly integrated with Kubernetes-based
clusters, and it is also considered during the optimization of the HDAG placement and
resource allocation within the multi-cluster infrastructure.

Synergetic Optimization Engine: This core component undertakes the decision-
making processes required for optimizing both application deployment and infrastructure
resource utilization in a synergetic manner. It balances performance requirements with
available capacity across clusters, aligning deployment strategies with operational objec-
tives, leveraging optimization and Artificial Intelligence (AI)-driven decision-making [35].
Alongside the Deployment Plan and Intent Manager, it ensures that deployment-related
decisions reflect both the high-level intents and the real-time state of the infrastructure.
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Centralized Monitoring: This component aggregates real-time data from all deployed
application components and the underlying infrastructure clusters. It collects both
application-specific performance metrics, such as latency and resource consumption, and
infrastructure-level indicators, like CPU and memory usage. This data is used to evaluate
the system’s state, detect QoS violations, and trigger re-optimization actions. This module
is primarily implemented using Prometheus [36] for monitoring and Thanos [37] for
scalable, long-term metric storage and federation across clusters. Additionally, it supports
conditional deployment types, enabling the instantiation of specific application nodes in
response to monitored events or threshold values defined in the deployment plan. The
analytical operation of these functionalities is described in [38].

Re-Optimization Engine: This component is triggered in response to runtime events,
performance degradation, or changes in the available infrastructure that impact the
performance or efficiency of deployed HDAs. These events are propagated through
the Centralized Monitoring module and initiate re-optimization workflows that may
include reconfiguration of the deployment plan, through re-translating the intent, and
re-optimized placement, which may involve multiple orchestration and management
layers besides the SMO, such as MCRM and ECRM.

3.5.2 Multi-Cluster Resource Management

The MCRMs allow for enforcing scheduling, scaling, and monitoring mechanisms within
the Clusters and managing the resources spanning across the Continuum, including IoT
devices. It serves as an intermediate control layer between the SMO and the underlying
cluster environments, exposing a northbound API to receive orchestration directives from
the SMO, and a southbound interface to interact with the individual Kubernetes-based
clusters. The MCRM leverages the Karmada [39] framework as the core orchestration
technology to enable unified multi-cluster operations, while Cilium [40] is adopted to
enable seamless inter-cluster service connectivity and communication across services of
HDAGs, scheduled to distinct cluster resources. Internally, the MCRM comprises four
main components, as shown in Fig. 3.3:

Multi-Cluster Placement: This component addresses the optimization problem of
mapping HDAG nodes to available clusters, based on the deployment plan received from
the SMO. It performs constraint-aware optimization by taking into account resource
availability (e.g., CPU, memory, GPU), network-related constraints (e.g., bandwidth,
latency, colocation), and application-specific requirements as expressed in the intent
descriptors. The implemented theoretical solution about the multi-cluster placement,
based on the derived constraints for both the HDAG and the multi-cluster infrastructure, is
described in [41], in which the respective mechanism implementation is based on. Acting
as a centralized decision-making entity, it interacts with ECRMs to enforce placement
decisions and initiate the deployment.

Multi-Cluster Monitoring: This module collects and aggregates observability data,
including metrics, logs, and traces from all clusters managed by the platform. It enables
a global, real-time view of infrastructure status and application behavior, facilitating
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Figure 3.3: MCRM internal architecture.

performance tracking and proactive resource management. Rather than relying on
individual low-level metrics, the component organizes and provides abstracted views
of system health, application performance, resource usage, and deployment efficiency,
combining functionalities of Karmada and Prometheus. This information serves as input
to the optimization and re-optimization mechanisms operating at both MCRM and SMO
levels.

Multi-Cluster Scheduler: The Scheduler component is responsible for enforcing
deployment decisions by propagating updated application descriptors to the appropriate
clusters. It considers the resource modeling of each cluster, which includes both static
capabilities (e.g., available compute and memory) and dynamic constraints (e.g., current
workload, autoscaling policies). The Scheduler ensures that services are instantiated in
accordance with the deployment plan and adjusted promptly in case of reconfiguration
needs, such as scaling or migration, as directed by upstream orchestration logic. The
theoretical modeling of the decisions is associated with the multi-cluster placement
component, comprising a two-level optimization formulation, designed to support the
architecture [41].

VO Discovery: The VO Discovery module enables dynamic identification and manage-
ment of VOs within the continuum infrastructure. It relies on a centralized Discovery
Server that maintains Thing Descriptions, facilitating the creation of high-level APIs for
interacting with both virtual and physical entities. This component supports integration
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Figure 3.4: NFVIM internal architecture.

with identity management protocols such as OpenID Connect for Verifiable Presenta-
tions, ensuring secure and verifiable representation of devices. Each VO enforces its
security and authentication mechanisms (e.g., password or bearer token authentication),
ensuring that only authorized applications and services can access or manipulate it,
thereby protecting the integrity, confidentiality, and trustworthiness of operations. The
VO Discovery module maintains metadata about each VO, including deployment location,
access parameters, and supported communication protocols, and collaborates with the
placement engine to inform application graph construction and execution.

3.5.3 Network Function Virtualization Infrastructure Manage-
ment

NFV Infrastructure Management across the edge-cloud compute continuum is performed
by the NFVCL [34], which is also responsible for ensuring network performance guaran-
tees for distributed application deployments. Available computing and network resources
are identified, and the related multi-cluster topology is set up by instantiating network
slices according to the QoS requirements of the considered application, followed by
the management of their lifecycle, while encompassing processes for the ongoing opti-
mization of network resource utilization. Each network slice also provides traffic and
resource isolation, enhancing security by ensuring that workloads follow isolated paths
and cannot interfere with each other’s data. Given the characteristics of the computing
continuum ecosystem and the complexity and dynamic nature of distributed applica-
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tion deployment, the NFVIM focuses on both the establishment of robust and secure
communication channels between different clusters and the continuous adaptation of
the topology configurations to accommodate changing traffic patterns and workload
dynamics. The main NFVIM internal elements, as shown in Fig. 3.4, are the following:

Network Slice Management (Blueprint Lifecycle): This component handles the
deployment and management of infrastructure clusters within the context of a network
slice, referred to as a Blueprint, enabling dynamic network and compute infrastructure
provisioning. It supports the creation, configuration, monitoring, and termination of
these Blueprints, aligning resource allocation with the requirements of hosted application
graphs. It also includes topology management features, allowing the integration and
modification of infrastructure elements such as Kubernetes clusters.

VPN connectivity: Its role is to establish secure and encrypted communication chan-
nels between distributed clusters over public networks. In combination with isolated
network slices, this guarantees that traffic from different applications remains segregated.
Enabling a private connectivity layer ensures the integrity, trustworthiness, and authen-
tication of data transmitted between distributed clusters. The selected technology for
implementing secure inter-cluster communication is OpenVPN [42].

Network Resource Optimization: This optimization engine leverages real-time mon-
itoring data regarding both application performance and infrastructure utilization to
optimize network resource utilization and orchestrate the efficient allocation and man-
agement of network resources. It dynamically adjusts network configurations, routing
policies, and bandwidth allocation to enhance performance, reliability, and efficiency,
considering the deployed Blueprint and Network Slices.

Infrastructure Scaling: When infrastructure scaling is required, this component seam-
lessly integrates with virtualization platforms like OpenStack [32] and Kubernetes [31],
to dynamically adjust the network configurations and maintain optimal performance and
resiliency of the distributed cluster topology. This includes scaling out by adding a node
to a deployed Kubernetes cluster to accommodate sudden surges in traffic, and scaling in
by deleting a node to conserve resources during periods of low demand. These actions
trigger the multi-cluster placement optimization to re-optimize resource allocation, as is
described in the workflows section below.

3.5.4 Edge/Cloud Resource Management

At the cluster level, an individual ECRM operates per cluster to manage the deployment
and orchestration of assigned application graph segments. It handles local scheduling,
autoscaling, and monitoring tasks across diverse environments, including cloud, edge,
and IoT clusters. To ensure performance and resource efficiency, the ECRM applies
lightweight optimization techniques during deployment and runtime.

The main internal components of the ECRM, as shown in Fig. 3.5, are summarized
below:
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Figure 3.5: ECRM internal architecture.

Cluster Scheduler: The Cluster Scheduler is responsible for the scheduling and place-
ment of application graph nodes within individual Kubernetes-based clusters at the edge
or in the cloud. It enables localized decision-making for workload distribution by leverag-
ing a decentralized control model composed of agents [43] deployed on each server node
and a coordinating controller. These agents facilitate dynamic clustering of the resource
space, supporting parallelized and scalable computation of placement solutions based on
system state and application demands.

Cluster Autoscaler: This component dynamically adjusts the resource allocation for
application nodes based on runtime conditions and high-level deployment intents. It hosts
a set of implemented autoscaling strategies tailored to different types of applications and
optimization goals, including replica optimization [41], DQN-based policies for resource
efficiency [35], and a MARL [44] approach for distributed adaptation. These mechanisms
interact with the Kubernetes Horizontal Pod Autoscaler (HPA) through a Python-based
backend, which integrates metrics collected via Prometheus to drive scaling decisions
and maintain application-level QoS guarantees.

Cluster Connectivity Manager (CCM): The CCM ensures seamless service-to-service
communication between application nodes deployed across distributed clusters. It uti-
lizes an underlying networking layer to establish secure and efficient connectivity across
Kubernetes clusters. The CCM guarantees that services specified within the application
graph descriptor are discoverable and reachable from remote clusters. Cilium [40] is
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Table 3.2: SMO Components.

Name Subcomponent Role
Intent Manager Intent-to-objective translation
SMO Deployment Plan Application descriptor generation
(Fig. 3.2) Synergetic Optimization Engine Placement and resource optimization
"7 Centralized Monitoring System-wide performance monitoring
Re-Optimization Engine Adaptive deployment re-optimization
Multi-Cluster Placement Cross-cluster component placement
MCRM Multi-Cluster Monitoring Global system monitoring
(Fig. 3.3) Multi-Cluster Scheduler Placement enforcement and updates
VO Discovery VO registry management
Network Slice Management Network slice lifecycle management
NFVIM VPN Connectivity Secure inter-cluster connectivity
(Fig. 3.4) Network Resource Optimization Network configuration
Infrastructure Scaling Infrastructure capacity scaling
Cluster Scheduler Intra-cluster workload scheduling
ECRM Cluster Autoscaler Resource autoscaling
(Fig. 3.5) Cluster Connectivity Manager  Inter-cluster connectivity management
Cluster Monitoring Cluster-level monitoring

employed as the core networking technology to manage cross-cluster service communi-
cation, enabling scalable and policy-aware connectivity for distributed workloads.

Cluster Monitoring: This component is responsible for collecting, storing, and ex-
posing detailed monitoring data from the underlying Edge/Cloud clusters. It leverages a
monitoring stack based on Prometheus [36] to gather both default infrastructure metrics
(e.g., CPU, memory usage) and custom application-level indicators. The monitoring data
provides fine-grained visibility into resource availability, application performance, and in-
frastructure health. These insights feed into autoscaling and optimization mechanisms at
both the ECRM and higher orchestration layers, enabling adaptive responses to changing
operational conditions.
A table summarizing the role of each component is presented in Table 3.2.

3.6 Synergetic Orchestration Workflows

While Sections 3.4 and 3.5 have described the components and implementation of the
proposed platform, this section explores the synergetic orchestration capabilities of the
platform, which seamlessly coordinates in an end-to-end manner both HDAs, represented
as distributed application graphs, and multi-cluster infrastructure. In the following sec-
tion, the interactions of the architecture’s internal components through specific workflows
and operations supported by the platform are analyzed. The proposed workflows and
component interactions are implemented and integrated within the platform to enable
dynamic, adaptive, and scalable orchestration across the computing continuum.
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3.6.1 Deployment of a New HDA

This workflow is initiated upon the submission of a new application graph deployment
request by a Developer to the platform. As shown in Fig. 3.6, the SMO layer translates
the intent provided by the user and enforces a deployment plan for the application graph.
To allow developers to express high-level requirements without specific technical details,
we utilize intents [35], [45]. User-defined requirements are mapped to actual resources
using an intent translation mechanism. There are various ways to handle this specific
translation problem, e.g., natural language processing or Al techniques; however, in this
work, we consider a pre-defined mapping as in [35]. The intent translation mechanisms
assist in forming the deployment plan of an application graph. We consider that the intent
requirements are mapped into the following four categories for each application node,
i.e., (i) CPU resources, (ii) memory resources, (iii) number of replicas, and (iv) network
collocation constraints. Therefore, upon the translation of the intent, the deployment plan
for the application graph is realized. The translation of requirements occurs through the
interpretation of intent at the SMO level, laying the foundation for defining and solving
the multi-cluster placement problem. The NFVIM may adapt the clusters’ topology and
scale the infrastructure if needed. The MCRM performs the placement of the application
graph, depending also on the information provided from the VO discovery. Finally, each
ECRM schedules the necessary resources for the application nodes and activates the
respective scaling mechanism, which will handle the dynamic resource provisioning for
the respective application node.

3.6.2 HDA Performance Management

This workflow is triggered when performance metrics of a deployed application exceed
predefined thresholds, requiring reconfiguration of the resource allocation decisions.
As shown in Fig. 3.7, the Al-assisted Synergetic Optimization Engine of the SMO layer
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Figure 3.8: Platform Workflow C: Performance of Infrastructure.

identifies the necessary actions to handle the respective event and enforces the intent
manager to re-translate the mapping of the user requirements to resources, followed by an
updated deployment plan for the application graph. Also, the Re-optimization Engine will
determine the optimization actions regarding the infrastructure. The MCRM performs the
placement of the application graph. Finally, each ECRM schedules the necessary resources
for the updated intent and activates the respective scaling mechanism if changed by the
Deployment Plan component of the SMO.

3.6.3 Infrastructure Performance Management

The activation of this workflow is triggered when edge or cloud resources of the available
multi-cluster infrastructure experience performance degradation. As shown in Fig. 3.8,
the Al-assisted Synergetic Optimization Engine of the SMO layer identifies the neces-
sary actions to handle the respective event and triggers the Re-optimization Engine to
determine the optimization actions regarding the infrastructure. The NFVIM adapts the
topology and Blueprints of the infrastructure and performs, also if needed, scaling of
specific Kubernetes Clusters. The MCRM performs the placement of the application
graph. Finally, each ECRM schedules the necessary resources for the application nodes
under the respective changes.

3.7 Optimization Algorithms Proof of Concept

In this section, we present one placement algorithm that the proposed architecture can
leverage to place services across multiple clusters and one autoscaling optimization that
local clusters can use to autoscale their services.

3.7.1 Placement

Given the deployment plan, the distributed placement of nodes of an application graph
becomes a specific optimization challenge. Integrated mechanisms at the Multi-Cluster
Resource Manager address this complexity.

Let & = {E},E,, ..., E,} denote the set of EC clusters. Sets ¢ = {C,C,,...,Cy},
M = {M;,M,, ... ,M,} represent available CPU cores, memory. The set § = {s, ... , Si}
denotes the application graph nodes. The node s, corresponds to the ingress point of
the data traffic generated by the end device. The requirements defined by the intent
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mechanism are included in the set R = {R, R,,, R, Rq}. Specifically, R, = {cy, ..., cx}
is the demanded CPU cores, and R,,, = {my, ..., m;} denote the required memory per
application node s; € 87°. Also, R, = {n, ..., ,} denotes the number of replicas that
have to be deployed for each application node, while Ry = {d, ..., d,,} expresses the
dependency of co-location between two sequential application nodes. Specifically, the
variable d; corresponds to the co-location dependency of s;_, s;. It holds that ¢;, m; € N,
d; € {0,1}. Let xl] denote the placement of application node s; on cluster E;:
i L if 5; placed on E;
P 0, otherwise

The multi-cluster placement optimization could also be triggered, also, in cases where

re-optimization of the application graph placement is needed. Let yij denote the placement
of s; in E; in the previous state of an already deployed application,

y-j _ 1, if s; placed on E;
' 0, otherwise

The optimization objective is to perform the distributed placement of the applica-
tion graph with minimum deployment cost. We consider two specific cases where the
placement optimization can be performed. First, the case for a new application deploy-
ment, and second, the case of the placement re-optimization. So, we define multi-cluster
placement cost:

P =3 D (WaepX§ + ey (Vs — x9)).
SES ee&
Thus, for the multi-cluster placement, we formulate the following optimization prob-

lem:

min P(x,y,R,8,E)

s.t. Z x$=1,VseSs (3.1a)

eef

Z Xs-cs 1, < C,, Ve€EE (3.1b)
se8—0

Z X5 -mg -1, <M, Vee€ &
se8—0

2 V(- <1 (3.1¢)
se8-0eecl

Doxe - x¢>dg, se{L, ..., I8]} (3.1d)
eef

The objective is to minimize (i) the utilized clusters during the (re-)placement of an
application graph, and (ii) the re-optimization cost of the placement. Constraint (3.1a)
ensures that each application node s is deployed to exactly one cluster, while (3.1b)
enforces resource limits by ensuring that the total resource usage of the deployed ap-
plication nodes within a cluster e does not exceed its maximum capacity. When the
multi-cluster placement re-optimization is triggered, constraint (3.1c) ensures that at
least one re-configuration compared to the last deployment. Constraint (3.1d) enforces
co-location dependencies between sequential application nodes.
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3.7.2 Autoscaling

Once an application node is deployed within an edge cloud, the optimization task at this
level involves dynamically allocating resources to respond to varying workloads and
maximizing computational performance for specific application nodes placed within the
same cluster. Thus, considering the set of applications nodes 8, and the set x° = {x¢| Vs €
8}, to identify which nodes s; are placed on cluster e. The previously deployed number of
replicas for each node is determined by the parameter ' ", where r¥' " € [0, ™*]. Let
A; denote the incoming workload to an application node, while g,(r) is the maximum
request rate that r; € [0,"**] replicas of s € 8 can process, expressed as a linear
relationship, reflecting a profiling of the specific application, performed as in [46]. For a
cluster e, we quantify the scaling adjustments required per node by defining the scaling
adjustment cost as: ZSES [rewrrent — p | - x¢. Also, v = {r; |, € R, : x{ = 1} contains
the number of replicas that for each s; deployed on cluster e, after the scaling decision.
The cost of autoscaling resources within a cluster is defined as follows:

U= Z rsxs(cs + mg) + Z |rsprev — I - X§
se8—0 se8-0

Thus, to identify the number of replicas for each application node, to guarantee perfor-
mance for a specific workload in a cluster e, we formulate the following optimization
problem to obtain the vector of replicas Vs;, where r§ = [1| x{ = 1]:

min U(xE, 1P, 1€, 8)
T

s.t. Z xX5-cg 1, <G, (3.2a)
SES—0

> x¢emg - <M, (3.2b)
SES—0

qs(r) > A, Vs € 870 (3.2c)

0<r<rmx vse 8O (3.2d)

Constraints (3.2a), (3.2b) ensure that the total CPU core and the total memory capacity
used by the deployed application nodes within cluster e do not exceed the maximum
capacity C,, M, of the cluster. Constraint (3.2c) guarantees that the maximum request
rate q4(7;) for each deployed application node s can handle the incoming workload Ay,
while (3.2d) limits the number of replicas r; for each application node s.

The optimization mechanisms are triggered under defined conditions, including
dynamic shifts in workload demand, improved utilization of distributed resources, and the
re-definition of application requirements. In the next section, we illustrate an application
management scenario aligned with the framework’s development model, providing an
evaluation of the proposed Meta-Orchestration solution.

3.8 Evaluation

In this section, we took the implementation of the platform as detailed in Section 3.5 and
performed an experimental evaluation of its functionalities and performance. Specifically,
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Figure 3.9: Platform Multi-Site Deployment on two testbeds.

Section 3.8.1 describes the testbed where the experiments were carried out. Section 3.8.2
benchmarks the performance of the NFVCL and SMO APIs. Section 3.8.3 measures the
network overhead of locating infrastructure nodes in geographically distributed locations.
Sections 3.8.4 and 3.8.5 explore the performance of a test application graph composed of
multiple services at distributed locations and accounting for different intent formulations
based on the desired performance levels. Lastly, Section 3.8.6 evaluates the optimization
problems formulated in Section 3.7. The source code used in this evaluation is available
here .

3.8.1 Testbed Description

The evaluation was carried out on a testbed comprising computing resources at NTUA 2
and CNIT °. Both locations host an OpenStack deployment, while an NFVCL instance is
deployed on CNIT premises. The NFVCL instance can provision computing resources
in both areas. All resources are connected to private networks and are not publicly
routable. The control plane connection across the two locations is established by using
an L3 OpenVPN tunnel. This link regards the connectivity between Kubernetes nodes
and between the SMO and the NFVCL components. A cluster in the NTUA infrastructure
is designated as the central cluster. We deployed the Karmada and Cilium Cluster Mesh
tools, the SMO, and a central Prometheus instance on the central cluster that aggregates
metrics from all other Prometheus instances. Any new clusters created register at the
Karmada control plane and connect to the Cilium Cluster Mesh. Afterward, application
resources can be scheduled to these clusters, and data plane connections that span across
different Kubernetes clusters pass through the Cluster Mesh. The testbed is presented in
Fig. 3.9.

'https://gitlab.com/netmode/smo-nfvcl-paper
https://www.netmode.ntua.gr/testbed-tools/testbed/
Shttps://s2n.cnit.it/testbed/
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Figure 3.10: CNIT NFVCL vs OSM operations’ execution time.

3.8.2 Experiment A

This experiment refers to the interaction between the SMO and the external APIs. The
SMO interfaces with the NFVCL API to request the provisioning of new Kubernetes
clusters that can then join the computing infrastructure. It also utilizes external APIs
during application graph instantiation regarding artifact retrieval and deployment. The
main interactions include: (a) the deployment/removal of a Kubernetes cluster, (b) the
scale in/out of worker nodes of a provisioned Kubernetes cluster, and (c) the end-to-end
deployment workflow of application graphs.

Experiment A.1

In this experiment, we evaluated the SMO-NFVCL API's performance regarding the
execution time of various operations. We compare SMO-NFVCL operations to the OSM
platform operations®. Specifically, the requests we sent to the NFVCL API regard the
creation of a few VMs by requesting their instantiation by the OpenStack platform, their
configuration as a Kubernetes cluster through Ansible scripts, the scale-out of the existing
cluster by creating a new node, the configuration of this node to join the cluster, and,
lastly, the draining and deletion of the nodes. OSM follows a similar workflow regarding
the provisioning and deletion of resources. First of all, OSM is deployed alongside a
Virtual Network Function (VNF) Manager. Afterwards, OSM can interface with the
OpenStack instance to request the VM creation through a blueprint. The VNF Manager
then configures the VM so that it joins the infrastructure. After successful instantiation,
the existing cluster was scaled out by at least one node, with a 30% chance of spawning a
second node as well. We experimented with different flavors for the Kubernetes control
node and the worker nodes. The available flavors for the control node and the worker
nodes were: (a) 2 vCPUs and 4 GiB of RAM, and (b) 4 vCPUs and 4 GiB of RAM. The tests
were performed using an OpenStack instance deployed at CNIT. The results are depicted

*https://osm.etsi.org/

65


https://osm.etsi.org/

Table 3.3: Breakdown of application graph deployment time under different infrastructure
setups (single vs multi-domain) in seconds.

Individual step Setup Min Max Mean STD

Single-domain 0.191 0.253  0.210 0.016
Multi-domain  0.220 0.280  0.245 0.020
Single-domain 0.010 0.056  0.013 0.004
Multi-domain  0.015 0.065 0.025 0.010
Single-domain 2.693 2.943  2.822 0.067
Multi-domain  2.800 3.050  2.925 0.075
Single-domain 0.059 0.134  0.076 0.018
Multi-domain  0.065 0.140  0.090 0.020
Single-domain 2.977 3.232  3.121 0.071
Multi-domain  3.100 3.430  3.285 0.080

Artifact retrieval time

Placement algorithm time

Artifact install time

Remaining time

Total time

in Fig. 3.10. Regarding the operations, the blueprint creation and configuration of the
node requires the most amount of time, while the deletion of the cluster requires the
least. NFVCL is 13.0% faster than OSM in the blueprint creation, 26.9% faster in worker
creation, and significantly faster than OSM in worker and blueprint deletion.

Experiment A.2

We evaluate the deployment of an application graph by measuring the time required
to execute internal processes such as the artifact retrieval time from the HDAR, the
execution of the placement algorithm, the installation of the application artifacts, and the
total time for the graph deployment request to be completed. The tests were performed
in: (a) a single-domain setting, meaning that all application graph nodes were placed
on the same Kubernetes cluster at CNIT, and (b) a multi-domain setting, meaning that
application nodes were distributed among CNIT and NTUA clusters. The results are
averaged over 20 different runs and are presented in Table 3.3. As shown in the table, the
most time-consuming step of the graph deployment process is the installation time of
the service artifacts, with an average duration of 2.82 s for the single-domain and 2.92 s
for the multi-domain scenario. All other steps took on average less than 0.24 s. Lastly,
the difference between the single and the multi-domain scenarios is negligible, and the
overhead for distributed graph deployments is minimal.

Experiments A.3, A.4

In this section, we evaluate two scenarios: (a) the deployment of an application graph for
a varying number of nodes, and (b) the deployment of an application graph with two
nodes and a varying number of replicas allocated to both. We calculate the time needed
by the SMO to process the graph instantiation request, along with the total time until the
Kubernetes pods appear as "Ready”. The results are averaged over 20 different runs and
scenario (a) is presented in Fig. 3.11 while scenario (b) is presented in Fig. 3.12. As shown
in Fig. 3.11, the processing time of the SMO scales linearly with the number of nodes
in the application graph since installing each application node artifact adds significant
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Figure 3.11: Deployment time for an application graph with a varying number of nodes.
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Figure 3.12: Deployment time for an application graph with two nodes and a varying
total number of replicas.

overhead. The grey area denotes the time required for the Kubernetes pods to reach
“Ready” status, which depends on the application image. In this experiment, we used
an Nginx web server. On the other hand, Fig. 3.12 shows the deployment time of only
two nodes but with a varying amount of replicas. Since the number of application graph
nodes is fixed, the SMO requires the same time for each scenario. The Kubernetes cluster
then handles the creation of the replicas for the two application nodes, which again scales
linearly with the number of replicas until Kubernetes reports them as "Ready”.

3.8.3 Experiment B

The network performance of a globally distributed architecture involving Kubernetes
clusters is highly susceptible to external factors like international routing changes and
bottlenecks. Therefore, it is crucial to monitor the latency along the path connecting the
two testbeds located at the CNIT infrastructure in Italy and the NTUA infrastructure in
Greece. We utilized the PerfSONAR network measuring toolkit to measure the latency
between nodes deployed in different setups: (i) colocated at a CNIT cluster, (ii) colocated
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Figure 3.14: RTT at NTUA.

at an NTUA cluster, and (iii) distributed between CNIT and NTUA clusters. The results
can be seen in Figs. 3.13, 3.14, and 3.15. The round-trip time when the nodes are colocated
at CNIT or NTUA has a mean value of 0.52 ms and 0.84 ms, respectively, which is to be
expected. In the distributed scenario between CNIT and NTUA, the average round-trip
time has an average value of 42.89 ms.

3.8.4 Experiment C

We deployed an application graph containing three microservices using the NTUA and
CNIT computing infrastructure. We consider four scenarios: (a) Single-domain Single-
node: the services are placed at the same location and colocated on the same Kubernetes
node, (b) Single-domain Multi-node: the services are placed at the same location and
distributed across different Kubernetes nodes of the same cluster, (¢c) Multi-domain Multi-
node: the services are placed on multiple nodes of the same cluster that are located
at different premises, and (d) Multi-domain Multi-cluster: the services are distributed
among two Kubernetes clusters that are deployed at NTUA and CNIT, respectively. The
application graph consists of three services: (a) a VO that performs image compression,
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Figure 3.16: Transmission times.

(b) an application that performs noise reduction on images, and (c) an application that
performs image detection on images. We measured the total transmission time between
all services for the two scenarios and for various payloads. The results are averaged over
30 different runs and are presented in Fig. 3.16. Based on the results, the setups (a) and
(b) that were executed on the same premises have comparable performance. In contrast,
scenarios (c) and (d), which were distributed across the two infrastructures, exhibit
an increase in transmission time compared to single-domain scenarios. In particular,
deploying the service graph in multiple clusters had the biggest transmission delay, with
an average value of 0.117 s, while the same-cluster deployment across distributed nodes
had an average transmission time of 0.112 s.

3.8.5 Experiment D

In this experiment, we evaluated the same application graph mentioned in previous
experiments with different intent formulations. These intent formulations refer to the
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Table 3.4: Different intent scenario performance.

Average Average Average Power

E2E latency Total vCPUs Consumption

High-performance 1.566704 s 3.50 118.55 W

Security 1.647022 s 2.50 113.25 W

Energy efficiency 2.073647 s 1.75 109.28 W
—e— High Performance | 3.5 CPU Security | 2.5 CPU —a - Energy Efficiency | 1.75 CPU
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Figure 3.17: Stress test E2E latency.

placement of the application components, each of which offers different benefits. The
intents include: (a) high-performance, (b) security, and (c) energy efficiency. In the
high-performance scenario, the application components are all colocated in the same
Kubernetes cluster and given large resources regarding their CPU. In the security scenario,
a new cluster is provisioned, and all application components are placed there, effectively
providing an isolated environment. Lastly, in the energy efficiency scenario, the resources
are all colocated, but given the least amount of resources. This reduces resource utilization
and drives operational costs down. We calculated the end-to-end (E2E) latency needed to
process a single request across the service chain. The results are presented in Table 3.4 and
include the computing resources assigned to each scenario. As expected, the scenarios
with the highest amount of resources have the best performance while also having a higher
operational cost. Power consumption is estimated using a linear per-vCPU model [47]:
P(u) = Py, + B - u, where u is the total vCPU allocation. For the HPE ProLiant DL360
Gen10 system with dual Xeon Silver 4110 CPUs (85 W TDP each), we set Py,,. = 100 W
to approximate idle system power. The scaling factor 8 is derived from the hardware:
the dual CPUs provide a total of 32 vCPUs (16 per CPU) and a combined TDP of 170 W.

170 W
We therefore set § =
32 vCPUs

absolute wattage is approximate, the monotonic relationship demonstrates that reducing
CPU allocation reduces power consumption. Compared to the high-performance scenario,
the security scenario incurs a 5.13% latency penalty in exchange for 4.5% less power

~ 5.3 W/vCPU as an approximate scaling factor. While
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consumption, while the energy efficiency scenario shows a more significant trade-off,
accepting 32.4% higher latency to reduce power consumption by 7.8%.

We also evaluated the application graph under different stress loads. The results are
shown in Fig. 3.17. Each experiment was executed for 30 s for various request rates
(requests per minute). The high-performance scenario can handle up to 90 requests/min
while keeping the E2E latency under 2 s, the security scenario can handle up to 60
requests/min effectively, and lastly, the energy efficiency scenario is able to serve up to
50 requests/min without significant degradation of performance.

3.8.6 Optimization Algorithms Proof of Concept Evaluation

Here, we present the deployment and performance assessment of the proof of concept
presented in Section 3.7. The experiments were conducted within the NETMODE testbed
at the National Technical University of Athens.

The testbed is composed of two Kubernetes clusters, each having one node, which
run on Ubuntu VMs with one of them having 6 vCPUs and 16 GiB RAM, while the other
has 8 vCPUs and 16 GiB RAM. The deployment of services across the two clusters is
achieved with the use of Karmada [48], which is employed as the main component of the
MCRM and propagates resources to the desired clusters. The interconnectivity of services
between clusters is accomplished through the Submariner [49] tool, which acts as the
network manager, to ensure connectivity among clusters and distributed application
nodes.

To measure the performance of the proposed framework, an application that performs
image detection on images sent by a device was used. The application graph § =
{s0, S1, S2, 3} is composed of three application nodes:

« So: a device collecting image data
+ §1: a VO receiving image data from a device
« §,: a service that reduces image noise

« $3: an image detection service using YOLO [50]

The application graph follows a service chain paradigm with the flow of communica-
tion being sg — §; = 5, — S3.

Each application was stressed individually, and metrics were collected for various
workloads and numbers of replicas to determine the application profiles under which
the application has good performance. The outcome of the experiment was one linear
equation per application node of the form g5, = « - 1, + 8 where 1, is the number of
replicas and gy, is the maximum amount of requests that the application node can handle.
For each application node s;:

qs,(5,) = 33.33 - 1, — 16.66
qu(’/:SZ) = 0'833 * ’/:SZ - 0-416
qs,(%5,) = 1.67 - 1, — 0.01.
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Figure 3.18: E2E latency under two deployment scenarios of an image detection applica-
tion graph.

Experiment 1: VO-based Application Graph Deployment

To measure the impact caused by the introduction of a VO in an application graph, two
sets of tests were performed, one with the VO and one without it. In the first case,
the VO acts as an intermediary between the device and the application graph with the
added functionality of compressing the input image before forwarding it to the next
node of the application graph. For the tests, 20 images of the COCO dataset [51] were
sent individually to the application graph. The results regarding the E2E latency of the
requests are depicted in Fig. 3.18 and show comparable performance in both cases, with
the VO adding negligible delay to the overall application graph, while showing more
stable results, compared to the implementation that does not include it. Specifically,
the average latency measured without the VO is 1.87 s, while with the VO, the average
latency is 1.73 s.

Experiment 2: Synergetic Optimization Evaluation

Furthermore, to assess the performance of the proposed scaling and placement algorithms,
the application graph was stressed using an HTTP load tool. The workload used can be
seen in Fig. 3.19. The requested CPU cores for the services are defined as R, = {0.5,1, 1}
while the capacity of the clusters is C = {4, 6}. At first, the scaling optimization problem
was evaluated on its own as a Single Layer Optimization algorithm (S1Opt) with the
application nodes being statically placed on the cluster E;, which has C; = 4 CPU cores
capacity. The collocation of all application nodes minimizes the network delay introduced
by the communication between them. The experiment results concerning the provisioned
replicas can be seen in Fig. 3.19. Afterward, the multi-cluster placement algorithm
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Figure 3.19: Total number of replicas for the two scenarios, along with the workload
used.

was introduced to compose a Synergetic Optimization (SynOpt) solution, alongside the
scaling, to change the placement of the application nodes in cases when the scaling
algorithm cannot evaluate an enforceable solution. The weights for the problem 2 are
Wdep = Wyre = 1. Specifically, in the proposed SynOpt solution, the placement algorithm
(in the MCRM layer) is triggered by the infeasibility event on the scaling algorithm in
the cluster layer. The outcome of the experiment is demonstrated in Fig. 3.19. Lastly,
a comparative evaluation of the E2E latency between the two scenarios can be seen in
Fig. 3.20. It can be deduced that in the SIOpt case, despite the increase in workload and the
need for more resources, the scaling algorithm cannot provision more resources because
of the CPU core capacity constraint of the cluster. On the other hand, in the SynOpt
case, one application node is migrated to the other cluster, allowing for better scaling
of resources and ultimately improved latency of the application graph. The migration
occurs due to the scaling optimizer failing to provide a feasible solution and incurs a
minor spike in latency, but ultimately leads to better performance. More specifically, the
measured average value of the latency for the SIOpt and the SynOpt scenarios is 4.47 s
and 2.71 s, respectively.

3.9 Summary

In this chapter, we proposed a framework that performs Synergetic Meta-Orchestration
and leverages optimization algorithms to achieve optimal placement and scaling of the
requested resources. We evaluated the framework using two distributed computing
instances and measured the execution time for various operations of the framework.
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Figure 3.20: E2E Latency comparison between SIOpt and SynOpt.

Additionally, a small-scale experiment was performed with two clusters to showcase
the benefits gained from managing the resources of multiple clusters and allowing the
migration of application nodes to achieve better performance. The results of this chapter
are also presented in [52], [53].

While the proposed framework enables coordinated placement and scaling across
the computing continuum, the scaling mechanisms described rely on optimization-based
formulations. In the following chapters, we investigate learning-based approaches that
allow the orchestration framework to adapt to dynamic and uncertain workloads.
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Chapter 4

Reinforcement Learning Autoscaling

Building upon the orchestration architecture introduced in Chapter 3, this chapter focuses
on the problem of dynamic autoscaling of serverless functions using RL techniques.

4.1 General Setting

Following the emergence of IoT and edge computing technologies and the development
of distributed applications with strict QoS requirements, a transition is underway from
centralized computing models to distributed computing continuum systems. The latter
provides abstractions of the available resources, leading to the development of orches-
tration mechanisms. These characteristics make the computing continuum suitable for
managing serverless computing applications, considering their loose coupling with the
resources and the need for reactiveness and efficiency to serve dynamic workloads in the
edge and cloud parts of the infrastructure.

This chapter presents an intent-based approach to orchestrating a function chain
across edge and cloud infrastructure. We propose an RL-based autoscaling method
that incorporates a reward function to optimize resource utilization and enable timely
autoscaling of functions, leveraging workload prediction methods. Based on a high-
level intent, the proposed optimization problem dictates the scheduling of the functions,
minimizing the communication overhead and transformation cost while also considering
the energy efficiency of the infrastructure. The proposed solution is evaluated with other
state-of-the-art techniques for autoscaling and scheduling of serverless functions in a
small edge infrastructure.

4.2 Related Work

4.2.1 Intent-driven Orchestration in the Computing Continuum

Intents are policies written in high-level operational or business objectives that a system
should meet [62]. The main idea is to specify and communicate to the system how it should
behave through an intent-based description, without providing details on how it should
achieve the objectives. The latter should happen autonomously, with minimal human
intervention, assisted by Machine Learning (ML) and AI mechanisms. This intent-driven
model has been recently incorporated into management and orchestration practices.
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Table 4.1: Related work comparison (Part 1).

Attributes [54] [55] [56] [57] [58] [59] [60] [61]
Intent-Driven Orchestration v v vV / - - - -
Edge-Cloud Orchestration -/ - - - - -
ML Orchestration - - - - v o/ - v
Service Function Chaining - - - 4 - - - -
Faa$ Orchestration - - - v v v/ -
Service Placement - v - v - - - -
Latency Minimization o/ - v v /- -
Migration - v v /- - - -
Autoscaling Support - - v v v v/
Power Efficiency - - v/ - - - -

In [54], Intent-Driven Orchestration (IDO) enables the management of cloud-native
applications through their SLOs while minimizing service owner and administrator
overhead. Service owners express the desired target Key Performance Indicator (KPI)
objectives for their service components instead of declaratively defining the required
state and resources, enabling the ease of use and abstraction from underlying platforms,
in this way. Considering a single provider underlying infrastructure, a Kubernetes-
based orchestration stack is enhanced by adding a planning component responsible
for translating service objectives into actionable deployment decisions. Comparison of
the application state with the desired state during runtime, through the evaluation of
an introduced distance metric, triggers decisions on required adjustments to meet the
objectives.

The development of efficient intent translation mechanisms becomes quite more
challenging when considering the deployment of distributed applications over resources
in the continuum [63]. Modelling and monitoring of heterogeneous resources in the
various parts of the continuum, proper translation of application requirements, decision
making on where the processing should occur, and application orchestration become
complex tasks to address.

Oakestra [55] is a hierarchical orchestration framework for edge computing that
consolidates multiple infrastructure providers and supports applications over dynamic
variations at the edge. It organizes the infrastructure into distinct clusters, allowing mul-
tiple edge operators to contribute their local deployments towards a shared infrastructure
as separate clusters with independent administrative control. To deploy applications, de-
velopers submit the code along with an SLA descriptor to the system manager component
of the architecture. The SLA includes high-level operational requirements and constraints
for service execution at the edge, e.g., virtualization, required hardware, geolocation, etc.,
which must be respected throughout the application lifecycle. Furthermore, developers
can fine-tune the precision of scheduling heuristics.

In [56], the authors introduce SLOC, an elasticity framework, which promotes a
novel performance-driven, SLO native approach to cloud computing. The SLO-native
approach introduces a paradigm shift from general, business logic agnostic, low-level
SLAs to intent-based, SLO-first, performance-driven, and orchestration-aware elasticity
models. SLO-first means that all the SLOs and QoS along multiple elasticity dimensions are
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Table 4.2: Related work comparison (Part 2).

Attributes [65] [66] [67] [68] [69] [70] [71] Proposed
Intent-Driven Orchestration - - - - - - - v
Edge-Cloud Orchestration v v v v - v/ v
ML Orchestration - - v - - - - v
Service Function Chaining v - - v v v/ v
FaaS Orchestration - - - - - - v v
Service Placement v - - v v v/ v
Latency Minimization - - - v v v/ v
Migration - v /- - - - 4
Autoscaling Support -/ - - - -/ v
Power Efficiency -/ - - -V v

inherently aligned with the application model and business requirements/KPIs as opposed
to external, predefined, business logic agnostic configuration. To support intent-focused,
multidimensional elasticity models, the framework provides coordination, control, and
orchestration approaches that enable cloud platforms to adapt dynamically to varying
load patterns in a dependable manner. The authors emphasize the need for a new
SLO elasticity policy language to allow developers to define SLOs by referring to their
workloads and their components as entities, for which they can define constraints on
certain characteristics, e.g., the response time.

In [57], code annotations are used as a powerful means to simplify infrastructural con-
cerns and patterns for developers of FaaS-based applications. By bringing infrastructure-
as-code concepts into the function source via powerful code annotations, typical or-
chestration patterns, such as keeping containerised cloud functions warm to ensure the
absence of cold starts, can be simplified. Infrastructural concerns and function execution
patterns are wrapped in annotations. During the deployment process, code annotations
are properly translated and reflected into system configurations where the function is
deployed. However, there is a lot of space for meaningful extensions to this promising
approach; more patterns should be captured and implemented, context-dependent smart-
ness should be studied so that annotations that are not suitable can be overridden by
system intelligence, and a proper balance among multiple objectives, such as green and
sustainable serverless computing, secure serverless computing, etc., should be pursued.

In the current chapter, we adopt principles and specifications provided in the afore-
mentioned research works; each one has a limited scope and specific focus as detailed
before and compared in Tables 4.1 and 4.2, and provide an intent specification that re-
quires a broader scope and applicability to address deployments across the computing
continuum. Towards this direction, we consider specifications for intent-driven resource
management in the continuum in our previous work [64]. Based on this work, we con-
sider the description of intent in the form of objectives, properties, and constraints that
can be defined at the node (function or microservice), link, or application level.
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4.2.2 Autoscaling in Serverless Computing

Autoscaling support is considered one of the main characteristics of serverless computing
platforms. Various adaptive autoscaling solutions are made available, considering the
need to achieve high performance under dynamic workloads and low cost based on
conservative resource usage. A set of challenges has to be tackled [58], [72], [73]. These
include the need to manage the latency introduced through the cold start of functions
based on their invocation for the first time, the specification of the granularity of scaling
decisions to achieve a balance between an under and an overprovisioning of resources,
the specification of the main triggering points for scaling decisions taking into account a
rest period and potential oscillation effects, and the impact of scaling of specific actions
to the overall performance of the function chain.

The provided solutions can be classified as proactive and reactive. A majority of
them are taking advantage of ML techniques and especially RL [58], [59], while other
approaches are also based on the specification of threshold-based rules (e.g., concurrency
value and the rate of requests/s) [60]. Authors in [59] propose an RL approach to perform
autoscaling for serverless environments. The discussed self-learning algorithm tries to
identify the most suitable scaling decision by utilizing the dependency of throughput and
latency on the concurrency level. In [60], the authors propose analytical performance
models for contemporary serverless computing platforms, specifically those utilizing
concurrency values and request rates for autoscaling decisions, such as Knative and
Google Cloud Run. Two dynamic RL strategies for VM autoscaling are discussed in [61].
By utilizing fuzzy logic and combining an off-policy with an on-policy learning algo-
rithm, the authors implemented a controller to perform real-time decision-making for
autoscaling resources, aiming to meet the response time requirements while minimizing
the application’s cost. In our case, we build upon our previous work [58], where we have
developed a set of RL environments and agents (based on Q-learning, DynaQ+, and DQN
algorithms) for driving autoscaling mechanisms, able to autonomously manage dynamic
workloads with QoS guarantees, while opting for efficient usage of resources.

In the current chapter, this work has been extended to consider resources made
available in a multi-cluster infrastructure, as well as the management of autoscaling of
serverless function chains instead of a single function. In this way, the dependencies
among the functions in a chain have to be modeled and considered in the analysis part,
while the evaluation is based on the achievement of end-to-end performance indicators
for the overall function chain.

4.2.3 Distributed Functions Scheduling in the Computing Contin-
uum

In the context of the computing continuum, serverless functions can be strategically
placed and executed across multiple layers, encompassing the edge and cloud domains.
An Integer Linear Programming (ILP) formulation for the embedding of chained virtual
functions in the computing continuum is proposed in [65]. Focusing on enhancing the
application’s resilience, the proposed model prioritizes the more utilized computing nodes
to embed several requests for chained virtual functions, while a heuristic is introduced
to handle scenarios of higher complexity, involving embedding on multiple tiers of the
continuum.
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The distributed placement of VNFs that compose a service chain is discussed in [66].
Santos et al. [68], proposed a Service Function Chaining (SFC) controller that undertakes
the distributed placement of SFCs in the computing continuum, focusing on delay mini-
mization. With reference to Kubernetes [1], two node selection policies are determined:
(i) the latency-aware, where the node for pod placement is selected based on calculations
of a shortest-path-based algorithm, and (ii) the location-aware, in which the selection is
performed by the TargetNode location preference of the pod’s configuration file.

Energy saving and delay guarantees are considered for VNF placement and routing
by Varasteh et al. [69]. The paper introduces an ILP formulation of the problem, taking
into account the power consumption models of physical machines and network switches,
along with their resource constraints. By decomposing it into two subproblems, a heuristic
named Holu deals with the complexity of the discussed problem. Also, the routing of the
VNF chain is performed by employing Lagrange Relaxation, and the shortest path that
traverses the nodes where the VNFs are hosted is identified.

Authors in [67] propose a scalable hybrid RL approach to manage cloud infrastructures.
The RL strategy within a hybrid architecture aims to minimize the SLA violations in the
applications’ response time under dynamic workloads. The proposed decision-making
approach regarding VM migration chooses a target node to host a VM in a way that
brings response time within the SLA level. However, the suggested strategy does not
undertake the initial VM placement while no SFC characteristics are considered. In [70], a
path-based approach constructs a set of candidate embedding paths on which hybrid-SFCs
can be hosted towards round-trip delay minimization. An initial VNF mapping heuristic
of mixed placement policy ensures the resource capacity constraints for a dynamic virtual
network embedding request, and the distributed solution constructed in polynomial
time achieves near-optimal solutions. Focusing exclusively on FaaS, authors in [71]
introduce a model, which focuses on efficient and scalable placement of FaaS-based
service functions to manage the lifecycle of applications in the computing continuum.
The proposed framework leverages monitoring data regarding microservices invocations,
domain resource capacity, and application-related QoS metrics, and performs a domain
selection for the placement of microservices by unifying weighted scores regarding the
total service latency and battery consumption of the device.

Most scheduling approaches are integrated into orchestration frameworks for different
application development models with varying objectives, as presented in Tables 4.1 and 4.2.
However, a few of them identify the set of KPIs to match the dynamic features of compute
continuum resource management. By considering these works, in the current chapter,
we detail a multi-objective optimization problem that computes a scheduling strategy
in order to satisfy the defined SLOs that constitute the intent provided by the end user.
Focus is given on objectives related to performance to achieve conformance to SLAs and
energy aspects.

4.3 Contributions and Outline

Based on the aforementioned trends and challenges, in the current chapter, we introduce
an intent-driven orchestration approach for serverless computing applications deployed
across the computing continuum. A high-level view of the proposed approach is depicted
in Fig. 4.1. The applications are represented as a chain of serverless functions. An
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Figure 4.1: High-level view of an intent-driven orchestration approach.

intent is declared for the optimal provision of serverless applications. We consider an
intent-driven approach to facilitate the description of SLOs on behalf of the clients or the
application developers [54] and avoid the strict definition of resources that have to be
reserved [74]. Through SLO awareness, application developers and application providers
can influence the execution of serverless functions and support the fulfillment of specific
objectives. For instance, an objective to achieve high performance for an application
part or an objective for cost reduction can be translated into different deployment plans
and runtime orchestration actions. A requirement for the avoidance of cold starts and
the associated performance fluctuations can also be declared. Similarly, geolocation
constraints can be specified (e.g., imposing colocation of specific serverless functions due
to data privacy issues). Such SLOs can be translated to proper SLAs and, subsequently,
to deployment plans and orchestration actions applicable across the continuum. A set
of challenges arises for the latter part since there is a need for unified management of
resources across multiple clusters and, in some cases, collaboration among different
application providers. In all cases, focus has to be given to increasing the distributed
intelligence and automation characteristics of the applied orchestration mechanisms.
The main contribution of this chapter regards:

+ An approach for intent-driven orchestration of serverless computing applications,
where on one hand, we support abstraction of the resources from the application
developer, while on the other hand, we provide unified management interfaces for
resources that are distributed in various clusters across the continuum.

+ An RL-driven autoscaling mechanism to decide the number of replicas for each
deployed function. Specifically, we propose a reward function that optimizes
resource utilization by nominating scaling decisions that provide results closer
to the selected SLA. Moreover, an Autoregressive Integrated Moving Average
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(ARIMA)-based workload predictor facilitates the timely scaling of the replicas
according to the workload demands. To this end, we formulate an RL environment
and employ a DQN-based agent that keeps the average latency below a predefined
threshold while minimizing the number of replicas for all the functions.

« A Scheduling Optimizer that facilitates the decision of the placement of a function
chain in the computing continuum. Specifically, we formulate a multi-objective
optimization problem to minimize (a) the link utilization between the edge and
cloud infrastructure, (b) the transformation cost, which tries to maintain where
the function is executed and avoid cold starts, and (c) the power consumption of
the system. The proposed method minimizes inter-function communication and
start-up delays while also providing an energy-efficient placement decision for the
functions, aiming to reduce the costs of the infrastructure providers.

« Evaluation results for the proposed framework based on experiments in a small-
scale testbed, including a thorough comparison with other state-of-the-art server-
less autoscaling and scheduling techniques. The presented method outperforms
the compared ones by having 1.52% QoS violations for the function chain, with a
slight increase in the deployed number of replicas. Finally, the proposed scheduling
approach reduced the cost and the power consumption significantly.

4.4 Intent-driven Orchestration Approach

4.4.1 SLO Awareness

We consider an approach where the computational and network resources in the con-
tinuum are abstracted from the application developers and providers. Through resource
abstraction, there is no need for the declaration of resources for the deployment of server-
less applications, simplifying the deployment process, especially in cases of deployments
across heterogeneous clusters. In this way, high-level objectives, properties, and con-
straints can be specified during development time. This set of information is considered
the deployment intent and can be associated with one or more SLOs. As detailed in
Section 4.2.1, recent works are considering the development of specific intent handlers
and translation mechanisms for this purpose [54], [62], [63]. Based on the described
intent and the mapping with SLOs, orchestration mechanisms are developed that target to
achieve the desired intent or state based on optimal deployment and runtime adjustments.

The high-level objectives are defined based on the offerings provided by application
providers. It can be related to high performance (e.g., p99 compliance in latency, high
throughput), high availability, high reliability, network isolation, energy-efficient opera-
tion, and/or cost reduction. Properties may refer to specific characteristics that have to
be supported by functions or links (e.g., autoscaling with maximum number of replicas
autoscaling:true, max-pods:5). Configurations in terms of cold-start management and
scale-to-zero aspects can be denoted as properties, as well as aspects related to concur-
rency limits of the serverless functions. Specific constraints can be declared related to
the locations where the deployment of each function may take place (e.g., colocation
of functions in the same cluster, deployment in a trusted execution environment). The
constraints can be classified as soft or hard constraints, based on the way that they can
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Figure 4.2: System Architecture.

be interpreted during deployment and runtime. Hard constraints have to be satisfied by
all means during the application’s deployment and operation, while soft constraints can
be treated in a best-effort manner.

We consider that the intent can be made available in the form of metadata integrated
or associated with an application descriptor. This serves as an abstract declaration of the
expectations regarding the application’s deployment and runtime, to be fulfilled in the
implementation phase of the application and assured during the application’s lifetime.

4.4.2 System Architecture

In this section, we present an intent-driven orchestration framework for the scaling and
scheduling of serverless applications. We assume that the deployed application comprises
several serverless functions that construct a linear function chain as in [75]. We assume
a multi-cluster computing environment that consists of two layers, namely, an edge
infrastructure and a cloud infrastructure. For each infrastructure, we consider that there
exists a dedicated server to facilitate the scheduling of the serverless functions, activated
only if required. The edge and cloud infrastructure communicate via layer-3 routers and
switches that provide a static link, ensuring connectivity from the access layer at the edge
to the core. However, additional communication delay occurs during data transmission
from the edge to the cloud through the backhaul and the core network [76], requiring
efficient function placement and traffic routing. Moreover, a time-varying incoming
workload for the specific function chain arrives at the edge for processing. The edge
infrastructure is considered in the proximity of the users’ (function chain) requests. As a
result, the E2E latency benefits from the scheduling of functions at the edge server, which,
however, has a limited capacity, and thus, a hybrid deployment model leveraging resource
capabilities of both the edge and the cloud is often the most viable solution under many
practical scenarios [77]. For the deployment of the specific function chain, we consider
a high-level intent description expressing objectives regarding three identified KPIs of
the systems’ performance, i.e., (a) the SLA of the latency, (b) the link utilization delay
between the edge and the cloud, and (c) the total power consumption of the infrastructure.
A high-level system architecture of the system is depicted in Fig. 4.2.

The orchestration of the functions is performed by a serverless framework; in our case,
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we chose OpenFaaS ! as we conducted the experiments in a self-hosted infrastructure, as
it will be further explained in Section 4.5. Furthermore, to enable communication between
the two computing infrastructures, we utilize Liqo  as an open-source multi-cluster man-
agement tool. Our system operates in time slots, a solution that is common in autoscaling
methods to avoid oscillation phenomena for the instantiation of the functions [78].

The main components of the proposed framework are introduced here and thoroughly
explained in the following sections:

« Workload Estimator: We utilize a time-series forecasting method, i.e., ARIMA,
to predict the number of incoming requests A, of the time-varying workload, for
the next time slot. We utilize this prediction to provide proactive decisions for the
scaling and scheduling of the serverless functions.

« RL-based Autoscaling: We employ an RL-driven autoscaling technique to com-
pute the number of replicas for each function of the function chain. This way,
we guarantee that the average delay of the estimated requests is under a prede-
fined threshold, while the number of deployed replicas is minimized, avoiding the
overprovisioning of resources. To compute the scaling decision, a DQN method
is utilized, taking into consideration the current system’s performance. The DQN
agent is trained offline with a training dataset and captures the dynamicity of the
state, while a reward function expresses the intent for the SLA of the latency.

+ Scheduling Optimizer: Then the scaling decision is sent to the Scheduling Opti-
mizer to orchestrate the scheduling of the replicas of the functions to the edge and
cloud server. We formulate a multi-objective optimization problem that computes
a scheduling strategy in order to satisfy the system’s intents. To this end, we
try to minimize (a) the link utilization between the edge and the cloud, (b) the
transformation cost, which indirectly minimizes the delay by reducing the number
of cold starts of the functions, and (c) the total power utilization of the underlying
infrastructure.

Finally, during the lifetime of the function chain, the metrics collected from the
serverless framework, the traffic metrics, and the performance metrics of the functions
framework are stored in the monitoring system that is Prometheus® in our case.

4.4.3 System Modeling

In this section, we provide the system modeling of the proposed framework. Let {f; ... f,}
be the set of functions that comprises the function chain. We consider that the resources
on the edge server have a finite capacity, i.e., Cg denotes the maximum available vCPUs
and R the maximum available memory resources. Similarly, Cc and R denote the
maximum available vCPUs and memory resources on the cloud server. For each function,
we consider a set of predefined resources defined as a tuple {(c;, ;) for CPU and memory,
respectively. We model the workflow of the function chain as a graph Gy = (V;, E¢). The
vertices in the graph represent each function V; = {f; | i = 0... n}, where f; indicates

'https://www.openfaas.com/
*https://1liqo.io/
Shttps://prometheus.io/
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Figure 4.3: A scheduling example of four chained serverless functions in the computing
continuum.

the ingress point for the traffic incoming to the edge. The edges between the nodes,
ie,Ef ={fi = fi| j =i+ 11 <1 j < n}represent the order of execution of the
chain, meaning that e.g., f; is executed after f;. We assume that the output of the last
function f,, must arrive at the ingress point f;, hence Gy is a cycle. As a result, the path
of the function chainis F = {fy, fi, ---» fu> fus1}, Where f,..1 = fo. To address the varying
workload A and maintain a certain QoS, we consider that multiple replicas s;, i =1...n
of the same function can be instantiated in the edge or the cloud. We define the function
scaling matrix as s = [s; ... S, ], fori = 1 ... n. Moreover, we define the maximum number
of replicas for each function % where s5; < §"%*, fori =1...n. Letx;fori=0...n+1
be a binary decision variable, to denote the scheduling of the replicas of each function:

)1, the ith function is placed in the cloud
7|0, the i function is placed in the edge

where xo = x,,1 = 0 to indicate that the ingress node is placed on the edge. We now
define the function’s scheduling matrix as x = [x; ... X, ], fori =1...n.
Moreover, let y; for i = 0...n be a binary variable to indicate if two successive
functions are colocated:
)0, ifx; = x4
=, if x; # Xj4q

For example, if y; = 0 then the functions f; and f;,; are placed in the same server. In
this work, we assume that the inter-server communication between functions is consid-
ered negligible. Fig. 4.3 depicts an example of scheduling four serverless functions in the
continuum. The chain follows the path {f, f, f3, fs}. The ingress and the egress points of
the network traffic are placed on the edge and are denoted as f, and fs respectively, thus
Xo = X5 = 0. The corresponding parameters regarding the placement and the colocation
of the functions are also illustrated. Moreover, we assume that all of the replicas for each
function are colocated either on the edge or in the cloud.
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Finally, let {5 and & be two binary variables to indicate if the edge and the cloud
servers are required in order to deploy the function chain:

£ = 1, edge is active, if Z:;l(l —-x;)>0
0, edge is inactive, otherwise

. 1, cloud is active, if ;. x; >0
0, cloud is inactive, otherwise
We now define the three metrics of our system. The expected output of each function
(in MB as in [69]) is denoted with d; for i = 0... n+1 and is the input to the next function
in the chain F. So, we define the communication delay between the functions as follows:

A-d,
ti=Yi' Rl, fOI’i=0...l’l,

where R is the communication rate of the fiber link between the edge and the cloud and
A is the prediction produced by the Workload Estimator, i.e., the ARIMA forecasting.

1. Link Utilization Delay: The total link utilization delay between the functions of
the chain is given by:

T(x) =D ¥ b (4.1)
i=0

By introducing this metric, we promote scheduling solutions that allow the consec-
utive functions in the chain to be colocated in the computing infrastructure. This is a
common technique to reduce the total communication delay of the chain by avoiding
multiple traversals of the physical link between the edge and the cloud [79]. However,
due to limited resources at the edge, a balance between edge and cloud placement is
necessary [80]. As a result, we assume that the link utilization delay is a system metric
that we need to minimize to achieve better performance.

As said previously, the dynamic resource orchestration of serverless applications
suffers from the cold start delay. For example, if an application is currently deployed
on the edge and must be migrated to the cloud, a non-significant overhead in the delay
occurs. As a result, in order to quantify the system cost to reduce such transitions that
result in frequent cold start overheads, we introduce the following cost.

2. Transformation Cost: The total transformation cost of the function chain is defined
as follows:

n

C(x) =), ((oc = xXY + ) - X — xf’””’|), (4.2)
i=1
where xf " is the previous scheduling of function f;, and a, 8 are tunable parameters

to penalize the migration from the edge to the cloud and vice versa. For example, using
the Eq. (4.2) in case of a function f; which was deployed in the cloud, ie., x; = 1
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the transformation cost of transferring to the edge, ie., x; = 0, xf "% = 0is C(fHh) =
(@-(-D+p)|-1]=-a+8

Naturally, if no migration is needed, then this cost is zero. The reasoning of this
function is to try to keep the functions of the chain "warm”, meaning that the cold start
phenomena are minimized.

Finally, we introduce the final metric regarding the power consumption of the de-
ployed functions. Following [81] we predict the power consumption model of a server
based on its CPU utilization u:

P = 5PMAX+(1 —5) 'PMAX'u’ (43)

where & parameter indicates the ratio (typically 60%, [82]) of consumed power of a
server in idle state concerning the maximum power consumption F4x. Following
Eq. (4.3), we proceed to define the power consumption of the function chain’s F. The
total power consumption of all functions subject to the scheduling and CPU utilization
of the respective resources (i.e., edge or cloud server) of each respective function is given

by:

Z?zl ((1 — X)) ¢ Si)

B =(1-6)-(ég - Biax) - o +

Z:;l(xi "€t Si)
Cc '

+(1=8) (¢c - BGax) - (4.4)

Therefore, based on Eq. (4.3) and (4.4), we can define the final metric of the system.

3. Power Consumption: The total power consumption of the function chain is given
by:

Pbgotal(x) = (&c - P]\?AX + &g PI\};AX) -8 + B, (4.5)

where BE ,y and BS ,x are the maximum power consumption of the edge and cloud
server, respectively. To this end, we formulate the total cost of the system as a weighted
sum of the metrics:

Y(x) =wr-T(x)+we-C(x)+ wp - Pﬁoml(x), (4.6)

where Wy, We, wp € RT are tunable positive parameters for the network delay, trans-
formation cost, and total power consumption, respectively. By properly choosing the
values of these parameters, one can express the relationship between high-level intents
for different KPIs of the system. Moreover, we should note that the edge infrastructure
is considered to provide less communication overhead. However, due to the resource
capacity of the edge server, the function chain is not necessarily prioritized to be placed
at the edge.
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Figure 4.4: RL-driven function autoscaler.

4.4.4 RL-driven Autoscaling of Serverless Functions

RL has proven to have great potential for solving control problems in complex, uncertain
environments. It is a promising approach for managing autoscaling in the cloud [83]
and serverless contexts [58] compared to existing static-rule-based approaches. In the
current chapter, an RL environment has been formulated so as to interoperate efficiently
with the orchestration infrastructure. Using historical traces collected by a random-based
agent, a DQN agent was trained and deployed as an autonomous intelligent orchestration
mechanism capable of meeting the requirements translated from the declared deployment
intent. Fig. 4.4 depicts how both the environment and the agent interact with each other
as well as with the rest of the orchestration components. The DQN agent receives the
reward and the state from the environment and proposes a specific scaling action to the
Scaling controller. The Scaling controller communicates with the Scheduling Optimizer,
which decides where the functions are going to be deployed (to the edge or the cloud).
Both information (replicas and placement plan) is given to the Multi-cluster orchestrator,
who enforces the deployment and constantly feeds the Monitoring System with fresh
metrics. The Environment refreshes its state based on the current metrics coming from
the Monitoring System and the predicted workload generated by the Workload Estimator
while it calculates the new reward for the Agent. The RL environment and the DQN
agent are both described below.

In the current chapter, we have designed a continuous-state, discrete-action Rein-
forcement Learning environment capable of taking actions regarding the exact replicas
each serverless function should have at any given moment in order to achieve the SLOs
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defined at the intent-driven orchestration infrastructure. Through the reward function,
the environment can guide any agent to achieve an expected learning that consists of
minimizing the allocated resources of the serverless functions (number of replicas/pods)
while at the same time conforming to the agreed SLA, which in our case is a reference
latency where the application works optimally.

As mentioned in [84] and explained in Chapter 2, the problem can be formulated as
an MDP where an agent leverages information about the current state of the environment
to take an action. A MDP is identified by a tuple (S, A, P, R, y), where S is the state of
the environment, A is the set of possible actions, P is the state transition probability
function P : S X A X S — [0, 1], R is the reward functionR : S X A - R and y is the
discount factor whose value denotes how important future or immediate rewards are.
The goal of the agent is to learn a policy 7 that represents the probability of selecting
an action given that the environment is at a certain state. The state-value function Q is
employed to quantify how beneficial the enforcement of each action a is at a given state
s by calculating the expected value of the sum of the discounted future rewards if the
policy 7 is followed by the agent:

o0
Qn(s,a) = Ex [Z tht+k+1 St =8,A; = a]
k=0

The update rule for the value of the Q function is as follows:
Q(spa) «— (A —a) - Qlsp,a) +a- (g +v- méiXQ(StHa a))

where a denotes the learning rate of the algorithm.

For the state of the environment, we consider the number of replicas s; allocated
to each function i, the incoming traffic load 4 of the workload measured in requests/s,
and the corresponding measured E2E latency d. Additionally, we include in the state
of the environment the predicted workload, i.e., A, provided by the Workload Estimator
component. To this end, the RL environment incorporates the workload pattern and
facilitates the proactive scaling of the functions. Therefore, the state of the environment
at a given timestamp ¢ is as follows:

$¢ = [51, 82, eve s S A, A, d]

As for the agent’s available actions, we consider scaling in and out actions by one
replica for each function i (i.e. @; = {—1,0,+1}). (+1) means that the serverless function
should add one more replica, (-1) means that the serverless function should remove one
replica, and (0) means that the serverless function maintains the same number of replicas
as before. The set of actions for all functions is:

a; = [a,ay,...,0a,]

The reward returned from the environment to the agent takes into consideration the
latency-resources trade-off and thus tries to minimize the latency metric and, in parallel,
keep the replicas allocated to a minimum. In order to account for invalid scaling actions
that may be attempted, we consider a very low reward Rp.,, = —100 to keep the agent
away from them (e.g., when the serverless function has achieved the maximum allocated
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Figure 4.5: Latency reward.

pods, then the (+1) action is considered inappropriate). In order to sufficiently penalize
SLA violations, we also give a very negative reward R, = —100 in such states (e.g.,
when the current latency is higher than the reference/desired latency). All the above is
expressed by the following two-part equation:

Rpen, if action invalid or SLO is unreached

Riotal = { , (4.7)

Wigt * Rigt + Wyes * Ryes, otherwise

The weights w;,; and w,,, are assigned to each part of the trade-off. The R;,; rep-
resents the reward calculated based on the current latency, and the R, represents the
reward calculated based on the number of replicas of each serverless function. R;;q; is
used to calculate a weighted average of the two parts.

Regarding the latency part of Eq. (4.7), we formulate the following function:

Ropax - € 008(ref — 2)2,if z < ref

4.8
Ropax - € 108(ref — z)%,ifref <z <1 (48)

Rlat(z) = {

d . . .. .
where z = 7 with d representing the current measured E2E latency, obj is the desired
obj

latency agreed on the SLA declared by the intent, and ref € (0, 1) is a hyperparameter
that is set empirically close to 0.8. This hyperparameter is selected to proactively penalize
actions that are getting too close to the reference SLA with the risk of exceeding it. The
function is depicted in Fig. 4.5. Specifically, Eq. (4.8) reaches the maximum value of
Ryuax = 100 when the reference value of the SLA is reached, i.e., z = ref. However,
the function steeply decreases exponentially (e~19°8), approximating the minimum value
(set to 0), if the desired SLA threshold is violated, while it has a smoother decrease in
the reward (e~0-9°8) towards zero when the current latency is lower than the reference.
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The latter allows the agent to learn efficiently to avoid excessively low latency values.
Besides, that would result in higher costs as the number of replicas would be increased
while the SLA is already satisfied, and the suboptimal utilization of resources, i.e., under-
provisioning of the replicas. The choice of all the parameters aims to normalize the
reward function between the values [—100, 100] to assist the agent in learning optimal
policies according to the state. Moreover, the hyperparameter g is set to 5 to balance the
steepness of the slope; however, evaluated in Section 4.5.4.

The second part of Eq. (4.7) represents the reward for the used resources (the active
number of replicas) and is given in Eq. (4.9).

n

R s —5;
R — max . max 1 , 49
res(s) n lzzl Smax — 1 (4.9)

where $,,,4 is the maximum number of replicas for a function and s; is the current number
of replicas deployed for each function. The relationship between the reward and the
number of deployed resources is linear, with the reward receiving the maximum value
Rynax when s; = 1 and the minimum value when s; = ;4 for function i, fori =1... n.

Regarding the implemented RL agent, the DQN algorithm [85] was adopted to the
aforementioned environment model. The neural network of the agent consists of an input
layer of n + 3 inputs, 2 hidden layers with L; and L, neurons accordingly, and an output
layer of 3" outputs. This is illustrated in Fig. 4.4. The agent receives the reward and the
state from the environment and uses the neural network to estimate the target Q-value
for the current state using the Forward method. Based on this value, the Update method
then updates the weights of the network by also using the received reward. The Q-values
of the current state for all the actions are evaluated, and the best action is selected with
the use of an e-greedy policy. The selected action is then returned to the Scaling controller
of the environment.

4.4.5 Scheduling Optimizer of Serverless Functions

Following the scaling decision s = [s; ... s, | computed by the RL-driven Autoscaling
agent, it is time to introduce the last component of our framework, namely, the Scheduling
Optimizer. To acquire a scheduling decision for the serverless functions, we formulate
the following optimization problem:
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€1 : min¥(x)

n
s.t. Z(l - Xi) + SiC; < CE (4.108.)
l;l
D (1—x)-sm < Rg (4.10b)
i=1
n
Z X; - 8i¢; < CC (410C)
i=1
n
Z X; - Sl < RC’ (4'10d)
i=1
x;€{0,1}, i=1..n (4.10e)

In problem £1, Constraints (4.10a) and (4.10b) guarantee that the total deployed
replicas of the function in the edge infrastructure do not exceed the available capacity
in resources in terms of CPU and memory, respectively. Similarly, Constraints (4.10c)
and (4.10d) guarantee that the replicas of the functions deployed in the cloud do not
exceed the available capacities. Finally, Constraint (4.10e) defines that a function, and all
of its replicas, are deployed either in the edge or the cloud infrastructure. Problem £1
is a mixed ILP, which is generally NP-hard, and the lower bound of the computational
complexity of the branch-and-cut algorithm used to find a solution is exponential [86].

However, for the specific setup used in this work, i.e., the functions are deployed
either on the edge or the cloud, it is feasible to extract a near-optimal solution (or the
optimal one for a relatively small number of functions) with low execution time using
an open-source solver, e.g., GUROBI *. Besides, as stated in [87], 82% of the serverless
applications consist of five functions.

The benefit of using Eq. (4.6) as the objective function is threefold. First, the Scheduling
Optimizer will nominate scheduling decisions that involve only the edge infrastructure
to minimize the communication delay of the cloud. Naturally, when the requested
resources are exceeded at the edge, the cloud will be utilized; however, by minimizing
the communication delay between the functions due to Eq. (4.1).

Second, cold start phenomena will be reduced by nominating solutions with low trans-
formation cost (Eq. (4.2)). Finally, the scheduling solution accounts also for the minimum
power consumption of the system, through Eq. (4.5). Upon calculating the scheduling
decision, the Scheduling Optimizer dictates the serverless platform to instantiate the
respective number of replicas in the appropriate server.

In Algorithm 4.1, we provide the workflow of the proposed method.

*https://www.gurobi.com/
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Algorithm 4.1 Complete Algorithm Flow

1: Input: Application graph F, Intent formulation J

2: Offline training:

3: for workload A in test dataset do

4 stress graph F with 4

5 collect performance data of graph F

6: end for

7: Train DQN agent offline based on the collected data and the Intent J
8: Learnt policy deployment:

9: Instantiate application graph F

10: for each timeslot do

11: A « forecast the incoming workload using the workload predictor
12: d < measure the latency in the previous timeslot

13: (s,4,1,d) < observe current environment state

14: A; < RL-driven function autoscaler chooses the best action greedily
15: s < update replica count

16: X < Scheduling Optimizer decides placement solving Problem (4.10)
17: Deploy the new s depending on placement x

18: end for

4.5 Implementation and Performance Evaluation

In this section, we present the implementation and the performance evaluation of the
proposed orchestration framework. The experiments were carried out in the NETMODE®
testbed of the National Technical University of Athens, which is a small edge computing
infrastructure.

We deployed two Kubernetes clusters, i.e., to simulate the edge and cloud infrastruc-
ture, using two OpenStack VMs in two Intel Xeon Silver 4110 servers. Following the
work in [88], the capacity of each server is Cg = 8 vCPUs, R = 8 GiB of RAM for the
edge server, and Cc = 16 vCPUs, Rg = 16 GiB of RAM for the cloud server. We consider
that, for a fully functional server, the maximum power consumption is B} ,x = 2000 W
and PA,CI' ax = 4000 W as in [81]. The network communication between the two clusters is
achieved by utilizing the Liqo open-source tool that allows the deployment of applications
across multiple clusters. The OpenFaaS serverless platform handles the deployment of
the serverless functions, while Prometheus enables the collection of metrics such as the
E2E latency of the application or the incoming rate of requests to the function chain. We
model the RL environment by using the OpenAl Gym library ° to create an interface so
that our agents can interact with it, triggering scaling actions and receiving a reward
in return. The interfaces that are used to actually interact with the testbed are those
provided by the Kubernetes API .

The evaluated function chain (fi — f, — f3) comprises three services, which is
a commonly used pipeline, each performing a specific calculation on an input graph.
Specifically, the first function performs a union on two randomly generated graphs,

Shttps://www.fed4fire.eu/testbeds/netmode/
*https://www.gymlibrary.dev/index.html
"https://kubernetes.io/docs/concepts/overview/kubernetes-api/
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Figure 4.6: Experimentation workload. Figure 4.7: Number of replicas.

the second function performs link prediction on the output graph of the previous step,
adding the predicted edges, and lastly, the third function calculates the centralities of
the nodes of the previous step. We assume that if a request takes more time than the
maximum value for the latency defined in the selected SLA, then we have a QoS violation.
This value is set to 0.5 s and regards the E2E latency for serving a request by the entire
function chain. We selected R = 5 Gb/s, as in [69], and the output of each function is
d = [1,2,1.5] Mbits for the three functions, respectively. The high-level objective for

the specific evaluation is considered to be "energy efficient” and “latency-sensitive”, so

) 1 2 1 )
we accordingly set wy = > We==-,Wp = pl 10~2. For the experiments, we selected to

invoke the RL-driven Autoscaler and the Scheduling Optimizer every 30 s.

To create an HTTP load for our application, the Vegeta tool was used, while for the
generated workload, we use the HTTP traces of the NASA server (Fig. 4.6), as it is collected
and analyzed in [89]. For the forecasting mechanism, we have used an ARIMA(p, d, q)
model. The parameters have been set to p = 2,d = 0,q = 3 after comparing different
combinations and selecting one with relatively high accuracy. We use 2/3 of this dataset
for training of the RL-driven autoscaler and the ARIMA-based workload predictor, and
the last 1/3 for evaluating the framework’s overall performance.

The source code for the implementation of the RL environment, the scheduling
mechanism, the forecasting mechanism, and the developed distributed application is
made available as open-source at a GitLab repository ®.

4.5.1 DON Agent Training

The training of the DQN agent has taken place using the standard technique of collecting
past data in a replay buffer and taking samples of it to train the neural network. The
number of steps inside an epoch has been selected to match the seasonality of the data.
At first, the replay buffer is filled with initial data collected over 100 epochs. Moreover,
for the incoming workload A and the predicted workload 4, a state-space reduction is
also performed. Specifically, we characterize the workload by quantizing it at every 20
requests/s to discretize the values. The learning rate a has been set to 0.001, the discount
factor y has been set to 0.9, and the probability of selecting a random value € during the

%https://gitlab.com/netmode/intent-driven-serverless
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Table 4.3: Comparative table of autoscaling solutions.

% of latency violations Number of replicas
Algorithm min max mean std min max mean std
DON 1.29  1.79 1.52 0.21 1036 10.49 10.44 0.06
PPO 10.87 11.10 10.95 0.10 9.67 10.15 9.98 0.21

Knative Concurrency 148 531 278 179 7.67 1012 850 1.15

training phase has been set to 0.8. Additionally, a target network is created as a copy of
the Q-network and is updated every 5 epochs. Given that the amount of data and time
required to train the DQN agent is significantly large, the training was performed offline.
The application graph was instantiated and stressed for various workloads, collecting
metrics regarding the application performance and state. Afterward, these metrics were
used in conjunction with the training dataset to synthetically generate the environment
state and speed up the training process. As a result, the decision can be provided in
real-time. To measure the performance and accuracy of the learning process, evaluation
data is collected at regular intervals during the training phase using a purely greedy
policy based on the optimal Q values.

The evaluation results from the training process of the DQN agent are depicted in
Figs. 4.7, 4.8, 4.9, where each data point of the plot represents the average value of 3
evaluation epochs. It is noticed that the number of replicas is progressively reduced
for all the microservices (see Fig. 4.7), while the reward converges to a value close to
70 (see Fig. 4.9). A reward value around 70 is considered satisfactory, given that we
provide negative rewards (value of -100) in case of SLA violations. Due to the initial
overprovisioning of resources, the number of violations stays really low in the beginning.
Once the agent learns that the optimal strategy is to keep a balance between the number
of deployed resources and the conformance to the SLA concerning the latency value, the
overall resources are progressively scaled down and some latency violations are observed
(see Fig. 4.8).
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Figure 4.10: Percentage of requests that violated the SLA.

4.5.2 Experiment A - Autoscaling Comparison

We evaluate the proposed framework, hereinafter referred to as DQN Reinforcement
Learning and Scheduling (DRLS), with other baseline techniques, namely, (a) DRLFF: we
utilize the proposed scaling decision by the DQN, but we use a First Fit algorithm for
the scheduling part as in [90], (b) PPO: we evaluate a Proximal Policy Optimization [91]
algorithm in the place of DQN while employing our Scheduling Optimizer for the place-
ment of functions, (c) CS: we utilize the concurrency autoscaling algorithm that is used
in Knative’ with static placement of the functions, where autoscaling is based on the
number of concurrent in-flight requests, that is a standard solution in the context of
serverless computing.

In the proposed DRLS framework, a scaling decision is made every 30 s, leaving
enough time for the replicas to be instantiated. In all three scenarios, a limit of 1vCPU
has been set. The concurrency metric for the Knative Pod Autoscaler (KPA) has been
set to 3 concurrent requests. This value has been selected after testing multiple values
and choosing one that balances application performance with respect to the observed
latency and the number of provisioned resources. In all three cases, a synthetic workload
of 300 timesteps was created whose values were used to generate an HTTP load for
our application. The first 120 values were selected directly from the evaluation dataset,
while the remaining 180 values were created with additional noise to form a more
dynamic evaluation setting. To quantify the comparison between the different methods,
10 evaluation runs were performed and aggregated in Table 4.3, depicting the minimum,
maximum, and mean values as well as the standard deviation.

In Fig. 4.10, we depict the percentage of requests that either violated the SLA for
the latency metric or were not successfully processed from the DRLS, PPO, and CS
mechanisms. It is shown that DRLS achieves better performance with an average of

*https://knative.dev/docs/
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Figure 4.11: Sum of deployed replicas across all the microservices.

1.52% violations compared to PPO, which has 10.95% violations, and CS, which has 2.78%
violations.

Moreover, in Fig. 4.11 we present the number of active replicas for the entire function
chain in the cases of DRLS, PPO, and CS. On average, DRLS requires 10.44 replicas while
PPO and Knative deploy 9.98 and 8.50 replicas, respectively. It is noticed that DRLS
overprovisions resources during periods of low stress, while Knative and PPO manage to
handle the load with fewer resources. This is an interesting outcome regarding potential
improvements in the DRLS framework to better manage the number of deployed replicas
in the scaling requests. Such improvements may be achieved through more extensive
training of the DQN agent or by configuring the assigned weights in the requests. Stability
in the performance of emerging serverless computing platforms can also be considered
an issue, since in our case, we noticed bottlenecks in the efficient serving of the incoming
requests in high workloads, independently of the scaling actions. This may be due to
configuration aspects, since, to our knowledge, there are very few implementations that
integrate solutions for multi-cluster management of computing resources with solutions
for management of serverless function chains.

4.5.3 Experiment B - Scheduling Comparison

In Fig. 4.12a, a comparative evaluation between DRLS and DRLFF is shown regarding
the total transformation cost, estimated as the number of migrations from the edge to
the cloud and vice versa. The evaluation workload is the same as in the previous section.
One can notice that DRLS outperforms DRLFF in terms of cost, achieving 22% lower
cost, leading to better placement decisions and reducing overhead of further delays due
to the migration of resources, along with less power and better link utilization delay.
Such functionality is considered crucial for the runtime management of applications
across distributed resources in the computing continuum. Moreover, in Fig. 4.12b we
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Figure 4.12: Scheduling algorithm comparison.

present evaluation results for the power consumption required in the cases of the DRLS
and DRLFF mechanisms. It is shown that DRLS outperforms DRLFF by achieving 24.2%
less power consumption throughout the experiment. Specifically, the measured energy
consumed by the DRLFF and the DRLS mechanisms is 10.9 kWh and 8.3 kWh, respectively.
The average value of the total power consumed for the DRLFF algorithm was 4360 W,
while for the DRLS algorithm it was 3303 W.

Finally, we evaluated the proposed framework (DRLS) compared to the DRLFF frame-
work (First Fit), in terms of average runtime and convergence to the optimal solution.
The optimal solution to the optimization Problem (4.10) is calculated with a brute force
technique. As shown in Fig. 4.13, we evaluate the two methods for different numbers of
functions n. The proposed method calculates solutions that are close to the optimal ones
(most of the time equal the optimal) and outperforms the DRLFF significantly, whose
convergence drops significantly, i.e., even to a 0.1 ratio compared to the optimal case,
as the number of functions increases. We would like to comment that we believe that
the GUROBI solver finds the optimal value most of the time, as the state space of the
problem is relatively small, as also stated in Section 4.4.5. Finally, the running time of
the DRLS is almost linear for a small number of functions, while the brute force grows
exponentially as the number of functions increases.

4.5.4 Experiment C - Framework Evaluation

To further investigate the sensitivity of our framework to the values of the different
hyperparameters, a comparative evaluation was performed for the most important ones.
In Table 4.4 we present the evaluation results for different values of the discount factor y
and the hyperparameter g of the reward regarding the latency as defined in Eq. (4.8). We
want to remind the reader that, in our setting, g is set to 5 and the discount factor y is set
to 0.9.

Reducing y to 0.8 leads to the deployment of more replicas and, as a consequence,
fewer QoS violations. By lowering the value of y, the agent learns to prioritize the short-
term reward. In our case, we penalize the QoS violations more than deploying additional
replicas. As a result, in this case, the agent prefers to avoid QoS violations, i.e., to 0.48%
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Figure 4.13: Convergence to optimal solution and running time.

Table 4.4: Comparative table of different hyperparameter values of the proposed frame-
work.

Configuration Average % of latency Average number

violations of replicas
(g=5, y=0.9) 1.52 10.44
(g=5, y=0.8) 0.48 10.99
(g=5, y=0.99) 0.40 11.05
(g=1, y=0.9) 0.10 11.15
(g=10, y=0.9) 2.30 10.22

of all requests, even at the cost of the under-utilization of the deployed replicas, as on
average throughout the experiment we observe a higher value, i.e., 10.99. Furthermore,
setting ¥ to 0.99 makes the agent value future rewards more, trying to minimize the QoS
violations under the high fluctuating incoming workload. Hence, the number of deployed
replicas is also increased, having an average of almost 11 throughout the experiment,
naturally reducing the overall QoS violations to 0.4%. As a result, the agent prefers the
long-term decision of keeping more replicas deployed, thus being prepared for spikes in
the incoming workload. The value of 0.9 that we selected finds a balance between the
other two scenarios, ultimately leading to fewer resources deployed, i.e., 10.44, with the
trade-off of slightly increased to 1.52%, however acceptable, QoS violations.

Regarding the parameter g that determines the slope of the reward function, as shown
in Fig. 4.5, a lower value of g = 1 signifies that the agent is penalized less for having a
latency that is far from the specified SLA. As a result, the agent overprovisions resources
(on average 11.15 replicas), which leads to really low values of latency, having only
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0.1% QoS violations for all requests. On the other hand, increasing the value of g = 10
yields the opposite effect. The agent is penalized for staying away from the specified
SLA value for the latency and learns that fewer resources, specifically 10.22 on average,
lead to a higher reward with the drawback of increased violations (2.3% of all requests)
during periods of higher workload. The selected value of 5 leverages the aforementioned
information to optimally guide the agent toward better decisions that balance application
performance and resource usage.

4.6 Summary

In this chapter, we have detailed an approach for intent-driven orchestration of server-
less applications, considering the deployment and management of serverless function
chains across multi-cluster infrastructure in the computing continuum. Focus is given
on the translation of SLOs to an optimal deployment plan and the efficient scaling and, if
required, migration of the deployed functions to resources in edge and cloud computing
clusters. ML mechanisms, specifically RL, are exploited to guide the autoscaling mech-
anisms while considering the input provided by workload forecasting techniques. A
realistic deployment in a multi-cluster infrastructure based on the usage of open-source
frameworks for multi-cluster management and serverless applications management has
been provided, and a set of experiments has taken place.

It is shown that the proposed approach can efficiently manage the deployment of
serverless applications over multi-cluster resources based on the proper interpretation of
the declared intent and its translation to orchestration actions. High conformance with
the defined SLAs is achieved by properly adjusting the allocated resources to the dynamic
workload to avoid SLA violations. The provided scheduling mechanisms outperform
existing static scheduling mechanisms in terms of avoidance of migrations across the
clusters and the associated costs, as well as in terms of the achieved energy efficiency. A
need for improvement is also identified in the number of activated replicas based on the
autoscaling decisions, especially in cases where the workload is not high. The results of
this chapter are also presented in [92].
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Chapter 5

Multi-Agent Reinforcement Learning
Autoscaling

While the RL approach presented in the previous chapter focuses on scaling individ-
ual services, distributed applications often consist of multiple interacting components
whose scaling decisions may affect one another. This chapter explores a cooperative
MARL approach that enables coordinated scaling decisions across multiple application
components.

5.1 General Setting

The dominance of microservices-based development frameworks and the development of
complex distributed applications, along with the massive production of powerful IoT and
edge computing devices, are paving the way toward the transition from centralized to
distributed computing paradigms, where applications are deployed across the computing
continuum. In the computing continuum, we consider the management of resources
from the IoT to the edge to the cloud as part of the infrastructure. To achieve effective
management of resources and application workloads, a set of challenges has been identi-
fied. These challenges revolve around the need to introduce automation and distributed
intelligence characteristics into emerging orchestration mechanisms. To treat this, the
design of synergetic or cooperative orchestration mechanisms that take advantage of Al
techniques is arising as a promising approach.

In this chapter, we describe the design and development of a synergetic orchestration
mechanism, powered by MARL, to guide the autoscaling of distributed applications that
are deployed across the computing continuum. A MARL environment and a correspond-
ing agent have been developed and applied in real and simulated environments to guide
scaling actions, while indicative evaluation results are provided.

5.2 Related Work

5.2.1 Management of Distributed Application Graphs

The development of modern cloud and edge computing applications follows a paradigm
based on microservices, where distributed applications are represented in the form of an
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application graph. Each application graph has as nodes a set of application components (or
microservices) that are independently manageable. For instance, in the case of autoscaling
mechanisms, each application component can scale independently to the number of
replicas considered suitable to serve the incoming workload at each point in time. Each
application component implements part of the business logic of the distributed application
and may have specific deployment requirements (e.g., latency sensitivity, computational
intensity). The application components are interlinked based on the dependencies that
exist among them for the consumption or exposure of software functions. In this way, an
application graph with nodes and directional links among them is composed that can be
deployed over a hybrid infrastructure across the continuum based on various objectives
or constraints.

Consideration of the application graph as a complex system during resource provision-
ing is required, compared to existing approaches, where each microservice is managed
individually. The dependencies among the microservices have to be included in the
analysis part [93], introducing a need for intelligent orchestration mechanisms able to
consider the trade-off between the accomplishment of local (microservice-based) and
global (application-based) objectives.

5.2.2 Synergetic Orchestration Mechanisms

A few studies exist related to the specification of orchestration mechanisms for the
computing continuum [93], [94]. Based on them, the synergetic orchestration mecha-
nisms can be applied to guide various orchestration actions. These include the lifecycle
management of applications, resource management (compute offloading, scaling, live
migration), and network management (e.g., traffic engineering) [95]. In all cases, the
application graph, the dependencies among its components, and the defined SLOs should
be considered as input in the analysis part.

One of the main objectives of the enforcement of synergetic orchestration mechanisms
is to increase the decentralised intelligence and the autonomicity in terms of distributed
resources management [94]. To achieve this, the consideration of techniques applied in
the management of multi-agent systems and the joint exploitation of Al techniques has
to be promoted [96]. In the case of a multi-agent system operating in the computing
continuum, each Al agent should be responsible for managing part of it and collaborate in
a distributed way with the rest of the agents to offer the desired functionality. Formulation
of a multi-agent system to support synergetic orchestration actions is beneficial, given
that each individual Al agent has limited information or resources to achieve a global
objective of the application. The Al agents can collaborate to achieve one or more
joint objectives (e.g., by dynamically adjusting the allocated resources per part of the
continuum), while considering the existence of good performance metrics at a local level
(e.g., by monitoring the throughput per microservice).

5.2.3 MARL for Synergetic Orchestration

A promising approach to develop synergetic orchestration mechanisms that take ad-
vantage of multi-agent systems and Al techniques is based on the evolution of the RL
algorithms towards the MARL ones. RL is regarded as a suitable framework to represent
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and solve control tasks, where decision-making processes have to be supported or a be-
haviour has to be enacted. Based on the control task, the applied algorithm is responsible
for deciding the actions to be taken to achieve a specified goal, while a reward is provided
to the agent based on the effectiveness of the applied action. RL is considered suitable for
guiding orchestration mechanisms in cloud and edge computing environments [97]. The
MARL algorithms extend the RL approach to a setting where multiple agents interact
within an environment to achieve a specific goal [98].

Two types of classifications apply to the MARL algorithms. The first classification
is based on the type of reward, where we can have cooperative or competitive MARL.
In cooperative MARL, each agent learns a policy and follows a strategy to maximize a
global or own reward, considering the behaviour of the rest of the agents in a common
environment and towards a common goal. In competitive MARL, the agents compete
with each other to maximize their own reward and outperform one another rather than
cooperate towards a common goal.

The second classification is based on whether the agents get trained and act in
a centralized or decentralized way. In centralized training and centralized execution
(CTCE) methods, there is a central controller that receives observations from all the
agents, determines the joint action to be executed, and communicates it back to the
agents. However, when the number of agents increases, the computational complexity
and the communication overhead in the central controller also increase. On the other
hand, in the case of distributed training and decentralized execution, each agent learns and
makes decisions independently. In this case, the main disadvantage is the instability and
difficulty in achieving convergence due to the dynamicity that exists in the environment
and the difficulty of an agent to adapt to real-time changes in the behaviour of other
agents.

An intermediate solution between these two approaches has been proposed in the
form of centralized training and decentralized execution (CTDE) methods. CTDE com-
bines the benefits of centralized coordination during training for effective learning with
decentralized decision-making during execution for adaptability and autonomy. The
agents can exploit the global state information that is collected during the training phase
by all agents, acquire a more abstract and adaptable understanding of the environment,
and, subsequently, be able to take their own decisions based on decentralized local poli-
cies. In this way, the trained agents can generalize their learned behaviors and apply
them in real-world situations where direct centralized coordination may not be possible.
In case the agents share and utilize an extensive set of parameters during the training
phase, we refer to a strategy known as “parameter sharing” that helps the agents to learn
from a shared representation, promoting coordination and enabling faster convergence.
This strategy is mostly applicable in cases where the agents can have identical behavior
in the environment.

5.3 Contributions and Outline

The contributions of this chapter can be summarized as follows:

« This chapter introduces a cooperative orchestration mechanism powered by MARL
to manage the autoscaling of distributed applications across the computing contin-

103



uum.

+ The developed agent utilizes the QMIX cooperative MARL algorithm, which enables
multiple agents to work toward a common goal through centralized learning and
decentralized execution.

+ A cooperative multi-agent environment was modeled with a continuous state space
(including CPU usage, number of instances, and E2E latency) and a discrete action
space for managing CPU usage scaling thresholds.

+ The proposed QMIX-based solution was evaluated against rule-based scaling with
static thresholds. Results demonstrated that QMIX outperformed rule-based ap-
proaches by reducing SLA violations and optimizing computational resource con-
sumption.

5.4 Autoscaling Mechanisms based on Cooperative Al

In this chapter, we introduce, design, and promote the use of an Al-assisted autoscaling
synergetic orchestration mechanism. The proposed mechanism is targeted to distributed
computing continuum environments and acts as a paradigm for the development of
similar mechanisms in the future. A multi-agent approach is adopted to manage the
horizontal scaling of the various resources across the continuum in a holistic way, enabling
decentralized decision-making and fostering adaptability and scalability in complex
environments.

We are building upon the work presented in [99], where an Al-assisted autoscaling
mechanism is provided for a single-agent setting. Extending this work, we consider the
synergy among multiple Al agents to manage the scaling decisions for all the horizontally
scalable microservices that compose an application graph. In this way, a complex problem
of managing the scaling actions for the various components of an application graph is
decomposed into more manageable tasks distributed among agents that collaborate
with each other. Each agent is responsible for guiding scaling actions for a specific
microservice, while the agents exchange information regarding the performance of the
overall application to properly guide their actions to achieve a global objective (e.g., high
performance). In the scaling decisions, we consider both resource consumption metrics
at a local level (per microservice) and SLOs that are related to application-level metrics.
The aforementioned synergy among the Al agents is implemented based on the adoption
of cooperative MARL techniques. In this way, there is no need for manual specification
and management of scaling thresholds since decision-making is driven by the Al agents.

Following, in Section 5.4.1 we detail how various MARL algorithms can be used to
support autoscaling in distributed application graphs, in Section 5.4.2 we present the
conceptualization of the MARL environment considering the state, the actions and the
provided reward, while in Section 5.4.3 we describe how a specific MARL algorithm,
called QMIX, can be applied over the specific environment.
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Figure 5.1: MARL Agents for Autoscaling Management.

5.4.1 Cooperative Multi Agent Reinforcement Learning for Au-
toscaling

In cooperative MARL, multiple agents learn to collaborate towards a common goal. In
our case, the common goal is to guide the horizontal scaling of each one of the application
components (microservices) in an application graph in such a manner that it leads to
optimal provision of the overall application.

Considering the classification of the MARL algorithms in Section 5.2.3, we adopt
a CTDE method to combine the benefits of centralized coordination during training
with decentralized and independent decision making during execution, as depicted in
Fig. 5.1. An AI Agent is attached to each microservice and is able to undertake decisions
to define scaling thresholds for this microservice. The actions refer to the configuration
of the scaling threshold per microservice, while the observations combine both local
parameters (e.g., average CPU usage of the microservice) and global parameters (e.g., E2E
latency of the application graph). We refer to a non-stationary environment, since the
scaling actions provided by the agents can change the overall state of the environment
or the rewards received by the agents. For instance, scaling of one microservice of the
application graph may have a positive impact on the E2E latency, and, thus, affect the
rewards considered by the rest of the agents.

In the centralized training phase, each Al agent participates in centralized data
collection and coordination, undertakes actions, and maintains its local RL model. Part
of the collected information is shared among the Al agents towards the development
of a global RL model. The exact type and level of shared information, and the sharing
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mechanism (e.g., a centralized entity that evaluates the joint actions of the agents, shared
replay buffer accessible to all agents) depend on the MARL algorithm. Such information
may include parameters for the trained ML models, such as weights and biases of neural
network layers, parameters used to estimate state-action values, and parameters for
configuring the exploration phase of a MARL algorithm, as well as data for the undertaken
observations and actions. The extensive sharing of information regarding the parameters
used by the AI agents for the training phase is beneficial, in particular, in scenarios
where the agents can act in a homogeneous way. In the case of autoscaling, this should
happen for agents that manage application components with similar profiles in terms of
consumption of resources.

Once the global ML model is trained, each agent updates its local RL model and can
use it for decision-making during the decentralized execution. In this phase, each agent
undertakes its actions based on its own observations and the learned policy, without
explicit coordination with other agents.

5.4.2 MARL Environment Conceptualization

Aligned with the aforementioned reasoning and observations, the conceptualization of an
application autoscaling mechanism as a multi-agent problem is modeled as a cooperative
multi-agent environment with a continuous state and a discrete action space.

The state space of the MARL environment consists of a combination of metrics
that include resource usage metrics per microservice (CPU usage, number of deployed
instances), QoS metrics for the considered application (E2E latency), and metrics related
to configuration aspects of the scaling mechanisms (scaling threshold) per microservice.
Specifically, each Al agent monitors the average percentage of CPU usage of the active
instances of a microservice. It also sets the CPU usage threshold for triggering a scaling
action and monitors the number of deployed instances for each microservice. Regarding
the QoS metrics, we monitor the E2E latency for serving a request by the application.
The E2E latency is usually associated with the execution of processes across various
microservices of an application and, thus, is considered a metric measured for the entire
application graph (global level), compared to the previously referred metrics that are
measured per microservice (local level). A continuous state space is considered.

The action space consists of a discrete set of actions for managing the scaling thresh-
olds, where each threshold refers to a specific microservice of the distributed application.
The possible actions of an agent are to raise the current CPU threshold by 20%, to keep it
at the same level, or to lower it by 20%. Depending on the observed utilization of CPU
resources and the E2E latency, each agent receives a reward for the enforced action. The
reward is a floating number in the range (0, 100) and is maximized when the utilization of
resources is minimum, and the latency is below a certain threshold. Actually, we penalize
the addition of further containers for a specific microservice, as well as the existence of
latency values that are more than 80% of the specified latency in the SLA. The penalty is
larger in case of exceeding the defined value for the SLA latency. The goal of each agent
is to achieve optimal usage of resources in the part of the computing continuum that
it operates (local level), while maintaining an acceptable service provision level (global
level).
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Figure 5.2: QMIX Algorithm Overview.

5.4.3 QMIX Cooperative MARL Algorithm

The developed agent is based on the QMIX (Q-learning with Mixing) cooperative MARL
algorithm [98]. QMIX is a learning algorithm that allows multiple agents to work together
towards a common goal in a decentralized manner. QMIX is based on Q-learning, which
is a popular RL algorithm used to teach agents how to make decisions in complex
environments. In Q-learning, an agent learns to take actions that result in the highest
expected reward. This is achieved based on the value function - referred to as the Q-value
function and denoted as Q(s, @) - that is a critical concept used to evaluate how good a
particular state or state-action pair is for an agent in an environment. It represents the
expected cumulative reward an agent can obtain from taking action a in state s, and then
following a specific policy thereafter.

In the context of multi-agent systems, Q-learning is not considered a wise choice since
it treats each agent independently and does not consider the joint actions of the agents.
This makes the application of Q-learning inappropriate for non-stationary environments
where the action of one agent may significantly affect the other agents. Furthermore, Q-
learning is considered computationally infeasible or inefficient in cases where the number
of agents increases, and state and action spaces grow exponentially. The QMIX algorithm
is a deep RL algorithm that overcomes these challenges. It enables the collaboration
among agents to learn a centralized value function that captures the interdependencies
among their individual actions, facilitating their effective coordination to achieve common
goals. However, during execution, agents can follow decentralized policies. This balance
between centralized learning and decentralized execution helps the agents to effectively
coordinate their actions while maintaining scalability.

During the centralized training phase (Fig. 5.2), each agent maintains a recurrent
neural network (RNN) to learn its individual Q-value function. The RNN represents the
local RL model of an agent in a MARL algorithm. The learning is based on its local set of
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observations (CPU, scaling threshold, number of pods, latency) and the last individual
scaling action. The selected actions by all the individual agents are used to determine the
joint action that is taken by the QMIX algorithm. The joint action is passed through a
mixing network that is a feed-forward neural network that represents the global RL model
of a MARL algorithm. The mixing network takes as input the individual Q-value functions
and mixes them monotonically to produce a centralized value function (expected joint
reward) for all the agents Q;(s, a;, @y, ..., a,). The weights of the mixing network have
to be non-negative.

To learn the weights of the mixing network, QMIX employs a technique called hyper-
networks. A hypernetwork is a type of neural network that generates the parameters for
another neural network. In the case of QMIX, hypernetworks are used to dynamically
generate the non-negative weights of the mixing network based on the input state of the
MARL environment. Each hypernetwork consists of a single linear layer, followed by
an absolute value activation function so that it can follow the monotonicity constraint.
The activation function used in our case regards a Rectified Linear Unit (ReLU) function
that introduces non-linearity to the model, enabling it to learn complex patterns and
representations in the data.

During the decentralized execution phase, each agent uses its individual Q-value
function to independently select its own action based on its local microservice state and
the last action that was undertaken. The actions of all agents are then combined to form
the joint action of the system. The joint action is passed through the mixing network to
estimate the centralized value function (expected joint reward). During this phase, the
weights of the mixing network are fixed.

5.5 Multi Agent Reinforcement Learning Environment
and Testbed Infrastructure

The OpenAl Gym framework has been used for modeling and managing the MARL
environment, as an open-source Python library for developing and comparing RL algo-
rithms. The extended Python MARL framework [100] (EPyMARL'") has been used for the
development of Al agents based on the QMIX algorithm.

To realize a set of experiments, a testbed infrastructure has been set up. The scaling
mechanisms are implemented based on the Kubernetes HPA. The Kubernetes HPA adjusts
the number of replicas of each microservice based on the guidance provided by the QMIX
algorithm. A Kubernetes cluster has been deployed, consisting of three nodes.

A sample distributed application has been developed that consists of three microser-
vices and supports various graph analysis functions. The first microservice gets as input a
number, creates two graphs with the provided number as their size, and provides a union
of the created graphs. The second microservice receives the unified graph and performs
link prediction, where new edges are added to the graph. The third microservice receives
the previous graph and calculates the degree centralities for all the nodes. Per external
request, the three microservices are executed in a sequential manner. The NGINX Ingress
Controller has been used as a load balancer for each microservice. Application stress
testing has taken place with the Vegeta HTTP load testing tool. A variable workload is

'https://github.com/uoe-agents/epymarl
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Figure 5.3: Testbed and Experimentation Setup [99].

used where the load oscillates periodically. A monitoring infrastructure collects resource
usage data and application metrics. The testbed infrastructure used for experimentation
is illustrated in Fig. 5.3.

To speed up the training process for the agents, we have utilized a benchmarking and
simulation-based approach, as the deployment of distributed applications and scaling
actions can be time-consuming at each time step. The approach involves deploying the
aforementioned distributed application graph in a benchmarking environment, where
agents with random policies collect historical traces over a set of epochs. The time period
for each epoch is set to six minutes. This period includes the time required for sending
the variable workload, applying any scaling action, and examining the potential impact
on the monitored metrics. The collected data is then enriched by applying probability
distributions and used to train agents with QMIX-based policies, resulting in a significant
reduction in training time. No time constraint is applicable in the training of the agents,
since the training is based on the produced data from the simulation process.
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Figure 5.4: QMIX evaluation results.

Table 5.1: Comparative table of QMIX and HPA.

Mechanism Average replicas Average latency violations

QMIX 3.08 0.30
HPA 60% 3.58 1.49
HPA 80% 3.00 1.24

5.6 Evaluation Results

Performance evaluation results have been produced based on the deployment of the
distributed application, the application stress test using a variable workload, and the
training of the QMIX agents. We have examined the performance in terms of convergence
capabilities of the QMIX agents, the learning rate, and the achieved efficiency. By conver-
gence capability, we mean the ability to learn a policy that approaches an optimal policy
that maximizes the cumulative reward. The proposed autoscaling solution is compared
with a rule-based scaling approach, in which scaling is triggered when exceeding static
thresholds for CPU usage. Specifically, two threshold values are considered for the CPU
usage, namely 60% and 80%.

In Fig. 5.4, we present the results for the efficiency of the QMIX algorithm. The left y-
axis refers to the average percentage of the CPU utilization of the active replicas (instances)
for all the microservices, as well as the provided reward by the MARL mechanisms per
epoch. The right y-axis refers to the average number of active replicas per microservice,
as well as the average number of latency violations per epoch. A good learning rate is
noticed, since the provided reward is increased and stabilized at a level of around 75%.
The usage of resources is also improved, since the agent tends to use fewer containers
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Figure 5.5: Evaluation results with static thresholds (60% and 80%).

with higher average CPU usage, while simultaneously guaranteeing the achievement of
the imposed SLA, which is set to 70 ms. A reduction of the identified violations upon
the achievement of convergence in the behaviour of the agent is observed as well. In
Fig. 5.5, we present the results for the efficiency in the case of application of the rule-based
approach with the definition of static thresholds. The same metrics are depicted except
for the values for the reward, since in this case, we do not apply an RL mechanism for
guiding the scaling actions.

By comparing these results, we notice that the QMIX algorithm significantly outper-
forms the rule-based approach. In the case of the QMIX algorithm, the SLA violations
are drastically reduced, since the average SLA violations per epoch are 0.3 compared to
1.49 and 1.24 in the case of static thresholds for values 60% and 80%, respectively. With
regards to the consumed computational resources, QMIX also shows similar or better
behaviour, given that the average replicas used per microservice is 3.08 compared to
3.58 and 3 in the case of static thresholds for values 60% and 80% respectively. In the
case where the static threshold is set to 60%, more dynamicity is noticed in the number
of active replicas during an epoch, compared to the case where the threshold is set to
80%. This makes it more challenging to achieve consistent compliance with the SLA
due to oscillation effects, and potentially leads to a slightly higher average number of
SLA violations. However, QMIX also tackles this challenge, since the environment’s
dynamicity and the actions that can optimally manage it were considered during the
centralized training phase of the QMIX algorithm. In this way, the AI agents are trained
to react to the introduced dynamicity and enforce actions that guarantee the desired SLA.
The results are summarized in Table 5.1.
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5.7 Summary

The development of synergetic orchestration mechanisms is promising for tackling
challenges related to the optimal provisioning of distributed applications. In this chapter,
we introduced a synergetic orchestration mechanism for the autoscaling of resources
in the computing continuum, considering the scaling needs of all the microservices
within an application graph. A MARL environment and a relevant agent have been made
available, while a set of evaluation results is generated. The produced results confirm
the high potential of synergetic orchestration mechanisms for the computing continuum.
The results of this chapter are also presented in [101].
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Chapter 6

A Software Stack for the Virtualization
of IoT Devices

In addition to orchestrating containerized application components, modern distributed
applications frequently interact with heterogeneous IoT devices deployed at the network
edge. This chapter introduces a VO abstraction that enables seamless integration of IoT
devices within the proposed orchestration framework.

6.1 General Setting

With the rapid advancement in the next-generation IoT and the ever-expanding virtual
representation of devices, novel techniques and definitions are key to accommodating
emerging paradigms. In the aim to achieve convergence of IoT technologies with the
Cloud-Edge computing continuum and the seamless interaction of IoT devices and HDAs,
we enhance the concept of VOs for the virtualization of IoT devices in light of recent
works. We introduce a software stack, called VOStack, to enable interoperability and
convergence between the physical IoT devices layer and the Edge/Cloud virtualized
infrastructure.

The VOStack facilitates interoperability with IoT devices and provides a unified
way for their control, enables smooth lifecycle management of the VOs, and allows the
development of modern distributed applications by offering on-demand capabilities to
support IoT application operations. The necessary interactions of the VOs are presented
along with the essential core functionalities for the development of the VOStack. We
present an overview of different deployment models aligned with the state of practice
of infrastructure providers. Finally, we provide an extensive evaluation of the software
stack, including a smart city application case study.

6.2 Related Work

DT is an overloaded term that is used in a variety of domains. Furthermore, the term
virtual counterpart of a physical object for a DT is also replaced by terms like virtual
twin, virtual thing, or virtual object [102], [103]. The widespread usage of the term DT
with varying interpretations across different contexts highlights the need to come up
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with a solid definition, abstractions, and a related framework for the development of DTs.
The latter has to be aligned with the work in the standardization community, based on
the effort provided by foundations and organizations such as the International Standards
Organization (ISO), the Industrial Digital Twins Association (IDTA), the Digital Twins
Consortium (DTC) and the World Wide Web Consortium (W3C). A summary of the
available definitions for DTs is provided in [104], where a DT can be a mirror model
of a physical object, a computerized model in the form of a simulation kit or software,
or an integrated Cyber-Physical System (CPS). In another study, DTs are classified into
monitoring, simulation, and operational DTs [105]. Moving toward next-generation
networks [106], DT is accommodating in its definition the physical objects, their virtual
twins, the data flows among them, and the offered or interlinked services [104], [105],
[107]. In the work presented in this manuscript, we build on the term VO and provide a
framework for the development of DTs, as detailed in Sections 6.4 and 6.5.

6.2.1 Requirements and Challenges for DTs

To develop DTs, a set of requirements has to be met, and existing challenges have to be
addressed. Interoperability is an important keyword for the IoT domain [108], [109]. DTs
must be interoperable with various types of IoT devices, support different communica-
tion protocols, and be able to interconnect with other DTs and IoT applications [110].
Furthermore, semantic interoperability is required to enable the interaction of DTs with
applications where data are represented based on different semantic models [108], [111],
[112]. By providing interoperable interfaces for DTs, their adoption, re-usability, and ex-
tensibility are also promoted. Interoperability has to be combined with openness through
the specification of open APIs and the development, where possible, of open-source
software.

Modularity, composability, and discoverability are also of great importance, given
the need to combine software executed on the physical device, virtual counterparts, and
additional components of an IoT application or CPS [106], [113]-[115]. A DT framework
has to provide interfaces for interaction among the aforementioned entities, along with
mechanisms for the composition of services based on data flows across them [116]-[118].
The supported services can be activated on demand, depending on the needs of the DT (e.g.,
activation of a security service in case of identification of a malicious attack; activation of
an elasticity service in case of performance degradation). Furthermore, DTs should be able
to extend the capabilities of IoT devices based on the development of specific and modular
functions to serve the communication and analysis needs. Such functions can be reused
in various DT implementations, reducing complexity and increasing modularity [106],
[108].

Modern DTs also have to support resource management based on a variety of resources
made available across the computing continuum [108]. This comes into play by resolving
the challenges related to the convergence of IoT technologies with edge and cloud
computing technologies, taking advantage of virtualization techniques. DTs have to offer
scalability and be able to meet latency requirements for a large number of IoT devices and
different types of workload [105]. Multi-tenancy characteristics are required in the event
that multiple users get access to the offered DT functionalities, while such characteristics
have to be accompanied by conflict resolution mechanisms, especially in the case of
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conflicting requests for actions in the IoT devices.

Autonomicity, resilience, and reliability also refer to characteristics that must be
supported by a DT framework [105], [108], [111]. Decision-making has to be supported
in the IoT and edge part of the infrastructure by considering local and global optimization
objectives, while seamless operation and recovery of a DT has to be provided in case
of failures of specific objects or functions. Finally, security and data privacy must be
guaranteed based on identified needs on behalf of application providers [119].

6.2.2 Requirements and Challenges for DTNs

Based on the deployment of DTs, a set of networking requirements and challenges arises
for the management of the created DTNs, with the aim of providing the required QoS to
end users. It should be noted that, as stated in [116], practical implementations of DTNs
are still missing in the literature, and a variety of requirements still need to be addressed.

One of the main characteristics regards the communication latency between virtual
counterparts and IoT devices, as well as the latency in the interaction between virtual
entities in some cases [111], [120]. Depending on the type of application, ultra-low
latency requirements may have to be covered by the 6G infrastructure. Synchroniza-
tion aspects must also be considered since interactions between physical and virtual
entities must be synchronized [111]. Transmission reliability has to be high, especially
in mission-critical IoT applications where accurate data has to be reliably transferred
and processed to support real-time decision-making [120]. Metrics related to the device
density, packet deadlines, link capacity, and buffer size also have to be considered in the
DT modelling [121].

Different types of network topologies may exist, depending on the type of interac-
tion among physical and virtual entities and the established intra-twin and inter-twin
communications [106]. Thus, a set of virtual connections may have to be established
and managed on demand, also considering migration and mobility aspects [122]. The
density of the devices also affects the type of DTN to be established, by considering, for
instance, massive I0T scenarios with a need for very dense deployments of IoT devices
and specification of IoT gateways for data traffic management [123]. Locality constraints
may also apply in some cases due to data privacy or the need for specific resource usage.

6.2.3 Management of DTs in the Computing Continuum

The evolution in the development of DTs has been accompanied by emerging orchestration
approaches in the areas of edge and cloud computing, creating a path for the convergence
of 10T, edge and cloud computing technologies.

In [116], a three-layered approach is provided for the management of DTs, consisting
of the Device Layer, the DT Layer, and the Service Layer. The Service Layer supports
the interaction with IoT applications, the DT layer regards the actual implementation
of the DT and includes the supported algorithms and functions, and the Device Layer
regards the management of the physical devices. The different interactions among digital
replicas and services provided through edge and cloud functions are explored in detail.
In a similar context, a classification of DTs to edge-based twins, cloud-based twins, and
edge-cloud-based twins is provided in [105].
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In [111], different levels of decision-making are outlined for the DTs based on the
interaction among multiple virtual entities. These include individual decisions based on
local information, individual decisions based on shared information, and cooperative
decisions. In [124], the interplay of DT and Al is examined, highlighting how they can
act as both enablers of and are enabled by each other.

6.2.4 Relevant Implementations

In [125], the concept of Edge Digital Twins (EDTs) is introduced to define the responsibili-
ties of DTs that can be executed on the edge part of the infrastructure, while being able to
interact with edge and cloud services that can be part of IoT applications. The architecture
defines the following capabilities: (a) Representativeness & Contextualization, which
includes the representation of a device through Properties, Events, Behaviours, and Rela-
tionships, (b) Shadowing, which entails the alignment and continuous synchronization
with the state of the device, (c) Observation, which handles the tracking of changes on the
device, (d) Augmentation, which aims to extend the fixed functionalities of a device, and
(e) Composition, which represents the abstraction and synthesis of data in aggregation
points without requiring complete knowledge of all sub-systems.

Eclipse Ditto [126] is an open-source framework that enables the creation of DTs
for IoT devices. It effectively acts as a middleware layer, bridging the communication
gap between device consumers and devices. Ditto introduced the concept of Things as
digital representations of physical devices. It supports bi-directional communication
and synchronization of data between the device and its twin. Ditto supports various
protocols such as MQTT, HTTP, and WebSockets, and includes built-in mechanisms for
authentication and authorization to ensure secure communication between devices and
data consumers. The framework is composed of a set of microservices, each providing
distinct and modular functionalities.

The EdgeX Foundry project [130] is another open-source, vendor-neutral platform that
adopts a microservice architecture to decouple its functionalities. The platform enables
the creation of digital counterparts to the devices through the Device services, which
manage communication with heterogeneous hardware through southbound protocols like
MQTT, Modbus, and BACnet, among others. The collected data is subsequently passed to
the core layer, which manages data persistence, processes actuation requests, and stores
configuration settings and metadata. Additionally, it provides a Rules Engine for fast data-
processing close to the edge and Application Services to deliver relevant data to the desired
applications. The framework incorporates authentication and encryption mechanisms.
Lastly, its modular architecture allows the deployment on resource-constrained devices
or in containerized environments

The iCore project [131] first introduced the concept of the VO, as a virtual repre-
sentation of a real-world device, and the CVO as an aggregation of multiple VOs. The
main aims of the project were the reusability of devices, solving interoperability issues,
and increasing the reliability of services. The VOs and CVOs were designed to provide
cognitive mechanisms such as self-management and learning, and to provide semantic
descriptions of themselves.

The Lysis platform [127] builds upon the VO concept and introduces the concept of the
Social VO (SVO), which injects social functionalities into the VOs, enabling them to form
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Table 6.1: Related work comparison (Part 1).

Platform Social Protocol Execution
atto Functionality Support Model
, , HTTP, MQTT, AMQP Paa$S
Lysis [127] Extensive Vendor Push Protocols  (Devices send upstream)
. . HTTP, MQTT, AMQP Containerized runtime
12
Social VO [128] Extensive Vendor Push Protocols (Edge/Cloud)
. Containerized runtime
HDT [129] Extensive HTTP, MQTT (Edge/Cloud)
EDT [125] Relationships ~ HTTP, MQTT, CoAP Container or native
(Edge)
: ) HTTP, MQTT, AMQP, Microservices
Eclipse Ditto [126] i Kafka, WebSocket (Edge/Cloud)
Parent/Child HTTP, MQTT, CoAP, Microservices
1
EdgeX Foundry [130] relationships Modbus, BACnet, OPC-UA (Edge/Gateway)

VOStack WoT Links

HTTP, MQTT, CoAP,
WebSockets, Zenoh

Container or native
(Edge/Device)

connections and relationships in a decentralized way. In order to communicate with Real
World Objects (RWO), it utilizes the Hardware Abstraction Layer (HAL), which handles
the underlying protocol connectivity and offers a standardized way of communication
with the southbound APIs to the device. The Data Handler layer acts as a middleware
that intercepts data from the HAL layer and preprocesses it before passing it to the
virtualization layer. Additionally, the Micro-Engines serve as the aggregation layer and
connect to various SVOs while augmenting their functionalities with added features.
Lysis also emphasizes the reusability of commonly shared functions and data ownership
so that the user doesn’t surrender control over sensitive information. The developers can
use a PaaS platform to create the SVOs, which provides all the necessary tools to deploy
SVOs, MEs, and applications.

Authors in [128] extend the Lysis solution to allow edge cloud deployment where the
SVO is composed of a container and a database. Based on the application’s requirements,
like QoS, latency, and power consumption, a deployer component performs a migration
of the SVO. The current status and data of the SVO are saved into a database in an
event-triggered manner, and once the current process is complete, the SVO is migrated
to a new infrastructure.

Lastly, in [129], the authors focus on the concept of the Human Digital Twin (HDT),
which offers a representation of the physical and psychological state of a person, and
the Virtual User (VU), which acts as an assistant for the real-world users. The goal of
the VU is to leverage the HDT and to interact with services and devices while learning
user behavior and minimizing human intervention. On the other hand, HDTs provide
a rich model of the user while capturing contextual information obtained from devices.
The proposed solution further extends Lysis by introducing the Deployer component
that interfaces with the Lysis platform to determine suitable execution environments for
new VUs, SVOs, or other services. The Host Controller is a component of the proposed
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Table 6.2: Related work comparison (Part 2).

Platform Comp. / Securit Semantic Time-series
atto Agg. curtty Representation DB Support
E ion K
Lysis [127] v ncg};rf;;is eys VO schema -
Social VO [128] v Not specified SVO schema -
TLS, API keys,
HDT [129] v/ Password auth, Encryption SVO schema i
EDT [125] v Not specified N/A -
Eclipse Ditto [126] - TLS, JWT, OAuth2 N/A -
JWT / OAuth2 (optional),
EdgeX Foundry [130] v Secret store, API gateway N/A v/
TLS, OAuth2, OpenlID, VO-WoT
VOStack v Bearer tokens OMA-LwM2M v

architecture that manages the deployment process on the host platforms. It interacts
directly with the host machine and monitors the progress of the deployment requests.
Additionally, this component is capable of handling migration requests of SVOs when
changes in latency, mobility, or context require them to be moved closer to the user.

A table comparing the features offered by these implementations is presented in
Tables 6.1 and 6.2. The works presented in [127]-[129] have an extensive framework
to support social functionalities of the virtual counterparts of the devices. The social
functionality involves the creation of relationships dynamically and the automatic dis-
covery of relevant data through peers. In this regard, VOStack offers static links between
devices. However, VOStack natively supports WoT and LwM2M models, offering stronger
interoperability and containing more semantically rich data across heterogeneous de-
vices. In terms of protocol support, most implementations integrate traditional protocols,
e.g., HTTP and MQTT. VOStack additionally incorporates low-latency communication
technologies, i.e., WebSockets and Zenoh [132], which is a state-of-the-art protocol for
distributed systems. All platforms offer some security features, but VOStack introduces a
more comprehensive stack with TLS, multiple authentication mechanisms (password,
bearer token, OAuth2), and optional OpenID-based verifiable presentations. Regarding
deployment, several solutions offer containerized runtimes for edge or cloud execution.
VOStack extends this flexibility by supporting both containerized and native Python
execution directly on the device, enabling seamless synchronization even in resource-
constrained environments. Lastly, our solution can easily be extended through sidecar
containers and interfaces out of the box with time-series databases, i.e., InfluxDB, making
it well-suited for use cases that heavily rely on data analytics and real-time monitoring.

6.3 Contributions and Outline

The main contribution of this chapter concerns:
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« An architectural approach that lays the foundation for enabling the integration of
DTs for emerging IoT applications and CPS. We explicitly define the architectural
layers, the inter-dependencies, and interactions required for the seamless integra-
tion of DTNs. Based on relevant studies, we specify the requirements and research
challenges (RC) and propose the VO as a key enabler for the DTN realization.

« An open-source software stack, called VOStack, for the development of DTs that are
interoperable with emerging technologies in the computing continuum. VOStack is
modular by design and aligned with the specifications provided by the W3C Web of
Things (WoT) working group . The stack allows the creation of VOs and therefore
facilitates the realization of DTs, offering different deployment models for device
management based on the devices’ capabilities. A comprehensive overview of the
proposed VOStack architecture is provided, emphasizing protocol and semantic
interoperability, modularity, and alignment with emerging virtualization tech-
nologies. VOStack is evaluated across multiple deployment setups, virtualization
technologies, and communication protocols to demonstrate its practical benefits,
including support for ML-driven extensions. The VOStack is made available as
open-source software .

« We introduce an architecture for the implementation of Edge Al paving the way
for seamless interaction of robots with the application layer in the context of edge
robotics, taking advantage of the VOStack. We utilize an orchestration platform
that continuously monitors the robot’s state and coordinates the deployment of
additional resources based on real-time events generated by the robot. A VO that
acts as a digital replica of the robot and is deployed on the robot to control the
operations and monitor the robot’s state. The resource-constrained robot equips a
low-power Al algorithm and seeks additional resources from the edge infrastructure
only if required. To optimize the offloading process, we formulate an RL-based
agent deployed on the robot that controls the number and compression rate of
offloaded tasks. The proposed agent also considers the state of the robot and tries
to minimize the energy consumption of the robot while maximizing the accuracy
of the inference and tracking processes. We provide a realistic implementation on
a small-scale testbed. Evaluation results highlight that the proposed framework
achieves at least a 17% increase in accuracy of the inference and tracking processes
compared to baseline solutions. Moreover, the orchestration platform achieves
8% reduction in terms of energy utilization compared to static edge offloading
solutions by utilizing the event-triggered deployment mechanism.

« To showcase the importance of the proposed architecture and VOStack, a smart city
IoT application is studied. Specifically, we model the most important parameters
to support a realistic ML-based workflow for a multi-source real-time inference
use case. We propose ML-based optimization mechanisms that allow autonomous
DTN decision making for (a) 6G-oriented network control for task offloading and
(b) end-to-end orchestration of the deployed IoT application graph. The ML-based
mechanisms are seamlessly integrated into the VOStack, showcasing the modular

'https://wuw.w3.org/WoT/
2https://gitlab.eclipse.org/eclipse-research-labs/nephele-project/vo-wot
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nature of the VOs, whose design can efficiently be extended to support custom
functionalities and operations in state-of-the-art use cases. The proposed setup
is evaluated against other baseline methods and is shown to provide significant
benefits for the task offloading process, i.e., 21% decrease in power spent to achieve
a certain level of inference efficiency, and for the overall resource management
optimization, i.e., 2.5% improvement in resource management efficiency, and 18.5%
reduction in latency violations.

6.4 Architectural Approach for DTs and DTNs

In this section, we provide a reference architecture for the development of DTs and DTNs
to address key challenges while providing practical guidance for their implementation in
the computing continuum. We build on previous definitions of the VO first referenced
in [127], [131] and propose a modular architecture that decouples functionalities into
individual units, allowing easy modification and extension of its features. In Section 6.4.1,
we detail the definitions of the main concepts used for the development of the approach,
while in Section 6.4.2, we present the layers of the reference architecture.

6.4.1 Definitions

The main entity in the definitions regards the concept of the VO. In our work, we redefine
and enhance the concept of VO to address the challenges and requirements defined in
relevant studies [117], [133], [134]. The following definitions are provided:

« The VO is the virtual counterpart of a physical device. The VO provides the
necessary abstractions for managing any type of device by deploying a virtualized
instance in the computing continuum while being able to extend the functionalities
supported by the physical device.

« The Composite Virtual Object (cVO) is a virtual entity that enhances the func-
tionality offered by one or multiple VOs, while it can manage the data and actions
provided by these VOs.

« The Virtual Object Stack (VOStack) is an open-source software stack that sup-
ports the development of VOs and cVOs. It offers interfaces for interaction with
both the IoT devices and the application layer, enabling the orchestration of the
developed VOs and c¢VOs.

« The Digital Twin refers to a composition of VOs and cVOs and aims to monitor,
simulate, predict, diagnose, and control the state and behavior of one or more
physical devices.

+ The Digital Twin Network is a virtual representation of a communication network
topology that connects VOs, and cVOs and enables their interaction. It also supports
communication with the IoT application components.

+ The IoT Application Graph is a graph, where the nodes of the graph refer to
application components (or microservices) and the links of the graph represent the
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Figure 6.1: Interaction schemes based on the deployment of VOs and cVOs.

interactions (or dependencies) among the application components. VOs and ¢VOs
can be part of an IoT Application Graph.

Based on the definitions, different types of interactions may exist among the virtual-
ized entities (e.g., VOs, cVOs, application components) and the physical entities, leading
to the deployment and management of the relevant DTNs. Specifically, as illustrated in
Fig. 6.1, we consider the following interactions: (a) a VO interacting with a single IoT
device, (b) a VO interacting with a cluster of homogeneous devices (e.g., through an IoT
gateway), (c) a cVO interacting with multiple VOs that, respectively, can interact with
associated IoT devices, and (d) a cVO interacting with a VO. In all different topologies,
the VOs and cVOs can interact with each other and with the application components of
an IoT application.

6.4.2 Layered Architectural Approach

As illustrated in Fig. 6.2, the proposed architectural approach consists of three layers,
namely: (a) the Physical Layer, (b) the Digital Twin layer, and (c) the Application Layer.

Physical Layer: The physical layer comprises IoT and edge devices, access equipment
(i.e., base stations, access points, etc.) that, in a unified manner, form the IoT environment.
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Figure 6.2: High-Level Architecture for DTs and DTNs in the Computing Continuum.

It supports communication between these devices and the edge infrastructure, considering
protocol interoperability aspects and different communication technologies.

Digital Twin Layer: The DT layer serves as the virtual counterpart of the physical
entities, bridging the physical with the virtual realm by acting as middleware. It supports
data storing and processing, data management functions, and functions that enhance
the functionalities and intelligence offered by the physical device. It manages the inter-
play between the DT and the devices in the Physical layer, injecting intelligence and
autonomicity into the decision-making processes. Furthermore, it enables advanced
communication, orchestration, and decision-making capabilities for the operation of DTs
in the computing continuum.

Application Layer: The application layer supports the development and orchestration
of distributed applications that promote the interaction among application components,
DTs, and IoT devices. The application components can be deployed over resources that
span the computing continuum, taking into account the application requirements (e.g.,
locality constraints, QoS preferences).

The aforementioned layered architecture aims to address the following RCs:

+ RC1: Seamless and Semantic Communication between the DTN layers to unleash
the full potential of DTs for the computing continuum. Specifically, the VO as
the centerpiece of the DTN architecture is responsible for (a) storing, analyzing,
and processing data coming from the physical layer and made available to the
application layer to enable context-aware decision-making, (b) providing protocol
interoperability and trusted communication for the convergence between devices
and applications, (c) providing multi-tenancy capabilities for different application
stakeholders, and (d) augmenting the devices’ capabilities, especially for resource-
constrained devices, to facilitate IoT applications with strict QoS requirements.

« RC2: Monitoring and performing 6G-oriented network control to address require-
ments for cutting-edge IoT applications. The VO provides custom and modular
functions to support the efficient operation of DTNs. This necessitates the system-
atic management of 6G wireless communication requirements, such as increased
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data rates and adjustments in data processing volumes to optimize the respective
performance metrics of applications and provide robust, resilient, and reliable
communication.

« RC3: Incorporating and catering to application requirements to provide mecha-
nisms that adjust the orchestration of IoT applications in a proper and timely way.
The VO enables end-to-end integrated management of the softwareized entities of
the deployed application graph in the context of the computing continuum. This
allows the synchronization between the entities of the DTN to properly orchestrate
complex deployment models that require optimized resource management and
adaptive decision-making strategies.

« RC4: Facilitating autonomous and self-learning capabilities of DTNs. The VO
provides readily implemented modular functions for end-to-end 6G orchestration.
By exploiting this modular paradigm, the VO can dynamically integrate new func-
tionalities and tune the processes depending on the use case in question. Hence, the
VO facilitates autonomous and adaptive decision-making, making use of ML-based
techniques by enabling the realization of the necessary strategies for DTN-based
optimization.

« RC5: Finally, the VO must be modular by design, easily deployable in any kind of
resource (e.g., resource-constrained devices), offer different deployment models
(through lightweight virtualization) depending on the operational context, while
also being able to be orchestrated by resource management emerging frameworks.

6.5 VOStack Layers and Implementation

To tackle the challenges mentioned above, we introduce the VOStack, an open-source
modular software stack that enables the creation of VOs and cVOs. Based on the developed
VOs and c¢VOS, DTs can be composed along with the associated DTNs.

The VOStack is based on the specifications provided by the W3C WoT. The software
stack follows the concept of the VO or Thing (based on W3C WoT). Therefore, it is
accompanied by a Thing Description * that serves as a machine-readable description
of the respective IoT device. Each Thing Description contains Properties, Actions, and
Events that adequately describe information about the device while offering a way to
interact with it. The VOStack has a multi-layer structure with each layer handling
various functionalities and tackling different challenges. The VOStack is applicable for
the development of both VOs and cVOs, while made available as open-source software *.

6.5.1 VOStack Layers

The software stack is composed of three layers: (a) the Physical Convergence Layer, (b)
the Backend Logic Layer, and (c) the Edge/Cloud Convergence Layer, while it can also
support horizontal functionalities that are offered through Sidecars. The software layers

*https://www.w3.org/TR/wot-thing-descriptionll/
*https://gitlab.eclipse.org/eclipse-research-labs/nephele-project/vo-wot
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Figure 6.3: VOStack Layers.

of the VOStack can be seen in Fig. 6.3. The complete documentation of the proposed
stack is available online °. In what follows, we thoroughly describe each layer and its
respective functionalities.

Physical Convergence Layer

This layer’s main goal is to bridge the gap between the physical and the application
layer. Specifically, the VO handles the connection to the IoT device by establishing
network connectivity through various communication protocols at: (i) the application
layer (i.e., MQTT, CoAP, HTTP, Zenoh, WebSockets), (ii) the network layer (i.e., IPv4,
IPv6), and (iii) the transport layer (i.e., TCP, UDP). Due to the limited computational
capabilities of the IoT devices, the VO augments the communication towards the device
by integrating security and authentication mechanisms like basic authentication and
bearer token schemes or more complex protocols like OpenID Connect for Verifiable
Presentations(OIDC4VP). Specifically, OpenID Connect allows the creation of Verifiable
Credentials that can be cryptographically verified and determine which stakeholders
can access the VO [135]. Furthermore, the VO provides networking functionalities [136],
related to dynamic routing protocols, time-sensitive networking algorithms, and resilient
connectivity to the devices, e.g., the VO can continue to serve the device’s data even if
device connectivity is intermittent.

Shttps://netmode.gitlab.io/vo-wot/index.html

124


https://netmode.gitlab.io/vo-wot/index.html

Backend Logic Layer

This layer extends the functionalities of the IoT devices. The VOStack can enhance
the physical device’s functions by generating alerts regarding the device’s operational
status and data-driven notifications (e.g., a sensor reported a value that exceeds a certain
threshold). Storage entities are integrated into the VO to provide efficient data analytics
and historical trace analysis. We incorporate an SQLite database to preserve more static
data (e.g., configuration, device status) while InfluxDB enables the aggregation of time-
series data. Concerning the interaction with the physical device and the execution
of configuration commands, the VO introduces a set of actions that perform specific
logic. The supported actions and events are modular, easily extendable, and not tied to a
particular use case. Meanwhile, Complex Event Processing (CEP) mechanisms can be
employed to ensure that no conflicting actions are applied to the IoT device and establish
proper rules for device access.

Moreover, the functionalities of the VO that enable the deployment of modern and
cloud-native IoT applications can be split between (i) IoT Device Virtualized Functions
and (ii) Generic/Supportive Functions.

The IoT device Virtualized Functions concern functions that undertake the busi-
ness logic of an IoT application graph. These functions handle IoT-specific operations
and augment the device intelligence (e.g., image processing, video transcoding, TinyML).
Their main purpose is to support and assist the IoT application graph operations (e.g.,
compression, data analysis, predictions) and alleviate the computational burden from
the devices, meaning that an IoT device can offload computationally heavy operations to
reduce energy consumption on the device or execute resource-heavy algorithms on edge
or cloud infrastructure that have additional resources. This also permits the resource
management of computationally intensive functionalities by cloud and edge orchestration
platforms.

The Generic/Supportive Functions constitute a set of supportive functions that all
the VOs can uniformly use. These functions generically handle IoT-related capabilities
(e.g., distributed data management, data aggregation, filtering, firewalling, authentication,
failure handling, service discovery, healthcheck, and telemetry). Subsequently, these
functions form a vital part of the VOStack that can be dynamically activated and used by
VOs. Moreover, these functions also describe the business logic in case of event triggering
or action invocation, tailored to the needs of the respective use case.

Edge/Cloud Convergence Layer

This layer bridges the gap between the VOs and the application graphs deployed in
the computing continuum. Since the VO is part of one or many application graphs, it
interfaces and interacts with various other entities (VOs, cVOs, or application components)
and applications. Similar to the protocols used for connecting with the physical device, the
VO can utilize communication protocols (i.e., MQTT, CoAP, HT TP, Zenoh, WebSockets) to
allow other components to communicate and interact with the VO. This allows the physical
devices to be exposed and consumed. This layer provides an interface for retrieving data
from the device, invoking functions, and receiving notifications in case of certain events
while handling multi-tenancy aspects (e.g., race conditions during the execution of an
action by two different parties). Moreover, semantic interoperability plays an important
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role in creating a unified framework that facilitates application deployment in cloud
settings where applications use different semantic models (i.e., OMA LwM2M, W3C-WoT,
NGSI-LD) to represent their information. Lastly, this layer enables orchestration actions
and monitoring capabilities, thus allowing the computing infrastructure to manage the
lifecycle of the VO (e.g., start, stop, restart, destroy) along with its elasticity and migration.

Sidecars

The VO is also deployed along with virtualized functions, namely Sidecars. The VO can
be considered a microservice that interacts with application components and physical
IoT devices to form application graphs in the context of complex DTNs. Hence, Sidecars
are used for two main functionalities, i.e., to develop and incorporate into the VOStack (a)
ML-based Network Agents and (b) ML-based Orchestration Agents. Specifically, aligned
with the requirements of Section 6.4.2, the Network Agents monitor and supervise the
network conditions of IoT devices and set the tone for the transmission of data to the
application layer. Similarly, the Orchestration Agents are responsible for assisting in the
resource management of the entire application graph based on the information coming
from the physical layer, the state of deployed resources in the edge/cloud infrastructure,
and the KPIs of the application. In both cases, ML plays an important role in allowing the
VO to be autonomous and have self-learning capabilities. In Section 6.7, we formulate
two ML-based agents for a smart city application scenario.

6.5.2 VOStack Open-Source Implementation

In this section, we also discuss the details of the implementation and capabilities of
VOStack.

VO three-file format

The instantiation of a VO requires three files, namely the VO three-file format: (a) the
Thing Description file, (b) the VO descriptor, and (c) a code script. As mentioned before,
the Thing Description provides the metadata and interfaces of the IoT device and contains
the Properties that describe the state of the Thing, Actions that manipulate the state
of the Thing or trigger the execution of specific functions, and Events that are emitted
when particular conditions are met. The VO descriptor contains all the options for the
configuration, functionalities, and initialization settings of a VO regarding all of its layers
and the respective sidecars. Finally, the code script contains all the logic executed when
another device or application interacts with the VO, meaning that the VO developer can
easily express custom functions incorporated in the Backend Logic Layer. This three-file
format provides a modular approach, enabling the effortless development of custom VOs
and seamless integration of business logic.

Virtualization

The VOStack is developed to be easily virtualized and deployed in a containerized envi-
ronment using state-of-the-practice tools, e.g., Docker. This ensures the portability of the
VOStack and allows it to be deployed in various environments and physical devices. The
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VOStack is also designed to seamlessly cooperate and interact with modern orchestration
platforms, i.e., Kubernetes. Specifically, the three-file format streamlines the instantiation
of the entire VOStack to allow the creation of custom flavors to reduce deployment time,
depending on the needs of the respective devices and IoT applications. Correspondingly,
package managers, e.g., Helm Charts, easily incorporate the VOStack and expedite the
process of unified management and orchestration of IoT application graphs that span
from the IoT device to the computing continuum and contain multiple microservices.

Deployment Model

Depending on the physical device and its processing capabilities, two different deployment
scenarios for the VOStack can be considered: (i) the VOStack runtime can run on the
device, directly exposing the physical device’s data, and (ii) the device is not able to
host the VOStack runtime. According to the WoT specification, VOStack is based on the
concept of an Exposed Thing (ET) that acts as an abstraction layer for the device and
allows the consumption of the device’s data over the network. The consumed counterpart
of the ET is called a Consumed Thing (CT) and offers a high-level API to interact with the
VO. Hence, in the first case, the physical device exposes its Thing Description via an ET
runtime that acts as an abstraction layer of the device. Afterward, the VOStack runtime
can also be deployed on the edge, consume the machine-readable Thing Description,
and serve as the virtual counterpart of the device. The Thing Description is served
using an HTTP server while the actual communication can be carried out through the
supported communication protocols of the Physical Convergence Layer and propagated
to an application graph (e.g., a cVO) as shown in Fig. 6.4.

In the second case, the VOStack is deployed directly on the edge part of the computing
continuum infrastructure. Access to the device is achieved according to its manufacturer
and type. The device can opt to update the virtual counterpart directly by using its ET
abstraction layer and the underlying APIs, as shown in Fig. 6.5.
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6.6 Al-driven Real-time Inference Optimization

In this section, we describe an edge Al framework that contains an Al-assisted task
offloading mechanism for the Internet of Robotic Things (IoRT). We consider a battery-
powered robot that captures frames using a camera mounted on the robot. As the robot
performs person detection and real-time tracking, the remaining percentage of battery
power drops. The frames captured by the camera (measured in bytes) can be compressed
by the VO before offloading to the edge, reducing the frame size by a compression rate
factor to minimize the transmission time. Optionally, a Large Language Model (LLM)
application can then be used on the edge to request additional information about the
incoming frame. Furthermore, the transmission time to offload the data depends on the
current network conditions and the data transmission rate provided by the associated
radio access unit. Naturally, the compression rate affects both the transmission time to
offload the compressed data and the accuracy of the detection and tracking algorithms,
as it lowers the quality of the frames. This behavior is usually captured by a sigmoid
function, such as the Gompertz function [137], to indicate that the higher the compression
ratio, the lower the expected accuracy due to loss of information per frame. Moreover,
the energy consumption of the robot depends on the transmission of the compressed
frames and the respective uplink transmission power of the robot.

As the overall procedure of the inference pipeline is affected by both the frame
rate and the compression rate, we define the confidence score metric. Specifically, the
confidence score has a twofold aim: (a) to capture the probability of correctly identifying
a person of interest, and (b) to reflect the proportion of useful information provided at
different frame rates. Higher frame rates allow the robot to capture its surroundings
with greater detail, thereby increasing the information content of the offloaded data. In
practice, higher confidence scores correspond to more reliable inference results, reducing
false positives and false negatives.

Based on this modeling approach, we developed an Al-assisted task-offloading mech-
anism to assist with the robot’s real-time decision-making. We chose to formulate the
problem as an MDP where an RL agent learns to take actions in the environment of the
real-time tracking process. Therefore, the VO monitors the information from the network
and adapts the offloading decisions in case of an event, each time the robot’s state space
changes. The state of the RL agent comprises: (a) the data rate with the radio access unit
and (b) the remaining battery of the robot. These variables capture the main factors that
impact the offloading decision. The data rate determines the inference accuracy, while the
remaining battery influences the robot’s long-term operation. By jointly observing these
two variables, the agent can make informed decisions that balance inference accuracy
and energy consumption. Considering these two parameters, the robot continuously
adjusts the compression rate and the frame rate per second to be offloaded for inference
on the edge server, according to the dynamic network conditions and the robot’s battery
level.

The performance of the proposed agent is evaluated by two parameters: (i) the
confidence score of the inference process, and (ii) the energy consumption of the robot.
Therefore, we define a reward function to be maximized for the robot, balancing these two
metrics. The reward design was carefully modeled in order to highlight the trade-off in
edge-assisted robotic inference, i.e., maximizing inference accuracy to ensure better image
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Figure 6.6: Overview of the edge Al framework for IoRT, showing the interaction between
edge and IoRT layers, the RL-based offloading mechanism, and the corresponding training
reward convergence.

detection outcomes while preserving the robot’s battery to prolong the robot’s operation.
The weights of the reward function prioritize the maximization of the confidence score
in order to achieve increased accuracy in the inference process. Moreover, the reward
function considers the battery level of each device, ensuring that when the battery is
low, the agent prioritizes reducing power consumption. Otherwise, when the battery is
high, it focuses on enhancing the performance of the inference process by increasing
the frequency of offloaded frames. We used the PPO algorithm for the RL agent and
conducted the training using offline data. The dataset we utilized includes multiple videos
from YouTube [138] sent under different bandwidth conditions, emulating the dynamic
conditions of a moving robot. The training was performed over 50,000 time steps, at
which point convergence was achieved for the reward. To achieve convergence, several
runs were executed to fine-tune the hyperparameters of the PPO algorithm. The Edge
Al framework incorporated in the Al-assisted Task Offloading mechanism is thoroughly
described in Fig. 6.6.

6.7 VOStack Adoption for a Smart City Application
Case Study

In this section, we investigate the capabilities of the proposed VO inspired by a realistic
scenario for smart cities. Specifically, let i € IV be the set of battery-supplied edge devices
that capture video for a smart city application and provide a typical 6G scenario where
multi-device inputs are utilized for a highly demanding and critical application, e.g.,
early fire detection [139]. The heterogeneous devices (e.g., wireless nodes, unmanned

129



I - * :
' 3 8 LInrIl BlLIID :
' o | Hevo| & a .
X a : Noise Image @ ! |
! L?/ ! cVO Reduction" Detection ' |
e 1 B it \ App Graph +~--
! VO 1 VO 2 VOn ;
e E— =
wS ... | | T S
S = @R
O o
< =z
Device 1 Device 2 Device n

Figure 6.7: Smart City Application Graph Management.

aerial vehicles (UAVs), etc.) are connected to an Edge/Cloud computing infrastructure
through a wireless network. We consider that the devices send data through multiple
radio access units, each offering varying capabilities for the quality of communication
(bandwidth/data rate). Each device captures video, which consists of video frames of
a specific quality (i.e., image resolution). In particular, the video frames are used for a
real-time inference IoT application graph deployed on the Edge/Cloud infrastructure
side. Specifically, the application graph also comprises two services, i.e., noise reduction
and image detection inspired by [41]. Fig. 6.7 illustrates the high-level architecture of
the proposed scenario. Without loss of generality, for different topologies of DTNSs, it
is assumed that each device has a VO as a virtual representative on the edge side. As a
result, the video frames are propagated from each respective VO to a centralized cVO
and from there to the inference part of the application graph. The cVO acts as a DT for
this smart-city scenario, can gather data and information from the physical layer, and
also supports orchestration actions for the application graph. Furthermore, each device
has a specific percentage of remaining battery power denoted as b; € [0, 1] € B, and the
initial video frame in bytes is denoted by p;. We consider that each device can compress
the video frames to reduce the data transmission duration overhead while minimizing its
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consumed power. Specifically, let ¢; € (0,1] € € be the compression ratio of each video
frame. For example, ¢ = 0.8 means that the output video frame size to be uploaded is
80% of the original size. We denote as d; = ¢; - p; the video frame payload in bytes after
the compression on the device. Moreover, each device sends video frames at different
frequencies. Let A; € £ denote the video frames per second for the i*" device. Each device
compresses the video frames equally every second. For instance, this change in frequency
reflects adjustments such as the number of tiles transmitted from a high-resolution video
stream or the frames per second, both of which are critical for identifying a specific point
of interest. Therefore, D; = d; - 4; is the amount of data (in bytes) transmitted to the
Edge/Cloud infrastructure by each device per second. Each device is associated with
a radio access unit that provides a specific data rate for uploading the frames, i.e., R;.
Therefore, the transmission delay for uploading D; amount of data by each device is:

Di(cis/li)

Ti(cia/‘li) = R.
l

[sec],

where R; denotes the data rate of device i towards the edge part of the infrastructure.
Moreover, the transmission energy consumption per device for the transmission of data
is given by:

Ei(ci, 4;) = p; - Ti(ci, 4;) [Joule],

where p; denotes the uplink transmission power of device i. Furthermore, inspired by
[140] and [141], we define the following function to represent the expected inference
accuracy as a function of the compression ratio for each video frame:

Aj(c;) = aexp(=Bexp(—y - ¢;)).

This sigmoid relationship is known in the literature as the Gompertz function, where
a, B,y are constant parameters.

In addition, we define the volume of information H;(-) transmitted by each device
per second as follows:

H;(4;) = exp(=9 - 4;),

where J is a small constant parameter. This metric quantifies the proportion of potential
information sent by each device, meaning that higher frame rates allow edge devices
to capture their surroundings with greater detail and precision. Hence, we define the
function J;(+) to express the confidence score for identifying a point of interest for each
device, as follows:

Aile)

H;i(4;)

The confidence score is introduced to eliminate the cases of false positives and negatives
in the inference process. As a result, higher values of J; signify more precise inference
results and minimize outlier predictions.

Following this modelling approach, we proceed with the formulation of two ML-
assisted sidecars for the proposed smart city application, emphasizing the capabilities of
the proposed DT in a realistic scenario. Specifically, two agents, (a) an adaptive ML-based
real-time inference agent and (b) an ML-based application graph resource management
agent, are implemented in the form of sidecars, both aligned with the approach detailed
in Section 6.4.

Ji(cia ll) =
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6.7.1 Adaptive Real-Time Inference via Reinforcement Learning

We have designed a continuous space-discrete action RL-based mechanism to facilitate
the adaptive offloading process for the real-time inference process. RL has been proven
to be a promising approach for such a scenario [142]. We formulated an RL environment
to continuously adapt the compression ratio and the video frames per second following
the dynamic network conditions and the battery level of each device. We deploy the
RL agent as a sidecar for each device to the corresponding VO as depicted in Fig. 6.7.
Therefore, the VO monitors the information from the network and adapts the offloading
process for each device under its control each time there is a change in the state space of
an IoT device.

We propose an RL approach to automatically select the data rate and payload values
that ensure the best overall application graph performance. Specifically, we formulate
the problem as an MDP where an agent learns to take action in the environment of the
real-time inference process. The set of possible states describes the environment for each

device:
S ={Ri’bi |R; € R,b € B}

In each state s; € S, we define A as the set of all valid actions in the given state. The
agent can select the video frame per second and the compression ratio for each device.
Therefore, the set of all the actions is defined as:

A = {Ci’li | C; € C,/li € L}

The performance of the proposed agent is evaluated by two parameters: (i) the confidence
score of the inference process Ji(-) and (ii) the energy consumption per device E(:).
Therefore, we define the following reward function that needs to be maximized for each
device:

R=wy-b;-Jj—wp- (1 —-b)E, (6.1)

where w; and wg are constants to indicate the weights for the confidence score and
energy consumption, respectively. Also, as in [143], the reward function depends on the
battery of each device to indicate that, in case the battery level of a device is low, the
agent prioritizes the power consumption; otherwise, it prioritizes the performance of the
inference process.

6.7.2 ML-based Application Graph Resource Management Agent

To showcase the VO capabilities of orchestrating the IoT application graph of a realistic
smart city scenario, we also developed an ML-based sidecar to tackle the problem of
autoscaling the necessary resources of the inference pipeline. As depicted in Fig. 6.7, the
requests arriving at the respective VOs from the edge devices are redirected to a centralized
cVO that acts as the orchestration entity of the application graph, i.e., horizontal scaling
of resources of the application graph. Specifically, the cVO is responsible for monitoring
the incoming workload (through the RL-based agent) and configuring the number of
instances the application graph requires to handle the incoming traffic under a certain

QoS. The c¢VO calculates the average values for the frames per second by all devices

and the average payload of the frames, i.e., 1 = ﬁ . Zf\il Ajand d = ﬁ . Zi\il d;
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Table 6.3: Dataset’s Feature Specifications.

Feature Specification

d Average value of payload for incoming video frames

A Average value of video frames per second

r Number of replicas for the application graph

art EZ2E latency of the application graph

u Utilization of CPU resources of the application graph

m Utilization of memory resources of the application graph
t Throttling of the resources of the application graph

respectively. Then the ML-based sidecar essentially classifies the necessary computing
resources (number of replicas), denoted as the vector r = [fz-0, - Tpq] for the cVO,
noise reduction, and image detection services, respectively. Accordingly, we define as u
the current CPU utilization, as m the memory utilization, and as t the CPU throttling of
resources for all services. Finally, art denotes the E2E latency of the application graph.
Table 6.3 presents an overview of these metrics. These metrics are fed to the cVO through
a Prometheus ¢ instance that monitors the application graph. The ML-based Orchestration
Agent operates every 30 s, which is defined hereinafter as a timestep.

To tackle the classification problem of autoscaling of resources, we opted for the
k-Nearest Neighbors (kNN) regression algorithm, a simple but practical choice for au-
toscaling as in [144]. Moreover, kNN suits multi-class problems, as its non-parametric
nature is a good fit for small datasets and imposes no specific requirements on data
distribution. Lastly, training times are fairly low, and replica decisions require only
a few milliseconds to complete, adding minimal overhead to the cVO’s operation. To
collect the data necessary to train the kNN algorithm, we gathered offline data for various
combinations of workload (video frame rate and payload) and the number of replicas
for the application graph. Then, we filtered the data using a specific latency value that
acts as an SLA to select the optimal number of replicas for each request rate and payload
configuration. In particular, we selected the minimum number of replicas that satisfied
the SLA for each request rate and payload combination. By iterating through various
values for the number of neighbors in the kNN algorithm, we selected the one that
offered the most robustness to noise and accurately predicted the number of replicas that
satisfy the latency constraint. After the classification, the ML-based sidecar exposes the
number of replicas for the application graph, i.e., r, as a custom metric to the Prometheus
monitoring server. We also utilized the Custom Pod Autoscaler 7 (CPA), which scrapes
these custom metrics and enforces the scaling decision to the services that comprise
the application graph. Therefore, we deploy a CPA instance for the noise reduction and
image detection services.

*https://prometheus.io/
"https://custom-pod-autoscaler.readthedocs.io/en/latest/
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Figure 6.8: Startup performance analysis of VOStack across platforms and protocols.

6.8 Experimental Evaluation

This section presents the experimental evaluation of the VOStack, the Edge Al framework,
and the ML-based mechanisms for the smart-city application. In Section 6.8.1, connected
to RC1 and RC5, the VOStack protocol startup time and deployment time are assessed,
along with a thorough protocol evaluation. We also provide a comparative evaluation
with two other open-source frameworks for developing DTs, namely Eclipse Ditto [126]
and EdgeX Foundry [130]. Section 6.8.2 is connected to RC4 and RC5 and demonstrates a
scenario where the VO acts as an enabler for a smart offloading mechanism. Section 6.8.3
is connected to RC2 and RC4 and showcases the efficiency and capabilities of the ML-
based Network Control Agent for the smart-city application. Finally, Section 6.8.4 is
connected to RC3 and RC4 and evaluates the performance of the ML-based Orchestration
Agent. In both experiments, we utilized a publicly available video streaming dataset from
YouTube [138] traces that contain information on the data rates for different devices and
the respective payload. Moreover, we augmented the dataset with information regarding
the frames per second taken by bursty request patterns from Azure traces [145]. Hence,
the evaluation dataset contains information for multiple devices with dynamic network
conditions, and time-varying video frames per second and payload per second. We
consider each timestep to be 30 s, and we set the uplink transmission power p; = 1 Watt.
Using this dataset, we simulated three 10T devices to participate in the inference process
as described in Section 6.7. For the smart-city application graph, we denote the following
resources for each service, namely: 0.5 vCPU and 0.5 GiB RAM for the ¢VO, and 1 vCPU
and 1 GiB RAM for the image detection and noise reduction services. The parameters
for the Gompertz function were selected to be « = 0.6, = 5,y = 5 and § = 0.03. The
number of kNN neighbors is 4 and the weights of the reward function (6.1) are w; = 0.1
and wy, = 0.9. All experiments were performed 10 times, and the results were averaged.
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6.8.1 VOStack Evaluation
VOStack Deployment Time and Protocol Startup Time

First, we measure the VOStack deployment time to indicate the portability of VOStack in
heterogeneous resources. Specifically, we utilized two kinds of resources: (a) a Raspberry
Pi 4 Model B, and (b) an Intel NUC 8 with an Intel i7 Processor. Fig. 6.8a illustrates the
results for the deployment time of the VOStack for three different virtualization schemas,
namely: (a) natively, (b) deployed as a Docker Container, and (c) deployed as a pod in
a Kubernetes cluster. The results show that Intel NUC achieves a startup time of 0.78 s
when deployed natively, 1.23 s within a Docker container, and 1.97 s in a Kubernetes Pod.
The resource-constrained Raspberry Pi requires triple the time (i.e., 2.53 s in the native
case, 4.17 s in Docker, and 6.15 s in Kubernetes) in comparison.

Moreover, we measure the startup time required for all the supported protocols of
the VOStack when deployed natively on the Intel NUC. In Fig. 6.8b, the solid blue bar
illustrates the startup time of VOStack for each protocol, while the dashed bar is the
nested protocol startup time that regards inner code execution (e.g., loading of libraries,
etc.). The HTTP protocol requires the least amount of time before being ready to serve
requests, specifically 0.84 s. All other protocols exhibit similar performance, requiring
less than 1 s, except Zenoh, whose startup time is 1.43 s, indicating that the required
libraries for its execution in Python are time-consuming.

VOStack Protocol Evaluation

This experiment evaluates the performance of VOStack for different protocols. Figs. 6.9a,
6.9b, 6.9c, 6.9d, and 6.9e demonstrate the VOStack’s performance as a function of
the requests’ payload and the incoming request rate for all the supported protocols.
Regardless of the underlying protocol enabled in each test, a load generation script uses
the VOStack API to write a payload to a VO property. This is then translated to a specific
protocol action. These are: (a) HTTP PUT requests for the HTTP and CoAP protocols,
(b) publish messages to the MQTT broker or Zenoh router for the MQTT and Zenoh
protocols, respectively, or (c) a JSON RPC payload for the WebSockets protocol. For
each test, the Python load generator utilizes asynchronous calls to achieve the desired
request rate. The tests were performed in a Cloud VM (with 16 vCPUs and 16 GiB of
RAM). As shown in Fig. 6.9a, the HTTP protocol can easily handle payloads under 1 MB
for request rates as high as 60 requests/s with a latency below 150 ms. However, the
request latency for a payload of 10 MB increases to 300 ms. Figs. 6.9b and 6.9c illustrate
good performance for the MQTT and Zenoh protocols, in terms of latency for almost
all request rates and payload combinations except for the payload value of 10 MB. The
invariance of the latency can be attributed to the fact that MQTT and the Zenoh protocols
work with external brokers/routers that delegate messages from the client to the server.
A similar performance can be seen in Fig. 6.9d for the WebSockets protocol, albeit with
higher latency values, as expected since its main advantage is sending data multiple times
over the same open connection. Lastly, Fig. 6.9e shows that the CoAP protocol struggles
with high payloads, as it suffers from degraded performance for payload values above
100 KB. This behavior is expected, as the CoAP protocol is a lightweight alternative for
constrained devices and is not designed for big payloads.
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Comparative Evaluation with Eclipse Ditto and EdgeX Foundry

In this experiment, we compare VOStack with Eclipse Ditto and EdgeX Foundry, two
open-source frameworks for building DTs. We opted to deploy the VOStack and evaluate
its performance under different scaling decisions. To accomplish this, we deployed the
VOStack in a Kubernetes environment where each replica of the runtime is assigned
0.5 vCPU cores, and the number of replicas increases from 1 to 4. Fig. 6.10 examines the
performance of VOStack, Eclipse Ditto and EdgeX Foundry for the HTTP protocol as a
function of the incoming request rate and the number of vCPU cores allocated to VOStack
for a static payload of 45 KB. As we increase the number of vCPU cores available to the
runtime, the performance improves since the latency drops from around 300 to around
100 ms for the highest workload. According to the Eclipse Ditto documentation [126],
the Ditto framework requires at least 2 CPU cores to run, which is why the lineplot
for Ditto is placed at the 2 vCPU mark. Similarly, we allocated 2 vCPUs for the EdgeX
microservices to have a non-biased comparison. Comparing the three frameworks, the
VOStack runtime outperforms Ditto at the 2 vCPU point for all incoming request rates
by at least 6% for the requests’ latency and EdgeX by 5%. This indicates that the VOStack
requires fewer resources and can be scaled according to the dynamic workload to satisfy
specific application requirements.

Similarly, Fig. 6.11 shows the performance of all three frameworks for the HTTP
protocol, under a static workload of 30 requests/s while increasing the payload of the
write operation and deploying 1 to 4 replicas for the VOStack. The performance of the
VOStack improves linearly as the number of deployed resources increases. Moreover,
the VOStack’s performance is not affected by an increase in the payload. Eclipse Ditto’s
latency, on the other hand, steadily increases proportionally with the payload, performing
at least 42% worse than VOStack. Similarly, EdgeX performs at least 38% worse than
VOStack. This implies that VOStack is capable of dealing with higher payloads and
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requires fewer resources.

Multiple Protocols Evaluation

This experiment focuses on the combination of multiple protocols for the communication
involving a physical device and a VO. This setup reflects a real-life scenario where
multiple protocols are involved. For example, a device might support a lightweight
MQTT protocol to push data through the MQTT broker, while a client might prefer to use
HTTP to consume a VO’s data. For this experiment in particular, we consider a device that
hosts the VOStack runtime, a VO that serves as the digital counterpart of the device, and
a client that consumes the VOStack API of the VO. For both the southbound connection
from the VO to the device and the northbound connection from the client to the VO, we
examined the HTTP and MQTT protocols and the four different combinations: (a) HTTP
for the southbound VO interface and HT TP for the northbound VO interface, (b) HTTP for
the southbound VO interface and MQTT for the northbound VO interface, (c) MQTT for
the southbound VO interface and HTTP for the northbound VO interface, and (d) MQTT
for the southbound VO interface and MQTT for the northbound VO interface. Fig. 6.12
showcases the performance of VOStack as a function of the incoming requests/s for a fixed
payload of 10 KB. With the exception of using HTTP for the southbound and MQTT for
the northbound interface, which exhibits the lowest latency, most protocol combinations
demonstrate similar performance and have a spike at around 40 requests/s. Overall, the
HTTP for the southbound and MQTT for the northbound interface has a mean latency of
0.097 s, which is 21.9% better than the average of the other three protocol combinations.
The combination of fast MQTT publish requests in the Northbound interface with HTTP
keep-alive connections in the Southbound offers the best performance and best handles
the increase in incoming requests.
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6.8.2 Adaptive Real-Time Inference Evaluation

To evaluate the proposed Edge Al framework for IoRT of Section 6.6, we designed an
experimental setup that involved a mobile robotic platform intended for aerial deployment
scenarios. The application graph consists of a person detection and tracking pipeline able
to run both locally and on the edge server. The event that triggers remote execution and,
therefore, on-demand deployment of edge resources is based on the detection of a person.
As a result, the drone equipped with a camera module monitors the surroundings and
offloads the camera frames to the edge when a person is detected. All nodes deployed in
the robot utilize Minikube as a Kubernetes-compatible flavor. The SMO and edge server
resources were deployed in a small-scale computing infrastructure. All experiments were
repeated 10 times, and the results are averaged. Our experimental setup includes the
following components:

« Robot Platform: A Holybro X500 quadrotor equipped with an NVIDIA Jetson
Orin Nano (8 GB RAM). Although the robot is designed for flight, the focus in this
analysis excludes this aspect. The drone is equipped with a Luxonis Oak-D Pro
camera that provides synchronized RGB and depth data streams. Nonetheless, for
a fair comparison among the baseline solutions, the MOT20 video dataset has been
used [146], with a default FPS of 30Hz. A 5000 mAh 4S1P LiPo battery powers the
system, and battery discharge along with power consumption is monitored using
Nvidia’s built-in tegrastats utility.

« Edge Server: An NVIDIA Tesla T4-equipped Edge Server is part of a small-scale
infrastructure. To model the energy consumption of the T4 while running the
inference processes, we follow the work in [147]. According to NVIDIA’s docu-
mentation, the T4 consumes 9W in the idle state and approximately 60W during
inference time. As a result, the energy consumption depends on the inference time
needed for the offloaded frames.

« Network Communication: The robot connects to the Internet via a 5G router to
ensure stable and high-throughput communication. The data transmission towards
the edge is based on the Zenoh protocol. and the Robot Operating System (ROS) -
Data Distribution Service bridge from Zenoh, enabling low-latency data streaming
of ROS2 messages.

« Perception Models: For the inference application node, an object detection model
is used, i.e, YOLOVS, whereas the Simple Online and Realtime Tracking (SORT)
algorithm [148] is adopted for person tracking. For the YOLOv8, we deploy the
large model on the Edge and the medium on the robot to achieve a balanced
evaluation in terms of inference time. During offloading, images captured onboard
are compressed and streamed via Zenoh to a container deployed on a Kubernetes
cluster at the edge. There, the image is decompressed before running the inference
and tracking algorithms.

Evaluation Metrics

The evaluation of the proposed solution focuses on selected parameters:
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Figure 6.13: Experiment A: Person detection and tracking metrics comparing local execu-
tion with edge execution at different offloading frequencies

« Intersection over Union (IoU), also known as the Jaccard index, is the ratio of the
area of intersection to the area of the union between the predicted and ground truth
bounding boxes. This gives a quantitative measurement of how well a predicted
bounding box aligns with the ground truth bounding box, which fits well within
the scope of evaluating a person tracking solution’s accuracy.

« Energy Efficiency for the Robot: Energy consumption when running the person
tracking locally, includes the energy for running the hardware and the person
detection and tracking models. Instead, when offloading to the edge, the energy
consumption (for the robot) includes the energy consumption to run the hardware,
the energy to compress the data, and to send the data over the network (which varies
according to the distance from the access point and other network conditions).

+ Inference and Deployment Time: Time required to perform detection and
tracking either locally or remotely. For the on-demand deployment, the container
deployment time on the edge is to be taken into account, in addition to the data
transmission time, which depends on the actual compression rate and the trans-
mission rate on the communication channel.

Performance Evaluation

The first experiment reports a comparative evaluation of the proposed framework against
other baseline solutions for a video from the MOT20 video dataset. We chose to compare
the framework against five baseline solutions with different configurations regarding
the frequency (measured in Hz) and compression rate, namely: (a) 2 Hz Local, (b) 5 Hz
Local, (c) 3 Hz Edge with 0.9% compression rate, (d) 5Hz Edge with 70% compression
rate and (e) 8Hz Edge with 90% compression rate. Note that on-device inference was
only possible until 5 Hz, as after that the device was not able to handle all the images. In
Fig. 6.13 we report the average energy consumption of the robot, the average inference
time for the detection and tracking algorithms, and the Cumulative Average of the IoU
for all cases. The proposed solutions, hereinafter referred to as Edge Al, achieve the
best cumulative average of the IoU, having 17% better tracking accuracy throughout the
experiment than the second best, and especially compared to the solutions executed on
the robot as depicted in Fig. 6.13a. Moreover, Edge Al provides more stable performance
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Figure 6.14: Experiment B: Video segment evaluation metrics comparing local execution
with edge execution at different offloading frequencies.

regarding the accuracy compared to other methods as it achieves less deviation in the
IoU; 8% less compared to the next best baseline method (i.e., 8Hz Edge) and up to almost
25% less. Naturally, the inference time for the Edge-based solutions provides faster results
than those executed locally on the resource-constrained robot, presented at Fig. 6.13b.
However, for higher frequency values, the inference time increases slightly for all cases.
Regarding the energy consumption of the robot depicted in Fig. 6.13c, higher frequencies
result in higher energy consumption on the robot, i.e., 5% higher energy spent for 5Hz
Local compared to 2Hz Local. Nevertheless, offloading data to the Edge Layer also results
in a significant power consumption, almost the same as the Edge AI framework, almost
0.51 Joules, indicating that transferring data through the network is also an energy-
consuming process. The results indicate that the energy consumption of the robot in
the cases of local inference is heavily affected when increasing the frequency of inferred
images. Nonetheless, when offloading, the energy consumption of the robot is almost
25% less, although this metric does not account for the energy consumption of the remote
inference. Increasing the frequency of the offloaded images (from 3Hz to 8Hz) results in a
slight increase in the energy consumption, i.e., almost 5%, that includes the various aspects
of the offloading pipeline, i.e., preparation of images, compression, and data transmission.
These results highlight the key role that the Al-assisted offloading mechanism plays in
balancing the inference application’s performance and the total energy consumption.
Finally, we should also mention that the Edge Al framework offloads less data to the edge
when the battery of the robots drops, following the rationale of the reward function.
The second experiment reports the Energy Consumption on the Edge Layer and
the Cumulative Average of IoU for a realistic experiment of 100 seconds. We chose
to compare the Edge Al solution against three other static solutions, namely: (a) Edge
Frequent, i.e., 8Hz frequency with 90% compression rate, (b) Edge Infrequent, i.e., 5Hz
frequency with 70% compression rate, and (c) Local, i.e., 2Hz frequency. We decided
to compare against these policies because they represent indicative scenarios. Higher
offloading frequencies improve detection likelihood, while higher compression rates
might impact the image quality and lower detection accuracy. In Fig. 6.14 we present
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the performance for the on-demand deployment. For the Edge Al solution, the inference
is conducted locally on the robot with the same static frequency as the Local baseline.
After a person is detected at timestep 7, the VO triggers an event for the on-demand
deployment of the inference service on the Edge Layer. On average, the deployment
of this service takes 2 seconds, while in the meantime, the robot continues to infer
locally. After the successful deployment of the inference application, the Al-assisted Task
Offloading algorithm begins to operate. In Fig. 6.14a, the Cumulative Average of the IoU
is presented. The Edge Al framework outperforms all other baseline methods in terms of
tracking accuracy, achieving a Cumulative Score for the IoU of 0.7, performing at least
20% than the Edge-based solutions. However, it is clear that before offloading to the Edge,
the IoU achieved is significantly lower than the Edge-based solutions, probably due to
the less accurate inference model. Moreover, in Fig. 6.14b, we measure the Cumulative
Energy consumption throughout the experiment based on the Tesla T4 utilization and
the inference time of each offloaded task. Specifically, the Edge Al framework consumes
almost 12% and 8% reduction in terms of Energy Consumed compared to the Edge Frequent
and Edge Infrequent cases, respectively. This is mainly due to the on-demand deployment
of resources and the adaptive Al-assisted Task Offloading scheme that outperforms the
static solutions.

In all cases, the LLM service is activated for requesting additional information about
the visualized frame, and an additional service is deployed, with an average deployment
time of 2 s. The user may ask questions like 'Describe the environment’ or ’Is the detected
person wearing a hat’ or other questions. For this additional information, an average
response time of 0.6 s has been registered on the edge, whereas on-device, the LLM/VLM
has an average response time of 2 s with evident response time savings in performing
these requests on the Edge.
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Figure 6.15: RL training reward.

6.8.3 ML-Based Network Control Evaluation

In this section, we evaluate the smart city scenario presented in Section 6.7.

RL Training

In this section, we trained the ML-based agent using the PPO algorithm as implemented
in the OpenAlI Stable Baselines3 library . The training was performed with the synthetic
dataset as discussed in Section 6.8, containing multiple states to aid the agent in identifying
various inputs. The training was conducted for 50000 timesteps, and as shown in
Fig. 6.15, the reward converges to 0. The agent progressively learns to increase accuracy,
maximizing J and minimizing E based on the reward (6.1).

ML Performance Evaluation

We deployed the trained ML-based agent model to evaluate its performance. We define
the inference score C as an evaluation metric to express the ratio of the confidence score

J over the energy consumption cost E achieved by the RL agent: € = L This metric

denotes the agent’s effectiveness in conserving energy while promoting confidence for
the inference operations. We selected 200 timesteps from the YouTube dataset [138]
containing streaming data from multiple videos. As a baseline comparison, we selected the
DASH algorithm that implements an adaptive bitrate method (i.e., dynamically selecting
the bitrate of the video segments) based on the current data rate. Specifically, in Fig. 6.17 it
is shown that the VOStack achieves 33% higher reward compared to the YouTube baseline
method. Also, as shown in Fig. 6.16, VOStack performs 21% better in the inference

®https://stable-baselines3.readthedocs.io/en/master/modules/ppo.html
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efficiency, signifying that VOStack utilizes the consumed energy more efficiently. These
results highlight the importance of an RL-based strategy that incorporates the state of the
IoT device when targeting more complex objective functions than the simple dynamic
bitrate selection of the DASH algorithm. Specifically, the proposed algorithm is suitable
for state-of-the-practice smart city applications that rely on IoT devices, as it allows for
simultaneously minimizing the consumed energy while also maximizing the expected
accuracy of the inference process.

Per Device Evaluation

In this section, we evaluated the performance of the ML-based agent in three different
scenarios. Each scenario corresponds to a video stream with a different starting battery
level, namely: (a) high, (b) medium, and (c) low, which decreases throughout the experi-
ment. The YouTube DASH algorithm exhibits higher inference efficiency initially, but the
VOStack algorithm manages to surpass it across the experiment. Specifically, in Figs. 6.18,
6.19, 6.20, VOStack achieves a 38%, a 33%, and a 36% better inference score compared
to the YouTube DASH algorithm for the three different setups, respectively. It is worth
highlighting that the proposed algorithm achieves maximum inference efficiency when
the battery level of the device is either too high or too low, indicating that the RL agent
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is designed to optimize the offloading procedure based on the state of the IoT device.

6.8.4 IoT Application ML-based Orchestration Evaluation

Here, the performance evaluation of the ML-based agent, which undertakes autoscaling
orchestration decisions for the application graph, is presented. To conduct the assessment
of the proposed ML-based Application Graph Resource Management Agent, a compar-
ison is performed with the HPA ° of Kubernetes under dynamic incoming traffic. The
evaluation was conducted on a Kubernetes Cluster, deployed on two VMs that were
running on the Intel Xeon Server 4110. Furthermore, application graph profiling was
performed to determine the number of replicas per application node that are needed to
process a specific amount of incoming data D;. The application graph nodes, i.e., cVO,
noise reduction, and image detection, were stressed under various workloads and replica
configurations, using different combinations of payload sizes d; and data rates R; from
the aforementioned YouTube and Azure datasets, to collect performance metrics, with
the maximum number of replicas for all nodes set to 3. This process aimed to identify the
application profiles that ensured optimal performance under diverse operating conditions
and guide the autoscaling decision-making. The performance evaluation metrics for
this experiment include the total number of replicas, the utilized CPU cores, the SLA
violations, and the P95 latency (95% of requests are served faster than the acceptable
latency). These metrics are collected during 100 time steps, each lasting 30 s. Specifically,
SLA violations are evaluated based on an E2E latency threshold of 2 s. Requests exceeding
a latency of 2 s are deemed expired, resulting in an SLA violation.

Fig. 6.21 demonstrates the total number of replicas at each timestep, as these are

‘https://kubernetes.io/docs/tasks/run-application/horizontal-pod-autoscale/
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Table 6.4: Comparative table of VOStack and HPA performance.

Average CPU Average % of latency Average P95

Mechanism . .

cores violations latency
VOStack 4.02 3.01 1.71s
HPA 4.07 3.60 1.76 s

determined by the proposed solution, referred to as VOStack and the Kubernetes HPA. It
is evident that the proposed mechanism demonstrates a higher frequency of adaptation
decisions at specific intervals during the experiment. This enables more efficient resource
management, resulting in a reduced number of replicas deployed, which leads to a 2.5%
reduction in average CPU core utilization, as shown in Table 6.4. In parallel, the proposed
approach significantly outperforms the HPA in terms of SLA violations by 18.5%, while
regarding the served requests, it achieves at least 3% reduction on P95 latency with 1.71 s
on average, compared to 1.76 s for the HPA.

6.9 Summary

This chapter presented the concept of VOs and VOStack and addressed all the neces-
sary aspects for the seamless interaction between IoT technologies and the computing
continuum. An IoT ecosystem is defined that leverages the paradigm of VOs as virtual
counterparts of IoT devices. The interactions of the VOs with entities of the computing
continuum are described, the core functionalities of the VOStack are presented, and details
on how we envisage designing the VOStack as an open-source stack for IoT applications
development are provided. We also provided a thorough evaluation of the software stack
and presented a smart city scenario and an image inference scenario involving a robot
integrating the VO. This work paves the way for the seamless integration of virtualized
IoT devices with the Edge/Cloud ecosystem and for the design and deployment of modern
distributed applications. The results of this chapter are also presented in [149]-[151].
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Chapter 7

Conclusions & Future Work

This chapter summarizes the contributions of this thesis and discusses possible future
research directions.

7.1 Summary

This thesis presents a comprehensive architecture that enables unified management and
integration of multiple computing continuum layers. The main focus of this architectural
approach is leveraging the benefits of each individual layer and handling the challenges
that arise in each one. The proposed hierarchy spans from the cloud to the edge and the IoT
layers and follows a system-of-systems approach, with each subsystem and component
tackling a different problem. The SMO is the central component of this architecture that
translates high-level objectives defined by users and constructs deployment plans that
satisfy the given constraints. In cases of infeasible decisions, the re-optimization engine
recalculates the decision and constructs a new deployment plan. The framework includes
tools that handle multi-cluster placement and network resource management at a high
level while also allowing local clusters to handle scheduling, autoscaling, and monitoring
aspects. Lastly, IoT devices are directly integrated into application graphs by utilizing a
VO abstraction.

Building on top of this architecture, we formulated an RL autoscaling problem that
aims to balance resource usage with application performance. By combining a mixed ILP
approach for the scheduling of serverless functions and an RL agent for the autoscaling of
their replicas. In comparison to other algorithms, such as PPO or a Knative Auto-Scaler,
the proposed DQON solution outperforms them by minimizing resource usage without
incurring a high percentage of latency SLA violations.

As an extension to the single-agent RL scenario, this thesis also explores the possibility
of MARL by having one agent per microservice. By utilizing the QMIX algorithm, we
have trained RL agents to cooperate and coordinate their actions in order to achieve a
common goal. By comparing with static HPA thresholds, we have shown the adaptability
of this approach to varying input workloads. This approach faces certain limitations
since the algorithm is difficult to tune, but it provides the theoretical framework for
cooperation that single-agent scenarios lack.

The integration of the IoT layer in this multi-layered architecture was implemented
with a VO software stack. This software stack addresses hardware heterogeneity by
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abstracting vendor implementation details, allowing IoT devices to function as first-class
objects in application graphs. Each layer of the stack focuses on different functional-
ities, enforcing a modular and easily extensible paradigm for IoT device abstraction,
virtualization and integration in complex applications.

7.2 Future Research Directions

Since various approaches are promoting intent-driven orchestration for edge and cloud
computing applications, there is a need for the specification of formal description lan-
guages for the intent formulation, accompanied by intent translation mechanisms. This
way, the defined intent can be formally associated with SLOs and translated to SLAs that
can then be enforced by optimization algorithms. The rise of generative Al, for example,
is a promising development that could be used to convert high-level intent formulations
to low-level actionable constraints. Furthermore, the architecture can be enhanced by
including zero-trust security mechanisms across all layers to ensure that data trust and
privacy are protected for all involved parties. Lastly, since the overarching architecture
includes various locations and infrastructure testbeds, the optimization engines can lever-
age energy-efficient algorithms that promote sustainability and minimize the footprint
of the platform.

The MCRM component supports statically added clusters, while the NFVIM can
provision new resources. A further level of federation could be achieved by having
a dedicated interface that can move or share resources among SMO instances. Live
migration of resources can be paired with discovery mechanisms and automated peering
strategies to dynamically respond to application demands.

The autoscaling algorithms can be further tuned and extended to mitigate the over-
provisioning of resources observed during certain operational periods. The formulation
of the RL environment and reward function is very sensitive to changes and there are
many variables that could guide the agent to a more desirable state. Regarding the
multi-agent setting, further evaluation could be performed with other algorithms that
achieve cooperation between the agents and can perhaps achieve better performance.
An emerging paradigm that resembles MARL is agentic Al and the use of autonomous
systems to achieve resource management [9]. These agents could operate with a degree
of local autonomy while also exchanging crucial information with neighbouring clusters
through decentralized protocols.

A further interesting direction regards the emergence of explainable Al Instead of
incorporating black box systems and algorithms, explainable Al could enhance orches-
tration in the cloud continuum by offering transparent justifications for its decisions to
both users and infrastructure providers.

VOStack has been accepted as an Eclipse project under the name Eclipse VOStack !
with the objective to create a community to support its maintenance and evolution.
Regarding future VO improvements, we aim to provide more complex functionalities, e.g.,
tackle device mobility scenarios. We also aim to develop more sophisticated ML-based
techniques to control the 6G network by incorporating novel technologies for controlling
the 6G access layer (e.g., terahertz communications). Similarly, AI/ML techniques for

'https://projects.eclipse.org/projects/iot.vostack
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resource management of the application graph can be designed to better highlight the
importance of DTs that obtain knowledge both from the physical and the application
layer to provide efficient end-to-end orchestration.

Overall, this thesis could function as a stepping stone towards an autonomous com-
puting continuum paradigm where applications can be network-agnostic and users need
only define high-level requirements. The underlying system abstracts most operations
that concern the deployment and lifecycle management of applications.
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