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Abstract

Field Programmable Gate Arrays (FPGAs) have emerged as a compelling platform for
generating application-specific hardware, offering high performance and energy efficiency
while retaining flexibility for post-deployment updates. Programming FPGAs at the Reg-
ister Transfer Level (RTL) has traditionally posed significant challenges, as designers must
explicitly manage hardware resources, timing, and parallelism, requiring deep expertise in
digital logic and device architecture. High-Level Synthesis (HLS) mitigates many of these
challenges by enabling designers to express hardware behavior using high-level languages,
while the compiler automatically identifies parallelism and generates the corresponding
RTL. This abstraction simplifies development, accelerates design exploration, and reduces
the complexities of traditional hardware description language workflows. Despite these
advantages, HLS introduces its own difficulties, as designers must carefully reason about
how high-level constructs translate into hardware, particularly regarding parallelism,
pipelining, and memory behavior, while the manual tuning of compiler directives com-
bined with the slow feedback cycle of synthesis results creates a large and intricate design
space, making it challenging to achieve optimal outcomes.

In this dissertation, we investigated HLS Design Space Exploration (DSE) through three
interrelated perspectives, each corresponding to a critical layer of the process. At the
data layer, we developed GNΩSIS, a large-scale and diverse HLS design corpus, pro-
viding a robust foundation for training and benchmarking contemporary learning-based
optimization methodologies. At the modeling layer, we introduced language-level perfor-
mance and resource prediction techniques that enable early-stage, accurate estimation of
HLS optimization effects, significantly reducing dependence on time-intensive synthesis
runs. At the optimization layer, we proposed CollectiveHLS, a rapid, knowledge-driven
framework for directive selection that leverages historical design behaviors to guide explo-
ration and generate effective optimization strategies for unseen applications. Together,
these contributions constitute a comprehensive approach to HLS DSE, enhancing scal-
ability, predictive accuracy, and practical applicability across the entire optimization
workflow. Finally, to bridge the gap toward real FPGA deployments, we propose a
QoS-aware FPGAaaS framework that generates Pareto-optimal hardware variants for
each application and dynamically selects the most appropriate one at runtime based
on available resources, thereby improving resource utilization and reducing QoS viola-
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tions.

Keywords: Field Programmable Gate Array, High-Level Synthesis, Design Space Ex-
ploration

x



Per—lhyh

Ta FPGAs Łqoun anadeiqje— wc mia isqur  platfìrma gia th dhmiourg—a ulikoÔ, prosfŁro-

ntac uyhl  apìdosh kai energeiak  apodotikìthta, diathr‚ntac th dunatìthta prosarmo-

g c met� thn an�ptuxh. O programmatismìc twn FPGAs apotele— shmantik  prìklhsh,

kaj‚c oi sqediastŁc prŁpei na diaqeir—zontai �mesa to ulikì, ton qronismì kai thn pa-

rallhl—a, apait‚ntac baji� gn‚sh yhfiak c logik c kai arqitektonik c upologist‚n. H

SÔnjesh UyhloÔ EpipŁdou metri�zei pollŁc apì autŁc tic duskol—ec, epitrŁpontac stouc

sqediastŁc na ekfr�zoun th sumperifor� tou ulikoÔ qrhsimopoi‚ntac gl‚ssec uyhloÔ

epipŁdou, en‚ o metaglwttist c anagnwr—zei autìmata thn parallhl—a kai par�gei thn a-

nt—stoiqh perigraf  tou ulikoÔ. Aut  h afa—resh aplopoie— thn an�ptuxh, epitaqÔnei thn

beltistopo—hsh kai mei‚nei thn poluplokìthta twn paradosiak‚n ro‚n ergas—ac. Par�

aut� ta pleonekt mata, h SÔnjesh UyhloÔ EpipŁdou fŁrnei nŁec prokl seic, kaj‚c oi

sqediastŁc prŁpei na skŁftontai prosektik� p‚c oi kataskeuŁc uyhloÔ epipŁdou meta-

fr�zontai sto ulikì, idia—tera ìson afor� thn parallhl—a, to pipelining kai th diaqe—rish

mn mhc, en‚ h qeirok—nhth rÔjmish twn odhgi‚n metagl‚ttishc se sunduasmì me ton argì

kÔklo anatrofodìthshc twn apotelesm�twn sÔnjeshc dhmiourge— Łna meg�lo kai polÔplo-

ko q‚ro sqed—ashc, kajist‚ntac dÔskolh thn ep—teuxh bŁltistwn apotelesm�twn akìmh

kai gia Łmpeirouc sqediastŁc.

Se aut  th diatrib , exet�zoume thn ExereÔnhsh tou Q‚rou Sqed—ashc mŁsw thc SÔn-

jeshc UyhloÔ EpipŁdou mŁsa apì treic prosegg—seic, kajem—a apì tic opo—ec antistoiqe—

se Łna kr—simo ep—pedo thc diadikas—ac. Sto ep—pedo dedomŁnwn, anaptÔxame to GNΩSIS,
to megalÔtero sÔnolo dedomŁnwn, prosfŁrontac mia stibar  b�sh gia thn ekpa—deush kai

axiolìghsh sÔgqronwn mejìdwn beltistopo—hshc me m�jhsh. Se ep—pedo montelopo—h-

shc, eisag�game teqnikŁc prìbleyhc epidìsewn kai pìrwn apì gl‚ssa uyhloÔ epipŁdou,

oi opo—ec epitrŁpoun akrib  ekt—mhsh twn epipt‚sewn twn beltistopoi sewn se arqikì

st�dio, mei‚nontac shmantik� tic qronobìrec sunjŁseic. Se ep—pedo beltistopo—hshc, pro-

te—name to CollectiveHLS, m—a taqÔtath mŁjodo epilog c odhgi‚n, basismŁnh sth gn‚sh

thc beltistopo—hshc paliìterwn efarmog‚n, h opo—a par�gei apotelesmatikŁc strathgi-

kŁc beltistopo—hshc gia nŁec efarmogŁc. Sunolik�, autŁc oi suneisforŁc sunjŁtoun mia

oloklhrwmŁnh prosŁggish, enisqÔontac thn klim�kwsh, thn akr—beia prìbleyhc kai thn

praktik  efarmosimìthta se olìklhrh th diadikas—a beltistopo—hshc. TŁloc, gia na pro-

segg—soume perissìtero tic pragmatikŁc ulopoi seic se FPGA, prote—noume Łna sÔsthma
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FPGAaaS pou par�gei Pareto-bŁltistec parallagŁc gia k�je efarmog  kai epilŁgei du-

namik� thn katallhlìterh me b�sh touc diajŁsimouc pìrouc, belti‚nontac Łtsi th qr sh

twn pìrwn kai mei‚nontac tic parabi�seic.

LŁxeic Kleidi�: Epanadiat�ximec ArqitektonikŁc, SÔnjesh UyhloÔ EpipŁdou, Ana-

z thsh tou Q‚rou LÔsewn
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Euqarist—ec

Kat� th suggraf  tou parìntoc keimŁnou, suqn� epŁstrefa stic diatribŁc sunadŁlfwn,

prospaj‚ntac na katano sw ton trìpo me ton opo—o dìmhsan thn eisagwg  touc, parous—a-

san to Łrgo touc kai katŁlhxan sta sumper�smat� touc. Wstìso, k�je morf  exwterik c

kajod ghshc Łqei anapìfeukta ta ìri� thc. Den e—qa fantaste— ìti autì to mŁroc thc

diatrib c ja apodeiknuìtan tìso apaithtikì. P‚c mpore— �rage na sumpukn‚sei kane—c

Łxi qrìnia se l—gec mìno paragr�fouc; Qrìnia gem�ta Łntonec yuqologikŁc diakum�nseic,

perissìterec —swc ap� ìsec ja  jela na paradeqt‚. E—nai bŁbaio pwc to didaktorikì u-

p rxe m—a apì tic shmantikìterec proswpikŁc mou dokimas—ec. Antimet‚pisa duskol—ec,

Łftasa sta ìri� mou kai ta xepŁrasa; pŁtuqa pr�gmata pou palaiìtera f�ntazan adÔnata

kai, telik�, apokìmisa polÔtimec gn‚seic � ìqi mìno gia to episthmonikì mou antike—meno,

all� kai gia ton —dio mou ton eautì. Par� thn atomik  mou prosp�jeia, e—mai pepeismŁnoc

ìti t—pota apì ìsa pŁtuqa aut� ta qrìnia den ja  tan efiktì qwr—c thn upost rixh twn

anjr‚pwn pou st�jhkan d—pla mou.

Arqik�, ja  jela na ekfr�sw tic jermŁc mou euqarist—ec proc ton kajhght  kÔrio Dh-

m trh SoÔntrh, o opo—oc me upodŁqjhke sto ergast rio kai mou Łdwse thn eukair—a na

ekpon sw eke— th didaktorik  mou diatrib . Kat� th di�rkeia aut‚n twn et‚n e—qame po-

lu�rijmec suzht seic, mŁsa apì tic opo—ec apokìmisa gn‚seic pou ekte—nontan pŁra apì

to stenì episthmonikì pla—sio. Parìlo pou den up rqe p�ntote sÔgklish apìyewn, oi

suzht seic mac  tan stajer� gìnimec kai euq�ristec. Idia—tera xeqwr—zw to tax—di mac

sto San Francisco to 2024, mia empeir—a pou dÔskola ja fantazìmoun ìti ja z sw. Ja

 jela ep—shc na euqarist sw jerm� ton ep—kouro kajhght  Swt rh XÔdh gia thn polÔtimh

episthmonik  tou kajod ghsh ìla aut� ta qrìnia. Apì thn per—odo thc diplwmatik c mou

ergas—ac Łwc kai thn olokl rwsh tou didaktorikoÔ, st�jhke diark‚c d—pla mou, prìjumoc

na epanexhg sei me upomon  k�je shme—o pou den  tan safŁc. O qrìnoc pou afiŁrwse

up rxe anekt—mhtoc kai h sumbol  tou kajoristik , kaj‚c shmantikì mŁroc twn gn‚sewn

pou apŁkthsa ofe—letai se eke—non. TŁloc, ja  jela na euqarist sw ton metadidaktorikì

ereunht  DhmosjŁnh MasoÔro gia th suneq  upost rix  tou kaj� ìlh th di�rkeia aut‚n

twn et‚n. Se proswpikì ep—pedo, ton jewr‚ Łnan akìmh ousiastikì kajodhght  sthn

episthmonik  mou pore—a.

Fusik�, aut  h pore—a den ja  tan h —dia qwr—c thn parous—a twn sunadŁlfwn mou. Kat�
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th di�rkeia aut‚n twn et‚n e—qa thn tÔqh, mŁsa apì to ergast rio, na gnwr—sw anjr‚pouc

me touc opo—ouc anŁptuxa ousiastikŁc kai stenŁc sqŁseic. Pr‚ta ap� ìla, ja  jela na

euqarist sw ton f—lo mou Man‚lh, sunodoipìro se amŁtrhtec sunaul—ec kai tax—dia. Maz—

tou Łzhsa merikŁc apì tic pio ìmorfec stigmŁc twn teleuta—wn qrìnwn, apì sunŁdria sth

Gall—a mŁqri kalokairinŁc apodr�seic sth DonoÔsa kai thn Amorgì. H parous—a tou u-

p rxe stajer , idia—tera se periìdouc Łntonhc p—eshc, prosfŁrontac st rixh, front—da kai

ousiastik  suntrofikìthta. Ja  jela ep—shc na euqarist sw ton Gi‚rgo kai ton Aqil-

lŁa, me touc opo—ouc moir�sthka pollŁc suzht seic pou p�nta ektimoÔsa kai apol�mbana.

Idia—terh mne—a ax—zei stouc palaiìterouc sunadŁlfouc pou Łqoun plŁon apoqwr sei, ìpwc

o Gi�nnhc S., oi opo—oi me upodŁqjhkan me jŁrmh kai sunŁbalan ‚ste na ni‚sw apì nwr—c

oike—a kai �neta sto perib�llon tou ergasthr—ou. TŁloc, ja  jela na euqarist sw kai

touc neìterouc sunadŁlfouc � ton Hl—a, ton Gi‚rgo A., ton AlŁxh, ton P�no Q. kai ton

P�no E. � gia th zwnt�nia kai th frŁskia enŁrgeia pou Łferan sto ergast rio, idia—tera

se mia per—odo pou eme—c arq—same plŁon na �pali‚noume�.

Tic pio baje—c mou euqarist—ec ja  jela na tic apeujÔnw sthn oikogŁnei� mou, ston patŁra

mou AlŁko kai sth mhtŁra mou BŁta. Apì thn pr‚th stigm  mŁqri kai s mera st�jhkan

adi�leipta d—pla mou, prosfŁront�c mou tìso ulik  st rixh � d—nont�c mou th dunatìthta

na oloklhr‚sw tic proptuqiakŁc mou spoudŁc qwr—c �gqoc � ìso kai ousiastik  sunai-

sjhmatik  en—sqush. H empistosÔnh kai h p—sth touc se mŁna up rxan anekt—mhtec. Sth

sunŁqeia, ja  jela na euqarist sw ton aderfì mou SpÔro, an kai o qarakthrismìc aderfìc

den arke— gia na perigr�yei th sqŁsh mac, kaj‚c apotele— kai Łnan apì touc pio stenoÔc

mou f—louc. P�nta p—steue se mŁna, me enj�rrune na exel—ssomai kai den d—staze na mou

epishma—nei ta l�jh mou ìtan autì  tan apara—thto � k�ti pou ektim‚ baji� wc sp�nio

kai polÔtimo. Fusik�, den ja mporoÔsa na mhn anaferj‚ sthn kal  mou, thn Olump—a,

pou e—nai p�ntote eke—, prìjumh na akoÔsei, akìmh kai tic mŁrec pou ìla moi�zoun maÔra.

To endiafŁron kai h front—da pou de—qnei gia touc anjr‚pouc apoteloÔn gia mŁna shme—o

anafor�c, mia upenjÔmish apŁnanti ston atomikismì kai thn adiafor—a pou suqn� suna-

nt‚ gÔrw mou. TŁloc, ja  jela na euqarist sw thn Eugen—a, thn opo—a, met� apì tìsa

qrìnia, aisj�nomai pragmatik� wc mŁloc thc oikogŁnei�c mou. H parous—a thc me Łqei su-

nodeÔsei se shmantikŁc allagŁc thc zw c mou, bohj‚ntac me na katano sw ton eautì mou

me trìpouc pou palaiìtera den ja mporoÔsa na fantast‚.

Ni‚jw idia—tera tuqerìc pou sth zw  mou gn‚risa polloÔc anjr‚pouc me touc opo—ouc,

me thn p�rodo twn qrìnwn, anŁptuxa ousiastikoÔc kai baje—c desmoÔc. Ja  jela na

xeqwr—sw ton agaphmŁno mou kai palaiìtero f—lo, ton Gi�nnh M., o opo—oc den Łpaye potŁ

na br—sketai d—pla mou, apì ta pr‚ta mac qrìnia mŁqri s mera. Fusik�, den mpor‚ na mhn

anaferj‚ stic f—lec mou, th Mat—na kai thn ’Artemic, dÔo anjr‚pouc pou diaqronik� me

k�noun na ni‚jw zest� kai oike—a. EpiplŁon, ja  jela na ekfr�sw tic euqarist—ec mou proc

touc sumfoithtŁc mou, ton Gi�nnh T., ton Jan�sh P., ton Kwnstant—no N. kai th Je‚nh.

Aisj�nomai pragmatik� eugn‚mwn gia ìlouc touc anjr‚pouc pou pŁrasan apì th zw 
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mou, o kajŁnac apì touc opo—ouc �fhse to dikì tou apotÔpwma se diaforetikŁc periìdouc.

Me k�poiouc oi drìmoi mac q‚risan, en‚ me �llouc paramŁnoume kont�. Ja mporoÔsa na

gem—sw pollŁc sel—dec, ìmwc epilŁgw na stamat sw ed‚.

H diatrib  aut  afier‚netai sthn oikogŁnei� mou, me thn eurÔterh Łnnoia thc lŁxhc.
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Ektetamènh Ellhnik  PerÐlhyh

Eisagwg 

O Rìloc thc Epitˆqunshc UlikoÔ ston SÔgqrono Upologismì

Deep Learning (DL) mia ènnoia pou èqei exeliqjeÐ sto jemèlio tou sÔgqronou Machine
Learning (ML), ephreˆzontac kajoristikˆ pl joc ptuq¸n thc kajhmerin c zw c. Parˆ to
metasqhmatistikì thc dunamikì, to DL qarakthrÐzetai apì exairetikˆ uyhlèc upologistikèc
apait seic. H ekpaÐdeush (training) montèlwn aiqm c (State-of-the-Art - SotA) proôpo-
jètei th beltistopoÐhsh disekatommurÐwn paramètrwn pˆnw se terˆstia sÔnola dedomènwn,
gegonìc pou sunepˆgetai shmantikì upologistikì kìstoc kai megˆlouc qrìnouc ekpaÐdeu-
shc. Endeiktikˆ, to GPT-3 perilambˆnei perÐpou 175 disekatommÔria paramètrouc [5],
en¸ to GPT-4 eÐnai perissìtero apì mÐa tˆxh megèjouc megalÔtero. H prìklhsh gÐne-
tai akìmh pio èntonh katˆ to stˆdio thc exagwg c sumperasmˆtwn (Inference), ìpou ta
ekpaideumèna montèla anaptÔssontai se pragmatikèc efarmogèc gia thn paragwg  pro-
blèyewn kai apofˆsewn. TomeÐc ìpwc h autìnomh od ghsh [6], h iatrik  diˆgnwsh [7],
ta sust mata sustˆsewn [8] kai oi sust mata dialogik c allhlepÐdrashc (conversational
agents) [9] apaitoÔn h diadikasÐa Inference na ikanopoieÐ austhroÔc periorismoÔc kaju-
stèrhshc (latency) kai rujmoÔ epexergasÐac (throughput). Oi qr stec anamènoun plèon
apokrÐseic se pragmatikì qrìno, en¸ se efarmogèc krÐsimec gia thn asfˆleia akìmh kai
kajuster seic thc tˆxhc twn qiliost¸n tou deuterolèptou mporoÔn na odhg soun se so-
barèc sunèpeiec. Wc apotèlesma, h apodotik  epitˆqunsh tou DL Inference èqei ana-
deiqjeÐ se mÐa apì tic shmantikìterec prokl seic twn sÔgqronwn upologistik¸n susth-
mˆtwn.

Oi paradosiakoÐ epexergastèc genikoÔ skopoÔ (Central Processing Units - CPUs) den
eparkoÔn gia na kalÔyoun tic upologistikèc apait seic twn sÔgqronwn efarmog¸n Deep
Learning (DL). Ta Deep Neural Networks (DNNs) apaitoÔn ektetamèno parallhlismì kai
uyhlì rujmì epexergasÐac (high-throughput processing) prokeimènou na diaqeiristoÔn a-
potelesmatikˆ disekatommÔria paramètrouc, mia apaÐthsh pou oi CPUs, oi opoÐec èqoun
sqediasteÐ kurÐwc gia seiriak  ektèlesh, adunatoÔn na ikanopoi soun. Oi periorismoÐ au-
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Sq ma 1.: Mègejoc thc Agorˆc Epitaqunt¸n thn PerÐodo 2022�2025 kai Problepìmenh Anˆptu-
xh èwc to 2032

toÐ èqoun odhg sei tìso thn akadhmaðk  koinìthta ìso kai th biomhqanÐa sthn anˆptuxh
exeidikeumènwn epitaqunt¸n ulikoÔ (hardware accelerators) pou mporoÔn na diaqeiristoÔn
tètoiou eÐdouc upologistikˆ apaithtikˆ workloadc me shmantikˆ megalÔterh apodotikìth-
ta. Oi Graphics Processing Units (GPUs) apotèlesan touc pr¸touc epitaquntèc pou
epètreyan thn eureÐa klimˆkwsh thc teqnht c nohmosÔnhc, prosfèrontac qiliˆdec pur nec
beltistopoihmènouc gia parˆllhlec arijmhtikèc prˆxeic kinht c upodiastol c kai mei¸no-
ntac drastikˆ touc qrìnouc ekpaÐdeushc montèlwn [10]. H apotelesmatikìthtˆ touc apo-
deÐqjhke qarakthristikˆ katˆ thn ekpaÐdeush tou AlexNet ston diagwnismì ImageNet tou
2012, ìpou h qr sh GPUs meÐwse ton qrìno ekpaÐdeushc apì ebdomˆdec se lÐgec hmèrec
kai epètreye thn epÐteuxh prwtofan¸n epidìsewn se probl mata anagn¸rishc eikìnac me-
gˆlhc klÐmakac [11]. Parˆllhla, oi Tensor Processing Units (TPUs), pou anaptÔqjhkan
apì th Google, prowjoÔn peraitèrw aut  thn prosèggish mèsw miac arqitektonik c eidikˆ
sqediasmènhc gia prˆxeic se tanustèc (tensor operations) pou kuriarqoÔn stouc algo-
rÐjmouc DL, epitugqˆnontac exairetikˆ uyhl  apodotikìthta [12]. Apì thn ˆllh pleurˆ,
ta Field-Programmable Gate Arrays (FPGAs) prosfèroun mia pio euèlikth enallakti-
k  lÔsh, epitrèpontac th dhmiourgÐa epanadiamorf¸simou ulikoÔ prosarmosmènou stic
apait seic sugkekrimènwn montèlwn. Me autìn ton trìpo epitugqˆnoun mia isorropÐa
metaxÔ apìdoshc kai energeiak c apodotikìthtac, en¸ parˆllhla uposthrÐzoun tropopoi-
 seic kai enhmer¸seic metˆ thn anˆptux  touc [13]. Tèloc, ta Application-Speci�c Inte-
grated Circuits (ASICs) prosfèroun th mègisth dunat  apodotikìthta, kaj¸c to ulikì
touc sqediˆzetai apokleistikˆ gia thn ektèlesh prokajorismènwn leitourgi¸n. H exei-
dÐkeush aut  odhgeÐ se asunag¸nistec epidìseic kai shmantik  exoikonìmhsh enèrgeiac,
me antˆllagma ìmwc th shmantik  meÐwsh thc euelixÐac se sqèsh me ˆllec platfìrmec
epitˆqunshc [14].

xxvii



Brief Description of the Proposed Frameworks in Greek

H auxanìmenh exˆrthsh apì thn epitˆqunsh ulikoÔ (hardware acceleration) apotup¸ne-
tai xekˆjara sth ragdaÐa anˆptuxh thc pagkìsmiac agorˆc epitaqunt¸n gia kèntra de-
domènwn (data center accelerators), h axÐa thc agorˆc akoloujeÐ stajerˆ anodik  poreÐa
katˆ thn perÐodo 2022�2025, en¸ oi problèyeic epekteÐnontai èwc to 2032. 'Opwc faÐnetai
sto sq ma 1, to 2025, to mègejoc thc agorˆc an lje se perÐpou 37 disekatommÔria do-
lˆria HPA, antiproswpeÔontac sqedìn diplasiasmì se sqèsh me thn antÐstoiqh axÐa tou
2022. H entupwsiak  aut  anˆptuxh anadeiknÔei ton oloèna shmantikìtero rìlo twn epi-
taqunt¸n wc anapìspastwn stoiqeÐwn twn sÔgqronwn kèntrwn dedomènwn, epitrèpontac
thn apodotik  ektèlesh upologistikˆ apaithtik¸n efarmog¸n, ìpwc to Deep Learning,
h upologistik  uyhl¸n epidìsewn (High-Performance Computing - HPC) kai h anˆlush
dedomènwn megˆlhc klÐmakac. H suneq¸c auxanìmenh z thsh gia tètoiec efarmogèc kaji-
stˆ touc epitaquntèc basikì parˆgonta gia thn epÐteuxh uyhl c apìdoshc kai energeiak c
apodotikìthtac stic upologistikèc upodomèc nèac geniˆc. Oi prooptikèc gia ta epìmena
qrìnia paramènoun idiaÐtera jetikèc, kaj¸c oi problèyeic upodeiknÔoun et sio sÔnjeto
rujmì anˆptuxhc (Compound Annual Growth Rate - CAGR) thc tˆxhc tou 25.6%. Me
autìn ton rujmì anˆptuxhc, h agorˆ epitaqunt¸n anamènetai na ftˆsei ta 168 diseka-
tommÔria dolˆria HPA èwc to 2032, upogrammÐzontac tìso thn teqnologik  ìso kai thn
oikonomik  shmasÐa twn epitaqunt¸n sth diamìrfwsh twn mellontik¸n upologistik¸n u-
podom¸n.

FPGAs: Programmatismìc & Prokl seic sthn Uiojèthsh

Ta FPGAs apoteloÔn èna shmantikì posostì tou eterogenoÔc upologistikoÔ oikosu-
st matoc (heterogeneous computing). 'Opwc parousiˆzetai sto Sq ma 2aþ, h pagkìsmia
katanom  thc agorˆc epitaqunt¸n se kèntra dedomènwn anˆ tÔpo epexergast  gia to 2025
deÐqnei ìti ta FPGAs antistoiqoÔn sto 24% thc sunolik c agorˆc, anadeiknÔontac th
suneq¸c auxanìmenh shmasÐa touc sto sÔgqrono upologistikì topÐo. H tˆsh aut  anti-
katoptrÐzetai kai sto mègejoc thc agorˆc FPGA, h opoÐa parousÐase stajer  anˆptuxh
metaxÔ 2023 kai 2025, ìpwc faÐnetai sto Sq ma 2bþ. Sugkekrimèna, to 2025 to mègejoc
thc agorˆc èftase ta 14.1 disekatommÔria dolˆria HPA, shmei¸nontac aÔxhsh thc tˆxhc
tou 29.3% se sqèsh me to 2023. Me bˆsh tic trèqousec problèyeic, h agorˆ anamènetai na
suneqÐsei aut  thn anodik  poreÐa me ektim¸meno CAGR 13.6%, ftˆnontac perÐpou ta 39
disekatommÔria dolˆria HPA èwc to 2033, gegonìc pou upogrammÐzei ton oloèna kai pio
kentrikì rìlo twn FPGAs sto oikosÔsthma twn epitaqunt¸n. H dunamik  aut  enisqÔetai
peraitèrw apì tic exagorèc twn dÔo basik¸n etairei¸n tou q¸rou, me thn Intel na apoktˆ
thn Altera kai thn AMD na exagorˆzei th Xilinx. Oi kin seic autèc epibebai¸noun th stra-
thgik  shmasÐa twn FPGAs gia to mèllon thc epitaqunìmenhc upologistik c. Parˆllhla,
h uiojèths  touc epekteÐnetai se èna eurÔ fˆsma biomhqanik¸n tomèwn. O tomèac twn IT
& Telecommunications katèqei hgetik  jèsh me merÐdio 35%, lìgw thc ragdaÐac aÔxhshc
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(aþ) Katanom  Agorˆc Epitaqunt¸n anˆ TÔpo E-
pexergast  (bþ) Exèlixh thc Agorˆc FPGA

Sq ma 2.: Pagkìsmio merÐdio agorˆc epitaqunt¸n kèntrwn dedomènwn gia to 2025 kai exèlixh
thc agorˆc FPGA (2023�2025) me problèyeic èwc to 2033

thc kÐnhshc dedomènwn, thc anˆptuxhc tou cloud computing kai thc anˆgkhc gia uyhl c a-
pìdoshc kai euèlikth sundesimìthta. Epiplèon, tomeÐc ìpwc ta katanalwtikˆ hlektronikˆ,
h aerodiasthmik  kai ˆmuna, h biomhqanÐa, h autokinhtobiomhqanÐa kai h ugeÐa axiopoioÔn
epÐshc tic dunatìthtec twn FPGAs, lìgw thc prosarmostikìthtac, thc akrÐbeiac kai thc
axiopistÐac touc. Oi suneqeÐc teqnologikèc exelÐxeic enisqÔoun peraitèrw thn uiojèths 
touc, diasfalÐzontac th diark  anˆptuxh thc agorˆc kai prowj¸ntac thn kainotomÐa se
pollaploÔc tomeÐc efarmog¸n.

O sqediasmìc ulikoÔ se FPGA mporeÐ na pragmatopoihjeÐ se diˆfora epÐpeda afaÐreshc,
me to Register-Transfer Level (RTL) na apoteleÐ èna apì ta pio eurèwc qrhsimopoioÔmena
gia thn anˆptuxh yhfiak¸n kuklwmˆtwn. Se autì to epÐpedo, oi sqediastèc basÐzontai se
Hardware Description Languages (HDLs), ìpwc h VHDL kai h Verilog, prokeimènou na
orÐsoun rhtˆ th metaforˆ dedomènwn metaxÔ kataqwrht¸n. O sqediasmìc se epÐpedo RTL
parèqei akrib  èlegqo twn stoiqeÐwn tou ulikoÔ, ìpwc kataqwrhtèc, poluplèktec kai arij-
mhtikèc monˆdec, epitrèpontac thn apodotik  qartogrˆfhsh kai thn ˆmesh ektèlesh uyhlˆ
parallhlopoihmènwn leitourgi¸n sto ulikì. Parˆllhla, dieukolÔnei th beltistopoÐhsh
krÐsimwn metrik¸n sqedÐashc epitrèpontac stic ulopoi seic FPGA na epitugqˆnoun uyh-
l  apìdosh kai energeiak  apodotikìthta [15]. Wstìso, h pl rhc axiopoÐhsh aut¸n twn
pleonekthmˆtwn apaiteÐ prosektik  diaqeÐrish tou qronismoÔ kai tou sugqronismoÔ, ¸ste
na diasfalÐzetai h orj  kai axiìpisth leitourgÐa tou sust matoc. Wc apotèlesma, parˆ
thn apodotikìthtˆ tou, o sqediasmìc se epÐpedo RTL jewreÐtai suqnˆ polÔplokoc kai
apaithtikìc, kaj¸c proôpojètei shmantik  exeidÐkeush sto ulikì kai leptomer  qeirismì
qamhloÔ epipèdou leptomerei¸n ulopoÐhshc [16,17].

Mia pio kontin  matiˆ ston sqediasmì se epÐpedo RTL anadeiknÔei arketèc shmantikèc pro-
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kl seic [18]. Pr¸ton, apaiteÐtai mia jemeli¸dhc allag  nootropÐac apì ton paradosiakì
seiriakì programmatismì proc èna qwrikì, mazikˆ parallhlopoihmèno montèlo sqedÐashc.
Se antÐjesh me tic arqitektonikèc CPUs kai GPUs, ta FPGAs apoteloÔntai apì katane-
mhmènouc pìrouc•ìpwc Look-Up Tables (LUTs), Digital Signal Processing (DSP) slicec,
Flip-Flops (FFs) kai Block RAMs (BRAMs)•oi opoÐoi prèpei na suntonÐzontai rhtˆ a-
pì ton sqediast . Autì perilambˆnei ìqi mìno th qartogrˆfhsh twn upologism¸n se
autoÔc touc pìrouc, allˆ kai ton prosektikì sqediasmì monopati¸n dedomènwn kai pro-
sarmosmènwn strathgik¸n proswrin c apoj keushc, ¸ste na diathreÐtai eparkèc eÔroc
z¸nhc mn mhc se kˆje kÔklo rologioÔ. Mia akìmh shmantik  prìklhsh aforˆ thn apo-
sfalmˆtwsh. Se antÐjesh me thn anˆptuxh logismikoÔ se CPUs, ta sqèdia FPGA den
uposthrÐzoun diaisjhtikoÔc mhqanismoÔc debugging, ìpwc breakpoints   ektèlesh b ma
proc b ma. AntÐjeta, oi sqediastèc basÐzontai se qronobìrec prosomoi¸seic epipèdou
RTL   se periorismènec teqnikèc exomoÐwshc, gegonìc pou kajistˆ ton entopismì sfal-
mˆtwn kai thn anˆlush thc rÐzac touc idiaÐtera sÔnjeth diadikasÐa. Sunolikˆ, oi parapˆnw
prokl seic sumbˆlloun sthn èntonh kampÔlh ekmˆjhshc pou qarakthrÐzei ton sqediasmì
me HDLs kai eisˆgoun mia saf  antiparˆjesh metaxÔ paragwgikìthtac kai apìdoshc. Autì
anadeiknÔei th shmasÐa thc exèlixhc twn teqnik¸n metagl¸ttishc kai twn afairèsewn uyh-
loÔ epipèdou, me stìqo th beltÐwsh tìso thc prosbasimìthtac ìso kai thc apodotikìthtac
thc epitˆqunshc mèsw FPGA.

To High-Level Synthesis (HLS) èqei anadeiqjeÐ wc mia idiaÐtera elkustik  enallaktik 
lÔsh ènanti tou paradosiakoÔ sqediasmoÔ se epÐpedo RTL, metafèrontac to epÐpedo afa-
Ðreshc pio kontˆ se algorijmikèc perigrafèc. Epitrèpontac stouc programmatistèc na ek-
frˆzoun ton sqediasmì se oikeÐec gl¸ssec, ìpwc h C/C++ kai h OpenCL, h HLS mei¸nei
shmantikˆ to gnwstikì fortÐo pou sqetÐzetai me thn uiojèthsh enìc qwrikoÔ kai mazi-
kˆ parallhlopoihmènou montèlou programmatismoÔ, kaj¸c o metaglwttist c analambˆnei
autìmata thn exagwg  parallhlismoÔ kai th qartogrˆfhsh tou se pìrouc ulikoÔ [19].
Parˆllhla, to HLS amblÔnei thn apìtomh kampÔlh ekmˆjhshc twn mejodologi¸n RTL,
kaj¸c katargeÐ thn anˆgkh gia qamhloÔ epipèdou k¸dika HDL, diathr¸ntac wstìso th
dunatìthta leptomeroÔc mikro-arqitektonikoÔ elègqou mèsw thc qr shc directives [20].
O sunduasmìc uyhlìterou epipèdou afaÐreshc kai diathroÔmenou elègqou epitrèpei stouc
sqediastèc na exereunoÔn apotelesmatikˆ ta sumbibastikˆ metaxÔ apìdoshc kai qr shc
pìrwn. Epiplèon, to HLS enisqÔei shmantikˆ thn paragwgikìthta tìso sth diadikasÐa
Design Space Exploration (DSE) ìso kai sthn aposfalmˆtwsh. UposthrÐzei taqÔte-
rouc kÔklouc epanˆlhyhc se sqèsh me tic roèc basismènec se RTL, diathreÐ pio ˆmesh
antistoiqÐa metaxÔ dom¸n uyhloÔ epipèdou kai stoiqeÐwn ulikoÔ kai epitrèpei thn pr¸i-
mh axiolìghsh sumbibasm¸n metaxÔ embadoÔ kai apìdoshc qwrÐc thn anˆgkh qronobìrwn
ulopoi sewn qamhloÔ epipèdou [21]. Endeiktikˆ, ta ergaleÐa AMD Vitis HLS kai o In-
tel HLS Compiler metatrèpoun k¸dika uyhloÔ epipèdou se RTL, parèqontac tautìqrona
gr gorec ektim seic apìdoshc kai qr shc pìrwn, epitrèpontac stouc sqediastèc na a-
xiologoÔn sumbibasmoÔc kai na kajodhgoÔn th beltistopoÐhsh  dh apì ta pr¸ima stˆdia
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anˆptuxhc. Sunolikˆ, to HLS antimetwpÐzei shmantikì mèroc thc poluplokìthtac kai twn
prokl sewn paragwgikìthtac pou qarakthrÐzoun ton sqediasmì se epÐpedo RTL, en¸ tau-
tìqrona diathreÐ th dunatìthta paragwg c apodotik¸n kai uyhl c apìdoshc ulopoi sewn
se FPGA.

An kai to High-Level Synthesis (HLS) auxˆnei shmantikˆ to epÐpedo afaÐreshc ston sqe-
diasmì FPGA, h epÐteuxh ulopoi sewn uyhl c poiìthtac exakoloujeÐ na apaiteÐ ousiasti-
k  epÐgnwsh thc arqitektonik c tou ulikoÔ. Oi sqediastèc ofeÐloun na sullogÐzontai se
ìrouc parallhlismoÔ, dioqèteushc kai orgˆnwshc mn mhc, topojet¸ntac to HLS sto sh-
meÐo tom c metaxÔ algorijmikoÔ sqediasmoÔ kai arqitektonik c ulikoÔ. Aut  h ditt  fÔsh
eisˆgei shmantikì empìdio, idiaÐtera gia programmatistèc me prosanatolismì sto logismikì
kai efarmogèc uyhloÔ epipèdou, twn opoÐwn h periorismènh exoikeÐwsh me arqitektonikèc
leptomèreiec eidikèc gia FPGA suqnˆ periorÐzei thn ikanìthtˆ touc na parˆgoun apodoti-
kèc kai klimak¸simec lÔseic [1]. Mia basik  prìklhsh entopÐzetai sth qeirokÐnhth qr sh
twn compiler directives [22, 23], oi opoÐec kajorÐzoun ton trìpo me ton opoÐo exˆgetai o
parallhlismìc kai qartografeÐtai se pìrouc ulikoÔ. O q¸roc sqedÐashc twn directives e-
Ðnai eggen¸c megˆloc kai idiaÐtera euaÐsjhtoc tìso sta qarakthristikˆ thc efarmog c ìso
kai sthn arqitektonik -stìqo. Wc apotèlesma, h beltistopoÐhsh kajÐstatai mia dÔskolh
kai epirrep c se sfˆlmata diadikasÐa, akìmh kai gia èmpeirouc sqediastèc, kaj¸c leptèc
allhlepidrˆseic metaxÔ directives mporoÔn na odhg soun se upobèltistec   akìmh kai mh
ulopoi simec sqediˆseic [21]. H duskolÐa aut  enteÐnetai peraitèrw apì to uyhlì kìstoc
axiolìghshc. H apìkthsh akrib¸n ektim sewn apìdoshc kai qr shc pìrwn sun jwc a-
paiteÐ diadikasÐec sÔnjeshc   merik c metagl¸ttishc, oi opoÐec mporeÐ na diarkèsoun apì
leptˆ èwc kai ¸rec [24�26]. AutoÐ oi argoÐ kÔkloi anatrofodìthshc periorÐzoun thn olo-
klhrwmènh exereÔnhsh tou q¸rou sqedÐashc, anagkˆzontac touc sqediastèc na basÐzontai
se euretikèc proseggÐseic   ellipeÐc ektim seic, suqnˆ eic bˆroc thc telik c poiìthtac thc
sqedÐashc.

Sunolikˆ, oi parapˆnw prokl seic anadeiknÔoun ìti, parˆ to uyhlìtero epÐpedo afaÐre-
shc pou prosfèrei, to High-Level Synthesis (HLS) den exaleÐfei pl rwc ton jemeli¸dh
sumbibasmì metaxÔ paragwgikìthtac kai apìdoshc ston sqediasmì FPGA. O ektetamènoc
kai sÔnjetoc q¸roc apofˆsewn pou sqetÐzetai me thn epilog  compiler directives, se sun-
duasmì me to uyhlì kìstoc axiolìghshc, kajistˆ th diadikasÐa Design Space Exploration
(DSE) kentrikì prìblhma. Se apousÐa pio apotelesmatik¸n uposthriktik¸n mhqanism¸n,
oi sqediastèc anagkˆzontai na kinoÔntai metaxÔ dÔskolwn sumbibasm¸n anˆmesa sthn
apodotikìthta kai ston qrìno anˆptuxhc, gegonìc pou telikˆ periorÐzei thn eurÔterh u-
iojèthsh thc epitˆqunshc mèsw FPGA. Katˆ sunèpeia, anadeiknÔetai saf c anˆgkh gia
prohgmèna automatopoihmèna plaÐsia kai mejodologÐec pou mporoÔn na aplopoi soun tìso
thn epilog  twn directives ìso kai th diadikasÐa axiolìghshc thc apìdoshc. Tètoiec pro-
seggÐseic den ja meÐwnan mìno to empìdio eisìdou gia mh exeidikeumènouc qr stec, allˆ ja
enÐsquan shmantikˆ kai thn paragwgikìthta èmpeirwn sqediast¸n, epitrèpontac thn pl rh
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axiopoÐhsh tou HLS.

PedÐo Efarmog c kai Suneisforèc thc Didaktorik c Diatrib c

O stìqoc thc paroÔsac diatrib c eÐnai h diereÔnhsh mejìdwn pou aplopoioÔn, epitaqÔnoun
kai beltistopoioÔn thn anˆptuxh efarmog¸n mèsw tou High-Level Synthesis (HLS), e-
pitrèpontac se qr stec qwrÐc exeidÐkeush sto ulikì na sqediˆzoun kai na beltistopoioÔn
apodotikˆ tic efarmogèc touc kai, telikˆ, na dieurÔnoun thn uiojèthsh twn FPGAs. Parìti
h beltÐwsh thc prosbasimìthtac sto HLS mporeÐ na epiteuqjeÐ se pollaplˆ epÐpeda•apì
thn autìmath prosarmog  tou phgaÐou k¸dika uyhloÔ epipèdou gia HLS èwc kai lepto-
mereÐc beltistopoi seic pio kontˆ sth fˆsh paragwg c tou ulikoÔ•h paroÔsa diatrib 
estiˆzei sugkekrimèna se mejodologÐec pou uposthrÐzoun kai kajodhgoÔn th diadikasÐa
beltistopoÐhshc twn compiler directives. Me th ragdaÐa aÔxhsh twn dhmìsia diajèsimwn
HLS sqediˆsewn se apojet ria ìpwc to GitHub, h ergasÐa aut  basÐzetai se dedomèna pou
proèrqontai apì autì to suneq¸c anaptussìmeno oikosÔsthma efarmog¸n, wc jemèlio gia
thn anˆptuxh kai thn axiolìghsh twn proteinìmenwn mejìdwn. Pio sugkekrimèna, h èreuna
thc diatrib c kajodhgeÐtai apì tic akìloujec basikèc arqèc:

1. UposthrÐzetai ìti, parìlo pou to High-Level Synthesis auxˆnei to epÐpedo afaÐreshc
tou sqediasmoÔ, paramènei dÔskolo gia qr stec qwrÐc upìbajro sto ulikì na axio-
poi soun pl rwc tic dunatìthtec epitˆqunshc pou prosfèrei. Sto plaÐsio autì, eÐnai
aparaÐthth h paroq  ergaleÐwn pou uposthrÐzoun tìso arqˆriouc ìso kai èmpeirouc
sqediastèc sthn plo ghsh thc diadikasÐac beltistopoÐhshc sto HLS.

2. AnadeiknÔetai h auxanìmenh diajesimìthta efarmog¸n ètoimwn gia HLS, pou kumaÐno-
ntai apì kajierwmèna sÔnola benchmark èwc megˆlhc klÐmakac apojet ria anoiktoÔ
k¸dika, kaj¸c kai o kajoristikìc rìloc twn dedomènwn sth sÔgqronh ereunhtik 
drasthriìthta. Se aut  thn kateÔjunsh, axiopoieÐtai h klÐmaka kai h poikilÐa twn
diajèsimwn dedomènwn gia thn exagwg  gn¸shc pou apoteleÐ th bˆsh gia dedomeno-
kateujunìmenec proseggÐseic beltistopoÐhshc twn directives, me stìqo th beltÐwsh
thc apodotikìthtac tou HLS kai thn upost rixh taqeÐac qartogrˆfhshc kai exere-
Ônhshc tou q¸rou sqedÐashc.

Efarmìzoume autèc tic arqèc se èna sÔnolo prokl sewn pou sqetÐzontai me th beltisto-
poÐhsh mèsw HLS, sumperilambanomènhc tìso thc beltistopoÐhshc twn compiler directives
ìso kai thc montelopoÐhshc apìdoshc kai qr shc pìrwn. To Sq ma 3 parousiˆzei mia a-
fairetik , uyhloÔ epipèdou apeikìnish thc jèshc twn suneisfor¸n thc paroÔsac diatrib c
sto eurÔtero topÐo twn epipèdwn beltistopoÐhshc.
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Sq ma 3.: Apeikìnish twn Suneisfor¸n thc Diatrib c

Sunolikˆ, h paroÔsa diatrib  parousiˆzei tèsseric basikèc suneisforèc, oi opoÐec ka-
lÔptoun diaforetikˆ epÐpeda tou probl matoc thc beltistopoÐhshc mèsw High-Level Syn-
thesis (HLS). Pr¸ton, to GN
SIS apoteleÐ to megalÔtero èwc s mera anoiktì sÔnolo
dedomènwn gia HLS, sugkentr¸nontac ènan ektetamèno arijmì sqediastik¸n shmeÐwn apì
kajierwmèna benchmark suites kai dhmìsia apojet ria, en¸ parˆllhla eisˆgei èna euèli-
kto plaÐsio gia thn automatopoihmènh paragwg  nèwn sqediastik¸n shmeÐwn, me stìqo
thn enÐsqush thc diajesimìthtac dedomènwn gia èreuna sth beltistopoÐhsh tou q¸rou
sqedÐashc. DeÔteron, proteÐnetai mia prosèggish montelopoÐhshc se epÐpedo gl¸ssac
gia thn ektÐmhsh thc poiìthtac apotelèsmatoc (QoR) se HLS sqediˆseic, h opoÐa epi-
trèpei thn prìbleyh apìdoshc kai qr shc pìrwn apeujeÐac apì ton phgaÐo k¸dika upì
diaforetikèc rujmÐseic directives, parèqontac ètsi pr¸imh plhrofìrhsh gia thn epilog 
apodotik¸n sunduasm¸n beltistopoÐhshc. TrÐton, to CollectiveHLS eisˆgei èna pl rwc
dedomeno-kateujunìmeno plaÐsio gia thn autìmath epilog  kai efarmog  compiler direc-
tives, epitaqÔnontac shmantikˆ th diadikasÐa beltistopoÐhshc kai mei¸nontac thn kaju-
stèrhsh sqedÐashc, en¸ tautìqrona diathreÐ th dunatìthta ulopoÐhshc kai genÐkeushc se
nèa ˆgnwsta sqèdia. Tèloc, h tètarth suneisforˆ aforˆ th sÔndesh thc beltistopoÐh-
shc HLS me thn enorq strwsh ektèleshc se epÐpedo FPGA runtime, ìpou proteÐnetai
mia apodotik  mejodologÐa prosèggishc tou Pareto-optimal q¸rou sqedÐashc me elˆqi-
sto kìstoc ulopoÐhshc, epitrèpontac th dunamik  epilog  tou katˆllhlou sqediasmoÔ
bˆsei diajèsimwn pìrwn partial recon�guration kai apait sewn QoS se epÐpedo efarmo-
g c.
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GN
SIS: Didˆgmata pou ApokomÐsthsan apì th
DhmiourgÐa enìc Sunìlou Dedomènwn gia HLS

Eisagwg 

To High-Level Synthesis (HLS) aplopoieÐ ton sqediasmì FPGA metatrèpontac autìmata
gl¸ssec programmatismoÔ uyhloÔ epipèdou se exeidikeumènouc epitaquntèc, exaleÐfontac
thn anˆgkh qr shc polÔplokwn kai epirrep¸n se sfˆlmata Hardware Description Lan-
guages (HDLs) [27]. Afair¸ntac tic leptomèreiec qamhloÔ epipèdou, oi sqediastèc qreiˆze-
tai mìno na perigrˆyoun th leitourgikìthta, en¸ ta ergaleÐa analambˆnoun thn anˆlush,
ton qronoprogrammatismì, thn katanom  pìrwn kai th dhmiourgÐa k¸dika Register Trans-
fer Level (RTL). Oi programmatistèc mporoÔn epiplèon na beltistopoi soun thn apìdosh
kai th qr sh pìrwn efarmìzontac odhgÐec (directives) pou kajodhgoÔn th diadikasÐa tou
HLS, epitrèpontac taqeÐa prosarmog  thc mikroarqitektonik c kai aplopoi¸ntac th die-
reÔnhsh tou q¸rou lÔsewn. H euelixÐa aut  èqei katast sei to HLS basikì ergaleÐo se
sÔgqronec efarmogèc ìpwc to IoT [28], to High Performance Computing [29], ta Neural
Networks [30] kai akìmh kai ta Large Language Models [31].

Parìti ta ergaleÐa HLS parèqoun uyhlìtero epÐpedo afaÐreshc, oi programmatistèc apai-
teÐtai na èqoun shmantik  gn¸sh sqedÐashc ulikoÔ ¸ste na efarmìzoun apotelesmatikˆ
tic apaitoÔmenec odhgÐec, ìpwc kai na katanooÔn pwc o phgaÐoc k¸dikac metafrˆzetai se
ulikì [17]. Ta directives diadramatÐzoun krÐsimo rìlo sth diamìrfwsh tou telikoÔ sqe-
dÐou, kajorÐzontac basikoÔc parˆgontec ìpwc h ierarqÐa mn mhc, oi strathgikèc caching,
h parallhlopoÐhsh kai to pipelining [19]. H lanjasmènh qr sh directives mporeÐ na o-
dhg sei se mh apodotikˆ sqèdia, ta opoÐa endèqetai na parousiˆzoun qeirìterh apìdosh
akìmh kai apì paradosiakèc CPUs, exaitÐac anapotelesmatik c qr shc pìrwn   qamènwn
eukairi¸n parallhlismoÔ [32]. Wc apotèlesma, h beltistopoÐhsh sqedÐwn paramènei su-
qnˆ antikeÐmeno èmpeirwn hardware developers kai uperbaÐnei tic dunatìthtec enìc tupikoÔ
programmatist . H èlleiyh ergaleÐwn pou mporoÔn na parˆgoun autìmata beltistopoih-
mèna directives periorÐzei peraitèrw thn prosbasimìthta thc epitˆqunshc mèsw FPGA gia
sqediastèc me periorismènh gn¸sh hardware [20].

To HLS-driven Design Space Exploration (DSE) antimetwpÐzei aut  thn prìklhsh ana-
ptÔssontac mejìdouc gia thn autìmath dhmiourgÐa beltistopoihmènwn sunduasm¸n HLS
directives [21]. Oi Synthesis-based proseggÐseic [22,23,33] antimetwpÐzoun to ergaleÐo HLS
wc èna �maÔro koutÐ�, me stìqo thn apodotik  exereÔnhsh tou q¸rou mèsw erwthmˆtwn
gia metrikèc Quality of Results (QoR), ìpwc h kajustèrhsh sqedÐou kai h qr sh pìrwn.
AntÐjeta, pio prìsfata ereunhtikˆ paradeÐgmata estiˆzoun sthn katanìhsh thc sumperi-
forˆc tou ergaleÐou HLS   uiojetoÔn strathgikèc exereÔnhshc basismènec se dedomèna
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gia thn plo ghsh ston q¸ro lÔsewn. Oi Model-based proseggÐseic [25,26,34] dhmiourgoÔn
montèla gia thn ektÐmhsh metrik¸n QoR, apofeÔgontac thn anˆgkh ektèleshc pl rwn ro¸n
HLS. Mìlic lhfjoÔn oi ektim seic twn metrik¸n QoR, h diadikasÐa DSE mporeÐ na pragma-
topoihjeÐ mèsw euristik¸n. Oi Knowledge-based proseggÐseic [1,35,36] èqoun epÐshc ana-
deiqjeÐ wc strathgik  gia th meÐwsh tou q¸rou sqediasmoÔ kai ton periorismì thc anˆgkhc
gia dapanhrèc axiolog seic. Oi proseggÐseic autèc axiopoioÔn omoiìthtec me prohgoumènwc
exereunhmèna sqèdia, epitrèpontac th metaforˆ sunduasm¸n directives pou par gagan
Pareto-optimal apotelèsmata se nèec, ˆgnwstec efarmogèc.

H apotelesmatikìthta aut¸n twn mejìdwn ephreˆzetai shmantikˆ apì thn poiìthta kai thn
poikilÐa twn upokeÐmenwn dedomènwn. Mia sullog  dedomènwn uyhl c poiìthtac apaiteÐ ìqi
mìno megˆlo arijmì sqedÐwn, allˆ kai megˆlh poikilÐa efarmog¸n, sunduasm¸n directives,
suqnot twn kai arqitektonik¸n FPGA. H dhmiourgÐa tètoiwn sunìlwn dedomènwn apotele-
Ð idiaÐtera qronobìra diadikasÐa, kurÐwc lìgw thc anˆgkhc epanalambanìmenhc ektèleshc
thc ro c HLS. Gia parˆdeigma, ìpwc anafèretai sto [26], h dhmiourgÐa enìc sunìlou dedo-
mènwn gia èna montèlo prìbleyhc se epÐpedo gl¸ssac di rkese perissìtero apì tèsseric
m nec ¸ste na paraqjoÔn 40K sqèdia gia èna mìno FPGA kai mÐa suqnìthta. Gia thn
antimet¸pish thc anapotelesmatikìthtac dhmiourgÐac aut¸n twn bˆsewn gn¸shc apì thn
arq , èqoun protajeÐ diˆfora sÔnola dedomènwn HLS [37�39]. Parìla autˆ, ta upˆrqonta
sÔnola dedomènwn periorÐzontai apì parˆgontec ìpwc h qamhl  poluplokìthta sqedÐwn,
h periorismènh poikilÐa beltistopoi sewn, h sten  kˆluyh suskeu¸n kai suqnot twn, o
anepark c qarakthrismìc qronismoÔ metˆ to HLS kai h periorismènh dhmìsia prosbasi-
mìthta • parˆgontec pou empodÐzoun shmantikˆ thn eurÔterh uiojèthsh kai axiopoÐhs 
touc.

Se autì to plaÐsio, parousiˆzoume to GN
SIS, èna oloklhrwmèno kai epektˆsimo sÔno-
lo dedomènwn HLS sqediasmèno gia th beltistopoÐhsh apìdoshc se FPGA. To GN
SIS
basÐzetai se 55 efarmogèc pou proèrqontai apì gnwstˆ benchmark suites kai dhmìsia
diajèsima apojet ria HLS sto GitHub. To sÔnolo dedomènwn perilambˆnei sqedìn 219K
shmeÐa sqediasmoÔ, stoqeÔontac dÔo diaforetikˆ FPGAs me diaforetikˆ qarakthristikˆ
pìrwn kai treic diaforetikèc suqnìthtec leitourgÐac, apotel¸ntac mèqri s mera to mega-
lÔtero diajèsimo sÔnolo dedomènwn. Gia na diasfalisteÐ h epektasimìthta, eisˆgoume èna
plaÐsio domik c kai upologistik c anˆlushc phgaÐou k¸dika basismèno sthn ergaleioj kh
LLVM, me stìqo thn anagn¸rish tou q¸rou anaz thshc twn directives gia kˆje efarmog ,
se sunduasmì me èna plaÐsio exereÔnhshc basismèno ston NSGA-II, to opoÐo parˆgei kai
axiologeÐ susthmatikˆ diamorf¸seic directives qrhsimopoi¸ntac to Vitis-HLS. PisteÔoume
ìti to GN
SIS ja dieurÔnei thn prosbasimìthta twn FPGAs kai ja apotelèsei kinht rio
dÔnamh gia kainotomÐa sthn èreuna.

xxxv



Brief Description of the Proposed Frameworks in Greek

Sq ma 4.: Episkìphsh tou plaisÐou dhmiourgÐac tou sunìlou dedomènwn GN
SIS

SÔsthma Paragwg c tou upì exètash Sunìlou Dedomènwn

To GN
SIS den prosfèrei mìno èna oloklhrwmèno sÔnolo dedomènwn, allˆ diajètei anoi-
qtˆ kai th mejodologÐa pou qrhsimopoi jhke gia th dhmiourgÐa tou. To plaÐsio GN
SIS
dèqetai sunjèsimo phgaÐo k¸dika C/C++ kai parˆgei èna ploÔsio sÔnolo shmeÐwn sqedÐa-
shc, parèqontac parˆllhla analutikˆ statistikˆ kai plhroforÐec. 'Eqei sqediasteÐ ¸ste
na mporeÐ na prosarmosteÐ se diaforetikèc efarmogèc, suskeuèc kai suqnìthtec leitour-
gÐac, automatopoi¸ntac pl rwc th diadikasÐa kai exaleÐfontac thn anˆgkh qeirokÐnhtou
orismoÔ tou q¸rou sqedÐashc. H automatopoÐhsh aut  basÐzetai se èna stˆdio anˆlu-
shc phgaÐou k¸dika, to opoÐo axiologeÐ ta megèjh pinˆkwn kai ta loop trip-counts ¸ste na
parˆgei autìmata ta katˆllhla directives proc exereÔnhsh. Me ton orismì tou q¸rou sqe-
dÐashc, to plaÐsio katargeÐ thn anˆgkh summetoq c tou qr sth sth diadikasÐa paragwg c
dedomènwn. To plaÐsio GN
SIS apoteleÐtai apì trÐa basikˆ stˆdia, ìpwc apeikonÐzetai
sto Sq ma 4: 1) to stˆdio �Structural and Computational Source Code Analysis�, to o-
poÐo exˆgei krÐsimec plhroforÐec sqetikˆ me tic domèc tou phgaÐou k¸dika pou sqetÐzontai
me ta HLS directives kai kajorÐzei ta upì exereÔnhsh directives gia kˆje efarmog , 2) to
stˆdio �Design Space Generation�, to opoÐo dhmiourgeÐ ton q¸ro sqedÐashc efarmìzontac
susthmatikˆ diaforetikˆ directives ston phgaÐo k¸dika kai katagrˆfontac tic antÐstoiqec
metrikèc QoR, kai 3) to stˆdio �Data Analysis�, to opoÐo analÔei kai optikopoieÐ th sun-
jesimìthta, tic katanomèc twn metrik¸n QoR kai ta Pareto fronts gia tic axiologhmènec
efarmogèc se diaforetikèc suskeuèc kai suqnìthtec leitourgÐac. Kˆje stˆdio analÔetai
leptomer¸c stic epìmenec enìthtec.
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B ma 1. Structural and Computational Source Code Analysis

Se autì to stˆdio, to plaÐsio epexergˆzetai sunjèsimo phgaÐo k¸dika C/C++ ¸ste na
entopÐsei basikˆ domikˆ kai upologistikˆ qarakthristikˆ apì ìla ta pijanˆ �action points�
mèsa ston k¸dika. 'Ena �action point� anafèretai se mia sugkekrimènh jèsh sthn ierarqÐa
tou k¸dika ìpou mporoÔn na efarmostoÔn HLS directives, ìpwc pipeline, unroll   ar-
ray partition. H estÐash se domèc pinˆkwn kai brìqwn eujugrammÐzetai me prohgoÔmenec
melètec [35, 36], kaj¸c ta stoiqeÐa autˆ diadramatÐzoun kajoristikì rìlo sthn apìdosh
efarmog¸n HLS. Gia ton entopismì twn action points kai twn akrib¸n jèse¸n touc, axio-
poioÔntai stoiqeÐa thc ergaleioj khc LLVM 1, sumperilambanomènou tou libclang, enìc C
library front-end gia ton metaglwttist  clang/clang++. Wc arqikì b ma, ènac analut c
phgaÐou k¸dika1A diasqÐzei to Abstract Syntax Tree (AST) pou parˆgetai apì ton k¸di-
ka, entopÐzontac th Top-Level Function (TLF), dhlad  to shmeÐo eisìdou thc diadikasÐac
HLS, kaj¸c kai tic dhl¸seic pinˆkwn kai brìqwn. Parˆllhla, o analut c exˆgei lepto-
mèreiec ìpwc to ìnoma thc TLF. Gia touc pÐnakec, entopÐzei to ìnoma, ton tÔpo dedomènwn
kai tic diastˆseic touc, en¸ gia touc brìqouc apodÐdei èna monadikì anagnwristikì. Gia
parˆdeigma, sto Sq ma 4, o analut c entopÐzei th TLF func sth gramm  2, dhl¸nei ton
monodiˆstato pÐnaka A tÔpou �oat sth gramm  3 kai aniqneÔei ènan brìqo me etikèta L1
sth gramm  4.

AfoÔ kajoristoÔn oi jèseic dhl¸sewn pinˆkwn kai brìqwn, h anˆlush basismènh sto
LLVM 1B exˆgei krÐsimec upologistikèc plhroforÐec gia autèc tic domèc. Gia touc pÐna-
kec, prosdiorÐzetai to mègejoc kˆje diˆstashc, en¸ gia touc brìqouc upologÐzetai o
akrib c arijmìc epanal yewn (trip-count). Oi plhroforÐec autèc eÐnai krÐsimec gia ton
kajorismì pijan¸n paramètrwn array partitioning kai loop unrolling, oi opoÐec kajodh-
goÔn thn exereÔnhsh tou q¸rou sqediasmoÔ sta epìmena stˆdia. H diadikasÐa xekinˆ me
th qr sh twn clang/clang++ gia th metˆfrash tou phgaÐou k¸dika se LLVM IR, mia
endiˆmesh anaparˆstash se morf  Static Single Assignment. Sth sunèqeia, efarmìzontai
tupikˆ LLVM optimization passes, parìmoia me autˆ pou qrhsimopoioÔntai sth diadikasÐa
HLS, mèsw tou ergaleÐou opt2. Autèc perilambˆnoun teqnikèc ìpwc constant folding,
constant propagation, function inlining kai instruction combining. H function inlining,
eidikìtera, diadramatÐzei shmantikì rìlo, kaj¸c epitrèpei th diˆdosh stajer¸n mèsw twn
paramètrwn sunart sewn kai thn antikatˆstash metablht¸n apeujeÐac sto s¸ma thc su-
nˆrthshc, dieukolÔnontac thn akribèsterh anˆlush twn brìqwn. Me autìn ton trìpo
diasfalÐzetai ìti oi metablhtèc elègqou antanakloÔn sugkekrimènec timèc thc sunˆrth-
shc kai kajÐstatai dunat  h akrib c ektÐmhsh tou pl jouc twn entol¸n stouc brìqouc.
Tèloc, èna prosarmosmèno LLVM pass analÔei to beltistopoihmèno IR gia na sullèxei

1Se aut  thn ergasÐa qrhsimopoi jhke h èkdosh LLVM 14.0.5.
2LLVM Optimizer

xxxvii



Brief Description of the Proposed Frameworks in Greek

tic epijumhtèc plhroforÐec sqetikˆ me ta action points tou pur na. Gia parˆdeigma, ìpwc
faÐnetai sto Sq ma 4, to stˆdio autì entopÐzei ìti to mègejoc tou monodiˆstatou pÐnaka
A eÐnai 16, en¸ o brìqoc L1 èqei trip-count Ðso me 8.

B ma 2. Design Space Generation

Axiopoi¸ntac tic upologistikèc kai domikèc plhroforÐec apì to B ma 1, to B ma 2 dh-
miourgeÐ kai exereunˆ ton q¸ro sqediasmoÔ twn directives gia diaforetikˆ FPGAs kai
suqnìthtec leitourgÐac. H diadikasÐa HLS ekteleÐtai gia kˆje sunduasmì kai sullègontai
basikèc metrikèc, ìpwc h kajustèrhsh sqedÐou (se kÔklouc rologioÔ), o qrìnoc ektèleshc
HLS (se deuterìlepta) kai metrikèc pìrwn, ìpwc h qr sh Block RAMs (BRAMs), Digital
Signal Processing units (DSPs), Flip-Flops (FFs) kai Look-Up Tables (LUTs). To stˆdio
autì apoteleÐ ton pur na tou GN
SIS, kaj¸c dhmiourgeÐ autìmata ton q¸ro sqediasmoÔ
gia kˆje efarmog , parˆgontac èna ploÔsio sÔnolo enallaktik¸n sqedÐwn. Arqikˆ, o
q¸roc sqediasmoÔ twn directives, ìpwc faÐnetai sto 2A , orÐzetai ¸ste na perilambˆnei
ìlec tic dunatèc epilogèc pou mporoÔn na efarmostoÔn se kˆje action point.

'Estw èna action point pÐnaka me N diastˆseic, ìpou to mègejoc kˆje diˆstashc èqei  dh
upologisteÐ, ìpwc perigrˆfetai sthn Enìthta . Treic diaforetikoÐ tÔpoi array partitioning
directives, dhlad  Complete, Cyclic kai Block, efarmìzontai se kˆje diˆstash. Gia ta
Cyclic kai Block, o parˆgontac diamerismoÔ orÐzetai wc dÔnamh tou 2 kai eÐnai mikrìteroc
apì to mègejoc thc diˆstashc. Gia parˆdeigma, gia to action point tou pÐnaka A sto
Sq ma 4, oi diajèsimec epilogèc perilambˆnoun Complete, kaj¸c kai Block kai Cyclic me
parˆgontec 2, 4, 6 kai 8. Gia ta action points brìqwn, me bˆsh to trip-count, efarmìzontai
treic kathgorÐec directives: Pipeline, Pipeline II=1 kai Unroll. H diaforˆ metaxÔ Pipeline
kai Pipeline II=1 ègkeitai sto Initiation Interval (II). To Pipeline epitrèpei sto Vitis
HLS na kajorÐsei to bèltisto II me bˆsh qronikoÔc periorismoÔc, en¸ to Pipeline II=1
jètei rhtˆ to II Ðso me 1, epidi¸kontac mègisth apìdosh me ekkÐnhsh nèac epanˆlhyhc se
kˆje kÔklo rologioÔ. Wstìso, aut  h epilog  eÐnai pio apaithtik  lìgw austhrìterwn
periorism¸n qronismoÔ kai exart sewn. Gia ta Unroll, o parˆgontac apotÔlixhc orÐzetai
me parìmoio trìpo ìpwc kai stouc parˆgontec diamerismoÔ. Gia parˆdeigma, gia ton brìqo
L1, mporoÔn na efarmostoÔn ta Pipeline, Pipeline II=1 kai Unroll me parˆgontec 2, 4
kai 8. Tèloc, an jewr soume ìti o phgaÐoc k¸dikac perièqei K action points kai Dk

eÐnai to sÔnolo twn directives pou efarmìzontai sto action point k, tìte o sunolikìc
q¸roc sqedÐashc D dÐnetai apì th sqèsh D = D1 � D 2 � D 3 � � � � � D K . Gia parˆdeigma,
an upˆrqoun 9 dunatèc epilogèc gia èna action point pÐnaka kai 5 gia kˆje action point
brìqou, tìte o sunolikìc arijmìc diamorf¸sewn directives ston q¸ro D anèrqetai se
225.
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AfoÔ oloklhrwjeÐ o orismìc tou D, xekinˆ h diadikasÐa dhmiourgÐac sqedÐwn. Gia thn apo-
dotik  exereÔnhsh tou ektetamènou q¸rou diamorf¸sewn directives kai th sÔgklish proc
bèltistec lÔseic, qrhsimopoieÐtai ènac genetikìc algìrijmoc 2B. H mèjodoc aut  stoqe-
Ôei sthn elaqistopoÐhsh tìso thc kajustèrhshc ìso kai thc qr shc pìrwn, lambˆnontac
upìyh touc periorismoÔc tou FPGA. Gia ton skopì autì, axiopoieÐtai o algìrijmoc NSGA-
II [40], ulopoihmènoc sth biblioj kh PyMOO [41], gia thn plo ghsh ston q¸ro lÔsewn.
O NSGA-II eÐnai ènac eurèwc qrhsimopoioÔmenoc genetikìc algìrijmoc, gnwstìc gia thn
apofug  topik¸n bèltistwn kai th gr gorh sÔgklish se uyhl c poiìthtac lÔseic, lei-
tourg¸ntac se pollaplèc genièc kai diathr¸ntac tic kalÔterec diamorf¸seic gia epìmenec
epanal yeic. Kˆje geniˆ perilambˆnei trÐa basikˆ stˆdia: A) arqikopoÐhsh enìc plhju-
smoÔ diamorf¸sewn, B) efarmog  aut¸n twn diamorf¸sewn ston phgaÐo k¸dika mèsw
enìc source-to-source compiler2C, ektèlesh thc diadikasÐac HLS gia to FPGA qrhsi-

mopoi¸ntac to Xilinx/AMD Vitis 2D 3 se prokajorismènh suqnìthta rologioÔ 4, kai C)
qr sh twn apotelesmˆtwn gia thn kajod ghsh tou NSGA-II sth dhmiourgÐa beltiwmènwn
diamorf¸sewn gia thn epìmenh geniˆ. Kˆje diamìrfwsh directives pou odhgeÐ se sqèdio
pou uperbaÐnei touc pìrouc tou FPGA   apaiteÐ mh apodektì qrìno ektèleshc HLS (1
¸ra) epishmaÐnetai katˆllhla. H diadikasÐa beltistopoÐhshc orÐzetai me mègejoc plhju-
smoÔ 40 kai ekteleÐtai gia 24 genièc. Gia th beltÐwsh thc apodotikìthtac, oi upoy fiec
lÔseic axiologoÔntai parˆllhla. QrhsimopoieÐtai o telest c random gia deigmatolhyÐa
kai epilog , o simulated binary gia crossover, kai o polynomial gia mutation. Sugke-
krimèna, gia ton telest  random sampling, h pijanìthta metˆllaxhc (prob) orÐzetai se
0.1. O telest c random selection den apaiteÐ epiplèon paramètrouc. Gia ton telest 
simulated binary crossover, h pijanìthta crossover (prob) orÐzetai se 1.0, exasfalÐzontac
ìti pragmatopoieÐtai pˆnta, en¸ o deÐkthc katanom c (eta) tÐjetai Ðsoc me 15. Tèloc, gia
ton telest  polynomial mutation, o deÐkthc katanom c (eta) orÐzetai se 20, epitrèpontac
elegqìmenec metallˆxeic pou diathroÔn th diaforetikìthta. Kaj¸c kˆje diadikasÐa HLS
apaiteÐ shmantikoÔc pìrouc RAM, mìno 10 sqèdia axiologoÔntai parˆllhla se kˆje ge-
niˆ. Me mègisto qrìno ektèleshc 1 ¸ra, h pl rhc dhmiourgÐa tou sunìlou dedomènwn gia
mÐa efarmog , se èna sugkekrimèno FPGA kai suqnìthta, mporeÐ na diarkèsei èwc kai 96
¸rec sth qeirìterh perÐptwsh. Gia thn exasfˆlish apodotik c sÔgklishc, orÐzetai epÐshc
èna ìrio anoq c Ðso me 0:0025 gia tic timèc twn sunart sewn. H diadikasÐa termatÐzetai
ìtan h diaforˆ stic timèc stìqou metaxÔ diadoqik¸n gene¸n pèsei kˆtw apì autì to ìrio,
epitrèpontac gr gorh sÔgklish se sqedìn bèltistec lÔseic.

3Se aut  thn ergasÐa qrhsimopoi jhke h èkdosh Xilinx/AMD Vitis HLS 2021.1.
4Tìso to FPGA ìso kai h epijumht  suqnìthta kajorÐzontai se èna arqeÐo .tcl pou parèqetai sto

Vitis katˆ th diadikasÐa HLS.
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B ma 3. Data Analysis

Metˆ th dhmiourgÐa tou q¸rou sqediasmoÔ gia mÐa efarmog  se pollaplˆ FPGAs kai su-
qnìthtec sto B ma 2, to B ma 3 perilambˆnei thn ektèlesh miac seirˆc analÔsewn gia thn
exagwg  bajÔterwn sumperasmˆtwn apì ta sulleqjènta dedomèna. Arqikˆ, pragmatopoie-
Ðtai mia melèth sunjesimìthtac3A . 'Ena sqèdio jewreÐtai sunjèsimo ìtan oloklhr¸nei
epituq¸c th diadikasÐa metagl¸ttishc HLS kai parˆgei anaforèc kajustèrhshc kai qr shc
pìrwn, en¸ èna mh sunjèsimo sqèdio apotugqˆnei na metaglwttisteÐ   uperbaÐnei to qro-
nikì ìrio thc mÐac ¸rac, me apotèlesma thn apousÐa anafor¸n. MetaxÔ twn sunjèsimwn
sqedÐwn, èna efiktì sqèdio eÐnai autì pou qwrˆ entìc twn diajèsimwn pìrwn BRAM, DSP,
FF kai LUT tou FPGA, en¸ èna mh efiktì sqèdio uperbaÐnei toulˆqiston ènan apì autoÔc
touc periorismoÔc, parìlo pou èqei suntejeÐ epituq¸c. Me bˆsh aut  thn kathgoriopo-
Ðhsh, upologÐzontai kai optikopoioÔntai ta posostˆ sunjèsimwn, efikt¸n kai mh efikt¸n
sqedÐwn gia peraitèrw axiolìghsh. Gia ta efiktˆ sunjèsima sqèdia, analÔetai h katanom 
twn metrik¸n QoR 3B, prokeimènou na exaqjoÔn sumperˆsmata sqetikˆ me tic timèc e-
ntìc tou q¸rou sqediasmoÔ. Oi metrikèc QoR perilambˆnoun thn kajustèrhsh sqedÐou (se
msec), ton qrìno ektèleshc thc diadikasÐac HLS (se sec), kaj¸c kai ta posostˆ qr shc
twn pìrwn BRAM, DSP, FF kai LUT. Tèloc, gia ta sqèdia autˆ, prosdiorÐzontai ta
Pareto frontiers metaxÔ kajustèrhshc kai qr shc pìrwn gia kˆje suskeu  kai suqnìth-
ta stìqo, kai optikopoioÔntai ¸ste na anadeiqjoÔn oi sumbibasmoÐ metaxÔ apìdoshc kai
qr shc pìrwn 3C.

To Sq ma 5 parousiˆzei thn anˆlush dedomènwn gia thn efarmog  LavaMD (T) apì to
RodiniaHLS, h opoÐa suntèjhke gia to UltraScale+ MPSoC ZCU104 FPGA me suqnìthta
stìqo 100 MHz. Qrhsimopoi¸ntac to plaÐsio GN
SIS, axiolog jhkan sunolikˆ 942 sh-
meÐa sqediasmoÔ. 'Opwc faÐnetai sto Sq ma 5, to 66.1% aut¸n jewr jhke efiktì, dhlad 
h diadikasÐa HLS oloklhr¸jhke epituq¸c kai ta sqèdia ikanopoioÔsan touc periorismoÔc
pìrwn tou FPGA. AntÐjeta, to 31.1% twn dokimasmènwn sunduasm¸n directives apètu-
qe sth sÔnjesh, kurÐwc lìgw uperbolikˆ megˆlou qrìnou ektèleshc HLS, pou od ghse
se termatismì thc diadikasÐac. Tèloc, mìno to 2.8% twn sqedÐwn  tan sunjèsimo al-
lˆ uperèbaine touc diajèsimouc pìrouc tou FPGA, kajist¸ntac to mh efiktì. To Ðdio
sq ma parousiˆzei epÐshc tic basikèc metrikèc QoR gia ta efiktˆ sqèdia. Gia thn efar-
mog  LavaMD (T), h kajustèrhsh kumaÐnetai apì 79.6 msec èwc 1.85 sec, me mèso ìro
491.7 msec kai tupik  apìklish 483.9 msec, gegonìc pou upodeiknÔei megˆlh diakÔman-
sh sthn apìdosh. Parìmoia eikìna parathreÐtai kai ston qrìno ektèleshc thc diadika-
sÐac HLS, o opoÐoc kumaÐnetai apì 2.1 èwc 53.3 leptˆ, proseggÐzontac to ìrio thc mÐac
¸rac, me mèso ìro 8.6 leptˆ. H qr sh pìrwn BRAM% kai DSP% paramènei qamhl ,
me mèsec timèc 2.4% kai 2.8% antÐstoiqa. AntÐjeta, oi eurÔterec katanomèc twn FF%
kai LUT%, me timèc apì 2% èwc 71% kai apì 7% èwc 98% antÐstoiqa, anadeiknÔoun th
shmantik  metablhtìthta stic apait seic logik¸n pìrwn metaxÔ twn beltistopoihmènwn
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Sq ma 5.: Anˆlush dedomènwn gia thn efarmog  LavaMD (T), suntejeimènh gia to UltraScale+
ZCU104 FPGA se suqnìthta 100 MHz.

sqedÐwn.

To SÔnolo Dedomènwn GN
SIS

Axiopoi¸ntac th mejodologÐa, anaptÔssoume to sÔnolo dedomènwn GN
SIS, èna anoiqtoÔ
k¸dika sÔnolo HLS DSE pou perilambˆnei pur nec apì dhmofil  benchmark suites kai
apojet ria efarmog¸n sto GitHub. O PÐnakac 1 parousiˆzei basikèc plhroforÐec gia
touc sullegmènouc pur nec, ìpwc: a) to ìnoma tou pur na, b) thn phg  proèleushc, g)
mia sÔntomh perigraf , d) ton arijmì twn action points ston phgaÐo k¸dika (dhl¸seic
pinˆkwn kai brìqwn), kai e) to sunolikì pl joc sqedÐwn pou sullèqjhkan gia ta exe-
tazìmena FPGAs kai suqnìthtec. To sÔnolo dedomènwn perilambˆnei phgaÐouc k¸dikec
apì 55 epilegmènouc pur nec proerqìmenouc apì ta Machsuite [42], RodiniaHLS [43] kai
to GitHub. 'Opwc faÐnetai ston PÐnaka 1, oi pur nec autoÐ kalÔptoun èna eurÔ fˆsma
efarmog¸n. Oi basikèc kathgorÐec perilambˆnoun Machine Learning and Data Analytics,
me parˆdeigma thn Backward Propagation se ekpaÐdeush neurwnik¸n diktÔwn; Scienti�c
Computing and Simulation, ìpwc prosomoi¸seic Computational Fluid Dynamics (CFD);
Image and Signal Processing, me efarmogèc ìpwc to Kalman Filter; Mathematical Com-
putation and Linear Algebra, ìpwc o pollaplasiasmìc pinˆkwn; kaj¸c kai ˆllec efarmo-
gèc, ìpwc to Radix Sort. AxioshmeÐwto eÐnai ìti to RodiniaHLS perilambˆnei pollaplèc
ulopoi seic thc Ðdiac efarmog c, gia tic opoÐec qrhsimopoioÔntai eidikoÐ deÐktec diaforopo-
Ðhshc. Gia parˆdeigma, to LavaMD (T) eÐnai mia efarmog  apì to RodiniaHLS pou ekteleÐ
prosomoÐwsh moriak c dunamik c. H sugkekrimènh ulopoÐhsh efarmìzei loop tiling gia th
beltÐwsh thc apìdoshc, perilambˆnei 13 action points kai axiolog jhkan sunolikˆ 5685
sqèdia. Parìlo pou perilambˆnontai diaforetikèc ekdìseic thc Ðdiac efarmog c, autèc
diafèroun ston arijmì twn action points, gegonìc pou upodeiknÔei ousiastikèc diaforo-
poi seic ston phgaÐo k¸dika.

To 74% twn pur nwn proèrqetai apì to RodiniaHLS, kaj¸c oi efarmogèc tou èqoun
sqediasteÐ ¸ste na anaparistoÔn realistikˆ upologistikˆ fortÐa [44]. Oi pur nec tou
GN
SIS parousiˆzoun megˆlh poikilÐa se action points, apì 1 sthn efarmog  Vector Mult.
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PÐnakac 1.: Perigraf  pur nwn sto sÔnolo dedomènwn GN
SIS
Kernel Source Description #Action Points #Designs

GEMM 1 Machsuite Matrix Multiplication using Tiling 5 3736
GEMM 2 Machsuite Matrix Multiplication 3 1710
MD KNN Machsuite Molecular Dynamics Simulation 2 288

Radix Sort Machsuite Integer Sorting Algorithm 10 5561
SPMV Machsuite Sparse Matrix-Vector Multiplication 2 240

Stencil2D 1 Machsuite 2D Stencil Computation 4 1437
Stencil3D Machsuite 3D Stencil Computation 9 5032

Viterbi Machsuite Probable Sequence Identi�cation based on Series of Observations 8 4718
Backprop. 1 (B) RodiniaHLS Backward Propagation in NN Training (Baseline) 2 240
Backprop. 2 (B) RodiniaHLS Forward Propagation in NN Training (Baseline) 6 4944
Backprop. 1 (T) RodiniaHLS Backward Propagation in NN Training (Tiling) 10 5140

Hotspot (B) RodiniaHLS Thermal Simulation (Baseline) 3 1287
Hotspot (T) RodiniaHLS Thermal Simulation (Tiling) 8 5156
Hotspot (P) RodiniaHLS Thermal Simulation (Pipelining) 10 5755
Hotspot (U) RodiniaHLS Thermal Simulation (Unrolling) 19 5754
KMeans (B) RodiniaHLS K-Means Clustering (Baseline) 3 766
KMeans (T) RodiniaHLS K-Means Clustering (Tiling) 12 5702
KMeans (P) RodiniaHLS K-Means Clustering (Pipelining) 14 5701
KMeans (U) RodiniaHLS K-Means Clustering (Unrolling) 16 5670

KNN (B) RodiniaHLS K-Nearest Neighbors (Baseline) 2 144
KNN (T) RodiniaHLS K-Nearest Neighbors (Tiling) 7 4506
KNN (P) RodiniaHLS K-Nearest Neighbors (Pipelining) 8 4900
KNN (U) RodiniaHLS K-Nearest Neighbors (Unrolling) 9 5462
KNN (D) RodiniaHLS K-Nearest Neighbors (Double Bu�ering) 11 4317
KNN (C) RodiniaHLS K-Nearest Neighbors (Coalescing) 12 5676

CFD Flux (B) RodiniaHLS Computational Fluid Dynamics Simulation (Baseline) 3 192
CFD SF (B) RodiniaHLS Computational Fluid Dynamics Simulation (Baseline) 1 48
CFD SF (T) RodiniaHLS Computational Fluid Dynamics Simulation (Tiling) 4 3617
CFD SF (P) RodiniaHLS Computational Fluid Dynamics Simulation (Pipelining) 7 3010
CFD SF (U) RodiniaHLS Computational Fluid Dynamics Simulation (Unrolling) 8 4944
CFD SF (D) RodiniaHLS Computational Fluid Dynamics Simulation (Double Bu�ering) 18 5595
CFD SF (C) RodiniaHLS Computational Fluid Dynamics Simulation (Coalescing) 20 5754

Dilate (B) RodiniaHLS Image Dilation (Baseline) 5 2388
Dilate (T) RodiniaHLS Image Dilation (Tiling) 12 5656

Dilate 1 (P) RodiniaHLS Image Dilation (Pipelining) 17 5600
Dilate 2 (P) RodiniaHLS Image Dilation (Pipelining) 26 5760
LavaMD (B) RodiniaHLS Molecular Dynamics Simulation (Baseline) 6 3617

LavaMD 1 (T) RodiniaHLS Molecular Dynamics Simulation (Tiling) 13 5685
LavaMD 2 (T) RodiniaHLS Molecular Dynamics Simulation (Tiling) 14 5739
LavaMD (P) RodiniaHLS Molecular Dynamics Simulation (Pipelining) 14 5695

LC Gicov (B) RodiniaHLS Leukocyte Detection using GICOV Method (Baseline) 11 4524
LC Mgvf (B) RodiniaHLS Leukocyte Detection using MGVF Method (Baseline) 3 1388

Lud (T) RodiniaHLS LU Decomposition (Tiling) 46 5760
PFinder (B) RodiniaHLS Grid Traversal using Path�nder (Baseline) 6 4320
PFinder (D) RodiniaHLS Grid Traversal using Path�nder (Double Bu�ering) 8 4791
SCluster (B) RodiniaHLS Streaming K-Median Clustering (Baseline) 2 384
SCluster (T) RodiniaHLS Streaming K-Median Clustering (Tiling) 14 5667
SCluster (P) RodiniaHLS Streaming K-Median Clustering (Pipelining) 15 5429
SCluster (D) RodiniaHLS Streaming K-Median Clustering (Double Bu�ering) 18 5196
SCluster (C) RodiniaHLS Streaming K-Median Clustering (Coalescing) 20 5678

Kalman Filter GitHub Signal Smoothing 13 5760
Vector Mult. GitHub Vector Multiplication 1 48

Stencil 1D GitHub 1D Stencil Computation 1 48
Stencil 2D 2 GitHub 2D Stencil Computation 4 5142
Matrix Mult. GitHub Matrix Multiplication 4 3744
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èwc 46 sthn Lud (T), me mèso ìro perÐpou 10. AnalÔontac peraitèrw ta action points,
to sÔnolo dedomènwn perilambˆnei pÐnakec (ulopoihmènouc se programmatizìmenh logik )
pou kumaÐnontai apì 0 èwc 22, me mègisth diˆstash 2. Oi domèc brìqwn kumaÐnontai apì 1
èwc 26, me mègisto bˆjoc emf¸leushc Ðso me 5. Epiplèon, h anˆlush tou phgaÐou k¸dika
parèqei plhroforÐec gia arijmhtikèc prˆxeic (p.q. ADD, FMUL) kai prospelˆseic mn mhc
(p.q. LOAD). To sÔnolo dedomènwn apokalÔptei eureÐa katanom  arijmhtik¸n prˆxewn,
apì 708 èwc 18.3B, kai prospelˆsewn mn mhc, apì 2.5K èwc 11.5B, anadeiknÔontac thn
poikilÐa twn upologistik¸n apait sewn twn efarmog¸n.

The GN
SIS perilambˆnei design points pou stoqeÔoun se eterogeneÐc FPGA platfìrmec.
Sugkekrimèna, exetˆzei dÔo FPGA suskeuèc me diaforetikˆ qarakthristikˆ pìrwn: a) to
periorismènwn pìrwn UltraScale+ MPSoC ZCU104, kai b) to Alveo U200, mia suskeu 
uyhl¸n epidìsewn gia datacenter peribˆllonta. To ZCU104 diajètei 624 Block RAMs
(BRAMs), 1728 Digital Signal Processing units (DSPs), 461K Flip-Flops (FFs) kai 231K
Look-Up Tables (LUTs). AntÐstoiqa, to U200 prosfèrei 6:9� perissìtera BRAMs, 3:96�
perissìtera DSPs kai 5:1� perissìtera FFs kai LUTs se sqèsh me to ZCU104. Epiplèon
thc poikilÐac suskeu¸n, oi efarmogèc axiologoÔntai se treic diaforetikèc suqnìthtec
rologioÔ: a) 100 MHz, b) 200 MHz kai g) 300 MHz. Autì odhgeÐ se èxi diaforetikˆ senˆria
gia kˆje efarmog , trÐa gia kˆje FPGA. H st lh #Designs ston PÐnaka 1 parousiˆzei
to sunolikì pl joc design points anˆ efarmog . O arijmìc twn paragìmenwn designc
diafèrei shmantikˆ, apì 48 designs (p.q. CFD SF (B), lìgw periorismènou design space)
èwc 5760 designc (p.q. Lud (T), lìgw auxhmènwn action points). Sunolikˆ, h paragwg 
twn 219K design points di rkese pˆnw apì dÔo qrìnia, anadeiknÔontac to uyhlì kìstoc
dhmiourgÐac tètoiwn datasets.

To Sq ma 6 sunoyÐzei thn anˆlush QoR tou dataset. O katakìrufoc ˆxonac antistoiqeÐ
se diaforetikˆ QoR metricc, en¸ o orizìntioc ˆxonac parousiˆzei tic efarmogèc. Suno-
likˆ, 81.5% twn designc eÐnai feasible, 16.7% den eÐnai synthesizable kai 1.8% den eÐnai
feasible. Ta mh synthesizable kai mh feasible designs proèrqontai kurÐwc apì arqikèc
epanal yeic tou GA-based Directives Con�guration Generator, ìpou oi diamorf¸seic pa-
rˆgontai tuqaÐa. Kaj¸c proqwrˆ h beltistopoÐhsh me NSGA-II, h diadikasÐa kateujÔnetai
proc qamhlìterh kajustèrhsh kai meiwmènh katanˆlwsh pìrwn upì touc periorismoÔc tou
FPGA, belti¸nontac to feasibility. Oi timèc kajustèrhshc kumaÐnontai apì 0.03 �s èwc
201.3 s, me uyhl  tupik  apìklish 3:6 � 10 3, gegonìc pou deÐqnei megˆlh metablhtìthta
epidìsewn. AntÐstoiqa, o qrìnoc ektèleshc tou HLS kumaÐnetai apì 21 s èwc to ìrio
thc 1 ¸rac. Katˆ mèso ìro, kˆje design point apaiteÐ perÐpou 12.5 leptˆ gia synthesis.
Sunolikˆ, h paragwg  tou pl rouc design space gia mÐa efarmog  se sugkekrimèno FPGA
kai suqnìthta apaiteÐ perÐpou 20 ¸rec.

'Oson aforˆ thn axiopoÐhsh twn BRAMs, parathroÔme mia eureÐa katanom  me mèsh tim 
13%, gegonìc pou anadeiknÔei ìti ta designc sto GN
SIS parousiˆzoun megˆlh poikilÐa
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wc proc th qr sh pìrwn. Orismènec efarmogèc emfanÐzoun polÔ sten  katanom  gÔrw
sto 1%, ìpwc ta perissìtera kernelc tou Machsuite kai orismènec baseline ulopoi seic
apì to RodiniaHLS. Autì sumbaÐnei epeid  ta sugkekrimèna kernels leitourgoÔn pˆnw se
arrays pou apojhkeÔontai sth global device memory. Dedomènou ìti ta directives par-
titioning efarmìzontai mìno se arrays pou brÐskontai sto Programmable Logic (PL), h
qr sh twn BRAMs paramènei sqedìn amelhtèa. Mia akìmh shmantik  parat rhsh apì thn
katanom  twn BRAMs eÐnai ìti to RodiniaHLS, lìgw thc qr shc beltistopoi sewn ìpwc
to tiling, apojhkeÔei dedomèna se in-memory arrays. Autì odhgeÐ se ekdìseic efarmog¸n
pou ephreˆzontai perissìtero apì memory-related directives, epitrèpontac th dhmiourgÐa
pio antiproswpeutik¸n designs se sqèsh me ˆlla benchmark suites. H axiopoÐhsh twn
DSPs parousiˆzei epÐshc eureÐa katanom , parìmoia me aut  twn BRAMs, me mèsh tim 
4%. ParathroÔme megalÔterh diakÔmansh sth qr sh DSPs se efarmogèc pou perilam-
bˆnoun pollaplasiasmoÔc kai diairèseic, ìpwc oi ekdìseic Tiling, Pipeline kai Unroll thc
efarmog c KMeans, kaj¸c kai se kernels me Multiply-Accumulate (MAC) prˆxeic, ìpwc
h efarmog  Backprop. 1 (T) apì to RodiniaHLS, oi opoÐec sun jwc qartografoÔntai
se DSP units sto HLS. Epiplèon, parathroÔme ìti ìso auxˆnontai oi beltistopoi seic se
mia oikogèneia efarmog¸n tou RodiniaHLS, tìso auxˆnetai h pijanìthta qr shc DSPs,
odhg¸ntac se pio eureÐa katanom . H mèsh axiopoÐhsh gia ta FFs kai ta LUTs eÐnai 7% kai
15% antÐstoiqa. H uyhlìterh axiopoÐhsh twn LUTs se sqèsh me touc DSPs apodÐdetai
ston rìlo touc wc basik¸n domik¸n stoiqeÐwn, kaj¸c qrhsimopoioÔntai kurÐwc gia thn
ulopoÐhsh sunduastik c logik c. Dedomènou ìti h perissìterh logik  elègqou, oi upolo-
gismoÐ dieujÔnsewn kai oi èlegqoi sunjhk¸n qartografoÔntai se LUTs, h axiopoÐhs  touc
paramènei stajerˆ uyhl . AntÐstoiqa, ta FFs emfanÐzoun pio diaforopoihmènh katanom 
axiopoÐhshc se sqèsh me ta BRAMs, kaj¸c qrhsimopoioÔntai wc kataqwrhtèc gia thn a-
poj keush endiˆmeswn tim¸n, th diaqeÐrish twn pipeline stadÐwn kai ton èlegqo shmˆtwn,
kajist¸ntac ta krÐsima gia èna eurÔ fˆsma efarmog¸n.

EpÐlogoc

H paroÔsa ergasÐa parousÐase to GN
SIS, èna anoiktoÔ k¸dika sÔnolo dedomènwn gia
HLS, to opoÐo perilambˆnei 219K design pointc apì 55 efarmogèc se diaforetikˆ FPGAs
kai suqnìthtec rologioÔ. Gia thn upost rixh thc dhmiourgÐac tou dataset, anaptÔxame
èna automatopoihmèno framework pou axiopoieÐ tic teqnologÐec LLVM kai Vitis-HLS, epi-
trèpontac thn exereÔnhsh tou design space me elˆqisth qeirokÐnhth parèmbash kai exasfa-
lÐzontac prosarmostikìthta se diaforetikˆ benchmark suites, suskeuèc kai suqnìthtec.
Parèqontac tìso èna oloklhrwmèno dataset ìso kai èna euèlikto framework, to GN
SIS
aplopoieÐ th beltistopoÐhsh efarmog¸n gia FPGA, enisqÔontac thn prosbasimìthta kai
thn kainotomÐa sthn koinìthta tou HLS.

xliv



Brief Description of the Proposed Frameworks in Greek

Sq ma 6.: Sugkentrwtikˆ QoR Metrics gia ìlec tic diajèsimec efarmogèc sto GN
SIS
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MontelopoÐhsh se EpÐpedo Gl¸ssac gia HLS

Eisagwg 

S mera, to pedÐo tou Deep Learning kai tou Natural Language Processing (NLP) parou-
siˆzei shmantik  prìodo, idiaÐtera me thn emfˆnish twn Large Language Models (LLMs),
ìpwc ta Generative Pre-trained Transformers (GPT) [5]. Ta LLMs apoteloÔn mia kath-
gorÐa montèlwn bajiˆc mˆjhshc me terˆstio arijmì paramètrwn, ta opoÐa ekpaideÔontai se
megˆlhc klÐmakac sÔnola keimènwn, epitrèpontˆc touc na ekteloÔn èna eurÔ fˆsma erga-
si¸n katanìhshc kai paragwg c fusik c gl¸ssac me uyhl  akrÐbeia. An kai arqikˆ sqe-
diˆsthkan gia glwssikèc efarmogèc, ìpwc question answering kai language inference [45],
ta LLMs èqoun epektajeÐ kai se ergasÐec pou sqetÐzontai me ton programmatismì. En-
deiktikˆ paradeÐgmata perilambˆnoun to GitHub Copilot [46], to opoÐo parèqei protˆseic
autìmathc sumpl rwshc se pragmatikì qrìno, to Facebook TransCoder [47], èna mh e-
piblepìmeno sÔsthma metˆfrashc phgaÐou k¸dika metaxÔ glwss¸n programmatismoÔ, kai
to Microsoft CodeBERT [4], èna montèlo pou mporeÐ na prosarmosteÐ se èna eurÔ fˆsma
ergasi¸n sqetik¸n me ton k¸dika.

H taqeÐa aut  uiojèthsh twn LLMs gia anˆlush phgaÐou k¸dika kai ergasÐec anˆptuxhc
logismikoÔ dhmiourgeÐ nèec eukairÐec gia axiopoÐhs  touc se pio exeidikeumèna pedÐa. Su-
gkekrimèna, ston tomèa tou programmatismoÔ FPGA me qr sh glwss¸n uyhloÔ epipèdou
(p.q. High-Level Synthesis), aut  h metatìpish epitrèpei thn axiopoÐhsh twn LLMs gia
thn aÔxhsh tou epipèdou afaÐreshc kai th meÐwsh thc poluplokìthtac tou sqediasmoÔ
ulikoÔ. Mèsw thc paroq c �on-the-�y� upodeÐxewn katˆ th suggraf  k¸dika, kajÐstatai
dunat  h axiolìghsh kai beltistopoÐhsh efarmog¸n High-Level Synthesis (HLS) se prag-
matikì qrìno. AxioshmeÐwto eÐnai ìti h tˆsh gia anˆptuxh ulikoÔ me th bo jeia LLMs
enisqÔetai kai apì thn parousÐash tou ChipNeMo apì th NVIDIA sto ICCAD 2023, enìc
montèlou prosarmosmènou ston tomèa tou sqediasmoÔ oloklhrwmènwn kuklwmˆtwn, to
opoÐo leitourgeÐ wc proswpikìc bohjìc gia sqediastèc [48].

Oi programmatistèc beltistopoioÔn thn ektèlesh efarmog¸n gia FPGA qrhsimopoi¸ntac
HLS #pragmas (p.q. pipeline, loop unrolling) kai periorismoÔc gia na kajodhg soun th
sÔnjesh tou ulikoÔ. An kai ta sÔgqrona ergaleÐa HLS (p.q. Vitis) parèqoun autìma-
tec beltistopoi seic, autèc mporeÐ se orismènec peript¸seic na odhg soun se upobˆjmish
thc apìdoshc se sqèsh me thn ektèlesh se CPU. AntÐjeta, h qeirokÐnhth rÔjmish twn
#pragmac apì touc programmatistèc mporeÐ na epifèrei shmantikèc belti¸seic [32]. W-
stìso, apì thn pleurˆ tou sqediast , h akrib c ektÐmhsh thc epÐdrashc kˆje #pragma
sthn apìdosh kai qr sh pìrwn sto FPGA apoteleÐ mia idiaÐtera sÔnjeth diadikasÐa. I-
danikˆ, h axiolìghsh kˆje design point mèsw synthesis, P&R kai ektèleshc apeujeÐac
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sth suskeu  FPGA ja pareÐqe thn pio akrib  ektÐmhsh. Wstìso, aut  h diadikasÐa e-
Ðnai exairetikˆ qronobìra, lìgw thc uyhl c poluplokìthtac thc diadikasÐac paragwg c
ulikoÔ [22].

Parìlo pou prohgoÔmenec ereunhtikèc prospˆjeiec èqoun exetˆsei th montelopoÐhsh a-
pìdoshc gia HLS, parousiˆzoun sugkekrimènouc periorismoÔc. Ta analutikˆ montèla [49,
50] basÐzontai suqnˆ se aplopoi seic kai upojèseic sqetikˆ me thn teqnologÐa, thn ar-
qitektonik  ulikoÔ kai to logismikì, oi opoÐec den apotup¸noun pl rwc thn poluplo-
kìthta pragmatik¸n efarmog¸n HLS kai FPGA. AntÐstoiqa, proseggÐseic basismènec se
ML/NN [51�54] kai GNN [25, 34, 55, 56] sthrÐzontai sun jwc sthn Intermediate Repre-
sentation (IR) tou phgaÐou k¸dika, me apotèlesma na mhn mporoÔn na apotup¸soun thn
epÐdrash twn beltistopoi sewn pou dhl¸nontai wc #pragmas [34],   na apaitoÔn polÔplo-
kec diadikasÐec gia na to epitÔqoun (p.q. HLS-IR me enswmˆtwsh tou Vitis HLS) [55]. Sto
plaÐsio enìc pio �agile hardware development process� [34], pou apaiteÐ gr gorh kai akri-
b  axiolìghsh thc poiìthtac kuklwmˆtwn apì ta pr¸ta stˆdia sqediasmoÔ, o ap¸teroc
stìqoc eÐnai h montelopoÐhsh kai h ektÐmhsh tou feasibility tou design se uyhlìtera epÐpeda
afaÐreshc. Idanikˆ, autì ja prèpei na epitugqˆnetai apeujeÐac apì ton phgaÐo k¸dika, epi-
trèpontac stouc programmatistèc na lambˆnoun se pragmatikì qrìno protˆseic beltisto-
poÐhshc katˆ th suggraf  k¸dika, qwrÐc thn anˆgkh ektèleshc qronobìrwn diadikasi¸n
sÔnjeshc.

Se autì to kefˆlaio, proteÐnoume mia prosèggish montelopoÐhshc apìdoshc kai qr shc
pìrwn se epÐpedo gl¸ssac gia HLS. H lÔsh mac axiopoieÐ thn arqitektonik  Transformer
gia thn prìbleyh metrik¸n QoR se efarmogèc HLS, lambˆnontac upìyh diˆforec bel-
tistopoi seic #pragma apeujeÐac apì ton phgaÐo k¸dika. Prìsfatec melètec, ìpwc
sto [38], diereunoÔn th montelopoÐhsh HLS se epÐpedo gl¸ssac mèsw �ne-tuning pro-
ekpaideumènwn LLMs (p.q. [4]), en¸ parìmoiec proseggÐseic èqoun efarmosteÐ kai sth
beltistopoÐhsh metaglwttist¸n [57]. Wstìso, tètoiec mèjodoi apaitoÔn shmantikoÔc u-
pologistikoÔc pìrouc qwrÐc na eÐnai safèc an prosfèroun antÐstoiqo ìfeloc, ìpwc e-
pishmaÐnetai sto [38]. AntÐjeta, deÐqnoume ìti mia pio stoqeumènh arqitektonik , eidikˆ
sqediasmènh gia HLS, parèqei akribèsterec kai pio sumfrazìmenec ektim seic apìdoshc
kai pìrwn. H ergasÐa aut  apoteleÐ thn pr¸th prosèggish montelopoÐhshc QoR apeu-
jeÐac se epÐpedo gl¸ssac, qwrÐc a) to kìstoc �ne-tuning enìc LLM kai b) thn anˆgkh
qr shc domik c plhroforÐac apì to epÐpedo tou metaglwttist , ìpwc apaitoÔn sÔgqronec
proseggÐseic basismènec se GNN [34,55,58]. Mèsa apì ekten  peiramatik  axiolìghsh, a-
nadeiknÔoume thn anapotelesmatikìthta twn proekpaideumènwn LLMs sthn katanìhsh thc
shmasiologÐac tou HLS. Tèloc, apodeiknÔoume ìti h proteinìmenh arqitektonik  epitug-
qˆnei perÐpou 96% akrÐbeia sthn prìbleyh efiktìthtac wc proc touc diajèsimouc pìrouc
kai, gia tic efiktèc peript¸seic, mèsh tim  � 0:91 sto R 2 gia thn prìbleyh twn metrik¸n
QoR.
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Sq ma 7.: DiadikasÐa Sullog c Dedomènwn

DiadikasÐa Sullog c Dedomènwn

Gia thn ekpaÐdeush tou glwssikoÔ mac montèlou, sullègoume èna antiproswpeutikì sÔno-
lo dedomènwn pou sundèei sugkekrimènouc phgaÐouc k¸dikec me tic antÐstoiqec metrikèc
apìdoshc kai qr shc pìrwn, upì thn efarmog  diaforetik¸n odhgi¸n HLS. Akolouj¸ntac
kajierwmènec praktikèc [25,34,38], sunjètoume ta sqèdiˆ mac gia èna sugkekrimèno FPGA
(UltraScale+ ZCU104) kai suqnìthta leitourgÐac 300 MHz.

I Synthesizable C/C++ Source Code Dataset: DhmiourgoÔme to sÔnolo dedo-
mènwn mac sullègontac perissìterec apì 100 efarmogèc C/C++ apì eurèwc anagnwri-
smèna benchmark suites thc koinìthtac, ìpwc ta Rodinia [44] kai Machsuite [42], kaj¸c
kai apì dhmìsia diajèsima apojet ria sto GitHub. Gia kˆje efarmog , entopÐzoume ton
phgaÐo k¸dika tou kernel 1 , dhlad  to tm ma pou ekteleÐtai sto FPGA, kai epalhje-
Ôoume th dunatìthta sÔnjes c tou 2 . Gia kˆje d lwsh pÐnaka kai dom  brìqou mèsa
ston phgaÐo k¸dika, shmei¸noume ta antÐstoiqa shmeÐa gia th fˆsh eisagwg c odhgi¸n
(directives annotation) 3 . Tèloc, sunjètoume to kernel qrhsimopoi¸ntac to AMD Vitis
HLS ( 4 ) ¸ste na exagˆgoume leptomereÐc metrikèc ulopoÐhshc, sumperilambanomènhc thc
kajustèrhshc se kÔklouc rologioÔ kai thc qr shc basik¸n pìrwn ulikoÔ ìpwc BRAM,
DSP, FF kai LUT. Oi timèc autèc apotup¸noun th sumperiforˆ tou sqediasmoÔ qwrÐc
thn efarmog  odhgi¸n HLS, parèqontac ètsi èna kajarì kai amerìlhpto shmeÐo anaforˆc.
Aut  h baseline ulopoÐhsh eÐnai aparaÐthth gia thn axiolìghsh opoiasd pote strathgi-
k c beltistopoÐhshc, kaj¸c epitrèpei thn posotikopoÐhsh twn belti¸sewn se apìdosh
kai apodotikìthta pìrwn mèsw thc sÔgkrishc twn beltistopoihmènwn sqediasm¸n me mia
ulopoÐhsh qwrÐc directives.

I Directive & QoR Metrics Dataset: Gia ton emploutismì tou sunìlou dedomènwn
mac, efarmìzoume diaforetikoÔc sunduasmoÔc directives stic jèseic pou epishmˆnjhkan
sto 3 kai sth sunèqeia pragmatopoioÔme sÔnjesh mèsw tou Vitis HLS. Estiˆzoume sta
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pipeline, unroll kai array_partition HLS directives, kaj¸c eÐnai gnwstì ìti èqoun
th megalÔterh epÐdrash sthn apìdosh [22, 49]. H diadikasÐa aut  parèqei tic antÐstoi-
qec metrikèc QoR gia kˆje design, sumperilambanomènwn thc apìdoshc kai twn posost¸n
qr shc pìrwn. Lìgw tou terˆstiou arijmoÔ pijan¸n sunduasm¸n directives 5 kai thc qro-
nobìrac diadikasÐac sÔnjeshc ulikoÔ, qrhsimopoioÔme mia genetik  prosèggish beltisto-
poÐhshc gia thn exereÔnhsh tou design space twn directives5 . Sugkekrimèna, epilÔoume
èna diplì prìblhma beltistopoÐhshc, dhlad  thn elaqistopoÐhsh thc kajustèrhshc tou
sqediasmoÔ kai thc qr shc pìrwn, thr¸ntac parˆllhla touc periorismoÔc tou FPGA.
Gia ton skopì autì, axiopoioÔme ton algìrijmo NSGA-II [40] pˆnw apì to Vitis HLS,
me mègejoc plhjusmoÔ 40 con�gurations kai sunolikˆ 24 genièc. Eˆn kˆpoio con�gu-
ration parˆgei sqediasmì pou uperbaÐnei touc diajèsimouc pìrouc   apaiteÐ mh praktikì
qrìno sÔnjeshc (> 1 ¸ra), qarakthrÐzetai wc mh efikt . H parapˆnw diadikasÐa odh-
geÐ sth dhmiourgÐa diaforetik¸n parallag¸n phgaÐou k¸dika anˆ kernel (6 ), kajemÐa me
diaforetikoÔc sunduasmoÔc directives kai tic antÐstoiqec metrikèc, ìpwc h klˆsh efiktìth-
tac, to speedup (dhlad  o lìgoc thc kajustèrhshc tou mh beltistopoihmènou kernel 4
proc thn kajustèrhsh thc parallag c), kaj¸c kai ta BRAM%, DSP%, FF% kai LUT%
7 .

I Dataset Insights: Akolouj¸ntac thn parapˆnw diadikasÐa, dhmiourgoÔme to telikì
mac sÔnolo dedomènwn, to opoÐo perilambˆnei perÐpou 40;000 instances kai apaÐthse peris-
sìterouc apì tèsseric m nec gia na oloklhrwjeÐ. To Sq ma 8 parèqei epiplèon plhrofo-
rÐec sqetikˆ me ta qarakthristikˆ tou sunìlou dedomènwn. PerÐpou to 75% twn instancec
ikanopoioÔn touc periorismoÔc pìrwn, gegonìc pou eujugrammÐzetai me touc stìqouc thc
metaeuretik c diadikasÐac exereÔnhshc. 'Oson aforˆ to mègejoc twn kernels kai ton a-
rijmì twn directives pou efarmìzontai anˆ kernel, parathreÐtai shmantik  metablhtìthta.
Sugkekrimèna, o arijmìc twn tokens kumaÐnetai apì 100 èwc 4,500, en¸ o arijmìc twn
efarmozìmenwn #pragmas anˆ kernel kumaÐnetai apì 1 èwc 48. AxÐzei na shmeiwjeÐ ìti ta
megèjh autˆ eÐnai toulˆqiston mÐa tˆxh megèjouc megalÔtera se sqèsh me prohgoÔmenec
melètec [34, 38, 58], oi opoÐec basÐzontai eÐte se sunjetikˆ benchmarks eÐte apokleistikˆ
se mikr c klÐmakac benchmark suites (p.q. Machsuite   Polybench). Anaforikˆ me touc
pìrouc-stìqouc, parathroÔme ìti h katanom  qr shc twn BRAMs kalÔptei olìklhro to
eÔroc apì � 0% 6 èwc 100%7, en¸ oi upìloipoi pìroi emfanÐzoun diakumˆnseic se qamhlìte-
ra epÐpeda. IdiaÐtera, h katanom  twn DSPs eÐnai sugkentrwmènh gÔrw sto 1%, gegonìc
pou upodhl¸nei ìti h pleionìthta twn instances ulopoieÐ arijmhtikèc prˆxeic mèsw look-up
tables. Tèloc, h katanom  tou speedup ekteÐnetai apì elˆqisth tim  0:6� èwc mègisth
50�, me diˆmesh tim  perÐpou � 3:5�.

5Se èna sunthrhtikì senˆrio me 10 jèseic #pragma, 2 diaforetikˆ pijanˆ #pragmas anˆ jèsh kai 4
diaforetikèc timèc anˆ #pragma, prokÔptoun 10 24

diaforetikoÐ sunduasmoÐ.
6 'Oloc o q¸roc mn mhc ulopoieÐtai mèsw distributed 1-bit registers.
7Fusikˆ mh efiktèc lÔseic lìgw routing congestion.
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Sq ma 8.: Perigrafikˆ Statistikˆ tou Sunìlou Dedomènwn

MontelopoÐhsh HLS se EpÐpedo Gl¸ssac

To Sq ma 9 parousiˆzei mia episkìphsh thc proteinìmenhc mejodologÐac montelopoÐhshc.
Dedomènou enìc phgaÐou k¸dika C/C++ me efarmosmèna sÔnola apì HLS #pragmas,
stìqoc mac eÐnai: a) na prosdiorÐsoume an o sqediasmìc eÐnai efiktìc, diasfalÐzontac
ìti kanènac apì touc pìrouc (QoR metrics) den uperbaÐnei touc diajèsimouc pìrouc tou
FPGA, kai b) na problèyoume to speedup thc efarmog c se sÔgkrish me thn èkdosh
qwrÐc #pragmas, kaj¸c kai th qr sh pìrwn sth suskeu . To Sq ma 9 parousiˆzei e-
pÐshc mia episkìphsh thc proteinìmenhc mejodologÐac, h opoÐa apoteleÐtai apì dÔo basikˆ
mèrh: a) ton tokenizer phgaÐou k¸dika kai b) to proteinìmeno montèlo basismèno se Trans-
former.

Source Code Tokenization

O tokenizer metatrèpei ton eiserqìmeno phgaÐo k¸dika C/C++ mazÐ me ta efarmosmèna
HLS #pragmas se mia akoloujÐa apì tokens   subword units, ta opoÐa mporoÔn na qrhsi-
mopoihjoÔn wc eÐsodoc gia to montèlo Transformer. QrhsimopoioÔme ton proekpaideumèno
tokenizer tou CodeBERT [4], o opoÐoc axiopoieÐ byte-level Byte-Pair-Encoding, mia te-
qnik  tokenization se epÐpedo subword pou diaspˆ to keÐmeno se mikrìterec upomonˆdec.
Autì epitrèpei sta montèla na uposthrÐzoun èna megˆlo eÔroc glwss¸n kai na dhmiour-
goÔn èna pio euèlikto lexilìgio. To pˆnw mèroc tou Sq matoc 9 parousiˆzei èna aplì
parˆdeigma tokenization gia phgaÐo k¸dika me emfwleumènouc brìqouc. 'Opwc faÐnetai,
genikoÐ ìroi anexˆrthtoi gl¸ssac metatrèpontai se word-level tokens (p.q., for ! 1990),
en¸ metablhtèc kai ìroi eidikoÐ gia HLS diasp¸ntai se subword tokens (p.q., pr-ag-ma !
4862-1073-1916). Wstìso, to subword tokenization den apoteleÐ prìklhsh gia ta Trans-
formers, kaj¸c oi mhqanismoÐ positional encoding kai attention mporoÔn na sullˆboun
apotelesmatikˆ tic exart seic metaxÔ twn tokens tìso wc proc to perieqìmeno ìso kai wc
proc th jèsh touc [2]. Epiplèon, upˆrqoun dÔo eidikˆ tokens sthn arq  kai sto tèloc tou
phgaÐou k¸dika eisìdou, ta opoÐa upodhl¸noun thn �ènarxh akoloujÐac� (<SOS> ! 0)
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kai to �tèloc akoloujÐac� (<EOS> ! 2).

Sq ma 9.: Proteinìmenh Arqitektonik  gia to Montèlo

Arqitektonik  tou Montèlou

H proteinìmenh arqitektonik  axiopoieÐ thn arqitektonik  Transformer Encoder. To tm ma
tou decoder den eÐnai sqetikì me touc stìqouc palindrìmhshc thc ergasÐac mac, kaj¸c
h basik  tou leitourgÐa eÐnai h paragwg  akolouji¸n. Epiplèon, qrhsimopoioÔntai task-
speci�c heads gia th metatrop  twn kwdikopoihmènwn qarakthristik¸n tou phgaÐou k¸dika
stic epijumhtèc metablhtèc prìbleyhc. Pio analutikˆ:

I HLS Semantics Encoder: To tm ma autì basÐzetai sthn arqitektonik  tou Encoder
kai apoteleÐtai apì trÐa mèrh: to embedding layer, ton positional encoder kai ton trans-
former encoder. To Embedding layer metatrèpei ton tokenized k¸dika (o opoÐoc mporeÐ na
èqei aujaÐreto m koc) se anaparˆstash stajeroÔ megèjouc, en¸ o Positional Encoder pa-
rèqei plhroforÐa sqetikˆ me th jèsh twn tokens sthn akoloujÐa eisìdou. O Transformer
Encoder apoteleÐ ton basikì pur na tou diktÔou kai eÐnai upeÔjunoc gia thn �katanìhsh�
tou phgaÐou k¸dika HLS kai thn exagwg  enhmerwtik¸n qarakthristik¸n pou anaparisto-
Ôn diˆforec ptuqèc sqetikèc me ta probl mata prìbleyhc. O k¸dikac HLS mporeÐ na eÐnai
idiaÐtera polÔplokoc, perilambˆnontac pollaplˆ #pragmas, domèc brìqwn, dhl¸seic me-
tablht¸n klp. O encoder epexergˆzetai ton k¸dika ¸ste na sullˆbei tic allhlexart seic
pou upˆrqoun se autìn, sunduˆzontac qarakthristikˆ se epÐpedo token (content-based) kai
qarakthristikˆ jèshc (position-based) gia kˆje token thc akoloujÐac. Stìqoc tou eÐnai
na katano sei th sunolik  dom  kai logik  thc efarmog c kai na exagˆgei qarakthristikˆ
pou eÐnai shmantikˆ gia ta probl mata prìbleyhc.
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Sq ma 10.: EpÐdrash tou Loss Function (Aristerˆ) kai thc enswmˆtwshc tou �speedup head�
(Dexiˆ) sthn apodotikìthta tou montèlou.

I Classi�cation Head: To sugkekrimèno tm ma montelopoieÐ èna prìblhma duadik c
taxinìmhshc, upodeiknÔontac an h efarmog  mporeÐ na ektelesteÐ sto FPGA (feasible�
1)   ìqi (infeasible�0). To feasibility anafèretai sto katˆ pìso oi apaitoÔmenoi pìroi
(p.q. BRAMs, LUTs k.lp.) thc efarmog c qwroÔn entìc twn periorism¸n thc suskeu c-
stìqou. ApoteleÐtai apì èna mean pooling layer akoloujoÔmeno apì dÔo linear layers,
metaxÔ twn opoÐwn parembˆllontai èna ReLU kai èna Dropout layer, ¸ste na sullam-
bˆnontai mh grammikèc sumperiforèc sta dedomèna. To pr¸to dhmiourgeÐ mia sÔnoyh sta-
jeroÔ megèjouc apì tic akoloujÐec qarakthristik¸n pou parˆgei o encoder, en¸ ta e-
pìmena metasqhmatÐzoun th sugkentrwmènh plhroforÐa sthn telik  metablht  prìbleyhc
(0/1).

I Regression Heads: Ta regression heads eÐnai upeÔjuna gia thn prìbleyh twn prag-
matik¸n tim¸n twn QoR metrics. Ta heads energopoioÔntai mìno ìtan h èxodoc tou
classi�cation head eÐnai 1, gegonìc pou upodhl¸nei ìti o sqediasmìc eÐnai feasible. Se
aut  thn perÐptwsh, ta kwdikopoihmèna qarakthristikˆ prowjoÔntai se kˆje task-speci�c
head, to opoÐo epexergˆzetai peraitèrw thn plhroforÐa gia na paragˆgei thn telik  èxo-
do. 'Ola ta heads moirˆzontai thn Ðdia arqitektonik  dom  me to classi�cation head, a-
poteloÔmena apì èna mean pooling layer akoloujoÔmeno apì èna linear layer. Sunoli-
kˆ, upˆrqoun pènte diaforetikˆ regression heads, kajèna apì ta opoÐa eÐnai afierwmèno
sthn prìbleyh diaforetikoÔ stìqou, dhlad  twn Speedup, BRAMs, DSPs, LUTs kai Flip
Flops.

UlopoÐhsh kai EkpaÐdeush

Qrhsimopoi same to PyTorch gia thn ulopoÐhsh thc proteinìmenhc arqitektonik c.

I Learning Rate: AkoloujoÔme mia prosèggish warm-up kai decay gia to learning
rate, h opoÐa stajeropoieÐ ta arqikˆ stˆdia thc ekpaÐdeushc kai belti¸nei thn apìdo-
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sh twn Transformers [59]. Sugkekrimèna, xekin¸ntac apì arqik  tim  2e�4, auxˆnou-
me grammikˆ to learning rate katˆ th diˆrkeia twn pr¸twn 10 epochs, prosarmìzontac
stadiakˆ to montèlo sta dedomèna ekpaÐdeushc. Metˆ th fˆsh warm-up, metabaÐnoume
se strathgik  learning rate decay, pollaplasiˆzontac to learning rate me suntelest 

 = 0:9.

I Loss Function: EkpaideÔoume to montèlo mac qrhsimopoi¸ntac mia multitask loss
prosèggish, ìpou sunduˆzoume epimèrouc loss functions gia kˆje task. Sugkekrimèna,
qrhsimopoioÔme Binary Cross Entropy (BCE) gia ta probl mata taxinìmhshc kai Mean
Squared Error (MSE) gia ta probl mata palindrìmhshc. Sqediˆzoume th loss function
¸ste na exelÐssetai katˆ th diˆrkeia thc ekpaÐdeushc. Arqikˆ, gia ènan sugkekrimèno
arijmì epochs, ìla ta tasks suneisfèroun isìtima sto sunolikì loss. Metˆ apì aut  thn
perÐodo, metatopÐzoume stadiakˆ thn èmfash proc to kÔrio prediction task. H metatìpish
aut  kajorÐzetai apì ènan suntelest  bˆrouc (w), o opoÐoc auxˆnetai ìso plhsiˆzoume
ston sunolikì arijmì epochs. Apì ta peirˆmatˆ mac, diapist¸same ìti ta 25 epochs apote-
loÔn èna �sweet spot� gia thn prosarmog  tou upologismoÔ thc loss function. To Sq ma 10
(aristerˆ) parousiˆzei p¸c exelÐssetai h apodotikìthta tou montèlou katˆ th diˆrkeia thc
ekpaÐdeushc, sugkrÐnontac ton tupikì upologismì thc loss function me th dik  mac exelis-
sìmenh prosèggish. Katˆ ta pr¸ta 25 epochs, kai ta dÔo senˆria parousiˆzoun sqedìn
parìmoia apìdosh, epitrèpontac sto montèlo na xekin sei me pio genikèc anaparastˆseic
kai na apofÔgei to prìwro over�tting. Metˆ apì 25 epochs, h exelissìmenh loss function
arqÐzei na uperèqei thc tupik c mejìdou, epitrèpontac sto montèlo na estiˆzei oloèna kai
perissìtero sthn ekmˆjhsh task-speci�c qarakthristik¸n.

Task R 2 MAE

Speedup 0.958 0.84
BRAM 0.960 3.38

DSP 0.923 4.13
FF 0.894 5.05

LUT 0.842 11.7

Feasibility 96.02%

PÐnakac 2.: AkrÐbeia anˆ Prediction Task

I Training Considerations: Lìgw thc idiaÐtera apaithtik c fÔshc twn montèlwn Trans-
former wc proc touc upologistikoÔc pìrouc (p.q. bajiˆ LLMs pou apaitoÔn dekˆdec uyh-
l¸n epidìsewn GPUs gia thn ekpaÐdeus  touc [2, 4, 47]) kai exaitÐac twn periorism¸n tou
diajèsimou hardware, epilèxame na ekpaideÔsoume xeqwristˆ language models gia kˆje
regression task. H prosèggish aut  mac epitrèpei na dhmiourg soume ligìtero polÔploka
montèla pou mporoÔn na leitourg soun entìc twn periorism¸n thc upodom c mac. H sugke-
krimènh diadikasÐa ekpaÐdeushc apaiteÐ perÐpou �35GB mn mhc GPU kai perÐpou �24 ¸rec
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se mia NVIDIA A100 GPU gia kˆje montèlo. Tèloc, sta peirˆmatˆ mac parathr same
ìti h enswmˆtwsh problèyewn speedup, anexˆrthta apì to target prediction task, odhgeÐ
susthmatikˆ se kalÔterh kwdikopoÐhsh thc HLS shmasiologÐac, belti¸nontac ètsi ta apo-
telèsmata se ìla ta prediction tasks. 'Opwc faÐnetai sto Sq ma 10 (dexiˆ), upˆrqei safèc
pleonèkthma tou multi-task montèlou, lìgw twn eggen¸n susqetÐsewn qarakthristik¸n
metaxÔ apìdoshc kai pìrwn, oi opoÐec epitrèpoun kalÔterh katanìhsh twn upokeÐmenwn
protÔpwn tou k¸dika.

Sq ma 11.: Confusion Matrix (Prìblhma Taxinìmhshc) kai Pragmatikèc ènanti Problepìmenwn
Tim¸n gia ta Pènte QoR Metrics Stìqouc (Prìblhma Palindrìmhshc)

Peiramatik  Axiolìghsh

I Model Accuracy: Arqikˆ, axiologoÔme thn ikanìthta tou montèlou mac na problèpei
thn klˆsh efiktìthtac kai tic metrikèc QoR. QwrÐzoume to sÔnolo dedomènwn se dÔo upo-
sÔnola: 80% gia ekpaÐdeush/epikÔrwsh kai 20% gia èlegqo, diasfalÐzontac ìti to deÔtero
perilambˆnei pleiˆdec phgaÐou k¸dika pragmas pou den emfanÐsthkan katˆ thn ekpaÐdeush.
PragmatopoioÔme 4-fold cross-validation sto sÔnolo ekpaÐdeushc/epikÔrwshc kai diathro-
Ôme to montèlo me thn kalÔterh apìdosh gia th fˆsh elègqou. Gia thn palindrìmhsh,
exetˆzoume tìso to Mean Absolute Error (MAE) pou deÐqnei to sfˆlma twn problèyewn
(ìso mikrìtero tìso kalÔtero), ìso kai ton suntelest  prosdiorismoÔ (R 2), o opoÐoc
deÐqnei pìso kalˆ oi problepìmenec timèc proseggÐzoun th diakÔmansh twn pragmatik¸n
dedomènwn (ìso pio kontˆ sto 1 tìso kalÔtera).

O PÐnakac 2 parousiˆzei tic antÐstoiqec timèc gia ìlouc touc exetazìmenouc pur nec,
en¸ to Sq ma 11 parousiˆzei ton pÐnaka sÔgqushc kai th sÔgkrish pragmatik¸n èna-
nti problepìmenwn tim¸n gia ta probl mata taxinìmhshc kai palindrìmhshc, antÐstoiqa.
'Oson aforˆ thn taxinìmhsh, to montèlo mac epitugqˆnei entupwsiak  akrÐbeia perÐpou
96%, axiolog¸ntac apotelesmatikˆ an èna sqèdio mporeÐ na qwrèsei stouc diajèsimouc
pìrouc thc suskeu c stìqou. O pÐnakac sÔgqushc anadeiknÔei peraitèrw aut  th du-
natìthta, kaj¸c to posostì twn false negatives • dhlad  twn peript¸sewn ìpou èna
mh efiktì sqèdio problèpetai lanjasmèna wc efiktì • eÐnai mikrìtero apì 0.8%. Autì
to qamhlì posostì upodeiknÔei thn uyhl  axiopistÐa tou montèlou sthn apofug  pro-

liv



Brief Description of the Proposed Frameworks in Greek

Sq ma 12.: Aristerˆ: Qrìnoc ektèleshc wc proc to m koc tou k¸dika. Dexiˆ: Qrìnoc exere-
Ônhshc kai epiteuqjèn speedup enìc montèlo-kateujunìmenou NSGA-II.

blèyewn pou ja odhgoÔsan se mh efiktˆ sqèdia. Gia ta probl mata palindrìmhshc, ta
apotelèsmata kumaÐnontai apì 0.84�0.96 se R2 kai apì 0.84�11.7 se MAE. To montèlo
parousiˆzei uyhl  akrÐbeia sthn prìbleyh thc pragmatik c epitˆqunshc kai thc qr shc
BRAMs, me ta perissìtera shmeÐa na eujugrammÐzontai kontˆ sth gramm  palindrìmhshc
twn 45o. Parìti oi timèc gia DSPs, Flip Flops kai LUTs emfanÐzoun megalÔterh diasporˆ,
oi epidìseic paramènoun uyhlèc qwrÐc endeÐxeic susthmatik c upoektÐmhshc   uperektÐmh-
shc.

I Inference Overhead: Sth sunèqeia, axiologoÔme thn ikanìthta tou montèlou na
parèqei �on-the-�y� protˆseic stouc programmatistèc. To Sq ma 12 (aristerˆ) parousi-
ˆzei ton qrìno exagwg c sumperasmˆtwn (inference time) wc proc to m koc thc akolou-
jÐac eisìdou se tupikˆ sust mata upologist¸n, dhlad  se ènan Intel i7-8700K CPU kai
mÐa NVIDIA GTX-1070 GPU. Gia mikrˆ m kh akolouji¸n (< 400 tokens), tìso h CPU
ìso kai h GPU prosfèroun qrìnouc exagwg c sumperasmˆtwn thc Ðdiac tˆxhc megèjouc
(� 10 � 20 msec), upodeiknÔontac ìti kai oi dÔo platfìrmec mporoÔn na parèqoun pro-
blèyeic se pragmatikì qrìno. Kaj¸c to m koc tou phgaÐou k¸dika auxˆnetai, h qr sh
GPU kajÐstatai aparaÐthth gia th diat rhsh problèyewn se pragmatikì qrìno, kaj¸c
prosfèrei stajerˆ qrìnouc exagwg c sumperasmˆtwn gÔrw sta 10 qiliostˆ tou deutero-
lèptou.

I Surrogate Model Approach for DSE: Me bˆsh ta parapˆnw, to montèlo mac e-
Ðnai ikanì na axiologeÐ perÐpou 100 diaforetikèc diamorf¸seic #pragma anˆ deuterìlepto.
Prokeimènou na parèqontai `on-the-�y� protˆseic, enswmat¸same to montèlo wc upoka-
tˆstato (surrogate) mèsa se mÐa genetik  diadikasÐa beltistopoÐhshc NSGA-II. Metr same
ton qrìno thc diadikasÐac NSGA-II, upobohjoÔmenhc apì to montèlo mac, gia ton entopi-
smì tou apodotikìterou sqediasmoÔ wc proc to speedup gia kˆje efarmog  tou sunìlou
dedomènwn phgaÐou k¸dika. To speedup aut¸n twn bèltistwn sqediasm¸n se sqèsh me
to Vitis axiolog jhke sth sunèqeia qrhsimopoi¸ntac to ergaleÐo HLS. To Sq ma 12 (de-
xiˆ) apeikonÐzei to mègisto sunolikì speedup se sqèsh me to proepilegmèno Vitis-HLS,
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to opoÐo epitugqˆnetai mèsa se qronikì diˆsthma 10 deuterolèptwn (dhlad  parìmoio me
ton qrìno pou apaiteÐtai ¸ste to ChatGPT na apant sei se èna er¸thma). AxioshmeÐwto
eÐnai ìti akìmh kai aut  h apl  prosèggish beltistopoÐhshc me qr sh montèlou ftˆnei
se shmeÐo koresmoÔ tou speedup se perÐpou �5�6 deuterìlepta, apodeiknÔontac thn a-
potelesmatikìthtˆ thc sthn paroq  gr gorwn kai axiìpistwn protˆsewn sqediasmoÔ se
�pragmatikì qrìno�.

EpÐlogoc

To HLS apoteleÐ èna isqurì ergaleÐo gia th beltistopoÐhsh tou sqediasmoÔ ulikoÔ mèsw
odhgi¸n logismikoÔ, allˆ antimetwpÐzei shmantikèc kajuster seic lìgw twn megˆlwn
qrìnwn sÔnjeshc. Ta LLMs dhmiourgoÔn nèec dunatìthtec gia thn anabˆjmish thc diadi-
kasÐac beltistopoÐhshc thc HLS apeujeÐac sto epÐpedo tou phgaÐou k¸dika. Sthn ergasÐa
aut , parousiˆsame mÐa exeidikeumènh prosèggish montelopoÐhshc se epÐpedo gl¸ssac,
prosarmosmènh gia HLS. H prosèggis  mac problèpei thn klˆsh efiktìthtac kai tic metri-
kèc QoR efarmog¸n me diaforetikˆ HLS #pragmas. Ta apotelèsmata deÐqnoun akrÐbeia
perÐpou � 96% sthn prìbleyh thc klˆshc efiktìthtac twn efarmog¸n kai mèso skor
� 0:91 se R 2 gia thn prìbleyh twn QoR metrik¸n, enisqÔontac shmantikˆ th diadikasÐa
sqediasmoÔ me HLS.

CollectiveHLS: Mia sunergatik  prosèggish gia th
beltistopoÐhsh sqediasmoÔ sto HLS

Eisagwg 

To HLS èqei ekdhmokratÐsei th qr sh twn FPGAs, epitrèpontac programmatismì suskeu-
¸n uyhloÔ epipèdou kai taqeÐa prosarmog  mikroarqitektonik c, exaleÐfontac thn anˆgkh
gia polÔplokec kai endeqomènwc epirrepeÐc se sfˆlmata teqnikèc sqedÐashc ulikoÔ pou
basÐzontai se exeidikeumènec gl¸ssec perigraf c ulikoÔ [20]. To HLS dieukolÔnei thn a-
nˆptuxh parèqontac mia taqÔterh kai pio euèlikth diadikasÐa, epitrèpontac stouc program-
matistèc na kajodhgoÔn ton HLS compiler katˆ th sÔnjesh kernels mèsw thc prosj khc
directives ìpwc pipeline, unroll kai array_partition ston phgaÐo k¸dika glwss¸n
uyhloÔ epipèdou. Ta paradosiakˆ algorijmikˆ HLS tools epikentr¸nontai kurÐwc sthn
exagwg  parallhlismoÔ apì algorijmikèc perigrafèc kai ston metasqhmatismì tou apote-
lèsmatoc se ulopoi seic ulikoÔ pou leitourgoÔn parˆllhla [19]. Wc apotèlesma, ta HLS
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tools epitrèpoun stouc sqediastèc na ulopoioÔn gr gora diaforetikèc algorijmikèc epilo-
gèc, na entopÐzoun trade-o�s uyhloÔ epipèdou sqetikˆ me thn epifˆneia kai thn apìdosh,
kai na apofeÔgoun prìwrec beltistopoi seic [21,60].

Parìti to HLS parèqei uyhlìtero epÐpedo afaÐreshc se sqèsh me tic gl¸ssec perigraf c
ulikoÔ, oi programmatistèc exakoloujoÔn na qreiˆzetai na katanooÔn th metˆfrash ka-
taskeu¸n logismikoÔ compiler se ènnoiec ulikoÔ, ¸ste na beltistopoioÔn thn epitˆqunsh
efarmog¸n mèsw FPGA. Autì gÐnetai akìmh pio dÔskolo gia qr stec pou leitourgoÔn
se uyhlìtera epÐpeda thc teqnologik c stoÐbac kai den eÐnai exoikeiwmènoi me tic polu-
plokìthtec thc sqedÐashc ulikoÔ. Prˆgmati, h autìmath exereÔnhsh enìc ektetamènou
q¸rou sqediasmoÔ kai mikroarqitektonik c apoteleÐ diark  apaÐthsh sta sÔgqrona HLS
frameworks [22,23]. Epiplèon, h qeirokÐnhth epilog  katˆllhlwn HLS directives apoteleÐ
exairetikˆ apaithtik  diadikasÐa akìmh kai gia èmpeirouc sqediastèc. H poluplokìth-
ta aut  prokÔptei kurÐwc apì a) ton terˆstio q¸ro apofˆsewn sqediasmoÔ kai b) thn
eggen  susqètish twn directives me thn upokeÐmenh arqitektonik  [20]. Katˆ sunèpeia, h
èlleiyh ergaleÐwn pou na parèqoun gr gora kai autìmata beltistopoihmènec diamorf¸seic
HLS directives apoteleÐ shmantikì empìdio gia thn axiopoÐhsh thc epitˆqunshc FPGA apì
sqediastèc me periorismènh empeirÐa sto antikeÐmeno.

Ta teleutaÐa qrìnia, arketèc melètec èqoun diereun sei diaforetikèc mejodologÐec gia
thn autìmath paragwg  beltistopoihmènwn diamorf¸sewn HLS directives, gnwstèc kai
wc HLS-driven DSE [21]. Oi ergasÐec autèc qwrÐzontai kurÐwc se treic kathgorÐec: a)
synthesis-based, b) model-based kai g) knowledge-based proseggÐseic. Oi synthesis-based
mèjodoi [22,61,62] epikentr¸nontai sthn apodotik  exereÔnhsh tou q¸rou diamorf¸sewn
axiolog¸ntac èna sÔnolo metrik¸n Quality of Result (QoR), ìpwc o qrìnoc kajustèrhshc
kai h qr sh pìrwn, pou prokÔptoun apì sqèdia ta opoÐa èqoun suntejeÐ mèsw HLS tools.
Oi model-based proseggÐseic [49,63,64] dhmiourgoÔn prognwstikˆ montèla gia thn ektÐmhsh
twn QoR metrics qwrÐc thn ektèlesh twn HLS �ows. IdiaÐtera, ta Graph Neural Networks
(GNN) [25, 55, 58] èqoun apokt sei shmantik  dhmotikìthta sto performance modeling
lìgw thc ikanìthtˆc touc na apotup¸noun metabolèc ston phgaÐo k¸dika, sumperilam-
banomènou tou megèjouc, twn domik¸n qarakthristik¸n kai twn optimization directives.
Metˆ thn apìkthsh ektim sewn gia thn apìdosh kai th qr sh pìrwn, h diadikasÐa DSE
mporeÐ na pragmatopoihjeÐ mèsw heuristics, ìpwc evolutionary algorithms [65, 66]. Oi
knowledge-based proseggÐseic [35, 67] èqoun epÐshc anadeiqjeÐ me stìqo th meÐwsh tou
q¸rou apofˆsewn kai twn dapanhr¸n synthesis evaluations gia ˆgnwstec efarmogèc, a-
xiopoi¸ntac omoiìthtec phgaÐou k¸dika me  dh exereunhmèna sqèdia kai metafèrontac ta
directive con�gurations pou od ghsan se Pareto-optimal designs proc tic ˆgnwstec efar-
mogèc. Wstìso, parathroÔme ìti oi upˆrqousec ereunhtikèc lÔseic adunatoÔn na parèqoun
gr gora idiaÐtera apodotikˆ sqèdia, gegonìc pou tic kajistˆ ligìtero prosbˆsimec se mh
èmpeirouc sqediastèc.
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Katˆ th gn¸mh mac, oi mejodologÐec HLS DSE ja prèpei na exeliqjoÔn basizìmenec se
treic basikoÔc pul¸nec, dhlad : a) e�ciency: oi proteinìmenec odhgÐec (directives) na
proseggÐzoun tic bèltistec diamorf¸seic; b) fast convergence: oi protˆseic beltistopo-
Ðhshc na parèqontai mèsa se apodektˆ qronikˆ plaÐsia; kai g) interpretability and gen-
eralization: oi mejodologÐec na eÐnai analÔsimec kai epark¸c genikeÔsimec, sunduˆzontac
sullogik  gn¸sh apì pollaplèc efarmogèc, epitrèpontac ètsi stouc programmatistèc na
tic qrhsimopoioÔn ˆmesa akìmh kai gia ˆgnwstec efarmogèc. Parìti h apodotikìthta anti-
metwpÐzetai apì prohgoÔmenec ereunhtikèc ergasÐec [22,58], oi lÔseic autèc sun jwc epi-
kentr¸nontai se beltistopoi seic eidikèc gia kˆje efarmog , apait¸ntac terˆstio arijmì
axiolog sewn sqediasm¸n ¸ste na kajodhghjeÐ h exereÔnhsh, gegonìc pou metafrˆzetai
se uyhlì leitourgikì kìstoc kai megalÔtero time-to-market. H statik  anˆlush twn
qarakthristik¸n tou phgaÐou k¸dika mporeÐ na sumbˆlei sth gr gorh sÔgklish kai sth
genÐkeush, parèqontac èna profÐl ektèleshc miac efarmog c qwrÐc na apaitoÔntai qro-
nobìrec axiolog seic. Parìlo pou h pio prìsfath èreuna [68, 69] kineÐtai proc aut  thn
kateÔjunsh, periorÐzetai se proseggÐseic antistoÐqishc protÔpwn (pattern matching) [35],
basizìmenh ètsi se amfÐdromh ro  gn¸shc metaxÔ efarmog¸n kai parablèpontac ta pijanˆ
ofèlh thc sullogik c diamoÐrashc plhroforÐac.

Aut  h anekmetˆlleuth dunatìthta dhmiourgeÐ thn prooptik  anˆptuxhc proseggÐsewn
beltistopoÐhshc pou axiopoioÔn plhroforÐa apì pollaplˆ proôpˆrqonta kai  dh exereu-
nhmèna sqèdia, ¸ste na parèqoun gr gora kai autìmata beltistopoihmènec ulopoi seic.
To kÐnhma tou open source [70] sumbˆllei epÐshc proc aut  thn kateÔjunsh, kaj¸c èqei
aux sei shmantikˆ ton arijmì diajèsimwn HLS apojethrÐwn sto diadÐktuo (p.q. GitHub),
kajist¸ntac exairetikˆ eÔkolh thn apìkthsh kai anˆlush sqediasm¸n qwrÐc periorismo-
Ôc. MejodologÐec pou kinoÔntai proc aut  thn kateÔjunsh fèrnoun thn koinìthta èna
b ma pio kontˆ sto ìrama thc pl rouc apomˆkrunshc tou programmatist  apì ton kÔklo
beltistopoÐhshc.

Proc aut  thn kateÔjunsh, parousiˆzoume to CollectiveHLS, èna ierarqikì plaÐsio belti-
stopoÐhshc sqediasm¸n basismèno se omadopoÐhsh gia gr goro autìmato tuning twn HLS
directives. Se antÐjesh me tic upˆrqousec teqnikèc auto-tuning [23, 25, 58], proteÐnou-
me èna pl rwc data-driven plaÐsio beltistopoÐhshc HLS, to opoÐo sunduˆzei upˆrqousa
gn¸sh kai dedomèna apì prohgoumènwc qarakthrismènec efarmogèc ¸ste na exˆgei kai
na efarmìzei tic pio uposqìmenec diamorf¸seic odhgi¸n se ˆgnwstec efarmogèc. Mèsw
miac ierarqik c strathgik c omadopoÐhshc, to CollectiveHLS susqetÐzei qarakthristikˆ
uyhloÔ epipèdou tou phgaÐou k¸dika miac efarmog c me metrikèc QoR qamhloÔ epipèdou
tou ulikoÔ, me stìqo th dhmiourgÐa beltistopoi sewn HLS anexˆrthtwn apì ton program-
matist , mia idèa pou èqei  dh efarmosteÐ se beltistopoi seic epipèdou metaglwttist 
(compiler-level optimizations). Sugkekrimèna, oi kÔriec suneisforèc aut c thc ergasÐac
eÐnai oi ex c:
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(aþ) DhmiourgÐa Bˆshc Gn¸shc kai Paragwg  Katanom¸n Pareto-Optimal
(PO)

(bþ) Anˆjesh Odh-
gi¸n

Sq ma 13.: Episkìphsh thc Proteinìmenhc MejodologÐac BeltistopoÐhshc

ˆ Parousiˆzoume mÐa komy  strathgik  ierarqik c beltistopoÐhshc sqediasm¸n HLS
basismènh se omadopoÐhsh (cluster-based hierarchical optimization), h opoÐa prote-
Ðnei kai efarmìzei beltistopoihmènec odhgÐec HLS se opoiad pote gnwst    ˆgnwsth
efarmog , sunduˆzontac plhroforÐa apì pollaplèc proôpˆrqousec kai  dh exereu-
nhmènec efarmogèc.

ˆ Enswmat¸noume ton proteinìmeno beltistopoiht  sto Vitis-HLS [71], to plèon sÔg-
qrono biomhqanikoÔ epipèdou ergaleÐo HLS thc Xilinx, epekteÐnontˆc to me mÐa olo-
klhrwmènh (end-to-end) diadiktuak  kai mhdenik c kajustèrhshc (zero-delay) lÔsh
autìmatou suntonismoÔ (auto-tuning) gia thn paragwg  FPGA sqediasm¸n uyhlìte-
rhc poiìthtac.

ˆ ApodeiknÔoume thn apotelesmatikìthta kai thn anjektikìthta thc prosèggis c mac
mèsw ektetamènhc peiramatik c axiolìghshc.

To CollectiveHLS epitugqˆnei mèsh gewmetrik  epitˆqunsh èwc kai 23:1� se sÔgkrish
me ton phgaÐo k¸dika qwrÐc odhgÐec (directives), diathr¸ntac parˆllhla 100% sunjesi-
mìthta (synthesizability) kai 96.6% efiktìthta (feasibility), posostˆ tautìshma me autˆ
tou Vitis-HLS. Oi sugkrÐseic me paradosiakèc proseggÐseic DSE basismènec se genetikoÔc
algorÐjmouc, kaj¸c kai me sÔgqronec proseggÐseic state-of-the-art, deÐqnoun ìti to Collec-
tiveHLS parˆgei sqediasmoÔc sugkrÐsimhc poiìthtac katˆ mèso ìro 14:6� taqÔtera. Autì
upodhl¸nei ìti h prosèggis  mac apoteleÐ mÐa idiaÐtera uposqìmenh lÔsh uper-gr gorhc
kai automatopoihmènhc beltistopoÐhshc HLS.
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CollectiveHLS: 'Ena ierarqikì plaÐsio beltistopoÐhshc HLS basismèno
se omadopoÐhsh

To CollectiveHLS automatopoieÐ thn anagn¸rish kai efarmog  beltistopoihmènwn odh-
gi¸n gia HLS. KÔrioc stìqoc tou eÐnai h meÐwsh thc kajustèrhshc twn proteinìmenwn
sqediasm¸n, diasfalÐzontac parˆllhla ìti ikanopoioÔntai oi periorismoÐ pìrwn tou FPGA
stìqou. To plaÐsio autì uiojeteÐ mÐa data-driven mejodologÐa, sullègontac kai sundu-
ˆzontac plhroforÐec apì efarmogèc pou èqoun  dh analujeÐ. Katˆ sunèpeia, oi beltisto-
poi seic pou proteÐnei prokÔptoun apeujeÐac apì istorikˆ dedomèna kai ìqi apì polÔplo-
kec euristikèc teqnikèc   montèla QoR. To CollectiveHLS perilambˆnei tèsseric basikèc
fˆseic, ìpwc parousiˆzontai sta Sq mata 13 kai 16: A) h fˆsh Knowledge Base Forma-
tion stoqeÔei ston qarakthrismì twn dom¸n phgaÐou k¸dika pou sqetÐzontai me odhgÐec
HLS, kaj¸c kai sth sullog  metrik¸n QoR gia diaforetikoÔc sunduasmoÔc odhgi¸n se
kˆje exetazìmenh efarmog , jètontac th bˆsh pˆnw sthn opoÐa kataskeuˆzetai h strath-
gik  beltistopoÐhshc; B) h fˆsh Cluster-level Pareto Optimal Distributions omadopoieÐ
efarmogèc me parìmoiec domèc k¸dika kai pragmatopoieÐ statistik  anˆlush pˆnw stouc
Pareto-optimal sqediasmoÔc kˆje omˆdac; G) h fˆsh Compile-time Directives Assignment
perigrˆfei ton trìpo me ton opoÐo parˆgontai oi proteinìmenec odhgÐec, basismènec sth
statistik  anˆlush, gia ˆgnwstec efarmogèc; kai D) h fˆsh Re-proposing Directives
antimetwpÐzei peript¸seic ìpou to CollectiveHLS parˆgei mh efiktoÔc sqediasmoÔc, pa-
rèqontac plhroforÐec sqetikˆ me th diadikasÐa epÐlushc tou probl matoc. Oi tèsseric
autèc fˆseic analÔontai diexodikˆ stic epìmenec enìthtec.

Sqhmatismìc thc Bˆshc Gn¸shc

Fˆsh A. Anˆlush PhgaÐou K¸dika basismènh se Compiler: Se aut  th fˆsh, entopÐzou-
me kai exˆgoume antiproswpeutikˆ qarakthristikˆ gia kajemÐa apì tic N efarmogèc pou
apoteloÔn th bˆsh gn¸shc mac. Sugkekrimèna, antistoiqÐzoume kˆje efarmog  se èna
diˆnusma qarakthristik¸n stajeroÔ megèjouc, apotup¸nontac qarakthristikˆ uyhloÔ e-
pipèdou apeujeÐac apì ton phgaÐo thc k¸dika. Kˆje diˆnusma qarakthristik¸n sunduˆzei
tìso domikˆ stoiqeÐa (p.q. megèjh diastˆsewn pinˆkwn) ìso kai upologistik  plhrofo-
rÐa (p.q. loop trip-counts). To plaÐsio entopÐzei ìla ta pijanˆ action points mèsa stic
efarmogèc thc bˆshc gn¸shc. 'Ena action point antistoiqeÐ se mÐa sugkekrimènh jèsh
ston phgaÐo k¸dika ìpou mporeÐ na efarmosteÐ mÐa odhgÐa HLS ìpwc pipeline, unroll
  array partition. Gia thn anˆlush tou phgaÐou k¸dika kai ton entopismì aut¸n twn
shmeÐwn beltistopoÐhshc (gnwst¸n kai wc optimization points), qrhsimopoioÔme stoiqeÐa
thc ergaleioj khc LLVM, sumperilambanomènou tou libclang [72], to opoÐo leitourgeÐ
wc C library front-end gia ton metaglwttist  clang/clang++. 'Enac analut c phgaÐou
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k¸dika ( A1 ) diasqÐzei to Abstract Syntax Tree (AST) pou parˆgetai apì ton k¸dika,
entopÐzontac brìqouc (loops) kai dhl¸seic pinˆkwn (array declarations). Gia th dieu-
kìlunsh tou entopismoÔ twn action points, prostÐjentai etikètec (labels) se kˆje shmeÐo.
Metˆ ton entopismì twn jèsewn aut¸n, o phgaÐoc k¸dikac metaglwttÐzetai se LLVM IR,
mÐa endiˆmesh gl¸ssa assembly tÔpou Static Single Assignment (SSA) pou qrhsimopoie-
Ðtai eswterikˆ apì to LLVM. Katˆ th diˆrkeia autoÔ tou stadÐou efarmìzontai tupikèc
beltistopoi seic metaglwttist  mèsw tou ergaleÐou opt tou LLVM, ìpwc constant fold-
ing/propagation, instruction combining kai function inlining, en¸ to pèrasma anˆlushc
Scalar Evolution parakoloujeÐ tic allagèc stic metablhtèc elègqou twn brìqwn. AfoÔ

oloklhrwjoÔn oi beltistopoi seic, ta prosarmosmèna LLVM passes mac ( A2 ) diatrèqoun
to IR ¸ste na entopÐsoun ta loop trip-counts, tic leptomèreiec emf¸leushc kai ton akrib 
arijmì entol¸n.

DianÔsmata qarakthristik¸n epipèdou phgaÐou k¸dika: H plhroforÐa pou exˆgetai apì
ton phgaÐo k¸dika mèsw tou LLVM apoteleÐ th bˆsh gia th dhmiourgÐa enìc dianÔsmatoc
qarakthristik¸n pou perigrˆfei kˆje efarmog . Parìti oi sÔgqronec ergaleioj kec meta-
glwttist¸n parèqoun ektetamènh plhroforÐa sqetikˆ me exart seic mn mhc kai dedomènwn,
h èmfash thc prosèggis c mac paramènei se qarakthristikˆ pou apotup¸noun apotelesma-
tikˆ parìmoiec domèc phgaÐou k¸dika se efarmogèc HLS, me idiaÐterh èmfash stouc pÐnakec
mn mhc kai stic domèc brìqwn. H estÐash se domèc pinˆkwn kai brìqwn eujugrammÐzetai
me prohgoÔmenh èreuna [35], kaj¸c ta stoiqeÐa autˆ èqoun shmantik  epÐdrash sthn a-
pìdosh efarmog¸n HLS. 'Ena diˆnusma qarakthristik¸n organ¸netai se trÐa mèrh: a) th
dom  pinˆkwn (array structure), b) th dom  brìqwn (loop structure), kai g) arijmhtikèc
kai prˆxeic mn mhc (arithmetic and memory operations) pou exˆgontai mèsw tou LLVM.
Gia ton orismì thc dom c tou dianÔsmatoc qarakthristik¸n, prèpei na kajoristoÔn: a) o
mègistoc arijmìc diastˆsewn pinˆkwn, b) o mègistoc arijmìc pinˆkwn anˆ efarmog , g) o
mègistoc arijmìc dom¸n brìqwn se mÐa efarmog , d) to mègisto epÐpedo emf¸leushc se
mÐa dom  brìqou, e) o mègistoc arijmìc brìqwn se kˆje epÐpedo emf¸leushc, kai st) o
arijmìc arijmhtik¸n kai prˆxewn mn mhc. 'Estw ìti to D anaparistˆ ton mègisto arijmì
diastˆsewn pinˆkwn kai to A ton mègisto arijmì pinˆkwn. Epiplèon, èstw ìti to L sum-
bolÐzei ton mègisto arijmì dom¸n brìqwn, to M to mègisto epÐpedo emf¸leushc se mÐa
dom  brìqou, kai to L NestingLevel (i) ton mègisto arijmì brìqwn sto epÐpedo emf¸leushc
i. Oi timèc autèc kajorÐzontai mèsw anˆlushc twn N efarmog¸n tou sunìlou dedomènwn
mac. Tèloc, èstw ìti to O antistoiqeÐ ston arijmì arijmhtik¸n kai mnhmonik¸n prˆxe-
wn. OrÐzoume to diˆnusma qarakthristik¸n tou phgaÐou k¸dika gia thn efarmog  k, ìpou
k 2 1; 2; 3; : : : ; N, wc ex c:

Vk = [v k1 ; vk2 ; vk3 ; : : : ; vkS ] (1)
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ìpou:

S = A � D +
LX

i=1

MX

j=1

L NestingLevel (j) + O (2)

Gia tic timèc vk , lambˆnoume upìyh to mègejoc kˆje sugkekrimènhc diˆstashc twn pinˆkwn,
to trip-count twn brìqwn, kaj¸c kai tic emfanÐseic kˆje sugkekrimènhc arijmhtik c kai
mnhmonik c prˆxhc. Katˆ th diaqeÐrish pinˆkwn me ligìterec diastˆseic apì to mègisto
epitreptì pl joc, qrhsimopoieÐtai ènac eidikìc anagnwristikìc deÐkthc (identi�er) ¸ste na
dhl¸netai h apousÐa thc antÐstoiqhc diˆstashc. AntÐstoiqa, h Ðdia prosèggish efarmìze-
tai kai se efarmogèc pou den diajètoun ton mègisto arijmì pinˆkwn, brìqwn   epipèdwn
emf¸leushc.

Fˆsh B. Sqoliasmìc Odhgi¸n kai Metrik¸n QoR: Se aut  th fˆsh estiˆzoume sth sul-
log  dedomènwn, sugkekrimèna sthn apìkthsh metrik¸n QoR gia efarmogèc pou upìkeintai
se diaforetikèc odhgÐec HLS. H gn¸sh aut  apoteleÐ th bˆsh thc sunergatik c mac pro-
sèggishc, kaj¸c h prìtash odhgi¸n sth Fˆsh D basÐzetai ex olokl rou sth statistik 
anˆlush aut¸n twn dedomènwn. Parìti h Fˆsh B perigrˆfei mÐa automatopoihmènh diadika-
sÐa sullog c dedomènwn QoR kai sqetik¸n me tic odhgÐec plhrofori¸n apì tic efarmogèc
mac, eÐnai shmantikì na shmeiwjeÐ ìti h bˆsh gn¸shc mporeÐ epÐshc na enswmat¸nei hand-
optimized sqediasmoÔc pou èqoun  dh upoblhjeÐ se sÔnjesh. AfoÔ entopistoÔn ta shmeÐa
parèmbashc (action points) se kˆje kernel katˆ th Fˆsh A, efarmìzoume diˆforec odhgÐec
se kˆje tètoio shmeÐo kai ekteloÔme sÔnjesh ¸ste na exagˆgoume thn kajustèrhsh (se
kÔklouc rologioÔ) kai tic metrikèc perioq c (area metrics) ìpwc BRAM%, DSP%, FF%
kai LUT%.

Dedomènou tou terˆstiou q¸rou sqediasmoÔ, qrhsimopoioÔme mia genetik  prosèggish bel-
tistopoÐhshc (B1) gia thn apodotik  exereÔnhsh tou q¸rou diamìrfwshc twn odhgi¸n kai
th sÔgklish proc bèltistec lÔseic. H prosèggish aut  epilÔei èna diplì prìblhma belti-
stopoÐhshc, dhlad  thn elaqistopoÐhsh tìso thc kajustèrhshc ìso kai thc qr shc pìrwn,
lambˆnontac upìyh touc periorismoÔc pìrwn tou stoqeumènou FPGA. H mejodologÐa aut 
parˆgei mÐa prosèggish twn Pareto optimal lÔsewn gia kˆje efarmog , ìpou kˆje lÔsh
antistoiqeÐ se diaforetikoÔc sunduasmoÔc odhgi¸n gia kˆpoia   ìla ta shmeÐa parèmbashc,
apotup¸nontac to sumbibasmì metaxÔ apìdoshc kai qr shc pìrwn. Gia thn exereÔnhsh tou
q¸rou lÔsewn qrhsimopoioÔme ton algìrijmo NSGA-II [40], ulopoihmèno mèsw thc biblio-
j khc PyMOO [41], o opoÐoc eÐnai gnwstìc gia thn ikanìthtˆ tou na parakˆmptei topikˆ
bèltista kai na sugklÐnei gr gora se apodotikèc lÔseic. O NSGA-II eÐnai ènac exelikti-
kìc algìrijmoc pou leitourgeÐ se diadoqikèc genièc, metafèrontac elÐt diamorf¸seic apì
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th mÐa geniˆ sthn epìmenh. Sto dikì mac senˆrio, kˆje geniˆ perilambˆnei ta ex c b ma-
ta: a) arqikopoÐhsh tou plhjusmoÔ diamorf¸sewn, b) efarmog  kˆje diamìrfwshc ston
phgaÐo k¸dika mèsw enìc metaglwttist  phgaÐou se phgaÐo (B2) kai ektèlesh sÔnjeshc
gia to stoqeumèno FPGA mèsw tou Xilinx Vitis, kai g) trofodìthsh twn apotelesmˆtwn
sÔnjeshc ston NSGA-II gia th dhmiourgÐa thc epìmenhc geniˆc diamorf¸sewn. Eˆn mÐa
sugkekrimènh diamìrfwsh odhgi¸n odhgeÐ se sqediasmì pou uperbaÐnei touc diajèsimouc
pìrouc   apaiteÐ mh praktikì qrìno gia th diadikasÐa HLS (p.q. 1 ¸ra), qarakthrÐzetai
wc mh efikt  (infeasible). Sunolikˆ, orÐzoume mègejoc plhjusmoÔ 40 diamorf¸sewn kai
sunolikˆ 24 genièc. Epiplèon, rujmÐzoume ton genetikì algìrijmo qrhsimopoi¸ntac ton te-
lest  tuqaÐac deigmatolhyÐac gia epilog  kai arqikopoÐhsh, ton telest  simulated binary
crossover gia diastaÔrwsh kai ton poluwnumikì telest  (polynomial mutation) gia metˆl-
laxh. 'Oloi oi telestèc rujmÐzontai me tic proepilegmènec paramètrouc thc biblioj khc.
Sugkekrimèna, gia ton telest  tuqaÐac deigmatolhyÐac orÐzoume pijanìthta metˆllaxhc
(prob) 0.1. O telest c tuqaÐac epilog c den apaiteÐ paramètrouc. Gia ton telest  simu-
lated binary crossover orÐzoume pijanìthta diastaÔrwshc (prob) 1.0, diasfalÐzontac ìti
h diastaÔrwsh efarmìzetai pˆnta, kai qrhsimopoioÔme deÐkth katanom c (eta) Ðso me 15,
¸ste na isorropeÐ h poikilÐa kai h omoiìthta twn apogìnwn me touc goneÐc. Tèloc, gia ton
telest  polynomial mutation orÐzoume deÐkth katanom c (eta) Ðso me 20, epitrèpontac
elegqìmeno eÔroc metallˆxewn pou parˆgoun apogìnouc kontˆ stouc goneÐc, diathr¸ntac
parˆllhla thn poikilomorfÐa.

Fˆsh G. Katanomèc bèltistwn lÔsewn Pareto se epÐpedo sustˆdwn

To CollectiveHLS uiojeteÐ mia prosèggish basismènh se clustering gia na proteÐnei kai na
efarmìzei diaforetikˆ directives gia kˆje action point. H basik  idèa eÐnai ìti k¸dikec pou
parousiˆzoun parìmoia dom  (ìpwc apotup¸netai apì ta Ðdia feature vectors) teÐnoun na
emfanÐzoun koinˆ qarakthristikˆ kai, katˆ sunèpeia, na antapokrÐnontai me parìmoio trìpo
sta Ðdia directives, eujugrammizìmenoi me th strathgik  beltistopoÐhshc pou proteÐnetai
apì touc Ferretti et al. [35]. QrhsimopoioÔme ènan algìrijmo clusteringC2, ìpou h a-
nˆjesh diaforetik¸n efarmog¸n se clusters kajorÐzetai apì ta stajeroÔ megèjouc feature
vectors touc, ìpwc autˆ prokÔptoun apì th Fˆsh A. Gia thn epitˆqunsh thc sÔgklishc tou
algorÐjmou, efarmìzoume feature vector normalization, afair¸ntac ton mèso ìro kai kli-
mak¸nontac sth monadiaÐa diakÔmansh. Autì to b ma proepexergasÐac ulopoieÐtai mèsw
thc biblioj khc Scikit Learn [73]. Epiplèon, qrhsimopoioÔme ton algìrijmo Anˆlushc
KÔriwn Sunistws¸n C1 gia th meÐwsh thc diastatikìthtac. ApeikonÐzoume to cumulative
explained variance ratio wc proc ton arijmì twn kÔriwn sunistws¸n kai entopÐzoume to sh-
meÐo agk¸na, ìpou h prosj kh epiplèon sunistws¸n odhgeÐ se meiwmèna ofèlh [74]. Sthn
perÐptws  mac, h tim  aut  prosdiorÐsthke stic 30 sunist¸sec, epitugqˆnontac ajroistik 
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Sq ma 14.: Istogrˆmmata twn Action Points
apì to Cluster A

Sq ma 15.: Istogrˆmmata twn Action Points
apì to Cluster B

exhgoÔmenh diakÔmansh Ðsh me 0.976.

Katanom  directives anˆ cluster: Metˆ thn anˆjesh twn clusters, to CollectiveHLS emplou-
tÐzei kˆje cluster me plhroforÐec sqetikèc me ta QoR kai ta directives. Sugkekrimèna, gia
kˆje efarmog  mèsa se èna cluster, to plaÐsio sullègei tic sugkekrimènec diamorf¸seic
pou od ghsan se mia lÔsh Pareto Optimal (PO) (Fˆsh B). Autèc oi diamorf¸seic mporeÐ
na diafèroun wc proc tic directives pou efarmìzontai se kˆje action point. Katˆ su-
nèpeia, h diadikasÐa aut  parˆgei mia katanom  twn �Pareto Optimal directives� anˆ action
point, h opoÐa perilambˆnei ìlec tic diaforetikèc directives apì ìlec tic PO lÔseic ìlwn
twn efarmog¸n gia to sugkekrimèno shmeÐoC3. 'Estw C to sÔnolo twn clusters pou
èqoun dhmiourghjeÐ kai AP to sÔnolo twn action points. Upojètoume ìti gia to clus-
ter c, h parapˆnw katanom  apoteleÐtai apì NTotal shmeÐa. Gia èna dosmèno action point
ap, èstw DR ap to sÔnolo twn �Pareto Optimal directives� pou efarmìzontai se autì to
shmeÐo, kai d 2 DRap mia directive h opoÐa emfanÐzetai Nd forèc. OrÐzoume thn pija-
nìthta efarmog c thc directive d sto action point ap sto cluster c ìpwc faÐnetai sthn
ExÐswsh 3.

P (d; ap; c) =
Nd

NTotal
(3)

Me bˆsh autìn ton orismì, to CollectiveHLS kataskeuˆzei istìgramma directives gia kˆje
action point kai cluster, to opoÐo apeikonÐzei thn pijanìthta qr shc miac sugkekrimènhc
directive sth sugkekrimènh jèsh tou phgaÐou k¸dikaC4. Ta Sq mata 14 kai 15 parousi-
ˆzoun ta istogrˆmmata directives pou parˆgei to CollectiveHLS gia èna array action point
kai èna loop action point se dÔo diaforetikˆ clusters. To pr¸to kai to trÐto diˆgramma
antistoiqoÔn sto array action point, en¸ to deÔtero kai to tètarto sto loop action point.
Sto array action point, h kuklik  katˆtmhsh me parˆgonta 16 sth deÔterh diˆstash èqei
th megalÔterh pijanìthta sto cluster A (0:43), en¸ h kuklik  katˆtmhsh me parˆgonta
4 sthn pr¸th diˆstash èqei th megalÔterh pijanìthta sto cluster B (0:25). Gia to loop
action point, to pipelining èqei th megalÔterh pijanìthta sto cluster A (0:28), en¸ to loop
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unrolling me parˆgonta 2 èqei th megalÔterh pijanìthta sto cluster B (0:38). Parath-
r¸ntac pio prosektikˆ to array action point, diapist¸netai ìti Ðdiec directives emfanÐzoun
diaforetikèc pijanìthtec metaxÔ twn clusters. Gia parˆdeigma, h pl rhc katˆtmhsh (com-
plete partitioning) sth diˆstash 2 èqei pijanìthta 0:16 sto cluster A kai 0:09 sto cluster
B. Epiplèon, orismènec directives emfanÐzontai mìno se èna cluster kai kajìlou sto ˆllo-
•h kuklik  katˆtmhsh me parˆgonta 16 sth diˆstash 2 efarmìzetai sto cluster A allˆ
ìqi sto cluster B. Parìmoiec tˆseic parathroÔntai kai gia to loop action point metaxÔ twn
dÔo clusters. SunoyÐzontac, h diaforopoÐhsh tou phgaÐou k¸dika metaxÔ diaforetik¸n
clusters odhgeÐ se diaforetikèc directives kai diaforetikèc timèc pijanot twn, akìmh kai
gia to Ðdio akrib¸c action point.

Fˆsh D. Anˆjesh directives katˆ th diˆrkeia metagl¸ttishc

Sth fˆsh compile-time directives assignment, to CollectiveHLS beltistopoieÐ tic eiser-
qìmenec efarmogèc proteÐnontac autìmata directives gia kˆje entopismèno action point.
To Sq ma 13bþ parousiˆzei mia episkìphsh twn bhmˆtwn pou emplèkontai. Arqikˆ, to
plaÐsio lambˆnei wc eÐsodo ton phgaÐo k¸dika thc efarmog c proc beltistopoÐhsh. Sto
pr¸to b ma, o parser tou phgaÐou k¸dika exˆgei tic aparaÐthtec plhroforÐec gia thn peri-

graf  thc efarmog c A1 kai parˆgei to feature vector thc, ìpwc perigrˆfhke sth Fˆsh
A. Eˆn mia ˆgnwsth efarmog  mporeÐ na perigrafeÐ apì to upˆrqon feature vector, tìte
h pr¸th dom  brìqou thc antistoiqÐzetai me thn pr¸th dom  brìqou thc anaparˆstashc,
h deÔterh me th deÔterh k.o.k. 'Oson aforˆ ta array action points, oi pÐnakec thc ˆgnw-
sthc efarmog c taxinomoÔntai se fjÐnousa seirˆ wc proc to mègejoc. O megalÔteroc
pÐnakac antistoiqÐzetai sto pr¸to array action point thc anaparˆstashc, to deÔtero me-
galÔtero sto deÔtero k.o.k. Gia efarmogèc pou apoklÐnoun apì aut  thn anaparˆstash,
tuqìn epiplèon action points agnooÔntai katˆ th Fˆsh D. Wstìso, h prosj kh miac nèac
efarmog c sth bˆsh gn¸shc mporeÐ na pragmatopoihjeÐ me aplèc prosarmogèc sthn ana-
parˆstash tou k¸dika, qwrÐc na apaiteÐtai epanekpaÐdeush gia tic  dh gnwstèc efarmogèc,
ìpwc perigrˆfetai sth Fˆsh B.

Sth sunèqeia, me bˆsh autì, h efarmog  antistoiqÐzetai se èna sugkekrimèno clusterC2,
ìpwc èqei dhmiourghjeÐ sth Fˆsh G. Me bˆsh ta istogrˆmmata tou cluster, to Collec-
tiveHLS proteÐnei to directive me th megalÔterh pijanìthta gia kˆje action point, upì thn
proôpìjesh ìti h pijanìthta uperbaÐnei èna prokajorismèno kat¸fli, gnwstì wc Prob-
ability Threshold. AxioshmeÐwto eÐnai ìti h aÔxhsh tou Probability Threshold odhgeÐ se
ligìtera proteinìmena directives kai sunep¸c se pio aplˆ kai pio eÔkola ulopoi sima de-
signs. AntÐjeta, h mh qr sh beltistopoi sewn mporeÐ na odhg sei se upobèltisth apìdo-
sh. AfoÔ protajoÔn ta directives, o metaglwttist c source-to-source B2 tic enswmat¸nei
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Sq ma 16.: LeitourgÐa Epanaprìtashc Directives

ston arqikì phgaÐo k¸dika kai parˆgei thn beltistopoihmènh èkdosh. Sthn paroÔsa èkdo-
sh, to CollectiveHLS den lambˆnei upìyh ta sugkekrimèna prìtupa prìsbashc sth mn mh
twn efarmog¸n gia th dhmiourgÐa thc bèltisthc ierarqÐac mn mhc. Wstìso, o periorismìc
autìc mporeÐ na antimetwpisteÐ me thn enswmˆtwsh thc lÔshc pou proteÐnoun oi Wang
et al. [75]. Tèloc, to beltistopoihmèno design suntÐjetai gia to stoqeumèno FPGA sth
zhtoÔmenh suqnìthta kai paradÐdetai ston telikì qr sth.

Fˆsh E. Epanaprìtash twn Directives

Parìti h strathgik  beltistopoÐhshc pou qrhsimopoieÐ to CollectiveHLS prosfèrei sh-
mantikˆ ofèlh apìdoshc, upˆrqei h pijanìthta na odhg sei se sqèdia pou apaitoÔn peris-
sìterouc pìrouc apì autoÔc pou eÐnai diajèsimoi sto stoqeumèno FPGA,   akìmh kai na
apotÔqei sth dhmiourgÐa miac sunjèsimhc lÔshc. Se tètoiec peript¸seic, to CollectiveHLS
qrhsimopoieÐ mia kleistoÔ brìqou (closed-loop) strathgik  epanaprìtashc directives, ¸ste
na paraqjeÐ mia efikt  lÔsh. To Sq ma 16 parousiˆzei mia episkìphsh thc proteinìmenhc
prosèggishc. To arqikì b ma thc mejodologÐac perilambˆnei thn axiolìghsh twn metri-
k¸n qr shc pìrwn, sumperilambanomènwn twn BRAM%, DSP%, FF% kai LUT%, ¸ste
na diapistwjeÐ an uperbaÐnoun touc diajèsimouc pìrouc tou FPGA. Efìson den upˆrqoun
parabiˆseic pìrwn, to beltistopoihmèno design parèqetai apeujeÐac ston qr sth. Wstìso,
an entopistoÔn parabiˆseic, prosdiorÐzetai o sugkekrimènoc pìroc pou parabiˆzetaiE1.
Se peript¸seic ìpou parabiˆzontai pollaploÐ pìroi, dÐnetai proteraiìthta ston pìro me
th megalÔterh upèrbash.

To epìmeno b ma aforˆ ton entopismì tou action point kai, sunep¸c, tou directive pou
eujÔnetai gia thn parabÐash pìrwn, to opoÐo sumbolÐzetai wcE2. OrÐzoume mia sunˆr-
thsh pou posotikopoieÐ thn epÐdrash enìc directive se mia sugkekrimènh metrik  QoR wc
ex c:

Impact QoR : C � AP � DR ! R (4)
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Gia na posotikopoi soume thn epÐdrash thc directive d sto action point ap sto clus-
ter c, diaqwrÐzoume thn katanom  twn Pareto-optimal lÔsewn se dÔo sÔnola: Qc;ap;d,
pou perilambˆnei designs pou qrhsimopoioÔn th directive d sto ap, kai Qc;ap;:d , pou
perilambˆnei designs qwrÐc th sugkekrimènh directive sto Ðdio action point. Sth su-
nèqeia, efarmìzoume statistik  anˆlush kai sta dÔo sÔnola gia na upologÐsoume th
diˆmeso twn metrik¸n QoR mèsw thc sunˆrthshc MedianQoR . H epÐdrash orÐzetai wc
ex c:

ImpactQoR (c; ap; d) = MedianQoR (Qc;ap;d) � Median QoR (Qc;ap;:d ) (5)

H logik  pÐsw apì aut  thn prosèggish eÐnai ìti directives me uyhl  epÐdrash se mia metrik 
QoR, ìpwc h kajustèrhsh, ìtan den efarmìzontai, odhgoÔn se shmantik  epideÐnwsh thc
antÐstoiqhc metrik c. 'Estw V R o parabiasmènoc pìroc pou entopÐsthke stoE1. Tìte
entopÐzoume to action point kai th directive me th mègisth epÐdrash sto V R mèsw thc
ExÐswshc 6:

(ap� ; d� ) = arg max
ap2AP;d2DR ap

ImpactV R(c; ap; d) (6)

Se autì to stˆdio, to CollectiveHLS èqei entopÐsei th directive me th megalÔterh epÐdrash
stouc parabiasmènouc pìrouc kai to epìmeno b ma eÐnai h prìtash enallaktik c directive
gia kˆje perÐptwsh E3. Sugkekrimèna, gia to action point me th megalÔterh epÐdrash,
entopÐzetai to sÔnolo D0, to opoÐo perilambˆnei ìlec tic directives me mikrìterh epÐdrash
apì thn trèqousa, ìpwc faÐnetai sthn ExÐswsh 7:

D 0 = fd 2 D ap j Impact V R(c; ap� ; d) < Impact V R(c; ap� ; d� )g (7)

Me dedomèno ìti stìqoc tou CollectiveHLS eÐnai h gr gorh paragwg  apodotik¸n designs,
epilègetai apì autì to sÔnolo h directive me th mikrìterh epÐdrash sto latency, ìpwc
orÐzetai sthn ExÐswsh 8:

d0 = arg min
d2D 0

ImpactLatency (c; ap� ; d) (8)

Oi nèec directives efarmìzontai ston arqikì phgaÐo k¸dika kai akoloujeÐ nèa fˆsh synthe-
sis E4, me qronikì ìrio. H diadikasÐa aut  epanalambˆnetai èwc ìtou to paragìmeno design
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ikanopoieÐ touc diajèsimouc pìrouc tou FPGA. H epilog  thc prosèggishc tropopoÐhshc
enìc directive kˆje forˆ parèqei megalÔtero èlegqo stic allagèc tou beltistopoihmènou
sqedÐou. Se perÐptwsh pou to telikì design paramènei mh efiktì, gÐnetai epanaforˆ sthn
arqik  èkdosh tou k¸dika qwrÐc directives, axiopoi¸ntac tic proepilegmènec beltistopoi-
 seic tou Vitis.

Peiramatik  Axiolìghsh

Gia na apodeÐxoume kai na epikur¸soume th biwsimìthta tou CollectiveHLS, kataskeuˆsame
èna ektenèc sÔnolo dedomènwn efarmog¸n HLS. To sÔnolo autì apoteleÐtai apì sunjèsi-
mec efarmogèc grammènec se C/C++, proerqìmenec apì kajierwmèna HLS benchmark
suites thc ereunhtik c koinìthtac, ìpwc ta Rodinia [43,44] kai Machsuite [42], kaj¸c kai
apì dhmìsia diajèsima apojet ria HLS sto GitHub. Sugkekrimèna, analÔoume 56 efar-
mogèc pou kalÔptoun diaforetikˆ pedÐa, sumperilambanomènwn efarmog¸n Digital Signal
Processing (DSP), Machine Learning (ML) kai High-Performance Computing (HPC). Gia
thn anˆlush tou phgaÐou k¸dika qrhsimopoi same to LLVM (v14.0.5), en¸ gia th sÔnjesh
twn efarmog¸n tou sunìlou dedomènwn axiopoi same to Xilinx Vitis HLS (v2021.1). Wc
arqitektonik  anaforˆc epilèqjhke to Xilinx Zynq UltraScale+ MPSoC ZCU104 FPGA,
to opoÐo leitourgeÐ se suqnìthta rologioÔ 300 MHz.

SÔgkrish me diaforetikèc strathgikèc beltistopoÐhshc

Metˆ ton kajorismì twn bèltistwn paramètrwn gia to CollectiveHLS, sugkrÐnoume ta
sqediastikˆ apotelèsmata pou epitugqˆnontai apì th mejodologÐa beltistopoÐhs c mac
(qwrÐc to qarakthristikì re-proposing) me: a) ton sqediasmì pou prokÔptei apì qei-
rokÐnhth beltistopoÐhsh apì touc dhmiourgoÔc twn benchmark suites, p.q. Machsuite
(Tuned), b) ton sqediasmì pou prokÔptei ìtan efarmìzontai odhgÐec pou odhgoÔn sth
mègisth axiopoÐhsh pìrwn (MAX), g) ton sqediasmì pou beltistopoieÐtai mèsw miac sÔg-
qronhc mejìdou basismènhc sth gn¸sh [35] (KBOpt), kai d) ton sqediasmì me thn elˆqisth
kajustèrhsh pou epitugqˆnetai mèsw exereÔnhshc tou sqediastikoÔ q¸rou basismènhc se
NSGA-II (GenOpt). Sto Sq ma 17, parousiˆzoume a) th gewmetrik  mèsh epitˆqunsh
(geometric mean speedup), b) tic katanomèc epitˆqunshc thc kajustèrhshc sqediasmoÔ
(design latency speedup), g) tic katanomèc tou qrìnou exagwg c protˆsewn (inference
latency), dhlad  tou qrìnou pou apaiteÐtai gia thn paroq  thc prìtashc odhgi¸n mazÐ me
th sÔnjesh tou pur na, kai d) tic kanonikopoihmènec katanomèc apodotikìthtac pìrwn twn
BRAM%, DSP%, FF% kai LUT% gia kˆje prosèggish beltistopoÐhshc se sÔgkrish me
to Vitis. OrÐzoume thn kanonikopoihmènh apodotikìthta pìrwn (Normalized Resource E�-
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ciency) thc metrik c axiopoÐhshc pìrwn x gia thn prosèggish beltistopoÐhshc y, ìpou x 2
fBRAM%; DSP%; FF%; LUT%g kai y 2 fTuned; Max; KBOpt; GenOpt; CollectiveHLSg,
qrhsimopoi¸ntac thn ExÐswsh 9.

Normalized Resource E�ciencyx,y =
xVitis

xy
(9)

Kaj� ìlh th diˆrkeia thc axiolìghshc, qrhsimopoioÔme ton gewmetrikì mèso wc mètro
¸ste na lhfjoÔn upìyh oi diaforopoi seic stic timèc epitˆqunshc metaxÔ diaforetik¸n
efarmog¸n kai na metriasteÐ h epÐdrash akraÐwn tim¸n (outliers) [76]. Epiplèon, to sq ma
perilambˆnei kai ta posostˆ sunjesimìthtac (synthesizability) kai efiktìthtac (feasibil-
ity).

H proteinìmenh mejodologÐa beltistopoÐhshc epitugqˆnei gewmetrik  mèsh epitˆqunsh
12:3�, me thn katanom  thc epitˆqunshc na parousiˆzei diˆmesh tim  22.3 kai endotetar-
thmoriakì eÔroc (interquartile range) 38.7. H katanom  tou qrìnou exagwg c protˆsewn
(inference latency) kumaÐnetai apì 30 deuterìlepta èwc 1 ¸ra, me mèsh tim  32 leptˆ. De-
domènou ìti h dhmiourgÐa tou dianÔsmatoc qarakthristik¸n (feature vector) apaiteÐ 2.1 sec,
h anˆjesh se sustˆda (cluster assignment) 420 msec, h paragwg  odhgi¸n (directive gen-
eration) 310 msec kai h efarmog  odhgi¸n (directive application) 100 msec, eÐnai profanèc
ìti o qrìnoc sÔnjeshc (synthesis time) apoteleÐ ton kÔrio parˆgonta pou sumbˆllei ston
sunolikì qrìno exagwg c protˆsewn. Gia tic metrikèc DSP%, FF% kai LUT%, oi puknèc
katanomèc gÔrw apì thn tim  1.0 upodeiknÔoun ìti to CollectiveHLS parèqei sqediasmoÔc
me axiopoÐhsh pìrwn parìmoia me ekeÐnh thc basik c prosèggishc Vitis. AxioshmeÐwto eÐnai
ìti h katanom  tou BRAM% emfanÐzei elˆqisth/mègisth tim  0.13/31 kai mèsh tim  3.8,
gegonìc pou upodhl¸nei ìti to CollectiveHLS apaiteÐ mikrìterh axiopoÐhsh BRAM% se
sqèsh me th basik  prosèggish Vitis. Wstìso, to posostì sunjesimìthtac (synthesiz-
ability) anèrqetai se 53.45%, antanakl¸ntac th sunolik  fÔsh thc anˆjeshc odhgi¸n tou
CollectiveHLS, h opoÐa stereÐtai leptomeroÔc prosarmog c (�ne-tuning). To posostì
efiktìthtac (feasibility) ftˆnei to 87%.

To CollectiveHLS epitugqˆnei gewmetrik  mèsh epitˆqunsh katˆ 7.9�, 3.1� kai 1.58�
uyhlìterh se sÔgkrish me tic basikèc proseggÐseic Tuned, MAX kai KBOpt, antÐstoi-
qa. H prosèggis  mac upertereÐ akìmh kai twn qeirokÐnhta beltistopoihmènwn sqediasm¸n
twn benchmark suites, kˆti pou apodÐdetai sth sqetikˆ prìsfath diajesimìthta thc pro-
epilegmènhc shmaÐac beltistopoÐhshc tou Vitis, h opoÐa eis qjh metˆ th dhmosÐeush twn
sugkekrimènwn benchmark suites. H epÐdrash thc proepilegmènhc beltistopoÐhshc tou
VitisHLS analÔetai sthn epìmenh enìthta. To CollectiveHLS upertereÐ epÐshc ènanti thc
uper-dèsmeushc pìrwn (over-provisioning), apodeiknÔontac ìti h qr sh afel¸n teqnik¸n
(oblivious techniques) den mporeÐ na egguhjeÐ uyhl  apìdosh. Se sÔgkrish me sÔgqronec
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Sq ma 17.: Axiolìghsh LOT tou CollectiveHLS

teqnikèc basismènec sth gn¸sh (knowledge-based techniques), h prosèggis  mac xeqwrÐzei
kaj¸c pragmatopoieÐ beltistopoÐhsh basismènh se pollaplèc efarmogèc, anadeiknÔontac
ta ofèlh thc sunergatik c antallag c plhroforÐac (collaborative information sharing).
Parìti h gewmetrik  mèsh epitˆquns  tou eÐnai 1.5� qamhlìterh apì to GenOpt, h sÔgkri-
sh twn katanom¸n epitˆqunshc thc kajustèrhshc sqediasmoÔ deÐqnei ìti to CollectiveHLS
diajètei 1.4� uyhlìterh diˆmesh tim  epitˆqunshc kai 1.25� mikrìtero endotetarthmoria-
kì eÔroc, gegonìc pou upodeiknÔei parìmoiec katanomèc. Katˆ mèso ìro, h prosèggis 
mac apaiteÐ 10:3� kai 29:1� ligìtero qrìno gia na proteÐnei ènan beltistopoihmèno sqe-
diasmì, anadeiknÔontac ton exairetikˆ gr goro qarakt ra thc. To CollectiveHLS apaiteÐ
katˆ mèso ìro 12:3� kai 1:33� perissìtero qrìno gia na parèqei ton beltistopoihmèno
sqediasmì se sÔgkrish me tic basikèc proseggÐseic Tuned kai MAX, antÐstoiqa. EÐnai
shmantikì na shmeiwjeÐ ìti oi proseggÐseic Tuned kai MAX perilambˆnoun mìno ton qrìno
sÔnjeshc tou antÐstoiqou pur na (kernel), exair¸ntac ton qrìno pou apaiteÐtai ¸ste o
sqediast c na epilèxei tic katˆllhlec odhgÐec. 'Oson aforˆ tic katanomèc twn BRAM%,
DSP%, FF% kai LUT%, to CollectiveHLS proteÐnei sqediasmoÔc me qamhlìterec apai-
t seic pìrwn se sÔgkrish me tic upìloipec basikèc proseggÐseic. Wstìso, eÐnai shmantikì
na shmeiwjeÐ ìti to CollectiveHLS emfanÐzei ta qamhlìtera posostˆ sunjesimìthtac kai
efiktìthtac metaxÔ twn basik¸n proseggÐsewn, gegonìc pou anadeiknÔei ènan shmantikì
periorismì thc paroÔsac èkdoshc thc prosèggis c mac.

EnergopoÐhsh twn Beltistopoi sewn tou Vitis HLS

Se aut  thn enìthta, stìqoc mac eÐnai na axiolog soume thn epÐdrash twn beltistopoi se-
wn pou efarmìzontai autìmata apì to Vitis HLS se kˆje kernel. To Vitis HLS eÐnai ikanì
na ekteleÐ tic akìloujec beltistopoi seic: a) autìmato pipelining brìqwn mèsw thc para-
mètrou config_compile -pipeline_loops, b) unrolling brìqwn mikroÔ tripcount mèsw
thc config_unroll -tripcount_threshold, kai g) pl rec partitioning mikr¸n pinˆkwn
mèsw thc config_array_partition -complete_threshold. EnergopoioÔme autèc tic
beltistopoi seic kai ekteloÔme sÔnjesh gia kˆje beltistopoihmèno kernel qrhsimopoi-
¸ntac to CollectiveHLS. Gia na diasfalÐsoume dÐkaih sÔgkrish, akoloujoÔme thn Ðdia
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diadikasÐa gia ìla ta diajèsima baselines. Epiplèon, sumperilambˆnoume to Vitis_Opt, to
opoÐo anadeiknÔei thn epÐdrash twn beltistopoi sewn tou Vitis ston epÐshmo k¸dika qwrÐc
directives. To Sq ma 18 parousiˆzei ta Ðdia diagrˆmmata ìpwc sthn prohgoÔmenh enìthta
gia ta parapˆnw baselines. H energopoÐhsh twn proepilegmènwn beltistopoi sewn tou
Vitis HLS belti¸nei shmantikˆ thn apìdosh thc prosèggis c mac, odhg¸ntac se gewme-
trik  mèsh epitˆqunsh 23:08� se sqèsh me to Vitis, pou antistoiqeÐ se aÔxhsh 1:87� se
sqèsh me to CollectiveHLS qwrÐc energopoihmènec tic beltistopoi seic. H beltÐwsh aut 
eÐnai epÐshc emfan c sthn katanom  thc epitˆqunshc kajustèrhshc sqediasmoÔ, h opoÐa
parousiˆzei katˆ mèso ìro 2:1� uyhlìterh epitˆqunsh. Parˆ autèc tic belti¸seic, to
CollectiveHLS diathreÐ thn apodotikìthtˆ tou sthn taqeÐa paragwg  beltistopoihmènwn
sqedÐwn, me mìno 4% aÔxhsh ston qrìno exagwg c protˆsewn katˆ mèso ìro. Wstìso,
h energopoÐhsh twn beltistopoi sewn odhgeÐ se mikr  meÐwsh thc sunjesimìthtac katˆ
1.73% kai thc efiktìthtac katˆ 7.1%. AxioshmeÐwto eÐnai ìti oi proepilegmènec beltisto-
poi seic tou Vitis HLS èqoun elˆqisth epÐdrash sthn axiopoÐhsh pìrwn, ìpwc faÐnetai
apì tic sqedìn Ðdiec katanomèc pìrwn.

'Ola ta baselines epwfeloÔntai apì tic beltistopoi seic tou Vitis, me to Vitis na pa-
rousiˆzei th megalÔterh aÔxhsh katˆ 8:34�, akoloujoÔmeno apì ta Tuned kai KBOpt
me 7:23� kai 1:39�, antÐstoiqa. Wstìso, to over-provisioning parousiˆzei mìno mikr 
beltÐwsh 7%, kaj¸c h mègisth axiopoÐhsh pìrwn af nei elˆqisto perij¸rio gia epiplèon
beltistopoi seic apì to Vitis. To NSGA-II parousiˆzei akìmh mikrìterh aÔxhsh apìdo-
shc, mìlic 1%, gegonìc pou apodÐdetai sthn ektetamènh kˆluyh tou Pareto front, h opoÐa
periorÐzei tic dunatìthtec peraitèrw belti¸sewn. Parìti oi beltistopoi seic tou Vitis
HLS belti¸noun thn apìdosh ìlwn twn baselinec, to CollectiveHLS suneqÐzei na uperte-
reÐ, epitugqˆnontac gewmetrikèc mèsec epitaqÔnseic katˆ 2.78�, 2.05�, 5.33�, 2.1� kai
1.2� uyhlìterec apì ta Vitis, Tuned, Max, KBOpt kai GenOpt me energopoihmènec tic
proepilegmènec beltistopoi seic tou Vitis, antÐstoiqa. To CollectiveHLS epideiknÔei pe-
raitèrw thn uperoq  tou sthn katanom  kajustèrhshc sqediasmoÔ, me th diˆmesh tim  34.4
na uperbaÐnei ekeÐnh twn ˆllwn proseggÐsewn. H prosèggis  mac parèqei stajerˆ taqÔte-
rouc beltistopoihmènouc sqediasmoÔc se sÔgkrish me th sÔgqronh prosèggish basismènh
sth gn¸sh (9.94�) kai th strathgik  exereÔnhshc NSGA-II (28.1�). To Vitis, ta Tuned
kai to over-provisioning prosfèroun taqÔterh paragwg  beltistopoihmènwn sqedÐwn katˆ
mèso ìro, me epitaqÔnseic 15�, 14.5� kai 1.56�, antÐstoiqa, gegonìc pou apodÐdetai sto
ìti den lambˆnetai upìyh o qrìnoc entopismoÔ twn directives. 'Oson aforˆ tic katanomèc
BRAM%, DSP%, FF% kai LUT%, h eikìna den allˆzei, kaj¸c to CollectiveHLS proteÐnei
sqediasmoÔc me qamhlìterec apait seic pìrwn se sqèsh me ta ˆlla baselinec, sugkrÐsimec
me to aplì Vitis, parìti efarmìzontai pio epijetikèc beltistopoi seic. 'Opwc anafèrjhke
prohgoumènwc, h kÔria prìklhsh paramènei h sunjesimìthta kai h efiktìthta, oi opoÐec
exakoloujoÔn na brÐskontai se qamhlìtera posostˆ. Shmei¸netai ìti to Vitis ephrèase
kai th sunjesimìthta twn ˆllwn baselinec, me to over-provisioning na parousiˆzei me-
Ðwsh 30% sth sunjesimìthta kai 20% sthn efiktìthta. Parìmoia tˆsh parathreÐtai kai
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Sq ma 18.: Axiolìghsh LOT tou CollectiveHLS me energopoihmènec tic beltistopoi seic Vitis

sto NSGA-II, me meÐwsh 10% sth sunjesimìthta kai 12% sthn efiktìthta. H sÔgqronh
prosèggish basismènh sth gn¸sh den ephreˆzetai shmantikˆ, diathr¸ntac thn Ðdia sunje-
simìthta kai parousiˆzontac mìno 2% meÐwsh sthn efiktìthta. H parat rhsh aut , mazÐ
me parìmoiec tˆseic sto CollectiveHLS, anadeiknÔei ìti oi proseggÐseic basismènec sth
gn¸sh mporoÔn na sunduastoÔn me tic beltistopoi seic tou Vitis HLS qwrÐc shmantikˆ
meionekt mata.

EnergopoÐhsh tou qarakthristikoÔ epanaprìtashc directives

Me thn energopoÐhsh twn beltistopoi sewn tou Vitis se sunduasmì me to CollectiveHLS,
energopoieÐtai to qarakthristikì epanaprìtashc sto plaÐsio thc mejodologÐac beltisto-
poÐhs c mac. H epÐdrash autoÔ tou qarakthristikoÔ apeikonÐzetai sto Sq ma 19, to o-
poÐo estiˆzei apokleistikˆ sto CollectiveHLS me kai qwrÐc th dunatìthta epanaprìtashc.
Wstìso, oi sugkrÐseic me ˆllouc mhqanismoÔc mporoÔn na exaqjoÔn apeujeÐac apì ta
Sq mata 17 kai 18. To qarakthristikì epanaprìtashc belti¸nei shmantikˆ ta posostˆ
sunjesimìthtac kai efiktìthtac tou CollectiveHLS, epitugqˆnontac 100% sunjesimìthta
kai 96.55% efiktìthta. AxioshmeÐwta, metaxÔ twn beltistopoihmènwn efarmog¸n, mìno oi
AES kai Kalman Filter uperbaÐnoun touc diajèsimouc pìrouc tou stoqeuìmenou FPGA.
To CollectiveHLS apotugqˆnei na proteÐnei efiktˆ sqèdia gia autèc tic efarmogèc, kaj¸c
katˆ th diˆrkeia twn epanal yewn parˆgetai mh sunjèsimo sqèdio, to opoÐo energopoieÐ th
sunj kh termatismoÔ. Sunep¸c, gia autèc tic peript¸seic parèqontai ta beltistopoihmèna
sqèdia tou Vitis_Opt, ta opoÐa epÐshc apotugqˆnoun na parˆgoun efiktèc lÔseic, odh-
g¸ntac se metrikèc sunjesimìthtac kai efiktìthtac Ðdiec me ekeÐnec tou Vitis_Opt, enìc
biomhqanikoÔ �ag beltistopoÐhshc. Parìti to qarakthristikì epanaprìtashc apaiteÐ katˆ
mèso ìro 4 epanal yeic gia thn paragwg  tou telikoÔ sqedÐou, epibarÔnei ton qrìno mìno
katˆ 35% katˆ mèso ìro se sqèsh me to CollectiveHLS qwrÐc epanaprìtash, ìpwc faÐnetai
apì tic parìmoiec katanomèc qrìnou inference. Kai pˆli, h aÔxhsh tou qrìnou ofeÐletai
kurÐwc ston megalÔtero arijmì syntheses, kaj¸c ta upìloipa stˆdia thc diadikasÐac a-
paitoÔn ligìtero apì 2.5 leptˆ katˆ mèso ìro. Wc proc thn apìdosh, to qarakthristikì
epanaprìtashc odhgeÐ se gewmetrikì mèso speedup 11:6� se sqèsh me to Vitis_Opt, to
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Sq ma 19.: CollectiveHLS me Beltistopoi seic Vitis kai Qarakthristikì Epanaprìtashc Direc-
tives LOT Evaluation

opoÐo antistoiqeÐ se meÐwsh 1:9� se sÔgkrish me to CollectiveHLS qwrÐc epanaprìtash.
H diaforˆ aut  apotup¸netai epÐshc stic katanomèc speedup thc kajustèrhshc sqedÐashc.
'Oson aforˆ tic katanomèc pìrwn, h epanaprìtash odhgeÐ se uyhlìterh qr sh pìrwn, me
exaÐresh to DSP%, to opoÐo paramènei Ðdio kai stic dÔo ekdoqèc tou CollectiveHLS. Su-
gkekrimèna, parathreÐtai mèsh aÔxhsh 4:3� sto BRAM%, 1:6� sto FF% kai 4:3� sto
LUT%.

Parˆ th meÐwsh epidìsewn se sqèsh me thn prohgoÔmenh èkdosh tou CollectiveHLS, to
qarakthristikì epanaprìtashc upertereÐ ènanti twn perissìterwn baseline proseggÐsewn,
epitugqˆnontac gewmetrikˆ mèsa speedups 1.4�, 1.03�, 2.7� kai 1.06� uyhlìtera apì
ta Vitis, Tuned, Max kai KBOpt me energopoihmènec tic beltistopoi seic Vitis antÐstoi-
qa. Wstìso, upoleÐpetai katˆ 1.6� se sqèsh me th strathgik  exereÔnhshc NSGA-II.
H prosèggis  mac exakoloujeÐ na parˆgei taqÔtera beltistopoihmèna sqèdia se sqèsh me
state-of-the-art knowledge-based mejìdouc (7.6�) kai th strathgik  NSGA-II (21.6�).
'Oson aforˆ th qr sh pìrwn, to CollectiveHLS proteÐnei sqèdia me qamhlìterec apait seic
se sÔgkrish me ta upìloipa baselines, parìmoia me to aplì Vitis. Wc proc th sunjesi-
mìthta, epitugqˆnei 5%, 29.3%, 5% kai 11.3% uyhlìterh sunjesimìthta se sqèsh me ta
Tuned, Max, KBOpt kai GenOpt me energopoihmènec tic default beltistopoi seic Vitis
antÐstoiqa. Epiplèon, epitugqˆnei 2%, 16% kai 8% uyhlìterh efiktìthta se sqèsh me ta
Tuned, Max kai GenOpt. AxioshmeÐwta, to CollectiveHLS epitugqˆnei 11:6� uyhlìtero
gewmetrikì mèso speedup me mìlic mètria aÔxhsh 12% sto BRAM%, 1% sto DSP%, 9%
sto FF% kai 20% sto LUT% katˆ mèso ìro, anadeiknÔontac thn apotelesmatikìthta thc
proteinìmenhc mejodologÐac beltistopoÐhshc.

EpÐlogoc

Se autì to kefˆlaio parousiˆzetai to CollectiveHLS, mÐa ierarqik  strathgik  beltisto-
poÐhshc sqediasm¸n HLS basismènh se omadopoÐhsh (cluster-based), h opoÐa entopÐzei
kai efarmìzei autìmata tic pio uposqìmenec diamorf¸seic odhgi¸n (directive con�gura-
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tions) me stìqo thn elaqistopoÐhsh thc kajustèrhshc sqediasmoÔ (design latency). To
CollectiveHLS parˆgei apodotikèc sqediastikèc lÔseic, epitugqˆnontac mèsh gewmetri-
k  epitˆqunsh èwc kai 23:1� se sÔgkrish me ton phgaÐo k¸dika qwrÐc odhgÐec (direc-
tives), diathr¸ntac parˆllhla 100% sunjesimìthta (synthesizability) kai 96.6% efiktìth-
ta (feasibility), epidìseic antÐstoiqec me ekeÐnec tou Vitis-HLS, tou prìtupou plaisÐou
gia epitˆqunsh me FPGA. Epiplèon, se sÔgkrish me proseggÐseic ìpwc oi paradosiakèc
strathgikèc DSE basismènec se genetikoÔc algorÐjmouc, kaj¸c kai me sÔgqronec pro-
seggÐseic state-of-the-art, to CollectiveHLS parousiˆzei sqediasmoÔc sugkrÐsimhc   kai
an¸terhc poiìthtac, allˆ katˆ mèso ìro 14:6� taqÔtera. Autì kajistˆ to CollectiveHLS
mÐa idiaÐtera uposqìmenh lÔsh gia uper-gr gorh kai automatopoihmènh beltistopoÐhsh
HLS.

SÔndesh tou High-Level Synthesis me to FPGA Runtime
Orchestration

Eisagwg 

H ragdaÐa anˆptuxh kai oi suneq¸c auxanìmenec dunatìthtec twn suskeu¸n IoT, se sun-
duasmì me thn ektetamènh anˆptuxh diktÔwn uyhl c taqÔthtac 5G, èqoun odhg sei se
terˆstia aÔxhsh thc paragwg c dedomènwn. Autèc oi teqnologikèc exelÐxeic enisqÔoun
èna eurÔ fˆsma efarmog¸n, ìpwc ta autìnoma oq mata [77], oi èxupnec astikèc upodo-
mèc [78] kai ta eufu  biomhqanikˆ sust mata [79]. Tètoiec efarmogèc apaitoÔn exairetikˆ
qamhl  kajustèrhsh, uyhl  axiopistÐa kai epexergasÐa dedomènwn se pragmatikì qrìno,
apait seic tic opoÐec oi paradosiakèc arqitektonikèc basismènec apokleistikˆ sto upolo-
gistikì nèfoc den mporoÔn na ikanopoi soun apotelesmatikˆ. Gia thn antimet¸pish aut¸n
twn prokl sewn, oi upologistikoÐ pìroi topojetoÔntai pio kontˆ stic phgèc dedomènwn,
odhg¸ntac sthn emfˆnish tou edge computing. Wc apotèlesma, anaptÔssontai poluepÐpe-
dec arqitektonikèc pou katanèmoun upologistikoÔc pìrouc kai efarmogèc aprìskopta apì
to ˆkro tou diktÔou èwc tic kentrikopoihmènec platfìrmec upologistikoÔ nèfouc. Aut 
h enopoihmènh prosèggish diamorf¸nei to edge-cloud computing continuum, epitrèpontac
apodotik  katanom  fortÐou ergasÐac, meiwmènh kajustèrhsh kai beltiwmènh axiopoÐhsh
pìrwn se èna eurÔ fˆsma efarmog¸n [80].

Parìti oi arqitektonikèc edge-cloud epekteÐnoun shmantikˆ tic upologistikèc dunatìthtec
parèqontac prìsbash se megˆlo sÔnolo epiplèon pìrwn, oi sumbatikèc CPUs suqnˆ adu-
natoÔn na uposthrÐxoun gr gorh epexergasÐa pragmatikoÔ qrìnou. Gia thn antimet¸pish
autoÔ tou periorismoÔ, epitaquntèc ulikoÔ ìpwc oi GPUs, ta FPGAs kai ta ASICs ensw-
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mat¸nontai oloèna kai perissìtero se ìlo to upologistikì suneqèc. Oi GPUs, me qiliˆdec
mikroÔc pur nec pou epitrèpoun mazikì parallhlismì, eÐnai idiaÐtera apotelesmatikèc gia
upologistikˆ apaithtikèc ergasÐec ìpwc sto Deep Learning [81], wstìso sunodeÔontai
apì uyhl  katanˆlwsh enèrgeiac kai mporeÐ na eÐnai anapotelesmatikèc se fortÐa erga-
sÐac me sÔnjeto parallhlismì [82]. AntÐjeta, ta ASICs prosfèroun exairetik  apìdosh
kai energeiak  apodotikìthta gia sugkekrimènec ergasÐec mèsw exeidikeumènwn sqediˆsewn
kuklwmˆtwn, an kai sunepˆgontai uyhlì kìstoc anˆptuxhc kai èlleiyh euelixÐac metˆ thn
kataskeu  [14]. Ta FPGAs apoteloÔn mia endiˆmesh lÔsh metaxÔ aut¸n twn proseggÐse-
wn, prosfèrontac epitˆqunsh ulikoÔ diathr¸ntac parˆllhla th dunatìthta epanadiamìr-
fwshc metˆ thn anˆptuxh [13]. H euèlikth arqitektonik  touc epitrèpei prosarmosmènec
ulopoi seic krÐsimwn leitourgi¸n, epitugqˆnontac uyhl  apìdosh kai energeiak  apodoti-
kìthta.

H auxanìmenh uiojèthsh twn FPGAs gÐnetai emfan c mèsa apì thn enswmˆtws  touc stic
upodomèc megˆlwn parìqwn upologistikoÔ nèfouc. To Microsoft's Project Brainwave [83],
mia platfìrma pragmatikoÔ qrìnou gia AI basismènh se FPGAc, parèqei proekpaideumèna
montèla DNN wc diadiktuakèc uphresÐec kai leitourgeÐ pˆnw se exuphrethtèc enisqumènouc
me Catapult [84]. H enswmˆtwsh aut  anadeiknÔei p¸c oi pˆroqoi axiopoioÔn ta FPGAs
gia thn apodotik  epitˆqunsh megˆlwn fortÐwn ergasÐac, diathr¸ntac parˆllhla thn apa-
raÐthth euelixÐa ¸ste na uposthrÐzoun suneq¸c exelissìmenec efarmogèc AI. Pèra apì th
qr sh touc wc epitaquntèc gia upologistikˆ apaithtikèc ergasÐec entìc twn upodom¸n twn
parìqwn, ta FPGAs prosfèrontai oloèna kai perissìtero kai wc uphresÐa. Sto plaÐsio
tou paradeÐgmatoc FPGA-as-a-Service (FPGAaaS), diatÐjentai wc upologistikoÐ pìroi, e-
pitrèpontac stouc qr stec na ta desmeÔoun, na ta programmatÐzoun kai na ta anaptÔssoun
mèsw uparqìntwn plaisÐwn diaqeÐrishc gia epitˆqunsh ulikoÔ katˆ apaÐthsh [85]. Gia pa-
rˆdeigma, h Amazon parèqei FPGAs wc upologistikoÔc pìrouc kat� apaÐthsh [86], anadei-
knÔontac th diark¸c auxanìmenh uiojèthsh tou FPGAaaS.

Parˆ ta pleonekt mata pou prosfèrei to parˆdeigma FPGAaaS, exakoloujoÔn na upˆr-
qoun shmantikèc prokl seic ìson aforˆ thn apodotik  axiopoÐhsh twn diajèsimwn pìrwn
twn FPGA. Apì thn pleurˆ tou qr sth, h programmatistikìthta paramènei èna shmantikì
empìdio. Se antÐjesh me touc paradosiakoÔc upologistikoÔc pìrouc, ta FPGAs apaitoÔn
shmantik  qeirokÐnhth prospˆjeia kai exeidikeumènh gn¸sh gia thn epÐteuxh apodotik¸n
sqediˆsewn [17]. Parìlo pou ta ergaleÐa High-Level Synthesis (HLS) aplopoioÔn th dia-
dikasÐa anˆptuxhc, exakoloujoÔn na apaitoÔn shmantik  gn¸sh ulikoÔ ¸ste na epiteuqjeÐ
apotelesmatik  beltistopoÐhsh apìdoshc [21]. 'Opwc èdeixan oi Chi et al. [32], h anepark c
beltistopoÐhsh mporeÐ akìmh kai na odhg sei epitaquntèc FPGA se qeirìterh apìdosh apì
tic CPUs. Epiplèon, h exereÔnhsh tou terˆstiou q¸rou sqedÐashc twn FPGA periorÐzetai
apì th qronobìra diadikasÐa paragwg c ulikoÔ, kajist¸ntac th sunolik  beltistopoÐhsh
idiaÐtera apaithtik  se qrìno kai pìrouc [51]. H qr sh mh beltistopoihmènwn sqediˆsewn
dhmiourgeÐ epÐshc prokl seic gia touc parìqouc, kaj¸c ta mh beltistopoihmèna fortÐa
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ergasÐac odhgoÔn se upoaxiopoÐhsh twn pìrwn twn FPGA. Gia th beltÐwsh thc axiopo-
Ðhshc, oi pˆroqoi qrhsimopoioÔn multi-tenancy, epitrèpontac se pollaploÔc qr stec na
moirˆzontai touc pìrouc twn FPGA [85]. Wstìso, aut  h prosèggish eisˆgei epiplèon po-
luplokìthta. Se èna tètoio peribˆllon, h tautìqronh koin  qr sh periorismènwn pìrwn
dhmiourgeÐ shmantikèc prokl seic wc proc thn ikanopoÐhsh twn apait sewn Quality of Ser-
vice (QoS) twn qrhst¸n. H apodotik  enorq strwsh aut¸n twn fortÐwn ergasÐac prèpei
epÐshc na prosarmìzetai se dunamikèc kai metaballìmenec apait seic, diathr¸ntac parˆllh-
la apotelesmatik  katanom  pìrwn. Sunolikˆ, oi parˆgontec autoÐ kajistoÔn thn paroq 
FPGAaaS mia idiaÐtera sÔnjeth kai apaithtik  diadikasÐa.

Me thn pˆrodo twn et¸n, èqoun protajeÐ poluˆrijmec lÔseic gia thn aplopoÐhsh thc dia-
dikasÐac anˆptuxhc se FPGA kai thn apotelesmatikìterh koin  qr sh twn pìrwn touc.
Sto plaÐsio tou HLS, pollèc melètec èqoun epikentrwjeÐ sthn automatopoÐhsh thc eÔreshc
bèltistwn sunduasm¸n odhgi¸n gia mia dedomènh sqedÐash. Oi paradosiakèc proseggÐseic
exereunoÔn ton q¸ro parametropoÐhshc axiolog¸ntac metrikèc QoR pou prokÔptoun a-
pì sqediˆseic suntejeimènec mèsw HLS [22], en¸ sÔgqronec proseggÐseic basismènec se
dedomèna axiopoioÔn gn¸sh apì prohgoumènwc beltistopoihmènec sqediˆseic ¸ste na ka-
jodhg soun tic parametropoi seic nèwn efarmog¸n [1]. 'Allec teqnikèc stoqeÔoun sthn
epitˆqunsh thc diadikasÐac sqedÐashc mèsw kataskeu c montèlwn pou ektimoÔn tic metri-
kèc QoR gia mh exereunhmènec sqediˆseic [26]. Parˆ autèc tic exelÐxeic, oi perissìterec
upˆrqousec proseggÐseic epikentr¸nontai se an¸tera epÐpeda thc sqedÐashc, periorÐzo-
ntac thn efarmosimìthtˆ touc gia gr gorh paragwg  kai anˆptuxh ulikoÔ se pragmatikˆ
senˆria. Sto plaÐsio tou FPGAaaS, to Partial Recon�guration (PR) [87] èqei anadei-
qjeÐ wc basikìc mhqanismìc upost rixhc, epitrèpontac se pollaploÔc qr stec na moi-
rˆzontai pìrouc kai na belti¸noun th sunolik  axiopoÐhsh. Se autì to parˆdeigma, to
FPGA qwrÐzetai se pollaplèc perioqèc PR, kajemÐa apì tic opoÐec leitourgeÐ wc èna ei-
konikì FPGA sto opoÐo o qr sthc mporeÐ na anaptÔxei th dik  tou sqedÐash ulikoÔ. H
eikonikopoÐhsh basismènh se PR epitrèpei thn epanadiˆjesh adranoÔc logik c epifˆneiac
se ˆllouc qr stec. Oi perioqèc PR mporoÔn na diamorfwjoÔn eÐte wc asÔmmetrec [88],
¸ste na uposthrÐzoun monˆdec ulikoÔ diaforetik¸n megej¸n, eÐte wc summetrikèc [89] me
stajerèc diastˆseic. Wstìso, oi sqediˆseic ulikoÔ pou parèqontai apì touc qr stec  
proèrqontai apì biblioj kec epitˆqunshc FPGA eÐnai sun jwc monolijikèc, apait¸ntac
sugkekrimènouc pìrouc pou endèqetai na mhn eÐnai diajèsimoi, gegonìc pou mporeÐ na odh-
g sei se parabiˆseic twn apait sewn twn qrhst¸n mèqri na eleujerwjoÔn oi aparaÐthtoi
pìroi.

Se aut  thn ergasÐa, proteÐnoume èna nèo plaÐsio gia thn apodotik  axiopoÐhsh twn FP-
GAs. O kÔrioc stìqoc tou eÐnai h elaqistopoÐhsh twn parabiˆsewn QoS gia efarmo-
gèc pou anaptÔssontai sto FPGA, diasfalÐzontac parˆllhla th bèltisth qr sh twn
pìrwn thc suskeu c. To proteinìmeno plaÐsio dhmiourgeÐ, gia kˆje efarmog  pou ana-
ptÔssetai, mia prosèggish twn Pareto-optimal sqediˆsewn pou anaparistoÔn diaforeti-
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Sq ma 20.: Episkìphsh twn O�ine kai Online fˆsewn tou proteinìmenou plaisÐou

koÔc sumbibasmoÔc metaxÔ apìdoshc kai qr shc pìrwn. Autì epitugqˆnetai mèsw miac
mejodologÐac montelopoÐhshc ikan c na kataskeuˆzei to Pareto front me elˆqisto arij-
mì paragìmenwn sqediˆsewn ulikoÔ. Katˆ thn ektèlesh, o enorqhstrwt c epilègei th
katallhlìterh sqedÐash me bˆsh tic diajèsimec perioqèc PR, ¸ste na ikanopoi sei tic a-
pait seic QoS thc efarmog c. Ta peiramatikˆ apotelèsmata deÐqnoun ìti to proteinìmeno
plaÐsio mei¸nei tic parabiˆseic QoS katˆ mèso ìro katˆ 8:1� se sÔgkrish me diˆforouc
mhqanismoÔc bˆshc kai fortÐa ergasÐac me diaforetikoÔc rujmoÔc ˆfixhc kai apait seic
pìrwn, anadeiknÔontac thn apotelesmatikìthtˆ tou sthn ulopoÐhsh tou paradeÐgmatoc
FPGAaaS.

Proteinìmeno Scheduling Framework

H proteinìmenh mejodologÐa epitrèpei thn apodotik  enorq strwsh pìrwn FPGA se ìlo
to suneqèc apì to ˆkro èwc to upologistikì nèfoc (edge-to-cloud continuum). O basikìc
thc stìqoc eÐnai h ikanopoÐhsh periorism¸n QoS se epÐpedo efarmog c, mèsw thc elaqi-
stopoÐhshc twn parabiˆsewn QoS kai thc tautìqronhc megistopoÐhshc thc axiopoÐhshc
twn diajèsimwn pìrwn FPGA. 'Opwc parousiˆzetai sto Sq ma 20, to plaÐsio leitourge-
Ð se dÔo sumplhrwmatikèc fˆseic: (a) th fˆsh ML-driven Application Variant Library
Generation (O�ine) kai (b) th fˆsh QoS- & Resource-aware Runtime Scheduling (On-
line).
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O�ine Phase: ML-driven Application Variant Library Generation

O stìqoc thc O�ine fˆshc eÐnai na lambˆnei mia efarmog  basismènh se HLS me ènan sun-
jèsimo pur na C/C++ kai na dhmiourgeÐ mia biblioj kh parallag¸n ulikoÔ, kajemÐa apì
tic opoÐec prosfèrei diaforetikoÔc sumbibasmoÔc metaxÔ kajustèrhshc kai qr shc pìrwn.
Aut  h biblioj kh apì bitstreams leitourgeÐ wc jemèlio gia ton Online orchestrator, epi-
trèpontac thn tekmhriwmènh epilog  sqedÐashc katˆ thn ektèlesh.

H diadikasÐa xekinˆ me thn prosèggish tou met¸pou Pareto tou upologistikˆ apaithti-

koÔ pur na 1A . Dedomènou enìc sunìlou stoqeumènwn suqnot twn leitourgÐac kai thc
epilegmènhc suskeu c FPGA, autì to stˆdio dhmiourgeÐ to mètwpo Pareto kajustèrh-
shc�pìrwn gia kˆje diamìrfwsh suqnìthtac. To b ma autì basÐzetai se plhroforÐec
prin apì th sÔnjesh (pre-synthesis), kai sugkekrimèna stic anaforèc pou parˆgontai ka-
tˆ th diadikasÐa HLS. H logik  pÐsw apì aut  thn epilog  prokÔptei apì to shmantikì
pl joc prohgoÔmenwn ergasi¸n pou mporoÔn na exˆgoun apodotikˆ Pareto-optimal dia-
morf¸seic se epÐpedo HLS. Epiplèon, dhmìsia diajèsimec sullogèc sqediˆsewn parèqoun
Pareto-optimal diamorf¸seic gia eurèwc melethmènec efarmogèc, epitrèpontˆc mac na axio-
poi soume ˆmesa autˆ ta apotelèsmata qwrÐc na ektelèsoume pl rh exereÔnhsh tou q¸rou
sqedÐashc apì thn arq . UlopoioÔme autì to b ma qrhsimopoi¸ntac to sÔnolo dedomènwn
GN
SIS [90], th megalÔterh diajèsimh sullog  sqediˆsewn HLS, h opoÐa perilambˆnei
ulopoi seic apì perissìterec apì 55 efarmogèc proerqìmenec apì kajierwmèna sÔnola
efarmog¸n kai apojet ria anoiktoÔ k¸dika. Gia efarmogèc pou den perilambˆnontai sto
sÔnolo dedomènwn, qrhsimopoioÔme mia mhqan  beltistopoÐhshc basismènh ston NSGA-
II [90], h opoÐa exˆgei autìmata to mètwpo Pareto kajustèrhshc�pìrwn gia th dedomènh
suqnìthta kai to stoqeumèno FPGA.

H epìmenh fˆsh thc mejodologÐac epikentr¸netai ston entopismì tou uposunìlou sqe-
diˆsewn pou ja ulopoihjoÔn fusikˆ ¸ste na dhmiourghjeÐ h biblioj kh parallag¸n thc
efarmog c 1B . Apì kˆje mètwpo Pareto pou parˆgetai gia tic exetazìmenec suqnìthtec
leitourgÐac, epilègoume trÐa antiproswpeutikˆ shmeÐa sqedÐashc: (a) th diamìrfwsh belti-
stopoihmènh wc proc thn kajustèrhsh (LE), (b) th diamìrfwsh beltistopoihmènh wc proc
touc pìrouc (RE), kai (g) mia endiˆmesh sqedÐash pou exisorropeÐ kai touc dÔo stìqouc
(MID). AntÐ na ulopoioÔme olìklhro to sÔnolo Pareto, epilègoume mìno autèc tic basikèc
diamorf¸seic gia dÔo lìgouc. Pr¸ton, h sÔnjesh kai ulopoÐhsh kˆje upoy fiou Pareto
ja odhgoÔse se uperbolikì qrìno metagl¸ttishc kai upologistikì fìrto [26]. DeÔteron,
h paroq  ston runtime scheduler saf¸c diaforopoihmènwn shmeÐwn sqedÐashc prosfèrei
ousiastik  euelixÐa katˆ thn antistoÐqish fortÐwn ergasÐac stouc diajèsimouc pìrouc tou
FPGA. Pèra apì tic parallagèc pou basÐzontai se odhgÐec, emploutÐzoume peraitèrw ton
q¸ro sqedÐashc enswmat¸nontac coarse-grained parallelism. Gia kˆje epilegmènh sqedÐa-
sh kai gia kˆje suqnìthta leitourgÐac, dhmiourgoÔme ulopoi seic me pollaplˆ Compute
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Units (CUs), dhlad  pollaplˆ antÐgrafa tou pur na sthn Programmable Logic (PL). Au-
t  h apl  allˆ apotelesmatik  strathgik  mporeÐ na mei¸sei shmantikˆ thn kajustèrhsh
ektèleshc ìtan upˆrqoun eparkeÐc pìroi ulikoÔ. Gia na diasfalisteÐ h efiktìthta, au-
xˆnoume ton arijmì twn CUs kai diathroÔme mìno ekeÐnec tic diamorf¸seic twn opoÐwn h
ektim¸menh qr sh pìrwn, ìpwc anafèretai apì to ergaleÐo HLS, qwrˆ sto stoqeumèno
FPGA.

H eisagwg  thc exereÔnhshc CU auxˆnei shmantikˆ ton arijmì twn sqediˆsewn pou prèpei
na paraqjoÔn fusikˆ. Gia parˆdeigma, jewr ste èna senˆrio ìpou axiologeÐtai mìno mÐa
suqnìthta leitourgÐac. Ac upojèsoume ìti h diamìrfwsh LE mporeÐ na uposthrÐxei 1,
2, 4 kai 6 CUs, h diamìrfwsh MID mporeÐ na uposthrÐxei 1, 2, 4, 6 kai 8 CUs, kai h
diamìrfwsh RE mporeÐ na uposthrÐxei 1, 2, 4, 6, 8 kai 10 CUs sto stoqeumèno FPGA.
Se aut  thn perÐptwsh, o q¸roc sqedÐashc epekteÐnetai sunolikˆ se 15 parallagèc pou
prèpei na ulopoihjoÔn. Epiplèon, prohgoÔmenec èreunec èqoun deÐxei ìti oi ektim seic
prin apì thn ulopoÐhsh (pre-synthesis) suqnˆ diafèroun apì ta apotelèsmata metˆ thn
ulopoÐhsh (post-implementation) [51], gegonìc pou shmaÐnei ìti h pragmatik  qr sh pìrwn
miac sqedÐashc pollapl¸n CU mporeÐ na diafèrei kai orismènec diamorf¸seic endèqetai na
mhn eÐnai kan efiktì na paraqjoÔn. Gia thn antimet¸pish autoÔ tou probl matoc, to
b ma 1C eisˆgei dÔo mhqanismoÔc pou axiopoioÔn dedomèna metˆ thn ulopoÐhsh apì mÐa
mìno CU, mazÐ me èna mikrì uposÔnolo tou q¸rou sqedÐashc, ¸ste na axiolog soun thn
efiktìthta diamorf¸sewn pollapl¸n CU sto FPGA kai na problèyoun me akrÐbeia thn
kajustèrhsh thc sqedÐashc, kaj¸c kai th qr sh BRAMs, DSPs, FFs kai LUTs. Autì to
b ma epitrèpei thn prìbleyh thc efiktìthtac, thc kajustèrhshc kai thc qr shc pìrwn gia
tic upìloipec diamorf¸seic. Perissìterec leptomèreiec parousiˆzontai sthn parˆgrafo
me tÐtlo �Feasibility Classi�er and Performance�Resource Modeling�. Qrhsimopoi¸ntac
autèc tic problèyeic, mporeÐ na prosdioristeÐ to pragmatikì mètwpo Pareto, epitrèpontac
thn ulopoÐhsh mìno twn Pareto-optimal sqediˆsewn kai mei¸nontac shmantikˆ ton arijmì
twn apaitoÔmenwn ulopoi sewn. To prokÔpton mètwpo Pareto leitourgeÐ sth sunèqeia wc
biblioj kh parallag¸n efarmog c gia th Online fˆsh.

Feasibility Classi�er & Performance�Resource Modeling. Gia thn ekpaÐdeush twn
montèlwn mac, qrhsimopoioÔme efarmogèc apì to sÔnolo dedomènwn GN
SIS [90]. Sugke-
krimèna, qrhsimopoioÔme diˆforec efarmogèc ìpwc oi KNN kai KMeans kai exˆgoume ta
mètwpa Pareto touc sta 100, 200 kai 300 MHz sto Alveo U200 FPGA. Gia kˆje sto-
qeumènh suqnìthta, epilègoume antiproswpeutikèc sqediˆseic, sumperilambanomènwn twn
LE, MID kai RE, kai epekteÐnoume ton q¸ro sqedÐashc enswmat¸nontac pollaplˆ CUs.
Kˆje parallag  ulopoieÐtai kai, gia kˆje ègkurh sqedÐash, sullègoume metrikèc metˆ thn
ulopoÐhsh, ìpwc kajustèrhsh kai qr sh BRAM, DSP, FF kai LUT. Gia kˆje efarmo-
g , ta sullegmèna dedomèna ulopoÐhshc qrhsimopoioÔntai gia thn ekpaÐdeush tìso tou
taxinomht  efiktìthtac ìso kai twn montèlwn apìdoshc�pìrwn. Basizìmaste se kajierw-
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mènec proseggÐseic thc bibliografÐac [51], qrhsimopoi¸ntac ènan Decision Tree Classi�er
(DTC) gia thn prìbleyh efiktìthtac, Linear Regression (LR) gia thn ektÐmhsh thc ka-
justèrhshc kai XGBoost Regression (XGB) gia thn prìbleyh twn BRAMs, DSPs, FFs
kai LUTs. H apìdosh twn montèlwn gia kˆje efarmog  axiologeÐtai mèsw 5-fold cross-
validation, qrhsimopoi¸ntac th metrik  R 2 gia tic ergasÐec palindrìmhshc kai to skor F1

gia thn taxinìmhsh. Metˆ apì feature engineering kai hyperparameter tuning, o DTC
epitugqˆnei mèso skor F1 Ðso me 0.967, en¸ to montèlo LR epitugqˆnei R2 Ðso me 0.97.
Ta montèla basismèna se XGB parousiˆzoun epÐshc isqur  probleptik  ikanìthta, epi-
tugqˆnontac skor R 2 Ðsa me 0.99 gia ta BRAMs, 0.98 gia ta DSPs, 0.97 gia ta FFs kai
0.97 gia ta LUTs. 'Eqontac epitÔqei uyhl  akrÐbeia se ìla ta montèla, mei¸noume to sÔno-
lo dedomènwn ¸ste na entopÐsoume to elˆqisto tm ma tou q¸rou sqedÐashc pou prèpei
na ulopoihjeÐ pèra apì tic diamorf¸seic mÐac CU. Ta upìloipa shmeÐa epilègontai mèsw
tuqaÐac deigmatolhyÐac (random sampling). Ta apotelèsmatˆ mac deÐqnoun ìti h qr sh
mìno tou 20% tou q¸rou sqedÐashc odhgeÐ se mèsh upobˆjmish akrÐbeiac mikrìterh apì
3% se ìla ta montèla. Ta eur mata autˆ apodeiknÔoun ìti ta proteinìmena montèla mpo-
roÔn na ekpaideutoÔn apotelesmatikˆ qrhsimopoi¸ntac èna mikrì uposÔnolo tou q¸rou
sqedÐashc, mei¸nontac shmantikˆ ton arijmì twn apaitoÔmenwn paragwg¸n bitstream gia
thn kataskeu  thc biblioj khc parallag¸n efarmog c.

Online Phase: QoS- & Resource-aware Runtime Scheduling

O stìqoc thc nline fˆshc eÐnai h diaqeÐrish miac ro c apì FPGA-accelerated efarmogèc,
kajemÐa me apaÐthsh ektèleshc orismènh apì ton qr sth, ¸ste na elaqistopoioÔntai oi
parabiˆseic QoS en¸ parˆllhla na gÐnetai apodotik  axiopoÐhsh twn diajèsimwn pìrwn.

O scheduler diathreÐ mÐa ourˆ2A , ìpou kˆje eggraf  anaparistˆ mÐa efarmog  mazÐ me
ton mègisto apodektì qrìno ektèles c thc. Gia kˆje ergasÐa sthn ourˆ, to sÔsthma pa-
rakoloujeÐ tìso to kajorismèno execution deadline ìso kai ton qrìno pou èqei parèljei
apì th stigm  pou h ergasÐa eis lje sthn ourˆ. Me bˆsh autèc tic plhroforÐec, upolo-
gÐzei ton upoleipìmeno epitreptì qrìno prin prokÔyei parabÐash QoS, o opoÐoc orÐzetai
wc h diaforˆ metaxÔ tou target execution time kai tou susswreumènou qrìnou anamon c.
Kaj¸c h ergasÐa paramènei perissìtero sthn ourˆ, o upoleipìmenoc qrìnoc mei¸netai,
upodeiknÔontac auxhmènh anˆgkh programmatismoÔ. H parˆmetroc aut  enhmer¸netai su-
neq¸c kai qrhsimopoieÐtai gia thn kajod ghsh thc proteraiopoÐhshc twn ergasi¸n kai th
meÐwsh twn parabiˆsewn QoS.

To b ma 2B eÐnai upeÔjuno gia thn epilog  thc katallhlìterhc parallag c efarmog c
¸ste na ikanopoihjoÔn oi apait seic thc efarmog c. LeitourgeÐ qrhsimopoi¸ntac th bi-
blioj kh parallag¸n efarmog¸n pou dhmiourg jhke katˆ thn O�ine fˆsh, kaj¸c kai
gn¸sh tou trèqontoc FPGA con�guration. Ed¸, o ìroc FPGA con�guration anafèretai
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ston arijmì twn diajèsimwn PR regions. Se aut  thn ergasÐa, jewroÔme summetrikˆ PR
regions, sÔmfwna me thn epikratoÔsa praktik  sth bibliografÐa [85]. To FPGA qwrÐzetai
se autˆ ta PR regions ètsi ¸ste oi sunolikoÐ pìroi na katanèmontai omoiìmorfa, dÐnontac
se kˆje region Ðso merÐdio twn pìrwn thc suskeu c. Gia ton entopismì tou bèltistou
upoyhfÐou, to b ma autì arqikˆ epalhjeÔei ìti h parallag  efarmog c mporeÐ na qwrèsei
sta diajèsima PR regions. Sugkekrimèna, aporrÐptei opoiesd pote parallagèc apaitoÔn
perissìterouc pìrouc BRAM, DSP, FF   LUT apì ìsouc eÐnai diajèsimoi se èna mìno
PR region. MetaxÔ twn enapomeinˆntwn bitstreams, aporrÐptei peraitèrw opoiesd pote
parallagèc den mporoÔn na ikanopoi soun ton periorismì QoS me bˆsh ton upoleipìme-
no epitrepìmeno qrìno, kaj¸c autèc ja odhgoÔsan se parabÐash. Apì to filtrarismèno
sÔnolo upoyhfÐwn, o scheduler epilègei sth sunèqeia thn parallag  me ton mikrìtero ex-
ecution time ¸ste na megistopoi sei thn apìdosh diathr¸ntac parˆllhla th summìrfwsh
me tic apait seic QoS.

Eˆn kamÐa apì tic diajèsimec parallagèc efarmog c pou qwroÔn se èna mìno PR region den
mporeÐ na ikanopoi sei ton periorismì QoS, energopoieÐtai o mhqanismìc anÐqneushc para-
bÐashc QoS2C. To b ma autì entopÐzei ergasÐec pou den mporoÔn na exuphrethjoÔn upì
tic trèqousec sunj kec kai proswrinˆ mei¸nei thn proteraiìthtˆ touc topojet¸ntac tec
sto tèloc thc ourˆc, epitrèpontac ètsi ton programmatismì pr¸ta twn efikt¸n ergasi¸n.
Mìlic upologistoÔn ta urgency scores gia ìlec tic efarmogèc, h ourˆ anadiorgan¸netai
ètsi ¸ste oi pio epeÐgousec ergasÐec na epexergˆzontai pr¸tec, sqhmatÐzontac thn ordered

job queue 2D. 'Otan mÐa ergasÐa eÐnai ètoimh proc ektèlesh, to framework exereunˆ ta

diajèsima PR regions2E ¸ste na kajorÐsei eˆn upˆrqei katˆllhlo region diajèsimo proc
anˆjesh. Eˆn upˆrqei diajèsimo region, h efarmog  anatÐjetai se autì; diaforetikˆ, h er-
gasÐa paramènei sthn ourˆ mèqri na eleujerwjeÐ kˆpoio region. Mìlic pragmatopoihjeÐ h
anˆjesh, h ergasÐa qartografeÐtai sto antÐstoiqo PR region tou FPGA, oloklhr¸nontac
to deployment plan 2F .

Peiramatik  Axiolìghsh

Episkìphsh Peiramˆtwn & Perigraf  Basik¸n Mejìdwn

AxiologoÔme thn apodotikìthta tou proteinìmenou plaisÐou dromolìghshc mèsw enìc ekte-
tamènou sunìlou peiramˆtwn, sqediasmènwn ¸ste na apotup¸noun realistikèc dunamikèc
fìrtou ergasÐac kai sumperiforèc sust matoc. Ta workloads proèrqontai apì efarmogèc
tou sunìlou dedomènwn GN
SIS [90], me èmfash stouc algorÐjmouc KNN kai KMeans,
oi opoÐoi apoteloÔn antiproswpeutikˆ paradeÐgmata eurèwc qrhsimopoioÔmenwn mejìdwn
se megˆlhc klÐmakac anˆlush dedomènwn kai epexergasÐa se pragmatikì qrìno kai eÐnai
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idiaÐtera katˆllhloi gia epitˆqunsh mèsw FPGA [91]. 'Olec oi ulopoi seic anaptÔqjhkan
me th qr sh tou AMD Vitis Uni�ed Software Platform 2021.1 [92] kai ektelèsthkan se
FPGA Alveo U200. Gia thn axiolìghsh tou Partial Recon�guration (PR) [87] qrhsimo-
poi jhke prosomoÐwsh. Ta peirˆmata perilambˆnoun sto sÔnolo 30 efarmogèc, kajemÐa
me sugkekrimènouc periorismoÔc QoS pou antistoiqoÔn se mègistouc epitreptoÔc qrìnouc
ektèleshc. Oi afÐxeic twn efarmog¸n dhmiourg jhkan me qr sh katanom c tÔpou bursty,
basismènhc se traces apì to Alibaba accelerator cluster [93], apotup¸nontac realistikˆ
prìtupa cloud workloads.

To proteinìmeno plaÐsio axiologeÐtai se dÔo sumplhrwmatikèc diastˆseic: (a) th stra-
thgik  dromolìghshc, h opoÐa kajorÐzei th seirˆ ektèleshc twn efarmog¸n, kai (b) th
strathgik  diaqeÐrishc, h opoÐa kajorÐzei thn epilog  bitstreams kai th diamèrish tou
FPGA mèsw PR. Se epÐpedo dromolìghshc, o proteinìmenoc scheduler sugkrÐnetai me
ènan klasikì scheduler FIFO, o opoÐoc exuphreteÐ tic efarmogèc austhrˆ me bˆsh th sei-
rˆ ˆfix c touc, qwrÐc na lambˆnei upìyh qarakthristikˆ fìrtou   thn katˆstash tou
sust matoc. Aut  h basik  prosèggish parèqei èna aplì allˆ qr simo shmeÐo anaforˆc
gia thn axiolìghsh thc proteinìmenhc politik c se dunamikˆ kai eterogen  workloads. Se
epÐpedo diaqeÐrishc, exetˆzontai tèsseric diamorf¸seic ¸ste na apotupwjeÐ h epÐdrash
tou Pareto-awareness kai tou partitioning tou FPGA. H pr¸th diamìrfwsh (M1) eÐnai
ènac Pareto-agnostic manager qwrÐc prìsbash sto Pareto frontier. Epilègei èna stajerì
bitstream to opoÐo, katˆ mèso ìro, eÐnai 30% pio argì kai qrhsimopoieÐ 24% perissìterouc
pìrouc apì to MID design, prosomoi¸nontac sumperiforˆ mh èmpeirou qr sth pou epi-
lègei upobèltisth diamìrfwsh. To FPGA leitourgeÐ wc mÐa eniaÐa monolijik  perioq  se
aut  th rÔjmish. H deÔterh diamìrfwsh (M2) eisˆgei Pareto-awareness, epitrèpontac thn
epilog  ulopoi sewn apì to Pareto frontier, en¸ to FPGA exakoloujeÐ na leitourgeÐ wc
mÐa perioq . H trÐth diamìrfwsh (M3) sunduˆzei Pareto-awareness me PR, diair¸ntac to
FPGA se dÔo epanadiamorf¸simec perioqèc, epitrèpontac tautìqronh ektèlesh pollapl¸n
Pareto-optimal sqedÐwn. H tètarth diamìrfwsh (M4) epekteÐnei peraitèrw thn idèa aut ,
diamerÐzontac to FPGA se tèsseric PR perioqèc, auxˆnontac ton parallhlismì kai thn
euelixÐa. O arijmìc twn PR perioq¸n periorÐzetai se tèsseric, kaj¸c peraitèrw diamèrish
ja periìrize uperbolikˆ ton diajèsimo q¸ro ulikoÔ, apotrèpontac pollˆ bitstreams apì
to na qwrèsoun se mikrìterec perioqèc kai mei¸nontac thn praktik  qrhsimìthta tou su-
st matoc. H apìdosh kˆje diamìrfwshc axiologeÐtai mèsw tessˆrwn basik¸n metrik¸n:
(a) sunolikìc arijmìc parabiˆsewn QoS, (b) mèsoc qrìnoc anamon c, pou antistoiqeÐ sto
qronikì diˆsthma pou mia efarmog  paramènei sthn ourˆ prin thn ektèlesh, (g) end-to-end
ì ektèleshc, o opoÐoc perilambˆnei qrìno anamon c, qrìno ektèleshc kai overhead dromo-
lìghshc, kai (d) mèsoc qrìnoc upèrbashc, pou orÐzetai wc o mèsoc qrìnoc katˆ ton opoÐo
mia ergasÐa uperbaÐnei ton stìqo QoS. Gia tic ergasÐec pou ikanopoioÔn touc periorismoÔc
QoS, o qrìnoc upèrbashc jewreÐtai mhdenikìc.
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Sq ma 21.: Axiolìghsh thc proteinìmenhc prosèggishc upì eterogen  workloads, ìpou parou-
siˆzontai (Aristerˆ) o arijmìc twn parabiˆsewn, (Mèso-Aristerˆ) h katanom  tou
qrìnou ektèleshc end-to-end, (Mèso-Dexiˆ) h katanom  tou qrìnou anamon c kai
(Dexiˆ) o mèsoc qrìnoc upèrbashc QoS.

Analutik  Axiolìghsh tou Proteinìmenou PlaisÐou ènanti twn Orismènwn
Basik¸n Mejìdwn gia Eterogen  Workloads

AxiologoÔme èna poikilìmorfo sÔnolo efarmog¸n, kajemÐa apì tic opoÐec parˆgei ait ma-
ta me diaforetikèc apait seic olokl rwshc ektèleshc, parèqontac mia realistik  ana-
parˆstash senarÐwn anˆptuxhc. To Sq ma 21 parousiˆzei ta apotelèsmata autoÔ tou
peirˆmatoc. O proteinìmenoc scheduler se sunduasmì me ton M4 manager epitugqˆnei ton
mikrìtero arijmì parabiˆsewn QoS. Sugkekrimèna, katagrˆfei mìno 2 parabiˆseic. H
katanom  tou end-to-end execution time kumaÐnetai apì 30 seconds èwc 3.4 minutes, me
mèso ìro 1.5 minutes, en¸ o qrìnoc anamon c kumaÐnetai apì 2.7 seconds èwc 2.9 min-
utes, me mèso ìro 57.3 seconds. O mèsoc qrìnoc upèrbashc anèrqetai se 9.8 seconds.
Wc proc tic parabiˆseic, aut  h diamìrfwsh epitugqˆnei shmantikèc belti¸seic, emfanÐzo-
ntac 13:5�, 8:5� kai 5� ligìterec parabiˆseic se sÔgkrish me ton FIFO scheduler me
M1, kaj¸c kai me ton proteinìmeno scheduler me M2 kai M3, antÐstoiqa. EpÐshc uperèqei
ènanti twn Ðdiwn baseline diamorf¸sewn wc proc ton mèso qrìno end-to-end ektèleshc,
epitugqˆnontac belti¸seic thc tˆxhc twn 10:6�, 3:6� kai 1:8�, antÐstoiqa. Wc proc ton
qrìno anamon c, parousiˆzei mei¸seic thc tˆxhc twn 14:9� kai 2:3� se sÔgkrish me tic
antÐstoiqec diamorf¸seic. Epiplèon, o mèsoc qrìnoc upèrbashc emfanÐzei meÐwsh tˆxhc
megèjouc se sqèsh me ton FIFO scheduler me M1 kai M2, en¸ paramènei 7:6� qamhlìte-
roc apì autìn tou M3. Ta apotelèsmata autˆ deÐqnoun ìti o proteinìmenoc scheduler,
ìtan sunduˆzetai me Pareto-awareness kai pl rh axiopoÐhsh tessˆrwn PR regions, upe-
rèqei susthmatikˆ ìlwn twn baseline proseggÐsewn, akìmh kai upì realistikˆ eterogen 
workloads.
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EpÐlogoc

H ergasÐa aut  parousÐase èna nèo framework sqediasmèno gia th beltÐwsh thc apodoti-
kìthtac kai thc euelixÐac thc axiopoÐhshc multi-tenant FPGA susthmˆtwn sto edge-to-
cloud continuum. Me thn enswmˆtwsh Pareto-optimal design approximation kai eufuoÔc
runtime orchestration, h proteinìmenh prosèggish exisorropeÐ apotelesmatikˆ thn apìdo-
sh kai th qr sh pìrwn, en¸ parˆllhla elaqistopoieÐ tic parabiˆseic QoS. Se antÐjesh
me sumbatikèc static   monolithic strathgikèc deployment, to framework prosarmìze-
tai dunamikˆ sth metablhtìthta twn workloads kai twn diajèsimwn pìrwn, axiopoi¸ntac
partial recon�guration ¸ste na diasfalÐzei apodotikì diamoirasmì FPGA pìrwn metaxÔ
tautìqronwn efarmog¸n. H peiramatik  axiolìghsh deÐqnei mèsh meÐwsh twn parabiˆsewn
QoS katˆ 8:1� se diaforetikˆ workloads kai baseline mhqanismoÔc, epibebai¸nontac thn
apotelesmatikìthta tou proteinìmenou framework sthn ikanopoÐhsh twn apait sewn twn
qrhst¸n upì dunamikèc sunj kec leitourgÐac.

EpÐlogoc kai Mellontikèc Epektˆseic

SÔnoyh

Ta FPGAs èqoun proselkÔsei shmantikì endiafèron lìgw thc dunatìthtˆc touc na u-
lopoioÔn exeidikeumèno ulikì prosarmosmèno stic apait seic sugkekrimènwn efarmog¸n,
prosfèrontac ènan sunduasmì uyhl c apìdoshc kai energeiak c apodotikìthtac, en¸ pa-
rˆllhla uposthrÐzoun enhmer¸seic kai tropopoi seic metˆ thn anˆptux  touc. Paradosia-
kˆ, o programmatismìc twn FPGAs se epÐpedo RTL eÐnai idiaÐtera apaithtikìc, kaj¸c oi
sqediastèc prèpei na diaqeirÐzontai rhtˆ touc diajèsimouc pìrouc ulikoÔ, touc qronikoÔc
periorismoÔc kai ton parallhlismì, gegonìc pou proôpojètei bajiˆ gn¸sh thc yhfiak c
sqedÐashc kai thc arqitektonik c thc suskeu c. Epiplèon, h diadikasÐa aposfalmˆtw-
shc epibarÔnei peraitèrw ton sqediasmì, kaj¸c pollˆ probl mata gÐnontai emfan  mìno
katˆ th diˆrkeia qronobìrwn prosomoi¸sewn   metˆ thn olokl rwsh thc sÔnjeshc, ka-
jist¸ntac ton entopismì kai th diìrjws  touc idiaÐtera dapanhr  diadikasÐa. To High-
Level Synthesis (HLS) antimetwpÐzei pollˆ apì ta parapˆnw empìdia, epitrèpontac stouc
sqediastèc na perigrˆfoun th sumperiforˆ tou ulikoÔ qrhsimopoi¸ntac gl¸ssec uyhloÔ
epipèdou, en¸ o metaglwttist c analambˆnei autìmata thn exagwg  parallhlismoÔ kai th
dhmiourgÐa tou antÐstoiqou k¸dika RTL. To uyhlìtero autì epÐpedo afaÐreshc aplopoieÐ
shmantikˆ th diadikasÐa anˆptuxhc, epitaqÔnei thn exereÔnhsh enallaktik¸n sqediastik¸n
epilog¸n kai mei¸nei thn poluplokìthta twn paradosiak¸n ro¸n sqedÐashc pou basÐzontai
se HDLs, epitrèpontac thn apodotik  ulopoÐhsh efarmog¸n se FPGAs qwrÐc thn anˆgkh
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diaqeÐrishc kˆje leptomèreiac qamhloÔ epipèdou. Wstìso, to HLS eisˆgei kai nèec pro-
kl seic. Oi sqediastèc exakoloujoÔn na qreiˆzetai na katanooÔn ton trìpo me ton opoÐo
oi kataskeuèc uyhloÔ epipèdou antistoiqÐzontai se ulikì, gegonìc pou apaiteÐ prosektik 
katanìhsh ennoi¸n ìpwc o parallhlismìc, h dioqèteush kai h sumperiforˆ thc mn mhc, oi
opoÐec diafèroun shmantikˆ apì ton sumbatikì programmatismì logismikoÔ. Epiprìsjeta,
h qeirokÐnhth epilog  twn compiler directives, se sunduasmì me ton argì kÔklo anatro-
fodìthshc pou basÐzetai sth sÔnjesh, dhmiourgeÐ ènan idiaÐtera megˆlo kai polÔploko
q¸ro sqedÐashc (design space), kajist¸ntac dÔskolh th susthmatik  epÐteuxh bèltistwn
apotelesmˆtwn akìmh kai gia èmpeirouc sqediastèc.

Sthn paroÔsa didaktorik  diatrib  exetˆsame to prìblhma tou High-Level Synthesis De-
sign Space Exploration (HLS DSE) mèsa apì treic sumplhrwmatikèc optikèc gwnÐec, oi
opoÐec antistoiqoÔn se basikˆ epÐpeda tou probl matoc beltistopoÐhshc. Se epÐpedo de-
domènwn, kataskeuˆsame èna megˆlhc klÐmakac kai ploÔsio se efarmogèc sÔnolo sqedÐwn
HLS, to opoÐo parèqei thn aparaÐthth bˆsh gia thn ekpaÐdeush kai axiolìghsh sÔgqronwn
mejìdwn beltistopoÐhshc pou basÐzontai sth mhqanik  mˆjhsh. Se epÐpedo montelopoÐh-
shc, anaptÔxame mejodologÐec prìbleyhc epidìsewn kai qr shc pìrwn se epÐpedo gl¸s-
sac, oi opoÐec epitrèpoun thn apodotik  ektÐmhsh twn epipt¸sewn twn beltistopoi sewn
HLS se pr¸ima stˆdia tou sqediasmoÔ, mei¸nontac thn exˆrthsh apì qronobìrec diadi-
kasÐec sÔnjeshc. Tèloc, se epÐpedo beltistopoÐhshc, proteÐname èna taqÔ kai basismèno
sth gn¸sh plaÐsio epilog c directives, to opoÐo axiopoieÐ istorikˆ dedomèna sqediasmoÔ
gia na kajodhgeÐ thn exereÔnhsh tou q¸rou sqedÐashc kai na parˆgei apotelesmatikèc
strathgikèc beltistopoÐhshc gia nèec, mh exereunhmènec efarmogèc. Sunolikˆ, ta trÐa
autˆ epÐpeda sunjètoun mia sunektik  prosèggish gia thn pro¸jhsh thc èreunac sto
pedÐo tou HLS DSE, belti¸nontac thn epektasimìthta, thn akrÐbeia kai thn praktik 
efarmosimìthta twn mejìdwn se olìklhrh th stoÐba beltistopoÐhshc. Sth sunèqeia, pa-
rousiˆzetai mia sunoptik  anaskìphsh thc ereunhtik c mac suneisforˆc kai tou trìpou
me ton opoÐo ta proteinìmena plaÐsia antimetwpÐzoun shmantikˆ anoiktˆ probl mata tou
pedÐou.

GN
SIS. ApoteleÐ to megalÔtero anoiktoÔ k¸dika sÔnolo dedomènwn HLS pou eÐnai
diajèsimo s mera, kalÔptontac èna exairetikˆ eurÔ fˆsma sqediastik¸n shmeÐwn (de-
sign points) proerqìmenwn tìso apì kajierwmèna benchmark suites ìso kai apì prag-
matikèc efarmogèc pou sullèqjhkan apì dhmìsia apojet ria logismikoÔ. Epiplèon, pa-
rèqetai èna euèlikto kai pl rwc automatopoihmèno plaÐsio dhmiourgÐac nèwn sqediasti-
k¸n shmeÐwn, epitrèpontac th suneq  epèktash tou sunìlou dedomènwn kaj¸c exelÐsso-
ntai ta ergaleÐa, oi suskeuèc kai oi efarmogèc. Mèsw tou GN
SIS, stìqoc mac eÐnai
h enÐsqush thc prosbasimìthtac se uyhl c poiìthtac sqediastikˆ dedomèna kai h dh-
miourgÐa miac isqur c bˆshc gia thn pro¸jhsh thc èreunac sto pedÐo tou HLS-driven
DSE [90].
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Language-level QoR Modeling for HLS. ProteÐnetai mia mejodologÐa montelopo-
Ðhshc se epÐpedo gl¸ssac, h opoÐa problèpei thn apìdosh kai th qr sh pìrwn sqe-
dÐwn HLS apeujeÐac apì ton phgaÐo touc k¸dika upì diaforetikèc diamorf¸seic direc-
tives. Stìqoc thc prosèggishc eÐnai na parèqei stouc sqediastèc ègkairec kai exar-
t¸menec apì ta directives ektim seic, epitaqÔnontac shmantikˆ ton entopismì apodotik¸n
strathgik¸n beltistopoÐhshc qwrÐc thn anˆgkh epanalambanìmenwn diadikasi¸n sÔnje-
shc. Me thn ergasÐa aut  antimetwpÐzetai h ufistˆmenh èlleiyh montèlwn pou mporo-
Ôn na ektim soun me akrÐbeia thn apìdosh kai th qr sh pìrwn apì k¸dika emplouti-
smèno me directives, kalÔptontac èna krÐsimo kenì sth diadikasÐa HLS design space explo-
ration [26].

CollectiveHLS. Prìkeitai gia mia exairetikˆ taqeÐa kai basismènh se dedomèna prosèg-
gish beltistopoÐhshc sqedÐwn HLS, h opoÐa entopÐzei kai efarmìzei autìmata katˆllhlec
diamorf¸seic directives apeujeÐac ston arqikì phgaÐo k¸dika. H mèjodoc epikentr¸netai
sthn elaqistopoÐhsh thc kajustèrhshc (latency), diathr¸ntac parˆllhla th sunjesi-
mìthta tou sqedÐou, kai parèqei èna oloklhrwmèno plaÐsio beltistopoÐhshc se epÐpedo
directives. Mèsw aut c thc ergasÐac antimetwpÐzetai h èlleiyh taqèwn mejodologi¸n pou
mporoÔn na parˆgoun apodotikèc, ègkurec kai sqedìn bèltistec diamorf¸seic directives
gia nèec kai ˆgnwstec efarmogèc [1,36,94].

Linking HLS with FPGA Runtime Orchestration. ProteÐnetai èna plaÐsio QoS-
aware FPGA-as-a-Service (FPGAaaS) pou sundèei th beltistopoÐhsh sqedÐwn mèsw HLS
me th dunamik  enorq strwsh pìrwn se polumisjwmèna (multi-tenant) sust mata FPGA.
H prosèggish dhmiourgeÐ pollaplèc Pareto-optimal parallagèc ulikoÔ gia kˆje efarmog ,
axiopoi¸ntac mia elafriˆ mejodologÐa montelopoÐhshc pou apaiteÐ elˆqisto arijmì ulopoi-
 sewn se ulikì. Katˆ th diˆrkeia leitourgÐac tou sust matoc, ènac runtime orchestrator
epilègei dunamikˆ thn katallhlìterh parallag  me bˆsh touc diajèsimouc pìrouc merik c
epanadiamìrfwshc (partial recon�guration), ¸ste na ikanopoioÔntai oi apait seic QoS kai
na periorÐzontai oi parabiˆseic touc. Me thn ergasÐa aut  antimetwpÐzetai h èlleiyh miac
enopoihmènhc mejìdou pou na gefur¸nei th beltistopoÐhsh sqedÐwn HLS me th dunami-
k  diaqeÐrish pìrwn FPGA, diasfalÐzontac parˆllhla thn ikanopoÐhsh twn apait sewn
QoS [95].
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Mellontikèc Epektˆseic

EmploutÐzontac to GN
SIS me Post-Implementation Data

Oi perissìterec sÔgqronec mejodologÐec HLS directive Design Space Exploration (DSE)
basÐzontai se dedomèna pro-ulopoÐhshc (pre-implementation data), kurÐwc lìgw thc eu-
kolÐac sullog c touc kai thc diajesimìthtac megˆlwn sunìlwn dedomènwn se uyhlìtera
epÐpeda afaÐreshc tou sqediastikoÔ q¸rou [95]. Parìti ta dedomèna autˆ èqoun dia-
dramatÐsei kajoristikì rìlo sthn prìodo thc èreunac gia th beltistopoÐhsh mèsw HLS,
antanakloÔn ektim seic kai ìqi ta pragmatikˆ apotelèsmata thc telik c ulopoÐhshc. Wc
ek toÔtou, pollèc apì tic ufistˆmenec proseggÐseic adunatoÔn na apotup¸soun pl rwc
ta sÔnjeta fainìmena pou eisˆgontai katˆ th ro  ulopoÐhshc se FPGA, odhg¸ntac se
apoklÐseic metaxÔ thc problepìmenhc kai thc pragmatik c apìdoshc. Oi apoklÐseic autèc
gÐnontai idiaÐtera emfaneÐc se metrikèc pou sqetÐzontai me ton qronismì, th qr sh pìrwn
kai thn poiìthta uphresÐac (Quality of Service - QoS), periorÐzontac thn akrÐbeia twn
montèlwn prìbleyhc kai mei¸nontac thn praktik  axiopoÐhsh twn mejodologi¸n beltisto-
poÐhshc se pragmatikˆ peribˆllonta anˆptuxhc [51].

Gia thn antimet¸pish autoÔ tou periorismoÔ, mia idiaÐtera uposqìmenh ereunhtik  kateÔjun-
sh eÐnai o emploutismìc tou sunìlou dedomènwn GN
SIS me plhroforÐa metˆ thn ulopoÐhsh
(post-implementation data). EpekteÐnontac to plaÐsio ¸ste na uposthrÐzei th dhmiourgÐa
kai anˆlush pragmatik¸n FPGA bitstreams, kajÐstatai dunat  h katagraf  fainomènwn
pou emfanÐzontai se epÐpedo ulopoÐhshc, ìpwc h topojèthsh (placement), h dromolìghsh
(routing), h sumfìrhsh pìrwn (congestion) kai h epÐteuxh qronik¸n periorism¸n (timing
closure), ta opoÐa paramènoun aìrata katˆ ta pr¸ima stˆdia tou sqediasmoÔ. Parìlo pou h
paragwg  dedomènwn metˆ thn ulopoÐhsh sunepˆgetai shmantikì upologistikì kai qronikì
kìstoc, to prokÔpton sÔnolo dedomènwn ja parèqei mia saf¸c akribèsterh anaparˆstash
tou pragmatikoÔ sqediastikoÔ q¸rou. Mia tètoia bˆsh gn¸shc ja epitrèyei thn anˆptuxh
pio axiìpistwn strathgik¸n beltistopoÐhshc HLS kai akribèsterwn montèlwn prìbleyhc,
gefur¸nontac to qˆsma metaxÔ ereunhtik¸n prwtotÔpwn kai praktikˆ axiopoi simwn lÔse-
wn FPGA. Parˆllhla, h enswmˆtwsh plhroforÐac metˆ thn ulopoÐhsh ja sumbˆlei sth
dhmiourgÐa mejodologi¸n beltistopoÐhshc pou den ja eÐnai mìno apotelesmatikèc se je-
wrhtikì epÐpedo, allˆ kai anjektikèc, epektˆsimec kai ˆmesa efarmìsimec se pragmatikˆ
senˆria anˆptuxhc kai leitourgÐac susthmˆtwn FPGA.
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Qr sh Megˆlwn Glwssik¸n Montèlwn sto HLS directives DSE

H ragdaÐa exèlixh kai h eureÐa uiojèthsh twn Large Language Models (LLMs) èqoun meta-
sqhmatÐsei polloÔc episthmonikoÔc kai teqnologikoÔc tomeÐc, kajier¸nontˆc ta wc isqurˆ
ergaleÐa gia sullogismì, paragwg  k¸dika, beltistopoÐhsh kai upost rixh l yhc apo-
fˆsewn. H ikanìthtˆ touc na genikeÔoun se diaforetikˆ tasks, na axiopoioÔn ektetamènh
proôpˆrqousa gn¸sh kai na prosarmìzontai ta èqei topojet sei ston pur na sÔgqronwn
AI-driven ro¸n ergasÐac. H tˆsh aut  antikatoptrÐzetai oloèna kai perissìtero kai ston
q¸ro tou sqediasmoÔ ulikoÔ kai thc hlektronik c automatopoÐhshc sqedÐashc (Electronic
Design Automation - EDA), ìpou prìsfatec melètec anadeiknÔoun thn emfˆnish mejo-
dologi¸n basismènwn se LLMs gia thn automatopoÐhsh sqediastik¸n diadikasi¸n kai th
beltÐwsh thc paragwgikìthtac [96]. Ereunhtikèc proseggÐseic èqoun exetˆsei tìso th
qr sh proekpaideumènwn montèlwn mèsw prompting [97, 98], ìso kai elafrièc mejìdouc
�ne-tuning, ìpwc h LoRA [99], katadeiknÔontac th dunatìthta twn LLMs na uposthrÐxoun
  akìmh kai na antikatast soun paradosiakèc euretikèc mejìdouc beltistopoÐhshc. Ka-
j¸c ta montèla autˆ wrimˆzoun, o rìloc touc sthn epitˆqunsh kai aplopoÐhsh sÔnjetwn
mhqanik¸n ro¸n ergasÐac anamènetai na enisqujeÐ peraitèrw.

Sto plaÐsio thc HLS directive Design Space Exploration (DSE), ta LLMs prosfèroun
idiaÐtera uposqìmenec dunatìthtec gia thn enÐsqush thc automatopoÐhshc, th meÐwsh tou
kìstouc exereÔnhshc kai th beltÐwsh thc poiìthtac beltistopoÐhshc. Axiopoi¸ntac sÔno-
la dedomènwn ìpwc to GN
SIS, ta LLMs mporoÔn na kajodhghjoÔn ¸ste na anagnwrÐzoun
strathgikèc beltistopoÐhshc gia ˆgnwsta sqèdia, basizìmena se motÐba pou èqoun majh-
jeÐ apì Pareto-optimal diamorf¸seic se diaforetikèc efarmogèc, platfìrmec FPGA kai
rujmÐseic sÔnjeshc. Gia parˆdeigma, oi ploÔsiec sqèseic metaxÔ directives kai QoR sto
GN
SIS mporoÔn na uposthrÐxoun thn prìtash katˆllhlwn diamorf¸sewn pragma, en¸
exeidikeumèna montèla mporoÔn na mˆjoun na problèpoun apìdosh kai qr sh pìrwn apeu-
jeÐac apì phgaÐo k¸dika emploutismèno me HLS directives [97�100]. Tètoiec dunatìthtec
epitrèpoun sta LLMs na leitourgoÔn wc eufu  front-ends gia ergaleÐa HLS, parèqontac
gr gorec kai dedomeno-kateujunìmenec ektim seic pou sumplhr¸noun   epitaqÔnoun para-
dosiakèc mejodologÐec DSE. Sunolikˆ, oi roèc HLS pou enswmat¸noun LLMs apoteloÔn
mia idiaÐtera uposqìmenh kateÔjunsh gia mellontik  èreuna, me th dunatìthta na belti-
¸soun shmantikˆ thn apodotikìthta kai thn prosbasimìthta tou sqediasmoÔ epitaqunt¸n
se FPGA.
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Epitrèpontac to FPGA-as-a-Service sto Upologistikì Suneqèc

Mia pollˆ uposqìmenh mellontik  kateÔjunsh eÐnai h enswmˆtwsh thc beltistopoÐhshc
mèsw HLS sto eurÔtero upologistikì suneqèc, ìpou h uiojèthsh twn FPGAs auxˆnetai me
idiaÐtera taqeÐc rujmoÔc. H suneq¸c dieurunìmenh parousÐa touc se upodomèc cloud, ìpwc
ta sust mata thc Microsoft me to Project Brainwave [83] kai emporikèc lÔseic ìpwc oi
FPGA instances thc Amazon [86], anadeiknÔei ton oloèna kai shmantikìtero rìlo touc wc
uyhl c apìdoshc kai epanadiamorf¸simwn epitaqunt¸n gia sÔgqrona AI workloads. Pa-
rˆllhla, h emfˆnish tou paradeÐgmatoc FPGA-as-a-Service (FPGAaaS) [85] upogrammÐzei
th metˆbash proc montèla ìpou to programmatizìmeno ulikì kajÐstatai diajèsimo kat�
apaÐthsh, epitrèpontac stouc qr stec na anaptÔssoun exeidikeumènouc epitaquntèc qwrÐc
thn anˆgkh diaqeÐrishc thc upokeÐmenhc upodom c. Parˆ th dunamik  aut , exakoloujoÔn
na ufÐstantai shmantikèc prokl seic, ìpwc ta empìdia sthn programmatisimìthta [17], o
kÐndunoc dhmiourgÐac mh apodotik¸n epitaqunt¸n pou apodÐdoun qeirìtera apì CPUs [32],
kaj¸c kai h arg  kai upologistikˆ apaithtik  fÔsh thc exereÔnhshc tou q¸rou sqedÐashc
(design-space exploration) [21]. Epiplèon, h upost rixh polumisjwtik¸n (multi-tenant)
periballìntwn eisˆgei prìsjeth poluplokìthta, kaj¸c pollaplˆ workloads prèpei na
moirˆzontai periorismènouc pìrouc FPGA diathr¸ntac tautìqrona austhrèc apait seic
poiìthtac uphresÐac (QoS) [85]. ProseggÐseic pou basÐzontai sth Partial Recon�gura-
tion [87] prosfèroun mia idiaÐtera uposqìmenh kateÔjunsh gia eikonikopoÐhsh twn FPGAs,
wstìso apaitoÔn sqediastikˆ apotelèsmata pou eÐnai epark¸c beltistopoihmèna, arjrwtˆ
kai euaisjhtopoihmèna wc proc touc diajèsimouc pìrouc, ¸ste na mporoÔn na axiopoihjoÔn
se pragmatikèc sunj kec.

H topojèthsh thc montelopoÐhshc kai thc exereÔnhshc HLS directives mèsa sto anaduìme-
no oikosÔsthma edge-to-cloud FPGA sunistˆ mia idiaÐtera krÐsimh kai epÐkairh ereunhtik 
kateÔjunsh. Kaj¸c ta FPGAs enswmat¸nontai oloèna kai perissìtero se eterogen ,
polumisjwtikˆ peribˆllonta, anadÔetai h anˆgkh gia automatopoihmènec roèc HLS pou
parˆgoun sqediastikˆ apotelèsmata ta opoÐa eÐnai tautìqrona apodotikˆ wc proc touc
pìrouc, forhtˆ kai ètoima proc anˆptuxh. H epèktash thc paroÔsac diatrib c proc tètoia
plaÐsia me epÐgnwsh thc telik c anˆptuxhc (deployment-aware) ja epètrepe th dhmiourgÐa
epitaqunt¸n pou prosarmìzontai sth metablhtìthta twn suskeu¸n, stouc periorismo-
Ôc thc partial recon�guration kai sth dunamik  diajesimìthta pìrwn se kìmbouc edge
kai cloud datacenters. H kateÔjunsh aut  ja antimet¸pize krÐsimec prokl seic tou FP-
GAaaS, ìpwc th duskolÐa paragwg c bèltistwn sqedÐwn, tic anapotelesmatikìthtec apì
upo-axiopoÐhsh pìrwn kai thn uyhl  exˆrthsh apì exeidikeumènh qeirokÐnhth rÔjmish. Pio
eurèwc, ja ˆnoige ton drìmo gia eufu  sust mata metagl¸ttishc ikanˆ na parˆgoun epita-
quntèc pou paramènoun apodotikoÐ kai klimak¸simoi se eterogeneÐc platfìrmec, uposth-
rÐzontac thn epìmenh geniˆ euèliktwn kai uyhl c apìdoshc katanemhmènwn upologistik¸n
susthmˆtwn.
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Chapter 1.

Introduction

1.1. The Impact of Digital Transformation in the Modern Era

Today, society is facing a profound transformation driven by the rapid and widespread
adoption of digital technologies, often referred to as the digital revolution. In this context,
billions of devices, ranging from smartphones to cloud platforms, are interconnected,
enabling seamless communication and global data exchange. This extensive connectivity
has not only revolutionized the way individuals live, work, and interact with technology,
but has also reshaped entire industries, fostering innovation across sectors. The COVID-19
pandemic further accelerated this transition, forcing enterprises to rapidly adopt and
integrate digital solutions to ensure operational continuity1. Remote working practices,
online collaboration, and digital communication platforms became essential, highlighting
the role of Information and Communication Technology (ICT) in modern society. For
instance, in 2020, 33% of EU enterprises expanded remote access to ICT systems, with
94% of these changes attributed at least partly to COVID-19.

The rapid digitalization of society has resulted in an unprecedented expansion of global
data production. According to the IDC Global DataSphere report, more than 59 Zettabytes
of data are expected to be created within the current year, a volume that exceeds the
total amount of data generated during the previous three decades2. Furthermore, by
2026, it forecasts that the annual data volume will reach 221 Zettabytes, with unstruc-
tured data contributing to more than 90% of this growth 3. This explosive increase in
data volume is mirrored in the expansion of the supporting data infrastructure mar-
ket. In particular, the global Internet data center market was valued at approximately
48.7 billion USD in 2022 and is projected to grow at a Compound Annual Growth Rate

1The COVID-19 Pandemic and its Impact on the Digital Economy
2 IDC: Next 3 Years to Surpass 30 Years in Data Creation
3Data Growth and Applications Drive New Storage Requirements in Digitally Transformed Enterprises
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(CAGR) of 10.6% through 2030, ultimately surpassing 107 billion USD4. The unprece-
dented magnitude of these data highlights the depth of the digital transformation and
presents signi�cant challenges for computation, storage, and communication infrastruc-
tures. Addressing these challenges requires the implementation of advanced techniques
and the development of innovative solutions capable of meeting the demands of a data-
driven world5.

Machine Learning (ML) has played a pivotal role in handling and understanding the
massive volumes of data generated daily. It facilitated the automation of tasks that were
previously impractical with traditional approaches, including data cleaning, anomaly de-
tection, feature extraction etc. In particular, methods such as Deep Learning (DL) have
facilitated analytics, predictive modeling, and automated decision-making in environ-
ments characterized by high data volume, velocity, variety, and noise6. As a result,
the adoption of AI-powered applications is accelerating at a remarkable pace, with ML
techniques being applied across a wide range of domains, including healthcare [101], �-
nance [102], transportation [103], manufacturing [104], and education [105]. A notable
example is ChatGPT, which, based on the Transformer architecture [2], has emerged as
one of the most widely used digital tools globally. On a daily basis, ChatGPT handles
over 1 billion user queries globally, and in 2025 its weekly active user base grew to approx-
imately 800 million, doubling from 400 million earlier in the year7. This rapid adoption
across both specialized domains and everyday applications highlights the transformative
impact of AI and ML on modern society.

1.2. The Role of Acceleration in Modern Computing

It is evident that DL has become the foundation of modern ML, shaping numerous aspects
of daily life. Despite its transformative potential, DL is characterized by exceptionally
high computational demands. Training State-of-the-Art (SotA) models involves optimiz-
ing billions of parameters across massive datasets, resulting in signi�cant training costs
and time requirements. For instance, GPT-3 contains approximately 175 billion param-
eters [5], while GPT-4 is over an order of magnitude larger. The challenge becomes
even more pronounced during Inference, where trained models are deployed to deliver
predictions in real-world applications. Domains such as autonomous driving [6], med-
ical diagnostics [7], recommendation systems [8], and conversational agents [9] require

4 Internet Data Center Market
5What is big data analytics?
6The Role of AI in Processing and Generating New Data, European Commission Report
7ChatGPT Statistics
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Figure 1.1.: Accelerator Market Size (2022�2025) and Projected Growth Through 2032

inference to meet strict latency and throughput constraints. Users increasingly expect
real-time responses, and in safety-critical contexts, even millisecond-level delays can lead
to severe consequences.

Traditional general-purpose Central Processing Units (CPUs) are insu�cient to address
the computational requirements of modern DL workloads. Deep Neural Networks (DNNs)
demand extensive parallelism and high-throughput processing to e�ciently handle billions
of parameters, a need that CPUs, designed primarily for sequential execution, cannot
meet. These constraints have driven both academia and industry to develop specialized
hardware accelerators capable of managing such computationally intensive tasks with far
greater e�ciency. Graphics Processing Units (GPUs) were the �rst major accelerators
to enable large-scale AI, o�ering thousands of cores optimized for parallel �oating-point
computations and thereby signi�cantly reducing training times [10]. Their e�ectiveness
was shown in the training of AlexNet during the 2012 ImageNet competition, where the
use of GPUs shortened training from weeks to days and achieved unprecedented accu-
racy in large-scale image recognition tasks [11]. Additionally, Tensor Processing Units
(TPUs), introduced by Google, further advance this paradigm by o�ering an architec-
ture tailored speci�cally for tensor operations in DL, achieving remarkable e�ciency [12].
Field-Programmable Gate Arrays (FPGAs) provide a �exible alternative, enabling re-
con�gurable hardware tailored to speci�c models, balancing performance with energy
e�ciency while allowing post-deployment updates [13]. Finally, Application-Speci�c In-
tegrated Circuits (ASICs) deliver the highest e�ciency by dedicating hardware entirely
to prede�ned tasks, achieving unmatched performance and energy savings at the cost of
�exibility [14].

The growing reliance on hardware acceleration is clearly re�ected in the rapid expansion
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of the global data center accelerator market8. As depicted in Figure 1.1, the market value
has shown consistent growth from 2022 to 2025, with projections extending to 2032. In
2025, the market size reached approximately 37 billion USD, which corresponds to nearly
a twofold increase compared to its value in 2022. This substantial growth highlights the
rising importance of accelerators as indispensable components in modern data centers,
enabling e�cient execution of computationally demanding workloads such as DL, high-
performance computing, and large-scale data analytics. Looking ahead, the market is
expected to sustain this momentum, with forecasts indicating a CAGR of 25.6%. At this
rate, the accelerator market is projected to reach 168 billion USD by 2032, underscoring
both the technological and economic signi�cance of accelerators in shaping the future of
computing infrastructures.

1.3. Field-Programmable Gate Arrays: Programming &
Adoption Challenges

FPGAs represent a signi�cant portion of the heterogeneous computing pie. Figure 1.2a
illustrates the global datacenter accelerator market distribution by processor type in 2025,
where FPGAs account for 24% of the overall market, emphasizing their rising importance
in modern computing. This trend is further re�ected in the FPGA market size 9, which
experienced consistent growth between 2023 and 2025, as illustrated in Figure 1.2b. In
particular, by 2025 the market size reached 14.1 billion USD, marking a 29.3% increase
compared to 2023. Looking ahead, the market is expected to sustain this trajectory with
a projected CAGR of 13.6%, and at this rate, the FPGA market is forecasted to reach 39
billion USD by 2033, underlining their expanding role in the accelerator ecosystem. This
dynamic is further highlighted by the acquisitions of the two major FPGA companies,
with Intel acquiring Altera 10 and AMD acquiring Xilinx 11. With their rapidly increasing
market size, FPGAs are now widely adopted across diverse industries. The IT & Telecom-
munication sector leads with a 35% share, driven by the expansion of data tra�c, the
growth of cloud computing, and the demand for high-performance, �exible connectiv-
ity. Other sectors, including Consumer Electronics, Aerospace & Defense, Industrial,
Automotive, and Healthcare, also rely on FPGAs for their adaptability, precision, and
reliability. Continuous technological advancements further reinforce their adoption, en-
suring sustained market growth and fostering innovation.

8Data Center Accelerator Market
9Field Programmable Gate Array Market

10 Intel Acquires Altera
11 AMD Acquires Xilinx
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(a) Accelerator Type Market Share (b) FPGA Market Growth

Figure 1.2.: Global Data Center Accelerator Market Share by 2025 and FPGA Market Size
(2023�2025) with Projected Growth to 2033

FPGA hardware design can be approached at various levels of abstraction, with the
Register-Transfer Level (RTL) being one of the most widely adopted for digital circuit
development. At this level, designers rely on Hardware Description Languages (HDLs),
such as VHDL and Verilog, to explicitly de�ne data movement between registers. RTL
design provides precise control over hardware components, including �ip-�ops, multiplex-
ers, and arithmetic units, enabling the e�cient mapping and direct execution of highly
parallel operations on hardware. It also facilitates the optimization of key design met-
rics�such as area, power consumption, and computational throughput�allowing FPGA
implementations to achieve both high performance and energy e�ciency [15]. However,
fully exploiting these advantages requires careful management of timing and synchroniza-
tion to ensure correct and reliable operation. As a result, despite its e�ciency, RTL design
is often considered complex and demanding, as it requires substantial hardware expertise
and attention to low-level implementation details [16,17].

A closer look at RTL-level design highlights several challenges [18]. First, it requires a
conceptual shift from traditional sequential programming to a spatial, massively parallel
design mindset. Unlike CPUs and GPUs, FPGAs consist of distributed resources�such
as Look-Up Tables (LUTs), Digital Signal Processing (DSP) slices, Flip-Flops (FFs), and
Block RAMs (BRAMs)�which must be explicitly orchestrated by the designer. This
includes not only mapping computation onto these resources but also carefully design-
ing data paths and custom bu�ering strategies to sustain su�cient memory bandwidth
at each clock cycle. Another major challenge lies in debugging. In contrast to soft-
ware development on CPUs, FPGA designs lack intuitive debugging mechanisms such as
breakpoints or step-by-step execution. Instead, developers often rely on time-consuming
RTL simulations or limited emulation techniques, making error detection and root-cause
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analysis signi�cantly more complex. Collectively, these challenges contribute to the steep
learning curve associated with HDL-based design and introduce a pronounced produc-
tivity�performance trade-o�. This underscores the importance of advancing compilation
techniques and high-level programming abstractions to improve both the accessibility and
e�ciency of FPGA-based acceleration.

High-Level Synthesis (HLS) has emerged as a compelling alternative to traditional RTL
design by raising the level of abstraction closer to algorithmic descriptions. By allowing
developers to express designs in familiar languages such as C/C++ and OpenCL, HLS
reduces the cognitive burden associated with adopting a spatial and massively parallel
programming model, as the compiler automatically extracts parallelism and maps it onto
hardware resources [19]. At the same time, HLS alleviates the steep learning curve of
RTL methodologies by removing the need for low-level HDL coding, while still enabling
�ne-grained micro-architectural control through the use of directives [20]. This combi-
nation of higher abstraction and retained control allows designers to e�ciently navigate
the trade-o�s between performance and resource utilization. Furthermore, HLS enhances
productivity in both Design Space Exploration (DSE) and debugging. It supports sig-
ni�cantly faster iteration cycles compared to RTL-based �ows, preserves a clearer corre-
spondence between source-level constructs and hardware components, and enables early
evaluation of area�performance trade-o�s without requiring time-consuming low-level im-
plementations [21]. For instance, AMD Vitis HLS12 and the Intel HLS Compiler13 both
translate high-level code into RTL while providing rapid estimates of performance and
resource utilization, enabling designers to assess trade-o�s and guide optimizations early
in the development process. Overall, HLS mitigates many of the complexity and pro-
ductivity challenges associated with RTL design, while still enabling the generation of
e�cient and high-performance FPGA implementations.

Although HLS elevates the abstraction level of FPGA design, achieving high-quality
implementations still requires hardware awareness. Designers must reason about paral-
lelism, pipelining, and memory organization, placing HLS at the intersection of algorithm
design and hardware architecture. This duality introduces a considerable barrier, partic-
ularly for software-oriented developers and application-level practitioners, whose limited
exposure to FPGA-speci�c architectural details often constrains their ability to produce
e�cient and scalable solutions [1]. A central challenge lies in the manual application of
compiler directives [22, 23], which govern how parallelism is extracted and mapped onto
hardware. The directive design space is inherently large and highly sensitive to both ap-
plication characteristics and target architectures, leading to complex trade-o�s between
performance, resource utilization, and power consumption. Consequently, optimization

12 AMD Vitis HLS
13 Intel HLS Compiler
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becomes a non-trivial and error-prone process, even for experienced designers, as sub-
tle interactions between directives may result in suboptimal or infeasible designs [21].
This di�culty is further pronounced by the high cost of evaluation. Obtaining accurate
performance and resource estimates typically requires synthesis or partial compilation,
which can take from minutes to hours [24�26]. Such slow feedback cycles hinder compre-
hensive design space exploration, forcing developers to rely on heuristics or incomplete
assessments, often at the expense of �nal design quality.

Taken together, these challenges underscore that, despite its higher level of abstrac-
tion, HLS does not fully eliminate the fundamental productivity�performance trade-o�
in FPGA design. The vast and complex decision space associated with directive selection,
coupled with the high cost of evaluation, places DSE at the core of this problem. In the
absence of more e�ective support, developers are forced to navigate di�cult trade-o�s
between e�ciency and development time, which ultimately hinders the broader adoption
of FPGA acceleration. Consequently, there is a clear need for advanced automated frame-
works and methodologies that can streamline both directive selection and performance
evaluation. Such solutions would not only lower the barrier to entry for non-expert users
but also signi�cantly enhance productivity for experienced designers, enabling HLS to re-
alize its potential in high-performance computing contexts.

1.4. Ph.D. Thesis Scope & Contributions

The scope of this thesis is to investigate methods to simplify, accelerate, and optimize
application development using High-Level Synthesis, enabling non-hardware experts to
e�ciently design and optimize their applications and ultimately broaden the adoption of
FPGAs. While improved accessibility to HLS can be pursued at multiple levels�ranging
from automatic adaptation of high-level source code for HLS to �ne-grained optimization
closer to hardware generation�this dissertation focuses speci�cally on methodologies
that assist and guide the directive optimization process. With the rapid expansion of
publicly available HLS designs in repositories such as GitHub, this work builds upon data
derived from this growing ecosystem of applications as the foundation for developing and
evaluating the proposed methods. More speci�cally, the research in this thesis is guided
by the following core principles:

1. We argue that although High-Level Synthesis raises the design abstraction level,
it remains di�cult for users without a hardware background to fully leverage its
acceleration potential. In this context, it is important to provide tools that can
support both novice and expert designers in navigating the optimization process
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Figure 1.3.: High-Level Overview of the Ph.D. Thesis Contributions

within HLS.

2. We highlight the growing availability of HLS-ready applications, ranging from well-
established benchmark suites to large-scale open-source repositories, alongside the
pivotal role of data in modern computing research. In this direction, we harness the
scale and diversity of available data to uncover insights that serve as the founda-
tion for data-driven approaches to directive optimization, thereby improving HLS
e�ciency and supporting rapid mapping and design space exploration.

We apply these principles to a range of challenges in HLS optimization, including di-
rective optimization as well as performance and resource modeling. Figure 1.3 provides
an abstract, high-level illustration of how the contributions of this thesis are positioned
within the broader landscape of optimization layers.

Overall, this thesis presents four main contributions:

ˆ GN
SIS: It represents the largest open-source HLS dataset to date, encompassing
a vast number of design points drawn from prominent benchmark suites and pub-
lic repositories. Furthermore, we introduce a �exible framework to automate the
generation of additional design points. Through GN
SIS, our goal is to enhance
accessibility to FPGA design data and provide a foundation for advancing research
in HLS directives design space exploration.

ˆ Language-level QoR Modeling for HLS: A language-level modeling approach

8



1.4. Ph.D. Thesis Scope & Contributions

is introduced to estimate the performance and resource requirements of HLS ap-
plications directly from the source code under di�erent directives. The goal of this
work is to provide users with early estimates for their chosen directives, enabling
faster identi�cation of e�ective directive combinations.

ˆ CollectiveHLS: It provides an ultra-fast solution for optimizing HLS designs by
automating the identi�cation and application of directive con�gurations directly
from the original source code. The approach prioritizes minimizing design latency
while maintaining synthesizability, and, being fully data-driven, it delivers a gener-
alized framework for HLS tuning.

ˆ Linking HLS with FPGA Runtime Orchestration: It introduces an e�cient
methodology for approximating the Pareto-optimal design space of HLS applica-
tions, capturing trade-o�s between performance and resource utilization. This is
achieved through a lightweight modeling approach that constructs the Pareto front
with minimal hardware generations, signi�cantly reducing exploration overhead.
At runtime, an orchestrator dynamically selects the most suitable design based
on available partial recon�guration resources, ensuring that application-level QoS
requirements are met.

Beyond its primary contributions, this thesis also addresses two other problems: i) the
challenge of inference serving in cloud infrastructures under the impact of performance
interference, and ii) the challenge of orchestrating workloads across the edge-to-cloud
continuum, where devices span a wide spectrum of capabilities, from low-power embedded
systems to high-performance servers.

In the following subsections, we highlight the major contributions of this thesis and
explain how these contributions extend prior State-of-the-Art (SotA) approaches and
limitations, as described later in Section 3.

1.4.1. GN
SIS (Chapter 4)

Addressed Problem: The lack of large-scale design collections that can serve as reliable
foundations for developing, benchmarking, and validating new methodologies.

High-Level Synthesis simpli�es FPGA programming by abstracting low-level hardware
complexities and enabling rapid customization through directives, but determining the op-
timal directive con�gurations remains a major challenge, especially for designers without
deep hardware expertise. Various approaches address this challenge by automating the
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generation of e�cient directive con�gurations through a variety of techniques. However,
the success of these methods largely depends on the quality and comprehensiveness of the
underlying data. Existing design collections are often limited in scope, complexity, and
device diversity, containing only a narrow range of designs [37,38]. Furthermore, expand-
ing these collections is challenging because tools for automatically generating new designs
are limited, and those that do exist usually require substantial manual intervention [39].
In order to tackle these problems, we propose GN
SIS.

GN
SIS extends prior by:

ˆ Introducing the largest open-source HLS dataset, compiled from applications drawn
from both well-established benchmark suites and publicly available repositories on
GitHub.

ˆ O�ering data spanning multiple FPGA platforms and a variety of clock frequencies.

ˆ Developing a generalized, automated framework for generating and exploring HLS
design points, leveraging program analysis and evolutionary optimization tech-
niques.

ˆ Delivering comprehensive evaluations that provide actionable insights and guidance
for designers with limited experience in HLS optimization.

1.4.2. Language-level QoR Modeling for HLS (Chapter 5)

Addressed Problem: Absence of models capable of accurately estimating performance
and resource usage directly from source code annotated with directives.

The HLS process remains a major bottleneck in directive optimization, as each invo-
cation is computationally expensive and can take from minutes to hours. To address
this limitation, several modeling approaches have been developed to substitute the HLS
process, ranging from Analytical Models [49] to Machine Learning (ML) [51] and Neu-
ral Networks (NN) [52], which excel at capturing complex data behaviors. Within this
context, Graph Neural Networks (GNN) have become the de facto choice for HLS model-
ing, as they can e�ectively represent the Control and Data Flow Graph (CDFG) derived
from application source code [24, 25]. However, the generation of these graphs relies
on HLS-speci�c information, which is produced only after an invocation to capture the
impact of directives. Consequently, these methods cannot deliver rapid estimates of la-
tency and resource usage. In order to tackle these problems, we propose a modeling
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scheme that estimates performance and resource requirements directly at the language
level.

The proposed approach extends prior by:

ˆ Introducing a language-level modeling approach for HLS that eliminates the need
for lengthy HLS invocations, relying solely on the source code.

ˆ Leveraging the Transformer architecture trained on the large-scale GN
SIS design
collection.

ˆ Providing the capability to determine whether a design exceeds available resources
and to predict both latency and resource utilization.

ˆ Delivering extremely fast inference, o�ering valuable support for designers.

1.4.3. CollectiveHLS (Chapter 6)

Addressed Problem: Absence of a rapid methodology capable of e�ciently generating
valid and near-optimal directive con�gurations for previously unseen designs.

The automatic discovery of near-optimal directive con�gurations has consistently been
a key challenge in HLS design space exploration. Well-chosen directive sets not only
provide immediate, usable solutions for novice users but also act as e�ective starting
points for experienced designers, thereby reducing optimization time and e�ort. Current
methods typically explore the design space through repeated invocations of the computa-
tionally expensive HLS �ow [106,107]. Alternatively, they rely on predictive models that
approximate HLS results, but these require extensive training and are highly sensitive to
tool versions and dataset characteristics [24, 25]. Some approaches attempt to transfer
optimal con�gurations from one application to another, but obtaining the Pareto frontier
and deriving a latency-e�cient design still requires multiple HLS �ow invocations [35].
Consequently, none of these approaches deliver an ultra-fast, robust, and broadly appli-
cable solution for design optimization. In order to tackle these problems, we propose
CollectiveHLS.

CollectiveHLS extends prior by:

ˆ Delivering the fastest optimization methodology to date, capable of producing near-
optimal con�gurations for a given FPGA.
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ˆ Detecting source-code similarities across applications to suggest e�ective directives
for previously unseen designs.

ˆ Employing a data-driven approach that leverages the extensive GN
SIS dataset,
extracting and combining insights from prior applications without relying on com-
plex heuristics or models.

ˆ Incorporating a closed-loop mechanism that adapts directive proposals whenever a
design cannot be synthesized or exceeds available FPGA resources.

ˆ Integrating this mechanism into Vitis HLS, a SotA industrial tool, thereby ex-
tending it into a complete end-to-end solution that remains user-friendly and self-
contained.

1.4.4. Linking HLS with FPGA Runtime Orchestration (Chapter 7)

Addressed Problem: Bridging pre-implementation and post-implementation Pareto-
optimal data to facilitate the realization of the FPGAaaS paradigm.

FPGAaaS has emerged as a compelling paradigm for enhancing FPGA utilization by
enabling resource sharing through multi-tenancy, typically facilitated by Partial Recon-
�guration (PR) [85,87]. In this model, the FPGA is divided into multiple PR regions that
function as virtual devices, allowing users to deploy custom accelerators while improving
overall resource e�ciency. PR-based virtualization supports �exible resource allocation
through both symmetric [89] and asymmetric [88] partitioning schemes. Nevertheless,
most existing solutions rely on static or coarse-grained allocation policies and assume
monolithic hardware designs, which limits their ability to adapt to dynamic runtime
conditions. As a result, there is often a mismatch between optimized designs and the
fragmented availability of PR resources, leading to ine�cient utilization and challenges
in consistently meeting user QoS requirements. To address these challenges, we propose
a methodology that generates multiple hardware variants for each application and dy-
namically selects the most suitable one based on available PR regions and target QoS
requirements.

The proposed approach extends prior work by:

ˆ Integrating Pareto-based design generation with runtime orchestration for dynamic,
QoS-aware selection.
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ˆ Employing a lightweight model to approximate the Pareto front with minimal hard-
ware generations.

ˆ Enabling �ne-grained mapping of applications to PR regions, reducing QoS viola-
tions.

1.5. Ph.D. Thesis Organization

The rest of this thesis is organized as follows:

ˆ Chapter 2 provides an overview of Field Programmable Gate Arrays, High-Level
Synthesis, and the challenges associated with directive-driven Design Space Explo-
ration.

ˆ Chapter 3 presents a literature review of State-of-the-Art solutions, highlighting
the challenges and limitations of current HLS datasets and HLS directives design
space exploration. It also summarizes key contributions and identi�es the research
gaps addressed by this thesis.

ˆ Chapter 4 introduces the GN
SIS dataset, the largest open-source HLS dataset
to date, along with the framework used for its generation.

ˆ Chapter 5 describes a language-level model for predicting performance and re-
source utilization directly from source code with directives.

ˆ Chapter 6 presents CollectiveHLS, an ultra-fast HLS tool for identifying near-
optimal directives tailored to the target FPGA.

ˆ Chapter 7 presents a lightweight method for approximating the Pareto-optimal
design space of HLS applications with minimal hardware generations, enabling e�-
cient trade-o� exploration and runtime design selection to meet QoS requirements
under partial recon�guration constraints.

ˆ Chapter 8 concludes the thesis by summarizing the results and outcomes, and
discussing potential directions for future research.

ˆ Appendix A introduces IRIS, an interference- and resource-aware predictive or-
chestration framework for ML inference serving at cloud.
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ˆ Appendix B describes SynergAI, an edge-to-cloud framework for high-performance
and energy-e�cient orchestration of AI inference workloads.

14



Chapter 2.

Background on Field Programmable Gate
Arrays

In this chapter, we present an overview of FPGAs, discussing their internal architecture
and conventional programming methodologies. We then present the core principles of
HLS and discuss some of the main directives involved in the design process. Finally, we
present a mathematical formulation of the HLS-driven DSE problem and highlight its
primary challenges.

2.1. Fundamentals of Field Programmable Gate Arrays

An FPGA [108] is a recon�gurable integrated circuit designed to be reprogrammed
multiple times after manufacturing, allowing designers to de�ne its functionality di-
rectly in hardware. FPGAs belong to the broader class of Programmable Logic Devices
(PLDs) [109] and are composed of an array of programmable logic blocks interconnected
through a �exible routing fabric. These logic blocks can be con�gured to perform a wide
range of digital operations, enabling the creation of custom hardware architectures tai-
lored to speci�c computational tasks. The reprogrammable nature gives FPGAs a unique
advantage, bridging the gap between general-purpose processors and custom ASICs by
combining �exibility with high performance [110]. Due to their versatility, FPGAs are
widely adopted in scenarios where rapid prototyping, hardware customization, or frequent
design iterations are required. They are commonly used in research and development,
where producing dedicated ASICs would be cost-prohibitive or impractical for low-volume
applications. In this section, we explore the fundamental architecture of FPGAs and pro-
vide an overview of the RTL programming.
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Background on Field Programmable Gate Arrays

Figure 2.1.: High-Level Schematic of FPGA Architecture

2.1.1. Fundamental Architecture of Field Programmable Gate Arrays

An FPGA consists of a �nite set of prede�ned hardware resources interconnected through
programmable routing networks, enabling the implementation of recon�gurable digital
circuits tailored to speci�c applications [111]. It also incorporates dedicated Input/Out-
put (I/O) blocks that handle communication between the internal logic and the external
environment. At the heart of the FPGA architecture is the Con�gurable Logic Block
(CLB), often referred to as a Slice or Logic Cell, which serves as the main computa-
tional unit. Each CLB is composed of two primary elements, Lookup Tables (LUTs) and
Flip-Flops (FFs), which collectively enable both combinational and sequential logic func-
tionality. Figure 2.1 illustrates a simpli�ed schematic of a typical FPGA architecture,
highlighting its major components and interconnections. FPGA resource speci�cations
generally describe key architectural characteristics, including the number of CLBs, the
availability of �xed-function components such as Digital Signal Processing (DSP) blocks,
and the size of on-chip memory elements like Block RAM (BRAM). These parameters
play a vital role in assessing and selecting FPGA devices, as they have a direct impact
on system performance, resource utilization, and overall design suitability. We now pro-
vide a more detailed overview of the fundamental FPGA components mentioned above,

16



2.1. Fundamentals of Field Programmable Gate Arrays

including FFs, LUTs, BRAMs, and DSP units.

Flip Flops. Flip-Flops are essential sequential logic elements in FPGAs that store and
synchronize binary states across clock cycles. Each FF functions as a one-bit memory cell
that captures the logical value present at its input on the active clock edge and holds that
value steady until the next clock event. This mechanism enables the preservation of sig-
nal states between computations and supports the implementation of synchronous digital
circuits such as counters, registers, and state machines. In FPGAs, FFs are typically inte-
grated with LUTs within CLBs, providing both combinational and sequential processing
capabilities within a single programmable structure.

Lookup Tables. A large portion of the logic within a CLB is implemented using small
memory elements known as Lookup Tables. Instead of relying on traditional logic gate
structures such as AND or XOR gates, FPGAs use LUTs to realize combinational logic
in a highly �exible manner. Each LUT functions as a small memory that stores a truth
table, which de�nes the output for every possible combination of input signals. During
operation, the input values serve as the address to this memory, and the corresponding
output value is retrieved. This approach allows LUTs to implement any Boolean function
of their input variables, making them the fundamental building blocks for constructing
complex combinational logic within the FPGA fabric.

Block RAMs. Memory resources are a critical consideration when evaluating FPGA
devices. FPGAs include embedded Block RAMs distributed across the chip that can be
con�gured by the user to store data or facilitate communication between parallel tasks.
The size and organization of these memory blocks vary by FPGA family, commonly avail-
able in units of 16 or 36 kilobits. While it is possible to implement arrays using �ip-�ops,
this approach becomes ine�cient for large data sets, quickly consuming a signi�cant por-
tion of the available logic resources. For example, a 100 element array of 32-bit numbers
can occupy over 30% of the �ip-�ops in a Virtex-II 1000 FPGA, whereas the same data
would consume less than 1% of the embedded block RAM. Applications such as digital
signal processing often require storing entire data blocks for complex computations, and
without dedicated memory resources, these functions cannot be e�ciently implemented
solely using the FPGA con�gurable logic.

Digital Signal Processing Units. The operation of multiplying two numbers can
quickly become highly resource-intensive and complex when implemented directly in dig-
ital logic. As the bit-width of the operands increases, the number of required logic gates
grows exponentially, making purely combinatorial implementations impractical for larger
word sizes. To overcome this challenge, modern FPGAs provide dedicated multiplier
hardware that greatly reduces the usage of general-purpose logic resources such as lookup
tables and �ip-�ops, while signi�cantly improving performance for arithmetic-intensive
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and signal processing applications. In addition, many signal processing algorithms rely
not only on multiplication but also on the accumulation of products over time, which is a
common requirement in operations such as convolution. To e�ciently support these work-
loads, high-performance FPGAs, including the Xilinx Virtex-5 series, incorporate special-
ized multiplier-accumulate blocks. These dedicated processing units, often referred to as
DSP48 slices, integrate a 25-bit by 18-bit multiplier with an adder, allowing designers
to perform complex arithmetic operations in a single cycle. By o�oading these opera-
tions to specialized hardware, DSP48 slices enable high-throughput computation while
preserving general-purpose logic resources for other functions, ultimately enhancing the
overall e�ciency and scalability of FPGA-based designs.

2.1.2. Register Transfer Level Programming

Traditionally, FPGAs have been programmed using HDLs such as VHDL and Verilog,
which enable designers to specify digital circuits at the RTL [112]. At this level, de-
signers de�ne both the structure and behavior of the hardware, detailing how signals
propagate between registers, how combinational logic processes inputs, and how timing
is controlled across clock cycles. Every module, wire, �ip-�op, and logic gate must be
explicitly described, giving the designer full control over the implementation while also
placing complete responsibility for correctness on them. Designers must ensure that the
circuit meets timing requirements, that signals are properly synchronized, and that race
conditions are avoided. HDLs support the description of both combinational and sequen-
tial logic, where combinational logic generates outputs immediately in response to inputs,
and sequential logic uses �ip-�ops or registers to store state between clock cycles. This
capability is crucial for implementing state machines, counters, and memory elements
within FPGA designs. Listing 2.1 shows a 1-bit modulo-2 counter that toggles on every
rising edge of a clock signal.

Listing 2.1: Verilog Speci�cation of a 1-bit Modulo-2 Counter

module counter(
input clk,
input rst,
output reg q

);
always @(posedge clk or posedge rst) begin

if (rst)
q <= 0; // Reset output to 0

else
q <= ~q; // Toggle output on each clock cycle

end
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endmodule

In this example, the clk input is the system clock, and rst is an asynchronous reset signal.
The counter output q is implemented as a single �ip-�op. On every rising edge of the clock
signal, the always block is executed. If the reset signal rst is active, the output q is set
to zero. Otherwise, the output changes its state, alternating between 0 and 1, which e�ec-
tively makes it a modulo-2 counter. This design demonstrates the fundamental concepts
of sequential logic, edge-triggered behavior, and signal assignment, all of which must be
explicitly managed in HDL. Even for such a minimal design, the programmer must care-
fully consider several critical aspects of hardware behavior, including signal timing, reset
conditions, and potential hazards such as race conditions.

Programming at the RTL level poses considerable di�culties [18], as demonstrated even
by the simple example presented earlier. Every signal and connection must be explicitly
de�ned, leaving little room for abstraction. Complex designs require careful consideration
of timing paths, clock domains, and synchronization, and small errors can result in func-
tional bugs or timing violations that are di�cult to detect. Debugging RTL code is often
labor-intensive, involving simulation and waveform analysis for every module and inter-
action. Additionally, synthesizing RTL into hardware can reveal resource constraints or
routing problems that require signi�cant re-design. These challenges make RTL program-
ming highly detailed and prone to human error, often resulting in long and complex devel-
opment cycles. This has motivated the adoption of higher-level design approaches such as
HLS, which enable designers to express algorithms at a more abstract level while automat-
ically generating the underlying hardware implementation.

2.2. Fundamentals of High-Level Synthesis

A common and intuitive method for deploying a compute-intensive function on an FPGA
involves describing its behavior in a High-Level Language (HLL) as a sequence of state-
ments incorporating control structures such as loops and conditionals. Modern tools
support a wide range of HLLs, including C, C++, Java, Python, C#, and MATLAB,
and can automatically translate these behavioral descriptions into RTL implementations
written in HDLs such as VHDL, Verilog, or System Verilog. This process, known as High-
Level Synthesis, enables developers to design hardware directly using HLLs. An HLS tool
automatically transforms untimed HLL code into a fully timed HDL circuit speci�cation
that performs the same functionality on the FPGA, greatly simplifying hardware design
and reducing development time.
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2.2.1. Phases of the High-Level Synthesis Process

Although a variety of HLS tools are available, they typically follow a similar design
methodology consisting of several well-de�ned stages [20]. Figure 2.2 presents a represen-
tative HLS design �ow employed for synthesizing accelerators on FPGAs. The process
begins with a behavioral description of the design, expressed in a synthesizable subset of
a HLL. It is important to emphasize that not all constructs within an HLL are compatible
with every HLS tool. For example, many tools impose restrictions on the use of pointers,
recursion, and dynamic memory allocation. The compilation �ow starts with parsing the
source code1 , where the HLS tool constructs an Intermediate Representation (IR) that
serves as the foundation for subsequent processing. Next, a comprehensive set of source-
level optimizations is performed on the IR 2 , including dead-code elimination, redundant
expression removal, and other transformations. Modern HLS tools are typically built on
top of the LLVM compiler framework 1, which generates a Control and Data Flow Graph
(CDFG) 3 that accurately captures all data and control dependencies present in the IR,
forming a detailed map for the following steps.

The resource allocation step4a is responsible for determining the hardware components
required to implement a design e�ciently. The HLS tool analyzes the IR or the CDFG
of the design and selects appropriate functional units, memory elements, and intercon-
nect components from a prede�ned library. For functional units, the tool identi�es the
arithmetic and logical operations needed, such as adders, multipliers, dividers, and com-
parators. It also considers resource sharing, where multiple operations of the same type
can reuse a single hardware unit if their execution does not overlap, thereby optimizing
area and power. For memory resources, registers, block RAMs, and FIFOs are allo-
cated to store variables, intermediate results, and data streams. The tool may further
optimize memory usage by analyzing variable lifetimes and sharing storage locations for
non-overlapping data. Interconnect resources, including buses and multiplexers, are then
assigned to ensure correct and e�cient data movement between functional units and
memory. Following allocation, the scheduling phase4b assigns each operation from the
source code to a speci�c control step, corresponding directly to hardware clock cycles. The
scheduler must respect data and control dependencies, ensuring that operations are exe-
cuted in the correct order. Scheduling strategies may prioritize operations on the critical
path to minimize total latency. The scheduler also considers resource constraints from the
previous allocation step, ensuring that operations mapped to a shared functional unit do
not con�ict. Various scheduling algorithms are employed to balance trade-o�s between la-
tency, throughput, and resource usage. The output is a detailed timing plan specifying the
exact execution cycle for every operation in the hardware.

1The LLVM Compiler Infrastructure
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The resource binding step4c maps the scheduled operations and data elements to con-
crete hardware components. Each arithmetic or logical operation is assigned to a speci�c
functional unit, and the tool may reuse these units across multiple cycles to reduce area
usage. Variables are allocated to registers or memory elements based on their lifetimes,
ensuring safe and e�cient sharing of resources. Datapaths are constructed using multi-
plexers, buses, and FIFOs so that every functional unit receives the correct inputs and
outputs at the appropriate time. An accompanying Finite State Machine (FSM) is then
generated to coordinate the sequence of operations, memory accesses, and data transfers,
e�ectively orchestrating the entire system according to the established schedule. These
stages are closely interconnected since scheduling depends on resource allocation to de-
termine available hardware and timing constraints, while binding uses the schedule to
assign operations accurately to physical components. Modern HLS tools typically iter-
ate among allocation, scheduling, and binding steps, re�ning each to achieve optimal
trade-o�s among latency, area, and power consumption, ultimately producing a synthe-
sizable RTL representation that preserves the original high-level behavior. Finally, in the
RTL generation stage 5 , the HLS tool translates this optimized hardware design into
its �nal RTL implementation, establishing signal interconnections and control logic for
downstream synthesis.

2.2.2. Industrial and Academic High-Level Synthesis Tools

A wide range of HLS tools has been developed by both academia and industry over the
years. The selection of a particular tool is typically in�uenced by factors such as ap-
plication availability, cost, community support, and compatibility with speci�c FPGA
vendors. As a result, no single HLS tool dominates the market. Among the most widely
used commercial tools are AMD Vivado HLS2, Intel HLS Compiler 3, Mentor Catapult 4,
and Cadence Stratus5. In the academic and open-source domain, tools such as LegUp [16]
and Bambu [113] have made signi�cant contributions to advancing research in the �eld.
It is generally more di�cult to obtain detailed design information, such as compiler archi-
tectures, for commercial tools compared to research-oriented ones. Notably, commercial
tools that have evolved from university research, such as Vivado HLS, tend to have more
documentation available in the literature than those developed entirely within industry,
like the Intel HLS Compiler. In this section, we focus more closely on Vivado HLS and
Intel HLS Compiler, as they are among the most prevalent and in�uential tools in FPGA
design, supported by two of the leading companies.

2AMD Vivado HLS
3 Intel HLS Compiler
4Mentor Catapult
5Cadence Stratus
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Figure 2.2.: Overview of a Typical HLS Design Process

Vivado HLS is a commercial HLS tool developed by AMD for their FPGA devices. It
originates from AutoPilot [17], which was a commercialized version of the xPilot [114]
system developed at the University of California, Los Angeles. Vivado HLS enables de-
signers to generate RTL descriptions in VHDL or Verilog from high-level speci�cations
written in C, C++, SystemC, or OpenCL. Although the internal design �ow of Vivado
HLS is not publicly available, it is generally understood to follow a process similar to
that of AutoPilot. The tool is built upon the LLVM compiler infrastructure, which
compiles high-level code into LLVM-IR. The IR then undergoes a series of standard com-
piler transformations, such as dead code elimination, constant propagation, and loop
unrolling, along with hardware-speci�c optimizations including bit-width minimization,
data locality enhancement, and parallelism extraction. Following these transformations,
Vivado HLS performs synthesis and interconnect-centric optimizations during operation
scheduling and resource binding, taking into account user-de�ned constraints. It pro-
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vides a rich set of directives that allow designers to guide compilation and synthesis to
optimize performance, resource utilization, and data communication e�ciency. The tool
also o�ers an extensive collection of hardware-optimized libraries and APIs to support
FPGA development. Finally, the optimized IR is synthesized into RTL implementations
suitable for AMD FPGAs, which can be stored as reusable IP cores. Vivado HLS includes
functionality for co-simulation and veri�cation, enabling users to test the generated RTL
against the original high-level speci�cation. The tool has been incorporated into the Vitis
Uni�ed Software Platform 6 under the name Vitis HLS, o�ering additional capabilities
and tighter integration within AMD software ecosystem.

The Intel HLS Compiler is a high-level synthesis tool developed to convert C++ hard-
ware descriptions into optimized RTL implementations for Intel FPGA architectures.
It bridges the gap between software-level design and hardware realization, allowing de-
signers to describe hardware functionality using familiar programming constructs while
automatically generating hardware-e�cient implementations. In addition to standard
compiler optimizations such as dead-code elimination and constant propagation, the Intel
HLS Compiler incorporates hardware-speci�c transformations, including loop unrolling,
pipelining, and dependency analysis, all of which can be �ne-tuned through user-de�ned
annotations. These directives give designers precise control over the resulting microar-
chitecture, enabling the exploration of various design trade-o�s across memory organi-
zation, data path structures, interface protocols, and levels of parallelism. Similar to
Vivado HLS, the Intel HLS Compiler facilitates the generation of reusable IP compo-
nents that can be integrated into larger System-on-Chip (SoC) designs, thereby reducing
overall FPGA development time and improving design productivity. The tool also in-
cludes robust veri�cation mechanisms, allowing users to validate the correctness of the
synthesized RTL against the original high-level speci�cation using software-based test
benches. Distributed as part of the Intel Quartus Prime Design Software Suite7, the
Intel HLS Compiler provides a cohesive environment that supports the full FPGA de-
velopment cycle, from high-level modeling and synthesis to simulation, veri�cation, and
system-level integration.

2.2.3. Fundamental Directives in High-Level Synthesis

HLS directives, also known as pragmas, enable designers to in�uence and tailor the HLS
outcome of their code. Pragmas are inserted directly into the source code to apply speci�c
optimizations or modify the default HLS behavior, ensuring that each HLS run re�ects

6Vitis Uni�ed Software Platform
7 Intel Quartus Prime Design Software Suite
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the speci�ed con�guration. Alternatively, optimization directives can be de�ned in con-
�guration �les, enabling �exible and reusable HLS settings across multiple components.
The available directives and their syntax vary depending on the HLS tool being used.
Since this dissertation employs the AMD Vitis toolchain, we present the fundamental
directives utilized throughout this work, detailing their syntax, points of application, and
functional purpose. In particular, the focus is placed on the Loop Pipeline, Loop Unroll,
and Array Partition directives.

Loop Pipeline. This directive allows designers to reduce the Initiation Interval (II) of a
loop or function, enabling concurrent execution of operations and improving throughput.
By default, the HLS tool generates a minimum II based on the speci�ed clock period
constraint, prioritizing timing over II reduction unless an explicit II is provided. The
actual II achieved may be larger than requested if data dependencies exist. The syntax
for the directive is as follows:

#pragma HLS pipeline II=<int>

where II=<int> speci�es the desired initiation interval. For example, as shown in List-
ing 2.2, the loop inside the function func can be pipelined with an initiation interval of 1
by using the #pragma HLS pipeline II=1 directive, provided that the tool determines
it is achievable.

Listing 2.2: C Speci�cation of a Pipelined Loop

...
void func(...) {

for (int i = 0; i < N; i++) {
#pragma HLS pipeline II=1
...

}
}

Loop Unroll. This directive allows designers to replicate loop iterations, enabling multi-
ple iterations to execute in parallel, improving throughput. By fully or partially unrolling
a loop, the HLS tool can expose parallelism and reduce loop overhead. The degree of
unrolling can be speci�ed explicitly, or the loop can be fully unrolled to execute all it-
erations simultaneously. The unrolling factor achieved may be constrained by resource
availability or data dependencies. The syntax is as follows:
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#pragma HLS unroll factor=<int>

where factor=<int> sets the number of loop iterations to unroll, and if omitted, the loop
is fully unrolled. For instance, as illustrated in Listing 2.3, the loop within the function
func can be unrolled with a factor of 4 by applying the #pragma HLS unroll factor=4
directive.

Listing 2.3: C Speci�cation of a Partially Unrolled Loop

...
void func(...) {

for (int i = 0; i < N; i++) {
#pragma HLS unroll factor=4
...

}
}

Array Partition. This directive allows designers to split an array into smaller, inde-
pendent arrays, enabling parallel access to multiple elements and improving throughput.
By applying array partitioning, the HLS tool can reduce memory access bottlenecks and
increase the concurrency of operations. Partitioning can be complete, block, or cyclic,
and the choice a�ects how the array is mapped to hardware resources. The degree of par-
titioning may be limited by available hardware resources or the array size. The syntax is
as follows:

#pragma HLS array_partition variable=<array> type=<type> factor=<int>

where variable=<array> speci�es the target array, type=<complete|block|cyclic>
de�nes the partitioning strategy, and factor=<int> sets the size of each block or the
stride for cyclic partitioning. If factor is omitted, the tool applies complete partitioning.
For example, as shown in Listing 2.4, the array A can be cyclically partitioned with a
factor of 4 by applying the #pragma HLS array_partition variable=A type=cyclic
factor=4 directive.

Listing 2.4: C Speci�cation of a Partially Partitioned Array

...
void func(...) {

int A[16];
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#pragma HLS array_partition variable=A type=cyclic factor=4

for (int i = 0; i < N; i++) {
...

}
}

For more information on the available directives, the reader is referred to the o�cial Vitis
HLS documentation 8.

2.3. High-Level Synthesis Directives Design Space Exploration

The automation of directive exploration in HLS has been an active area of research
for many years. To ensure a consistent understanding of the core concepts, we begin
by de�ning the fundamental terminology used throughout this work. Subsequently, we
provide a formal mathematical formulation of the HLS Design Space Exploration problem,
o�ering a precise and structured framework for its analysis.

An HLS design refers to a hardware functionality to be implemented, while a speci�ca-
tion denotes its high-level description, typically written in languages such as C/C++, and
provided as input to the HLS tool. The implementation is the resulting hardware de-
sign produced by the HLS process, usually represented as automatically generated RTL
code in Verilog or VHDL. Each implementation can be evaluated in terms of performance
and cost metrics that quantify its e�ciency and resource utilization. A con�guration de-
�nes the speci�c set of transformations that a design undergoes during the HLS process.
These transformations are governed by the designer through a combination of constraints
and optimization directives, such as loop unrolling, pipelining, array partitioning, and
other control and data path optimizations. Each directive is associated with a partic-
ular location in the source code, which may correspond to a syntactic construct such
as a loop, function, or array declaration. Moreover, certain directives expose tunable
parameters that allow further customization of the resulting hardware implementation.
For example, the designer can control the degree of parallelism by specifying the loop
unrolling factor or by setting the initiation interval for a pipelined loop. The design space
encompasses all possible design con�gurations and the corresponding performance and
cost outcomes produced by HLS. Within this multi-objective optimization landscape, a
Pareto-optimal con�guration represents a design point that achieves an optimal trade-
o� between con�icting objectives, typically performance and resource utilization, such

8Vitis HLS Directives
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that no other con�guration can improve one objective without degrading the other. In
practical terms, this often corresponds to minimizing design latency while simultaneously
reducing resource consumption.

We now formalize the exploration phase in mathematical terms. For a given design T , let
X T denote the set of all possible con�gurations. In practice, due to the vastness of XT ,
designers typically examine only a subset of con�gurations denoted by YT � X T , where
elements of YT are chosen based on empirical experience from previous HLS executions.
To illustrate the scale of YT even for a simple design, consider Listing 2.5, which presents
a C-based speci�cation of a well-known vector addition kernel. The design T consists
of two input arrays and one output array, along with a loop that performs element-wise
addition across 64 elements. For this design, we de�ne YT as the set of con�gurations
generated by varying a selected subset of common HLS directives. Speci�cally, for each
array declaration, we explore nine directive con�gurations corresponding to complete
partitioning, and block or cyclic partitioning with factors of 2, 4, 8, 16, and 32. For the
loop, we include eight possible con�gurations, covering pipelining (with and without an
II of 1) and loop unrolling with factors of 2, 4, 8, 16, 32, and full unrolling. Combining
these directive options yields a con�guration space of size jYT j = 9 � 9 � 9 � 8 = 5832,
demonstrating that even a compact design such as vector addition can lead to thousands of
possible con�gurations. It is important to note that this estimation omits other commonly
used directives which would further expand YT .

Listing 2.5: C Speci�cation of Vector Addition

#define N 64

void vecAdd(const char* A, const char* B, char* C) {
for (int i = 0; i < N; i++) {

C[i] = A[i] + B[i];
}

}

Given T and YT , the DSE task produces a subset of YT that contains all Pareto-optimal
con�gurations, formally de�ned as:

P (T; YT ) = f x j x 2 Y T ^ x is Pareto Optimal g

The subset P (T; YT ) is obtained by:

1. Performing jYT j HLS runs on T , one for each con�guration x 2 YT , and
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2. Selecting only those con�gurations that are Pareto-optimal with respect to the
chosen performance and cost metrics.

With this formulation, the objective of HLS directives DSE is to approximate P (T; YT )
while minimizing the number of HLS operations. Since each HLS run is computationally
expensive, reducing the number of invocations of the HLS tool is essential for practical
and e�cient exploration. We can identify two fundamental challenges that make this
task particularly di�cult:

1. Combinatorial Explosion of the Design Space The design space in HLS grows
combinatorially with the number of code constructs (e.g., loops, arrays, and func-
tions) and the set of available optimization directives. Each construct can be con-
�gured with multiple parameters resulting in an exponential increase in possible
con�gurations. Even simple designs can produce thousands of valid directive com-
binations, rendering exhaustive exploration impractical.

2. High Computational Cost of Evaluation Each con�guration typically requires
a full HLS synthesis �ow to obtain performance and resource utilization results.
These operations are time-consuming, often taking minutes or hours per con�gura-
tion, which signi�cantly limits the number of con�gurations that can be explored
in a reasonable time frame.

Because of these challenges, achieving e�cient and scalable HLS optimization remains an
active area of research. A substantial body of work continues to focus on automated meth-
ods to accelerate DSE and improve the usability of HLS tools.
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Chapter 3.

Review of State-of-the-Art Challenges and
Limitations

In this chapter, we review the various methodologies that have been proposed to tackle
the challenges of automatic HLS directive design space exploration. Researchers and prac-
titioners have developed a wide range of strategies to improve both the e�ciency and the
level of automation in exploring HLS directives. These e�orts highlight the inherent dif-
�culty of optimizing hardware designs under complex architectural and tool constraints.
Since many of these approaches depend heavily on the quality and diversity of the data
they use, we also examine the landscape of modern HLS datasets and dataset generation
frameworks. We assess their availability, current maturity, and the challenges they face,
highlighting existing limitations and identifying gaps that in�uence the e�ectiveness of
automated HLS methodologies.

3.1. High-Level Synthesis Design Space Exploration

The research e�orts in this domain can be broadly classi�ed into three main categories:
a) synthesis-based approaches, b) model-based approaches, and c) knowledge-based ap-
proaches. This categorization re�ects the dominant strategies adopted in the literature to
tackle the complexity of automated HLS directive design space exploration and provides
a structured view of the methodological landscape.
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3.1.1. Synthesis-based Techniques

Synthesis-based approaches strive to navigate the con�gurations decision space e�ciently
by analyzing a set of Quality of Result (QoR) metrics derived from designs synthesized
using an HLS tool. Within these investigations, the HLS tool is regarded as a black box,
with these methods relying on the tool for each evaluation to assess the quality of the
design. Various application-agnostic heuristics have been employed to direct the search.
Mahapatra et al. [115] introduce a modi�ed version of the simulated annealing algorithm
that utilizes decision trees for the e�cient exploration of optimal directives. Evolution-
ary algorithms [65, 66] and particle swarm optimization [116�118] have been exploited
in multiple works due to their ability to e�ciently explore the con�guration space and
ensure convergence to optimal solutions. Moreover, researchers and practitioners have
developed specialized heuristics to guide the search, considering speci�c characteristics
of the HLS DSE problem. Ferretti et al. introduced a method for guiding selection in
vast design spaces by utilizing local search within an N-dimensional lattice space [106].
Additionally, they presented a cluster-based meta-heuristic to rapidly obtain an approx-
imation of the Pareto frontier of a design [107]. SPIRIT [63] introduced a signal-based
representation of the HLS solution space, employing response surface models and spectral
analysis to predict design quality and navigate the decision space. Finally, there are re-
search e�orts attempting to integrate multiple optimization strategies to achieve quicker
convergence and enhanced performance. For instance, S2FA [62] utilized a multi-armed
bandit approach to integrate multiple heuristic algorithms, including uniform greedy
mutation, di�erential evolution genetic algorithm, particle swarm optimization, and sim-
ulated annealing. While the aforementioned approaches are not bound to a speci�c HLS
tool, they often demonstrate a slow convergence rate due to the gradual accumulation
of knowledge for the explored design space and the time-consuming synthesis invoca-
tions.

In the pursuit of minimizing the design space and delivering highly e�cient designs,
recent research approaches involve modifying the original source code in addition to se-
lecting suitable directives [22, 23]. The rationale behind this approach is that, through
alterations to the original source using a compiler toolchain (e.g., LLVM [119]), paral-
lelism can be uncovered. This can signi�cantly enhance the performance of the �nal
design by identifying the most promising directives that �t the modi�ed source-code. For
instance, if a function can be expressed in a read-compute-write manner, it is highly
likely that function-level parallelism directives would provide the most signi�cant perfor-
mance bene�ts. Sohrabizadeh et al. have recently introduced AutoDSE [22], a tool built
on the foundation of the Merlin compiler [120]. AutoDSE identi�es bottlenecks in the
target design and systematically attempts to overcome them by prioritizing high-impact
parameters with respect to performance. ScaleHLS [23], constructed using MLIR frame-
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work [121], depicts HLS designs across multiple representation levels (e.g., graph level
IR). Through source code analysis and transformations, it has the capability to optimize
the kernel at the relevant level. AutoScaleDSE [33] identi�es ine�ciencies in ScaleHLS
that result in unnecessary HLS tool invocations. Through the use of a random forest clas-
si�er, it successfully reduces the DSE time without compromising design e�ciency. While
the results of incorporating transformations to the original source code and identifying
suitable directives are promising, the aforementioned approaches necessitate additional
time for source code transformations. Moreover, they still rely on the time-consuming
HLS invocation process to evaluate the design quality.

3.1.2. Model-based Techniques

These methodologies aim to replace the time-consuming synthesis phase from the op-
timization loop, by building models capable of inferring the QoR metrics of a design.
Upon obtaining performance and resource utilization estimates, the DSE process can be
optimized and managed e�ciently using specialized heuristics [106, 107]. These e�orts
can be categorized into three major groups, i.e., i) analytical-based ii) ML/NN-based and
iii) GNN-based modeling approaches.

Analytical-based modeling in HLS aims to theoretically understand the impact of various
directives on application performance by developing mathematical prediction models.
Lin-Analyzer [49] constructs an analytical model for clock cycles based on dynamic data
dependence graphs, derived from traces that represent the data �ow within the designed
accelerator. This model takes into consideration directives such as pipeline, unroll, and
array_partition. Building upon Lin-Analyzer, COMBA [50] extends its capabilities
by predicting latency using Control and Data Flow Graphs (CFG & DFG) from the
examined application. COMBA incorporates additional directives, such as dataflow
and function_inline, into its predictions. While analytical models are known for their
interpretability, e�ciency, and reduced data requirements for training [122], they are
based on the assumption that QoR metrics change monotonically with the modi�cation
of individual design parameters. However, this assumption may not hold in all cases, as
pointed out by Nigam et al. [123].

ML/NN-based modeling has emerged to address the above limitations. These methods
typically use pre-synthesis HLS reports, which include details like resource consump-
tion (e.g., DSP units), clock periods, and operations (logic, arithmetic, and memory),
to predict outcomes such as post-implementation resource usage and timing constraint
satis�ability. Dai et al. [51] employ Lasso, XGBoost, and Arti�cial Neural Networks
(ANN) for this purpose. XPPE [52] adopts a similar approach, using ANNs to predict
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speedup on di�erent FPGA devices, incorporating device speci�cations during training.
In addition to architectural attributes, HL-Pow [54] integrates static and dynamic power
characteristics. It utilizes XGBoost and Convolutional Neural Networks (CNN) to fore-
cast actual power consumption in FPGA designs. Moreover, the authors of [53] predict
design clock cycles and power consumption using data from CPU performance counters.
While ML/NN-based models o�er accurate predictions, they are often tailored to speci�c
applications, whereas the construction of the input feature vectors necessitates running
time-consuming synthesis processes.

Recently, GNN modeling has gained a lot of attention due to their ability to capture
the structural variations of HLS applications. Ustun et al. [55] have recognized the in-
e�ciency of HLS tools to accurately capture how operations are mapped in the actual
hardware. To address this issue, they introduce a GNN approach which, given an ap-
plication's DFG, has the capability to predict the hardware mapping of operations as
well as the associated latency. Wu et al. [34] introduce a variety of GNN-based modeling
strategies that employ di�erent approaches to balance the trade-o�s between prediction
timeliness and accuracy in forecasting BRAM%, DSP%, LUT%, and critical path timing.
In their research, Ferretti et al. [25] introduce a unique graph representation that incorpo-
rates elements from the CFG, DFG, and the HLS directives and through a GNN model
predict the DSP%, LUT%, FF%, and latency. Similarly, Sohrabizadeh et al. [24, 58]
adopt a graph-based representation to encode program information, encompassing as-
pects like control, data, call, and pragma �ows. They harness GNNs, incorporating
various techniques for enhanced accuracy (e.g., node attention). Their aim is to pre-
dict key HW design metrics, including latency and resources, e�ectively proposing an
alternative to Vitis HLS. However, constructing these graphs relies on the Intermediate
Representation (IR) of applications, which requires HLS-speci�c information to include
the details of the applied directives, such as the Activity Database (.adb �les) generated
after completing the High-Level Synthesis process. In contrast, approaches using IR from
standard compilers (e.g., LLVM) struggle to re�ect the impact of HLS directives on the
source code and often rely on human-de�ned �xed-size feature vector representations for
#pragmas [25, 58]. Table 3.1 provides an overview of the most signi�cant contributions
in this area.

3.1.3. Knowledge-based Techniques

Knowledge-based approaches utilize information derived from the analysis of previously
studied applications to optimize unseen applications. This form of optimization is widely
recognized across various �elds for its capability to swiftly deliver highly e�cient op-
timizations. In the realm of compiler optimizations, Xydis et al. [124, 125] investigate
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Table 3.1.: Comparison of HLS QoR modeling approaches in terms of i) the modeling strategy
employed, ii) the features provided as model inputs, and iii) the QoR metrics pre-
dicted.

Ref. Codename Model Used Input Features Predicted Metrics
[49] Lin-Analyzer Analytical Dynamic Data Dependence Graph #Clock Cycles
[50] COMBA Analytical CFG, DFG Latency
[51] Dai et. al Lasso, XGBoost, ANN Pre-synth. resources, CP, #Ops Post-synth. resources
[52] XPPE ANN Pre-synth. resources, CP, #Ops Speedup on di�erent FPGAs
[54] HL-Pow XGBoost, CNN Pre-synth. resources, CP, #Ops Power
[53] HLSPredict ALS, Lasso, RF, ANN CPU Performance Counters #Clock Cycles & Power
[55] Ustun et al. GNN DFG Post-synth. resources, Latency
[34] Wu et al. GNN CFG, DFG Post-synth. resources,
[25] Ferretti et al. GNN CFG, DFG, Directives Post-synth. resources, Latency
[58] Sohrabizadeh et al. GNN CFG, DFG, Directives Post-synth. resources, Latency

the application of collaborative �ltering to con�gure compiler- and runtime-tuning pa-
rameters by identifying similarities to applications that have already been optimized.
Knowledge-based approaches have also been applied to the problem of HLS DSE [94].
Kwon et al. [67] employ knowledge gained from diverse application explorations to mini-
mize the data needed for training a neural network architecture for QoR prediction. Liu
et al. [126] leverage previously optimized designs for ASICs and propose a methodology
to transfer this knowledge to di�erent FPGAs. In conclusion, Ferretti et al. drew upon
prior knowledge from DB4HLS [127] to formulate an HLS-speci�c methodology aimed
at diminishing the size of the decision space. This methodology relies on assessing the
similarity between seen and unseen source codes [35]. The underlying rationale is that
applications with comparable code structures will be in�uenced by similar directives.
Therefore, the directives that contribute to the Pareto front of the explored application
are expected to yield favorable con�gurations for the unseen application. Nevertheless,
achieving an accurate approximation of the Pareto frontiers still necessitates numerous
time-consuming application-speci�c synthesis evaluations.

Limitations of SotA Approaches in HLS Directives DSE

The limitations of current HLS DSE methodologies are summarized as follows:

ˆ Synthesis-based methods are severely hindered by the computational expense of
repeated HLS runs.

ˆ Model-based approaches are constrained by the quality and coverage of available
datasets, their dependence on post-HLS features, and their limited ability to
generalize to new kernels, architectures, or HLS conditions.

ˆ Knowledge-based methods are limited by the quality of their underlying datasets
and similarity assumptions, often still requiring extensive HLS exploration to
�nd Pareto-optimal designs.
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3.2. High-Level Synthesis Datasets

The e�ectiveness of model- and knowledge-based approaches heavily relies on the avail-
ability of extensive datasets. In the HLS community, several widely recognized benchmark
suites are utilized for evaluating, comparing, and re�ning methodologies, tools, and sys-
tems. These include Polybench [128], MachSuite [42], Rosetta [60], CHStone [129], and
RodiniaHLS [43], alongside various design collections [112,130]. However, the total num-
ber of designs available from these benchmark suites and collections is relatively small,
making them insu�cient for direct use in ML training. To address the limitation in
the number of designs and create large-scale datasets, researchers exploit the vast design
space of possible directives applicable to a given application [35]. They generate numerous
designs by applying various HLS directives to the existing benchmark suites, targeting
di�erent FPGAs and clock frequencies. This approach populates applications with a
wide range of design points, enhancing the dataset and enabling the development of more
e�ective model- and knowledge-based methodologies.

Table 3.2.: Comparison between prior HLS datasets in terms of i) the HLS benchmark suites
utilized, ii) targeted FPGAs, iii) operating frequencies, and iv) the number of design
points.

Ref. Codename Benchmarks Devices f (MHz) #Designs
[51] Dai et al. Machsuite, Rosetta, and CHStone Zynq, AX7, KX7, and VX 100 to 1K 1.3K
[37] DB4HLS Machsuite Zynq 100 100K

[131] MLSBench Machsuite and CHStone Zynq 7000 100 to 300 6K
[132] HLSDataset Polybench, Machsuite, Rosetta, and CHStone ZU9EG and XC7V585T 100 19K
[38] HLSyn Polybench and Machsuite U200 250 42K

Recent studies [37�39] have concentrated on collecting datasets that include post-HLS
design latency and resource utilization metrics, primarily to support the development
of optimization methodologies. Spector1 [133] was among the earliest e�orts to create
an HLS dataset, utilizing 9 distinct applications, including Breadth-First Search (BFS),
Discrete Cosine Transform (DCT), Finite Impulse Response (FIR) �lter, and Histogram.
This dataset targeted the Stratix V FPGA from Altera/Intel, resulting in approximately
8.3K design points. Dai et al. [51] aimed to develop high-accuracy models for predicting
post-implementation metrics such as BRAM%, DSP%, FF%, and LUT%, as well as a
classi�cation model to determine whether a design meets its clock period constraints. To
this end, they compiled an HLS dataset using applications from MachSuite, Rosetta, and
CHStone, targeting various Xilinx/AMD FPGAs, including Zynq, Artix7 (AX7), Kin-
tex7 (KX7), and Virtex (VX). The dataset covered multiple clock frequencies, such as
100MHz, 200MHz, 300MHz, 500MHz, and 1GHz. However, because the entire compila-
tion �ow up to bitstream generation was required, the resulting dataset was relatively
small, containing only about 1.3K design points. DB4HLS [37] was the �rst open-source

1GitHub Repository
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dataset to o�er a substantial collection of design points, featuring approximately 100K
designs. This dataset emphasizes per-function exploration of loop unrolling and array
partitioning, using applications from the Machsuite benchmark suite and targeting the
Xilinx/AMD UltraScale+ ZynqMP device at 100MHz. Goswami et al. [131] introduced
MLSBench, an HLS dataset emphasizing applications from CHStone and Machsuite.
This dataset targets the Xilinx/AMD Zynq 7000 platform with clock frequencies ranging
from 100MHz to 300MHz, comprising a relatively smaller collection of approximately 6K
designs. HLSDataset [132] was the �rst dataset to include applications not only from
Machsuite, Rosetta, and CHStone but also from Polybench. Targeting the ZU9EG and
XC7V5857 FPGAs at 100MHz, it o�ered a collection of 19K design points, incorporat-
ing post-implementation data as well. Bai et al. [38] presented HLSyn, a benchmark
suite designed to support their GNN-based modeling approaches, featuring explorations
conducted using the Merlin compiler [120]. The suite includes applications from Poly-
bench and Machsuite, targeting a modern cloud-based Xilinx/AMD FPGA, the Alveo
U200, at 250MHz, resulting in a dataset comprising approximately 42K design points.
Finally, Abi-Karam et al. recognized the diversity within modern HLS datasets, encom-
passing variations in benchmark suites, devices, target clock frequencies, and vendors, as
well as the signi�cant time required for data generation and the lack of standardization.
They introduced HLSFactory [39], a methodology for generating diverse HLS datasets by
expanding design spaces, concurrently executing HLS and FPGA tool �ows, and stan-
dardizing the data. Table 3.2 provides an overview of the most signi�cant contributions
in this area.

Limitations of SotA in HLS Datasets

In short, the limitations of prior works regarding HLS datasets can be summarized
as follows:

ˆ Many datasets rely on narrow or domain-speci�c benchmarks or focus only on
sub-functions, failing to capture full-application behavior and real-world design
variability.

ˆ Key HLS optimizations such as pipelining or array partitioning are often missing,
resulting in design spaces that do not re�ect realistic hardware optimization
work�ows.

ˆ Several datasets depend on specialized toolchains or target only a single FPGA
device and frequency, limiting generalizability to standard industrial �ows and
diverse hardware platforms.

ˆ Most frameworks require handcrafted design-space de�nitions, making dataset
creation di�cult to scale and susceptible to human bias, while lacking full au-
tomation.
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Chapter 4.

GN
SIS: Lessons Learned in Generating a
HLS Dataset

High-Level Synthesis (HLS) streamlines FPGA programming by abstracting low-level hard-
ware complexities, facilitating rapid microarchitecture customization through the use of
directives. However, identifying optimal directives remains a signi�cant challenge, partic-
ularly for software developers without extensive hardware expertise. HLS-driven Design
Space Exploration (DSE) addresses this challenge by automating the generation of direc-
tive con�gurations through a variety of techniques. The e�ectiveness of these methods
heavily relies on the quality of the data on which they are built. Unfortunately, exist-
ing datasets are often constrained in scope, complexity, and device diversity. To address
these limitations, we present GN
SIS1, the largest open-source HLS dataset, to the best
of our knowledge, containing almost 219K design points generated from prominent bench-
mark suites and public repositories. The dataset covers two FPGAs with varying resource
characteristics and three clock frequencies. Additionally, we introduce a versatile frame-
work to automate design point generation. We evaluate the impact of frequency scaling,
FPGA architecture, and optimization targets on Quality of Result (QoR) metrics, ana-
lyze HLS directive e�ectiveness across code constructs, and study design transferability
across FPGAs and frequencies. These analyses provide practical insights into QoR and
HLS behavior, o�ering guidance for designers with limited optimization experience. We
believe GN
SIS will enhance FPGA accessibility and act as an enabler for innovation in
HLS-driven DSE research. The dataset is publicly accessible on Hugging Face2, and the
framework is available on GitHub3.

1 �GN
SIS� is drawn from the ancient Greek word �gnÀsic�, signifying knowledge or insight.
2Hugging Face Repository
3GitHub Repository
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4.1. Introduction

High-Level Synthesis (HLS) streamlines FPGA design by automatically converting high-
level programming languages into domain-speci�c accelerators, eliminating the need for
complex and error-prone Hardware Description Languages (HDLs) [27]. By abstract-
ing low-level details, designers only need to specify a design's behavior, while HLS
tools handle analysis, operation scheduling, resource allocation, and Register Transfer
Level (RTL) code generation. Developers can further optimize performance and re-
source usage by applying directives to guide the HLS process, enabling rapid microarchi-
tecture customization and simplifying the exploration of architectural trade-o�s. This
versatility has made HLS a key tool in modern applications such as IoT [28], High
Performance Computing [29], Neural Networks [30], and even Large Language Mod-
els [31].

While HLS tools provide a higher level of abstraction, developers still require substantial
hardware expertise to e�ectively apply directives and understand the translation of source
code into hardware [17]. Directives play a critical role in shaping designs by de�ning key
factors such as memory hierarchy, caching strategies, parallelization, and pipelining [19].
Improper use of directives can result in suboptimal designs that may perform worse than
traditional CPUs due to ine�cient resource utilization, poor data�ow management, or
missed opportunities for parallelism [32]. As a result, design optimization often remains
the domain of experienced hardware developers, falling beyond the capabilities of a typical
HLS designer. The lack of tools that can automatically generate optimized HLS directive
con�gurations further limits the accessibility of FPGA acceleration for designers with
limited hardware knowledge [20].

HLS-driven Design Space Exploration (DSE) tackles this challenge by developing methods
to automatically generate optimized HLS directive con�gurations [21]. Synthesis-based
approaches [22,23,33] treat the HLS tool as a black box, aiming to e�ciently explore the
con�guration decision space by querying it for Quality of Results (QoR) metrics, such as
design latency and resource utilization. In contrast, more recent research paradigms focus
on understanding the behavior of the HLS tool or adopt data-driven exploration strate-
gies to navigate the solution space. Model-based [25,26,34] approaches create predictive
models to estimate QoR metrics, avoiding the need to execute full HLS �ows. Once QoR
metrics estimates are obtained, the DSE process can be further optimized and managed
using heuristics. Knowledge-based [1, 35, 36] approaches have also emerged as a strategy
to reduce the design space and minimize the need for costly synthesis evaluations. These
approaches leverage similarities with previously explored designs, enabling the transfer
of directive con�gurations that produced Pareto-optimal results to new, unseen applica-
tions.
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The e�ectiveness of these methods is strongly in�uenced by the quality and diversity
of the underlying data. A high-quality data collection requires not just a large number
of designs, but also a wide variety of applications, directive combinations, target clock
frequencies, and FPGA architectures. Constructing such datasets is a time-consuming
process, primarily due to the need to repeatedly execute the HLS �ow. For exam-
ple, as noted in [26], generating a dataset for a language-level QoR prediction model
took more than four months to produce 40K designs for a single FPGA at one fre-
quency. To address the ine�ciency of building these knowledge bases from scratch,
several HLS datasets have been proposed [37�39]. Nevertheless, current datasets are
limited by factors such as low design complexity, restricted optimization diversity, nar-
row device and frequency coverage, insu�cient post-HLS timing characterization, and
limited public accessibility, factors that signi�cantly hinder their broader adoption and
usability.

In this context, we present GN
SIS, a comprehensive and extensible HLS dataset
designed for FPGA performance optimization. GN
SIS is built from 55 applications
sourced from well-known benchmark suites and publicly available HLS repositories on
GitHub. The dataset comprises nearly 219K design points, targeting two distinct FP-
GAs with di�erent resource characteristics across three clock frequencies, making it, the
largest up to now available dataset. To ensure extensibility, we introduce a structural and
computational source code analysis framework based on the LLVM toolchain to identify
the directive search space for each application, combined with an NSGA-II-based ex-
ploration framework that systematically generates and evaluates directive con�gurations
using Vitis-HLS. Using GN
SIS, we conduct a comprehensive evaluation to analyze how
frequency scaling, FPGA architecture, and optimization objectives impact QoR metrics.
We also investigate the e�ectiveness of HLS directives across di�erent source code con-
structs and perform a transferability study to assess the adaptability of optimized designs
across various FPGAs and clock frequencies. Building on the directives impact analysis,
we evaluate the e�ectiveness of a simple set of empirical optimization rules to determine
how close we can get to optimal results. Finally, we provide a discussion of the dataset's
limitations, possible extensions, documented success stories, and prospective future re-
search directions. We believe that GN
SIS will expand FPGA accessibility and serve as
a driving force for innovation in HLS-driven DSE research. The key contributions of this
work are as follows:

ˆ Presentation of GN
SIS, the largest open-source HLS dataset that spans multiple
FPGAs and clock frequencies.

ˆ Development of a fully automated dataset generation framework that integrates
LLVM-based analysis with NSGA-II driven DSE in Vitis-HLS.

38



4.2. GN
SIS HLS Dataset Generation Framework

ˆ Comprehensive evaluations that deliver practical insights and serve as a guide for
designers with limited expertise in HLS optimization.

We believe that GN
SIS will broaden FPGA accessibility and drive progress in HLS-
driven DSE research.

4.2. GN
SIS HLS Dataset Generation Framework

GN
SIS not only o�ers a comprehensive dataset but also open-sources the methodology
used for its creation. The GN
SIS framework accepts synthesizable C/C++ source code
and generates a rich set of design points, while also delivering detailed analytics. It is
crafted to ensure adaptability across various benchmark suites, devices, and frequencies,
while automating the entire process to eliminate the need for manual speci�cation of the
design space. This automation is driven by a source code analysis step, which evaluates
array sizes and loop trip counts to automatically generate the relevant directives for ex-
ploration. By de�ning the design space, the framework removes the necessity for user
involvement in the data generation process. The GN
SIS framework comprises three
key steps, as depicted in Figure 4.1: 1) the �Structural and Computational Source Code
Analysis� phase, which extracts critical information about source code structures rele-
vant to HLS directives and determines the design space directives for each application,
2) the �Design Space Generation� phase, which constructs the design space by system-
atically applying various directives to the source code and capturing the corresponding
QoR metrics, and 3) the �Data Analysis� phase, which examines and visualizes the syn-
thesizability, feasibility, QoR metric distributions, and Pareto fronts for the evaluated
applications across di�erent devices and clock frequencies. Each phase is examined in the
following sections.

Step 1. Structural and Computational Source Code Analysis

In this step, the framework processes synthesizable C/C++ source code to identify key
structural and computational characteristics from all potential �action points� within the
code. An �action point� refers to a speci�c location in the code hierarchy where HLS
directives, such as pipeline, unroll, or array partition, can be applied. The focus on array
and loop structures aligns with prior studies [35, 36], as these elements play a pivotal
role in the performance of HLS applications. To identify action points and their precise
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Figure 4.1.: Overview of GN
SIS Dataset Generation Framework

locations, it leverages LLVM toolchain components4, including libclang, a C library front-
end for the clang/clang++ compiler. As an initial step, a source code parser1A traverses
the Abstract Syntax Tree (AST) generated from the source code, locating the Top-Level
Function (TLF), the entry point for the HLS process, and identifying array and loop
declarations. Additionally, the parser extracts details such as the TLF's name. For
arrays, it identi�es their name, data type, and dimensions, while for loops, it assigns a
unique identi�er. For example, in Figure 4.1, the parser identi�es the TLF func at line
2, declares the one-dimensional �oat array A at line 3, and detects a loop labeled as L1
at line 4.

With the locations of array and loop declarations established, the LLVM-based analy-
sis 1B extracts essential computational details for these structures. For arrays, it de-
termines the size of each dimension, while for loops, it calculates the exact trip count.
This information is critical for de�ning potential array partitioning and loop unrolling
factors, which guide the design space exploration in subsequent steps. The process be-
gins by using clang/clang++ to translate the source code into LLVM IR, an intermediate
static single assignment representation. Standard LLVM optimization passes, similar to
those used in the HLS process, are then applied to the IR using the opt tool5. These
include techniques such as constant folding, constant propagation, function inlining, and
instruction combining. Function inlining, in particular, plays a key role by propagating

4Throughout this work, we have used LLVM version 14.0.5.
5LLVM Optimizer
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constants through function parameters and replacing variables directly in the function
body, facilitating more accurate loop analysis. This ensures control variables re�ect
function-speci�c values and enables precise evaluation of loop instruction counts. Fi-
nally, a custom LLVM pass analyzes the optimized IR to gather the desired details about
the kernel's action points. For instance, as shown in Figure 4.1, this step identi�es that
the size of the one-dimensional array A is 16, while the loop L1 has a trip count of
8.

Step 2. Design Space Generation

Leveraging the computational and structural insights from Step 1, Step 2 generates and
explores the directive design space across various FPGAs and target clock frequencies.
The HLS process is performed for each con�guration, and key metrics are collected,
including the design latency (measured in clock cycles), the HLS execution time (in
seconds), and area metrics such as the usage of Block RAMs (BRAMs), Digital Signal
Processing units (DSPs), Flip-Flops (FFs), and Look-Up Tables (LUTs). This step is
central to GN
SIS, as it automatically generates the design space for each application,
resulting in a diverse set of designs.

Initially, the design space for directives, as shown in2A , is de�ned to specify all possible
directives that can be applied to each action point. Consider an array action point with
N dimensions, where the size of each dimension has been determined as described in
Section 4.2. Three di�erent array partitioning directives, namely Complete, Cyclic, and
Block, are applied to each dimension. For the Cyclic and Block directives, the partition-
ing factor is also speci�ed as a power of 2, ensuring that it is smaller than the size of the
dimension. For instance, for the action point associated with array A in Figure 4.1, the
applicable directives include Complete, as well as Block and Cyclic with factors of 2, 4,
6, and 8. Regarding loop action points, based on the trip-count of the loop, three dis-
tinct directives are applied: Pipeline, Pipeline II=1, and Unroll. The di�erence between
Pipeline and Pipeline II=1 lies in the Initiation Interval (II). The Pipeline directive al-
lows Vitis HLS to determine the optimal II based on timing constraints, while Pipeline
II=1 explicitly sets the II to 1, aiming for maximum throughput by starting a new itera-
tion every clock cycle. However, this can be more challenging due to stricter timing and
dependency requirements. For the Unroll directives, the unrolling factor is speci�ed in
the same manner as the partitioning factors. For example, for loop L1, it can apply the
following directives: Pipeline, Pipeline II=1, and Unroll with factors 2, 4, and 8. Finally,
assuming the source code contains K action points and Dk denotes the set of directives
applicable to action point k, the generated design space D can be mathematically repre-
sented as D = D1 � D 2 � D 3 � � � � � D K . For example, considering 9 possible directives
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for the array action point and 5 for each loop action point, the total number of directive
con�gurations in D amounts to 225.

Once the de�nition of D is complete, the design generation process begins. To e�ciently
explore the extensive directive con�guration space and converge toward optimal solutions,
it employs a genetic optimization approach 2B. This method seeks to minimize both de-
sign latency and resource usage while adhering to the FPGA's constraints. For this
purpose, it utilizes the NSGA-II algorithm [40], implemented in the PyMOO library [41],
to navigate the solution space. NSGA-II is a widely used evolutionary algorithm known
for avoiding local optima and rapidly converging to high-quality solutions. It operates
across multiple generations, preserving the best con�gurations for subsequent iterations.
Each generation follows three main steps: A) Initializing a population of con�gurations,
B) Applying these con�gurations to the source code via a source-to-source compiler2C,

performing the HLS process for the target FPGA using Xilinx/AMD Vitis 6 2D at a
prede�ned clock frequency7, and C) Using the obtained results to guide NSGA-II in gen-
erating improved con�gurations for the next iteration. Any directive con�guration that
leads to a design exceeding FPGA resources or requiring an impractical HLS process time
(1 hour) is �agged accordingly. The optimization process is con�gured with a population
size of 40 and runs for 24 generations. To enhance e�ciency, candidates are evaluated in
parallel. We apply the random operator for sampling and selection, the simulated binary
operator for crossover, and the polynomial operator for mutation. Speci�cally, for the
random sampling operator, the mutation probability (prob) is set to 0.1. The random
selection operator requires no additional parameters. For the simulated binary crossover
operator, we set the crossover probability (prob) to 1.0, ensuring that crossover always
occurs, and use a distribution index (eta) of 15, balancing o�spring diversity and simi-
larity to parents. Finally, for the polynomial mutation operator, we set the distribution
index (eta) to 20, allowing for controlled mutations that maintain diversity while pro-
ducing o�spring close to their parents. Since each HLS process demands signi�cant RAM
resources, only 10 designs are evaluated in parallel per generation. With each process
limited to a maximum runtime of 1 hour, generating the complete dataset for a single
application on a given FPGA and target clock frequency can require up to 96 hours in
the worst-case scenario, assuming the full set of 960 design evaluations. To ensure e�-
cient convergence, we also set a tolerance level of 0:0025 for the objective function values.
This ensures the optimization process terminates when the di�erence in objective values
between successive generations falls below this threshold, facilitating rapid convergence
to near-optimal solutions.

6Throughout this work, we have used Xilinx/AMD Vitis HLS version 2021.1.
7Both the target FPGA and the desired clock frequency are speci�ed within a .tcl script provided to

Vitis during the HLS process.
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Best Practices for Design Space Generation. For researchers aiming to replicate or ex-
tend the dataset, it is strongly recommended to use a server with high memory capacity,
preferably more than 256 GB of RAM. Limited memory has been identi�ed as a pri-
mary bottleneck during the execution of the genetic algorithm, especially when multiple
HLS processes are run in parallel. A single HLS instance can consume several GB of
RAM, with demands increasing for larger applications or complex directive combina-
tions that create challenging synthesis scenarios. Having more available memory enables
a greater number of concurrent evaluations per generation, which signi�cantly reduces
the time needed to explore the design space for a given application, FPGA device, and
clock frequency. Additionally, reducing the timeout limit for each HLS process may
help accelerate dataset generation. However, setting the limit too low can prevent the
synthesis of valid yet complex designs, potentially reducing the dataset's coverage and
quality. This parameter can be con�gured within the framework and adjusted in fu-
ture extensions to optimize the trade-o� between dataset generation time and overall
completeness.

Step 3. Data Analysis

After generating the design space for a single application across multiple FPGAs and tar-
get clock frequencies in Step 2, Step 3 involves performing a series of analyses to extract
deeper insights from the collected data. First, it conducts a synthesizability and feasibil-
ity study 3A . A synthesizable design is one that completes the HLS compilation process
and produces latency and resource reports, whereas a non-synthesizable design fails to
compile or exceeds the one-hour timeout, resulting in missing reports. Among synthesiz-
able designs, a feasible design is one that �ts within the available BRAM, DSP, FF, and
LUT resources of the target FPGA, while a non-feasible design exceeds at least one of
these resource limits despite compiling successfully. Based on this classi�cation, it com-
putes and visualizes the proportions of synthesizable, feasible, and non-feasible designs
for further evaluation. For the feasible synthesized designs, it analyzes the distribution
of QoR metrics 3B to gain insights into the values within the design space. These QoR
metrics include design latency (in msec), HLS process execution time (in sec), and uti-
lization percentages for BRAM, DSP, FF, and LUT resources. Finally, for these designs,
the latency versus resource utilization Pareto frontiers are determined for each device and
target clock frequency and visualized to highlight the trade-o�s between performance and
resource usage across di�erent design con�gurations3C.

Figure 4.2 presents the data analysis for the LavaMD (T) application from RodiniaHLS,
synthesized for the UltraScale+ MPSoC ZCU104 FPGA with a target clock frequency
of 100 MHz. Using the GN
SIS framework, a total of 942 design points were evalu-
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Figure 4.2.: Data analysis conducted for the LavaMD (T), synthesized for the UltraScale+
ZCU104 FPGA at 100 MHz

ated. As illustrated in Figure 4.2, 66.1% of these design points were deemed feasible,
meaning the HLS process was successfully completed, and the resulting designs met the
resource constraints of the target FPGA. Conversely, 31.1% of the attempted directive
combinations failed synthesis, primarily due to directives that led to excessively long HLS
processing times, causing termination. Lastly, only 2.8% of the designs were synthesiz-
able but exceeded the available FPGA resources, rendering them infeasible. Figure 4.2
also visualizes the key QoR metrics of the explored feasible designs. For the LavaMD (T)
application, design latency ranges from a minimum of 79.6 msec to a maximum of 1.85
sec, with an average of 491.7 msec and a standard deviation of 483.9 msec, highlighting
a wide variation in performance. A similar trend is observed in the HLS process time,
which varies from a minimum of 2.1 minutes to a maximum of 53.3 minutes, approaching
the one-hour time limit, with an average of 8.6 minutes. BRAM% and DSP% resource
utilization remain low, with average values of 2.4% and 2.8%, respectively. Finally, the
broader distributions of FF% and LUT%, with FF% ranging from 2% to 71% and LUT%
from 7% to 98%, underscore the considerable variability in logic resource demands across
the optimized designs.

4.3. The GN
SIS Dataset

Using the methodology described in Section 4.2, we develop the GN
SIS dataset, an
open-source HLS DSE collection that includes kernels drawn from popular benchmark
suites and open-source application repositories on GitHub. Table 4.1 provides key details
about the collected kernels, including: a) the kernel name, b) the source from which it was
obtained, c) a description of the kernel, d) the number of action points in the source code,
including array and loop declarations, and e) the total number of designs collected across
the evaluated FPGAs and clock frequencies. The dataset comprises input source codes
from 55 selected kernels sourced from Machsuite [42], RodiniaHLS [43], and GitHub. As
presented in Table 4.1, these kernels span a diverse range of application domains. The
main categories include Machine Learning and Data Analytics, represented by Backward
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Table 4.1.: Kernel Description in GN
SIS Dataset
Kernel Source Description #Action Points #Designs

GEMM 1 Machsuite Matrix Multiplication using Tiling 5 3736
GEMM 2 Machsuite Matrix Multiplication 3 1710
MD KNN Machsuite Molecular Dynamics Simulation 2 288

Radix Sort Machsuite Integer Sorting Algorithm 10 5561
SPMV Machsuite Sparse Matrix-Vector Multiplication 2 240

Stencil2D 1 Machsuite 2D Stencil Computation 4 1437
Stencil3D Machsuite 3D Stencil Computation 9 5032

Viterbi Machsuite Probable Sequence Identi�cation based on Series of Observations 8 4718
Backprop. 1 (B) RodiniaHLS Backward Propagation in NN Training (Baseline) 2 240
Backprop. 2 (B) RodiniaHLS Forward Propagation in NN Training (Baseline) 6 4944
Backprop. 1 (T) RodiniaHLS Backward Propagation in NN Training (Tiling) 10 5140

Hotspot (B) RodiniaHLS Thermal Simulation (Baseline) 3 1287
Hotspot (T) RodiniaHLS Thermal Simulation (Tiling) 8 5156
Hotspot (P) RodiniaHLS Thermal Simulation (Pipelining) 10 5755
Hotspot (U) RodiniaHLS Thermal Simulation (Unrolling) 19 5754
KMeans (B) RodiniaHLS K-Means Clustering (Baseline) 3 766
KMeans (T) RodiniaHLS K-Means Clustering (Tiling) 12 5702
KMeans (P) RodiniaHLS K-Means Clustering (Pipelining) 14 5701
KMeans (U) RodiniaHLS K-Means Clustering (Unrolling) 16 5670

KNN (B) RodiniaHLS K-Nearest Neighbors (Baseline) 2 144
KNN (T) RodiniaHLS K-Nearest Neighbors (Tiling) 7 4506
KNN (P) RodiniaHLS K-Nearest Neighbors (Pipelining) 8 4900
KNN (U) RodiniaHLS K-Nearest Neighbors (Unrolling) 9 5462
KNN (D) RodiniaHLS K-Nearest Neighbors (Double Bu�ering) 11 4317
KNN (C) RodiniaHLS K-Nearest Neighbors (Coalescing) 12 5676

CFD Flux (B) RodiniaHLS Computational Fluid Dynamics Simulation (Baseline) 3 192
CFD SF (B) RodiniaHLS Computational Fluid Dynamics Simulation (Baseline) 1 48
CFD SF (T) RodiniaHLS Computational Fluid Dynamics Simulation (Tiling) 4 3617
CFD SF (P) RodiniaHLS Computational Fluid Dynamics Simulation (Pipelining) 7 3010
CFD SF (U) RodiniaHLS Computational Fluid Dynamics Simulation (Unrolling) 8 4944
CFD SF (D) RodiniaHLS Computational Fluid Dynamics Simulation (Double Bu�ering) 18 5595
CFD SF (C) RodiniaHLS Computational Fluid Dynamics Simulation (Coalescing) 20 5754

Dilate (B) RodiniaHLS Image Dilation (Baseline) 5 2388
Dilate (T) RodiniaHLS Image Dilation (Tiling) 12 5656

Dilate 1 (P) RodiniaHLS Image Dilation (Pipelining) 17 5600
Dilate 2 (P) RodiniaHLS Image Dilation (Pipelining) 26 5760
LavaMD (B) RodiniaHLS Molecular Dynamics Simulation (Baseline) 6 3617

LavaMD 1 (T) RodiniaHLS Molecular Dynamics Simulation (Tiling) 13 5685
LavaMD 2 (T) RodiniaHLS Molecular Dynamics Simulation (Tiling) 14 5739
LavaMD (P) RodiniaHLS Molecular Dynamics Simulation (Pipelining) 14 5695

LC Gicov (B) RodiniaHLS Leukocyte Detection using GICOV Method (Baseline) 11 4524
LC Mgvf (B) RodiniaHLS Leukocyte Detection using MGVF Method (Baseline) 3 1388

Lud (T) RodiniaHLS LU Decomposition (Tiling) 46 5760
PFinder (B) RodiniaHLS Grid Traversal using Path�nder (Baseline) 6 4320
PFinder (D) RodiniaHLS Grid Traversal using Path�nder (Double Bu�ering) 8 4791
SCluster (B) RodiniaHLS Streaming K-Median Clustering (Baseline) 2 384
SCluster (T) RodiniaHLS Streaming K-Median Clustering (Tiling) 14 5667
SCluster (P) RodiniaHLS Streaming K-Median Clustering (Pipelining) 15 5429
SCluster (D) RodiniaHLS Streaming K-Median Clustering (Double Bu�ering) 18 5196
SCluster (C) RodiniaHLS Streaming K-Median Clustering (Coalescing) 20 5678

Kalman Filter GitHub Signal Smoothing 13 5760
Vector Mult. GitHub Vector Multiplication 1 48

Stencil 1D GitHub 1D Stencil Computation 1 48
Stencil 2D 2 GitHub 2D Stencil Computation 4 5142
Matrix Mult. GitHub Matrix Multiplication 4 3744
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Propagation in Neural Network Training; Scienti�c Computing and Simulation, exempli-
�ed by Computational Fluid Dynamics (CFD) simulations; Image and Signal Processing,
with examples such as the Kalman Filter; Mathematical Computation and Linear Algebra,
including Matrix Multiplication; and other applications, such as Radix Sort. Notably,
RodiniaHLS includes multiple implementations of the same application, and we use spe-
ci�c indicators to di�erentiate them. For example, LavaMD (T) is an application from
RodiniaHLS that performs a molecular dynamics simulation. This particular implemen-
tation applies loop tiling to enhance performance. It contains 13 action points, and a total
of 5685 designs were evaluated. Although we include di�erent versions of the same appli-
cation, these versions, as shown in Table 4.1, di�er in the number of action points. This
emphasizes that, despite being variations of the same application, they exhibit distinct
di�erences in their source code.

The 74% of kernels are derived from the RodiniaHLS benchmark suite. The empha-
sis on RodiniaHLS is due to its applications, which are designed to replicate real-world
computational challenges [44], providing valuable insights into system performance under
practical workloads. The kernels in GN
SIS exhibit a diverse range of action points,
from a minimum of 1 in Vector Mult. to a maximum of 46 in Lud (T), with an av-
erage of approximately 10 action points. Examining these action points in detail, the
dataset includes in-memory arrays, which are arrays implemented in programmable logic,
ranging from 0 to 22, with a maximum dimensionality of 2. The loop structures vary
between 1 and 26, with the highest nesting depth reaching 5. Additionally, an analysis
of the source code provides insight into the arithmetic (e.g. ADD, FMUL) and memory
operations (e.g. LOAD) of these applications. The dataset reveals a broad distribution
of arithmetic operations, ranging from 708 to 18.3B, and memory operations, spanning
from 2.5K to 11.5B. This variation highlights the diverse computational demands of the
kernels.

The GN
SIS dataset features design points targeting heterogeneous FPGA platforms.
In particular, it includes two FPGA devices with contrasting resource pro�les: a) the
resource-limited UltraScale+ MPSoC ZCU104, and b) the Alveo U200, a device typi-
cally deployed in high-performance server environments. The ZCU104 includes 624 Block
RAMs (BRAMs), 1728 Digital Signal Processing units (DSPs), 461K Flip-Flops (FFs),
and 231K Look-Up Tables (LUTs). In comparison, the U200 o�ers 6:9� more BRAMs,
3:96� more DSPs, and 5:1� more FFs and LUTs than the ZCU104. In addition to
using di�erent FPGAs, we evaluate our applications at three distinct clock frequencies:
a) 100 MHz, b) 200 MHz, and c) 300 MHz. This results in six di�erent exploration
scenarios for each application, three for the U200 and three for the ZCU104. The #De-
signs column in Table 4.1 shows the total amount of design points collected for each
application. The number of designs generated for the examined kernels varies, with a
minimum of 48 designs, such as for the CFD SF (B) application, which has a small de-
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sign space due to its single loop, and a maximum of 5760 designs, as seen in the Lud (T)
application, which has more action points. In total, gathering the 219K design points
took more than two years, highlighting how time-consuming it is to collect this type of
data.

Figure 4.3 presents insights into the QoR metrics analyzed for the designs in the GN
SIS
dataset. The vertical axis represents the various QoR metrics, while the horizontal axis
lists the di�erent applications. A total of 81.5% of the designs are feasible, while 16.7%
are not synthesizable and 1.8% are not feasible. The 18.5% of designs that fall into the
not synthesizable and not feasible categories result from the initial generations of the
GA-based Directives Con�guration Generator described in Section 4.2, where con�gura-
tions are generated randomly. As generations progress, the NSGA-II algorithm focuses
on minimizing design latency and resource utilization while adapting to the constraints
of the target FPGA. This learning process enables it to generate resource-aware designs,
ultimately resulting in a high feasibility score. Focusing on the design latency diagram
in Figure 4.3, we observe a wide variation in latency across the evaluated designs. In our
dataset, latency values range from a minimum of 0.03 usec to a maximum of 201.3 sec.
The high standard deviation of 3:6 � 10 3 further highlights the substantial performance
variability among the designs. Similar observations can be made for the time required to
complete the HLS process, with durations ranging from 21 sec to approximately 1 hour,
which is the imposed time limit during exploration. For completeness, we measured the
average synthesis time per design point across the dataset, which is approximately 12.5
minutes. Accordingly, the end-to-end generation of all design points for a single appli-
cation, targeting a speci�c FPGA architecture and clock frequency, requires on average
about 20 hours.

Regarding BRAM utilization, we observe a broad distribution with an average of 13%,
highlighting that the designs evaluated in GN
SIS exhibit a wide range of resource usage
levels. We note that certain applications exhibit a narrow distribution around 1%, such
as most Machsuite applications and some baseline implementations from RodiniaHLS.
This behavior arises because these kernels operate on arrays stored in the global device
memory. Since partitioning directives are applied only to arrays stored in Programmable
Logic (PL), their BRAM utilization remains almost negligible. Another key observation
from the BRAM utilization distribution is that RodiniaHLS, with its approach of apply-
ing various optimizations such as tiling, stores data in in-memory arrays. This results
in application versions that are more in�uenced by memory-related directives, enabling
the generation of more representative designs compared to other benchmark suites. The
DSP utilization also shows a broad distribution similar to that of BRAM, with an aver-
age usage of 4%. We observe greater variation in DSP utilization for applications that
involve multiple multiplication and division operations, such as the Tiling, Pipeline, and
Unroll variants of the KMeans application, as well as those with Multiply-Accumulate
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(MAC) operations, such as the Backprop. 1 (T) application from RodiniaHLS, which
are typically mapped to DSP units in HLS. Additionally, we note that the more op-
timizations applied to an application family in RodiniaHLS, the higher the likelihood
of utilizing DSP units, resulting in a broader utilization distribution. The average uti-
lization for FFs and LUTs is 7% and 15%, respectively. The higher LUT utilization
compared to DSPs can be attributed to their role as the fundamental building blocks,
primarily used for implementing combinational logic functions. Since most control logic,
address calculations, and condition evaluations are mapped to LUTs, their utilization
remains consistently high. Similarly, FFs demonstrate a more diverse utilization distri-
bution than BRAMs, as they serve as registers for storing intermediate values, managing
pipeline stages, and controlling signals, making them integral to a wide range of applica-
tions.

4.4. Analysis of Pareto-Optimal Designs in GN
SIS

This section provides insight into the key QoR metrics of the designs analyzed in our
study. Our analysis focuses only on the Pareto-optimal designs identi�ed by GN
SIS
across all evaluated applications, FPGAs, and clock frequencies, as these designs rep-
resent the most e�ective trade-o�s between performance and resource usage. We �rst
examine the MPSoC UltraScale+ ZCU104, assessing how di�erent clock frequencies im-
pact performance, time required to perform the HLS process, and resource usage. Next,
we compare it with Alveo U200 in terms of performance and examine how QoR metrics
vary when targeting di�erent optimization goals, such as latency- versus resource-e�cient
solutions. We also analyze the impact of HLS directives on performance, identifying ef-
fective directives for speci�c source code constructs and determining the best scenarios
for their application. Finally, we perform a transferability study to assess how well
optimized designs adapt between ZCU104 and Alveo U200, o�ering insights into cross-
platform compatibility. Our goal is to o�er valuable insights that act as a practical guide
for designers with limited optimization expertise, making FPGA utilization easier and
more accessible.

4.4.1. Evaluating the Impact of Frequency Scaling on Performance and HLS
Process Time for ZCU104

Figure 4.4 illustrates the distribution of key QoR metrics for the Pareto-optimal designs of
the evaluated applications on the MPSoC UltraScale+ ZCU104 at 100, 200, and 300 MHz.
To assess performance, we examine the speedup of each optimized con�guration relative to

48



4.4. Analysis of Pareto-Optimal Designs in GN
SIS

Figure 4.3.: Aggregated QoR metrics for all the available applications in GN
SIS

the baseline design, which is generated by performing the HLS process to the source code
without directives at the target clock frequency (referred to as Vitis). Speedup provides
a normalized metric for performance improvements, ensuring fair comparisons across
various applications and FPGA platforms. We also evaluate the HLS process execution
time in the optimized designs to understand how stricter timing constraints impact the
overall HLS runtime. Across all examined frequencies, the speedup of the distributions
exceeds Vitis (denoted by the red dotted line), indicating performance improvements over
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Figure 4.4.: Speedup and HLS Process Time for Pareto-Optimal Designs on MPSoC UltraScale+
ZCU104, Across Di�erent Frequencies

the baseline. However, some designs, such as particular con�gurations of CFD SF (C),
perform signi�cantly worse than Vitis, with slowdowns reaching up to 8:55 � 10 3. This is
due to the GA-based exploration's optimization goal of minimizing both design latency
and resource utilization. Consequently, the Pareto frontier contains design points with
high latency but extremely low resource consumption, resulting in performance lower
than Vitis.

Focusing on 100 MHz, the speedup over Vitis ranges from 3 � 10�3 to 139:9�, with an
average of 19:9�. Increasing the clock frequency to 200 MHz results in a performance
boost, with an average speedup increase of 1:63�. However, raising the clock frequency
to 300 MHz does not produce a signi�cant impact. The performance distribution at 300
MHz is similar to that at 200 MHz, apart from a few outlier designs, resulting in an
average performance improvement of 1:18� when excluding the outliers. This behavior
is due to operation chaining, where multiple operations are executed within a single
clock cycle without extra pipeline stages. At 200 MHz, the longer clock period allows
more operations to be chained, reducing cycle count and improving performance. At
300 MHz, the shorter period makes chaining harder, resulting in more pipeline stages,
increased cycles, and lower performance, as also indicated by the 3% average increase in
FF utilization compared to 200 MHz. For the HLS process time at 100 MHz, we observe
a distribution ranging from 23 sec to nearly 1 hour, which is the imposed time limit, with
an average of 3.25 min. Increasing the frequency to 200 MHz and 300 MHz results in
an average HLS process time increase of 16.4% and 54.4%, respectively. This con�rms
that higher frequencies impose stricter timing constraints, increasing the complexity and
duration of the HLS process.

? Empirical Summary: Increasing clock frequency doesn't always lead to better per-
formance and also raises HLS process time, adding complexity to the optimization pro-
cess.
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Figure 4.5.: QoR Metrics for Pareto-Optimal Designs on MPSoC UltraScale+ ZCU104 and
Alveo U200 at 100 MHz

4.4.2. Comparison of Pareto Frontiers between ZCU104 and Alveo U200

Figure 4.5 displays the distributions of QoR metrics for the Pareto-optimal designs of
the evaluated application on both the MPSoC UltraScale+ ZCU104 and the Alveo U200,
operating at 100 MHz. In this analysis, we also examine the BRAM, DSP, FF, and LUT
distributions across the two FPGAs, as they provide valuable insights into the behavior
of the HLS tool. Analyzing the speedup over Vitis distribution, we observe that the
Alveo U200 achieves an average speedup increase of 1:33� compared to the ZCU104.
This result is expected, as the Alveo U200 o�ers more computational resources, enabling
deeper pipelining and higher parallelism. In terms of resource utilization, there is an
average increase of 2�, 1:78�, and 1:34� for DSPs, FFs, and LUTs, respectively. On
the other hand, BRAM utilization shows a 1:89� decrease compared to the ZCU104.
Our experimental results demonstrate that the greater availability of computational re-
sources on the U200 allows the HLS tool to map more operations to DSPs, FFs, and
LUTs, resulting in higher utilization of these resources and, consequently, better perfor-
mance. Moreover, the reduced reliance on BRAM suggests that the tool prioritizes the
use of LUTRAMs and FFs for storage rather than BRAM blocks. This behavior can
also be explained by the HLS directives applied during the GA-based exploration. The
increased resources of the U200 made it possible to apply more aggressive partitioning
strategies, a point explored in the sections that follow. This includes complete parti-
tioning, which maps arrays to FFs, increasing their utilization while reducing reliance on
BRAMs.

? Empirical Summary: FPGAs with more resources deliver better performance, lever-
aging their increased computational capacity to enable deeper pipelining and greater par-
allelism.
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4.4.3. Switching the Optimization Goal: Latency- VS Resource-E�cient
Designs

In this part of our analysis, we examine how the optimality target in�uences the QoR
distributions. Speci�cally, for each Pareto frontier, we identify two key designs: the one
with the lowest resource consumption, referred to as Resource-E�cient (RE), and the
one with the shortest execution time, referred to as Latency-E�cient (LE). Figure 4.6
presents the distribution of the examined QoR metrics for both RE and LE, while also
including the distribution when considering all design points (ALL). This analysis is
conducted for the MPSoC UltraScale+ ZCU104. For the speedup distribution over Vitis,
the RE designs exhibit a range from 1:2 � 10�4 to 200, with an average speedup of 9.1.
In contrast, the LE designs show a distribution, ranging from 0.001 to 54103.2, with an
average speedup of 377.6. As expected, the LE designs achieve higher speedup values,
with an average speedup that is 41:3� greater than that of RE. The distribution for ALL
design points results in an average speedup of 183.9, which falls between the average
values of RE and LE, as anticipated. A similar trend is observed in the time required
for the HLS process, where LE designs exhibit an average execution time that is 4:4�
higher than RE. This increase is attributed to the greater resource consumption of LE
designs.

A closer examination of resource utilization reveals the expected trend, where the BRAM,
DSP, FF, and LUT usage in the RE designs is, on average, lower than that of the LE
designs. Speci�cally, for BRAM utilization in the RE designs, the distribution ranges
from 6 to 599, with an average of 79 units. For DSPs, the utilization ranges from 17
to 69, averaging 19. FF utilization varies between 4.6K and 28K, with an average of
7.2K. Similarly, LUT utilization spans from 2.3K to 78K, with an average of 9.8K. On
average, LE designs exhibit higher resource utilization compared to RE designs, with
increases of 1:47� for BRAMs, 9:1� for DSPs, 9:2� for FFs, and 6:3� for LUTs. An
interesting observation is that while the average values for DSPs, FFs, and LUTs fall
between those of RE and LE as expected, the ALL distribution shows a 1:19� higher
speedup for BRAM utilization compared to LE. This behavior is primarily attributed to
the use of complete partitioning directives, which increase bandwidth and often result in
highly performance-e�cient designs when they �t within the FPGA. As a result, memory
arrays are implemented using FFs, leading to lower BRAM utilization compared to the
ALL distribution.

? Empirical Summary: Latency-e�cient designs deliver much higher speedup than
resource-e�cient ones, but this improvement comes with a signi�cant increase in resource
consumption.
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Figure 4.6.: QoR Metrics for ALL, RE, and LE Designs on ZCU104

Figure 4.7.: Distribution of Sizes for Array Action Points and Tripcounts for Loop Action Points

4.4.4. Analyzing the Impact of HLS Directives on Performance

In this section, we examine the directives applied to action points, speci�cally in-memory
arrays and loop structures, that contribute to latency-e�cient designs. Leveraging our
extensive GN
SIS design collection, our primary goal is to identify patterns in directive
application and determine the most suitable action points for their use. We conduct our
analysis on the MPSoC UltraScale+ ZCU104 at 100 MHz and 300 MHz to assess the
impact of frequency scaling on directive application, as well as on the Alveo U200 at 100
MHz to explore how directive usage adapts to a larger FPGA at the same frequency.
We use the Kruskal-Wallis [134] test to determine the impact of a speci�c directive on
performance at a given action point. For each action point, we identify the directives
applied across all collected designs. For each directive, we gather performance values
both when the directive is applied at the action point and when it is not. Using these two
distributions, the Kruskal-Wallis test provides a p-value, indicating whether the directive
in�uences performance. P-values below 0.05 suggest a signi�cant impact, with values
closer to 0 indicating a stronger e�ect. Figure 4.8 and Figure 4.9 show the results of
our analysis for array and loop directives, respectively. In both diagrams, the vertical
axis represents the action points in the source code, while the horizontal axis corresponds
to the applied directives. The color intensity indicates the p-value, with more intense
colors signifying a greater impact. Additionally, the array action points are arranged in
descending order based on array size, with Array 1 representing the largest array in each
application. In contrast, the loop structures are presented in the order they appear in
the source code, with Outer Loop 1 being the �rst outermost loop in the applications,
Inner Loop 1 1 representing the �rst loop at nesting level 1 found in the source code etc.
To better illustrate the characteristics of the action points, Figure 4.7 shows the number
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(a) ZCU104 at 100 MHz (b) ZCU104 at 300 MHz (c) U200 at 100 MHz

Figure 4.8.: P-value heatmaps illustrating the impact of directives on array action points. The
X-axis displays arrays from the source code ordered by decreasing size, and the Y-
axis lists the applied directives. Higher color intensity indicates greater performance
impact, while dashed boxes denote directives with no impact on the corresponding
action point.

of elements in each array and the trip counts of the corresponding loops. Our analysis
indicates that applying optimization directives to the largest arrays and outer loops with
high trip counts produces the most signi�cant performance gains. In contrast, smaller
arrays and inner loops have progressively less in�uence, emphasizing that focusing on
critical data structures and dominant loops is key to achieving substantial HLS speedup.
We note that this summary is limited to action points that exhibited a measurable impact
in our study.

Focusing on the ZCU104 at 100 MHz in Figure 4.8, we observe trends in partitioning
strategies based on array size. For the largest arrays (Array 1 to Array 4 ), averaging
31K elements, the most e�ective directives are block or cyclic partitioning with factors
of 16 or 32, balancing memory bandwidth and BRAM utilization. Medium-sized arrays
(Array 5 to Array 10 ), averaging 13.4K elements, favor cyclic partitioning with larger
factors, such as 128 for Array 5, while progressively smaller arrays bene�t from complete
partitioning. The smallest arrays (Array 11 to Array 15 ), averaging only 1.8K elements,
mainly use block partitioning with factors of 64 or 128, along with complete partitioning,
fully mapping them to FFs. These �ndings align with the resource constraints of the
ZCU104 and its 100 MHz operating frequency. Larger arrays require moderate parti-
tioning to optimize memory access without excessive resource usage, while medium-sized
arrays can leverage higher partitioning factors to enhance parallelism without exceed-
ing BRAM limits. Smaller arrays, having lower memory demands, are best optimized
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(a) ZCU104 at 100 MHz (b) ZCU104 at 300 MHz (c) U200 at 100 MHz

Figure 4.9.: P-value heatmaps illustrating the impact of directives on loop action points. The
X-axis displays loops in the order they appear in the source code, and the Y-axis
lists the applied directives. Higher color intensity indicates greater performance
impact, while dashed boxes denote directives with no impact on the corresponding
action point.

through full partitioning into FFs, ensuring e�cient utilization of FPGA resources. An-
alyzing the loop directives applied on the ZCU104 at 100 MHz in Figure 4.9, we observe
that the pipeline directives have the most signi�cant impact on Outer Loops 1 to 3.
These loops iterate over the largest iteration spaces, averaging 12.7K iterations, as shown
in Figure 4.7. For Outer Loops 4 and 5, where iteration counts are signi�cantly lower,
averaging 110, unrolling with a factor of 64 is the most e�ective directive. For inner loops,
which typically have the smallest iteration spaces, unrolling is the predominant directive,
with factors ranging from 2 to 16. These �ndings highlight how directive selection is
driven by loop size and computational e�ciency. Pipeline directives are applied to large
outer loops to improve performance by overlapping iterations, reducing idle cycles, and
mitigating memory access latencies. This technique ensures that multiple iterations exe-
cute simultaneously, striking a balance between performance improvement and resource
consumption. For smaller loops, where iteration counts are low and dependencies are
minimal, unrolling is favored, allowing computations to be replicated and executed in
parallel within a single cycle.

Increasing the frequency to 300 MHz on the ZCU104 notably changes the impact of
applied directives. For the largest arrays (Array 1 to Array 4 ), we observe a shift to-
ward more aggressive partitioning, with factors increasing to 256, 512, and even 1024.
Medium-sized arrays (Array 5 to Array 10 ) follow a similar trend to that at 100 MHz,
with complete partitioning remaining dominant. For the smallest arrays (Array 11 to
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Array 15 ), the strategy di�ers from 100 MHz, favoring block partitioning with smaller
factors, typically not exceeding 8. This change is due to the total resource limitations
of the FPGA. The larger partitioning factors applied to bigger arrays use more BRAMs,
making it di�cult to apply aggressive partitioning even to smaller arrays without exceed-
ing available resources. Analyzing the loop directives applied, we observe that pipeline
directives continue to have the greatest impact on loops with the largest iteration spaces
(Outer Loops 1 to 2 ). For Outer Loops 4 to 6, where iteration counts are signi�cantly
lower, unrolling with a factor of 16, which is smaller than at 100 MHz, along with com-
plete unrolling, emerges as the most e�ective directive. For inner loops, which typically
have the smallest iteration spaces, unrolling remains the dominant directive, with factors
ranging from 2 up to complete unrolling. This behavior aligns with the previously dis-
cussed increase in partitioning factors, as higher unrolling factors allow for more parallel
data processing. However, to manage the increased resource usage, smaller unrolling
factors are applied to Outer Loops 4 to 6, mitigating the impact of higher resource con-
sumption.

Moving from the ZCU104 to the Alveo U200 at the same frequency of 100 MHz also
results in changes in the impact of directives. For the largest arrays (Array 1 to Array
4 ), we observe an increase in partitioning factors, with values ranging from 8 to 128,
and even complete partitioning being used. Medium-sized arrays (Array 5 to Array 10 )
show a similar pattern to the ZCU104, with complete partitioning remaining dominant.
However, for the smallest arrays (Array 11 to Array 15 ), larger partitioning factors such
as block partitioning with a factor of 128 and cyclic partitioning with factors of 64 and
128 are preferred. This shift towards more aggressive partitioning is attributed to the
increased resource availability on the Alveo U200, which has 6:9� more BRAMs and
5:1� more FFs compared to ZCU104, allowing for more aggressive memory partitioning
strategies. Finally, analyzing the loop directives applied, we �nd that pipeline directives
continue to have the greatest impact on loops with the largest iteration spaces (Outer
Loops 1 to 3 ). For Outer Loops 4 to 6, where iteration counts are lower, unrolling with
a factor of 64 and complete unrolling are most e�ective, with these factors being larger
compared to the ZCU104. For inner loops, unrolling remains the dominant directive,
with factors ranging from 2 to 64, also larger than those used on the ZCU104. This
shift towards higher unrolling factors aligns with the increased resource availability on
the Alveo U200.

? Empirical Summary: For larger arrays, block or cyclic partitioning with moderate
factors optimizes memory access without overusing resources, while complete partitioning
is more e�ective for smaller arrays. Pipeline directives best improve performance in large
outer loops with many iterations, whereas unrolling is better suited for smaller loops to
boost parallelism. On resource-rich FPGAs and at higher frequencies, more aggressive
partitioning and greater unrolling factors can be leveraged to maximize performance while
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Figure 4.10.: P-value Heatmaps Illustrating the Impact of Directives on Di�erent Quality of
Result Metrics

managing resource usage.

4.4.5. Holistic Examination of Directive In�uence on Quality of Result
Metrics

We performed an additional analysis of the Pareto-optimal designs for the UltraScale+
ZCU104 FPGA at 100 MHz, examining how directives applied at di�erent action points
a�ect speedup, HLS compilation time, and BRAM, DSP, FF, and LUT usage. The results
are shown in Figure 4.10. The horizontal axis lists the array and loop directives, the
vertical axis shows the corresponding QoR metrics, and the color intensity represents the
average p-value, with darker colors indicating stronger in�uence. This analysis provides
a broad view of how directives shape QoR metrics. For speedup and speci�cally for
loop directives, pipeline and pipeline with an explicitly de�ned II stand out, with the
strongest improvement achieved when II equals one as Vitis HLS starts a new iteration
every cycle, maximizing throughput under stricter timing and dependency constraints.
Larger unroll factors similarly enhance performance by increasing parallelism, with full
unrolling having the largest e�ect. For array directives, higher partitioning factors show
greater performance impact, with complete partitioning being the most in�uential. This
follows from the way directives interact during exploration. When a loop is unrolled,
the associated arrays often require partitioning to supply enough memory bandwidth for
parallel accesses, enabling concurrent iteration execution. The increased impact of larger
partitioning factors therefore stems from this complementary behavior between unrolling
and partitioning. Regarding HLS compilation time, larger unroll and partitioning factors
result in greater increases, with full unrolling and complete partitioning producing the
largest overhead. These directives lead to more complex hardware structures that require
additional analysis, resource allocation, and circuit generation during synthesis, raising
the overall compilation time.
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For BRAM utilization, larger partitioning factors generally produce stronger e�ects, as
expected. Complete partitioning, however, does not create a similarly large impact be-
cause the tool often maps fully partitioned arrays to registers to maximize memory band-
width instead of using BRAM. This behavior aligns with the corresponding increase in
FF and LUT usage. At loop action points, higher unroll factors also increase BRAM
usage, re�ecting the combined in�uence of loop unrolling and array partitioning. A com-
parable pattern appears in DSP utilization. Larger unroll factors lead to higher DSP
usage because loops performing operations such as multiply�accumulate are typically
mapped to DSP blocks, and unrolling replicates these operations. The strong e�ect
of higher partitioning factors is consistent with this behavior, since partitioning is fre-
quently applied alongside unrolling to supply adequate memory bandwidth. For FF and
LUT utilization, larger unroll factors again result in greater resource use due to hardware
replication that increases both data path elements and control logic. Pipeline directives,
especially those with II equal to one, also contribute signi�cantly because deeper pipelin-
ing requires more pipeline registers and additional control logic. The elevated FF usage
observed with complete partitioning arises from arrays being mapped to registers instead
of BRAM. LUT utilization also increases moderately with higher partitioning factors
due to the additional control and multiplexing logic needed to manage multiple memory
partitions.

? Empirical Summary: Larger unrolling, pipelining, and partitioning factors substan-
tially a�ect QoR, boosting performance through increased parallelism while simultaneously
raising resource usage and HLS compilation time due to the more complex hardware they
generate.

4.4.6. Transferability study between ZCU104 and Alveo U200

In this section, we analyze how the most performance-e�cient designs for a given FPGA
at a speci�c clock frequency translate to a di�erent frequency on the same device or to
a completely di�erent FPGA. To achieve this, we �rst identify the most latency-e�cient
design from the resource utilization-latency Pareto front at the target clock frequency and
extract the corresponding directives. We then apply these directives to perform the HLS
process across di�erent clock frequencies and devices. We compare the resulting designs
in terms of performance to evaluate their transferability. This analysis is conducted for
the MPSoC UltraScale+ at 100 MHz to observe how it scales to other con�gurations, and
similarly for the Alveo U200 at 100 MHz. Figure 4.11 presents the speedup over Vitis for
each con�guration. �Actual� refers to the performance-e�cient designs obtained through
direct exploration, while �Transferred� represents the corresponding designs adapted from
the reference con�guration.
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When transferring performance-e�cient designs from the MPSoC UltraScale+ ZCU104 at
100 MHz, running the HLS process at 200 MHz results in a speedup distribution ranging
from 3:6 � 10 �4 to 277, with an average speedup of 22. In contrast, the actual designs
obtained through exploration achieve a 1:6� higher speedup on average. At 300 MHz, the
transferred designs exhibit a speedup distribution between 2:3�10�4 and 310.4, averaging
28.7. Once again, the actual designs outperform the transferred ones, achieving a 1:5�
higher speedup on average. For the Alveo U200 at 100 MHz, the transferred designs show
a speedup distribution from 8:6 � 10 �4 to 96.8, with an average speedup of 11.7, which
is 2:5� lower than the actual designs. Increasing the frequency to 200 MHz and 300
MHz results in transferred designs being 2:7� and 2:8� slower on average compared to
the actual designs at those frequencies. These results indicate that transferring designs
within the same FPGA at di�erent frequencies yields better solutions since the initial
exploration is tailored for that device. In contrast, moving to the U200 leads to worse
results as the exploration is done for an FPGA with fewer resources, leading to suboptimal
solutions when applied to a more powerful device.

Transferring performance-e�cient designs from the Alveo U200 at 100 MHz to 200 MHz
results in a speedup distribution ranging from 3:3�10 �3 to 141.4, with an average speedup
of 24.7. The actual designs achieve an average speedup that is 1:7� higher. At 300 MHz,
the transferred designs exhibit a speedup distribution between 2:5 � 10�3 and 210, aver-
aging 32.1. Once again, the actual designs outperform the transferred ones, achieving a
1:7� higher speedup on average. This behavior is consistent with what was previously ob-
served for the ZCU104 when transferring designs across di�erent frequencies. Moving to
the ZCU104, the transferred designs show a speedup distribution ranging from 3:3 �10�3

to 139.9, with an average speedup of 21.1. The distributions are similar, with only a 5%
higher average speedup. Increasing the frequency to 200 MHz results in a further 3%
improvement, while at 300 MHz, the transferred designs even achieve an average speedup
1:25� higher than the actual designs. These results indicate that Pareto-optimal designs
from the U200, where the exploration was performed on a larger FPGA, transfer well to
the ZCU104, as they push the FPGA's resources to their limits. However, this increased
resource demand can exceed the ZCU104's capacity, leading to designs that either violate
resource constraints or fail to synthesize altogether. This analysis highlights the impor-
tance of considering the resource characteristics of the target FPGA during exploration,
as they are crucial for achieving optimal designs.

? Empirical Summary: Designs transfer well across frequencies on the same FPGA
but can under-perform or fail when moved between FPGAs with di�erent resource capac-
ities.
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(a) ZCU104 at 100 MHz (b) U200 at 100 MHz

Figure 4.11.: Transferability of Pareto fronts from ZCU104 and U200 at 100 MHz across Devices
and Frequencies

4.5. Assessing Practical Guidelines for HLS Directive
Optimization Against Systematic DSE Methods

This section builds on the insights from Section 4.4.4 to establish a practical methodol-
ogy, providing guidelines on where to apply speci�c directives for e�cient design opti-
mization. We refer to this approach as EmpiricalHLS. The goal is to explore whether the
insights derived from our dataset can inform the designer of simple optimization strate-
gies. To determine the most e�ective directives for each action point, we analyze the
heatmaps in Figures 4.8 and 4.9, selecting those with the highest impact at each loop
and directive action point. For example, when targeting the ZCU104 at 100 MHz, we
apply the cyclic partitioning directive with a factor of 32 at the Array 1 action point,
while for Outer Loop 1, we use the pipeline directive. We evaluate EmpiricalHLS by
comparing it against three approaches. First, we benchmark it against the optimiza-
tions applied by Vitis-HLS, also known as Vitis-O3, which include: i) automatic loop
pipelining (config_compile -pipeline_loops), ii) unrolling of small tripcount loops
(config_unroll -tripcount_threshold), and iii) complete partitioning of small ar-
rays (config_array_partition -complete_threshold). Next, we compare it with a
per-application DSE approach, speci�cally the Pareto-optimal designs generated by the
NSGA-II optimizer, described in Section 4.2. Finally, we assess EmpiricalHLS against
CollectiveHLS [1], a SotA knowledge-based optimization approach. For our evaluation,
we target the MPSoC UltraScale+ ZCU104 FPGA at 300 MHz, using the applications
from the GN
SIS dataset, as detailed in Table 4.1.

Figure 4.12 presents the evaluation metrics for the analyzed mechanisms, including the
geometric mean speedup over Vitis, speedup distributions, and optimization time, which
encompasses both the time required to identify the optimized design and the HLS process.
Additionally, it illustrates resource utilization distributions. As shown in Figure 4.12,
EmpiricalHLS achieves a geometric mean speedup of 9:1� over Vitis, with a speedup
distribution ranging from 0:02� to 310:4�. The HLS process duration varies between
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Figure 4.12.: Comparing Empirical-HLS with Vitis Optimizations, CollectiveHLS [1], and
NSGA-II-based DSE

5.6 seconds and 1 hour, with an average of 33.5 minutes. Regarding resource utilization,
EmpiricalHLS exhibits an average BRAM utilization of 14.8%, DSP utilization of 95%,
FF utilization of 78%, and LUT utilization of 80%. EmpiricalHLS achieves a 4% higher
geometric mean speedup compared to Vitis -O3, resulting in an average speedup 1:44�
greater. However, CollectiveHLS and NSGA-II-based DSE perform better, achieving
1:37� and 2:43� higher geometric mean speedups, respectively. In terms of optimization
time, EmpiricalHLS is 14:4� slower than Vitis -O3, primarily due to the aggressive direc-
tives applied, such as large array partitioning and loop unrolling, which increase resource
utilization and prolong the HLS process. As expected, CollectiveHLS and NSGA-II-
based DSE are 1:27� and 26:1� slower than EmpiricalHLS, as both involve additional
optimization steps beyond HLS. Regarding resource utilization, EmpiricalHLS exhibits
the highest consumption among all baselines due to its aggressive directives. Speci�-
cally, it utilizes 2:3� more BRAM than Vitis -O3, 1:4� more than CollectiveHLS, and
2:3� more than NSGA-II-based DSE. Similarly, DSP utilization is 95� higher than Vitis
-O3, 13:6� higher than CollectiveHLS, and 95� higher than NSGA-II. For FFs, utiliza-
tion increases by 39�, 11:1�, and 39�, respectively, while LUT usage rises by 26:7�,
6:2�, and 20� compared to Vitis -O3, CollectiveHLS, and NSGA-II-based DSE. The
most signi�cant drawback of EmpiricalHLS is its limited ability to generate valid designs
across all applications. While other optimization strategies achieve 100% synthesizability,
EmpiricalHLS successfully produces a feasible design for only 40% of cases. This limita-
tion underscores the critical role of HLS-driven DSE methodologies, as purely empirical
approaches fail to account for the resource constraints of the target FPGA and clock fre-
quency, ultimately hindering their ability to deliver both feasible and high-performance
designs.
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4.6. GN
SIS Limitations & Future Directions

This section outlines the current limitations of the GN
SIS dataset and assesses the ex-
tent to which its insights generalize to other FPGA architectures. It also highlights early
success stories demonstrating its practical value and discusses future directions, including
applications in real-world scenarios and emerging domains.

4.6.1. Current Limitations

Information about Design Power Consumption

The GN
SIS dataset reports key design metrics such as latency and resource utilization,
speci�cally BRAM%, DSP%, FF%, and LUT%, across multiple FPGA platforms and
target clock frequencies. However, it does not include power consumption data for the
corresponding designs. This omission is consistent with the majority of existing HLS
datasets [38, 127], which typically rely on reports generated immediately after the HLS
stage, prior to implementation or bitstream generation. Accurate power consumption
measurements generally require post-implementation analysis or real hardware execu-
tion, which fall outside the scope of early-stage HLS exploration. Although tools like
the Xilinx Power Estimator 8 (XPE) exist to provide early power estimates, their utility
is limited in this context. XPE is a spreadsheet-based tool that estimates both static
and dynamic power based on user-provided inputs such as resource utilization, clock
frequency, toggle rates, and I/O con�gurations. While useful for preliminary power bud-
geting, its accuracy is highly dependent on the �delity of these inputs. Moreover, XPE
operates independently of actual implementation and routing data, which signi�cantly
reduces its reliability for post-P&R power estimation. Previous studies have shown that
XPE-based tools, can overestimate post-implementation power by as much as 17.5% to
over 200%, with worst-case discrepancies reaching several hundred mW [135]. Given these
limitations, we chose not to include power estimation in GN
SIS, focusing instead on de-
sign metrics that can be consistently and accurately extracted from the HLS compilation
process.

8Xilinx Power Estimator
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Support for Intel Tool Flow and FPGAs

The GN
SIS dataset includes design points from two Xilinx/AMD FPGA platforms,
the UltraScale+ MPSoC ZCU104 and the Alveo U200, targeted at three di�erent clock
frequencies. While the current framework supports a range of Xilinx/AMD devices, it
does not yet provide compatibility with the Intel/Altera toolchain and the corresponding
FPGAs. However, the framework is designed in a modular fashion, making it extensible
to support additional tool �ows. Speci�cally, the �Structural and Computational Source
Code Analysis� (Step 1 ) and �Data Analysis� (Step 3 ) are agnostic to the underlying
tool �ow or target device. These stages focus on extracting kernel characteristics and
processing the results of the exploration, respectively, and can remain unchanged when
integrating a new toolchain. The primary modi�cations would be required in the �De-
sign Space Generation� (Step 2 ) process. To enable support for Altera/Intel FPGAs,
the directives currently used such as loop pipelining, loop unrolling, and array partition-
ing must be translated into their corresponding constructs as de�ned by the Intel HLS
compiler, following the o�cial documentation 9. These mappings would be incorporated
into �Directive Design Space De�nition� (Step 2A) to generate valid con�gurations for
each action point. Additionally, the component of the framework that performs the HLS
process (Step 2D) and evaluates each design point would need to be adapted to work with
the Intel HLS �ow and retrieve equivalent design metrics. Prior work [39] has shown that
integrating multiple HLS toolchains within a single exploration framework is both prac-
tical and achievable. By introducing targeted modi�cations to the GN
SIS framework,
support for Altera/Intel tool �ows and devices can be integrated, enabling the inclusion
of a broader range of heterogeneous FPGA platforms.

Direct Application in Graph Neural Network Training

The current version of the GN
SIS dataset is not directly applicable for training Graph
Neural Networks (GNNs), as it does not include the Control/Data�ow Graphs (CD-
FGs) produced during the HLS process. These graphs are stored in the .autopilot
directory, an internal workspace of the Vitis HLS tool that contains intermediate rep-
resentations such as control �ow, scheduling, and binding information. While CDFGs
are essential for learning structural and data-dependency patterns in hardware designs,
retaining the .autopilot directories for all explored con�gurations was not feasible due
to their considerable storage requirements, often reaching several hundred megabytes per
design. As a result, only performance and resource metrics are included in the current
release. Nevertheless, the GN
SIS framework can be easily extended to capture and

9 Intel oneAPI DPC++/C++ Compiler Handbook for FPGAs
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preserve the .autopilot data by adjusting Step 2D. This enhancement would allow for
CDFG extraction and enable sophisticated GNN-based methods for modeling perfor-
mance and resource usage, thereby fostering further advancements in QoR estimation
using GNNs.

4.6.2. Applicability of Results Across FPGA Architectures and Vitis Versions

In the �nal part of our analysis using the GN
SIS dataset, we assess the generalization of
our conclusions across di�erent FPGA architectures and Vitis HLS versions. We begin by
evaluating architectural variation through an experiment targeting the Xilinx Zynq 7000
series. To this end, we randomly selected 100 designs from the GN
SIS dataset, originally
synthesized for the Xilinx/AMD UltraScale+ ZCU104 at 100 MHz using Vitis HLS 2021.1.
These designs were re-synthesized for the Zynq-7000 ZC706 at 100 MHz, using the same
tool version. Although the ZC706 is based on an earlier FPGA generation, it o�ers
comparable Programmable Logic (PL) resources. After the HLS process, we extracted
key QoR metrics including design latency and resource utilization (BRAM, DSP, FF,
and LUT) for both devices. We then computed the Pearson correlation coe�cient [136]
for each metric to quantify the degree of linear agreement between results on the ZCU104
and ZC706. The correlation for design latency was found to be 0.9998, suggesting near-
perfect alignment. Similarly, the correlation coe�cients for BRAM, DSP, FF, and LUT
utilization were 0.927, 0.9953, 0.9953, and 0.950, respectively, demonstrating strong linear
relationships across architectures. These �ndings con�rm that trends in performance and
resource usage remain consistent despite architectural di�erences, thereby reinforcing the
robustness of the GN
SIS dataset. This supports the broader applicability of the derived
insights, particularly when emphasizing total PL resource utilization rather than device-
speci�c characteristics

In the same direction, to evaluate the consistency of the HLS process results across
di�erent Vitis HLS versions, we re-synthesized 100 randomly selected designs from the
GN
SIS dataset. These designs were originally generated using Vitis HLS 2021.1 for the
UltraScale+ ZCU104 at 100 MHz. For this experiment, we used Vitis HLS 2023.1 while
keeping the FPGA target, clock frequency, and directive con�gurations unchanged. Our
results showed a strong Pearson correlation of 0.9782 for design latency and 0.9799 for
BRAM utilization, indicating that these metrics remain highly consistent across versions.
In contrast, DSP, FF, and LUT utilization exhibited lower correlations of 0.3868, 0.6787,
and 0.5971, respectively. This behavior is expected, as design latency and BRAM usage
are more directly in�uenced by HLS directives and the array sizes, both of which were
held constant. The variation in DSP, FF, and LUT utilization re�ects di�erences in
backend compiler optimizations, such as arithmetic mapping, control logic generation,
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and scheduling heuristics, which may evolve between versions. These variations are a
natural consequence of toolchain development and do not a�ect the overall trends or the
validity of our conclusions regarding design latency. Furthermore, the GN
SIS framework
provides users with the �exibility to explore other Vitis HLS versions by simply modifying
Step 2D, which encapsulates the synthesis process. This allows for systematic exploration
of version-speci�c optimization behaviors.

4.6.3. GN
SIS Successful Utilization in HLS Case Studies & Future
Directions

The GN
SIS dataset serves as a comprehensive resource for a variety of tasks in the
domain of HLS-driven DSE. The breadth and diversity of design points provided by
the GN
SIS dataset o�er signi�cant value to both model-based and knowledge-based
approaches, which are among the most commonly applied methods in recent HLS-driven
DSE research. A notable subset of the dataset, speci�cally targeting the UltraScale+
MPSoC ZCU104 at 300 MHz, has already facilitated the development of two advanced
methodologies. In [26], the authors utilize C/C++ code and accompanying HLS directives
from GN
SIS to train a Transformer-based model [137] that predicts design feasibility and
estimates performance and resource utilization directly from the source code. The model
achieves 96% classi�cation accuracy for feasibility, with R2 values of 0.95 and 0.91 for
performance and resource predictions, respectively. Additionally, CollectiveHLS [1,36,94]
clusters applications based on source-level features. It then leverages cluster-speci�c
Pareto-optimal con�gurations and directive probability distributions to recommend and
iteratively re�ne HLS pragmas. This approach achieves an average speedup of up to 23.1�
over baseline code generated by Vitis, while maintaining 100% synthesizability and 96.6%
feasibility, and o�ering a 14.6� reduction in optimization time compared to traditional
and SotA DSE strategies. These �ndings underscore the e�ectiveness of GN
SIS in
supporting high-�delity modeling and automated directive optimization, reinforcing its
value to the HLS community.

As future work, we plan to expand the dataset using our extensible framework by adding
applications from other benchmark suites and public GitHub repositories. This e�ort
will also include contributions from other users, aiming to make GN
SIS the de facto
standard HLS dataset in the �eld. Another promising future direction for GN
SIS is
its application in emerging Large Language Model (LLM)-based methodologies for HLS-
driven DSE. Recently, LLMs have gained signi�cant traction across a wide range of
domains, including hardware design via HLS [96]. In this context, researchers have begun
leveraging LLMs through in-context learning with pre-trained models [97,98] (e.g. GPT-
4o) as well as through �ne-tuning techniques like Low-Rank Adaptation (LoRA) using
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specialized datasets to improve model performance on HLS-speci�c tasks [99]. GN
SIS
can act as an enabler in such e�orts. For example, the dataset's collection of Pareto-
optimal designs across diverse applications, FPGA targets, and clock frequencies can
be used to guide LLMs to recommend optimization directives for unseen applications.
Furthermore, GN
SIS could support the development of models that estimate resource
usage and performance directly from source code annotated with HLS directives. These
examples highlight the broader applicability of the dataset and its potential to drive SotA
research in LLM-based HLS optimization.

4.7. Conclusion

This work introduced GN
SIS, an open-source HLS dataset, featuring 219K design
points from 55 applications across diverse FPGAs and clock frequencies. To support
dataset generation, we developed an automated framework leveraging LLVM and Vitis-
HLS, enabling design space exploration with minimal manual e�ort and ensuring adapt-
ability to other benchmark suites, devices, and frequencies. Our analysis uncovered key
insights into QoR metric patterns, directive impacts, and device-speci�c optimizations,
o�ering a practical guide for FPGA designers with limited expertise. By providing both a
comprehensive dataset and a versatile framework, GN
SIS simpli�es FPGA optimization,
fostering accessibility and innovation in the HLS community.
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Chapter 5.

Language-level QoR Modeling for HLS

Large Language Models (LLMs) have gained signi�cant attention lately, proving their
e�ectiveness in a wide range of computer language related tasks. In the hardware design
community, where synthesis pipelines are often time-consuming, LLMs present a novel
opportunity for assessing circuit quality from the early design stages. In the context
of High-Level Synthesis (HLS), language models can be leveraged to model the impact
of applied directives on performance and resource utilization of the �nal design, thus,
enabling developers to receive �on-the-�y� recommendations for optimizing their code
throughout the development process. In this chapter, we propose a language-level modeling
approach for HLS based on the state-of-the-art Transformer architecture. Our approach
aims to estimate the performance and resource requirements of HLS applications directly
from the source code when di�erent synthesis directives, in terms of HLS #pragmas, are
applied. Speci�cally, our solution assesses the feasibility of the target design�whether it
�ts within the resource constraints of the target FPGA�and if feasible, it predicts the
design's performance and resource requirements. Our experimental results demonstrate
promising results, with the proposed architecture achieving 96.02% accuracy for predicting
the feasibility class of applications and an average of 0.95 and 0.91 R2 scores for predicting
the actual performance and required resources, respectively.
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5.1. Introduction

Nowadays, the �eld of Deep Learning and Natural Language Processing (NLP) domains
has seen notable progress, especially with the rise of Large Language Models (LLMs), such
as the Generative Pre-trained Transformers (GPT) [5]. LLMs are a class of deep learning
models that have a vast number of learnable parameters and are trained on extensive text
corpora, thus being able to perform a wide area of natural language understanding and
generation tasks with extremely high accuracy. While initially designed for language-
related tasks, e.g., question answering and language inference [45], LLMs have also
been adopted for modeling computer-related language tasks. Typical examples include
GitHub's Copilot [46], which provides real-time auto-completion suggestions during soft-
ware development; Facebook's TransCoder [47], an unsupervised system capable of trans-
lating source code across programming languages; and Microsoft's CodeBERT [4], a model
that can be �ne-tuned for a wide range of code-related tasks.

This rapid adoption of LLMs for source-code analysis and software development related
tasks, presents a novel opportunity for their utilization into more domain-speci�c con-
texts. Speci�cally, in the �eld of FPGA programming using higher-level programming
languages (e.g., High-Level Synthesis), this paradigm shift o�ers a way of leveraging the
potential of LLMs to raise design abstraction and alleviate the complexities of hardware
design, by providing �on-the-�y� insights as developers code, allowing for real-time assess-
ment and optimization of High-Level Synthesis (HLS) applications. Notably, the trend
towards LLM-assisted hardware development process is also supported by NVIDIA's re-
lease of ChipNeMo, a domain-adapted LLM in the latest ICCAD 2023, acting as designers'
personal-assistant for several chip design tasks [48].

Developers optimize FPGA execution by using HLS #pragmas (e.g., pipeline, loop un-
rolling) and constraints to guide hardware synthesis. Although current HLS tools (e.g.,
Vitis) o�er automatic #pragma optimizations, these may sometimes lead to performance
degradation compared to CPU execution, whereas manual #pragma tuning by develop-
ers can lead to signi�cant performance improvements [32]. However, from a designer's
perspective, accurately estimating the impact of each applied #pragma on the Quality-of-
Results (QoR) requirements of the �nal design (e.g., performance and allocated resources
on the FPGA) is a complex task. Ideally, characterizing each design point through syn-
thesis, P&R, and direct execution on the FPGA device would be the most accurate
approach. Yet, this process is very time-consuming, due to the high complexity of the
compilation and mapping optimization process [22].

While prior research e�orts have explored performance modeling for HLS, they also have
speci�c limitations. Analytical models [49, 50] often rely on simpli�cations and assump-
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tions about the technology, the hardware infrastructure and the software stack, which
may not accurately capture the real-world complexities of HLS applications and target
FPGAs. On the other hand, ML/NN [51�54] and GNN based approaches [25, 34, 55, 56]
often rely on the Intermediate Representation (IR) of the source code, thus not being
able to capture the e�ect of optimizations declared as pre-processor #pragmas [34] or
necessitating complex software stacks to do so (e.g., HLS-IR requires presence of Vitis
HLS in the loop) for predictions [55]. Towards a more �agile hardware development pro-
cess� [34], which demands fast and accurate circuit quality evaluation from early design
stages, the ultimate goal is to enable QoR modeling and design feasibility at higher levels
of the stack. Ideally this should happen directly from the source code, thus, allowing
developers to receive live optimization recommendations as they code, without resorting
to costly synthesis tasks.

In this chapter, we propose a language-level performance and resource modeling ap-
proach for HLS. Our solution leverages the state-of-the-art Transformer architecture to
address the challenge of predicting QoR metrics for HLS applications, considering vari-
ous #pragma optimizations directly from the source code. Recently in [38], the authors
explore language-level HLS modeling by �ne-tuning pre-trained LLMs (e.g., [4]). A sim-
ilar approach based on LLM �ne-tuning has been utilized in [57] targeting the compiler
optimization domain. While strategies based on pre-trained LLM models may be able to
address some aspects of HLS, they do require massive infrastructure resources without
being clear if they deliver a realistic return of investment, as discussed in [38]. In this chap-
ter, we show that a more tailored approach (i.e., utilizing language model architectures
speci�cally designed for HLS) provides more accurate and context-aware performance
and resource estimations. This is the �rst work to approach QoR modeling for HLS
directly from the language-level of abstraction stack i) without the need to adopt the
costs of �ne-tuning a LLM as well as ii) without the need for any structural information
from the compiler stack like current GNN-based SotA [34,55,58]. Through an extensive
experimental campaign, we highlight the ine�ciency of pre-trained LLMs for capturing
and modeling HLS speci�c semantics. We show that our proposed architecture achieves
� 96% on predicting whether a #pragma-optimized HLS application will �t into the
available resources of the target device and, if it does, an average of � 0:91 R2 score for
predicting its actual QoR metrics.

5.2. Background on Language Models

Modern LLMs, such as Copilot [46] and Codebert [4], are based on the Transformer
neural architecture [2]. Transformers rely on an encoder-decoder schema, as shown in
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Figure 5.1. The purpose of the encoder is to process the input sequence whereas the
decoder generates an output sequence from the context-aware representations provided
by the encoder. Both the encoder and decoder consist of i) the multi-head self-attention
and ii) a fully-connected feed forward network. In the case of the decoder, there is also
iii) the encoder-decoder self-attention block. In detail:

Figure 5.1.: The Transformer Network Architecture [2]

1 Embedding Layer: The input to a Transformer model is a sequence of discrete
tokens, and the collection of all possible tokens de�nes the model's vocabulary. In the
context of C++ code, for instance, a token may correspond to a full keyword such as for
or while, a subword fragment like whi, or even a single symbol depending on the chosen
tokenization strategy. Since neural networks operate on numerical data, the embedding
layer transforms each token into a �xed-dimensional continuous vector. These learned
vectors encode semantic relationships between tokens, allowing the model to understand
similarities, syntactic structure, and contextual meaning. As a result, the embedding
layer serves as the bridge between raw text and the internal representation space where
the Transformer performs its computations.

2 Positional Encoding: The Transformer architecture processes all tokens in parallel,
which means it has no built-in notion of order. Positional encoding provides this missing
information by injecting a representation of each token's position directly into its embed-
ding vector. This enables the model to di�erentiate between sequences that contain the
same tokens but arranged in di�erent orders, a distinction that is essential for understand-
ing structure and meaning in any sequential data. In the context of HLS programming,
preserving positional information is especially important. The order in which optimiza-
tion directives are applied can drastically alter the resulting hardware design, a�ecting
execution latency, resource utilization, and overall performance. Positional encodings help
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the model recognize such ordering e�ects, allowing it to reason about directive sequences
more e�ectively. These representations are learned during training and added to the to-
ken embeddings, enriching them with both content information and structural context
before being fed into subsequent Transformer layers.

3 Attention Mechanism: The self-attention mechanism forms the backbone of Trans-
formers. It allows the model to weigh the importance of each token in the input sequence
concerning all other tokens, capturing contextual relationships. Unlike conventional re-
current neural architectures, this allows Transformer models to capture long-range de-
pendencies along the input sequence. In the context of HLS nested for loops for example,
it is important to capture the interdependence of the applied directives within each loop
in order to estimate their cumulative impact on performance. Transformer models stacks
multiple encoders and decoders (N), i.e. the output of one encoder/decoder is used as
input for the next one.

4 Feed-Forward & 5 Linear: Once the self-attention layer has captured dependen-
cies between tokens, the output is processed by a position-wise feed-forward network.
This component applies two linear transformations with a ReLU activation in between,
allowing the model to introduce non-linearities and re�ne each token representation in-
dependently. Even though it is simple, this feed-forward block signi�cantly enhances the
model's ability to learn complex patterns. In the �nal stage of the decoder, a linear layer
maps the processed representation of each token to a vector of logits corresponding to
the vocabulary. These logits express how likely each token is to appear next. A softmax
function then converts them into probabilities, enabling the model to generate the most
plausible token during decoding.

5.3. Data Collection Process

In order to train our language-based model, we collect a representative dataset that links
speci�c source codes with their corresponding performance and resource utilization statis-
tics, under the application of di�erent HLS directives. Similar to well established prac-
tices [25, 34, 38], we synthesize our designs for one target FPGA (UltraScale+ ZCU104)
and a working frequency of 300MHz.

I Synthesizable C/C++ Source Code Dataset: We build our dataset by gather-
ing more than 100 C/C++ applications from benchmark suites widely recognized in the
community, i.e., Rodinia [44], and Machsuite [42], as well as publicly accessible GitHub
repositories. For each application, we identify the kernel source code1 , which is the part
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Figure 5.2.: Data Collection Process

executed on the FPGA, and validate its synthesizability 2 . For each array declaration
and loop structure inside the source code, we mark it for the directives annotation phase
3 . Last, we synthesize the kernel using AMD Vitis HLS (4 ) to obtain detailed imple-
mentation metrics, including the latency measured in clock cycles and the utilization of
key hardware resources such as BRAM, DSP, FF, and LUTs. These values re�ect how
the design behaves when no HLS directives are applied, providing a clean and unbiased
reference point. This baseline is essential for evaluating any optimization strategy, as
it allows to quantify improvements in performance and resource e�ciency by comparing
optimized designs against a directive-free implementation.

I Directive & QoR Metrics Dataset: To populate our dataset, we apply di�erent
combinations of directives on the positions annotated in 3 and then conduct synthesis
using Vitis HLS. We focus on the pipeline, unroll, and array_partition HLS direc-
tives, as these are known to have the most signi�cant impact on performance [22,49]. This
process provides the target QoR metrics per design, including performance and resource
utilization percentages. Due to the enormous number of di�erent directive combinations1

and the time-consuming nature of hardware synthesis, we employ a genetic optimization
approach to explore the directives design space5 . We solve a dual optimization prob-
lem, i.e., minimize design latency and resource utilization while adhering to the resource
constraints of the FPGA. Speci�cally, we employ NSGA-II [40] over Vitis HLS with pop-
ulation size equal to 40 con�gurations and a total of 24 generations. If a particular
con�guration yields a design that exceeds available resources or demands an impractical
amount of synthesis time (> 1 hour), we mark it as infeasible. The above procedure
results in di�erent source-code variants per kernel (6 ), each con�gured with distinct di-
rective combinations and associated with the corresponding feasibility class, speedup (i.e.,
the ratio of the unoptimized kernel's design latency 4 to the variant's design latency)

1 In a conservative scenario of 10 #pragma positions, 2 possible di�erent #pragmas per position and 4
di�erent values per #pragma, this results in 10 24

di�erent combinations.
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along with the BRAM%, DSP%, FF% and LUT% 7 .

I Dataset Insights: Following the aforementioned procedure, we generate our �nal
dataset comprising approximately 40; 000 instances, i.e., needed more than four months
to be assembled. Figure 5.3 o�ers further insights into the dataset's characteristics.
Approximately 75% of the instances meet the resource constraints, aligning with the
objectives of our meta-heuristic exploration. Regarding the size of the examined kernels,
and the number of directives applied per kernel, there is a notable variability. Speci�cally,
the number of tokens ranges from 100 to 4,500, and the number of applied #pragmas per
kernel varies from 1 to 48. It is important to note that these �gures are at least an order
of magnitude larger than those in prior studies [34,38,58], which either rely on synthetic
benchmarks or solely on small-sized benchmark suites (e.g., Machsuite or Polybench).
Regarding the target resources, we observe that the BRAMs distribution ranges covers
the entire range from � 0% 2 to 100%3, where as the rest of the resources �uctuate at
lower values. Notably, the DSPs distribution is compact around 1%, implying that the
majority of our instances implement arithmetic operations using look-up tables. Last,
the speedup distribution spans from a minimum of 0.6� to a maximum of 50� and a
median value of � 3:5�.

Figure 5.3.: Dataset Descriptive Statistics

5.4. Language-Level HLS Modeling

Figure 5.4 shows an overview of the proposed modeling approach. Given a C/C++
source code with a set of HLS #pragmas applied to it, our goal is i) to determine if the
design is feasible, ensuring that none of the resources (QoR metrics) exceed the available
resources of the FPGA device (classi�cation task); and ii) to predict the speedup of the
application compared to the non-#pragmas version, as well as its resource utilization on
the device (regression tasks). Figure 5.4 shows an overview of the proposed modeling

2All memory space implemented through distributed to 1-bit registers.
3Physically infeasible solutions due to routing congestion.
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approach, which consists of two basic components, the source code tokenizer (Ÿ 5.4.1)
and the proposed Transformer-based model (Ÿ 5.4.2).

5.4.1. Source Code Tokenization

The tokenizer converts the input C/C++ source code along with its applied HLS #pragmas
into a sequence of tokens or subword units that can be used as input for the Transformer
model. We utilize CodeBERT's [4] pre-trained tokenizer, which uses byte-level Byte-
Pair-Encoding, a subword tokenization technique, that breaks text into smaller subword
units. This allows models to handle a wide variety of languages and create a more �exible
vocabulary. The top part of Figure 5.4 shows a simple tokenization example for a nested
loop source code. As we see, generic, cross-language words are translated into word-
level tokens (e.g., for ! 1990), while variables and HLS-speci�c terms are split into
subword tokens (e.g., pr-ag-ma ! 4862-1073-1916). However, subword tokenization is
not a challenge for Transformers, as the positional encoding and attention mechanisms can
e�ectively capture dependencies between tokens in terms of both content and position [2].
Additionally, there also exist two special tokens at the beginning and end of the input
source code, indicating the �start-of-sequence� (<SOS> ! 0) and the �end-of-sequence�
(<EOS> ! 2).

Figure 5.4.: Proposed Transformer-based Neural Architecture

5.4.2. Proposed Architecture

The proposed architecture leverages the Transformer Encoder architecture described in
Ÿ5.2. The decoder component is not relevant to our regression-based objectives, as its
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primary function is sequence generation. Moreover, task-speci�c heads are used to trans-
form the encoded source code features into the target prediction variables. In more
detail:

I HLS Semantics Encoder: This part is based on the Encoder architecture (Ÿ5.2)
and consists of three components: the embedding layer, the positional encoder and the
transformer encoder. As discussed in Ÿ5.2, the Embedding layer converts the tokenized
code (which can be of arbitrary length) into a �xed-size representation, whereas the Posi-
tional Encoder provides information about the positions of tokens in the input sequence.
The Transformer Encoder is the backbone of the network, being responsible for �com-
prehending� the HLS source-code and extracting informative features, which represent
various aspects relevant to the prediction tasks. HLS code can be complex, with multiple
#pragmas, loop structures, variable declarations, and other language-speci�c constructs.
The encoder processes the code to capture inter-dependencies within it, by combining
token-level features (content-based) and positional features (position-based) for each to-
ken in the sequence. Its purpose is to understand the overall structure and logic of the
application and extract informative features that represent various aspects of the code
that are relevant to the prediction tasks.

I Classi�cation Head: This component models a binary classi�cation problem, indicat-
ing whether the application can run on the target FPGA (feasible�1) or not (infeasible�0).
As mentioned in Ÿ5.3, feasibility refers to whether the required hardware resources (e.g.,
BRAMs, LUTs, etc.) for the application �t within the constraints of the target FPGA
device. It consists of a mean pooling layer followed by two linear ones, which are in-
tervened by a ReLU and a Dropout layer, to capture non-linear behaviors in the data.
The former creates a �xed-size summary representation from feature sequences provided
by the encoder, while the latter ones transform the aggregated information to the target
prediction variable (0/1).

I Regression Heads: The regression heads are responsible for predicting the actual
values of the target QoR metrics. The heads are activated only when the classi�cation
head's output is 1, indicating the design's feasibility. In such cases, the encoded features
are passed to each of the task-speci�c heads, which further process the information to
generate the �nal output. All the heads share the same architectural structure as the
classi�cation head, comprising a mean pooling layer followed by a linear layer. In to-
tal, there are �ve distinct regression heads, each dedicated to predicting di�erent tasks,
namely Speedup, BRAMs, DSPs, LUTs, and Flip Flops.
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Figure 5.5.: Impact of Evolving Loss Function (Left) and �speedup head� Integration (Right)
on the E�ciency of the Model.

5.4.3. Model Implementation & Training

We used PyTorch to implement the proposed architecture.

I Learning rate: We follow a learning-rate warm-up and decay approach, which sta-
bilizes early training and improves the performance of Transformers [59]. Speci�cally,
starting from an initial rate of 2e�4, we increase this value during the �rst 10 epochs in
a linear manner, gradually adapting the model to the training data. After the warm-up
phase, we transition to a learning rate decay strategy, by multiplying the learning rate
by a factor of 
 = 0:9.

I Loss Function: We train our model using a multitask loss approach, where we com-
bine individual losses for each task. Speci�cally, we use Binary Cross Entropy (BCE) for
classi�cation tasks and Mean Squared Error (MSE) for regression. We design the loss
function to evolve during training. Initially, for a set number of epochs, all tasks con-
tribute equally to the total loss. After this period, we gradually shift focus towards the
main prediction task. This shift is determined by a weight factor (w) which increases as
we approach the total number of epochs. From our experiments, we found that 25 epochs
forms a �sweet" point for adjusting the loss calculation. Figure 5.5 (left) shows how the
model's e�ciency (aggregated across all target prediction tasks) progresses during train-
ing, comparing the standard loss calculation with our evolving approach. In the �rst 25
epochs, both scenarios perform almost similarly, allowing the model to start with broader
representations and avoid early over�tting. After the 25 th epoch, our evolving loss cal-
culation starts outperforming the standard method, enabling the model to increasingly
focus on learning task-speci�c features.

I Training Considerations: Given the resource-hungry nature of Transformer models
(e.g., deep LLMs requiring tens of high-end GPUs to be trained [2,4,47]) and due to our
hardware limitations, we opted to train separate language models for each regression task.
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Task R 2 MAE

Speedup 0.958 0.84
BRAM 0.960 3.38

DSP 0.923 4.13
FF 0.894 5.05

LUT 0.842 11.7

Feasibility 96.02%

Table 5.1.: Accuracy / Score per Prediction Task

This approach allows us to create less complex models that �t within our infrastructure
constraints. For each model, we use an embedding dimension of 72 and employ 6 attention
heads with 6 encoder layer per head and a hidden dimension of 1024. We train our model
for 70 epochs using a batch size equal to 4 and we employ Adam as our optimizer. This
training setup requires �35GB of GPU memory and �24 hours on a NVIDIA A100
GPU for each model. Last, in our experiments we observed that incorporating speedup
predictions, regardless of the target prediction task consistently yielded a better encoding
of HLS semantics, leading to improved results across all prediction tasks. As shown in
Figure 5.5 (Right), there is a clear advantage of the multi-task model, due to the inherent
feature correlations between performance and resources that allow to better comprehend
the underlying patterns in the code.

Figure 5.6.: Confusion Matrix (Classi�cation Task) and Real versus Predicted Values for the
Five Target QoR Metrics (Regression Task)

5.5. Evaluation

We avoid a direct comparison with recent GNN-based SotA, they need information of
internal structures from the compiler or HLS-engine, which cannot be directly mapped
to our solution.

I Model Accuracy: We �rst assess our model's ability to predict the feasibility class and
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Figure 5.7.: Left: Inference Time w.r.t. Code Length. Right: Exploration Time and Speedup
Achieved of a Model-driven NSGA-II.

target QoR metrics. We divide our dataset in two subsets: 80% for training/validation
and 20% for testing, ensuring the latter comprises source-code/#pragmas tuples not
encountered during training. We conduct a 4-fold cross-validation on the train/val set
and retain the best-performing model for testing. For regression, we consider both the
Mean Absolute Error (MAE) that shows the error of our predictions (the lower the better)
and the coe�cient of determination (R 2) showing how well the predicted values match
the variance of real data (the closer to 1 the better).

Table 5.1 shows the respective values across all the examined kernels and Figure 5.6
presents the confusion matrix and the comparison of real vs. predicted values for the
classi�cation and regression tasks, respectively. In terms of classi�cation, our model
achieves an impressive accuracy of approximately 96%, e�ectively assessing whether a
design will �t within the target device's resources. The confusion matrix further illus-
trates this capability, with the rate of false negatives�incorrectly predicting a design as
feasible�being less than 0.8%. This low rate indicates a strong reliability of the model
in avoiding predictions that would lead to infeasible designs. For the regression tasks,
the results show a range of 0.84�0.96 in R2 and 0.84�11.7 in MAE. The model demon-
strates high accuracy in predicting actual speedup and BRAMs usage, with most points
closely aligning with the 45o regression line. While DSPs, Flip Flops, and LUTs are
more scattered, the scores remain high without any indication of consistent under- or
over-estimation.

I Inference Overhead: Next, we assess the capability of the model for providing �on-
the-�y� recommendations to developers. Figure 5.7 (left) shows the inference time w.r.t.
input sequence length on standard desktop devices, i.e., an Intel i7-8700K CPU and an
NVIDIA GTX-1070 GPU. For small sequence lengths (< 400 tokens) both the CPU and
GPU provide inference times in the same order of magnitude (� 10 � 20 msec), indicat-
ing that either hardware can provide real-time predictions. As the source-code length
increases, utilizing a GPU becomes essential for maintaining real-time predictions, as it
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consistently o�ers inference times around 10 milliseconds.

I Surrogate Model Approach for DSE: Based on the above, our model is capable of
evaluating approximately 100 di�erent #pragma con�gurations per second. In order to
provide �on-the-�y� recommendations, we integrated the model as a surrogate within a
genetic NSGA-II optimization process. We measure the time of the NSGA-II process, as-
sisted by our surrogate model, to identify the most e�cient design in terms of speedup for
each application forming our source code dataset. The speedup over Vitis of these optimal
designs was then evaluated using the HLS tool. Figure 5.7 (right) depicts the maximum
aggregated speedup over default Vitis-HLS achieved within a 10-second time-frame (i.e.,
similar to the duration it takes for ChatGPT to respond to a query). Notably, even this
straightforward model-driven optimization approach reaches a speedup plateau in �5-6
seconds, showing its e�ectiveness in providing quick and reliable design propositions in
�real-time�.

I Impact of HLS Semantic Encoder: Next we examine the e�cacy of our HLS
domain-speci�c encoder in comparison to general-purpose pre-trained LLMs. Similar
to [38], we employ CodeBert [4] to substitute the HLS semantic encoder in our architec-
ture while keeping the classi�cation and regression heads untouched. The authors of [38]
have demonstrated that re-training an LLM speci�cally for HLS QoR modeling yields
satisfactory results for small-sized kernels, however, at the cost of considerable resources
and training time. In contrast, we follow a di�erent approach, by freezing the weights
of CodeBert and focusing solely on training the heads, to evaluate whether a pre-trained
LLM can e�ectively extract HLS-relevant features. Table 5.2 summarizes the respective
results. We �nd that the CodeBert variant satisfactorily predicts the feasibility class of
applications, achieving an accuracy of approximately 89%. This suggests that the feasi-
bility is largely determined by high-level source code features, which are well-captured by
generic LLMs. However, when predicting QoR metrics, which are more intricately linked
to the speci�cs of applied #pragmas, the pre-trained encoder performs poorly. The R2 and
MAE values range from 0.04 to 0.46 and 6.9 to 22.7 respectively, underlining the necessity
of using domain-speci�c language models for such tasks.

I Generalization Study: Last we perform a generalization study, aiming to examine
how e�cient can we model unseen applications. We follow an application-granular leave-
one-out validation, where each time we omit a speci�c kernel from the training set and
use it to test the e�ciency of the model. Our results showed a low e�ciency on unseen
kernels, with an average of � 40% classi�cation accuracy and R2 scores ranging from
0.02 up to 0.43 across applications. These results align with the observations of [38] that
language models struggle generalizing to unseen kernels. Data augmentation, few-shot
retraining and transfer learning schemes can be adopted to tackle this ine�ciency, which
we leave for future work.
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Table 5.2.: Predictions with Codebert [4] as semantic encoder

Speedup BRAM DSP FF LUT Feasibility

R2 0.085 0.46 0.039 0.072 0.066
83.19%

MAE 6.95 18.32 10.23 13.27 22.77

5.6. Conclusion

HLS serves as a powerful tool for optimizing hardware design through software direc-
tives, but struggles from lengthy synthesis times. LLMs present a novel opportunity for
elevating the HLS optimization process directly to the source code level. In this paper,
we introduced a domain-speci�c, language-level modeling approach tailored for HLS. Our
approach predicts the feasibility class and QoR metrics of applications with di�erent HLS
#pragmas. Results demonstrate an accuracy of � 96% for predicting the feasibility class
of applications and an average of � 0:91 R2 score for QoR prediction, thereby signi�cantly
enhancing the HLS design process.
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Chapter 6.

CollectiveHLS: A Collaborative Approach to
HLS Design Optimization

High-Level Synthesis (HLS) has played a pivotal role in making FPGAs accessible to a
broader audience by facilitating high-level device programming and rapid microarchitec-
ture customization through the use of directives. However, manually selecting the right
directives can be a formidable challenge for programmers lacking a hardware background.
This chapter presents CollectiveHLS, an ultra-fast, knowledge-driven approach to opti-
mizing HLS designs. It automates the identi�cation and application of optimal directive
con�gurations from the original source code, focusing on minimizing design latency and
ensuring synthesizability. This optimization approach is entirely data-driven, o�ering a
generalized HLS tuning solution without reliance on Quality of Result (QoR) models or
meta-heuristics. CollectiveHLS is designed, implemented, and evaluated using around
60 applications sourced from well-established benchmark suites and GitHub repositories,
all running on a Xilinx UltraScale+ MPSoC ZCU104. It achieves an average geometric
mean speedup of up to 23:1� compared to the o�cial source code without directives, while
maintaining synthesizability and feasibility rates of 100% and 96.6%, respectively, match-
ing those of Vitis, the industry-standard framework for FPGA acceleration. Comparisons
with resource over-provisioning, traditional genetic algorithm-based Design Space Explo-
ration (DSE), and State-of-the-Art (SotA) approaches demonstrate that CollectiveHLS
produces designs of comparable quality 14:6� faster on average. These results underscore
the potential of our approach as an ultra-fast and automated solution for HLS optimiza-
tion. CollectiveHLS is publicly available on GitHub1.

1GitHub Repository
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6.1. Introduction

HLS has democratized FPGAs by enabling high-level device programming and rapid mi-
croarchitecture customization, removing the need for complex and potentially error-prone
hardware design techniques that utilize specialized hardware description languages [20].
HLS facilitates development by providing a quicker and more adaptable process, allow-
ing developers to guide the HLS compiler in kernel synthesis by adding directives like
pipeline, unroll and array_partition to high-level language source code. Tradi-
tional algorithmic HLS tools primarily focus on extracting parallelism from algorithmic
descriptions and transforming the result into hardware execution that operates in par-
allel [19]. As a result, HLS tools empower designers to quickly implement various algo-
rithmic choices, identify high-level tradeo�s concerning area and performance, and avoid
early optimizations [21,60].

Despite HLS providing a higher level of abstraction than hardware description languages,
developers still need to master the translation of software/compiler constructs into hard-
ware concepts to optimize the acceleration of applications using FPGAs. This becomes
even more challenging for users operating at higher levels of the technological stack who
lack familiarity with the complexities of hardware design. Indeed, automatic exploration
of an extended compiler and micro-architectural design space is a constant requirement
in modern HLS frameworks [22,23]. On top of that, selecting manually the suitable HLS
directives poses an exceptionally challenging task, even for experienced designers. This
complexity arises primarily from i) the huge decision design space and ii) the inherent
correlation of directives with the underlying architecture [20]. Consequently, the lack
of tools that quickly and automatically deliver optimized HLS directive con�gurations
presents a signi�cant obstacle for leveraging FPGA acceleration among designers with
limited expertise in the �eld.

In recent years, several studies have explored various methodologies for automatically
delivering optimized HLS directive con�gurations, also known as HLS-driven DSE [21].
These works primarily fall into three categories: a) synthesis-based, b) model-based, and
c) knowledge-based approaches. Synthesis-based methods [22, 61, 62] focus on e�ciently
exploring the con�guration decision space by evaluating a range of Quality of Result
(QoR) metrics, such as design latency and resource utilization, obtained from designs
synthesized using HLS tools. Model-based approaches [49, 63, 64] build predictive mod-
els to estimate QoR metrics instead of executing HLS �ows. Especially, Graph Neural
Networks (GNN) [25, 55, 58] have gained prominence in performance modeling due to
their capacity to capture variations in source code, encompassing size, structural con-
structs, and optimization directives. After obtaining performance and resource utiliza-
tion estimates, the DSE process can be optimized and managed using heuristics, such as

82



6.1. Introduction

evolutionary algorithms [65, 66]. Knowledge-based approaches [35, 67] have also emerged
to reduce the decision design space and minimize the costly synthesis evaluations for
unknown applications by leveraging source code similarities with previously explored de-
signs and transferring the directive con�gurations that led to Pareto-optimal designs to
the unknown design. However, we have observed that current research solutions fail to
rapidly deliver highly e�cient designs, making them less accessible to non-experienced
designers.

In our view, HLS DSE methodologies should evolve based on three major pillars, i.e., i)
e�ciency: proposed directives should be close to optimal con�gurations; ii) fast conver-
gence: optimization recommendations should be provided in acceptable time frames; and
iii) interpretability and generalization: methodologies should be analyzable and generic
enough and combine collaborative knowledge from multiple applications, thus, allowing
developers to use them o�-the-shelf, even for potentially unknown applications. While
e�ciency is tackled by prior research works [22, 58], these solutions typically focus on
application speci�c optimizations, thus requiring massive numbers of design evaluations
to guide exploration, which, in turn, translate to high operational costs and longer time
to market. Static analysis of the source-code characteristics can aid towards fast conver-
gence and generalization, by providing an "execution pro�le" of an application, without
requiring long-running evaluations. Even though latest research [68, 69] is pivoting to
this direction, they are restricted to pattern matching approaches [35], thus, relying on
a bi-directional knowledge �ow between applications, neglecting the potential bene�ts of
collaborative information sharing.

This unexploited opportunity raises the possibility for developing optimization approaches
that utilize information from multiple pre-explored designs to quickly and automatically
provide optimized designs. The open source movement [70] also assists to this direction,
as it has increased the number of HLS repositories available online (e.g., GitHub), making
it extremely easy to obtain and analyze designs freely. Methodologies that move in this
direction bring the community one step closer to the vision of completely removing the
programmer from the optimization cycle.

In this direction, we introduce CollectiveHLS, a cluster-based hierarchical design opti-
mization framework for fast auto-tuning of HLS directives. Unlike existing auto-tuning
techniques [23, 25, 58], we present a fully data-driven HLS optimization framework that
combines existing knowledge/data from previously characterized applications to extract
and apply the most promising directive con�gurations for unknown applications. Through
a hierarchical clustering strategy, CollectiveHLS correlates an application's high-level
source code characteristics with its low-level hardware QoR metrics to create program-
mer agnostic HLS optimizations, an idea already applied in compiler-level optimizations.
Speci�cally, the novel contributions of this work are:
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ˆ We introduce an elegant cluster-based hierarchical HLS design optimization strategy
that recommends and applies optimized HLS directives to any known or unknown
application, combining insights from multiple pre-explored applications.

ˆ We integrate the proposed optimizer to Vitis-HLS [71], the state-of-the-art industrial-
strength HLS tool provided by Xilinx, extending it with an end-to-end online and
zero-delay HLS auto-tuning solution for higher quality FPGA designs.

ˆ We demonstrate the e�ectiveness and resilience of our approach through thorough
experimentation.

CollectiveHLS achieves an average geometric mean speedup of up to 23:1� compared to
the source code without directives, while maintaining 100% synthesizability and 96.6%
feasibility, identical to Vitis-HLS. Comparisons with traditional genetic algorithm-based
DSE, and state-of-the-art approaches demonstrate that CollectiveHLS generates designs
of comparable quality 14:6� faster on average. This suggests that our approach holds
great promise as an ultra-fast and automated solution for HLS optimization.

6.2. Motivation

The rationale driving CollectiveHLS is the recognition that source codes sharing simi-
lar structures often exhibit common characteristics, thereby responding similarly to the
same directives [35]. This intuition underpins the approach taken by designers when
optimizing applications using HLS. Initially, upon inspecting a given source code, the
designer identi�es applicable directives based on the code's structure. For instance, if a
single loop operates on an array without inter-iteration data dependencies, a combina-
tion of #pragma HLS UNROLL with varying factors and #pragma HLS ARRAY_PARTITION
with di�erent degrees of partitioning might be explored. The focus on speci�c HLS opti-
mizations corresponding to encountered source code constructs stems from the designer's
expertise. While the examined application may not mirror previous ones exactly (e.g.,
di�ering loop trip-counts or in-memory array sizes), structural similarities are often ade-
quate to suggest adapting directives that previously led to optimal implementations. This
approach avoids the need to exhaustively explore numerous directive combinations from
scratch. Thus, the designer's strategy involves three key steps: a) identifying the primary
structural characteristics of the target code b) identifying a previously explored design
with similar attributes and c) leveraging knowledge from the source design to optimize
the new target design.
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Figure 6.1.: Pearson's Correlation Coe�cient Distribution

To further motivate our hypothesis with both qualitative and empirical evidence, we ex-
amine whether applications with similar code structures receive analogous directives to
achieve a latency-e�cient design. We use applications sourced from established bench-
mark suites [42, 43], as well as from GitHub repositories. To verify our assumption, we
encode the source code of each application into a �xed-size feature vector. Additionally,
we determine the directives that result in the most latency-e�cient design for each appli-
cation. We assess the similarity between the source code and the directives' vectors of two
applications using the Hamming distance metric [138]. More speci�cally, we calculate the
Hamming distance for each application, comparing its source code and applied directives
with those of all other examined applications. After determining the source code and
directives' similarity vectors for each application, we compute the correlation between
the vectors using the Pearson's Correlation Coe�cient [139]. Figure 6.1, illustrates the
distribution of Pearson's Correlation Coe�cients 2 between the source code feature vector
and the directives vector across all the applications examined. The displayed distribution
reveals a range of Pearson Correlation Coe�cients, with a maximum value of 0:9 and
a minimum value of 0:5. The average coe�cient, standing at 0:62, signi�es a positive
correlation observed between similar code structures and optimized HLS directives. Fur-
thermore, the relatively low standard deviation of 0:07 suggests that the distribution's
values closely cluster around the mean.
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(a) Knowledge Base Formation and Cluster-level PO Distribution Genera-
tion

(b) Directives As-
signment

Figure 6.2.: Overview of the Proposed Optimization Methodology

6.3. CollectiveHLS: A cluster-based hierarchical HLS
optimization framework

CollectiveHLS automates the identi�cation and application of optimized directives for
HLS designs. Its primary goal is to reduce the latency of proposed designs while ensur-
ing they meet the resource constraints of the target FPGA. This framework adopts a
data-driven methodology, gathering and combining insights from previously analyzed ap-
plications. Consequently, the optimizations it suggests are derived straight from historical
data, rather than relying on complex heuristics or QoR models. CollectiveHLS involves
four key phases as shown in Figures 6.2 and 6.5: A) the �Knowledge Base Formation�
phase aims to characterize the source code structures relevant to HLS directives, along
with acquiring QoR metrics for various directive combinations for each examined appli-
cation, laying the groundwork upon which we construct our optimization strategy; B)
the �Cluster-level Pareto Optimal Distributions� phase clusters applications with similar
code structures and conducts statistical analysis on the Pareto-optimal designs within
each cluster; C) the �Compile-time Directives Assignment� phase outlines how proposed
directives are generated based on the statistical analysis for unseen applications; and D)
the �Re-proposing Directives� phase addresses scenarios where CollectiveHLS produces
infeasible design, providing insights into the resolution process. We thoroughly examine
these four phase in the upcoming sections.

2Pearson's Correlation Coe�cient measures the linear association between two continuous variables,
ranging from �1 to 1. A value of 1 indicates a perfect positive linear relationship, �1 signi�es a
perfect negative linear relationship, and 0 indicates no linear relationship or correlation between the
variables. Higher absolute values closer to 1 indicate stronger correlations, a�rming the validity of
our assumption.
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Knowledge Base Formation

Phase A. Compiler-based Source Code Analysis: In this phase, we identify and extract
representative features for each of the N applications that comprise our knowledge base.
Speci�cally, we map each application into a �xed-size feature vector by capturing high-
level characteristics directly from its source code. Each feature vector combines both
structural elements (e.g., array dimension sizes) and computational information (e.g., loop
trip-counts). The framework identi�es all potential �action points� within these knowl-
edge base applications. An �action point� signi�es a speci�c location within the source
code where a pipeline, unroll, or array partition HLS directive can be applied. To
analyze source code and pinpoint these action points (a.k.a �optimization points�), we
employ components of the LLVM toolchain, including libclang [72], which serves as a C

library front-end for the clang/clang++ compiler. A source code parser A1 navigates the
Abstract Syntax Tree (AST) generated from the code, identifying loops and array declara-
tions. To facilitate the identi�cation of action points, labels are added to each one. After
identifying the action point locations, the source code is compiled to LLVM IR, an in-
termediate Static Single Assignment (SSA) assembly language used internally by LLVM.
During this stage, standard compiler optimizations are applied using LLVM's opt tool,
including constant folding and propagation, instruction combining, and function inlining,
while the Scalar Evolution analysis pass monitors changes in loop control variables. Once
optimized, our custom LLVM passes A2 iterate over the IR to identify loop trip counts,
loop nesting details, and detailed instruction counts.

Source-code level feature vectors: The information derived from the source code by LLVM
serves as the basis for generating a feature vector that characterizes each application.
Although modern compiler toolchains provide comprehensive information on memory
and data dependencies, our emphasis remains on features that e�ectively capture similar
source code structures found in HLS applications, with a particular focus on in-memory
arrays and loop structures. Focusing on array and loop code structures aligns with
prior research [35], as these elements have a substantial impact on the performance of
HLS applications. A feature vector is structured into three components: a) the array
structure, b) the loop structure, and c) arithmetic and memory operations extracted
through LLVM. To de�ne the structure of the feature vector we have to determine a)
the maximum number of array dimensions, b) the maximum number of arrays within
an application, c) the maximum number of loop structures in an application, d) the
maximum nesting level within a loop structure, e) the maximum number of loops at each
nesting level, and f) the number of arithmetic and memory operations. Let D represent
the maximum number of array dimensions and A denote the maximum number of arrays.
Additionally, let L denote the maximum number of loop structures, M the maximum
nesting level within a loop structure, and LNestingLevel (i) the maximum number of loops
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at nesting level i. These values are determined by analyzing the N applications in our
dataset. Finally, let O represent the number of arithmetic and memory operations. We
de�ne the feature vector of source code for application k, where k 2 f1; 2; 3; : : : ; Ng, as
follows:

Vk = [v k1 ; vk2 ; vk3 ; : : : ; vkS ] (6.1)

where:

S = A � D +
LX

i=1

MX

j=1

L NestingLevel (j) + O (6.2)

For the vk values, we consider the size of each speci�c dimension for arrays, the trip-count
for loops, and the occurrences of each speci�c arithmetic and memory operation. When
handling arrays with fewer dimensions than the maximum allowed, a speci�c identi�er is
used to denote the absence of the corresponding dimension. Likewise, the same approach
is applied to applications lacking the maximum number of arrays, loops, and nesting
levels.

Phase B. Directives and QoR Metrics Annotation: In this phase, we focus on data col-
lection, speci�cally the acquisition of QoR metrics for applications subjected to di�erent
HLS directives. This knowledge forms the foundation of our collaborative approach, as
the proposition of directives in Phase D relies entirely on the statistical analysis of this
data. While Phase B describes an automated approach for gathering QoR and directives-
related data from our applications, it's important to acknowledge that the knowledge base
can also incorporate hand-optimized synthesized designs. After pinpointing the action
points in each kernel during Phase A, we apply various directives to each action point
and carry out synthesis to obtain latency (measured in clock cycles) and area metrics
(BRAM%, DSP%, FF%, and LUT%).

Given the vast design space, we employ a genetic optimization approachB1 to e�ciently
explore the con�guration space of directives and ensure convergence to optimal solutions.
It tackles a dual optimization problem i.e., minimizing both design latency and area while
considering the resource constraints of the target FPGA. This methodology produces an
approximation of the Pareto optimal solutions for each application, each with distinct
directives for some or all action points, representing a trade-o� between performance and
area. To traverse the solution space, we utilize the NSGA-II algorithm [40] implemented
in PyMOO library [41], known for its ability to bypass local optima and quickly converge
to e�cient solutions. NSGA-II is an evolutionary algorithm that operates across several
generations, transferring elite con�gurations from one generation to the next. In our
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scenario, each generation entails the following steps: a) initializing the con�guration
population, b) applying each con�guration from the current population to the source
code via a source-to-source compilerB2 , and synthesizing the output for the target
FPGA using Xilinx Vitis, and c) feeding the synthesis results into NSGA-II to generate
the next generation of con�gurations. If a speci�c directive con�guration results in a
design that exceeds available resources or demands an impractical amount of time for the
high-level synthesis process (e.g., 1 hour), it is �agged as infeasible. Overall, we set the
population size to 40 con�gurations and the total number of generations to 24. We also
con�gure the genetic algorithm using the random operator for sampling and selection,
the simulated binary operator for crossover, and the polynomial operator for mutation.
All operators are con�gured with the default library parameters. In particular, for the
random sampling operator, we set the mutation probability (prob) to 0.1. The random
selection operator does not require any parameters. For the simulated binary crossover
operator, we set the probability of crossover (prob) to 1.0, ensuring crossover is always
applied, and used a distribution index (eta) of 15, which balances o�spring diversity
and resemblance to parents. Finally, for the polynomial mutation operator, we set the
distribution index (eta) to 20, allowing for a controlled range of mutations that produce
o�spring close to the parents while maintaining diversity.

Overhead of Assembling the Knowledge Base: Given the fact that the designs of one
generation are evaluated in parallel, the 1h limit for time-consuming synthesis, and the
termination criterion, database formation requires 24h for 960 evaluations in the worst
case for a single application. We have also de�ned the tolerance level for convergence on
the objective function values as 0:0025. This parameter is pivotal in ensuring that the
optimization algorithm stops when the di�erence in objective values between successive
generations drops below a speci�ed threshold, thereby facilitating rapid convergence to-
wards near-optimal solutions. While this process might be time-consuming, it occurs only
once in our solution (or asynchronously in general) and thus does not form a bottleneck
for our approach. Moreover, the proposed architecture enables the incremental expansion
of the knowledge base in a seamless manner, without the need for ground-up training or
employment of sophisticated retraining techniques typically required in ML-driven ap-
proaches, which are prone to catastrophic forgetting and have proven to be ine�ective in
incrementally assimilating new information [140].

Phase C. Cluster-level Pareto Optimal Distributions

CollectiveHLS adopts a cluster-based approach to propose and apply distinct directives
for each action point. The underlying concept is that source codes sharing similar struc-
tures (indicated by the same feature vectors) tend to exhibit common characteristics
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Figure 6.3.: Histograms of Action Points from
Cluster A

Figure 6.4.: Histograms of Action Points from
Cluster B

and, consequently, respond similarly to the same directives, aligning with the optimiza-
tion strategy proposed by Ferretti et al. [35]. We employ a clustering algorithm C2,
where the assignment of di�erent applications to clusters is determined by their �xed-size
feature vectors, as captured in Phase A. To accelerate the convergence of the clustering
algorithm, we employ feature vector normalization by subtracting the mean and scaling
to unit variance. This preprocessing step is performed using the Scikit Learn Python
Library [73]. Additionally, we utilize the Principal Components Analysis (PCA) algo-
rithm C1 to reduce the dimensionality of the feature vectors. We plot the cumulative
explained variance ratio against the number of principal components and identify the
�Elbow� point where adding more components yields diminishing returns [74]. In our
case, this value was determined to be 30, resulting in a cumulative explained variance
ratio of 0.976.

Cluster-wise directives distribution: Following the cluster assignment, CollectiveHLS en-
riches each cluster with QoR and directives-related information. Speci�cally, for every
application within a cluster, the framework collects the speci�c directives' con�gurations
that led to a Pareto Optimal (PO) solution (Phase B). These con�gurations may di�er
in terms of the directives applied per action point. Consequently, this process yields a
distribution of �Pareto Optimal directives� per action point, encompassing all distinct
directives from all PO solutions across all applications for that speci�c point C3. Let
C denote the set of formed clusters and AP the set of action points. Suppose that
for cluster c, the aforementioned distribution consists of NTotal points. For a given ac-
tion point ap, let DR ap represent the set of �Pareto Optimal directives� applied to that
action point, and let d 2 DR ap be a directive that occurs Nd times. We de�ne the
probability of applying directive d to action point ap in cluster c as shown in Equa-
tion 6.3.

P (d; ap; c) =
Nd

NTotal
(6.3)
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Following this de�nition, CollectiveHLS constructs a histogram of directives for each
action point and cluster, illustrating the likelihood of using a speci�c directive at the
corresponding location in the source codeC4. Figure 6.3 and Figure 6.4 depict the
histograms of directives generated by CollectiveHLS for both an array and a loop action
point across two distinct clusters. The �rst and third diagrams correspond to the array
action point, while the second and fourth diagrams represent the loop action point. In
terms of the array action point, cyclic partitioning with a factor of 16 at the second
dimension has the highest probability in cluster A (0:43), whereas cyclic partitioning with
a factor of 4 at the �rst dimension has the highest probability in cluster B (0:25). For the
loop action point, pipelining has the highest probability in cluster A (0:28), while loop
unrolling with a factor of 2 has the highest probability in cluster B (0:38). Upon closer
examination of the array action point, it's noted that identical directives exhibit di�erent
probability values across clusters. For instance, complete partitioning at dimension 2 has
a probability of 0:16 in cluster A and 0:09 in cluster B. Furthermore, certain directives
are present in one cluster but not at all in the other�cyclic partitioning with a factor of
16 at dimension 2 is applied in cluster A but not in cluster B. Similar trends are observed
for the loop action point across the two clusters. To summarize, the di�erentiation of
source code across di�erent clusters results in the application of di�erent directives and
probability values, even for the exact same action point.

Phase D. Compile-time Directives Assignment

In the �compile-time directives assignment� phase, CollectiveHLS optimizes incoming
applications by automatically recommending directives for each identi�ed action point.
Figure 6.2b provides an overview of the steps involved. To begin, the framework takes
as input the source code of the application to be optimized. As a �rst step, the source
code parser extracts the essential information needed to characterize the applicationA1
and generates its feature vector, as outlined in Phase A. If an unseen application can be
described by the current feature vector, its �rst loop structure is aligned with the �rst
loop structure in the representation, the second with the second, etc. Regarding array ac-
tion points, the arrays of the unseen application are arranged in descending order of size.
The largest array is then paired with the �rst array action point in the representation,
the second largest with the second, etc. For unseen applications that deviate from the
representation, any additional action points are disregarded during Phase D. However,
adding the new application into the knowledge base can be achieved through straightfor-
ward adjustments to the source code representation, without necessitating re-training for
the pre-explored applications, as detailed in Phase B.

Subsequently, based on this feature vector, the application is assigned to a speci�c cluster
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Figure 6.5.: Directives Re-proposing Feature

C2, as formed in Phase C. Based on the cluster's histograms, CollectiveHLS suggests the
directive with the highest probability for each action point, given that the probability
surpasses a prede�ned lower threshold, which is also known as the Probability Threshold.
Notably, increasing the Probability Threshold results in fewer optimization directives and
consequently more feasible designs. In contrast, not using optimizations can lead to sub-
optimal performance. Once the directives are proposed, the source-to-source compilerB2
integrates them into the input source code and generates the optimized output. In the
current iteration, CollectiveHLS does not consider the speci�c memory access patterns
of applications to construct the optimal memory hierarchy. However, this limitation
can be addressed by incorporating the solution proposed by Wang et al. [75]. Finally,
we synthesize the optimized design for the target FPGA at the desired frequency and
provide it to the end-user.

Phase E. Re-proposing Directives

While the optimization strategy employed by CollectiveHLS o�ers substantial perfor-
mance bene�ts, there is a possibility that it may lead to designs requiring more resources
than what is available in the target FPGA, or potentially fail to generate a synthesiz-
able solution altogether. In such cases, CollectiveHLS employs a closed-loop strategy
for re-proposing directives to generate a design that is feasible whenever a synthesizable
or feasible solution is not achieved. Figure 6.5 provides an overview of the proposed
re-proposing directives approach. The initial step of our methodology involves assessing
resource utilization metrics, including BRAM%, DSP%, FF%, and LUT%, to determine
if they surpass the available FPGA resources. Should there be no resource violations, the
optimized design is directly provided to the designer. However, if violations are detected,
we identify the speci�c violated resource E1. In scenarios where multiple resources are
exceeded, we prioritize the resource with the highest violation. For instance, if BRAM%
is at 125%, DSP% at 150%, FF% at 20%, and LUT% at 5%, the prioritized violated
resource would be DSP%.

The next step involves identifying the action point, and consequently, the directive re-
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sponsible for the resource violation, denoted asE2. We de�ne a function that quanti�es
the impact of a directive to a particular QoR metric as:

Impact QoR : C � AP � DR ! R (6.4)

To quantify the impact of directive d at action point ap in cluster c, we partition the
Pareto-optimal distribution of directives into two sets: Q c;ap;d, which includes designs
utilizing directive d at action point ap, and Q c;ap;:d , which comprises designs not employ-
ing directive d at the same action point. We then conduct statistical analysis on both
sets to determine the median values of the QoR metric distribution using the function
MedianQoR . The impact is de�ned as follows:

ImpactQoR (c; ap; d) = MedianQoR (Qc;ap;d) � Median QoR (Qc;ap;:d ) (6.5)

The rationale behind this approach is that directives with a high impact on a QoR
metric, such as design latency, when not applied, will lead to a signi�cant drop in
the respective metric. Let V R be the violated resource identi�ed in E1, we iden-
tify the action point and the directive with the highest impact on V R using Equation
6.6.

(ap� ; d� ) = arg max
ap2AP;d2DR ap

ImpactV R(c; ap; d) (6.6)

Figure 6.6 depicts the impact analysis of directives conducted by CollectiveHLS's re-
propose feature for the Stencil 3D application from Machsuite. This analysis arises from
the examination of the distribution of Pareto-optimal directives within the source code
cluster to which the aforementioned application is assigned. We speci�cally identi�ed the
HLS directives applied at each action point and depicted their respective impacts. For
directives present in multiple action points, we display the average impact. The hori-
zontal axis represents directives related to in-memory arrays and loop structures, such
as #pragma HLS ARRAY_PARTITION FACTOR=2 DIM=1 for the �rst directive and #pragma
HLS UNROLL for the last one. On the vertical axis, the QoR metrics are displayed, while
the impact of the directives is indicated by colors, with lighter colors indicating higher
impact. In terms of design latency, loop unrolling demonstrates the most signi�cant im-
pact because it allows the hardware executing the loop body to be instantiated multiple
times, facilitating parallel execution in the absence of inter-iteration dependencies. Ad-
ditionally, array partitioning directives contribute to latency, especially when combined
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with unrolling directives. While unrolling enables parallel execution of loop iterations,
memory bandwidth remains a limiting factor. Partitioning directives e�ectively enhance
this bandwidth, facilitating parallel execution in practice. As anticipated, partitioning
directives exhibit a signi�cant impact on BRAM%, directly correlating with the increase
in BRAM usage in the programmable logic. It's noteworthy that while fully partitioning
arrays shows a relatively low impact on BRAM%, it notably a�ects FF% and LUT%,
suggesting that the initial array is realized as registers. The analyzed directives exhibit
a moderate impact on DSP%, with unrolling directives showing a greater in�uence, as
anticipated. This aligns with the characteristics of the applications under examination,
which appear to demand fewer DSPs for execution. Finally, partitioning directives impact
FF% and LUT% as they introduce extra control logic and registers for managing parti-
tioned memory segments, consequently elevating the utilization of both FFs and LUTs in
the design.

At this stage, CollectiveHLS has identi�ed the directive with the highest impact on
the violated resources, and our next task is to propose an alternative directive for each
occurrence, denoted asE3. This is accomplished using the Pareto-optimal directives

analysis outlined in E2. Speci�cally, for the action point exhibiting the highest impact on
the violated resource, we identify the set D0 that contains all directives with lower impact
than the one currently applied as shown in Equation 6.7.

D 0 = fd 2 D ap j Impact V R(c; ap� ; d) < Impact V R(c; ap� ; d� )g (6.7)

Given CollectiveHLS's objective of swiftly delivering high-performance designs, we se-
lect the directive from this set with the least impact on design latency as denoted by
Equation 6.8.

d' = arg min
d2D'

ImpactLatency (c; ap� ; d� ) (6.8)

The newly proposed directives are applied to the original source code, followed by another
round of kernel synthesisE4, adhering to a speci�ed time limit 3. This iterative process
continues until the output design adheres to the available resources of the target device.
We have opted for this approach of modifying one directive at a time for the re-propose
feature because it o�ers greater control over the changes made to the optimized design.

3To set the time limit, we analyze the synthesis times of designs explored during Section 6.3. We observe
a distribution of synthesis times ranging from 30 seconds to 3 hours, with an average of 17.2 minutes.
Based on the 75%-ile, we set the threshold at 23 minutes.
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Figure 6.6.: Directives Impact Analysis for Machsuite's Stencil 3D Application

In cases where the resulting design is not feasible, we revert to proposing the source code
without directives, utilizing the default Vitis optimizations.

6.4. Experimental Evaluation

To demonstrate and validate the viability of CollectiveHLS, we constructed a compre-
hensive dataset of HLS applications. This dataset is composed of synthesizable appli-
cations written in C/C++, sourced from well-established HLS benchmark suites within
the community such as Rodinia [43, 44] and Machsuite [42] as well as publicly avail-
able HLS repositories on GitHub. Speci�cally, we analyze 56 applications spanning
diverse domains, including Digital Signal Processing (DSP), Machine Learning (ML)
and High-Performance Computing (HPC) applications. For our source code analysis,
we employed LLVM (v14.0.5), and for synthesizing applications within our dataset,
we utilized Xilinx Vitis HLS (v2021.1). Our choice of base architecture was the Xil-
inx Zynq UltraScale+ MPSoC ZCU104 FPGA, operating at a clock frequency of 300
MHz.

The experimental evaluation in this paper is structured as follows: Section 6.4.1, provides
an overview of the applications used for constructing CollectiveHLS. Sections 6.4.2, 6.4.3,
6.4.4, 6.4.5, and 6.4.7 delve into the analysis of key parameters in CollectiveHLS and
evaluate its features against various optimization strategies and SotA approaches. This
evaluation is conducted using a Leave-One-Out (LOT) scenario, where each application
is excluded from the dataset during the knowledge base formation phase. Subsequently,
for each omitted application, the optimized con�guration is determined and compared
with the design obtained from the source code without directives (referred to as Vitis).
Finally, Section 6.4.8 investigates scenarios where certain applications are excluded from
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our knowledge base to assess the robustness of CollectiveHLS, comparing it against a
SotA knowledge-based approach [35].

6.4.1. Source-code Dataset Insights

Table 6.2 provides an overview of the source code characteristics for the applications
within our dataset. Speci�cally, it includes a) the number of array declarations, b) the
maximum array dimension, c) the quantity of loop structures, d) the number of loops at
each nesting level, and e) the total number of arithmetic and memory operations reported
by LLVM. Additionally, it displays the latency (in milliseconds), BRAM%, DSP%, FF%,
and LUT% when the kernel is synthesized for the target FPGA and clock frequency. In
our presentation, we use di�erent colors to signify the benchmark suite origin of each
application. The applications are categorized into three groups. The �rst group consists
of applications from Machsuite, the second from Rodinia, and the third from open-source
GitHub repositories. Notably, RodiniaHLS includes multiple implementations for the
same application, and to distinguish among them, we utilize speci�c indicators. Specif-
ically, "Baseline" is denoted by 'B', "Tiling" by 'T', "Pipeline" by 'P', "Unroll" by 'U',
"Doublebu�er" by 'D', "Coalescing" by 'C', and "MultiDDR" by 'M'. Consider the CFD
Flux (B) application from Rodinia as an example. This application features a single ar-
ray declaration, which is one-dimensional, and includes only one loop structure. Notably,
there is a loop at the �rst and one at the second nesting level, indicating the presence of
a doubly nested loop structure. The application involves 198.5K arithmetic and 772.7K
memory operations, as reported by LLVM. When synthesized, it yields a design with a
latency of 1.37 milliseconds. The resource utilization percentages for BRAM, DSP, FF,
and LUT are 0%, 2%, 2%, and 3%, respectively.

Our dataset comprises 74% of applications sourced from the RodiniaHLS benchmark
suite, with the remaining 26% originating from Machsuite, and GitHub. The focus on
RodiniaHLS stems from its diverse applications in scienti�c computing, image process-
ing, and machine learning. These applications aim to replicate real-world computational
challenges [44], providing relevant performance evaluations and insights into system per-
formance under practical workloads. In terms of in-memory arrays, which represent arrays
to be implemented in the programmable logic, the dataset exhibits a range from 0 to 22,
with a maximum dimensionality of 2. The loop structures across the dataset vary from
1 to 9, with the maximum nesting level reaching 5. The dataset exhibits a wide-ranging
distribution of arithmetic operations (from 708 to 18.3B) and memory operations (from
2.5K to 11.5B), re�ecting the diverse computational intensity of the applications. In
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terms of target resources, the distribution of BRAMs covers a range from 1%4 to around
33%. The distribution of other resources exhibits �uctuations at lower values. The la-
tency distribution extends from a minimum of 0.083 usec to a maximum of 57.2 sec, with
a mean value of approximately 2.7 sec. This indicates a broad range of execution times
across the analyzed applications. Finally, note that although we use di�erent versions
of the same application from the RodiniaHLS benchmark suite, these versions, as shown
in Table 1, vary in the number of arrays, loop structures, and arithmetic and memory
operations. This indicates that, despite being variations of the same application, they
have distinct di�erences in their source code.

6.4.2. Parameter Analysis

CollectiveHLS' e�ectiveness relies heavily on parameters found on di�erent phases of our
methodology. These parameters encompass: a) the algorithm employed for clustering
application source codes, b) the Pareto frontiers utilized in per-cluster Pareto optimal
directives generation, c) the probability threshold applied in the directives assignment
phase, and d) the size of the utilized knowledge base. In the subsequent sections, we
analyze these parameters with regard to geometric mean speedup and synthesizability
percentage, indicating the number of applications for which the directives proposed by
CollectiveHLS can be successfully synthesized.

Clustering Algorithm

The clustering of source code constitutes an important step in the cluster-level Pareto
optimal distributions phase, as it groups applications with similar code structures and
derives the Pareto optimal distribution from them. We evaluated various clustering ap-
proaches o�ered by the Scikit-learn library [141], including a) KMeans, b) A�nity Propa-
gation, c) Mean Shift, d) Spectral clustering, e) DBSCAN, and f) OPTICS. We con�gure
each clustering algorithm with parameters optimized to maximize CollectiveHLS' direc-
tive proposal e�ciency. We speci�cally designate the number of clusters as 5 for KMeans
and Spectral clustering, as these algorithms necessitate specifying the cluster count. For
DBSCAN, we select an epsilon value, determining the radius of the neighborhood around
each data point, set to 1:5, and establish the minimum number of samples required to
form a dense region as 2. In the case of OPTICS, a generalization of DBSCAN where
the epsilon value is not needed, we choose a minimum samples value of 4. The remain-

4All memory space implemented through distributed to 1-bit registers.
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Table 6.1.: Source Code Characteristics & QoR Metrics for the Applications of our Dataset

Application #Arrays #Loops #Arithmetic Ops #Memory Ops Latency (ms)
AES 1 (1) 9 (9) 708 2.5K 0.011
GEMM1 0 1 (1/1/1/1/1) 1.14M 475K 23.9
GEMM2 0 1 (1/1/1) 1.3M 504K 22.7
MD KNN 0 1 (1/1) 42.3K 16.8K 2.8
Radix Sort 0 6 (6/4) 774K 679K 2.2
SPMV 0 1 (1/1) 18.7K 14.3K 0.48
Stencil 2D 1 0 1 (1/1/1/1) 228.9K 68.6K 1.38
Stencil 3D 0 4 (4/4/1) 199.2K 116.3K 0.41
Viterbi 1 (2) 4 (4/2/1) 2.22M 1.13M 61.2
CFD Flux (B) 1 (1) 1 (1/1) 198.5K 772.7K 1.37
CFD SF (B) 0 1 (1) 17.4K 7.2K 0.69
CFD SF (T) 3 (1) 1 (1) 17.4K 7.2K 0.76
CFD SF (P) 6 (1) 1 (1) 17.4K 7.2K 0.78
CFD SF (U) 6 (1) 1 (1/1) 16.4K 16.7K 0.76
CFD SF (D) 15 (1) 2 (2/1) 16.4K 16.K 0.00008325
CFD SF (C) 15 (1) 2 (2/1) 51.3K 65.1K 0.00009657
Dilate (B) 1 (1) 1 (1/1/1/1) 23M 4.7M 173.4
Dilate (T) 3 (1) 4 (4/3/1/1) 22.5M 4.6M 179.4
Dilate1 (P) 5 (1) 5 (5/5/1/1) 3.1M 875.4K 418.5
Dilate2 (P) 7 (1) 5 (5/6/7/1) 19.9M 9.3M 444.6
LavaMD (B) 2 (2) 1 (1/1/1/1) 30.4M 35.7M 1036
LavaMD 1 (T) 6 (2) 1 (1/3/3/1) 28.6M 9.3M 1036
LavaMD 2 (T) 6 (2) 1 (1/3/3/1) 32.9M 15M 1100
LavaMD (P) 6 (2) 1 (1/3/3/1) 45.5M 16M 1252
LC Gicov (B) 5 (2) 1 (1/1/1/3) 8.9M 8.4M 477.4
LC Mgvf (B) 0 2 (2/1) 28.3M 11.5M 39108
PFinder (D) 4 (1) 2 (2/2) 10.6M 13.4M 33.2
SCluster (B) 0 1 (1/1) 614.8K 416.4K 7.62
SCluster (T) 10 (1) 3 (3/1) 617.1K 415.7K 22
SCluster (P) 10 (1) 3 (3/1) 800K 550.7K 22
SCluster (D) 14 (1) 3 (3/1) 1.4M 934.6K 0.025
SCluster (C) 14 (1) 3 (3/1) 1.4M 934.6K 0.005
Backpr. 1 (B) 0 1 (1/1) 5.9M 5.9M 153.6
Backpr. 1 (T) 6 (2) 2 (2/1/1) 3.8M 4.7M 232.4
Backpr. 1 (P) 6 (2) 2 (2/1/1) 5M 4.9M 245
Backpr. 2 (B) 3 (1) 1 (1/1/1) 5.9M 2M 78.6
Backpr. 2 (T) 4 (1) 1 (1/1/1) 4.9M 1.9M 241.6
Backpr. 2 (P) 4 (2) 2 (2/1/1) 2.7M 2.6M 85.3
Backpr. 2 (D) 5 (2) 3 (3/1) 6.5M 6.5M 0.66
Hotspot (B) 0 2 (2/1) 18.3B 11.5B 6044.1
Hotspot (T) 3 (1) 2 (2/3) 154M 98M 5258.8
Hotspot (P) 3 (1) 2 (2/3) 175M 120M 5350.8
KMeans (B) 0 1 (1/1/1) 220M 108.5M 2587.45
KMeans (T) 3 (1) 5 (5/3/1) 221M 108.5M 7555.02
KMeans (P) 3 (1) 5 (5/3/1) 250M 115.5M 7700
KMeans (U) 3 (1) 5 (5/3/1) 265M 125M 8050
KNN (B) 0 1 (1/1) 4.2M 3.1M 223.47
KNN (T) 3 (1) 4 (4/1) 4.2M 3.1M 254.93
KNN (P) 3 (1) 4 (4/1) 5M 4M 258
KNN (U) 3 (1) 4 (4/1/1) 3.1M 1.7M 258.42
KNN (D) 5 (1) 4 (4/1/1) 6.3M 3.1M 0.027
KNN (C) 5 (1) 4 (4/1/1/1) 778.2K 772.7K 0.034
Kalman Filter 6 (1) 4 (4/3) 3M 45.6M 45.1
Vector Mult. 0 1 (1) 4.1M 3.1M 3.41
Stencil 1D 0 1 (1) 4.1M 2M 3.41
Stencil 2D 2 2 (1) 1 (1/1) 7M 4M 106.4
Matrix Mult. 1 (1) 1 (1/1/1) 2.1B 3.2B 57222.9
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ing parameters of the algorithms are con�gured using the default values provided by the
Scikit-learn library.

In Figure 6.7, the geometric mean speedup and synthesizability percentage of Collec-
tiveHLS are illustrated for all the clustering approaches under examination. Among these,
KMeans attains the highest geometric mean speedup value of 10.8, whereas DBSCAN
records the lowest at 3.2. Concerning the synthesizability percentage, spectral clustering
demonstrates the highest feasibility at 62.4%, while a�nity propagation and mean shift
exhibit the lowest percentages at 46.6%. KMeans surpasses both A�nity Propagation and
Mean Shift in terms of geometric mean speedup and synthesizability percentage. Its abil-
ity to create clusters with relatively uniform sizes results in rich per-cluster Pareto optimal
distributions, contributing to e�cient directive proposals. Despite DBSCAN achieving
a slightly higher synthesizability percentage (2.3%) than KMeans, it is outperformed in
terms of overall performance. This is attributed to the nature of DBSCAN [142], which,
in identifying high-density regions, designates multiple points as outliers, leading to their
exclusion from per-cluster Pareto optimal distribution generation. Notably, during DB-
SCAN clustering, more than 10 applications are excluded, contributing to sub-optimal
results. KMeans outperforms OPTICS, which shares a similar approach with DBSCAN.
Spectral clustering, while exhibiting 8.6% higher synthesizability, lags behind in geomet-
ric mean speedup (1:77�). Considering e�ciency, interpretability, and computational
e�ciency [143], KMeans clustering is selected.

As mentioned earlier, choosing the right number of clusters is a crucial parameter. In
Figure 6.8, the geometric mean speedup and synthesizability percentage are illustrated
for various cluster numbers. The maximum geometric mean speedup, reaching 11.15, is
achieved when the number of clusters is set to 2, while the lowest, at 2.05, occurs for
9 clusters. In terms of synthesizability percentage, the lowest value, 46.6%, is observed
with 2 clusters, and the highest, at 75.9%, is attained with 14 clusters. The overall
trend observed indicates that increasing the number of clusters, i.e., adopting a more
�ne-grained approach, results in lower geometric mean speedup and higher synthesiz-
ability. This outcome is attributed to the utilization of fewer points in each cluster's
Pareto distribution, diminishing the e�ciency of the proposed directives. To determine
the optimal number of clusters, we computed the product of geometric mean speedup
and synthesizability and found that the optimal value (578.9) corresponds to 5 clus-
ters.
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Figure 6.7.: Clustering Algorithm Evaluation Figure 6.8.: KMeans Cluster Number Evalua-
tion

Used Pareto Frontiers

In Section 6.3, Phase C outlines that for each application allocated to a cluster, we iden-
tify designs from the Pareto front and incorporate the associated directives. However, this
constraint can be relaxed by considering additional frontiers. The rationale behind this
approach is that including more frontiers, up to a certain extent, will augment the points
available for the statistical analysis performed by CollectiveHLS. Nonetheless, incorpo-
rating designs that are distant from the optimal ones may result in sub-optimal directive
proposals in terms of performance. To assess the impact of this parameter, we identify
the �rst 10 Pareto frontiers for each analyzed application and evaluate CollectiveHLS
using these distinct distributions. To determine the k-Pareto front, we straightforwardly
eliminate the �rst k-1 Pareto fronts and subsequently recalculate the Pareto front using
the remaining points in the distribution. For instance, using 2 Pareto fronts implies that,
for each application, we utilize the �rst and second Pareto frontiers in the generation of
the per-cluster Pareto optimal distribution. Figure 6.9 illustrates the geometric mean
speedup and synthesizability percentage for di�erent number of Pareto frontiers consid-
ered during optimization. Concerning geometric mean speedup, an increase in Pareto
fronts up to 4, results in the highest value of 11.57, followed by a nearly linear decrease
to 9.05 when 10 Pareto fronts are used. The trend suggests that relaxing the Pareto
front inclusion criteria up to 4, incorporates nearly optimal distribution points, enhanc-
ing directive proposals. However, extending beyond this point includes less favorable
points, diminishing the e�ciency of proposed solutions. Regarding synthesizability, a
rise is observed from the 2nd Pareto front, where the lowest value of 48.28% is found,
to the highest value of 60.34% with 10 Pareto fronts. This behavior correlates with the
decrease in geometric mean speedup, indicating that directive proposals are less e�cient,
utilizing fewer resources, and making it more likely for the �nal design to be synthesized.
To �nd the optimal number of Pareto fronts, we employ the same approach used for
determining the number of clusters and �nd that the optimal value (598.2) is 4 Pareto
fronts.
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Figure 6.9.: Pareto Front Number Evaluation Figure 6.10.: Probability Threshold Evalua-
tion

Probability Threshold

The probability threshold plays an important role in the compile-time directives assign-
ment phase, in�uencing the application of directives proposed by CollectiveHLS on the
source code. The probability threshold determines the likelihood of a directive being
applied, with higher/lower values resulting in fewer/more directives being applied, re-
spectively. We analyze threshold values in the range of 0.1 to 0.5 with a step of 0.15,
evaluating the geometric mean speedup and synthesizability percentage of CollectiveHLS.
Figure 6.10 illustrates the examined metrics for di�erent probability thresholds. The high-
est geometric mean speedup value, equal to 12.96, occurs at a threshold of 0.1, while the
lowest value, equal to 0.89, occurs at a threshold of 0.45. The general trend indicates that
for threshold values above 0.2, the directives proposed by CollectiveHLS are not applied,
resulting in designs comparable to Vitis HLS, i.e., the initial source code without direc-
tives. Values below 0.2 trigger the application of directives, revealing the advantages of
collaborative information sharing in the output design's quality. Concerning synthesiz-
ability percentage, the highest value of 96.55% is achieved for the maximum probability
threshold while the minimum value of 51.72% is achieved for the probability threshold
of 0.1. To identify the best probability threshold, we exclude values above 0.2 as they
do not reveal the impact of CollectiveHLS' directive proposal. For the remaining values,
the threshold value with the highest geometric mean synthesizability product (670) is
0.1.

Knowledge-base Scaling

CollectiveHLS is inherently data-driven, meaning that the knowledge base, comprising
the used applications, directly in�uences its ability to provide e�cient designs. Varied
knowledge base sizes result in diverse clustering patterns of application source codes,
consequently yielding di�ering Pareto-optimal distributions per cluster and distinct di-
rective proposals. To explore the impact of knowledge base size, we systematically revisit
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the LOT experimental campaign, considering scenarios encompassing di�erent percent-
ages of the available applications' solution spaces. Figure 6.11 displays the geometric
mean speedup of our approach across the examined knowledge base sizes. The results
reveal that the higher the percentage of the knowledge base employed, the greater the
geometric mean speedup. This suggests that our approach's performance can be further
enhanced by incorporating additional applications. For values below 0.4, the average ge-
ometric mean speedup equals 2.33, whereas for values above, the average speedup is 8.67.
An interesting observation is that enlarging the knowledge base from 40% to 60% leads
to a �ve-fold increase in geometric mean speedup. Further increasing the knowledge
base by an additional 20% has a more modest e�ect on the geometric mean speedup,
with only a 10% increase. This outcome primarily stems from the inclusion of appli-
cations that augment the Pareto-optimal points within the distribution of each source
cluster, resulting in more precise distributions and, consequently, improved directive pro-
posals.

Although we observe that increasing the knowledge base size leads to a higher geometric
mean speedup, it also results in decreased synthesizability. Speci�cally, when using 10%
of the knowledge base, the synthesizability is 88%, whereas using 100% of the knowledge
base results in a drop to 53.5%. To better understand this outcome, we compare the de-
signs produced by CollectiveHLS at each knowledge base size with: a) the approximation
of the Pareto frontier acquired by the NSGA-II-based optimizer described in Phase B,
and b) the designs produced by the Vitis baseline, i.e., the o�cial source code without di-
rectives synthesized by VitisHLS. To quantify the di�erences in design latency, BRAM%,
DSP%, FF%, and LUT% between the designs produced by CollectiveHLS, the NSGA-II
optimizer, and Vitis, we calculate the Average Distance from Reference Set (ADRS) met-
ric [144]. Figure 6.12 displays the average ADRS for each knowledge base size for both the
NSGA-II optimizer (Left) and Vitis (Right), respectively.

Figure 6.12 (Left) shows that increasing the knowledge base size leads to a decrease in the
average ADRS value, indicating that the designs produced by CollectiveHLS increasingly
approach the designs generated by the NSGA-II-based optimizer. Speci�cally, the ADRS
value is 694 for 10% of the knowledge base, whereas it drops to 46 for 100%. This trend
is expected since a larger number of applications enable CollectiveHLS to perform more
aggressive optimizations, resulting in more latency-e�cient designs, as demonstrated by
the geometric mean speedup in the original manuscript. The more intriguing result is
shown in Figure 6.12 (Right). Here, we observe that increasing the knowledge base size
leads to an increase in the average ADRS value, meaning the designs diverge further from
those produced by Vitis. The ADRS value is 525 for 10% of the knowledge base, whereas it
rises to 1049 for 100%. A smaller knowledge base size means fewer applications are used by
CollectiveHLS to generate the per-cluster and action point probability density functions
for the directives. This results in less aggressive optimizations, producing designs closer
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Figure 6.11.: Knowledge Base Scaling Figure 6.12.: ADRS using NSGA-II and Vitis
Designs as Reference

Figure 6.13.: CollectiveHLS LOT Evaluation

to those of Vitis. Since Vitis does not apply optimizations, it has a high synthesizability
percentage of 96%, comparable to the 88% achieved by CollectiveHLS with 10% of the
knowledge base. The most important outcome of this analysis is that more aggressive
optimizations increase the likelihood of producing designs that are either not synthesizable
or feasible. This �nding underscores the need for the Re-proposing Directives Feature
described in Phase E of Section 6.3.

6.4.3. Comparison with Di�erent Optimization Strategies

Following the determination of optimal parameters for CollectiveHLS (Section 6.4.2), we
compare the design outcomes achieved by our optimization methodology (excluding the
re-proposing feature) with: i) the design resulting from manual tuning by the benchmark
suite developers, e.g., Machsuite (Tuned), ii) the design output obtained when directives
leading to maximum resource utilization (MAX) are applied, iii) the design optimized
using a state-of-the-art knowledge-based method [35] (KBOpt), and iv) the design with
the minimum latency achieved through an NSGA-II-based exploration of the design space
(GenOpt). In Figure 6.13, we showcase i) the geometric mean speedup, ii) distributions
of design latency speedup, iii) distributions of inference latency (i.e., time to provide the
directive proposal along with the synthesis of the kernel), and iv) the normalized resource
e�ciency distributions of BRAM%, DSP%, FF%, and LUT% for each optimization ap-
proach compared to Vitis. We de�ne the normalized resource e�ciency of resource utiliza-
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tion metric x for optimization approach y, where x 2 fBRAM%; DSP%; FF%; LUT%g
and y 2 fTuned; Max; KBOpt; GenOpt; CollectiveHLSg using Equation 6.9.

Normalized Resource E�ciencyx,y =
xVitis

xy
(6.9)

Throughout the evaluation, we utilize the geometric mean as a measure to account for
variations in design speedup values across di�erent applications and to mitigate the im-
pact of outliers [76]. Additionally, the �gure includes synthesizability and feasibility
percentages.

Human Optimized Designs

As mentioned earlier, the Tuned baseline underscores the in�uence of directives proposed
by the developers of the benchmark suite on the QoR metrics in the design. Tuned
resulted in a slight improvement over Vitis, achieving a geometric mean speedup of 1:56�,
as indicated by the tight speedup distribution with a median value of exactly 1.0 and an
interquantile range of 0.59 (the red dotted line represents the Vitis baseline, as everything
is normalized to this value). In this baseline, the distribution of inference latency, i.e.,
the time to propose directives along with the synthesis of the kernel, closely resembles
that of Vitis, with a minimum/maximum value of 22 seconds/1 hour and an average
value of 2.6 minutes. The hand-optimized design resulted in a 94.8% synthesizability
percentage and a 96.36% feasibility percentage, which is a reasonable outcome, given that
human iteration on the design is optimized to lead to at least a synthesizable/feasible
solution. Regarding resource utilization, the design produced by Tuned requires more
LUTs, as indicated by the distribution with a minimum/maximum value of 0.008/1.0
and an average value of 0.76. This indicates a 24% rise in LUT%, a recognized outcome
when directives promoting parallelism, such as loop unrolling or pipelining, are applied.
BRAM%, DSP%, and FF% closely match those of Vitis, as shown by their respective
distributions.

Resources Over-provisioning

The MAX baseline emphasizes the e�ects of resources over-provisioning. For each ap-
plication explored in the �Directives and QoR Metrics Annotation� (Section 6.3), we
identify the design with the maximum summary of resource utilization percentages, en-
suring that they do not exceed the available target FPGA's resources. MAX outperforms
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Vitis, achieving a geometric mean speedup of 4:04�, which is also highlighted by the
speedup distribution. The inference latency distribution displays a minimum/maximum
value of 38 seconds/1.1 hours with an average of 24 minutes, indicating that MAX re-
quires more time to provide the output design. When the design has a higher utilization
of resources, the synthesis tool has to consider a larger number of possibilities for placing
and routing logic elements, which increases the search space. Additionally, the complex-
ity of the design increases with higher resource utilization, requiring more iterations and
optimizations during the synthesis process. Since we chose con�guration that meets the
synthesizability and feasibility criteria, both percentages lie at 100%. As expected, the
over-provisioning design has the highest resource requirements, especially for BRAM%
and LUT% utilization, as shown by the decrease in the 25%-iles (0.023 and 0.027). Re-
garding the DSP% and FF% distributions, although resource utilization is comparable
to Vitis, there is an increase in outliers and a decrease in the minimum values, reaching
0.67 and 0.011, respectively.

Knowledge-based Optimization

CollectiveHLS falls within the realm of knowledge-based approaches in the state-of-the-
art. To showcase its e�cacy, we conduct a comparison with Ferretti's knowledge-based
HLS optimization [35] (KBOpt), which, to the best of our knowledge, is the most closely
related approach in the SotA. KBOpt follows a series of steps when optimizing an ap-
plication. As a �rst step, it identi�es the most similar application in terms of source
code features, calculating the Hamming distance with other pre-explored applications in
Phase B. For the identi�ed application, it retrieves the Pareto-optimal designs and ex-
tracts their directives. It translates these directives, similar to the approach in [35], and
applies them to the source code of the application being optimized. Finally, the method
synthesizes all the di�erent optimized source codes and identi�es the designs with the
lowest latency.

KBOpt achieves a geometric mean speedup of 7:79� over Vitis, with a speedup distri-
bution having a median value of 8.945 and an interquartile range of 30.8. The inference
latency distribution indicates a signi�cant increase in the actual time to propose direc-
tives, with a minimum/maximum value of 33 seconds/82 hours and an average value
of 5.5 hours. This increase is attributed to the Pareto frontiers of certain applications
containing multiple points, resulting in multiple translations of directives and subsequent
synthesis processes to acquire the �nal designs. KBOpt achieves a 94.83% synthesizabil-
ity score and 100% feasibility, which is noteworthy, surpassing even the Tuned baseline
in synthesizability and feasibility. Regarding resource utilization, KBOpt exhibits an in-
crease in BRAM% and LUT%, as indicated by the decrease in the 25%-iles (0.027 and
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0.18). Concerning DSP% and FF%, a similar pattern is observed as in the resource over-
provisioning baseline. In resource utilization comparison, KBOpt outperforms resource
over-provisioning by achieving better performance with lower resource utilization, under-
scoring the advantages of knowledge-based approaches.

NSGA-II Exploration

We also conduct a comparison between CollectiveHLS and a typical per-application DSE
approach, speci�cally one involving the approximate optimal Pareto designs generated by
the NSGA-II optimizer (GenOpt) for each application. The NSGA-II con�guration is de-
tailed in section 6.3. GenOpt achieves a geometric mean speedup of 18:47� over Vitis, the
highest among all examined baselines. Its speedup distribution has a median value of 16.4
and an interquartile range of 48.4. However, this increased performance is accompanied
by higher inference latency, with GenOpt's inference latency distribution ranging from
42 seconds to 132.7 hours and an average value of 15.5 hours. Both synthesizability and
feasibility metrics reach 100%, re�ecting the NSGA-II exploration's emphasis on these re-
quirements. Finally, given its optimization goal of �nding a design with minimum latency
and resources, GenOpt achieves the lowest percentages for BRAM%, DSP%, FF%, and
LUT% compared to resource over-provisioning and the implemented knowledge-based
approach.

CollectiveHLS

The proposed optimization methodology achieves a geometric mean speedup of 12:3�,
with a speedup distribution having a median value of 22.3 and an interquartile range
of 38.7. The inference latency distribution ranges from 30 seconds to 1 hour, with an
average value of 32 minutes. Given that feature vector generation takes 2.1 sec, cluster
assignment 420 msec, directive generation 310 msec, and directive application 100 msec, it
is evident that the synthesis time is clearly the primary factor contributing to the overall
inference time. For DSP%, FF%, and LUT%, tight distributions around 1.0 indicate that
CollectiveHLS provides designs with comparable resource utilization to the Vitis baseline.
Notably, the BRAM% distribution shows a minimum/maximum value of 0.13/31 and an
average value of 3.8, suggesting that CollectiveHLS requires less BRAM% utilization
than the Vitis baseline. However, the synthesizability percentage is 53.45%, re�ecting
the global nature of CollectiveHLS's directive assignment, which lacks �ne-tuning. The
feasibility percentage reaches 87%.
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CollectiveHLS achieves 7.9�, 3.1�, and 1.58� higher geometric mean speedup compared
to the Tuned, MAX, and KBOpt baselines. Our approach outperforms hand-optimized
designs of the benchmark suite, and this is attributed to the recent availability of Vitis'
default optimization �ag, which was introduced after the release of the benchmark suites.
The impact of default VitisHLS optimization is analyzed in the next section. Collec-
tiveHLS also surpasses over-provisioning, demonstrating that using oblivious techniques
cannot guarantee high performance. Compared to state-of-the-art knowledge-based tech-
niques, our approach stands out by optimizing based on multiple applications, showcasing
the bene�ts of collaborative information sharing. While its geometric mean speedup is
1.5� lower than GenOpt, the comparison of design latency speedup distributions high-
lights that CollectiveHLS has a 1.4� higher speedup median value and a 1.25� lower
interquartile range, indicating similar distributions. On average our approach leads to
10:3� and 29:1� less time to propose the optimized design highlighting its ultra-fast
nature. CollectiveHLS takes 12:3� and 1:33� more time on average to provide the opti-
mized compared to Tuned and MAX baselines respectively. It's important to note that
the Tuned and MAX baselines include only the time to synthesize the corresponding
kernel, excluding the time required for the designer to choose the appropriate directives.
In terms of BRAM%, DSP%, FF%, and LUT% distributions, CollectiveHLS suggests
designs with lower resource requirements compared to other baselines. However, it is
important to note that CollectiveHLS exhibits the lowest synthesizability and feasibility
percentages among the baselines, indicating a signi�cant limitation in this version of our
approach.

6.4.4. Activating Vitis HLS Optimizations

In this section, our objective is to assess the in�uence of optimizations automatically
applied by Vitis HLS to each kernel. Vitis HLS is capable of executing the following opti-
mizations: i) automatic loop pipelining using the �ag config_compile -pipeline_loops,
ii) unrolling of small tripcount loops through config_unroll -tripcount_threshold,
and iii) complete partitioning of small arrays using config_array_partition
-complete_threshold. We enable these optimizations and conduct synthesis for each
optimized kernel using CollectiveHLS. To ensure a fair comparison, we follow the same
process for all available baselines. Additionally, we include Vitis_Opt, which highlights
the impact of Vitis optimizations on the o�cial source code without directives. Figure
6.14 presents the same diagrams as in the previous section for the mentioned baselines.
Enabling the default Vitis HLS optimizations signi�cantly boosts the performance of our
approach, resulting in a geometric mean speedup of 23:08� over Vitis, which represents
a 1:87� increase compared to CollectiveHLS without the optimizations enabled. This
enhancement is also evident in the design latency speedup distribution, which exhibits a
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2:1� higher speedup on average. Despite these improvements, CollectiveHLS maintains
its e�ciency in rapidly generating optimized designs, with only a 4% increase in infer-
ence latency on average. However, enabling the optimizations leads to a slight decrease
in synthesizability by 1.73% and feasibility by 7.1%. Notably, the default Vitis HLS
optimizations have minimal impact on resource utilization, as indicated by the nearly
identical resource distributions.

All baseline approaches bene�t from Vitis optimization, with Vitis experiencing the
largest increase of 8:34�, followed by Tuned and KBOpt with 7:23� and 1:39�, respec-
tively. However, over-provisioning exhibits only a minimal performance improvement of
7%, as the maximal resource utilization leaves little room for additional optimizations
by Vitis. NSGA-II experiences an even lower increase in performance, at just 1%, which
is attributed to the extensive coverage of the Pareto front, limiting opportunities for
further enhancements. While Vitis HLS optimizations enhance the performance across
all available baselines, CollectiveHLS consistently outperforms them, achieving geomet-
ric mean speedups of 2.78�, 2.05�, 5.33�, 2.1�, and 1.2� higher than Vitis, Tuned,
Max, KBOpt, and GenOpt with default Vitis optimizations enabled, respectively. Col-
lectiveHLS demonstrates its superiority further in the design latency distribution, with
its median value of 34.4 surpassing that of the other approaches. Our approach consis-
tently delivers faster optimized designs compared to the state-of-the-art knowledge-based
approach (9.94�), and the NSGA-II exploration strategy (28.1�). Vitis, Tuned, and over-
provisioning o�er faster optimized designs on average, with speedups of 15�, 14.5�, and
1.56�, respectively. This is attributed to not factoring in the time needed to identify the
directives. In terms of BRAM%, DSP%, FF%, and LUT% distributions, the picture does
not change as CollectiveHLS suggests designs with lower resource requirements compared
to other baselines, comparable to simple Vitis, although more aggressive optimizations
are performed. As previously mentioned, the major challenge lies in synthesizability and
feasibility, which still remain at lower percentages. Note that Vitis impacted the synthe-
sizability of other baselines too, with over-provisioning experiencing a 30% decrease in
synthesizability and a 20% decrease in feasibility. The same trend is observed for NSGA-II
exploration, leading to a 10% drop in synthesizability and a 12% drop in feasibility. The
state-of-the-art knowledge-based approach is not signi�cantly impacted in terms of feasi-
bility and synthesizability, maintaining the exact same synthesizability and experiencing
only a 2% drop in feasibility. This observation, along with similar trends observed in
CollectiveHLS, highlights that knowledge-based approaches can be combined with Vitis
HLS optimizations without signi�cant drawbacks.
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Figure 6.14.: CollectiveHLS with Vitis Optimizations LOT Evaluation

6.4.5. Activating Directives Re-proposing Feature

Upon enabling optimizations by Vitis alongside CollectiveHLS, the re-proposing feature
within our optimization methodology is activated. The impact of this feature is depicted
in Figure 6.15, focusing solely on CollectiveHLS with and without the re-proposing aspect.
However, comparisons with other mechanisms can be drawn directly from Figures 6.13
and 6.14. The re-proposing feature signi�cantly enhances CollectiveHLS's synthesizabil-
ity and feasibility percentages, achieving 100% synthesizability and 96.55% feasibility.
Notably, among the optimized applications, only AES and Kalman Filter surpass the
available resources of the target FPGA. CollectiveHLS fails to propose feasible designs
for these applications due to encountering a not synthesizable design during iterations,
triggering the exit condition. Consequently, the optimized designs by Vitis_Opt are
provided, which also fail to produce feasible designs, resulting in synthesizability and
feasibility metrics matching those of Vitis_Opt, an industrial-strength optimization �ag.
Despite the re-proposing directives feature necessitating an average of 4 iterations to
propose the �nal design, it requires only a 35% increase in time on average to propose
the optimized design compared to CollectiveHLS without the re-proposing feature, as evi-
denced by the similar inference latency distributions. Once more, the increase in inference
time is primarily due to the greater number of syntheses required, as the other steps of
the re-proposing feature take less than 2.5 min on average. In terms of performance, the
re-proposing directives feature yields a geometric mean speedup of 11:6� over Vitis_Opt,
representing a 1:9� decrease compared to CollectiveHLS without this feature. This di�er-
ence is also highlighted in the design latency speedup distributions. As for the resources
distributions, re-proposing directives lead to higher resource utilization except for the
DSP% distributions, which are identical for both versions of CollectiveHLS. Speci�cally,
the re-proposing directives result in an average increase of 4:3� in BRAM% utilization,
1:6� in FF% utilization, and 4:3� in LUT% utilization.

Despite experiencing a performance drop compared to CollectiveHLS' previous version,
the re-proposing directive feature surpasses most of the baselines, achieving geometric
mean speedups of 1.4�, 1.03�, 2.7�, and 1.06� higher than Vitis, Tuned, Max, and
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Figure 6.15.: CollectiveHLS with Vitis Optimizations and Directives Re-proposal Feature LOT
Evaluation

KBOpt with Vitis optimizations enabled, respectively. However, it falls short with a 1.6�
lower geometric mean compared to the NSGA-II exploration strategy. Our approach
consistently yields faster optimized designs than the state-of-the-art knowledge-based
approach (7.6�) and the NSGA-II exploration strategy (21.6�). In terms of resource
utilization, CollectiveHLS suggests designs with lower requirements compared to other
baselines, similar to simple Vitis. Regarding synthesizability, it achieves 5.2%, 29.3%,
5%, and 11.3% higher synthesizability compared to Tuned, Max, KBOpt, and GenOpt
with default Vitis optimizations enabled, respectively. Additionally, it leads to 2%, 16%,
and 8% higher feasibility compared to Tuned, Max, and GenOpt' Notably, CollectiveHLS
achieves an 11:6� higher geometric mean speedup with only a modest increase of 12%
in BRAM%, 1% in DSP%, 9% in FF%, and 20% in LUT% on average, highlighting the
e�ectiveness of our optimization strategy.

Figure 6.17 showcases the speedup achieved by CollectiveHLS over Vitis when default
Vitis optimizations and the re-proposing directives feature are enabled. On average, Col-
lectiveHLS achieves a 32:5� speedup over Vitis, peaking at 310:4� for the Molecular
Dynamics KNN application. However, for one of the versions of Dilate Pipeline appli-
cation, used to expand boundaries in binary images, our approach achieves a 30% lower
design latency compared to Vitis. Initially, CollectiveHLS faces challenges in producing
a feasible design due to the large arrays required to store images within the resource con-
straints of the target FPGA. As a solution, the re-proposing directive gradually adjusts
optimization to �t the target device, resulting in a slight deceleration, although this is not
a consistent observation. The most signi�cant performance improvements are observed
for highly parallel applications such as those in the KMeans and KNN application family
from RodiniaHLS, as well as the Molecular Dynamics KNN and Sparse Matrix-Vector
Multiplication applications from Machsuite. Furthermore, CollectiveHLS demonstrates
promising results for applications with higher memory accesses than computation, exem-
pli�ed by the Computational Fluid Dynamics Step Factor Baseline application from Ro-
diniaHLS, due to the e�cient utilization of on-chip memory.
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6.4.6. Evaluating Against Application-speci�c Model-based DSE

In our experimental evaluation, we also compare CollectiveHLS with a model-based DSE
approach. To facilitate this comparison, we trained application-speci�c models for the
applications in our knowledge base. We focused on application-speci�c models because
they can achieve higher accuracy in predictions by concentrating on the unique data pat-
terns and behavior of a particular application compared to application-agnostic models.
Our goal was to develop models that predict design latency, BRAM%, DSP%, FF%, and
LUT% for each application using the collected data. We experimented with three di�er-
ent models proposed in recent literature for this task: Random Forest [53], Radial Basis
Function (RBF) [54, 145], and XGBoost [51]. We split the dataset for each application
into two subsets: 75% for training/validation and 25% for testing. We evaluated the
models using both the Mean Absolute Error (MAE), which indicates the prediction error
(with lower values being better), and the coe�cient of determination (R²), which shows
how well the predicted values match the variance of the real data (with values closer to
1 being better). Table 6.4 presents the corresponding metrics. The �rst value represents
the average R² score, while the value inside the parentheses indicates the average MAE
score.

As shown in Table 6.4, XGBoost has the best average R² and MAE scores, making it
our chosen model for the application-speci�c model-based optimizer. We integrated the
trained XGBoost models into our NSGA-II-based optimizer, as described in Phase B, to
develop our application-speci�c model-based optimization approach. In the application-
speci�c model-based case, the NSGA-II optimizer utilizes the trained model for each QoR
metric to evaluate a design and acquire the design latency, BRAM%, DSP%, FF%, and
LUT%, instead of using VitisHLS. Because evaluating a design now requires signi�cantly
less time w.r.t. Synthesis-based approach, we have removed the 24-generation limit. To
determine which design to use for comparison with CollectiveHLS, we �rst identify the
designs on the Pareto frontier and sort them in ascending order of design latency. We
then use VitisHLS to synthesize each design, starting from the lowest latency, until we
�nd a design that is both synthesizable and feasible.

Figure 6.16 (Left) illustrates the design latency speedup distributions relative to Vitis for
the application-speci�c model-based optimization approach, referred to as ModelOpt, and
for CollectiveHLS. In terms of design quality, CollectiveHLS experiences a slight average
speedup drop of 11% compared to ModelOpt. The similarity in design quality between
the two approaches is also evident in the resemblance of their speedup distributions.
As expected, the application-speci�c model-based approach surpasses CollectiveHLS in
terms of design quality due to its enhanced knowledge of the design space for each appli-
cation. However, using such a model for new applications requires collecting new data,
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Figure 6.16.: Comparison of CollectiveHLS against Application-speci�c Model-based DSE

which takes multiple hours, training the model, and then using it for exploration. This
process is necessary even if the new input code di�ers only slightly, such as by adding
a single loop structure. While the high accuracy of these models is bene�cial, it comes
at a signi�cant cost, hindering scalability. Consequently, modern literature is moving to-
wards more application-agnostic solutions that, although potentially less accurate, avoid
this bottleneck. Knowledge-based approaches like CollectiveHLS do not su�er from this
limitation.

Table 6.3.: R² score and Mean Absolute Error (MAE) for the Evaluated Models

Model Design La-
tency

BRAM% DSP% FF% LUT%

Random Forest 0.85 (0.08) 0.89 (0.12) 0.73 (0.12) 0.83 (0.15) 0.83 (0.2)
RBF 0.77 (0.22) 0.88 (0.18) 0.59 (0.23) 0.81 (0.21) 0.85 (0.22)
XGBoost 0.87 (0.09) 0.91 (0.11) 0.83 (0.10) 0.83 (0.14) 0.84 (0.18)

Figure 6.16 (Middle) presents the exploration time in seconds for ModelOpt and Collec-
tiveHLS. This diagram excludes the time required to perform the HLS process to highlight
the actual time each optimization approach takes to provide the optimized design. Col-
lectiveHLS takes an average of 3.2 seconds to propose the optimized design, whereas
ModelOpt takes an average of 1 minute and 3 seconds to produce the optimized design.
This means that CollectiveHLS proposes the optimized design 19.7 times faster, showcas-
ing its ultra-fast nature. Figure 6.16 (Right) presents the resource utilization percentages
for both optimization approaches. Speci�cally, ModelOpt requires 8% more BRAMs, 7%
more FFs, and 18% more LUTs on average, while both mechanisms require the same
amount of DSPs. This underscores the resource-e�cient nature of CollectiveHLS, which
achieves similar design quality while utilizing fewer resources compared to ModelOpt.
Finally, both optimization approaches are capable of providing synthesizable designs.
In terms of feasibility, all ModelOpt designs are feasible, while the feasibility of Collec-
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tiveHLS designs is limited to that of Vitis_Opt.

6.4.7. Evaluating Against ScaleHLS

We assess CollectiveHLS against ScaleHLS, a state-of-the-art framework for HLS de-
sign [23]. ScaleHLS introduces a novel paradigm in HLS design representation, leveraging
a Multi-Level Intermediate Representation (MLIR) [146] structure to facilitate optimiza-
tions across various levels of abstraction. For instance, at the graph level, ScaleHLS
orchestrates source code transformations to enable function-level pipelining, while at the
loop level, it automates loop tiling and incorporates various other optimization techniques.
Additionally, at the directives level, ScaleHLS strategically applies directives based on
preceding code transformations. To explore the Pareto front e�ciently, ScaleHLS imple-
ments an algorithmic process that iteratively re�nes the Pareto frontier until a satisfactory
solution is achieved, with the aid of an As Late As Possible (ALAP) algorithm during
exploration. Once the transformations are complete, ScaleHLS generates the �nal syn-
thesizable source code, ready for synthesis with Vitis HLS. To evaluate our optimization
approach against ScaleHLS, we select source code kernels from our dataset (see Table 6.2)
that resemble those analyzed in Section A of the original paper's experimental results.
Considering the target device and frequency, we adjust the ALAP scheduler con�guration
using information speci�c to the UltraScale+ MPSoC ZCU104. Following the DSE with
ScaleHLS, we synthesize the kernel with Vitis HLS and compare it with the corresponding
design from CollectiveHLS.

Figure 6.18 provides a comprehensive view of the design latency speedup achieved by each
approach over Vitis, the time taken to produce the optimized design, and the resource
utilization metrics (BRAM%, DSP%, FF%, and LUT%) for both optimization methods.
CollectiveHLS achieves a geometric mean speedup of 12:47� over Vitis, slightly lower
than ScaleHLS's speedup of 12:63�, indicating that our method achieves comparable
performance. A notable distinction in optimized design performance is observed for the
�Vector Multiplication� and �Stencil 2D (2)� applications sourced from GitHub, where
ScaleHLS demonstrates 13:8� and 10:2� higher speedups, respectively, compared to
CollectiveHLS. To investigate the cause of this di�erence in performance, we analyzed
the directives applied by both optimization approaches to the computationally intensive
sections of their source code. While both CollectiveHLS and ScaleHLS utilize pipeline
directives, ScaleHLS distinguishes itself by leveraging its transformation capabilities to
unroll the innermost loop in the source code by a factor of 10. While the approach of
modifying the source code during optimization can yield improvements in certain cases,
it does not universally bene�t all scenarios. In some instances, extensive modi�cations
may disrupt the compiler's optimization process, leading to sub-optimal execution paths
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Figure 6.17.: CollectiveHLS with Vitis Optimizations and Directives Re-proposal Feature
Speedup over Vitis per Application

Figure 6.18.: Comparison of CollectiveHLS against ScaleHLS

or increased resource utilization [147]. For instance, in the �GEMM 2� application,
ScaleHLS's source code unrolling resulted in an execution initiation interval of 1666,
leading to 37� lower performance than CollectiveHLS which uses pipeline directives
to the original source code. As expected, CollectiveHLS completes the optimization
process in approximately 9.1 minutes, while ScaleHLS requires 20.3 minutes, making
CollectiveHLS 2:24� faster in proposing optimized designs on average. Upon analyzing
the resource utilization diagrams, it's evident that for the �SPMV� and �Stencil 2D
(1)� applications, ScaleHLS generates designs that surpass the available DSPs on the
target FPGA. This result stems from the source code transformations performed by
ScaleHLS, which contribute to increased resource utilization. In contrast, CollectiveHLS
consistently respects the available resources of the target FPGA. Additionally, ScaleHLS
exhibits higher resource utilization rates, speci�cally 7.5% and 10.3% on average for FF%
and LUT%, respectively, underscoring that its performance advantages are accompanied
by a signi�cant resource overhead.

6.4.8. Evaluating Against Unseen Applications

We conduct an experiment by excluding certain applications from our knowledge base to
assess the robustness of CollectiveHLS in scenarios with reduced information. This evalu-
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Figure 6.19.: Comparison of Knowledge-based Approaches for Unseen Applications Scenario

ation is compared with the SotA knowledge-based approach [35] (KBOpt), as both meth-
ods are in�uenced by the size and quality of the knowledge base. For CollectiveHLS, ex-
cluding applications means they are not considered during source clustering and are omit-
ted from the generation of Pareto optimal directives. In the case of KBOpt, we identify
the most similar source code for each excluded application from those already present in
the current knowledge base. We enable the re-propose directives feature for CollectiveHLS
and default Vitis optimizations for both methods. Speci�cally, we exclude the Machsuite
benchmark suite and all applications sourced from GitHub, totaling 15 applications and
resulting in a 25% reduction in the initial knowledge base.

Figure 6.19 provides a comprehensive view of the design latency speedup achieved by each
approach over Vitis, the time taken to produce the optimized design, and the resource uti-
lization metrics (BRAM%, DSP%, FF%, and LUT%) for both knowledge-based methods.
CollectiveHLS successfully generates synthesizable designs for all applications, whereas
KBOpt fails for AES, GEMM1, Viterbi from Machsuite, and the Matrix Multiplication
application from GitHub, as depicted by the missing bars in Figure 6.19 (Left), resulting in
a synthesizability rate of 71.4%. Our approach achieves a geometric mean speedup of 11�
over Vitis, outperforming the state-of-the-art knowledge-based approach, which achieves
a 10:2� speedup, highlighting our method's superior performance. CollectiveHLS com-
pletes the optimization process in approximately 23.67 minutes, while KBOpt requires
1.86 hours, making CollectiveHLS 4:71� faster in proposing optimized designs. Regard-
ing feasibility, CollectiveHLS fails to provide feasible solutions for Machsuite AES and
the Kalman Filter from GitHub, triggering the re-propose directives feature and resulting
in non-synthesizable solutions. Consequently, CollectiveHLS resorts to providing designs
without directives, coupled with default Vitis optimizations, which also fail to yield feasi-
ble solutions, leading to an overall feasibility rate of 85.7%. Excluding the applications for
which CollectiveHLS produces infeasible designs, CollectiveHLS exhibits average resource
utilization rates of 1%, 1%, 1.75%, and 2.6% for BRAM%, DSP%, FF%, and LUT%, re-
spectively, indicating that the performance and latency bene�ts of CollectiveHLS come at
a minimal cost in terms of resource utilization. In contrast, KBOpt demonstrates higher
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resource utilization rates of 10.8%, 1.5%, 5.7%, and 11.9% for BRAM%, DSP%, FF%,
and LUT%, respectively.

Table 6.5.: Results of Accelerating the Generator of GAN-based Image Reconstruction Applica-
tion

Optimization Approach Design Latency BRAM% DSP% FF% LUT%
Vitis 527 usec 3% 1% 1% 1%
Vitis_Opt 42.3 usec 13% 4% 1% 4%
CollectiveHLS 4.4 usec 12% 4% 2% 5%

Finally, to demonstrate the capability of our optimization approach in generating opti-
mized designs for entirely new real-world applications, we applied it to accelerate the
generator of a Generative Adversarial Neural Network (GAN)-based image reconstruc-
tion application [148]. The objective of the generator is to complete the missing portion
of a 14 x 28 pixel image, which represents half of an image from the fashion-MNIST
dataset. Danopoulos et al. developed a MultiLayer Perceptron (MLP) with a 4-layer
architecture, utilizing Dense layers with Leaky ReLU activation functions, and a tanh
activation function in the output layer, resulting in a total of 1.1M parameters. To op-
timize the MLP for FPGA deployment, they reduced it to 3 layers with reduced neuron
counts, while preserving the hardware-friendly ReLU activation function. These modi�-
cations reduced the parameter count to 32K, while preserving the high quality of image
reconstruction.

We identi�ed the generator kernel, removed the existing directives, and utilized it as
input for CollectiveHLS. Subsequently, we synthesized the kernel with Vitis optimiza-
tions enabled for the Xilinx MPSoC UltraScale+ ZCU104 FPGA, targeting a frequency
of 300MHz. As baselines, we compared against Vitis and Vitis_Opt. We did not com-
pare the design produced by CollectiveHLS with the one provided by the authors in
their o�cial GitHub repository, as it was optimized speci�cally for the Alveo U50 FPGA.
Table 6.6 presents the latency and resource utilization of the designs. CollectiveHLS
achieves speedups of x119.8 and x9.6 over Vitis and Vitis_Opt baselines, respectively.
Our approach not only reduces design latency compared to these baselines but also main-
tains comparable resource utilization. Speci�cally, it outperforms the design produced
by Vitis with marginal increases of 9% in BRAM%, 3% in DSP%, 1% in FF%, and 4%
in LUT%. Similar trends are observed for the Vitis_Opt baseline, where it surpasses it
with 1% less BRAM% and slight increases of 1% each in FF% and LUT%. Finally, Col-
lectiveHLS completes the optimization process, including generating optimized directives
(55 msec) and performing High-Level Synthesis (123 sec), in less than 124 seconds. This
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is comparable to the 62 sec required by Vitis and the 88 sec required by Vitis_Opt for
the same tasks.

6.5. Conclusion

This chapter introduces CollectiveHLS, a cluster-based hierarchical HLS design opti-
mization strategy that automatically identi�es and applies the most promising directive
con�gurations to minimize design latency. CollectiveHLS yields e�cient design solutions,
achieving an average geometric mean speedup of up to 23:1� compared to the source code
without directives, while maintaining 100% synthesizability and 96.6% feasibility, on par
with Vitis-HLS, the standard framework for FPGA acceleration. Moreover, when com-
pared to strategies like traditional genetic algorithm-based DSE, and SotA approaches,
CollectiveHLS showcases designs of comparable or superior quality but 14:6� faster on
average. This positions CollectiveHLS as a highly promising solution for ultra-fast and
automated HLS optimization.

117



Chapter 7.

Linking High-Level Synthesis with FPGA
Runtime Orchestration

FPGAs are increasingly being adopted across the edge-to-cloud continuum due to their
ability to provide both high performance and energy e�ciency. However, the complex-
ity of programming FPGAs often leads to deployed designs that underutilize available
resources. FPGA multi-tenancy has been proposed to enhance resource utilization, yet
monolithic designs and dynamic workload demands continue to challenge e�cient FPGA
usage and compliance with Quality of Service requirements. To address these issues, we
propose a novel framework1 for the optimal orchestration of FPGAs across the edge-to-
cloud continuum while meeting user demands. The framework generates approximations
of Pareto-optimal designs for each application, capturing trade-o�s between performance
and resource usage with minimal bitstream generation. This information allows the run-
time orchestrator to select the most suitable design based on available PR regions and
the QoS requirements of each user. Experimental results demonstrate that the proposed
approach achieves an average reduction of QoS violations by a factor of 8:1� across di-
verse workloads and baseline con�gurations. Overall, the framework o�ers a practical
and e�ective solution for realizing FPGA-as-a-Service across the edge-to-cloud contin-
uum.

1The framework is openly accessible on GitHub at https://github.com/aferikoglou/FPGAScheduler.
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7.1. Introduction

The rapid growth and increasing capabilities of IoT devices, together with the extensive
deployment of high-speed 5G networks, have led to a massive rise in data generation.
These technological advancements are driving a diverse range of applications, including
autonomous vehicles [77], smart urban infrastructures [78], and intelligent industrial sys-
tems [79]. Such applications demand ultra-low latency, high reliability, and real-time
data processing, requirements that traditional cloud-based architectures alone cannot ef-
fectively ful�ll. To address these challenges, computing resources are being positioned
closer to the data sources, leading to the emergence of edge computing. As a result,
multi-layered architectures are being developed to distribute computational resources
and applications seamlessly from the network edge to centralized cloud platforms. This
integrated approach establishes the edge-cloud computing continuum, enabling e�cient
workload distribution, reduced latency, and improved resource utilization across a wide
range of application domains [80].

Although edge-cloud architectures expand computing capabilities by providing access to
a large pool of additional resources, conventional CPUs often fall short for fast, near
real-time processing. To address this limitation, hardware accelerators such as GPUs,
FPGAs, and ASICs are increasingly integrated across the computing continuum. GPUs,
with thousands of small cores enabling massive parallelism, are particularly e�ective
for computationally intensive tasks like Deep Learning [81], but they come with high
power consumption and can be ine�cient on workloads with complex parallelism [82]. In
contrast, ASICs deliver outstanding performance and energy e�ciency for speci�c tasks
through customized circuit designs, though they involve high development costs and lack
�exibility after fabrication [14]. FPGAs provide a middle ground between these ap-
proaches, o�ering hardware acceleration while retaining post-deployment recon�gurabil-
ity [13]. Their �exible architecture allows custom implementations of critical operations,
from general-purpose datapaths to specialized components such as attention mechanisms
and matrix operations in transformer-based models [31], achieving both high performance
and energy e�ciency.

The increasing adoption of FPGAs is evident from their integration into the infrastruc-
tures of major cloud providers. Microsoft's Project Brainwave [83], an FPGA-based
real-time AI platform, delivers pre-trained DNN models as online services and operates
on Catapult-enhanced servers [84]. This integration illustrates how vendors leverage FP-
GAs to accelerate large-scale workloads e�ciently while preserving the �exibility needed
to support evolving AI applications. Beyond serving as accelerators for computationally
intensive tasks within provider infrastructures, FPGAs are increasingly o�ered as a ser-
vice. Under the FPGA-as-a-Service (FPGAaaS) paradigm, they are made available as
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computing resources, allowing users to allocate, program, and deploy them through ex-
isting management frameworks for on-demand hardware acceleration [85]. For instance,
Amazon provides FPGAs as on-demand cloud resources [86], illustrating the growing
adoption FPGAaaS.

Despite the advantages o�ered by the FPGAaaS paradigm, signi�cant challenges re-
main in e�ciently utilizing available FPGA resources. From the user's perspective,
programmability continues to be a major obstacle. Unlike traditional computing re-
sources, FPGAs require substantial manual e�ort and specialized expertise to achieve
e�cient designs [17]. Although High-Level Synthesis (HLS) tools simplify development,
they still demand considerable hardware knowledge to achieve e�ective performance op-
timization [21]. As shown by Chi et al. [32], insu�cient optimization can even cause
FPGA accelerators to perform worse than CPUs. Moreover, exploring the vast FPGA
design space is constrained by the lengthy hardware generation process, making com-
prehensive optimization both time-consuming and resource-intensive [51]. The use of
unoptimized designs also poses challenges for providers, as ine�cient workloads lead to
under-utilization of FPGA resources and, consequently, e�ective under-provisioning. To
enhance utilization, providers often employ multi-tenancy, allowing multiple users to
share FPGA resources [85]. However, this approach introduces additional complexities.
In a multi-tenant environment, the concurrent sharing of limited resources presents major
challenges to satisfying users' Quality of Service (QoS) requirements. E�cient orches-
tration of these workloads must also adapt to dynamic and �uctuating demands while
maintaining e�ective resource allocation. Together, these factors make the delivery of
FPGAaaS a highly complex and demanding task.

Over the years, numerous solutions have been proposed to streamline the FPGA develop-
ment process and enable more e�cient sharing of FPGA resources. Within the context of
HLS, many studies have focused on automating the identi�cation of optimal directive con-
�gurations for a given design. Traditional approaches explore the con�guration space by
evaluating QoR metrics obtained from HLS-synthesized designs [22], while modern data-
driven methods leverage knowledge from previously optimized designs to guide con�gura-
tions for unseen applications [1]. Other techniques aim to accelerate the design process by
building predictive models that estimate QoR metrics for unexplored designs [26]. Despite
these advances, most existing approaches focus on higher-level design aspects, limiting
their applicability for rapid hardware generation and deployment in real-world scenar-
ios. In the context of FPGAaaS, Partial Recon�guration (PR) [87] has emerged as a key
enabler of FPGA multi-tenancy, allowing multiple users to share resources and improve
overall utilization. In this paradigm, the FPGA is partitioned into multiple PR regions,
each functioning as a virtual FPGA to which a user can allocate their custom hardware
design. PR-based virtualization permits idle fabric to be reassigned to other users, e�ec-
tively transforming the FPGA into a multi-tenant device. PR regions may be con�gured
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as asymmetric [88], to accommodate hardware modules of varying sizes, or symmetric [89]
with �xed dimensions. However, the hardware designs provided by users or obtained from
FPGA-accelerated libraries are typically monolithic, requiring speci�c resources that may
not be available at deployment, which can result in violations of user requirements until
the necessary resources become available.

In this work, we propose a novel framework for the e�cient utilization of multi-tenant
FPGAs. Its primary objective is to minimize QoS violations for applications deployed
on the FPGA while ensuring optimal use of device resources. Our framework generates,
for each deployed application, an approximation of the Pareto-optimal designs repre-
senting di�erent trade-o�s between performance and resource usage. This is achieved
through a modeling approach capable of constructing the Pareto front with a minimal
number of hardware generations. At runtime, the orchestrator selects the most appro-
priate design based on the available PR regions to meet the application's QoS require-
ments. Experimental results demonstrate that our framework reduces QoS violations
by 8:1� on average across various baseline mechanisms and workloads with di�ering ar-
rival rates and resource demands, underscoring its e�ectiveness in realizing the FPGAaaS
paradigm.

7.2. Related Work

Recent years have seen signi�cant research e�orts dedicated to improving FPGA utiliza-
tion, addressing both the challenges faced by users in developing e�cient accelerators
and by providers in managing FPGAs as shared computational resources. These e�orts
can be broadly classi�ed into two categories: i) programming-oriented approaches, which
focus on automating the identi�cation of optimal HLS directives and streamlining the
design space exploration process, and ii) orchestration-oriented approaches, which aim to
e�ciently share FPGA resources among multiple users, with a particular emphasis on
techniques based on partial recon�guration.

Programming-oriented Approaches. The exploration of directive design spaces has long
been a major challenge in the �eld of HLS. Early approaches sought to e�ciently navigate
the directive con�guration space by analyzing QoR metrics obtained from HLS tools, em-
ploying techniques such as simulated annealing [115], evolutionary algorithms [65], and
particle swarm optimization [117]. Other studies introduced specialized heuristics to en-
hance the search process [63]. More recent frameworks have extended these e�orts by
applying source-level transformations through modern compiler infrastructures such as
MLIR [23] or custom compilers built on top of HLS [22]. Nevertheless, achieving accu-
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rate results in these methods typically requires invoking the HLS tool to obtain QoR
metrics, which is a time-consuming process that can take several minutes per design. To
address this limitation, data-driven approaches have emerged, leveraging knowledge from
large collections of previously optimized designs to guide con�gurations for unseen ap-
plications [1,36]. Despite these advancements, most existing methods remain focused on
high-level design abstraction, reducing their applicability for rapid hardware generation
and deployment in practical orchestration scenarios.

Another research direction focuses on replacing the HLS process itself by developing
predictive models trained on large collections of existing designs. During exploration,
these models are queried to estimate QoR metrics, greatly reducing the need for time-
consuming synthesis runs. The increasing availability of design data has enabled the
use of various ML methods, including XGBoost [51], ANNs [51, 52], and CNNs [54],
for predicting latency, resource utilization, and power consumption on target FPGAs.
Recently, GNNs [24, 55] have attracted attention for their ability to capture the struc-
tural characteristics of HLS applications when predicting QoR metrics. Despite their
improved representational power, most of these approaches remain limited to HLS esti-
mations, which often diverge from the actual hardware performance in terms of latency,
resource usage, and power consumption of the implemented design [51]. Bridging this
gap between high-level prediction accuracy and low-level hardware realization remains
a critical challenge for enabling truly e�cient and deployable FPGA design automation
frameworks.

Orchestration-oriented Approaches. The increasing density and capacity of modern FP-
GAs have made it possible to virtualize devices e�ectively, enabling multiple users to
share resources e�ciently. Partial Recon�guration (PR) is a widely used technique for
achieving this goal, as it divides an FPGA into several recon�gurable regions, each func-
tioning as a virtual FPGA. Research on PR-based FPGA partitioning can generally be
divided into asymmetric and symmetric approaches [87]. Asymmetric PR regions provide
enhanced �exibility by supporting hardware modules of di�erent sizes without requiring
full device recon�guration. One representative work in this category is hCODE2.0 [88], an
open-source FPGAaaS platform that leverages asymmetric PR to enable �exible multi-
tenancy. The framework simpli�es accelerator design and deployment while incorporating
an intelligent scheduler that optimizes performance and utilization by considering both
resource availability and communication bandwidth.

In contrast, symmetric PR regions, often referred to as resource slots or tiled regions,
have �xed and prede�ned sizes that cannot be altered at runtime. Adjacent regions can
be combined to host larger accelerators, helping to reduce internal fragmentation and im-
prove overall resource utilization. Several research frameworks and commercial platforms
have adopted symmetric PR partitioning to enable FPGAaaS. Chen et al. [89] proposed
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a cloud FPGA framework that divides devices into symmetric PR regions for accelera-
tor deployment, achieving low virtualization latency, though limited by PCIe bandwidth
constraints. The RC3E FPGA hypervisor [149] allows users to deploy custom hardware
designs through full or partial FPGA allocation, improving utilization while maintaining
strict security controls. Similarly, a datacenter-oriented recon�gurable accelerator frame-
work [150] connects FPGAs via PCIe and leverages a hypervisor to manage PR regions,
e�ectively reducing redundant recon�gurations. Commercial solutions such as Amazon's
EC2 F1 instances [86] extend this model by providing reusable FPGA images and develop-
ment toolkits for hardware and software developers, while Accelize QuickStore introduces
a pay-per-use marketplace for third-party FPGA accelerators and IP cores. Despite these
advancements, most accelerators, whether user-designed or sourced from FPGA libraries,
remain monolithic in nature, requiring �xed resource con�gurations. This in�exibility
can limit deployment adaptability, potentially leading to QoS violations when suitable
resources are not immediately available at runtime.

7.3. Proposed Scheduling Framework

The proposed methodology enables e�cient orchestration of FPGA resources across the
edge-to-cloud continuum. Its central objective is to satisfy application-level QoS con-
straints by minimizing QoS violations while simultaneously maximizing utilization of
the available FPGA resources. As illustrated in Figure 7.1, the framework operates in
two complementary phases: (i) the ML-driven Application Variant Library Generation
(O�ine) phase, detailed in Section 7.3.1, and (ii) the QoS- & Resource-aware Runtime
Scheduling (Online) phase, presented in Section 7.3.2.

7.3.1. O�ine Phase: ML-driven Application Variant Library Generation

The objective of the o�ine phase is to take a given HLS-based application with a syn-
thesizable C/C++ kernel and generate a library of hardware variants, each o�ering dif-
ferent trade-o�s between latency and resource usage. This library of bitstreams serves
as a foundation for the online orchestrator, enabling informed design selection at run-
time.

The process begins by approximating the Pareto frontier of the computationally intensive
kernel 1A . Given a set of target operating frequencies and the chosen FPGA device, this
stage generates the latency�resource Pareto frontier for each frequency con�guration.
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Figure 7.1.: Overview of the O�ine and Online Phases of the Proposed Framework

This step relies on pre-synthesis information, speci�cally the reports generated during the
HLS process. The rationale for this decision stems from the substantial body of prior work
capable of e�ciently deriving Pareto-optimal con�gurations at the HLS level, as discussed
in Section 7.2. Moreover, publicly available design collections provide Pareto-optimal
con�gurations for well-studied applications, allowing us to directly leverage these results
without performing full design-space exploration from scratch. We realize this step using
the GN
SIS dataset [90], the largest HLS design collection currently available, comprising
implementations from over 55 applications drawn from established benchmark suites and
open-source repositories. For applications not included in the dataset, we employ an
NSGA-II�based optimization engine [90] that automatically derives the latency�resource
Pareto front for the speci�ed frequency and target FPGA.

The next phase of the methodology focuses on identifying the subset of designs that
will be physically implemented to build the application variant library 1B . From each
Pareto frontier generated across the evaluated operating frequencies, we select three rep-
resentative design points: (i) the latency-optimized con�guration (LE), (ii) the resource-
optimized con�guration (RE), and (iii) an intermediate design balancing both objectives
(MID). Instead of implementing the entire Pareto set, we choose only these key con�gura-
tions for two reasons. First, synthesizing and implementing every Pareto candidate would
lead to excessive compilation time and computational overhead [26]. Second, o�ering the
runtime scheduler clearly di�erentiated design points provides meaningful �exibility when
mapping workloads to available FPGA resources. Beyond the directive-based variants, we
further enrich the design space by incorporating coarse-grained parallelism. For each se-
lected design at each operating frequency, we instantiate multiple Compute Units (CUs),
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meaning multiple copies of the kernel on the Programmable Logic (PL). This simple yet
e�ective strategy can signi�cantly reduce execution latency when su�cient hardware re-
sources are available. To ensure feasibility, we scale the number of CUs and keep only
those con�gurations whose estimated resource usage, as reported by the HLS tool, �ts
within the target FPGA.

Introducing CU exploration signi�cantly increases the number of designs that must be
physically generated. For example, consider a scenario where only a single operating
frequency is evaluated. Assume the LE con�guration can support 1, 2, 4, and 6 CUs,
the MID con�guration can support 1, 2, 4, 6, and 8 CUs, and the RE con�guration
can support 1, 2, 4, 6, 8, and 10 CUs on the target FPGA. In this case, the design
space expands to a total of 15 variants that must be implemented. Additionally, prior
research has shown that pre-synthesis estimates often di�er from post-implementation
results [51], meaning that the actual resource utilization of a multi-CU design may vary,
and some con�gurations may even be not possible to generate. To address this problem,
step 1C introduces two mechanisms that leverage post-implementation data from a single
CU, along with a small subset of the design space, to assess the feasibility of multi-CU
con�gurations on the FPGA and to accurately predict the design's latency as well as
the utilization of BRAMs, DSPs, FFs, and LUTs. This step enables the prediction of
feasibility, latency, and resource usage for the remaining con�gurations. Further details
can be found in the paragraph titled �Feasibility Classi�er and Performance�Resource
Modeling�. Using these predictions, the actual Pareto frontier can be identi�ed, allowing
only the Pareto-optimal designs to be implemented and thereby signi�cantly reducing the
number of required implementations. The resulting Pareto frontier subsequently serves
as the application variant library for the online phase.

Feasibility Classi�er & Performance�Resource Modeling. To train our models,
we utilize applications from the GN
SIS dataset [90]. Speci�cally, we use several appli-
cations such as KNN and KMeans and obtain their Pareto frontiers at 100, 200, and 300
MHz on the Alveo U200 FPGA. For each target frequency, we select representative designs
including LE, MID, and RE, and expand the design space by incorporating multiple CUs.
Each variant is implemented, and for every valid design, we collect post-implementation
metrics including latency, BRAM, DSP, FF, and LUT utilization. For each application,
the collected implementation data are used to train both the feasibility classi�er and the
performance�resource models. We build upon established approaches from the litera-
ture [51], employing a Decision Tree Classi�er (DTC) for feasibility prediction, Linear
Regression (LR) for latency estimation, and XGBoost Regression (XGB) for predicting
BRAMs, DSPs, FFs, and LUTs. Model performance for each application is evaluated
using 5-fold cross-validation, applying the R2 metric for regression tasks and the F1 score
for classi�cation. After feature engineering and hyperparameter tuning, DTC achieves
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an average F1 score of 0.967, while the LR model attains an R2 of 0.97. The XGB-based
models also exhibit strong predictive capability, achieving R2 scores of 0.99 for BRAMs,
0.98 for DSPs, 0.97 for FFs, and 0.97 for LUTs. Having established high accuracy across
all models, we reduce the dataset to identify the minimal portion of the design space that
must be implemented beyond the single-CU con�gurations. The remaining points are
selected via random sampling. Our results indicate that utilizing only 20% of the design
space leads to an average accuracy degradation of less than 3% across all models. These
�ndings demonstrate that the proposed models can be e�ectively trained using a small
subset of the design space, substantially decreasing the number of bitstream generations
required to construct the application variant library.

7.3.2. Online Phase: QoS- & Resource-aware Runtime Scheduling

The objective of the online phase is to manage a stream of FPGA-accelerated applica-
tions, each with a user-de�ned execution-time requirement, in order to minimize QoS
violations while e�ciently utilizing the available FPGA resources. The scheduler main-
tains a queue 2A , where each entry represents an application along with its maximum
acceptable execution time. For every queued job, the system tracks both the speci�ed
execution deadline and the time elapsed since the job entered the queue. Based on this
information, it computes the remaining allowable time before a QoS violation occurs,
de�ned as the di�erence between the target execution time and the accumulated wait-
ing time. As the job waits longer, this remaining time decreases, signaling increased
urgency for scheduling. This parameter is continuously updated and used to guide job
prioritization and reduce QoS violations.

Step 2B is responsible for selecting the most suitable application variant to meet the
target application's requirements. It operates using the application variant library gener-
ated during the o�ine phase, along with knowledge of the current FPGA con�guration.
Here, the FPGA con�guration refers to the number of available PR regions. In this
work, we assume symmetric PR regions, in line with the prevailing practice in litera-
ture [85]. The FPGA is divided into these PR regions such that the total resources
are evenly distributed, giving each region an equal share of the device's resources. To
identify the best candidate, this step �rst veri�es that the application variant can �t
within the available PR regions. Speci�cally, it excludes any variants that require more
BRAM, DSP, FF, or LUT resources than are available in a single PR region. Among
the remaining bitstreams, it further eliminates any variants that cannot meet the QoS
constraint based on the remaining allowable time, as these would result in a violation.
From the �ltered set of candidates, the scheduler then selects the variant with the short-
est execution time to maximize performance while ensuring compliance with the QoS
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requirements.

If none of the available application variants that �t within a single PR region can satisfy
the QoS constraint, the QoS violation detection mechanism is triggered2C. This step
identi�es jobs that cannot be accommodated under the current conditions and temporar-
ily de-prioritizes them by placing them at the end of the queue, allowing feasible jobs to
be scheduled �rst. Once the urgency scores for all applications are computed, the queue
is reordered so that the most urgent jobs are processed �rst, forming the ordered job
queue 2D. When a job becomes ready for execution, the framework explores the avail-

able PR regions2E to determine whether a suitable region is available for allocation. If a
region is available, the application is assigned to it; otherwise, the job remains in the queue
until a region becomes free. Once assigned, the job is mapped to the corresponding PR
region of the FPGA, �nalizing the deployment plan 2F .

7.4. Experimental Evaluation

In this section, we present the experimental evaluation of the proposed framework. We
begin by describing the experimental setup and the baseline mechanisms used for com-
parison, followed by a detailed presentation and analysis of the obtained results and the
impact of the proposed approach.

7.4.1. Experimental Overview & Baselines Description

We assess the e�ciency of the proposed scheduling framework through a comprehensive
set of experiments designed to capture realistic workload dynamics and system behaviors.
The experimental workloads are derived from applications in the GN
SIS dataset [90],
focusing on KNN and KMeans, which are representative algorithms widely used in large-
scale data analytics and real-time processing and are particularly well suited for FPGA
acceleration [91]. All implementations were developed using the AMD Vitis Uni�ed Soft-
ware Platform 2021.1 [92] and executed on the Alveo U200 FPGA. The experiments were
conducted on a Linux-based server equipped with an Intel Xeon Silver 4210 CPU @ 2.20
GHz, featuring 32KB of L1D/I, 1MB of L2, and 14MB of L3 cache. To evaluate Par-
tial Recon�guration (PR), we employed a simulation-based approach instead of deploy-
ing physical bitstreams, providing the �exibility to explore a broad range of partitioning
schemes and FPGA con�gurations. The experiments involve a set of 30 applications, each
de�ned with speci�c QoS constraints representing maximum allowable execution times.
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Application demands were modeled by aggregating the execution times of all available de-
sign variants and selecting the 25%-ile values, emulating a high-load operational scenario.
Application arrivals were generated using a bursty distribution derived from Alibaba ac-
celerator cluster traces [93], capturing realistic cloud workload patterns where requests
arrive in concentrated bursts. This setup ensures a realistic yet analytically manageable
representation of production-scale system conditions.

The proposed framework is evaluated along two complementary dimensions: (a) the
scheduling strategy, which determines the order in which applications are executed, and
(b) the management strategy, which governs bitstream selection and FPGA partitioning
through PR. At the scheduling level, the proposed scheduler is compared against a con-
ventional FIFO scheduler that serves applications strictly in their order of arrival without
accounting for workload characteristics or system state. This baseline provides a simple
yet informative reference point for assessing the bene�ts of the proposed policy under
dynamic and heterogeneous workloads. At the management level, four con�gurations are
examined to capture the e�ects of Pareto-awareness and FPGA partitioning. The �rst
con�guration (M1) represents a Pareto-agnostic manager without access to the Pareto
frontier. It consistently selects a �xed bitstream that, on average across applications, is
30% slower and utilizes 24% more resources than the MID design, emulating the behav-
ior of a non-expert user choosing a suboptimal con�guration. The FPGA operates as a
single monolithic region in this setup. The second con�guration (M2) introduces Pareto-
awareness, enabling the manager to select implementations from the Pareto frontier while
still using a single FPGA region. The third con�guration (M3) combines Pareto-awareness
with PR by dividing the FPGA into two recon�gurable regions, allowing concurrent exe-
cution of multiple Pareto-optimal designs. The fourth con�guration (M4) further extends
this concept by partitioning the FPGA into four PR regions, enhancing parallelism and
�exibility. The number of PR regions is limited to four, as further partitioning would ex-
cessively constrain the available hardware area, preventing many bitstreams from �tting
within smaller regions and reducing the system's practical usability. The performance of
each con�guration is evaluated using four key metrics: (a) total number of QoS violations,
(b) average waiting time, representing the duration an application remains in the queue
before execution, (c) end-to-end execution time, which includes waiting time, execution
time, and scheduling overhead, and (d) average excess time, de�ned as the mean duration
by which a job exceeds its QoS target. For jobs meeting their QoS constraints, the excess
time is clipped to zero.
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7.4.2. Detailed Analysis of Proposed Framework versus De�ned Baselines

We analyze the system behavior under two workload scenarios. The �rst corresponds
to a homogeneous case, where a single application, in this case KNN, is scaled across
multiple executions, while the second represents a heterogeneous case, where multiple
distinct applications are executed concurrently.

Homogeneous Workload Evaluation

Figure 7.2 presents the results of the homogeneous workload experiment. Focusing on
manager M1, which represents the Pareto-agnostic con�guration where the FPGA oper-
ates as a single region, we can observe the baseline impact of the proposed scheduling
policy. The proposed scheduler results in 22 QoS violations compared to 27 under FIFO.
In terms of end-to-end execution time, it achieves a distribution ranging from 31 sec-
onds to 13.3 minutes, with an average of 7.1 minutes. The waiting time exhibits a range
from 2 milliseconds to 12.7 minutes, averaging 6.6 minutes. Overall, the proposed sched-
uler achieves about a 1% reduction in both end-to-end execution and waiting times,
with a modest 2% increase in average excess time. These results demonstrate that even
at the scheduling level alone, prioritizing jobs with tighter deadlines e�ectively reduces
violations and improves timing e�ciency. When examining manager M2, the bene�ts
of Pareto-awareness become more pronounced. Under this con�guration, the proposed
scheduler records 18 QoS violations, improving upon its performance in M1. The end-to-
end execution time distribution ranges from 23 seconds to 8.9 minutes, with an average of
4.9 minutes, while waiting times span from 2.7 milliseconds to 8.6 minutes, averaging 4.5
minutes. This corresponds to a 1:45� reduction in both end-to-end and waiting times,
accompanied by a 1:6� decrease in average excess time. These improvements under-
score the value of Pareto-awareness, as M2 leverages latency-optimized designs from the
Pareto frontier, resulting in more e�cient execution and a substantial reduction in QoS
violations.

Next, we evaluate the performance of the M3 and M4 managers, which leverage PR to
divide the FPGA into multiple independent regions. As expected, increasing the number
of PR regions reduces the number of QoS violations, since more requests can be executed
concurrently. In the proposed approach, M3 results in 13 violations, whereas M4 further
decreases this number to only 3, demonstrating the clear advantages of �ner-grained re-
con�guration. For M3, the end-to-end execution time ranges from 24.8 seconds to 4.4
minutes, with an average of 2.6 minutes, while the waiting time spans from 2 millisec-
onds to 4 minutes, averaging 2.2 minutes. In the case of M4, the end-to-end time varies
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Figure 7.2.: Evaluation of the proposed approach under homogeneous workloads, showing (Left)
the number of QoS violations, (Middle Left) the distribution of end-to-end execution
time, (Middle Right) the distribution of waiting time, and (Right) the average excess
time

between 25 seconds and 2.8 minutes, averaging 1.5 minutes, and the waiting time ranges
from 2 milliseconds to 2.4 minutes, with an average of 43 seconds. When compared to M2,
M3 achieves a 1:9� improvement in end-to-end execution time, while M4 achieves a 4:3�
improvement. Similarly, the waiting time is reduced by 2:1� with M3 and by 6:4� with
M4. The average excess time, which quanti�es how long jobs exceed their QoS targets,
also decreases signi�cantly�by 2:7� for M3 and 18:5� for M4 compared to M2. These re-
sults demonstrate that increasing the number of PR regions consistently enhances overall
system performance. They further highlight the e�ectiveness of the proposed scheduling
framework in exploiting PR to achieve high resource utilization and strong QoS com-
pliance. An additional observation is that the proposed scheduler shows an 8% higher
average excess time, even though it achieves fewer QoS violations. This behavior is at-
tributed to the QoS Violation Detection Mechanism, which de-prioritizes jobs predicted
to miss their deadlines. Consequently, while this strategy helps reduce the number of QoS
violations, it also increases the waiting time for certain jobs, slightly raising the average
excess time.

Ablation Study. In this section, we conduct an ablation study based on Figure 7.2 (Left)
to examine how each mechanism introduced in the proposed framework contributes to
reducing QoS violations. The FIFO scheduler paired with the M1 manager serves as the
baseline for this analysis. Introducing the proposed scheduler, which prioritizes appli-
cations that are close to violating their QoS constraints and de-prioritizes those that
have already missed them, leads to a 19% reduction in violations compared to the base-
line. Adding Pareto-awareness, which enables the manager to identify and select latency-
e�cient con�gurations from the Pareto frontier, provides a further 20% decrease in vio-
lations. The most substantial improvement is achieved with the M4 con�guration, which
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Figure 7.3.: Evaluation of the proposed approach under heterogeneous workloads, showing (Left)
the number of QoS violations, (Middle Left) the distribution of end-to-end execution
time, (Middle Right) the distribution of waiting time, and (Right) the average excess
time

incorporates both Pareto-awareness and PR by dividing the FPGA into four independent
regions. This setup results in a total reduction of 77% in violations, demonstrating the
combined bene�ts of adaptive scheduling, Pareto-aware management, and �ne-grained
FPGA partitioning. As expected, exploiting the full potential of partial recon�guration
delivers the greatest performance gains by enabling concurrent execution and improving
resource utilization.

Heterogeneous Workload Evaluation

For the heterogeneous workload, we evaluate a diverse set of applications, each generating
requests with distinct execution completion requirements, providing a more realistic rep-
resentation of deployment scenarios. Figure 7.3 presents the results of this experiment.
The observed results align with the trends seen in the homogeneous workload, where the
proposed scheduler combined with the M4 manager achieves the fewest QoS violations.
Speci�cally, it results in only 2 violations. The end-to-end execution time distribution
ranges from 30 seconds to 3.4 minutes, with an average of 1.5 minutes, while the waiting
time varies between 2.7 seconds and 2.9 minutes, averaging 57.3 seconds. The average
excess time is measured at 9.8 seconds. In terms of violations, this con�guration achieves
substantial improvements, showing 13:5�, 8:5�, and 5� fewer violations compared to the
FIFO scheduler with M1 and the proposed scheduler with M2 and M3, respectively. It also
outperforms the same baselines in terms of average end-to-end execution time, achiev-
ing improvements of 10:6�, 3:6�, and 1:8�, respectively. In terms of waiting time, it
demonstrates reductions of 14:9� and 2:3� compared to the corresponding con�gurations.
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Furthermore, the average excess time shows an order-of-magnitude reduction relative to
the FIFO scheduler with M1 and M2, and it remains 7:6� lower than that of M3. These
�ndings indicate that the proposed scheduler, when combined with Pareto-awareness and
full utilization of four PR regions, consistently surpasses all baseline approaches, even
under realistic heterogeneous workload conditions.

7.5. Conclusion

This work presented a novel framework designed to enhance the e�ciency and �exi-
bility of multi-tenant FPGA utilization across the edge-to-cloud continuum. By inte-
grating Pareto-optimal design approximation and intelligent runtime orchestration, the
proposed approach e�ectively balances performance and resource usage while minimiz-
ing QoS violations. Unlike conventional static or monolithic deployment strategies, our
framework dynamically adapts to workload and resource variability, leveraging partial
recon�guration to ensure e�cient sharing of FPGA resources among concurrent appli-
cations. Experimental evaluation shows an average 8:1� reduction in QoS violations
across diverse workloads and baseline mechanisms, con�rming the e�ectiveness of the
proposed framework in satisfying user requirements under dynamic operating condi-
tions.
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Chapter 8.

Conclusions

In this chapter, we present the concluding remarks of this Ph.D. thesis. We summarize the
key contributions and highlight how the proposed frameworks advance the current State-
of-the-Art, while also outlining potential directions for future research and extensions of
this work.

8.1. Thesis Summary

FPGAs have gained substantial attention for their ability to generate hardware tailored
to speci�c applications, o�ering a balance of high performance and energy e�ciency
while still supporting post-deployment updates. Traditionally, programming FPGAs at
the RTL level has been challenging because developers must explicitly manage hardware
resources, timing, and parallelism, all of which require deep knowledge of digital logic and
device architecture. Debugging further adds to the di�culty, as many issues only surface
during slow simulations or after full synthesis, making errors costly and time-consuming
to identify and �x. High-Level Synthesis addresses many of these barriers by allowing
developers to describe hardware behavior in high-level languages, while the compiler
automatically extracts parallelism and generates the corresponding RTL. This higher
level of abstraction simpli�es development, accelerates design exploration, and reduces the
burden of traditional HDL work�ows, enabling e�cient FPGA implementations without
requiring designers to manage every low-level detail. However, HLS introduces its own
challenges. Developers must still understand how high-level constructs map to hardware,
requiring careful reasoning about parallelism, pipelining, and memory behavior, which
di�ers signi�cantly from conventional programming. In addition, the manual selection
of compiler directives and the slow, synthesis-based feedback cycle create a large and
complex design space, making it di�cult to consistently achieve optimal results even for
experienced practitioners.
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In this thesis, we examined High-Level Synthesis Design Space Exploration from three
complementary viewpoints that correspond to key layers of the HLS-driven DSE prob-
lem. At the data level, we constructed a large-scale and application-diverse HLS de-
sign corpus that provides the foundation needed for training and benchmarking modern
learning-driven optimization strategies. At the modeling level, we developed language-
level performance and resource prediction methods that allow e�cient, early-stage rea-
soning about the e�ects of HLS optimizations, reducing reliance on slow synthesis runs.
Finally, at the optimization level, we introduced a fast, knowledge-based directive selec-
tion framework that exploits historical design behavior to guide exploration and produce
e�ective optimization strategies for previously unseen applications. Collectively, these
layers form a coherent approach to advancing HLS DSE, improving scalability, accuracy,
and practicality across the complete optimization stack. Henceforth, we present a brief
summary of our work and how the proposed frameworks tackle open-problems in the
�eld.

GN
SIS. It represents the largest open-source HLS dataset available, capturing an ex-
tensive range of design points sourced from well-established benchmark suites as well
as real-world applications collected from public repositories. In addition, we provide a
�exible and fully automated framework for generating new design points, enabling con-
tinuous dataset expansion as tools, devices, and applications evolve. Through GN
SIS,
our goal is to improve accessibility to high-quality design data and to establish a robust
foundation for advancing research in HLS-driven DSE [90].

Language-level QoR Modeling for HLS. A language-level modeling approach is in-
troduced to predict the performance and resource utilization of HLS designs directly from
their source code under various directive con�gurations. The objective is to equip devel-
opers with early, directive-aware estimates that signi�cantly accelerate the identi�cation
of promising optimization strategies without relying on repeated synthesis. With this
work, we address the current lack of models that can accurately estimate performance
and resource usage from directive-annotated code, �lling a critical gap in the HLS design
space exploration process [26].

CollectiveHLS. It provides an ultra-fast, data-driven solution for optimizing HLS de-
signs by automatically identifying and applying directive con�gurations directly from the
original source code. The method focuses on minimizing design latency while ensuring
synthesizability and o�ers a framework for directive-level tuning. With this work, we
address the lack of rapid methodologies capable of e�ciently generating valid and near-
optimal directive con�gurations for previously unseen designs [1,36,94].

Linking HLS with FPGA Runtime Orchestration. It proposes a QoS-aware FP-
GAaaS framework that connects HLS-based design optimization with runtime orches-
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tration in multi-tenant FPGA systems. It generates multiple Pareto-optimal hardware
variants per application using a lightweight modeling approach with minimal hardware
generations. At runtime, an orchestrator dynamically selects the most suitable vari-
ant based on available partial recon�guration resources to satisfy QoS constraints and
reduce violations. With this work, we address the lack of a uni�ed method for map-
ping optimized HLS designs to dynamic FPGA resources while meeting QoS require-
ments [95].

8.2. Future Extensions

This work introduces a range of methodologies designed to support both novice and expe-
rienced developers in addressing the challenges inherent to HLS directives DSE. Despite
the substantial progress achieved, the �eld continues to evolve at a rapid pace, driven by
sustained advances in both academia and industry. This ongoing evolution introduces
additional challenges and new requirements that current methodologies do not yet fully
address. As a result, several research questions remain open, highlighting opportunities
for further exploration. This section outlines three promising future directions that, based
on current trends and the insights gained throughout this thesis, have the potential to
signi�cantly advance the SotA in HLS directives DSE.

8.2.1. Enhancing GN
SIS with Post-Implementation Data

Most existing HLS directive DSE methodologies are built upon pre-implementation data,
primarily due to the relative ease of data collection and the availability of large-scale
datasets at higher levels of abstraction [95]. While such data has been instrumental in
advancing HLS optimization research, it inherently re�ects estimated rather than actual
implementation outcomes. Consequently, many existing approaches fail to fully cap-
ture the complex e�ects introduced during the FPGA implementation �ow, resulting in
discrepancies between predicted and realized performance. These discrepancies are par-
ticularly evident in timing, resource utilization, and QoS-related metrics, limiting the
accuracy of predictive models and constraining the practical applicability of optimization
methodologies in real deployment environments [51].

To address this limitation, a promising research direction is the enrichment of the GN
SIS
dataset with post-implementation information. By extending the framework to generate
and analyze actual FPGA bitstreams, it becomes possible to capture implementation-
level phenomena, including placement, routing, congestion, and timing closure e�ects,
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that are otherwise invisible at the pre-implementation stage. Although the generation
of post-implementation data incurs signi�cant computational and time overheads, the
resulting dataset would provide a substantially more accurate representation of the true
design landscape. Such a foundation would enable the development of more reliable
HLS optimization strategies and predictive models, ultimately bridging the gap between
research prototypes and deployable FPGA solutions. In turn, this post-implementation-
aware perspective would facilitate the creation of optimization methodologies that are
not only e�ective in theory but also robust, scalable, and directly applicable to real-world
FPGA deployment scenarios.

8.2.2. LLM-Assisted Design Space Exploration for High-Level Synthesis

The rapid advancement and widespread adoption of Large Language Models (LLMs) have
transformed numerous domains, establishing them as powerful tools for reasoning, code
generation, optimization, and decision support. Their ability to generalize across tasks,
leverage extensive prior knowledge, and adapt through in-context learning has positioned
them at the core of modern AI-driven work�ows. This trend is increasingly re�ected
in hardware design and electronic design automation, where recent studies highlight the
emergence of LLM-based methodologies for automating design tasks and improving pro-
ductivity [96]. Researchers have explored both prompt-based use of pre-trained mod-
els [97,98] and lightweight �ne-tuning approaches such as LoRA [99], demonstrating the
potential of LLMs to support or even replace traditional heuristic-driven optimization pro-
cesses. As these models continue to mature, their role in accelerating and simplifying com-
plex engineering work�ows is expected to grow even further.

Within the context of HLS directives DSE, LLMs o�er compelling opportunities to en-
hance automation, reduce exploration cost, and improve overall optimization quality.
Leveraging datasets such as GN
SIS, LLMs could be guided to infer optimization strate-
gies for unseen designs based on learned patterns from Pareto-optimal con�gurations
across applications, FPGA platforms, and synthesis settings. For example, rich direc-
tive�QoR relationships in GN
SIS can help LLMs recommend pragma con�gurations,
while �ne-tuned models could learn to predict performance or resource utilization di-
rectly from source code annotated with HLS directives [97�100]. Such capabilities would
enable LLMs to act as intelligent front-ends for HLS tools, providing fast, data-driven
insights that complement or accelerate traditional DSE methodologies. As a result, LLM-
integrated HLS work�ows represent a promising direction for future research, with the
potential to signi�cantly advance the e�ciency and accessibility of FPGA accelerator
design.
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8.2.3. Enabling FPGA-as-a-Service Across the Edge�to�Cloud Continuum

A promising future direction is the integration of HLS optimization into the broader edge-
to-cloud continuum, where the adoption of FPGAs is accelerating rapidly. Their increas-
ing presence in cloud infrastructures, illustrated by systems such as Microsoft's Project
Brainwave [83] and commercial o�erings like Amazon's FPGA instances [86], demon-
strates their growing role as high-performance, recon�gurable accelerators for modern AI
and data-intensive workloads. At the same time, the emergence of the FPGA-as-a-Service
(FPGAaaS) paradigm [85] highlights the trend toward making programmable HW acces-
sible on demand, enabling users to deploy custom accelerators without managing the un-
derlying infrastructure. Despite this momentum, signi�cant challenges persist, including
programmability barriers [17], the risk of under-optimized accelerators performing worse
than CPUs [32], and the slow, resource-intensive nature of design-space exploration [21].
Multi-tenancy introduces further complexity, as multiple workloads must share limited
FPGA resources while still meeting strict QoS requirements [85]. Approaches based on
Partial Recon�guration [87] o�er a promising path for FPGA virtualization, yet they
require HW designs that are su�ciently optimized, modular, and resource-aware to be
deployable under real-world constraints.

Positioning HLS-driven modeling and directive exploration within the growing edge-to-
cloud FPGA ecosystem opens an important and timely research direction. As FPGAs
increasingly support heterogeneous, multi-tenant environments, there is a pressing need
for automated HLS �ows that generate designs which are resource-aware, portable, and
deployment-ready. Extending this thesis toward such deployment-conscious frameworks
would enable accelerators that adapt to device variability, partial recon�guration con-
straints, and �uctuating resource availability across edge nodes and cloud datacenters.
This direction would alleviate key challenges in FPGAaaS, including the di�culty of
producing well-optimized designs, ine�ciencies from resource under-utilization, and the
high expertise required for manual tuning. More broadly, it would pave the way for in-
telligent compilation systems capable of producing accelerators that remain e�cient and
scalable across diverse platforms, ultimately supporting the next generation of �exible
and high-performance distributed computing systems.

137



Appendices

138



Appendix A.

IRIS: Interference and Resource Aware
Predictive Orchestration for ML Inference
Serving

Over the last years, the ever-growing number of Machine Learning(ML) and Arti�cial
Intelligence(AI) applications deployed in the Cloud has led to high demands on the com-
puting resources required for e�cient processing. Multiple users deploy multiple applica-
tions on the same server node to maximize Quality of Service(QoS); however, this leads
to increased interference. In addition, Cloud providers aim to minimize their operating
costs by e�ciently utilizing the available resources. These con�icting optimization goals
form a complex paradigm where e�cient scheduling is required. In this work, we present
IRIS, an interference- and resource-aware predictive inference scheduling framework for
ML inference serving in the cloud. We target the multi-objective problem of QoS maxi-
mization with e�ective CPU utilization based on Queries per Second(QPS) predictions by
proposing a model-less ML-based solution and integrating it into the Kubernetes platform.
Our approach is evaluated over real hardware infrastructure and a set of ML applica-
tions. Our experimental analysis shows that under various QoS constraints, the model-
speci�c interference-aware scheduler violates QoS constraints less frequently by achieving
1:8� fewer violations, on average, compared to over-provisioning and 3:1� fewer vio-
lations compared to under-provisioning, through e�cient exploitation of available CPU
resources. The model-less feature is able to cause, on average, 1:5� fewer violations com-
pared to the model-speci�c scheduler, while further reducing the average CPU utilization
by � 30%.
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A.1. Introduction

Today, the number of applications that utilize Arti�cial Intelligence (AI) is increasing in
high pace. Deep Learning (DL) [151] models that provide inference over huge datasets
appear over several alternative domains, with healthcare [152], �nance [153] and trans-
portation [154] being just a few representative examples. The rise of such applications,
in addition to the ever-increasing complexity of the deployed models, has led to increased
demands in terms of computation, memory and storage resources. Especially for modern
deep learning models, the required resources may skyrocket, thus making it prohibitive
for the end-users to support inference. For example, the ResNet-50 architecture [155] has
over 25 million parameters, while the latest popular models, such as GPT-3 [5], require
more than 175 billion parameters.

Cloud comes to alleviate this resource wall challenge, by taking a signi�cant amount of
the computational burden, providing scalable, �exible and cost-e�ective solutions. As
a matter of fact, inference accounts for more than 90% of total infrastructure costs
within AWS [156], while Facebook runs online inference tasks tens-of trillions of times per
day [157]. To ease the deployment of inference workloads, Cloud providers o�er Machine
Learning solutions as Services (MLaaS) over their infrastructure, with typical examples
including IBM Watson [158], Google's Vertex AI [159], Amazon SageMaker [160] and
Azure Machine Learning [161]. In the MLaaS paradigm, end-users are able to upload
their pre-trained models and expose them as web-services through speci�c APIs. Typi-
cally, these models are accompanied by throughput- or latency-oriented Quality of Service
(QoS) requirements (e.g., �model must serve at least 60 requests per second") or bound
by Service Level Objectives (SLOs) (e.g., �at least 99% of the requests must be com-
pleted within 500ms) [157, 162, 163]. To achieve these requirements, providers tend to
be conservative and over-provision resources allocated for such services [162], in order to
keep up with the highly �uctuating load over the day, which, however, leads to resource
under-utilization and increased operational costs [164,165].

As such, a key challenge for Cloud providers becomes to guarantee the aforementioned re-
quirements, while also maximizing the resource e�ciency of their infrastructure. However,
this co-optimization objective is extremely challenging, due to: i) Resource Interference:
Providers tend to co-locate applications on the same physical servers to increase the
resource utilization of their infrastructures [164, 166, 167]. However, this leads to inter-
ference in the shared resources of the systems, which in turn is translated to high perfor-
mance variability [165]. Especially for latency-critical applications, even small amounts of
interference can lead to signi�cant QoS violations [168,169]; ii) Incoming Requests Vari-
ability: Incoming requests can vary in their timing, frequency, and workload characteris-
tics, making it challenging to provide consistent and predictable performance [170, 171];
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iii) Diverse QoSs/SLAs: While applications from di�erent domains apparently use the
same models for their tasks (e.g., ResNet for image classi�cation), they can introduce
di�erent QoS requirements. For example, automotive applications require millisecond-
scale inference serving [172], while agricultural ones can be more tolerant to performance
variability [173]. iv) Model Variants: There exist a vast amount of di�erent DNN archi-
tectures (e.g., ResNet, MobileNet), or di�erent versions of the same architecture (e.g.,
quantized MobileNet), available for performing the same task (e.g., image classi�cation).
The abundance of di�erent frameworks such as TensorFlow, PyTorch, ONNX Runtime,
etc. represents another degree of freedom, as the exact model can be implemented on
di�erent backends. These variants trade performance for resource requirements and/or
accuracy and vice-versa.

Aiming to overcome these challenges, e�cient scheduling of ML inference serving systems
deployed on the Cloud is required. However, su�cient scheduling is a quite challenging
process, as a deep understanding of the application architecture, workload patterns, and
Cloud infrastructure capabilities should be taken into account [174]. Cloud application
scheduling has already been addressed and various solutions have been proposed [175].
Model-less approaches [176], i.e., scheduling frameworks that do not rely on pre-de�ned
models, are becoming more and more famous in dynamic and unpredictable environ-
ments, where non-linear behavior is observed. Model-less scheduling usually relies on
ML techniques, as they can rapidly adapt to varying conditions and real-time decision
making, based on the current state and input workload.

In this work, we present IRIS, an interference and resource-aware, predictive schedul-
ing framework for ML inference serving engines. The optimization objective of IRIS
is to maximize QoS requirements, under e�cient CPU utilization. IRIS supports both
model-speci�c and model-less approaches, where the former allows end-users to directly
specify the architecture of their ML serving system and the latter receives higher-level de-
scriptions (e.g., image classi�cation) and automatically determines the optimal inference
serving solution. IRIS employs ML techniques predict the Queries per Second (QPS),
based on the current load and resource state, and dynamically re-provisions CPU allo-
cations to minimize resource utilization of the underlying system while also satisfying
user-de�ned QoS requirements. The novel contributions of this work are the follow-
ing:

ˆ We propose a novel interference and resource-aware, predictive scheduling frame-
work for ML inference engines, solving the multi-objective problem of QoS maxi-
mization with e�ective CPU utilization based on QPS prediction.

ˆ We integrate a model-less approach into our scheduling framework which navigates
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the trade-o� space of diverse ML model-variants for a speci�c inference task.

ˆ We integrate and evaluate our solution with Kubernetes framework, showing that
our scheduler is able to cause, on average, 1:5� fewer violations compared to a
model-speci�c interference-aware scheduler, while further reducing the average CPU
utilization 30%, on average.

A.2. Related Work

Inference Serving: One of the �rst approaches for inference serving was TensorFlow
Serving [177], a �exible, high-performance serving system for machine learning models
designed for production environments. From an industrial standpoint, Nvidia's AI plat-
form o�ers the Triton Inference Server [178], which uses GPU inference serving while
supporting CPU models, although requiring static con�guration of the model instance.
Towards this direction, several works with di�erent approaches have been conducted, aim-
ing to address the problem of e�cient resource orchestration and optimization for ML
inference serving systems. Adaptive and pre-de�ned batching techniques [179�182] have
been introduced aiming to support ML inference, while auto-scaling approaches are also
considered [181,183�185]. Furthermore, aiming to support e�cient ML inference, server-
less approaches have been considered [182,186], while ML-based and predictive solutions
for load request and resource utilization have been widely utilized [162, 163, 187�193],
such as reinforcement learning-based solutions [192]. Aiming to provide lightweight deci-
sion making, the approach of model-less decision making has also been considered as an
alternative [176,194].

Interference-aware Scheduling: A major ability of a Cloud serving system is to operate
e�ciently under various interference levels. Several existing works aim to manage the
complications caused by interference. Authors of [195] investigate the optimization of re-
source utilization through the awareness of the scheduler, based on past decision making.
Moreover, a contention-aware scheduling approach to mitigate con�icts over shared re-
sources has also been considered [196]. In [197], interference and QoS degradation models
are utilized, by identifying the co-location of pre-characterized workloads, to improve data
center utilization over interference. Resource partitioning techniques that aim to satisfy
the QoS requirements have been examined [198], while in [166, 199], interference-aware
scheduling on CPU servers, based on load predicting, is proposed. Finally, the authors
of [200] consider a modular framework, aiming to balance incoming workload, based on
low-level metrics monitoring.
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Although various approaches to inference serving and interference-aware scheduling have
been investigated in research, to the best of our knowledge, no study has yet com-
bined the model-less approach with the interference- and resource-aware feature. Our
inference serving system uses di�erent model-variants as well as vertical and horizon-
tal scaling to counteract the e�ects of destructive interference, caused by other ap-
plications in the inference system. Through this approach, our methodology is able
to meet user-de�ned QoS requirements and e�ciently utilize the available CPU re-
sources.

A.3. Characterizing Inference Serving

In this section, �rst, we provide a detailed presentation of our hardware and software
setup, and also describe the inference serving benchmarks used in this paper. Then,
we analyze the impact of resource availability on the performance of di�erent popular
deep learning models, commonly used for image processing tasks, while, on the same
time, we unveil important insights concerning the sensitivity of the di�erent models, as
well as the di�erent backend libraries, with respect to these two aspects, and we identify
certain bottlenecks that relate to each case. The characterization process follows a Q&A
approach, where the purpose of each question is to highlight important insights regarding
di�erent performance-related aspects.

Table A.1.: Supported MLPerf inference engines, model variant and corresponding accuracy

Task Representation Model Variant Accuracy

Resnet50 76.4%
ONNX

Mobilenet 71.6%
Resnet50 76.4%
Mobilenet 71.6%

Image Classi�cation
Tensor�ow (TF)

Mobinet Quantized(Q) 70.6%

ONNX SSD-Mobilenet mAP 0.23
SSD-Mobilenet mAP 0.23
SSD-Mobilenet Quantized
Fine-Tuned (QFT)

mAP 0.23594Object Detection
Tensor�ow (TF)

SSD-Mobilenet Sym-
metrically Quantized
Fine-Tuned (SQFT)

mAP 0.234
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A.3.1. Inference Serving Testbed

Hardware & Software Infrastructure: Our experiments were performed on a dual-
socket Intel® Xeon® Gold 6138 (@2.0GHz) high-end server, equipped with 126 GB of
DRAM memory. On the physical machine, we set up two virtual machines to serve as
the master (4 vCPUs, 8 GB RAM) and worker (8 vCPUs, 16 GB RAM) nodes of our
cluster, using KVM as the hypervisor. On top of the VMs, we deploy the Kubernetes
container orchestrator (v1.23) in combination with Docker (v20.10), which is the most
common method for deploying Cloud clusters at scale.

Inference Engine Workloads: For the purposes of this work, we use the object de-
tection and image classi�cation tasks derived from the MLPerf Inference benchmark
suite [201]. Table A.1 illustrates the MLPerf inference engines and model variant ex-
amined, with their corresponding accuracy. Each MLPerf inference container instance
consists of two main components, a) the inference engine and b) the load generator. The
Inference Engine component is responsible for performing the detection and classi�ca-
tion tasks. It receives as input the pre-trained DNN model used during inference (e.g.
ResNet, Mobilenet, etc.) and the corresponding backend framework (e.g. ONNX Run-
time, Tensor�ow, etc.). The load generator module is responsible for generating tra�c on
the inference engine and measuring its performance. It receives as input the validation
dataset, (e.g., Imagenet, Coco), as well as the scenario and the number of inference queries
to be performed. In our case, the load generator sends 8 samples per query once the pre-
vious query is completed. With the above inputs, the load generator performs streaming
queries to the inference engine and waits for the results.

Synthetic Interference Generation: To quantify the impact caused by co-locating
applications on an inference server, we spawn di�erent amounts of interfering micro-
benchmarks, each of which stresses a di�erent resource on the underlying system. Specif-
ically, we utilize the CPU, L2 and L3 cache and memory bandwidth/capacity stress
micro-benchmarks, derived from the iBench suite [202]. The duration of each container
is set to 1 hour to ensure that the impact of each micro-benchmark on a shared re-
source increases slowly, to account for the fact that each job generates a small amount of
constant intensity interference during our experiments. Consequently, we control the in-
tensity by adjusting the number of concurrent iBench workloads that stress each resource
accordingly.
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A.3.2. MLPerf performance characterization

To gain deeper insights into the execution speci�cs of the various inference engines listed
in Table A.1, we quantify the impact of di�erent knobs on their performance. Speci�cally,
we pro�le the various engines, aiming to pinpoint how the i) di�erent model representa-
tion backends, ii) vertical and horizontal resource scaling and iii) resource interference
a�ect the performance (QPS) of each of the examined engines. Regarding the di�erent
backends, we examine the ONNX [203] and Tensor�ow [204] model representations, pro-
vided directly by MLPerf. Vertical up and down scaling is achieved by altering the envi-
ronmental variables OMP_NUM_THREADS and INTRA_OP_PARALLELISM_THREADS for ONNX and
Tensor�ow backends respectively, which de�ne the number of available thread pools used
for parallel executions. These parameters enable operation-level parallelism, e.g., internal
parallelization of Tensor�ow's matrix multiplication operation (tf.matmul()). Moreover,
for horizontal scaling, we further examine the impact of MLPerf's #workers con�gu-
ration, which controls the number of parallel worker threads, i.e., the amount of worker
threads that can serve inference requests simultaneously. Worker threads are instantiated
using Python's threading library [205] and run as background daemons that serve requests
from a task queue in a �rst-come �rst-serve manner.

Isolated Execution: First, we investigate the in�uence of vertical and horizontal scaling
on the performance of di�erent model variants of the investigated ML tasks, i.e., image
classi�cation and object detection, without interference. We examine di�erent numbers
of workers and threads, ranging from 1 up to 8, where the latter corresponds to fully
utilizing our worker VM (8 vCPUs). Figure A.1 shows the results of the experiment
performed.

? Q: How do di�erent model variants for the same task behave in terms of
performance?

Figure A.1 shows that di�erent model variants can achieve di�erent QPS values for the
same task. Focusing on single worker/thread performance, we see that, in the image
classi�cation task, TF-Mobilenet has the highest QPS, serving 1:26� more queries per
second than ONNX-Mobilenet and 4:64� more than TF-Resnet50. Performance di�er-
ences are also observed in the object detection task, where TF-SSD-Mobilenet has a
QPS 1:11� higher than the Quantized Finetuned version of the same model. Moreover,
while di�erent model representations (i.e., ONNX, TF) do have an impact on perfor-
mance, there is no clear dominance of one over the other. For example, in the case
of resnet50 model (image classi�cation task), ONNX clearly outperforms TF, providing
� �1:5 higher throughput, while for mobilenet, TF stands out, with � �1:3 more QPS.
Lastly, for the object detection model variants we observe that di�erent model repre-
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(a) Image Classi�cation

(b) Object Detection

Figure A.1.: Impact of #Workers and #Threads on the achieved QPS of the examined inference
engines

sentations do not a�ect performance dramatically. From the above, it is evident that
determining the most suitable DNN architecture and model representation backend is
not a trivial process.

? Q: How does vertical scaling (i.e., #Threads) of resources a�ect perfor-
mance?

In terms of the vertical scaling parameters, i.e., the paremeter OMP_NUM_THREADS for
ONNX Runtime and INTRA_OP_PARALLELISM_THREADS for Tensor�ow (#threads), we �nd
that the inference engine performance increases as we increase the parameter value.
Speci�cally, a parameter value of 8 results in 2:8� higher QPS for the ONNX Run-
time and 3:8� higher QPS for Tensor�ow. We also note that the bene�ts of vertical
scaling are di�erent for di�erent model variants and representations. While all the mod-
els present high linear correlation between the number of threads and QPS achieved,
the �nal performance improvements are not equally proportional. For example, in the
image classi�cation task, a #threads value of 8 for ONNX-Resnet50 results in 5:3� more
queries being served per second, as opposed to only 1:5� more queries being served for
ONNX-Mobilenet.
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? Q: How does horizontal scaling (i.e., #Workers) of resources a�ect perfor-
mance?

The e�ects of the #workers parameter di�er depending on the corresponding back-
end, i.e. Tensor�ow and ONNX Runtime. Figure A.1 shows that for TF, increasing
the number of workers does not provide any improvement in throughput. This happens
due to CPython's Global Interpreter Lock a.k.a GIL [206]. The GIL ensures that only
one thread is running in the interpreter at a time and is designed this way to simplify
low-level details such as synchronization or memory management of concurrent threads.
While this leads to high single-threaded performance, it limits parallel or multi-threaded
execution of Python code [207]. On the other hand, ONNX is negatively a�ected when
scaling the number of available workers. Speci�cally, in the case of single thread and
multiple workers we observe an average of 14% QPS drop among all examined inference
engines. What is of great interest is that, when scaling both the amount of available
workers and threads per worker, performance drops dramatically, leading to up to �2
less throughput. This happens because the total amount of threads from all workers
(#workers � #threads) exceed the number of available CPU resources of the system,
leading to continuous context switching in the OS, and thus generating resource interfer-
ence on the CPU.

Execution under Interference: Next, we further examine the performance of the
di�erent inference engines under the presence of interference. To illustrate the e�ects of
resource contention, we perform a series of experiments in which we measure the QPS
that each model achieves while the server is stressed at a particular shared resource at
a time, as well as the variance of the QPS value when these resources are stressed at
di�erent intensities (1 to 16 iBench containers).

? Q: How does resource interference a�ect the performance of the inference
engines?

Figure A.2 shows the e�ects of various sources of interference on the studied MLPerf in-
ference engines. We observe that, for the general case, the higher the number of parallel
iBench jobs, the greater the QPS degradation. However, performance degradation due
to the increasing number of co-located micro-benchmarks is not uniform across all the
levels of resource interference. Speci�cally, for the inference engines examined, memory
bandwidth and CPU stress have the greatest in�uence on the QPS achieved, while last-
level cache and memory capacity follow. In the image classi�cation task, using 16 parallel
iBench jobs results in an average 10:65� lower QPS compared to using one iBench job
when the CPU and 6:66� when stressing the last-level cache. For the object detection
task, inducing the same interference results in an average 11:71� lower QPS when stress-
ing the CPU, and 8� when stressing the last-level cache.
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(a) Image Classi�cation

(b) Object Detection

Figure A.2.: Impact of di�erent sources and levels of interference on the studied MLPerf infer-
ence engines
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An interesting observation regarding the TF-Resnet50 inference engine is that memory
capacity stress has no impact on throughput, showing that the impact of interference also
depends on application characteristics.

? Q: Do di�erent backends (i.e., ONNX, TF) reveal di�erent performance
sensitivy w.r.t. resource interference?

Figure A.2 also shows the impact of the backend used, i.e., ONNX Runtime and Ten-
sor�ow, on the QPS achieved. It can be seen that the Resnet50 implementation in the
ONNX Runtime environment is able to achieve higher QPS than the Tensor�ow imple-
mentation for the same level of interference. For example, when the CPU is stressed from
one iBench job, ONNX-Resnet50 performs 1:5� more queries per second compared to
TF-Resnet50. The picture changes for the corresponding implementations of Mobilenet
and SSD-Mobilenet, where the Tensor�ow implementations outperform the ONNX Run-
time in terms of QPS. In particular, for the interference scenario mentioned above, the
TF-Mobilent and TF-SSD-Mobilent achieve 2:7� and 2:5� higher QPS, respectively, com-
pared to the corresponding ONNX Runtime model variants.

? Q: How do di�erent resource allocations a�ect the performance of the in-
ference engines under the presence of interference?

Aiming to highlight the e�ects of vertical and horizontal scaling in the presence of inter-
ference, we also perform experiments in which we change the tuning parameters. For the
ONNX backend, we maintain one of the two tuning parameters constant, and change the
value of the other, to see how the freely varying variable a�ects the QPS value and its
variance under interference. Thus, we conduct experiments by varying only one of the
variables, respectively. For the Tenso�ow backend, we only consider the tuning parameter
#threads, since the number of workers did not provide any performance variability in
the isolated characterization process.

Figure A.3 shows the results for the ONNX backend. Focusing on the left subplot,
where the environment variable OMP_NUM_THREADS is held constant, we see that we get
higher QPS when the #workers parameter is equal to 1, indicated by the darkest box
(#workers = 1), than when we use a higher value. In the subplot where the #workers
option is held constant, the best performance is observed for #threads values of 2 and
4, while a QPS drop appears to occur for a #threads value of 8. In addition, Figure A.4
illustrates the results for the corresponding tensor�ow backend. Initially, we observe a
similar upward trend in performance, for all MLPerf Inference engines with the Tensor�ow
backend, as the value of #threads increases. The highest QPS values are generally
found when the number of threads exceeds 5, where the median QPS value goes up
to 90. The lowest performance variability is observed when the Tensor�ow threads are
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Figure A.3.: Impact of #OMP and #MLPerf threads on ONNX Mobilenet under interference

Figure A.4.: Impact of #Tensor�ow threads on Tensor�ow Mobilenet Quantized under interfer-
ence

equal to 1, for all di�erent sources of interference. Moreover, as the stress intensity
in memory capacity varies, the performance of the models remains quite robust and
deviates only slightly from the median value of the achieved QPS, compared to the high
performance variability observed with the varying degrees of pressure on the other shared
resources.

A.4. IRIS Design

Based on the insights gained from the characterization process, we design IRIS. Its main
goal is to meet the QoS requirements of the deployed inference engines while minimizing
the allocated CPU resources of the system. IRIS identi�es interference e�ects by exploit-
ing low-level performance events, and leverages these metrics to provide accurate predic-
tions regarding the performance of the deployed inference engines in the future. Based on
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Figure A.5.: Overview of the o�ine and online scheduling phase of IRIS

these predictions, it automatically assigns resources and dynamically applies horizontal
and vertical scaling policies to the deployed inference engines. Our design approach con-
sists of two distinct phases: a) the o�ine phase and b) the online phase, as shown in Figure
A.5, which we explain in detail in the following sections.

A.4.1. O�ine Phase

The purpose of the o�ine phase is twofold. The �rst stage is the training data prepa-
ration life-cycle for building the ML models used by IRIS. This includes the generation
of di�erent co-location scenarios, data extraction, cleanup, aggregation and feature en-
gineering. Overall, training data should include representative scenarios that also exist
under realistic deployments and cover a su�cient spectrum of application behaviors, so as
to avoid co-variate shift between training and run-time (testing) data distributions [208].
The second phase includes the identi�cation of the most e�cient ML approach for model-
ing the performance, in terms of QPS prediction accuracy, per inference engine. Deciding
the most appropriate ML algorithm is not a straightforward matter, as it highly depends
on the quality of the gathered data, the inherent characteristics and complexity of the
problem, as well as the level of accuracy and interpretability required [209]. Thus, IRIS
performs a Design Space Exploration (DSE) over a pool of di�erent ML solutions to iden-
tify the most appropriate ML modeling approach, as well as the hyperparameters that
are used during the learning process.

Scenario Generation: This step concerns the generation of representative co-location
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scenarios, which cover both low- and high-intensity interference across di�erent layers of
the system. We use asymmetric interference load generation on the server, by co-locating
MLPerf inference engines along with iBench [202] interference micro-benchmarks. Specif-
ically, each scenario consists of initially deploying a random number of iBench containers,
each of which occupies a randomly selected speci�c shared resource of the cluster, i.e.,
CPU, L2 cache, L3 cache, memory bandwidth, and memory capacity, for the duration
of the scenario. The total number of iBench containers used varies between 1 and 16.
After setting the interference conditions, we randomly select one of the available infer-
ence engines, either for image classi�cation or for object detection, and deploy it on the
worker server. Moreover, we randomly set the horizontal and vertical degree of paral-
lelism, whose values range from 1 up to 8. As mentioned in section A.3, each inference
engine uses the Multiple Stream scenario, with duration limited to 60 seconds. These
parameters fully describe the execution scenario1a. In total, we have run more than
5500 di�erent deployment scenarios, with each scenario di�ering by the above parame-
ters.

Performance Monitoring: The monitoring mechanisms of IRIS are driven by two main
principles. First, the resource orchestration component should be able to assess the state
of the underlying system, in terms of existing interference, prior and during the execution
of the inference engines. As shown in Section A.3, underlying interference highly a�ects
the performance of inference serving and this �interference state" can be used as input
to the ML prediction models. To capture interference e�ects, we exploit low-level system
performance events (e.g., IPC, Cache misses, etc.) as well as higher-level metrics (e.g.,
CPU/Memory utilization and others) 1b, which, as shown in prior research, provide
deep insights regarding resource contention and highly correlate with the performance of
applications [174, 210]. Second, IRIS should be able to forecast the future QPS of the
inference engines under dynamically altered interference e�ects. These predictions can
be used to pro-actively alter allocated resources per inference engine, minimizing QoS vi-
olations. Thus, IRIS also continuously monitors application-related performance metrics
(i.e., QPS 1c). While MLPerf provides application-related performance metrics adver-
tisement, we assume that, in general, this operation is handled by application developers,
who should build and propagate the respective APIs to be consumed by IRIS. We set the
monitoring interval to 1 second, both for the system and the inference engine monitoring
components. Although more frequent monitoring intervals could provide faster detection
of QoS violations, they can also introduce noisy and unstable results, leading to false
alarms regarding potential violations [169].

Training Dataset Formation: For building the training dataset, IRIS collects the dif-
ferent system metrics for each MLPerf inference engine under di�erent interference scenar-
ios. The random scenario execution data is accumulated to form the training dataset2a.
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Table A.2.: Score of 10-fold cross-validation comparison of the XGBoost Regression before and
after hyper-parameter optimization

Model Variant Default Tuned

Resnet50 0.843 0.877 (+3.8%)

Mobilenet 0.914 0.924 (+1.08%)Onnx

Ssd-Mobilenet 0.941 0.943 (+0.21%)

Resnet50 0.962 0.964 (+0.20%)

Mobilenet 0.962 0.97 (+0.82%)

Mobilenet-Q 0.956 0.966 (+1.03%)

Ssd-Mobilenet 0.965 0.971 (+0.61%)

Ssd-Mobilenet-QFT 0.956 0.964 (+0.82%)

Tensor�ow

Ssd-Mobilenet-SQFT 0.961 0.966 (+0.51%)

Each row of the dataset contains i) the name of the selected inference engine, ii) the back-
end framework, i.e., Tensor�ow or ONNX, iii) the system metrics collected at the begin-
ning of each training scenario, iv) the assigned values of the INTRA_OP_PARALLELISM_THREADS
for the Tensor�ow backend and the OMP_NUM_THREADS and �threads options for the ONNX
backend (#threads), and v) the QPS achieved.

Performance Modeling DSE: The purpose of this step is to identify the most e�cient
ML model, per inference engine, for predicting the QPS achieved under interference.
From the training dataset 2b, we isolate each time the rows pertaining to a single en-
gine and train a number of di�erent regression models2c, each with its default training
hyperparameters 2d. Finally, we compare the accuracy of their prediction of QPS us-
ing the result of a 10-fold cross-validation of the scikit-learn Python library [211] to
identify the best model 2e. The most accurate ML regression models in predicting the
performance of the MLPerf inference benchmarks are Random Forest Regression and
XGBoost Regression. This is true for both the image classi�cation task and the object
detection task. It can also be seen that the XGBoost regression in particular has the
best overall score for almost all inference engines. Since the Random Forest regression
outperforms the XGBoost regression in only 2 of the total 9 predictions, and that only
slightly, we will use the XGBoost regressor for predicting QPS for all MLPerf inference
benchmarks.

Model's hyperparameter tuning: To further increase the score by cross-validation
obtained with the XGBoost regressor in the default con�guration, we perform a hy-
perparameter optimization process 2f to select a set of hyperparameters for our re-
gressor, tailored to the performance of each MLPerf inference benchmark it needs to
predict. We perform a randomized search for the hyperparameters of the XGboost re-
gressor, for each MLPerf Inference benchmark, using the RandomizedSearchCV function
of the scikit-learn Python library. Table A.2 summarizes the default and tuned accuracy
achieved. Adjusting the model parameters leads to an average increase in accuracy of
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1.5%.

A.4.2. Online Phase

In the online phase IRIS continuously evaluates the levels of interference on the underlying
system, by monitoring the hardware-related monitors described in Section A.4.1. Based
on these monitors, it performs QPS predictions for newly deployed inference engines, as
well as running ones, and dynamically re-con�gures their allocated resources, in order to
minimize CPU utilization while satisfying a user-de�ned target QPS value. IRIS supports
two di�erent inference serving approaches: i) the model-speci�c one, where the speci�c
inference engine that the end-user wants to use, serves as input along with the required
QoS, and ii) the model-less approach, where only the task, i.e., image classi�cation or
object detection, serves as input and it is decided which model is best to use to satisfy
the required QoS.

Model-speci�c: In the online phase of the model-speci�c approach, as mentioned
earlier, our scheduler takes the target inference engine with the target QoS as input
and attempts to determine the degree of parallelism that will allow the system to be
as resource-constrained as possible, while still satisfying the required QoS constraint.
Through continuous monitoring, our mechanism gains insight into the current level of
disruption using various system metrics such as CPU and cluster memory usage, which
are collected over a prede�ned interval 3a, and the average values per metric are calcu-
lated.

Depending on which backend, i.e. Tensor�ow or ONNX, the inference engine uses, it sets
the values for the corresponding inference engine tuning knobs. To achieve this, our sched-
uler relies on the pre-trained XGBoost model. Speci�cally, given the interference con-
ditions indicated by the collected system metrics 4a and all the di�erent parallelization
levels 4b, the regression model predicts the QPS4c that the benchmark would achieve.

After collecting the predicted QPS scores for the di�erent parallelization levels 4d, we
perform a sort, based on the CPU utilization 4e, and select the tuning knob value that
minimizes the CPU utilization and satis�es the QoS 4f .

Model-less: In the online phase of the modeless approach, the end user speci�es only
the task he wants to perform, i.e., image classi�cation or object detection, and the target
QoS. The modeless scheduler then selects the best inference engine with the appropri-
ate degree of parallelism from a task-speci�c pool of registered, trained inference models
to complete the task in the least resource-intensive manner, while satisfying the QoS
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constraint under the current interference conditions in the system. The main di�erence
is that during the QPS prediction phase, the model-less scheduler not only tries di�er-
ent levels of parallelism, but also di�erent models for the given task. Apart from this
additional degree of freedom, the other steps are identical.

A.5. Evaluation

To evaluate our schedulers, we perform a series of tests on both the model-speci�c and
model-less approaches. Each scheduling system is evaluated against di�erent baselines,
di�erent levels of interference, and di�erent QoS requirements.

A.5.1. Model-speci�c Inference Engine Scheduler Evaluation

Experiment Description: To quantify the impact of di�erent levels of interference on
scheduling decisions, we create 3 di�erent interference scenarios. In each scenario, iBench
batches are deployed on our cluster, pressuring various shared resources for a speci�ed
time interval ranging from 70 to 220 seconds. When an iBench batch is �nished, the next
one is started after a random time interval between 10 and 30 seconds. After the interfer-
ence level is determined, the inference engines presented in section A.3 are used to provide
a speci�c QoS constraint. Each engine is deployed 10 times for a duration of 30 seconds.
We also consider 3 di�erent QoS constraints i) Low, ii) Medium, and iii) High for each
inference engine, based on the QPS values it can achieve. Finally, we compare our model-
speci�c scheduler to two di�erent schedulers: i) a scheduler that provides a minimum of
CPU resources (Min CPU Usage), and ii) a scheduler that provides full-provisioning and
thus maximizes the utilization of CPU (Max CPU Usage).

Figure A.6 (top) shows the violations of the speci�ed QoS constraint for 3 representative
inference engines i) the TF-Mobilenet, ii) the TF-Mobilenet-Q, and iii) the ONNX-SSD-
Mobilenet. X axis shows di�erent QoS constraint levels, while Y axis depicts the number
of QoS violations. Our interference-aware scheduler manages to keep the number of QoS
violations signi�cantly lower than Min CPU Usage in all cases with medium or high QoS
constraints, and performs better or equal to Min CPU Usage in almost all cases with low
QoS constraints. IRIS (Interference-Aware) achieves 67:53% less QoS violations com-
pared to Min CPU Usage, on average. Furthermore, our scheduler manages to perform
remarkably better than the Max CPU Usage in the ONNX SSD-Mobilenet inference en-
gine. More speci�cally, we achieve, on average, 43:97% less QoS violations compared to
the Max CPU Usage approach. This is because the ONNX benchmarks perform best at
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Figure A.6.: Model-speci�c inference serving evaluation of the number of QoS violations (top)
and average CPU utilization (bottom) over di�erent QoS constraint levels.

moderate parallelism, while they show a performance drop at high parallelism. In the
Tensor�ow benchmarks, the number of QoS violations of our custom scheduler is simi-
lar to that of the Max CPU Usage, although our scheduler achieves this without using the
cluster's resources at maximum capacity all the time.

Figure A.6 (bottom) depicts the average CPU utilization of the studied scheduling ap-
proaches for di�erent QoS constraint levels. Our interference-aware scheduler achieves
36:78% CPU utilization, on average which is between the CPU utilization of the Min
CPU Usage (15:38%) and the Max CPU Usage (all threads occupied - 84:27%). This means
that our custom scheduler is able to meet or exceed the QoS constraint for most in-
ference engines by utilizing 56:4% less CPU resources compared to Max CPU Usage, and
avoiding the resource under-utilization and high QoS violations, compared to Min CPU
Usage.

To gain further insight into the behaviour of the examined scheduling approaches, we
examine the QPS distributions obtained for i) the TF-Mobilenet-Q and ii) the ONNX-
SSD-Mobilenet Inference Engines, respectively, for 3 di�erent QoS targets and 3 di�erent
interference scenarios. As Figure A.7 shows, our interference-sensitive scheduler exhibits
26% less QPS compared to Max CPU Usage for TF-Mobilenet-Q. However, this comes
with the cost of resource over-utilization. For ONNX-SSD-Mobilenet in �gure A.8, our
scheduler achieves 44% more QPS, on average, thus we con�rm that maximizing resource
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Figure A.7.: QPS Distributions for TensorFlow Mobilenet Quantized over di�erent QoS con-
straints ans interference scenarios

Figure A.8.: QPS Distributions for ONNX Runtime SSD-Mobilent over di�erent QoS constraints
ans interference scenarios

utilization does not necessarily lead to high QPS due to context switching and congestion.
Moreover, we see a performance distribution with the highest probability of QPS values
above the target QoS for all QoS constraints. Therefore, our scheduler provides more QoS
guarantees compared to Min CPU Usage, by achieving 59.2% and 16.6% higher QPS, on
average, for TF-Mobilenet-Q and ONNX-SSD-Mobilenet, respectively. Thus, IRIS can
guarantee high QPS, while avoiding resource congestion.

A.5.2. Model-less Inference Engine Scheduler Evaluation

Experiment Description: When evaluating the model-less scheduler, we only specify
the desired task, i.e., image classi�cation or object detection, and the scheduler selects the
appropriate inference engine and the values of the tuning knobs. We consider 20 requests,
the duration of each inference engine being 30 seconds. Finally, our model-less scheduler
is compared to all di�erent interference-aware model-speci�c schedulers for the given task
e.g., for the object detection task, a baseline is the interference-aware model-speci�c sched-
uler using only the TF-SSD-Mobilenet inference engine.
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Figure A.9.: Model-less Inference Serving Evaluation for QoS violations (top), average CPU
utilization (middle) and QPS (bottom) for Image Classi�cation Task.

Figure A.9 indicates the QoS violations (top) and average CPU utilization (middle) for
the image classi�cation task. For low (20) and medium (35) target QoS constraint, the
model-less scheduler mostly uses the ONNX-Mobilenet benchmark, which never violates
the constraint. With the high QoS constraint (50), most of the time the TF-Mobilenet
benchmark is used, which has a higher QPS capability with a lower CPU utilization.
As a result, the model-less scheduler achieves, on average, 57:63% less QoS violations
compared to the others, where a single model variant is utilized. Furthermore, as we
observe in Figure A.9 (middle) the model-less approach achieves low QoS violations,
while keeping the average CPU utilization down to 21:34%, on average, across all QoS
constraints. Moreover, as it can be seen from the QPS distributions in Figure A.9, the
model-less scheduler exhibits similar performance variability to the benchmark it uses
most often for each QoS objective. More speci�cally, it manages to keep the mean QPS
value above the QoS constraints, while it achieves 2�, 1:22� and 1:56� higher QPS for
low, medium and high QoS constraint, on average.

In a similar experiment for object detection tasks, Figure A.10 highlights the QoS viola-
tions (top), the average CPU utilization (middle) and the QPS (bottom), respectively. In
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Figure A.10.: Model-less Inference Serving Evaluation for QoS violations (top), average CPU
utilization (middle) and QPS (bottom) for Object Detection Task.

particular, our model-less scheduler mainly uses the ONNX-SSD-Mobilenet benchmark
with a low QoS constraint, by achieving up to 23:89% less QoS violations, on average, for
all the QoS constraints (Fig. A.10 top). For the medium and high QoS requirements, the
model-less scheduler applies the TF-SSD-Mobilenet benchmark for most deployments, so
that, on average, 8 QoS violations occur, as with the model-speci�c scheduler serving
TF-SSD-Mobilenet. However, it performs signi�cantly better than the scheduler with
the ONNX-SSD-Mobilenet benchmark in these QoS conditions, by achieving 42:36% less
QoS violations, on average. Furthermore, the average CPU utilization is maintained at
a minimum for all QoS conditions, by consuming down to 34:19% of the total amount
of the CPU (Fig. A.10 middle). The performance variability shown in Figure A.10 is
similar to the performance variability it mostly selects, resulting in a mean QPS score
above the QoS constraints (Fig. A.10 bottom).
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A.6. Conclusion

In this work, we present an interference- and resource-aware predictive scheduling frame-
work for ML inference engines that aims to guarantee application-speci�c QoS constraints,
while minimizing resource utilization. Our framework is based on a model-less approach
and is integrated with the Kubernetes system. Under various QoS constraints, the model-
speci�c interference-aware scheduler violates QoS constraints less frequently by achieving
1:8� fewer violations, on average, compared to over-provisioning and 3:1� fewer vio-
lations compared to under-provisioning, through e�cient exploitation of available CPU
resources. The model-less feature is able to cause, on average, 1:5� fewer violations com-
pared to the model-speci�c scheduler, while further reducing the average CPU utilization
by � 30%.
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Appendix B.

SynergAI: Edge-to-Cloud Synergy for
Architecture-Driven High-Performance
Orchestration for AI Inference

The rapid evolution of Arti�cial Intelligence (AI) and Machine Learning
(ML) has signi�cantly heightened computational demands, particularly for
inference-serving workloads. While traditional cloud-based deployments
o�er scalability, they face challenges such as network congestion, high
energy consumption, and privacy concerns. In contrast, edge comput-
ing provides low-latency and sustainable alternatives but is constrained
by limited computational resources. In this work, we introduce SynergAI,
a novel framework designed for performance- and architecture-aware in-
ference serving across heterogeneous edge-to-cloud infrastructures. Built
upon a comprehensive performance characterization of modern inference
engines, SynergAI integrates a combination of o�ine and online decision-
making policies to deliver intelligent, lightweight, and architecture-aware
scheduling. By dynamically allocating workloads across diverse hardware
architectures, it e�ectively minimizes Quality of Service (QoS) violations.
We implement SynergAI within a Kubernetes-based ecosystem and eval-
uate its e�ciency. Our results demonstrate that architecture-driven in-
ference serving enables optimized and architecture-aware deployments on
emerging hardware platforms, achieving an average reduction of 2:4� in
QoS violations compared to a State-of-the-Art (SotA) solution.
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B.1. Introduction

In recent years, the rapid advancement of AI and ML applications and their widespread
integration into daily life has brought the new era of intelligent computing. Technolo-
gies such as Deep Learning (DL) [151] and Dynamic ML [212] are being widely used
for inference across diverse domains, including healthcare [213], computer vision [214],
and �nance [215]. Modern ML inference is characterized by the convergence of increas-
ingly complex models, rapid adaptation to specialized domains, and growing end-user
demands. This combination results in signi�cantly higher computing, memory, and stor-
age requirements. For example, widely used SotA DL models like YOLOv8m [216] have
over 25 million parameters. Newer architectures, such as ViT-G/14 [217], are even more
demanding, reaching nearly 2 billion parameters. As a result, these models place heavy
demands on system resources and can lead to signi�cant performance bottlenecks during
deployment.

Traditionally, these models are governed by throughput- and latency-oriented QoS [218]
requirements, as well as Service Level Objectives (SLOs) or Service Level Agreements
(SLAs) [219]. To meet these QoS demands and achieve SLO targets, such models are
typically deployed on high-performance Cloud computing platforms, which help miti-
gate performance bottlenecks while o�ering scalable, �exible, and cost-e�ective solutions.
Modern Cloud systems enhance ML/DL workloads by utilizing distributed computing,
specialized hardware accelerators (e.g., GPUs, TPUs) [220], and optimized networking.
Many vendors provide Machine Learning as a Service (MLaaS), o�ering comprehen-
sive solutions for model training, deployment, and inference. Notable platforms include
Google Cloud Vertex AI [159], AWS SageMaker [160], Microsoft Azure ML [161], IBM
Watson ML [221], and Nvidia AI Enterprise [222]. However, as service demands con-
tinue to surge, Cloud congestion becomes an increasing challenge, leading to limitations
in scalability and reliability. Additionally, Cloud servers and data centers are typically
centralized and located far from end-user devices. As a result, latency-sensitive applica-
tions often su�er from long round-trip delays, network congestion, and degraded service
quality [223]. Furthermore, in data-sensitive sectors such as healthcare, storing sensi-
tive information on third-party infrastructure raises critical privacy and con�dentiality
concerns [224].

To overcome the limitations of Cloud infrastructures, some of the computational workload
is shifted to the Edge, bringing processing closer to where the data is generated. Special-
ized AI hardware, such as Nvidia Jetson, Google Edge TPU, and Intel Movidius [225],
along with optimized ML frameworks like ONNX Runtime, TensorFlow, and TensorFlow
Lite [177,226,227], enable e�cient AI inference directly on Edge devices. Additionally, a
signi�cant amount of modern Edge devices lack dedicated GPUs because of limitations
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in cost, power consumption, heat dissipation, or physical size. As a result, inference must
often be carried out on the CPU, e.g. in mid-range smartphones, wearables, smart home
devices and automations. This advancement allows for low-power, high-performance AI
applications, reducing the need for constant Cloud connectivity and shaping the modern
paradigm of Edge AI [228]. Additionally, Edge processing improves power e�ciency by re-
ducing reliance on energy-intensive Cloud data centers, lowering data transmission costs,
and utilizing specialized AI accelerators [229]. However, Edge computing operates with
more limited computational and storage resources compared to Cloud-based processing.
As a result, achieving e�ective Edge-to-Cloud synergy is crucial for enabling scalable and
e�cient AI inference across the computing continuum.

A major challenge in achieving seamless Edge-to-Cloud synergy is integrating the QoS
guarantees of the Cloud with the e�ciency, low overhead, and advantages of the Edge
while mitigating the inherent limitations of each processing layer. This requires address-
ing several key challenges: i) Edge-to-Cloud Scheduling & Heterogeneity: E�ec-
tive collaboration between Edge and Cloud depends on intelligent scheduling of inference
workloads while accounting for the diverse architectures of modern processors, such as
ARM, RISC-V, and x86. ii) Architecture-Aware Inference Deployment: Many
Edge platforms o�er con�gurable power and performance modes (e.g., power modes,
turbo boost) that introduce trade-o�s between energy e�ciency and inference speed. Op-
timal deployment requires dynamic tuning of execution settings to align with workload
demands. Furthermore, the growing diversity in CPU architectures�including di�er-
ences in core counts, instruction sets (e.g., ARM, x86), and power-performance trade-o�s
further complicates optimized inference scheduling and resource allocation. iii) Diverse
QoS and SLA Requirements: Di�erent application domains impose varying QoS
constraints. For example, healthcare and automotive applications require millisecond-
level inference latency, whereas �nance and agriculture can tolerate higher variability,
enabling �exible resource allocation across the Edge-to-Cloud continuum. iv) Infer-
ence Engine Variability: The broad range of inference-serving frameworks, such as
TensorFlow [177], ONNX Runtime [226], and PyTorch [230], introduces complexity in
selecting the optimal model and backend for deployment across di�erent hardware nodes.
The aforementioned challenges form a multidimensional problem for the e�cient de-
ployment of inference-serving workloads within a heterogeneous Edge-to-Cloud contin-
uum.

E�cient inference serving remains a challenging task, as it requires a deep understand-
ing of application architecture, workload characteristics, and the processing capabilities
of both Edge and Cloud infrastructures [218]. To address these challenges, prior re-
search has explored inference serving and orchestration solutions speci�cally tailored
for the Edge [231�234], the Cloud [166, 199, 218], and the broader Edge-to-Cloud con-
tinuum [235�238]. SotA research o�ers e�ective inference-serving strategies, primarily
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focusing on QoS-driven performance optimizations [239], which serve as the core opti-
mization objective of this work. However, existing approaches lack architecture-aware
scheduling frameworks that dynamically optimize inference serving by adapting to the
diverse operating capabilities of heterogeneous Edge and Cloud nodes. Additionally, while
various scheduling techniques have been proposed for individual layers (Edge or Cloud)
and across the continuum, they often fail to fully exploit dynamic resource adaptation and
architecture-driven execution modes. As a result, these limitations restrict the optimiza-
tion and customization potential of existing solutions, preventing them from maximizing
e�ciency under varying workload demands.

In this work, we introduce SynergAI [240�243], a novel framework designed for architecture-
tuned, performance-e�cient inference serving across heterogeneous Edge-to-Cloud nodes.
The primary optimization goal of SynergAI is to minimize QoS violations for inference
engines deployed across the continuum by ensuring e�cient, architecture-driven engine
placement. Our solution is based on comprehensive performance and architecture-driven
characterization and analysis of discrete inference engines across di�erent Edge/Cloud
nodes and operating modes. Speci�cally, we focus on the performance and resource
trade-o� capabilities of Edge nodes, enabling the development of optimized deployment
strategies tailored to each node's unique attributes. The outcome of this analysis provides
the crucial tuning parameters for our proposed Edge-to-Cloud orchestrator. SynergAI
utilizes a QoS-aware, architecture-driven scheduling framework that dynamically adjusts
the placement of inference jobs based on real-time assessment of QoS violation risks.
We further evaluate the overhead introduced by our approach and demonstrate that
it remains minimal. In addition, we analyze energy consumption, highlighting consis-
tent energy savings across platforms and we present a representative use case that pro-
vides an in-depth visualization of SynergAI's behavior and decision-making process in
a real deployment scenario. To summarize, the key contributions of this work are as
follows:

ˆ We conduct an extensive characterization and analysis for performance and
architecture-driven tuning and deployment of discrete ML inference engines and
models across the Edge-Cloud continuum.

ˆ We present SynergAI, a novel Edge-to-Cloud scheduling framework for
solving the problem of QoS violations minimization. We incorporate a combination
of o�ine and online mechanisms into our proposed solution, which leverages the
characterization and analysis process to perform dynamic task scheduling based on
real-time assessments of QoS violation risks.

ˆ We integrate and evaluate our solution with the Kubernetes framework,
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demonstrating that SynergAI's architecture-driven inference serving enables opti-
mized and architecture-aware deployments on emerging hardware platforms, achiev-
ing an average reduction of 2:4� in QoS violations compared to a SotA solution.

B.2. Related Work

In recent years, numerous studies have focused on inference serving and scheduling. Sys-
tems like TensorFlow Serving [177], TensorFlow Lite [227], and ONNX Runtime [226]
are notable examples of �exible and high-performance serving platforms for ML mod-
els, tailored for production environments on both Edge and Cloud infrastructures. From
an industrial perspective, Nvidia's AI platform o�ers the Triton Inference Server [178],
which facilitates GPU-based inference while also supporting CPU models, though it re-
quires static con�guration for model instances. Regardless of the setup, e�ective in-
ference serving relies heavily on e�cient scheduling and orchestration. In this section,
we present related work, categorized based on the target optimization layer within the
Edge-to-Cloud continuum. Speci�cally, we group the examined research into three main
categories: (i) Inference Serving & Scheduling on the Edge, (ii) Inference Serving &
Scheduling on the Cloud, and (iii) Inference Serving & Scheduling across the Edge-Cloud
Continuum.

Inference serving & Scheduling on the Edge: Several studies have focused on
optimizing inference serving at the Edge. In [231], the authors propose a DNN parti-
tioning and splitting approach tailored for Edge computing systems. Similarly, in [233],
a framework is presented that utilizes Edge computing for collaborative DNN inference
through device-edge synergy. In [234], a mathematical model is introduced for adap-
tive DNN model partitioning and inference o�oading at the Edge. Additionally, [244]
proposes a multi-agent reinforcement learning-based, energy-e�cient collaborative infer-
ence scheme for Mobile Edge Computing (MEC). Lastly, in [232], a resource-e�cient
DNN inference method with latency-awareness is proposed, while [245] explores the
trade-o�s between energy consumption and latency for CNN inference on Edge accel-
erators.

Inference Serving & Scheduling on the Cloud: Several studies have investigated
inference serving, scheduling, and orchestration at the Cloud layer. In [218], the authors
introduce an interference- and resource-aware predictive orchestrator for ML inference
serving. In [166,199], a scheduling approach for CPU servers is presented, which utilizes
load prediction to reduce interference. Furthermore, [200] proposes a modular framework
that balances incoming workloads based on low-level metrics monitoring. Resource parti-
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tioning strategies designed to optimize QoS requirements have also been explored in [198].
Finally, in [246], workload-speci�c scheduling techniques are discussed, where di�erent
workload classes are handled by distinct schedulers.

Inference Serving & Scheduling across the Edge-Cloud Continuum: To leverage
the advantages of both Edge and Cloud computing, numerous studies have focused on op-
timizing inference serving and scheduling across the Edge-Cloud continuum. In [235], the
authors propose an active inference-based approach for o�oading LLM inference tasks
and managing resource allocation in cloud-edge environments. The study in [247] intro-
duces an Edge-Cloud collaborative architecture for DNN inference, while [236] presents
a preemptive scheduling solution for distributed ML jobs in Edge-Cloud networks. Ad-
ditionally, [248] employs LLMs to dynamically adjust the placement of application tasks
across Edge and Cloud layers in response to workload �uctuations. Furthermore, the
authors of [237] and [238] propose Edge�Cloud collaborative o�oading strategies that
rely on DNN partitioning, requiring detailed inter- and intra-layer analyses to determine
the optimal placement of model layers across heterogeneous Edge and Cloud resources.
Speci�cally, EosDNN [237] employs genetic algorithms to guide layer distribution, whereas
DDPQN [238] leverages a deep reinforcement learning�based approach to optimize DNN
o�oading across Edge�Cloud environments.

Reference Edge Cloud CPU GPU Performance Power

Li et al. [233] X x X x X x

Shi et al. [234] X x X X X x

Xiao et al. [244] X x X x X X

Guo et al. [232] X x X x X x

Archet et al. [245] X x x X X X

IRIS [218] x X X x X x

Paragon [166] x X X x X x

Quasar [199] x X X x X x

Tzenetopoulos et al. [200] x X X x X x

Patel et al. [198] x X X x X x

Garefalakis et al. [246] x X X x X x

He et al. [235] X X X x X x

Li et al. [247] X X X x X X

Wang et al. [236] X X X X X x

Rao et al. [248] X X X x X x

EosDNN [237] X X X x X x

DDPQN [238] X X X x X X

SynergAI X X X X X X

Table B.1.: Qualitative Comparison of SotA Literature Schedulers

While several approaches to inference serving and scheduling across the Edge, Cloud,
and Edge-Cloud continuum have been explored in existing research, to the best of our
knowledge, no study has proposed an architecture-driven scheduling framework that dy-
namically adapts to the heterogeneous capabilities of Edge and Cloud nodes to optimize
inference serving. Our system takes advantage of the architecture-driven performance fea-
tures and operating modes of modern Edge/Cloud infrastructures, leveraging their con�g-
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urable modes to enhance e�ciency and minimize QoS violations. We investigate the im-
pact of our approach across CPU/GPU heterogeneous architectures. Table B.1 provides
a qualitative comparison across the discrete SotA works that focus on inference schedul-
ing on the Edge, Cloud and Edge/Cloud continuum. Through extensive architecture-
driven characterization and analysis, our end-to-end orchestrator intelligently allocates
ML workloads across the continuum, o�ering a lightweight and performance-optimized
solution.

B.3. Pro�ling, Characterization & Analysis

B.3.1. Inference Serving Testbed

Hardware & Software Infrastructure: We conduct our experiments on a high-end
dual-socket Intel® Xeon® Gold 5218R (@2.1 GHz) server, equipped with 128 GB of DRAM
memory. On top of this setup, we con�gure two virtual machines to function as the
master (4 vCPUs, 8 GB RAM) and worker (16 vCPUs, 16 GB RAM) nodes of our
cluster, respectively, utilizing the KVM hypervisor. Additionally, we integrate two more
worker nodes on the Edge, which include an Nvidia Jetson AGX (8 CPUs, 32 GB RAM)
and an Nvidia Jetson Xavier NX (6 CPUs, 8 GB RAM). For cluster deployment and
orchestration, we leverage Kubernetes [249] (v1.28.10) in combination with Containerd
(v1.7.2) as the container runtime.

Inference Engine Workloads: For the purposes of this paper, we use the object de-
tection and image classi�cation tasks from the MLPerf Inference benchmark suite [250].
Table B.2 provides details on the MLPerf inference engines used, including the represen-
tation, the model variant, the validation dataset, and the model accuracy. The accuracy
values are solely determined by the model and dataset, and therefore remain consistent
across all platforms. Each inference engine container instance comprises two components:
(i) the Inference Engine and (ii) the Load Generator. The Inference Engine processes a
pre-trained DNN model (e.g., ResNet) using a speci�ed backend framework (e.g., Tensor-
Flow) to perform the designated task. Meanwhile, the Load Generator simulates tra�c
for the Inference Engine and monitors its performance. It takes as input the validation
dataset (e.g., ImageNet), the scenario, and the total number of queries to execute. In our
experiments, we employed the Single Stream scenario, where the Load Generator sends
one sample per query and waits for execution to complete before dispatching the next one.
Throughout the characterization, we maintain a consistent number of queries in MLPerf
across all inference engines to evaluate their performance under the same workload and
uncover their internal characteristics. This value is the default used in the Single Stream
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scenario. To eliminate variability caused by network latency, bandwidth limitations, or
cloud congestion, all validation datasets used in the experiments are pre-loaded into each
target device before execution, respectively.

Analysis of Operating Modes in AGX and NX Boards: The Nvidia AGX and
NX boards provide various operating modes to optimize performance, energy e�ciency,
and thermal management. These modes enable the system to switch between peak per-
formance for demanding workloads and lower power consumption for enhanced e�ciency
in energy-constrained environments. Table B.3 presents a detailed overview of the modes
analyzed in our research, as derived from the manufacturer's speci�cations. It is impor-
tant to note that both the AGX and NX boards o�er additional modes, but enabling
them requires a reboot. Since this work focuses on run-time decision making, we avoid
using these modes as they introduce overheads which can a�ect the scheduling system we
are developing. Focusing on the Nvidia Jetson AGX, we observe six available operating
modes. The CPU frequency ranges from 1200 MHz to 2266 MHz, with the number of
active CPUs varying from 2 to 8. Additionally, the power budget ranges from 15 Watts
to MAXN, generally indicating no �xed upper limit on power consumption. This enables
the system to operate at peak performance while dynamically adjusting power usage ac-
cording to workload demands and thermal constraints. On the other side, the Nvidia
Jetson Xavier NX o�ers nine available power modes. The CPU frequency here ranges
from 1200 MHz to 1900 MHz, with 2 to 6 CPUs active, and the power budget ranges
from 10 Watts to 20 Watts.

B.3.2. Characterizing Inference Serving

To gain deeper insights into the execution characteristics of the various inference en-
gines listed in Table B.2, we evaluate the impact of di�erent factors on their perfor-
mance. Speci�cally, we pro�le the engines to assess how i) x86 and ARM-based work-
ers, ii) vertical resource scaling, and iii) operating modes on ARM-based workers in-
�uence their performance. At the end of this analysis, we highlight the key insights
from our study to determine the optimal modes for implementation in our scheduling
system.

Performance-aware Characterization

In this section, we pro�le the inference engines listed in Table B.2 to analyze their perfor-
mance across all workers in our cluster. Figure B.1 presents the characterization of the
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Table B.2.: Supported MLPerf Inference Engines, Model Variant, Dataset and Corresponding
Accuracy

Task Representation Model Variant Dataset Accuracy

ResNet50 ImageNet 76.456%
Tensor�ow (TF) [177] MobileNet ImageNet 71.676%

MobileNet Quantized (Q) ImageNet 70.694%
MobileNet ImageNet 71.676%

Image Classi�cation
TFLite (TFL) [227]

MobileNet Quantized ImageNet 70.762%

ONNX Runtime [226]

ResNet50 opset-8 (OP8) ImageNet 76.456%
ResNet50 opset-11 (OP11) ImageNet 76.456%
MobileNet opset-8 ImageNet 71.676%
MobileNet opset-11 ImageNet 71.676%

TensorFlow [177] SSDMobileNet Coco 300 mAP 0.234
SSDMobileNet opset-8 Coco 300 mAP 0.23Object Detection

ONNX Runtime [226]
SSDMobileNet opset-11 Coco 300 mAP 0.23

Figure B.1.: Characterization of the Evaluated Inference Engines Across All Available Workers:
QPS (Top), pre-processing time (Upper-middle), inference engine time (Lower-
middle) and total execution time (Bottom) in log. scale.

evaluated inference engines across all available workers. It illustrates (a) the QPS (Top),
(b) the pre-processing time, which includes backend initialization, DNN model loading,
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and validation data preparation (Upper-middle), (c) the inference engine execution time,
which refers to the actual computation (Lower-middle), and (d) the total execution time,
as recorded by the Load Generator for each MLPerf Inference Engine, which represents
the overall pre-processing and inference engine execution time (Bottom). All metrics are
depicted in logarithmic scale. For the x86 worker, QPS values range from 16.5 for Ten-
sorFlow ResNet to 259 for ONNX Runtime MobileNet with opset-11, resulting in an
average QPS of 52.3. For total execution time, we observe a distribution ranging from a
minimum of 27.8 seconds for ONNX Runtime MobileNet with opset-11 to a maximum
of 4.3 minutes for ONNX Runtime SSDMobileNet with opset-8. The average execution
time is 2.4 minutes. An interesting observation is that, despite all inference engines pro-
cessing the same number of queries, the ONNX ResNet engine with the lowest QPS is not
the one with the longest execution time. Instead, the shortest execution time is recorded
for ONNX Runtime MobileNet with opset-11, which has a QPS of 259. This behavior
is attributed to the preprocessing time, which includes the overhead of initializing the
selected backend, setting up the pre-trained DNN model on this backend, and loading
the MLPerf validation dataset. Indeed, TensorFlow ResNet completes this process in just
1.4 seconds, whereas ONNX Runtime MobileNet with opset-11 requires 19� longer time
for preprocessing. This signi�cantly impacts performance, ultimately counteracting the
advantage of its higher QPS.

For the AGX worker, QPS ranges from 5.7 for TensorFlow ResNet to 39.3 for ONNX
Runtime MobileNet with opset-11, with an average of QPS of 19. The total execution
time spans from a minimum of 1.8 minutes for ONNX Runtime MobileNet with opset-11
to a maximum of 11.5 minutes for TensorFlow ResNet, averaging 4.6 minutes. Similarly,
for the NX worker, QPS varies between 5.6 for TensorFlow ResNet and 22 for TensorFlow
MobileNet, with an average of 12.5. The total execution time ranges from a minimum
of 3.1 minutes for TensorFlow MobileNet to a maximum of 11.6 minutes for TensorFlow
ResNet, with an average of 6.8 minutes. For both AGX and NX workers, the inference
engine with the highest QPS results in the shortest execution time, while the one with
the lowest QPS has the longest execution time, unlike the x86 worker. This occurs
because preprocessing time increases only slightly, by 10% on AGX and 1:76� on NX
compared to x86. Preprocessing tasks like image resizing and normalization rely more
on memory bandwidth and I/O rather than CPU power, causing minimal slowdown on
weaker hardware. In contrast, inference is far more computationally intensive, making the
increase in preprocessing time negligible compared to the much larger rise in execution
time.

? Q1: How does the performance of inference engines vary when executed on
di�erent workers?

The x86 worker outperforms AGX and NX, achieving 2:8� and 4:2� higher QPS, re-
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spectively, while also being 2� and 2:8� faster in execution time, respectively. This is
expected, as x86 o�ers the most powerful CPU and the largest available RAM, followed
by AGX and then NX. TensorFlow ResNet consistently exhibits the lowest performance
across all devices due to its high computational complexity [251], which becomes even
more evident on resource-constrained platforms like AGX and NX. ONNX MobileNet
opset-11 is the fastest inference engine on both x86 and AGX, bene�ting from ONNX
Runtime's optimizations for e�cient parallel execution and low-latency inference. How-
ever, on NX, TensorFlow MobileNet achieves the best performance. This analysis high-
lights the signi�cance of architecture-aware inference deployment, as performance can
vary substantially across hardware platforms, even within the same device family, due to
the interplay between system architecture, framework optimizations, and the character-
istics of the inference model.

? Key Outcome 1: Optimal inference engine and model selection varies signi�cantly
across di�erent hardware architectures. Inference e�ciency is driven by the engine, mod-
els and intra-architecture characteristics.

Architecture-Driven Tuning Characterization

In this section, we examine the impact of various optimizations on the performance
of the analyzed inference engines. Our approach is divided into two parts: a) for the
x86 worker, we evaluate how the number of threads in�uences performance, and b) for
the AGX and NX workers, we investigate how di�erent operating modes a�ect perfor-
mance.

? Q2: How does vertical scaling (i.e., #Threads) impact performance on x86-
based workers?

In this part of our analysis, we examine the behavior of various inference engines when
executed on an x86 worker with di�erent thread counts. We focus on thread scaling, as
it represents one of the most e�ective approaches for enhancing parallelism and through-
put. Speci�cally, for inference engines using ONNX Runtime as the backend, we mod-
ify the INTRA_OP_NUM_THREADS parameter, and for TensorFlow engines, we adjust the
INTRA_OP_PARALLELISM_THREADS setting, which are the most in�uential parameters, as
outlined in prior research [218]. Finally, for TensorFlow Lite, we explore the NUM_THREADS
parameter. Figure B.2 illustrates the QPS (Top) and execution time (Bottom) across all
the inference engines examined (X-axis) for ranging number of threads. As shown in
Figure B.2, increasing the number of available threads results in higher QPS and reduced
total execution time. Using 2, 4, 8, and 16 threads yields average QPS improvements
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of 1:6�, 2:5�, 3:8�, and 4:5� respectively, compared to single-threaded execution. In
terms of total execution time 2, 4, 8, and 16 threads lead to average execution speedups of
1:6�, 2:3�, 2:9�, and 3� compared to single-threaded execution, respectively. To quan-
tify the relationship between thread count and performance, we compute the Pearson
correlation coe�cient [139] between execution time and the number of threads. Values
closer to 1 indicate a stronger linear correlation. On average, the correlation is 0.83,
suggesting a strong, although not perfectly linear, relationship between thread count and
performance. This observation implies that performance improvements from increasing
the number of threads tend to diminish beyond a certain point. For example, scaling from
1 to 8 threads yields a speedup of 2:9�, while further increasing to 16 threads results in
only a marginal improvement to 3�. These diminishing returns are attributed to factors
such as increased synchronization overhead, contention for shared resources (e.g., cache
and memory bandwidth), and ine�ciencies in parallel execution. Finally, preprocessing
time shows limited responsiveness to increases in thread count, resulting in a total exe-
cution time reduction of only 21% at 16 threads compared to single-threaded execution.
This modest improvement is expected, as we previously mentioned that preprocessing
tasks are more dependent on memory bandwidth and I/O operations than on CPU par-
allelism. As a result, fully utilizing all available threads does not guarantee proportional
performance gains, indicating that near-optimal performance is often achievable with a
reduced number of threads.

This e�ect becomes more noticeable in inference engines with relatively short total ex-
ecution times. As the number of threads increases and the inference engine becomes
faster, the preprocessing stage emerges as the primary bottleneck. For instance, in the
ONNX Runtime implementation of SSD MobileNet with opset-8, increasing the thread
count beyond 4 causes preprocessing to dominate the overall execution time, thereby
reducing the bene�t of additional threads. In addition, the scalability of performance is
signi�cantly in�uenced by the choice of backend and quantization strategy. In the case of
TensorFlow Lite's quantized MobileNet model, performance improves as expected when
scaling from 1 to 8 threads. However, at 16 threads, both Queries per Second (QPS) and
execution time remain nearly unchanged compared to single-threaded execution. This
behavior is primarily driven by two factors. First, TensorFlow Lite's threading model
is optimized for embedded devices and is designed to prioritize low-latency execution
rather than high degrees of parallelism. As a result, it does not e�ectively distribute
workloads across a large number of threads on x86 CPUs, which are not its primary
target architecture. Consequently, performance improvements tend to plateau beyond
8 threads. Second, quantization itself plays a crucial role in determining threading e�-
ciency. int8 operations are typically faster than �oating-point operations due to their
lower computational complexity and reduced memory bandwidth requirements [?, 252].
However, because these operations are inherently lightweight and complete rapidly, the
overhead associated with coordinating a larger number of threads can negate the expected
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Figure B.2.: Impact of Thread Scaling on MLPerf Inference Engines in x86 Worker

(a) AGX (b) NX
Figure B.3.: Impact of Operating Modes on the QPS (Top) and execution time (Bottom) for

the MLPerf Inference Engines for AGX and NX

performance gains. In some cases, excessive threading may even degrade performance due
to increased synchronization overhead.

? Key Outcome 2: Increasing the number of threads on x86-based workers enhances
inference performance, but the improvements taper o� beyond a certain point. This sug-
gests that near-optimal performance can be achieved without fully utilizing all available
threads, allowing for more e�cient resource usage.

? Q3: How do operating modes a�ect ARM-based workers?

In this part of our analysis, we assess the impact of operating modes on ARM-based
workers. Rather than directly analyzing thread scaling as done on the x86 worker, we
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Table B.3.: Power Mode Con�gurations for Nvidia Jetson AGX and Xavier NX Boards

Board Mode Max CPU Frequency
(MHz)

Online CPUs Power Budget
(W)

Nvidia Jetson AGX

Mode 1 1200 8 30
Mode 2 1450 6 30
Mode 3 1780 4 30
Mode 4 2100 2 30
Mode 5 2188 4 15
Mode 6 2266 8 MAXN

Nvidia Jetson NX

Mode 1 1200 4 10
Mode 2 1400 4 15
Mode 3 1400 4 20
Mode 4 1400 6 15
Mode 5 1400 6 20
Mode 6 1500 2 10
Mode 7 1900 2 15
Mode 8 1900 2 20
Mode 9 1900 4 10

evaluate its e�ect through operating modes, which simultaneously modify parameters
such as CPU frequency, core availability, and power allocation, all of which in�uence
performance. Figure B.3 illustrates the distributions of QPS and total execution time for
the AGX and NX boards across the available operating modes, as outlined in Table B.3.
Focusing on the AGX worker, we observe that Mode 6 stands out with the highest QPS
and, consequently, the lowest execution time. The QPS distribution ranges from 4.8 to
39.8, averaging at 18.4, while execution time ranges from 1.8 to 13.6 minutes, with an
average of 5.1 minutes. Speci�cally, Mode 6 delivers a QPS that is 1:3� higher than
Mode 5, 1:4� higher than Mode 4, 1:8� higher than Mode 3, 2� higher than Mode 2,
and 2:2� higher than Mode 1. In contrast, the slowest mode, Mode 1, shows a QPS
distribution from 4.8 to 17.3, averaging 8.2, with execution times ranging from 4.1 to
28.5 minutes, averaging 11.4 minutes. Mode 6 is expected to perform the best due to
its highest maximum operating frequency, utilization of all available CPUs, and lack
of power budget limitations. On the other hand, although Mode 1 o�ers more online
CPUs and a higher power budget, its lower frequency results in it being the slowest
option.

For the NX worker, Mode 9 achieves the highest QPS. The QPS distribution ranges from
5.6 to 23.3, averaging 14.3, while execution time varies between 2.9 and 11.6 minutes,
with an average of 5.8 minutes. Speci�cally, Mode 9 delivers a QPS that is 1:2� higher
than Modes 7 and 8, 1:3� higher than Modes 2, 3, 4, and 5, 1:5� higher than Mode
6, and 2:5� higher than Mode 1. The lowest-performing mode is Mode 1, with a QPS
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Figure B.4.: Impact of Frequency, #CPUs and Power Budget on Performance for AGX Worker

Figure B.5.: Impact of Frequency, #CPUs and Power Budget on Performance for NX Worker

distribution ranging from 1.8 to 8.1, averaging 5.5, and execution times between 8.4
and 36 minutes, with an average of 16.9 minutes. Mode 9 achieves high performance
by utilizing the highest CPU frequency while using only four threads and operating at
the lowest power budget. In contrast, Mode 1, which has the lowest maximum CPU
frequency of 1200 MHz, along with the same number of CPUs and power budget, results
in the slowest execution.

? Key Outcome 3: Operating modes signi�cantly impact performance on ARM-based
workers, with higher CPU frequencies leading to better QPS and lower execution times.

? Q4: Which parameters (e.g., #CPUs, frequency) have the greatest impact
on performance?

To gain a deeper understanding of why the aforementioned operating modes are signif-
icant, we analyze how the performance of the inference engines is a�ected by the key
aspects of each operating mode for both the AGX and NX workers. Figures B.4 and B.5
show the distributions of QPS across di�erent maximum operating clock frequencies
(Left), the number of online CPUs (Center), and the available power budget (Right).
As observed for both AGX and NX workers, increasing the maximum CPU frequency re-
sults in higher performance. For the AGX worker, raising the CPU frequency from 1200
MHz to 1450 MHz leads to an average 2:5% increase in QPS. Increasing to 1780 MHz
results in a 1:35� boost, to 2100 MHz a 1:7� increase, to 2188 MHz a 1:8� increase, and
to 2266 MHz a 2:3� improvement on average. A similar behavior is observed for the NX
worker, where moving from the same initial CPU frequency to the next available frequency
results in a 1:7�, 2�, and 2:3� higher QPS on average.
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Regarding the number of available online CPUs, we observe a counterintuitive trend. For
the AGX worker, increasing the number of online CPUs generally leads to a decrease
in QPS on average. Speci�cally, utilizing 4 online CPUs results in an 8% decrease in
QPS, while having 6 online CPUs leads to a 1:7� lower QPS compared to using 2 online
CPUs. With 8 online CPUs, QPS remains nearly the same as with 2 CPUs, showing
only a slight 1% drop on average. For the NX worker, QPS remains relatively stable. We
observe a slight 2% decrease on average with 4 CPUs, followed by a 4% increase when
using 6 CPUs compared to the 2-CPU con�guration. To understand this behavior, we
focus on the 2-CPU operating modes. On the AGX worker, the 2-CPU con�guration
corresponds to Mode 4, which operates at a high frequency of 2100 MHz. In contrast,
the 6-CPU con�guration, where we observe the largest QPS drop, only includes Mode
2, which has a lower frequency of 1450 MHz. Even with 8 online CPUs, which include
the best-performing Mode 6, the presence of Mode 1 operating at a lower frequency of
1200 MHz causes a decline in the QPS distribution. Similar observations hold for the NX
worker. This suggests that operating frequency is a more critical factor than the number
of online CPUs. If performance is the primary objective, it is often preferable to choose
an operating mode with fewer CPUs but a higher frequency, rather than increasing the
number of CPUs at the cost of reduced frequency.

As for the available power budget of the operating modes for the AGX worker, the
MAXN power budget stands out with an average QPS of 18.4. The next best power
budget is 15 Watts, which results in a 1:3� decrease, followed by 30 Watts, which leads
to a 2� decrease compared to MAXN. Although one might expect that the 30-Watt
mode would perform better than the 15-Watt mode, a deeper analysis of the operating
modes reveals that the 15-Watt power budget is exclusively associated with Mode 6,
which has the second-highest operating frequency. In contrast, the 30-Watt power budget
includes multiple modes with signi�cantly lower frequencies, leading to a lower average
QPS. For the NX worker, the behavior follows expectations, with the lowest QPS values
observed at 10 Watts, averaging 9.7 QPS. At 15 Watts and 20 Watts, the QPS values are
similar, averaging 11.3. The similarity in performance between 15 Watts and 20 Watts
is attributed to the wider range of operating frequencies available within these power
budgets, preventing any single mode from standing out.

? Key Outcome 4: CPU frequency has the greatest impact on performance, outweighing
the number of online CPUs, while power budget in�uences performance indirectly based
on the frequency and modes it enables.

To summarize, our evaluation shows that optimal inference performance is closely tied to
the hardware characteristics of the target architecture. The selection of inference engine
and model signi�cantly impacts performance and varies across architectures due to engine-
speci�c optimizations and architectural di�erences. On x86-based workers, increasing
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the number of threads improves performance, but bene�ts diminish beyond 8 threads,
making it a practical choice for balancing e�ciency and resource usage. In contrast,
ARM-based workers are highly sensitive to operating modes, with CPU frequency being
the dominant factor driving throughput and execution time. Other parameters, such as
core count and power budget, have a more indirect and comparatively minor in�uence
on performance.

B.4. SynergAI Scheduling Framework

Based on the insights derived by the characterization and analysis presented in Sec-
tion B.3.2, we design SynergAI. Its main goal is to satisfy the QoS requirements of the
deployed inference engines by reducing the number of QoS violations. SynergAI is il-
lustrated in Figure B.6 and aims to provide a synergetic Edge-to-Cloud solution and
consists of two discrete phases, i.e. i) Architecture-driven Performance Analysis & Char-
acterization (O�ine) detailed in Sec. B.4.1 and ii) QoS-aware Run-time Scheduling &
Deployment (Online), analyzed in Sec. B.4.2.

B.4.1. O�ine Phase: Architecture-driven Performance Analysis &
Characterization

The o�ine phase aims to evaluate how each inference engine performs under various
architecture-speci�c optimizations, driven by the characterization and analysis presented
in Sec. B.3.2. As input we provide the target inference engines intended for deploy-
ment within the proposed inference serving system, as well as the target Edge/Cloud
nodes. More speci�cally, the inference engine consists of the backend (e.g., TensorFlow,
ONNX Runtime), the pre-trained DNN model (e.g., ResNet), and the validation dataset
(e.g., ImageNet), while the target nodes are characterized by their underlying architec-
ture of workers (e.g., x86, ARM) and their operating modes. The result of the o�ine
phase is the creation of a con�guration dictionary for the discrete inference engines,
which encapsulates the data to be used later for job scheduling during the Online phase
(Sec. B.4.2).

Initially, the Performance-aware Con�guration Generator 1A examines the available
levels of parallelism for each architectural con�guration, optimizing execution e�ciency
accordingly. This process involves con�guring the degree of vertical scaling for each
backend within the inference engine on each worker node, as highlighted in prior research
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in [218]. By systematically exploring parallelism options, the system ensures that in-
ference workloads are optimally distributed across computational resources, maximizing
throughput and minimizing latency. In addition to parallelism optimization, SynergAI
integrates the Architecture-aware Con�guration Generator 1B, designed to enhance e�-
ciency in architectures where operating mode tuning is feasible. This module integrates
the discrete operating modes available on speci�c hardware platforms, such as the AGX
and NX boards, to assess their impact on performance within discrete power budgets. By
dynamically selecting the most e�cient operating mode con�guration, SynergAI ensures
that inference workloads are executed with an optimal balance between computational
speed, threading, and e�ciency, leading to architecture-tuned deployments. This dual op-
timization strategy�leveraging both parallelism exploration and architecture-aware tun-
ing�enables SynergAI to adaptively con�gure heterogeneous Edge and Cloud nodes, op-
timizing resource utilization while meeting QoS constraints.

Once all potential con�gurations for an inference engine across the available workers are
collected, a thorough Design Space Exploration & Analysis1C is performed. This step
involves systematically evaluating each con�guration to identify the most e�cient and
high-performing settings for di�erent workers, considering the speci�c operating modes.
By carefully exploring these con�gurations, we gain valuable insights into the trade-o�s
between speed and e�ciency, ultimately resulting in a well-balanced and optimized de-
ployment strategy. During this exploration, we gather detailed performance metrics,
such as the achieved QPS, total execution time, pre-processing time, actual computa-
tion time, threading, and more. These metrics provide a comprehensive view of the
inference engine's performance under varying con�gurations. Following an in-depth anal-
ysis of the collected data, we identify the Architecture-driven Optimal Deployments 1D
for each inference engine, selecting the best-performing con�gurations from all avail-
able architectures. This data is then stored in a structured database, ensuring easy
access and retrieval when required. The �nal dataset forms the Con�guration Dictio-
nary 1E, which serves as a reference for the SynergAI orchestrator. This dictionary
includes crucial elements for optimal inference serving, such as the model, backend,
operating mode, and other system con�gurations. It acts as the foundation for job
scheduling in the Online Phase (Sec. B.4.2), enabling the orchestrator to make intel-
ligent, architecture-tuned decisions that maximize the e�ciency of the entire Edge-Cloud
system.
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Figure B.6.: Overview of the O�ine and Online Phases of the SynergAI Framework

B.4.2. Online Phase: QoS-aware Run-time Scheduling & Deployment

During the Online Phase, SynergAI continuously manages incoming inference workloads
while maintaining compliance with the target QoS objectives. The scheduling policy con-
structs a Job Queue2A , where each job corresponds to an inference engine with de�ned
execution requirements, including the total number of queries to process and its speci-
�ed QoS constraint. For each job, SynergAI tracks the user-de�ned execution deadline
and the time elapsed since the job entered the queue. It then computes the remaining
allowable time before a QoS violation as the di�erence between the speci�ed QoS target
and the accumulated waiting time. As the waiting time increases, the remaining time
decreases, indicating higher urgency for scheduling. This parameter is continuously up-
dated and used to guide job prioritization and reduce the likelihood of QoS violations.
Once computed, queued jobs are processed by the Execution Time Estimator2B, which
enables adaptive scheduling by dynamically determining the optimal execution job order.
Through the Con�guration Dictionary 1E, SynergAI selects, for each worker, the con�g-
uration that maximizes QPS for a given inference engine. Based on this selection, the total
execution time for each job�worker pair is estimated as the sum of the job's pre-processing
delay and the time required to execute all queries at the QPS of the chosen con�guration.
This information is then utilized by the QoS Violation Detection Mechanism 2C, which
identi�es jobs at risk of exceeding their QoS limits and determines the most suitable
worker for deployment. SynergAI evaluates the di�erence between the remaining time
before a QoS violation and the estimated execution time across all available workers. As
this di�erence approaches zero, the job is considered increasingly urgent, while a negative
value signi�es that a QoS violation cannot be avoided.

SynergAI then determines the set of acceptable workers for each job, de�ned as those
capable of completing the job within its remaining time budget . From this set, workers
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are sorted by their estimated execution time, and the optimal worker is selected as the
one expected to complete the job the fastest. This approach ensures that each job is as-
signed to the most e�cient available node while maintaining QoS compliance. To handle
cases where the optimal worker is currently occupied, SynergAI maintains a prioritized
list of suitable workers, allowing immediate assignment to the next best available node
and thus minimizing idle time. Once urgency scores for all job and worker assignments
are determined, the queue is reordered so that the most urgent jobs are processed �rst,
forming the Ordered Job Queue2D. If no worker can complete a given job within its QoS
limit, the job is temporarily de-prioritized and placed at the end of the queue, allowing
feasible jobs to be processed �rst . A periodic update mechanism re-evaluates all jobs,
updating their waiting times and reassigning them to the most suitable workers as the
system state evolves. When a job is ready for execution, the Optimal Worker Availability
Exploration 2E iterates through the ordered list of acceptable workers, starting from
the optimal one, until an available worker is found. Once identi�ed, the corresponding
con�guration is retrieved from the con�guration dictionary. The scheduler then performs
the �nal Job-to-Node Mapping 2F , generating the Final Deployment Plan 2G, which
is deployed through Kubernetes. This iterative process continues until all jobs in the
queue are successfully executed across the Edge/Cloud cluster, ensuring e�cient utiliza-
tion of resources and strict adherence to QoS requirements. Finally, SynergAI adopts
a distributed storage model natively supported by the Kubernetes infrastructure. Data
persistence and sharing across the Edge/Cloud continuum are managed through Kuber-
netes volumes, which operate in a distributed manner across the nodes of the cluster. This
design decouples storage resources from individual nodes, enabling seamless data access
and container portability, while providing a robust, scalable, and fault-tolerant solution
with minimal additional complexity. The architectural decision to pre-distribute data
limits network overhead to small Kubernetes control messages. This design minimizes
the impact of network variability, as the latency of these messages is negligible compared
to compute-intensive inference tasks.

Incorporating new devices and inference engines: The proposed Online methodol-
ogy operates based on pre-characterized inference engines and worker nodes. The method-
ology is also capable of accommodating newly added devices or inference engines. In
such cases, we leverage the insights from Section B.3.2 to guide their deployment, even
in the absence of a complete con�guration pro�le. For new workers, if multiple fre-
quency settings are available, we choose the con�guration with the highest frequency, as
it generally provides the best performance. Among con�gurations with similar frequen-
cies, we prioritize those with the second-highest number of CPU cores, since increasing
core counts beyond a certain point o�ers diminishing returns. This con�guration is ap-
plied during real-time execution. For new inference engines deployed on already-known
devices, we use the con�guration that has shown the best performance across the ma-
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jority of pre-characterized engines. For example, when deploying a new engine, we use
operating Mode 6 on the AGX node, Mode 9 on the NX node, and 8 threads on the
x86 worker. An O�ine characterization phase can later be performed to comprehen-
sively evaluate the new device or inference engine. The resulting data is then used to
enhance the con�guration dictionary, improving future scheduling and deployment deci-
sions.

B.5. Experimental Evaluation

In this section, we present the experimental evaluation of SynergAI. First, we explain the
experimental setup and the mechanisms used for comparison. Finally, we present and ana-
lyze the results of our experiments and the impact of SynergAI.

B.5.1. Experiment Overview and Baselines Description

We assess the SynergAI scheduler through multiple experiments to evaluate its e�ciency.
Each experiment consists of a set of 24 inference engines to be served. Each inference en-
gine speci�es a required number of queries to be executed along with its QoS constraints,
meaning it expects to complete these queries within a speci�ed time limit. Queries are
processed sequentially, with each new query issued only after the previous one has �nished,
following the Single Stream scenario de�ned in MLPerf. Aiming to evaluate experiments
that clearly re�ect the behavior of the scheduler, all jobs scheduled and executed in strict
isolation on their designated nodes, ensuring zero interference and resource contention.
To determine the demands, we aggregated execution times across all con�gurations and
workers for each inference engine. From this distribution, we extracted the median values
to de�ne a demand-low-intensity (DL) demand set and the 25%-ile values to represent
a demand-high-intensity workload (DH). Regarding the arrival of inference requests at
SynergAI's scheduler, we follow a Poisson distribution, as done in prior research [3], since
it e�ectively models request arrivals by capturing independent events, following an ex-
ponential inter-arrival time, re�ecting real-world variability, and o�ering mathematical
simplicity for analysis. The � parameter of the distribution is derived from the data gath-
ered during characterization. Speci�cally, we aggregate execution times for all inference
engines across all con�gurations and workers, extracting the median and 25%-ile values
from the distribution to de�ne a low request frequency (FL) and a high request frequency
(FH). In total, we create three distinct experiments: DL-FL, DL-FH, and DH-FH, each with
increasing di�culty to evaluate our scheduling system.
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We compare the SynergAI scheduler with various other scheduling methods, ranging
from standard approaches to SotA scheduling systems. Besides our scheduling approach,
we implement �ve additional scheduling systems: i) Round Robin (RR), which allocates
inference engines to workers in a circular sequence, regardless of worker capabilities or
job demands, ensuring a fair distribution of workload across the system; ii) Strict Round
Robin (SRR), a variation of RR, where each job is strictly assigned to the next worker and
waits for its availability, aiming for perfect distribution but risking increased waiting times
and demand violations; iii) Least Recently Used (LRU), which assigns jobs to the worker
that has been idle the longest to prevent starvation and promote an even workload dis-
tribution; iv) Most Recently Used (MRU), which allocates jobs to the most recently active
node that is available, although it risks node starvation, as some nodes may remain un-
derutilized; v) Best E�ort (BE), which follows a greedy policy, iterating from the strongest
worker to the weakest until an available is found, and then assigns the job to that worker
for execution. Additionally, we implement from scratch and compare against a SotA
scheduling solution derived by [3]. We focus on the proposed solution without model slic-
ing, namely SLO Minimum-Average-Expected-Latency (SLO-MAEL), since our work does
not focus on the model slicing techniques. SLO-MAEL aims to reduce QoS violations and
the decision-making relies on evaluating all possible mappings of inference engines to
workers using a scoring system. The performance of each scheduling system is evaluated
using the following metrics: a) total number of violations, b) waiting time, which refers
to the duration the inference engine spends in the queue, c) end-to-end execution time,
encompassing waiting time, execution time, and the scheduling overhead introduced by
SynergAI, and d) average excess time, which measures the average time a job exceeds its
desired execution time. This is calculated as the di�erence between the actual and desired
times, with excess time clipped to zero for jobs that do not violate the QoS. It is impor-
tant to note that all jobs are executed isolated, with no concurrent inference workloads
on the same node, aiming to avoid interference phenomena.

B.5.2. Detailed Analysis of SynergAI versus De�ned Baselines

Figure B.7 presents the results of the DL-FL experiment. Analyzing the number of vi-
olations, the SRR scheduler records the highest count at 18, followed by LRU with 14
and RR with 11. The MRU scheduler incurs 5 violations, while BE reports 3. SynergAI
achieves the fewest violations, with only 2 recorded. Beyond violation counts, SynergAI
also demonstrates superior performance in end-to-end execution time. Its execution time
distribution ranges from a minimum of 7.4 seconds to a maximum of 4.3 minutes, with
an average of 1.24 minutes and a tail latency of 4.3 minutes. The tail latency metric (i.e.
the 99%-ile of the distribution) is particularly important, as it captures the worst-case
execution time for the slowest 1% of jobs, ensuring system reliability under peak loads.

182



B.5. Experimental Evaluation

Figure B.7.: Comparison of SynergAI with other Scheduling Systems in the DL/FL Experiment

SynergAI consistently outperforms all other schedulers, with its tail latency execution
time being lower by factors of 2:1�, 2:3�, 2:4�, 2:4�, and 3:6� compared to BE, MRU,
RR, LRU, and SRR, respectively. The average waiting time provides further insights into
scheduling e�ciency. As expected, the SRR scheduler exhibits the longest waiting time
at 3.6 minutes due to its strict job rotation policy, which evenly distributes workloads
but increases delays and violation risks. The LRU and RR schedulers show shorter waiting
times of 18.8 seconds and 11.5 seconds, respectively. Notably, both MRU and BE, along
with SynergAI, experience no waiting time. SynergAI's advantage comes from its abil-
ity to identify the optimal con�guration for each inference engine across worker nodes.
This underscores the importance of the O�ine Phase, as other schedulers rely on pre-
de�ned con�gurations, typically selecting the worker with the highest CPU resources.
By leveraging its learned knowledge, SynergAI surpasses these conventional approaches.
Moreover, due to its adaptive con�guration strategy, even for the two jobs that exceeded
their QoS targets, the average excess time remains exceptionally low at just 2.3 seconds.
This is signi�cantly lower compared to the excess times recorded by other schedulers:
13.4 seconds for BE, 20.7 seconds for MRU, 39.9 seconds for RR, 46.7 seconds for LRU, and
4.3 minutes for SRR.

In the DL-FH experiment, we increase the arrival rate of inference engines to evaluate how
the scheduling schemes perform under higher workload conditions. Figure B.8 presents
the results of this experiment. Among the schedulers, SRR exhibits the highest number
of violations, with 21 violations, meaning only three jobs met their constraints. The LRU
scheduler follows with 15 violations, while RR, MRU, and BE each record 16 violations,
indicating a performance decline under heavier load. In contrast, SynergAI achieves
the best performance, recording the fewest violations at just 6. For the execution time
distribution, SynergAI performs remarkably well, with a range from a minimum of 9.5
seconds to a maximum of 12 minutes, an average of 2.3 minutes, and a tail latency of
10.4 minutes. Regarding waiting time, SRR has the highest at 13.3 minutes, while LRU
and RR exhibit shorter waiting times of 1.36 minutes and 1.56 minutes, respectively. Both
MRU and BE display waiting times of 1.41 minutes and 1.42 minutes, explaining the higher
number of violations for these schedulers. On the other hand, SynergAI has the smallest
average waiting time at just 49.2 seconds. Finally, regarding excess time, SynergAI
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Figure B.8.: Comparison of SynergAI with other Scheduling Systems in the DL/FH Experiment

Figure B.9.: Comparison of SynergAI with other Scheduling Systems in the DH/FH Experiment

maintains an average excess time of 37.7 seconds for the jobs that led to violations. This
is signi�cantly lower compared to the excess times recorded by other schedulers: 1.4
minutes for BE, 1.3 minutes for MRU, 1.4 minutes for RR, 1.3 minutes for LRU, and 13.7
minutes for SRR.

Finally, in the DH-FH experiment, we not only increase the arrival rate of inference en-
gines but also raise the QoS demands for each engine, making this the most challenging
experiment in terms of load for all the schedulers. Figure B.9 presents the results of this
experiment. Once again, SRR records the highest number of violations, totaling 21. The
other schedulers show a slight increase in violations compared to the previous experiment,
with LRU, RR, MRU, and BE recording 17, 17, 18, and 16 violations, respectively. In con-
trast, SynergAI delivers the best performance even in this demanding scenario, achieving
the fewest violations with only 11. The execution time distribution of SynergAI ranges
from a minimum of 9.3 seconds to a maximum of 11.8 minutes, with an average of 2.75
minutes and a tail latency of 11.6 minutes. When comparing the tail latency, SynergAI
outperforms the other schedulers, with a value 1:3� lower on average, showcasing its
superior e�ciency. As for waiting times, SynergAI has the lowest average waiting time
of approximately 1 minute. The next slowest schedulers are BE at 1.1 minutes, followed
by LRU at 1.2 minutes, RR at 1.4 minutes, MRU at 1.8 minutes, and SRR at 12.9 minutes.
Regarding excess time, SynergAI maintains an average excess time of 1.1 minutes for
the jobs that resulted in violations, which is signi�cantly lower than the excess times
recorded by the other schedulers: 1.4 minutes for BE, 2.35 minutes for MRU, 1.9 minutes
for RR, 1.8 minutes for LRU, and 14.2 minutes for SRR. Summarizing all the experiments,
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SynergAI achieves an average reduction of 7:1� in QoS violations and 5:3� in excess
time, respectively.

B.5.3. Comparison with SotA Scheduling System

We also compare SynergAI with the SotA scheduling system proposed by [3] (SLO-MAEL).
We once again compare SynergAI with SLO-MAEL across the three distinct experiments we
previously analyzed: DL-FL, DL-FH, and DH-FH, each representing scenarios with escalat-
ing di�culty and load. For this evaluation, we utilize the same metrics as in our previous
analysis to ensure consistency. Figure B.10 presents the results from all conducted ex-
periments. In the DL-FL experiment, SLO-MAEL results in 5 violations. The end-to-end
execution time varies signi�cantly, ranging from a minimum of 10.7 seconds to a maxi-
mum of 4.4 minutes, with an average of 1.8 minutes and a tail latency of 4.2 minutes.
In contrast, as previously shown, SynergAI leads to only 2 violations while achieving a
1:5� reduction in average execution time. This performance gap can be primarily at-
tributed to the waiting time experienced by tasks. SLO-MAEL exhibits an average waiting
time of 31.5 seconds, whereas SynergAI completely eliminates pending time, allowing for
more e�cient scheduling and execution. Although SLO-MAEL utilizes a scoring system to
optimize task-to-worker placement based on current queue conditions, it lacks adaptive
rescheduling capabilities and fails to account for the optimal resource con�gurations of
each worker. Consequently, this leads to a higher number of violations and longer wait-
ing times. The drawbacks of SLO-MAEL are also evident in the average excess execution
time, which measures how much longer tasks take beyond their expected duration. Here,
SLO-MAEL records an average excess time of 7.1 seconds, which is 3:1� higher than that
of our approach. This further highlights the ine�ciencies in its scheduling decisions com-
pared to SynergAI, which optimally balances task assignments to minimize delays and
violations.

For the DL-FH and DH-FH experiments, which present increasingly complex and challeng-
ing scenarios, we observe a consistent pattern. SLO-MAEL results in 13 violations for DL-FH
and 17 for DH-FH, which are 2:2� and 1:6� higher, respectively, compared to the number
of violations seen with SynergAI. Execution times are also noticeably higher for SLO-MAEL,
with average times that are 1:5� longer for DL-FH and 1:3� longer for DH-FH. Similarly,
waiting times for SLO-MAEL are signi�cantly greater, standing at 1:9� and 1:5� higher
than those observed with SynergAI in these experiments. Furthermore, the average ex-
cess execution time further emphasizes the ine�ciencies of SLO-MAEL, showing 2:2� higher
values in DL-FH and 1:85� higher in DH-FH compared to SynergAI. These results clearly
demonstrate that SynergAI outperforms SLO-MAEL in terms of scheduling e�ciency by
reducing violations, execution times, waiting times, and excess execution, positioning it
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Figure B.10.: Comparison of SynergAI with SLO Minimum-Average-Expected-Latency (SLO-
MAEL) [3] for all Experiments

as a more e�ective solution for inference scheduling.

B.5.4. Overhead, Energy Consumption Analysis & Use-Case Demonstration

Overhead & Tail Latency Analysis: A successful Edge-Cloud scheduler scheme
should also be able to perform decision-making with minimal overhead. Therefore, we
evaluate the scheduling overhead of each policy in the DH-FH experiment (i.e. the most
tight experiment) as shown in Figure B.11, in order to observe the di�erences in assign-
ment e�ciency among the evaluated schedulers. The scheduling overhead represents the
time interval from when a job is dequeued from the waiting queue until it is successfully
assigned to a worker. Note that SLO-MAEL is excluded from the overhead analysis, as its
scheduling policy primarily performs decision-making as a pre-processing step for schedul-
ing exploration, thus prior to the actual scheduling decision. Consequently, it does not
incur overhead during scheduling, which is the focus of our analysis. Although SLO-MAEL
evaluates multiple scheduling scenarios, these computations are not carried out during job
execution. Therefore, it is not comparable under our overhead de�nition, which considers
only run-time computational e�ort. SynergAI demonstrates superior performance with
the lowest average scheduling overhead of 12.54 seconds, which is approximately 2:5�
faster than MRU, 3:2� faster than LRU, 3:5� faster than RR, 4:1� faster than BE, and
8:9� faster than SRR. The median values further highlight SynergAI's consistency, with
a negligible median scheduling overhead, indicating that the majority of jobs are assigned
almost instantaneously.

While SRR also exhibits negligible median scheduling overhead, this metric is misleading
and masks its notably poor overall performance. SRR demonstrates an average scheduling
overhead of 1.86 minutes -nearly 9� higher than SynergAI- with a maximum scheduling
overhead of 11.42 minutes and tail latency of 11.21 minutes, indicating severe e�ciency
degradation. The deceptive minimal median overhead for SRR can be explained by its
strict rotation policy: when the designated worker in the rotation is immediately avail-
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Figure B.11.: Scheduling Overhead of all the Scheduling Systems in the DH/FH Experiment

Figure B.12.: Tail Latency of all Scheduling Systems in the DH/FH Experiment

able, assignment occurs instantly, but when that speci�c worker is busy, the scheduler
waits inde�nitely until it becomes available rather than proceeding to the next worker
in rotation. This creates a polarized distribution with either immediate assignments or
signi�cant delays, making the median an unreliable indicator of SRR's true performance.
SynergAI's superiority can be attributed to its intelligent multi-layered approach. By
computing the best-�tting worker for each job and maintaining a sorted list of workers
from fastest to slowest for each speci�c job, it minimizes assignment overhead through
pre-computation and optimization. Additionally, by consistently selecting the fastest
available worker for each job, SynergAI ensures rapid job execution, which in turn makes
workers available more quickly for subsequent assignments. This creates a positive feed-
back loop that maintains low scheduling overhead throughout the system's operation.
To summarize, SynergAI achieves an average reduction of 4:44� in scheduling overhead
across all schedulers.

To gain a deeper understanding of worst-case scheduling behavior, we further analyze tail
latency, an essential metric in edge-to-cloud inference pipelines. Tail latency represents
the high-percentile response time (e.g., the 95%-ile) and re�ects delays observed by the
slowest fraction of requests, rather than the average case. This metric is particularly
important in real-time systems, where responsiveness must be maintained not only under
normal operation but also during periods of bursty arrivals or resource contention. Even
when mean latency is low, elevated tail latency can signi�cantly degrade user experi-
ence and threaten QoS guarantees. To evaluate the robustness of SynergAI under heavy
load, we report tail-latency performance for the most demanding workload con�guration
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Figure B.13.: Normalized energy consumption on the Edge nodes (Left) and average job assign-
ment across the Edge-Cloud nodes (Right).

(DH�FH), comparing against all baseline schedulers. Figure B.12 presents the 95%-ile
execution time for each policy. SynergAI achieves the lowest tail latency, improving
over SRR by 6:5�, over LRU and RR by 1:8�, over MRU by 1:65�, and over BE and
SLO-MAEL by 1:41�. These results show that SynergAI not only reduces average execu-
tion time, but also provides strong worst-case latency guarantees. By consistently limiting
tail latency even under extreme system stress, SynergAI ensures reliable inference perfor-
mance across diverse workload conditions. To summarize, SynergAI achieves an average
reduction of 2:43� in tail latency across all schedulers.

Energy Consumption Analysis: Computational energy represents the primary opti-
mization target in our architecture-driven approach, as CPU/GPU power consumption
clearly out-scales that of network components. Network energy measurement remains out-
side our scope as it requires dedicated power sensors not integrated in our experimental
setup. Figure B.13 presents the normalized average energy consumption on Edge nodes
(Left), i.e., the Nvidia AGX and NX boards, and the average job assignment across Edge-
Cloud nodes (Right), including the x86 VM. These results cover all the schedulers and
experiments discussed in Section B.5.1. The Thermal Design Power (TDP) indicates the
average power (in Watts) that a processor dissipates when operating at its base frequency
with all cores active. Our Intel Xeon server has a TDP of 105 W per socket, as reported
in the manufacturer's datasheet [253], an order of magnitude higher than the Edge de-
vices, which operate between 10 W and 30 W. Consequently, assigning tasks to the x86
worker signi�cantly increases energy consumption. Furthermore, since tasks are deployed
on Virtual Machines (VMs) in the Cloud, accurately attributing energy consumption to a
speci�c VM is not feasible. Thus, this data is omitted from Figure B.13 (Left). We observe
that SynergAI outperforms the baseline approaches (SRR, LRU, RR, MRU, BE), achieving a
39.08% reduction in energy consumption on the AGX platform and a 43.42% reduction
on the NX platform, on average. When comparing SLO-MAEL to SynergAI, the former
appears to consume less energy, as shown in Figure B.13 (Left). However, Figure B.13
(Right) reveals that SLO-MAEL o�oads 14.89% more jobs on average than SynergAI.
Our experiments also demonstrate that jobs o�oaded by SLO-MAEL utilize the x86 node
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Figure B.14.: Use Case Illustration for the DH-FH Scenario

for 77.8% longer than those managed by SynergAI, ultimately leading to higher overall
energy consumption across the Edge-Cloud continuum.

Use-case Scenario Breakdown: We conduct a use case scenario and examine the plots
presented in Figure B.14, in order to demonstrate how SynergAI performs compared to
other scheduling approaches. More speci�cally, we present a frame-by-frame scenario of
our scheduler's behavior under challenging conditions. All the plots are presented over a
shared x axis, illustrating the time. The top plot displays the arrival pattern of inference
jobs over time, with each job annotated with its speci�cations: Job ID (JX), number
of queries (q), and target QoS (TQoS). We follow the arrival pattern of the DH-FH ex-
periment, as described in Section B.5.1, thus focusing on the most intense experiment
with dense arrival regions. The subsequent plots show how di�erent scheduling policies
assign the arriving jobs to the available workers over time. Each discrete marker cor-
responds to the the di�erent nodes examined (i.e. x86, AGX, NX). On the secondary
axes, we illustrate the number of violations through time. Each scheduler demonstrates a
distinct assignment pattern. The baseline schedulers (SRR, LRU, RR, MRU, BE) assign jobs
in their arrival order and jobs are processed sequentially as they arrive, with minimal
consideration of job characteristics or system optimization. Similarly, the SoA scheduler,
SLO-MAEL, shows some consideration in job placement by evaluating possible mappings,
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