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Abstract

This thesis investigates the application of computer vision and deep learning
techniques for the automatic detection of road infrastructure elements under real-world
conditions. The need for reliable and efficient monitoring of road infrastructure makes
the development of automated methods essential, enabling inspection and

maintenance processes with reduced cost and improved accuracy.

Within this framework, state-of-the-art object detection architectures from the YOLO
(YOLOVS8, YOLOvV11 and YOLOv12) family are evaluated, considering different model
sizes and input resolutions. The analysis focuses on model performance in terms of
detection accuracy and inference time, aiming to highlight the trade-off between

performance and speed, which is a critical factor for real-time applications.

The methodology includes image data collection and annotation, model training, and
evaluation using well-established metrics such as precision, recall, F1-score, and
mean Average Precision (mAP). Particular emphasis is placed on the detection of
small and visually challenging objects, such as traffic signs and lane delineators, which

present increased difficulty due to their small size and visual variability.

The results demonstrate that more complex models achieve higher accuracy, while
increasing input resolution significantly improves performance, especially for small
objects. However, this improvement comes at the cost of increased computational
requirements and processing time, limiting the applicability of certain models in strict

real-time scenarios.

Overall, this work highlights the importance of selecting appropriate model
architectures and training parameters based on application requirements. It also
contributes to a better understanding of the challenges associated with small object
detection in road environments and provides directions for future research and system

optimization.

KEYWORDS:
Object Detection, Computer Vision, Deep Learning, YOLO, Road Infrastructure,
Traffic Signs, Small Object Detection, Image Annotation, mAP, Precision—Recall,

Real-Time Systems
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CHAPTER 1: Introduction

The safe and efficient operation of the road network constitutes a fundamental
prerequisite for sustainable mobility, economic activity, and the protection of human
life. Within this context, the monitoring of critical road infrastructure emerges as an
issue of particular importance, since the timely detection of damage, deficiencies, and
deviations from required standards can contribute decisively to accident prevention,
the optimization of maintenance interventions, and the reduction of overall operational
costs [56][111]. However, traditional inspection methods, which rely on manual checks
and on-site recording, are often time-consuming, costly, and vulnerable to subjectivity

and inconsistency [40][80].

The evolution of Artificial Intelligence and, more specifically, deep learning techniques,
has substantially transformed the way infrastructure monitoring and assessment are
approached. Computer Vision, combined with modern object detection models, now
offers the possibility of automatically recognizing and localizing critical elements of the
road environment with high speed and remarkable accuracy [71][91]. In the context of
road infrastructure, such technologies can be utilized for the detection of traffic signs,
lane delineators, guardrails, vehicles, and other elements directly related to the
functionality and safety of the road network [104].

A particularly prominent role in this technological development is held by the YOLO
(You Only Look Once) family of models, which has been established as one of the
most efficient approaches for real-time object detection [81][82][91]. These models are
based on a unified image processing paradigm, eliminating the need for separate and
computationally expensive region proposal stages, a characteristic that makes them
especially suitable for applications where processing speed is critical [18][81]. In the
contemporary research landscape, more recent YOLO variants aim to balance

accuracy, speed, and deployability under real-world operational conditions [8][105].

This thesis is positioned within this domain and focuses on the comparative evaluation
of recent YOLO architectures, specifically YOLOvS8, YOLOv11, and YOLOv12, for the
detection of road infrastructure elements in realistic scenarios. The selection of
multiple architectures is intentional, as it enables the investigation of how model size

and complexity influence overall performance. In addition, different input resolutions
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are examined in order to better understand the role of spatial information in object

detection, particularly for small-scale objects.

Unlike approaches that rely on limited or less demanding datasets, this study utilizes
extensive visual data collected under real road conditions, including multiple object
classes and significant variability in lighting, distance, viewing angle, and
environmental factors. The coexistence of objects with different sizes and
characteristics makes the task particularly challenging, as models are required to
effectively handle both large, easily distinguishable objects and small, visually
ambiguous elements [17].

Special emphasis is placed on the detection of small objects, such as traffic signs,
bollards, and delineators, which represent one of the most demanding challenges in
computer vision. Their limited size, high visual variability, and potential partial
occlusion significantly complicate reliable detection [10]. Within this framework, the
study investigates the extent to which increased input resolution and more complex

model architectures can improve performance.

The adopted methodology includes image annotation, model training across multiple
configurations, and evaluation using well-established performance metrics such as
precision, recall, F1-score, and mean Average Precision (mAP). In addition, inference
time is analyzed in order to capture the trade-off between detection accuracy and

computational cost, which is a critical factor in real-time applications.

The primary objective of this thesis is to provide an in-depth understanding of the
capabilities and limitations of modern object detection models in real-world road
environments. Through the comparative analysis of different architectures and
configurations, the study aims to identify the key factors that influence performance
and to provide guidance for selecting appropriate models based on application-

specific requirements.

Finally, this work aspires to contribute to the development of efficient and reliable
solutions for automated road infrastructure monitoring, supporting the transition from
traditional inspection practices to intelligent, data-driven, and scalable monitoring

systems.
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CHAPTER 2: Vehicles monitoring

2.1. General vehicles monitoring

Vehicles used for the collection of visual data in road environments constitute critical
observational platforms, designed to ensure stability, reliability, and repeatability
during data acquisition [86][90]. In most cases, these are patrol, inspection, or
monitoring vehicles equipped with properly configured mounting systems for high-
resolution sensors and imaging devices. Cameras and complementary sensing
equipment are installed at fixed positions—typically on the hood, roof, or windshield—
to maintain consistent geometry and a stable field of view throughout the recording

process.

Such vehicles operate as mobile data-acquisition systems capable of covering
extended segments of the road network under real traffic conditions. This enables the
continuous capture of high-quality imagery, which is essential for the detection and
analysis of infrastructure elements, traffic signs, and roadside objects [17][112].
Compared to static installations, mobile platforms offer improved spatial coverage and
significantly reduce both the time and cost required for large-scale data collection,
making them patrticularly suitable for research and operational applications [52][86].

Within the context of this work, the use of a vehicle-based acquisition system is of
particular importance, as it ensures that the collected data accurately reflect real-world
driving conditions. This is essential for the subsequent development and evaluation of
object detection models, which rely on realistic and consistent visual input in order to

achieve reliable performance.

2.2 Monitoring vehicles and artificial intelligence

Monitoring vehicles have become an integral component of modern intelligent
transportation systems, functioning as mobile platforms for acquiring high-quality data
that support artificial intelligence applications [10][20]. Equipped with sensors such as
high-resolution cameras, inertial measurement units (IMUs), GNSS receivers, and, in
some cases, LIDAR or radar systems, these platforms can capture a comprehensive

representation of the road environment under varying conditions [86][87].
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Unlike stationary monitoring systems, vehicle-based platforms provide continuous and
spatially coherent data across large segments of the road network. This characteristic
is particularly valuable for training and evaluating machine learning algorithms, as it
enables the creation of datasets that reflect real-world variability in lighting,

perspective, and environmental conditions [17][91].

The rapid advancement of deep learning has significantly enhanced the ability to
process and analyze such data. In particular, object detection models based on
convolutional neural networks—and more recently, unified detection frameworks such
as the YOLO family—have demonstrated the ability to identify and localize objects in
real time with high accuracy [8][18]. These models are especially suitable for
deployment in monitoring vehicles, as they can process continuous image streams

and provide immediate semantic interpretation of the scene.

In this context, monitoring vehicles evolve from simple data-collection tools into
intelligent systems capable of supporting automated analysis. The data they generate
are directly utilized for training, validating, and benchmarking object detection models,

forming the backbone of modern computer vision applications in road monitoring [52].

2.3 Monitoring vehicles and observation of roadway infrastructure

Monitoring vehicles play a crucial role in the systematic observation and evaluation of
roadway infrastructure, enabling the efficient collection of data necessary for
maintaining safety and functionality [40][80]. Their ability to operate under real-world
conditions allows for the rapid recording of extensive road segments without disrupting

traffic flow, offering a significant advantage over traditional inspection methods [86].

Through the use of high-resolution imaging systems, monitoring vehicles facilitate the
detection of critical infrastructure elements, including traffic signs, guardrails, road
markings, and other roadside features [3]. At the same time, they support the
identification of various road infrastructure elements, such as traffic signs, guardrails,
and other roadside features, contributing to improved monitoring and more efficient

maintenance strategies [40][41][104].

A key challenge in this process is the detection of small-scale objects, such as traffic

signs, bollards, and delineators. These objects often occupy a limited number of pixels
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within the captured images and may exhibit significant variation in appearance or
partial occlusion. As a result, their reliable detection requires both high-quality data
acquisition and advanced object detection models capable of handling such

complexity [10].

Furthermore, monitoring vehicles enable temporal analysis through repeated data
collection over the same road segments. This allows for the assessment of
infrastructure degradation over time, the evaluation of maintenance effectiveness, and
the prediction of future repair needs [56][101]. Such capabilities support the transition
from reactive to proactive infrastructure management strategies, improving both safety
and cost efficiency [5].

2.4 Data Acquisition and Technical Specifications

The dataset utilized in this study was collected using a specifically configured image-
acquisition system mounted on a patrol vehicle, designed to ensure consistent and
reproducible recording of real-world road conditions. Data collection was performed
using a GoPro HERO13 Black camera, mounted securely on the vehicle hood with a
fixed forward-facing orientation, simulating a typical dashcam perspective.

The camera operated at a capture rate of 1 frame per second (fps) and at the highest
available image resolution (5568 x 4872 pixels). The high resolution is particularly
important for this study, as it allows the accurate representation of small objects—
such as traffic signs and delineators—which are critical for object detection tasks. The
wide-angle field of view, enabled by a focal length of 2.71 mm, ensures coverage of a
large portion of the road scene, while the use of a fast exposure time (~1/4129 s)

minimizes motion blur during vehicle movement.

Electronic image stabilization was intentionally disabled in order to preserve the full
field of view, which is essential for maintaining geometric consistency across frames.
Additionally, the manufacturer’s lens distortion correction was applied to ensure
accurate spatial representation of objects within the images. Data acquisition was
performed under typical daytime conditions, using average metering and a fixed

aperture of /2.5, resulting in consistent lighting conditions across the dataset.
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Each captured frame was accompanied by timestamp and GPS metadata, enabling
potential spatiotemporal analysis and alignment of the data. These characteristics are
particularly valuable for downstream tasks, including object detection, dataset

structuring, and potential future applications involving georeferencing.

The quality and consistency of the acquired data play a critical role in the training and
evaluation of object detection models. High-resolution imagery, stable camera
positioning, and controlled acquisition parameters collectively contribute to improved
model performance, especially in challenging scenarios involving small or distant
objects. As such, the acquisition setup directly supports the objectives of this study,
ensuring that the data are suitable for reliable evaluation of modern YOLO-based

detection frameworks.

Figure 1. Camera GoPro Herol3.

Figure 2. Optical sensor mounting location on vehicle.
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CHAPTER 3: Artificial Intelligence

3.1. General

Artificial Intelligence (Al) is one of the most significant and rapidly evolving fields of
computer science, focusing on the development of systems capable of performing
tasks that traditionally require human intelligence. Such tasks include decision-
making, pattern recognition, natural language understanding, speech recognition,
complex problem-solving, and learning from data [9][71]. Modern Al systems rely on
advanced algorithms, statistical models, and large-scale datasets (Big Data), enabling
them to progressively enhance their performance through experience and continuous
feedback loops [89].

At the core of artificial intelligence lie Machine Learning (ML) and Deep Learning (DL),
which allow a system to learn patterns without being explicitly programmed for every
possible scenario. Through the use of multi-layered neural networks, DL models
achieve exceptional performance in complex tasks such as object detection and
classification, predictive modeling, and the synthesis of realistic data [8][18][95]. These
technologies make Al systems highly adaptive, capable of expanding their knowledge

and improving their efficiency over time [96].

Artificial intelligence has been integrated into numerous domains of human activity. In
medicine, Al-driven algorithms assist in diagnosing diseases through the analysis of
medical images and patient data, significantly improving diagnostic accuracy and
speed [106][107]. In finance, Al contributes to market forecasting, fraud detection, and
risk management. In the field of education, it enables personalized learning platforms
and automated assessment systems [2]. In transportation, Al is the foundation of
autonomous vehicle development, intelligent traffic management systems, and
congestion prediction models, enhancing both safety and operational efficiency
[20][91].

Beyond conventional applications, Al now plays a critical role in the monitoring and
management of critical infrastructure, including road infrastructure. Al-powered
algorithms enable automated damage detection, risk assessment, and predictive
maintenance through the analysis of data captured by sensors, cameras, and
unmanned aerial vehicles (UAVS) [40][111]. The ability of deep learning models to

identify fine-grained visual details in real time—such as variations in signage condition,
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structural elements, and roadside features—positions Al as a powerful tool for
enhancing the safety and resilience of transportation networks [104][110].
Furthermore, the integration of multimodal data sources provides a more
comprehensive and accurate understanding of infrastructure conditions, enhancing
the capabilities of Intelligent Transportation Systems (ITS) and enabling the
development of autonomous monitoring tools that reduce operational costs and

minimize human error [20][56].

Despite these advancements, the rapid evolution of artificial intelligence also raises
important ethical and safety concerns. Issues related to algorithmic transparency, data
privacy, bias in learning systems, and accountability in decision-making represent
crucial challenges that must be addressed to ensure responsible and trustworthy Al
deployment [73].

3.2. Branches of Artificial Intelligence

3.2.1. Computer Vision — CV

Computer Vision is a branch of Artificial Intelligence and computer science concerned
with developing systems capable of "seeing" and understanding the visual world [4].
Its primary objective is the automatic extraction, analysis, and comprehension of
useful information from digital images and videos. This technology enables computers
to recognize and understand objects, scenes, and activities, allowing for the solution

of problems related to visual recognition and image processing [73].

Computer Vision operates through the use of Machine Learning (ML) and Deep
Learning (DL) algorithms, which are trained on large datasets to recognize patterns
and extract meaningful information from images and videos [5]. These algorithms
employ Neural Networks to analyze visual data and detect features such as edges,
shapes, and colors. As the algorithms learn from the data, they continuously improve,
increasing their accuracy and efficiency. According to Papadopoulos G. (2021), the
use of deep learning has enabled the achievement of unprecedented levels of

performance in many computer vision applications [73].

The rapid progress in the field is primarily due to the development of specialized Deep

Neural Network architectures. Specifically, Convolutional Neural Networks (CNNSs)
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constitute the backbone of modern Computer Vision systems [4]. CNNs utilize
convolutional filters to extract hierarchical features from images, starting from simple
structures (e.g., lines) at initial layers and culminating in complex concepts (e.g., faces
or vehicles) at deeper layers. Other critical architectures include Recurrent Neural
Networks (RNNs) and Transformers, which are used for video analysis and for

correlating visual data with text (e.g., image captioning) [35][15].

Computer Vision encompasses several fundamental techniques, each with
specialized objectives. Object Recognition and Object Detection (e.g., YOLO, R-CNN)
involve the identification and localization of one or more objects in an image,
respectively [5]. Semantic Segmentation goes a step further by assigning every pixel
in the image to a specific category (e.g., pavement, building, sky), a critical technique
for the analysis of Critical Road Infrastructure [42]. Furthermore, Tracking is essential
for video analysis, allowing the monitoring of object movement (e.g., vehicles, traffic

signs) over time.

In the context of your thesis, Computer Vision is of pivotal importance. It is for the
automated analysis of road environments, enabling the detection and classification of
roadside infrastructure elements such as traffic signs, guardrails, delineators, and
vehicles. This approach drastically reduces inspection time, improves worker safety,
and enables the predictive maintenance of infrastructure, thereby extending its

lifespan [73].

Computer Vision has a wide spectrum of applications across various sectors. In
medicine, it is used for the analysis of medical images, such as X-rays and MRIs, for
disease detection and monitoring the progression of treatment. In the security domain,
this technology is employed for facial recognition and the detection of suspicious
activities in real-time [35]. Moreover, in autonomous driving, computer vision systems
enable vehicles to recognize and react to objects and obstacles on the road [68][42].
Other applications include monitoring construction progress and maintenance,

Augmented Reality (AR), and the analysis of consumer behavior in retail [73].

3.2.2. Machine Learning - ML

Machine Learning is a branch of Artificial Intelligence that focuses on developing
algorithms and techniques that allow computers to learn from data and improve their

performance without being explicity programmed to do so. According to
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Constantinides D. (2020), machine learning algorithms are used for the analysis and
pattern extraction from large datasets, enabling computers to make decisions or

predictions based on these patterns [47].

Machine Learning methods include Supervised Learning, Unsupervised Learning, and
Reinforcement Learning. In Supervised Learning, models are trained on input data (X)
and their corresponding "labels" or outputs (Y), with the goal of learning the function
f: (X) — (Y) to predict the output for new data. In Unsupervised Learning, models
attempt to find latent patterns or clusters within the data without using predefined
outputs. Finally, Reinforcement Learning employs a reward mechanism for the
algorithm (agent) to learn the optimal policy through interaction with the environment.
These algorithms allow models to continuously improve as they process more data
[47][14].

The performance evaluation of Machine Learning models is crucial for ensuring their
reliability in real-world applications, such as infrastructure monitoring. For
classification problems, key metrics include Accuracy, Precision, Recall, and the F1-
score, which are calculated using the Confusion Matrix. For regression problems,
where the goal is to predict continuous values, metrics such as the Mean Squared
Error (MSE),

1 —~
MSE = -¥iL, (Y, — V))?

and the Root Mean Squared Error (RMSE) are used. The correct selection of a metric
depends on the specific problem and the nature of the application [5].

Deep Learning constitutes a subset of Machine Learning, distinguished by the use of
Multi-layer Neural Networks, enabling the automatic feature extraction of complex,
hierarchical characteristics from unstructured data (e.g., images and videos). In the
monitoring of Critical Road Infrastructure, Deep Learning is essential, as CNNs (as
mentioned in the previous chapter) can directly process raw images of road scenes
for the detection and classification of infrastructure elements with high accuracy. DL's
ability to handle massive volumes of visual data (Big Data) makes it the dominant
technique in the field [35].

Despite the exceptional performance of ML models, significant challenges exist. The

phenomenon of Overfitting, where the model learns the training data too well but fails
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on new, unseen data (reduced Generalization), is a major issue. Other challenges
include the need for large and high-quality datasets (data curation), particularly in the
infrastructure sector where defect labeling is costly, and the issue of Model
Interpretability/Explainability (Explainable Al - XAl). To address these, Regularization
techniques, such as Dropout and Early Stopping, as well as Data Augmentation

methods are utilized [42].

Machine Learning algorithms are used in a multitude of applications, such as pattern
recognition, forecasting, and data analysis.

3.2.3 Deep Learning - DL

Deep Learning is a specialized subfield of Machine Learning (ML). The central
element of deep learning is the Neural Network, a model inspired by the structure of
the human brain, which consists of connected layers of neurons that process their
inputs across multiple levels of feature abstraction [79][89].

Also well-known tools of deep learning are Deep Neural Networks (DNNSs), which have
the capability to learn complex patterns and relationships in data, making them ideal
for applications such as image recognition, image classification, natural language
processing, and automated translation [18][95]. Deep learning has revolutionized
Artificial Intelligence, enabling the development of highly efficient and accurate

systems.

The most definitive architecture in Deep Learning for the field of Computer Vision is
the Convolutional Neural Network (CNN). CNNs are specifically designed for
processing grid data, such as images, using convolutional layers and pooling layers
[1]. These layers enable hierarchical feature extraction, where the initial layers detect
simple features (e.g., edges and corners), while the deeper layers combine these
features to recognize complex objects (e.g., traffic signs or cracks in the pavement).
The success of CNNs lies in parameter sharing and the principle of local connectivity,
which drastically reduce the number of parameters and improve generalization
[18][30].

In the context of monitoring road infrastructure, Deep Learning is primarily applied

through two categories of Object Detection models:
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o Two-Stage Models: Such as R-CNN and its variations (Faster R-CNN), which
first propose potential Regions of Interest (Region Proposals) and then classify
and localize the objects within them. [18]

e One-Stage Models: Such as YOLO (You Only Look Once) and SSD (Single
Shot Detector), which perform region proposal, classification, and localization
simultaneously [8].

These models are critical for the real-time recognition of vehicles, traffic signs, and

safety barriers, enabling immediate traffic monitoring and assessment of the condition
of safety elements [94][101].

This class

Artificial Intelligence

Computer
Vision

Figure 3. Branches of Atrtificial Intelligence.

For the accurate analysis of defects, such as traffic signs, vehicles, or roadside
elements, Deep Learning is applied using Object Detection models. In contrast to
Semantic Segmentation, this approach utilizes algorithms such as YOLO or Faster R-
CNN to locate and classify multiple objects within an image by assigning bounding
boxes to each detected instance[8][81][82]. This enables the efficient and rapid
identification of different object categories (e.g., traffic signs, vehicles, guardrails, and
delineators) and the localization of their positions within the scene. Although bounding
boxes provide a more generalized representation compared to pixel-level
segmentation, the speed and efficiency of Object Detection models make them highly

suitable for real-time applications and for processing large volumes of visual data. This
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allows for fast estimation of both the number and spatial distribution of detected
objects in road environments [91][105][110].

3.3 The types of computer vision

Computer vision is a broad and complex field with various applications and
subdomains. The following are three of the most fundamental subdomains of

computer vision.

3.3.1 Classification

Classification in Computer Vision refers to the process of categorizing images or
videos into different categories or classes based on their content [33]. According to
Maniadakis I. (2018), this process is typically achieved using Deep Learning models,
such as Convolutional Neural Networks (CNNs), which learn to recognize the features

of images and automatically classify them [60].

This process usually requires a training dataset that includes images of objects with
known class labels, so that the model can be trained to recognize the different
categories based on the features it extracts from the images [80]. After training, the
model can be used to classify new objects (unseen data) that it has not encountered
before [76].

The effectiveness of classification models is dramatically improved with the use of
advanced techniques. One of the most important is Transfer Learning, where a model
that has already been trained on a very large dataset (e.g., ImageNet) is used as a
backbone and then fine-tuned with your smaller, specialized dataset (e.g., images of
road infrastructure elements). This technique allows the model to leverage pre-trained
features, reducing the required training time and the need for massive datasets, while

simultaneously improving the Generalization of its performance [33][89].

Classification evaluation relies on metrics derived from the Confusion Matrix [38]. For
road infrastructure applications, where detecting a defect (the positive class) is critical,
Precision (how many of the model's predicted objects are actual defects) and Recall
(how many of the actual defects were detected) gain particular importance. Often,
object datasets are imbalanced across different classes, with non-defect images being

far more numerous. In these cases, the F1l-score—the harmonic mean of Precision
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and Recall—is used to provide a more representative picture of the model's overall

performance [10][84].

Although this thesis focuses on Object Detection for object localization (bounding box),
Classification plays an indirect but crucial role. Every Object Detection model (e.qg.,
YOLO) performs an inherent classification for each box it proposes: it must decide

which class the object belongs to (e.g., "Warning Sign," "Safety Barrier," "Crack")
[8][81][82]. The accuracy of the final Object Detection performance depends directly
on the accuracy of the classifier embedded within the network. Therefore,
understanding classification is fundamental for the successful training of the more

complex models used for the recognition of traffic signs and vehicles [91][104].

Classification is a critical domain in Computer Vision and is widely applied in tasks
such as object recognition in images, automatic photo categorization, or behavior

recognition in videos [16][18].

3.3.2 Object detection

Object Detection refers to the process of recognizing and localizing multiple objects
within an image or video. Unlike simple Image Classification, which only identifies the
category of the dominant object, Object Detection also allows for the determination of
their exact location in the image via bounding boxes. This technology is essential for
many applications such as autonomous driving, security, the monitoring of buildings

and facilities, as well as video analysis [64][93].

The operation of Object Detection, like that of Classification, relies on advanced Deep
Learning techniques, primarily the use of Convolutional Neural Networks (CNNSs),
which learn to locate object features in various regions of the image and classify them

into different categories [30][31].

Object Detection models are primarily categorized into two main architectures, based
on their prediction mechanism. Two-Stage Networks, such as Faster R-CNN, operate
in two distinct steps: they first propose potential Regions of Interest and then classify
and localize the object within those regions [7]. This approach typically offers high
accuracy. In contrast, One-Stage Networks, such as YOLO (You Only Look Once),
predict the locations and classes simultaneously in a single network pass. The YOLO

architecture is highly computationally efficient and enables Real-Time Detection,
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making it a popular choice for applications that require high processing speed
[8][81][82][108].

The high performance of modern Object Detection algorithms stems from their ability
to process information at multiple scales. The Convolutional Neural Network (CNN),
which serves as the backbone, extracts feature maps at different depths. Shallow
layers contain detailed, spatial information, while deep layers contain abstract,
semantic information. To optimize the detection of objects of varying sizes (e.g., small
and large objects in the same image), architectures like Feature Pyramid Networks
(FPNSs) are often employed, which combine features from different levels to create rich
representations for the final prediction [95][110].

Despite immense progress, Object Detection still faces challenges. The effective
recognition of small objects in high-resolution images, managing the diversity of
illumination variations, and addressing the phenomenon of occlusion—where an
object is partially hidden—remain areas of continuous research [10][91]. Future
developments are focused on improving network architectures for better feature
extraction, utilizing attention mechanisms, and integrating temporal data for video

analysis, with the goal of further increasing robustness and accuracy [46][97].

In general, the development of Object Detection technology has led to significant
advancements in many fields, offering solutions to problems previously considered
difficult or impossible [91][104].

3.3.3 Semantic segmentation

Semantic Segmentation is a technique in Computer Vision that involves the
categorization of every pixel in an image into specific classes [106]. Unlike Object
Detection, which locates and categorizes objects with bounding boxes, Semantic
Segmentation provides detailed recognition and delineation of objects in the image at
the pixel level, making it ideal for applications requiring precise image analysis, such

as autonomous driving and medical imaging [58].

The operation of Semantic Segmentation is based on the use of Neural Networks, and
more specifically Convolutional Neural Networks (CNNs) and their variants, such as
Fully Convolutional Networks (FCNs) [32] and U-Nets [107]. According to Vasileiou K.

(2021), these networks are trained on datasets containing images and their
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corresponding semantic labels at the pixel level [103]. Through training, the networks
learn to recognize the patterns and textures that correspond to different object

categories within an image [41].

The structure of most Semantic Segmentation architectures follows an encoder-
decoder model. The Encoder is typically a pre-trained CNN (e.g., ResNet) that
compresses the input into a lower-dimensional representation, extracting abstract
features [30][95]. The Decoder takes the encoder's output and restores the spatial
resolution of the image to its original dimension, utilizing techniques like deconvolution
(or transposed convolution) or dilated convolution. Successful architectures, such as
the U-Net , additionally use skip connections to directly link the shallow layers of the
encoder with the deep layers of the decoder, thereby preserving object details and
improving segmentation boundaries [32][106][107].

The performance evaluation of Semantic Segmentation models is particularly strict,
as accurate prediction is required for every pixel. The most widespread metric is the
Intersection over Union (loU), which is defined as the ratio of the number of correctly
classified pixels (intersection) to the total number of pixels belonging to the predicted
or the ground truth area (union). The Mean Intersection over Union (mloU), which is
the average loU across all segmentation classes (categories), is used as the primary

benchmark metric for the overall evaluation of a segmentation model's accuracy [41].
Semantic Segmentation has led to significant advancements in many fields [16], such

as robotics and environmental analysis, enabling the development of systems that can

understand and interact with their environment with greater precision and safety [36].

Computer Vision Tasks
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Figure 4. The types of computer vision.
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3.4 Artificial Intelligence in Monitoring Critical Road Infrastructure

Artificial Intelligence (Al) has entered the field of Infrastructure Monitoring dynamically,
offering advanced solutions for the detection and prevention of problems in critical
infrastructure such as bridges, roads, railways, and buildings. The application of Al
algorithms enables the real-time collection and analysis of large volumes of data from
sensors, drones, and other sources, resulting in improved problem prediction and an

increase in the lifespan of the infrastructure [48][65].

The function of Al in infrastructure monitoring is based on the analysis of data collected
from various sensors placed at strategic points on the infrastructure. This data may
include measurements of temperature, humidity, vibrations (e.g., Structural Health
Monitoring - SHM), and other physical parameters. Through Machine Learning and
Deep Learning, Al algorithms can identify anomalies and predict potential failure
points, allowing for early maintenance and the prevention of significant damage
[39][59].

One of the most significant advancements is the use of Computer Vision (CV) and
Deep Learning (DL) for visual inspection. Object Detection models, such as those
based on the YOLO architecture, are trained to automatically recognize and locate
multiple categories of road elements [8][104]. In the context of critical road
infrastructure, this includes the identification and localization of:

e Exogenous Elements: Such as vehicles and traffic signs.

e Structural Elements and Deterioration: Such as safety barriers and cracks in

the pavement [111].

However, road infrastructure elements, such as safety barriers, guardrails,
delineators, and traffic signs, are critical for road safety but are significantly
underrepresented in existing general driving datasets, which mainly focus on vehicles
and pedestrians [17][112]. This lack of specialized data makes the development of a
custom Al model, capable of generalizing to these specific classes, necessary for the

successful automation of inspection [10][91].
The integration of Al shifts the infrastructure management model from reactive to

predictive maintenance. Through data analysis, Al systems are not limited to detecting

infrastructure elements and potential anomalies but can forecast the future evolution
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of deterioration, using time-series analysis techniques [56][111]. The ability to locate
the position and type of infrastructure elements within the road environment (e.g., via
bounding boxes) and to record vehicle density allows managers to prioritize
maintenance work based on criticality and anticipated risk. This intelligent decision
making maximizes resource utilization and ensures the optimal management and

preservation of the road network [40][110].

The use of Al for infrastructure monitoring has significant advantages, such as
reduced maintenance costs, improved safety, and minimized risks. Furthermore,
according to Vasileiou K. (2023), the integration of Al technologies into infrastructure
enables the automation of monitoring procedures and the creation of intelligent
systems that can react immediately to any problem, contributing to the efficient
management and preservation of infrastructure in optimal condition [104][44].

CHAPTER 4: The Road Infrastructure Data Landscape

4.1. The Road Infrastructure Data Landscape: General Context and
Utility

The rapid evolution of Intelligent Transport Systems (ITS) has made road
infrastructure data an essential element for the safety, maintenance, and efficient
management of transportation networks [20][3]. In contrast to information concerning
dynamic participants (such as vehicles and pedestrians), infrastructure data pertains
to the static assets of the road. This data landscape encompasses a multitude of
categories, the continuous monitoring of which is crucial for maintaining the

functionality and safety of the road network [56].

4.1.1. Categories of Critical Infrastructure Data

Infrastructure elements that require constant monitoring can be broadly categorized
as follows:

o Passive Safety Elements: These include structures designed to minimize the

consequences of an accident, such as guardrails, crash cushions, and
protection barriers. The condition, continuity, and integrity of these elements
are vital for protecting occupants from serious collisions [40].

¢ Signage and Information Elements: These relate to driver guidance and traffic

regulation. This category includes traffic signs (regulatory, informational,
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warning) and road delineators/markers. For these elements, clarity, visibility,
and correct positioning are equally important as their mere existence [91].

e Structural Elements: These refer to large constructions such as bridges,

tunnels, and interchanges. Monitoring these elements focuses on detecting
deterioration, cracks, or corrosion, a process that often requires specialized
computer vision systems [80][111].

4.1.2. The Utility of Infrastructure Data in Management

The collection and analysis of this data serve multiple operational purposes,
contributing decisively to modern transportation management:

e Asset Inventory: Creating and maintaining an up-to-date digital register (Digital

Twin or GIS Layer) of all static elements is the foundation of asset
management [56]. This allows administrators to know where each element is
located and what its condition is.

¢ Maintenance Planning: The early detection of deterioration (e.g., rusted

guardrails, damaged delineators) enables proactive maintenance, reducing
operational costs and preventing future hazards [111].

o Compliance Verification: Monitoring systems allow for the automated checking

of compliance with safety regulations, ensuring that all required signs and
protective systems are in place and functional [91].
In this context, the utilization of Deep Learning (DL) offers the potential for automated,
high-speed, and objective monitoring, which is impossible to achieve with traditional,
manual methods [104].

4.2. The Paradox of Underrepresentation in Existing Datasets

Despite the critical role that static infrastructure elements play in road safety and
maintenance, the overall data landscape for computer vision-based road scene
understanding is characterized by a significant paradox of underrepresentation. The
vast majority of publicly available, high-profile benchmark datasets were primarily
designed to facilitate research in areas related to autonomous driving and general
urban scene comprehension [88][103]. Consequently, their annotation focus is heavily
skewed toward dynamic traffic participants, such as vehicles, pedestrians, and
cyclists, alongside major scene features like roads, buildings, and general semantic
categories. This prioritization has resulted in a systemic data gap where safety-critical

road assets—the very elements crucial for infrastructure monitoring and asset

32



management—are either entirely absent or annotated with insufficient granularity
[89][98].

The prime examples of this phenomenon are widely used benchmarks such as KITTI,
Cityscapes, and Mapillary Vistas. While invaluable for advancing semantic
segmentation and object detection of common street objects, these datasets often
treat key infrastructure components as peripheral. For instance, a guardrail might be
categorized generally as "road furniture” or “"barrier" without distinguishing its
structural type or condition [91]. Even when included, the number of instances for
categories like specific types of traffic signs or road delineators is often extremely low,
leading to a severe data imbalance problem. Deep Learning models, particularly those
reliant on supervised learning, struggle to generalize and achieve reliable performance
on categories that are poorly represented during the training phase[51]. This lack of
robust representation renders these general datasets fundamentally unsuitable for
developing and validating the high-precision, safety-critical inventory and monitoring

systems required by road authorities [10].

The inadequacy of general datasets forces researchers and practitioners to confront
two major challenges: the inability to detect small objects effectively, and the difficulty
in training model variations. First, many critical infrastructure elements, such as
delineator posts or small regulatory signs, occupy very few pixels in a typical high-
resolution image captured from a moving patrol vehicle [104]. This is exacerbated by
the limited range and resolution allocated to these small objects in datasets focused
on larger, closer objects like cars. Second, the lack of sufficient, richly annotated data
for infrastructure assets necessitates the time-consuming and costly process of
creating specialized, purpose-built datasets. Without such a dedicated resource, any
Deep Learning model trained for road infrastructure monitoring will inevitably suffer
from poor generalization capabilities, low recall for underrepresented classes, and a
compromised overall Mean Average Precision (mAP), making the resulting system

unreliable for real-time operational deployment and safety verification [104][111].

4.3. Challenges in Real-Time Infrastructure Element Detection

Beyond the scarcity and bias of the available datasets, the operational environment of
road infrastructure monitoring presents inherent technical challenges that directly
impact the design and performance of Deep Learning models [10][91]. The primary
goal of using patrol vehicle-mounted cameras is to achieve continuous, high-speed

monitoring across extensive road networks [17]. This mandates the use of models
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capable of real-time processing, meaning the system must accurately process each
frame within a fraction of a second to ensure continuous coverage and immediate data
utilization [86]. This strict requirement for high throughput (measured in frames per
second, or FPS) imposes significant constraints on the complexity and size of the
chosen model architecture. The inevitable trade-off between detection accuracy and
processing latency becomes the central challenge, forcing researchers to optimize
models not only for high mAP but also for operational speed [81][108].

A major visual hurdle lies in the effective identification of small and elongated objects
from a vehicle perspective. Road infrastructure elements such as delineator posts,
small regulatory signs, and reflectors often occupy an extremely limited number of
pixels, particularly when captured from a moving vehicle at highway speeds [104][91].
At distances exceeding 50 meters, these crucial objects may only register a handful
of pixels, making them prone to being missed (False Negatives) by standard feature
extractors in Convolutional Neural Networks (CNNs), which are typically trained on
larger object scales [10]. This issue is compounded by visual ambiguities like partial
occlusion (e.g., vegetation, shadows, other vehicles), changing illumination, and
varying weather conditions. While human inspectors can infer the presence of a sign
despite partial obstruction, current object detectors often fail under such conditions,
necessitating robust algorithms and Feature Pyramid Networks (FPNs) capable of

extracting meaningful features from low-resolution or noisy input [95].

Finally, the continuous nature of road monitoring requires solutions that are both
robust and computationally efficient enough to operate reliably on edge devices.
Unlike models trained and run on high-power GPU clusters, patrol vehicles typically
rely on smaller, embedded GPUs or specialized hardware accelerators with limited
memory and power consumption budgets. This creates a bottleneck for deploying the
largest, most accurate Deep Learning models (e.g., the YOLOv8-X variants) that yield
the highest mAP. Therefore, the deployment strategy must involve maodel
simplification, such as quantization or pruning, and hardware-specific optimizations
(e.g., using frameworks like NVIDIA TensorRT) [23][24]. The ability to maintain high
detection performance for critical infrastructure elements while minimizing processing
latency to ensure operation above the target FPS threshold (usually 10 to 30 FPS for
high-speed road surveillance) is the definitive measure of a practical, deployable
system [81][108].

34



4.4. Design Requirements for Modern Infrastructure Datasets
4.4.1. Orientation Towards the Patrol Vehicle Viewpoint

The effectiveness of an infrastructure monitoring dataset directly depends on the
accurate representation of the operational conditions under which the Deep Learning
model will be deployed [86][17]. General datasets, which often include images from
static cameras, drones, or slow-moving autonomous vehicles in urban environments,
fail to capture the true operational viewpoint and dynamic distortions resulting from
highway monitoring [91]. Therefore, it is imperative that data collection be performed
using cameras positioned in a way that faithfully simulates the location and tilt of a
typical patrol vehicle or maintenance vehicle sensors. This orientation ensures that
the trained model is exposed to the same challenges of scale, perspective, and
distance, dramatically improving its ability to generalize to real-world application
scenarios [17].

The selection of the correct viewpoint is crucial for optimizing the detection of small
and distant objects, which constitute the major challenge in infrastructure monitoring.
Given that patrol vehicles typically operate at high speeds, the camera's exposure time
is short, and perspective distortion is pronounced. A properly designed dataset must
account for the camera's mounting height, Field of View (FoV), and focus distance.
These parameters determine how many pixels a critical element (e.g., a delineator 80
meters away) will occupy in the image. If the training data does not accurately reflect
these geometric conditions, the model will exhibit low Recall performance for distant

elements, leading to the loss of critical maintenance information [91][104].

Finally, the orientation towards the patrol vehicle's viewpoint must include data
collection under a multitude of environmental conditions. A model intended for real-
time operation must be robust against changes in lighting, such as intense sunlight
(causing overexposure), shadows, and nighttime conditions, as well as adverse
weather (rain, fog). Including such diversity in the training dataset ensures that the
model is not limited to ideal daytime conditions [91][112]. This is particularly important
for elements relying on reflection (e.g., reflectors, signs), whose visibility directly
depends on light dispersion. Successful modeling of infrastructure monitoring
therefore requires data that covers the entire spectrum of operational and

environmental challenges.
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4.4.2. Emphasis on High Resolution and Spatial Accuracy

The second fundamental requirement for a modern infrastructure monitoring dataset
is the non-negotiable emphasis on high image resolution and maximum spatial
accuracy in annotation. Since the size of critical infrastructure objects is often small,
the use of low-resolution images—such as those derived from some older databases
or low-quality video—is prohibitive. Sensors must provide a sufficient number of pixels
so that small objects remain distinct and retain the necessary visual features, even
after downsampling procedures applied during model input [91][104]. High resolution
allows detectors, through their networks, to process more detailed textures and edges,
thereby improving the ability to distinguish a damaged guardrail from an intact one, or

a low-reflectivity sign from a clean one.

In parallel with image quality, annotation accuracy is of fundamental importance.
Datasets must use Bounding Boxes that delineate critical elements with the highest
possible precision, minimizing extraneous background space. This is especially crucial
for training detectors like the YOLO family, which rely on the accurate prediction of
rectangular frames. An erroneous or crude annotation introduces "noise" into the
training process, negatively impacting the Intersection over Union (loU) metric and
leading to a reduction in the final mAP [84][81]. Consequently, the creation of a high-
guality dataset requires strict adherence to annotation protocols by specialized
operators, especially for visually complex and indistinct categories, such as road

construction signs or elements presenting partial occlusion.

Finally, spatial accuracy pertains not only to object boundaries but also to correct
categorization and classification. In a comprehensive dataset, objects should not
merely be labeled as "sign," but categorized into sub-classes relevant to inventory and

informational." This level of detail enables

maintenance, e.g., "regulatory," "warning,
the training of a model that can support decision support systems, such as automated
compliance checking against regulations. Therefore, a high-quality dataset serves as
a gold standard, where high resolution and detailed annotation work together to
provide the necessary foundation for the development of reliable and practical

detection systems [40][111].
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CHAPTER 5: Object Detection Architectures: Two-Stage
Models

5.1. Historical Context of Object Detection

Object detection is a fundamental problem in computer vision that goes beyond basic
classification. While classification answers the question “What is in the image?” (e.g.,
"there is a car"), object detection answers the more complex question “What is in the
image and exactly where is it located?”, simultaneously providing the class and the
spatial position of the object, usually with a rectangular frame (Bounding Box) [81][91].
This spatial recognition is essential for critical applications such as road safety

systems and infrastructure monitoring.

Historically, early attempts relied on hand-crafted features (e.g., HOG, SIFT) and
linear classifiers (e.g., SVMs). However, these methods, while effective in controlled
environments, failed to demonstrate robustness against realistic challenges, such as
sharp changes in scale, rotation, distortions, and visual ambiguities characteristic of

road surveillance imagery [10].

The transition to modern object detection began with the rise of Convolutional Neural
Networks (CNNs), driven by breakthroughs in large-scale image classification tasks
[30], [95]. CNNs enabled automatic learning of hierarchical features directly from data,
replacing manual feature engineering. Building upon this, the introduction of Region-
based Convolutional Neural Networks (R-CNN) marked a major milestone. R-CNN
introduced the concept of region proposals—candidate object locations generated

prior to classification—which significantly improved detection accuracy [18].

This innovation led to the development of Two-Stage Detectors, where object
detection is decomposed into region proposal and classification/localization steps.
These models achieved substantial improvements in mean Average Precision (mAP)

compared to earlier approaches [91].

However, despite the improved accuracy, early two-stage detectors faced a severe
problem: their computational complexity and extremely high processing latency. The
evaluation of thousands of separate region proposals for every image required
extremely long processing times, rendering these models unsuitable for Real-Time
applications, such as autonomous driving or monitoring from moving vehicles [81].

This limitation created the need for a new generation of architectures that could
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maintain high accuracy while drastically reducing processing time. In response to this
challenge, One-Stage Detectors were developed, which perform region proposing,
classification, and localization within a single, optimized network, paving the way for
models like the YOLO family.

5.2. One-Stage Detectors: The Priority of Speed

The need for real-time detection systems led to the development of One-Stage
Detectors, such as YOLO (You Only Look Once) and SSD (Single Shot MultiBox
Detector). These models unify region proposal, classification, and localization into a
single forward pass through a Convolutional Neural Network (CNN), eliminating the
need for sequential processing [8][81][82].

In the YOLO framework, the image is divided into a grid, and each grid cell predicts
bounding boxes, confidence scores, and class probabilities simultaneously. This
unified architecture significantly reduces computational overhead and enables real-
time performance [81][108].

The primary advantage of One-Stage Detectors lies in their speed and efficiency.
Compared to Two-Stage Detectors, which typically operate at lower frame rates,
YOLO-based models can achieve high throughput, making them suitable for real-time
applications in Intelligent Transport Systems (ITS) and mobile monitoring platforms
[20][104]. This is particularly important in road infrastructure monitoring, where
continuous data acquisition from moving vehicles requires uninterrupted processing.
Additionally, the holistic processing of the entire image allows models like YOLO to
capture contextual information, reducing false detections in background regions and

improving robustness in complex scenes [91].

However, this efficiency comes with trade-offs. Early One-Stage Detectors exhibited
lower accuracy, particularly in detecting small and overlapping objects. Early YOLO
versions relied on grid-based predictions, which introduced limitations when detecting

multiple small objects within the same region. [10].

Recent advancements in the YOLO family have significantly improved performance
by incorporating techniques such as Feature Pyramid Networks (FPNs) and enhanced
loss functions. These improvements have largely mitigated earlier limitations, enabling
modern YOLO models (e.g., YOLOV8, YOLOv11, YOLOvV12) to achieve an optimal

balance between detection accuracy (mAP) and real-time performance [92][95][108].
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In this context, modern one-stage detectors from the YOLO family are selected in this
thesis due to their ability to balance detection accuracy and real-time performance,
which is particularly important for applications involving small-scale road infrastructure
elements, such as traffic signs, delineators, and roadside objects in dynamic

monitoring scenarios.

CHAPTER 6: Contemporary Yolo Architectures: Analysis
and Variants

6.1. General

The YOLO (You Only Look Once) model represents one of the most innovative and
popular architectures for object detection in Computer Vision [13]. Its history begins in
2015, when it was first introduced by Joseph Redmon and his team at the University
of Washington. YOLO differentiates itself from traditional object detection methods by
proposing a single-stage neural approach that performs detection and classification in
only one step, instead of using complex two-stage systems like R-CNN (Region-based
Convolutional Neural Networks) [81][82][18].

The initial concept of YOLO served as the foundation for a rapidly evolving family of
models, including YOLOv1, YOLOv2, YOLOvV3, YOLOv4, and more recent versions
such as YOLOv5, YOLOvV7, and YOLOVS8. Each successive version has introduced
architectural improvements, such as more efficient backbone networks, Feature
Pyramid Networks (FPNs), and refined loss functions, aiming to improve detection
accuracy (mAP) while preserving high inference speed [82][95][108]. These
advancements have significantly enhanced the ability of YOLO-based models to

detect objects at multiple scales and under challenging real-world conditions [10].

The continuous evolution of the YOLO family ensures that it remains one of the most
efficient and versatile tools for a wide range of Computer Vision applications,
particularly in scenarios that require real-time processing, such as intelligent

transportation systems, surveillance, and infrastructure monitoring [20][104].
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Figure 5. Chart of yolo’s evolution history.

Regarding the YOLO versions in more detail, the following applies:

6.1.1. YOLOv1: The Pioneering Unified Architecture

The first version of YOLO (You Only Look Once), presented by Joseph Redmon et al.
in 2016 [28], marked a turning point, ushering in a true revolution in object detection.
YOLOvV1 proposed a radical, unified network approach that performed detection and
classification in a single step, in contrast to the two-stage R-CNN models [18][91]. The
central idea was to convert the detection problem into a regression problem. The
model's architecture divides the input image into an $S \times S$ grid (e.g., $7 \times
7%$), and for each grid cell, it simultaneously predicts $B$ bounding boxes, a
confidence score for the presence of an object, and the class probabilities [81][91].
This holistic approach enabled object detection at unprecedented speeds (up to 45
FPS), making YOLOvV1 the first model suitable for real-time applications, including
road systems [20].

However, this innovative approach had inherent limitations that affected accuracy. The
main constraint arose from the limited number of spatial locations the model could
predict, as each grid cell could only predict one object, regardless of the number of
scene complexity [10]. This meant that, in cases where multiple small objects were
clustered closely together, as might occur with multiple delineators or signs in the
same area, YOLOv1 struggled to detect them all. Furthermore, the model showed
difficulty in detecting small objects that occupied few pixels, as the Loss Function did
not equally address localization errors between large and small objects. These
limitations, particularly the inability to detect multiple objects in complex scenes,
served as the primary motivation for the development of subsequent YOLO versions
[82][95].
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6.1.2. YOLOv2 (YOLO9000): Improvement in Accuracy and Scale

YOLOvV2, also known as YOLO9000, was presented in 2016 [26] and directly
addressed the limitations of YOLOvV1, achieving a significant increase in both accuracy
(mAP) and performance. The model's architecture was revamped through the use of
a new backbone network, Darknet-19, which replaced the less efficient network of v1
[91]. The most critical technical improvement was the introduction of anchor boxes, an
idea adopted from two-stage detectors but adapted for YOLO's unified architecture
[82]. Instead of directly predicting the coordinates of the bounding boxes, YOLOv2
was trained to predict offsets relative to predetermined anchor boxes. This allowed for
better detection of objects at various scales and aspect ratios, partially solving v1's

problem of struggling to localize multiple, closely grouped objects [10].

Beyond anchor boxes, YOLOV2 incorporated various optimization techniques, known
as ‘"trickery," to stabilize and accelerate training. The application of batch
normalization across all convolutional layers improved the model's stability, allowed
the use of higher learning rates, and reduced dependency on other regularization
techniques [89]. Furthermore, YOLOvV2 adopted a higher input image resolution (from
$448 \times 448% to $416 \times 416$ or $608 \times 608$), enabling the processing
of more detailed features. These combined factors led to a significant increase in
accuracy (mAP), bringing YOLOV2 closer to the performance of Two-Stage Detectors
while maintaining the critical real-time speed[82].

Finally, the YOLO9000 innovation refers to the model's ability to detect over 9,000
object categories by achieving joint training. This was accomplished by combining the
COCO dataset (containing localization data) with the massive ImageNet dataset
(containing classification data) through a hierarchical classification structure
(Hierarchical Classification using WordTree) [82]. Although this capability is not
directly relevant to specialized road infrastructure monitoring, it demonstrated the
model's ambition to function as a versatile and powerful general-purpose detector,

reinforcing its position as a pioneering model in the field of object detection [10].

6.1.3. YOLOvV3: Multi-Scale Detection and Darknet-53

The third version of YOLO, YOLOV3, released in 2018 [83], brought further structural
improvements in accuracy, focusing on resolving the traditional limitation of one-stage
models: the inability to detect small objects [10]. The most critical change was the

adoption of a multi-scale detection approach, a technique resembling Feature Pyramid
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Networks (FPNs) [95]. Specifically, YOLOv3 makes predictions at three different
scales (feature sizes) within the network, allowing the model to leverage both detailed,
high-resolution features (for small objects) and abstract, low-resolution features (for
large objects). This approach dramatically improved the model's capability to localize
small infrastructure elements, such as distant road delineators and small signs,

making it more suitable for large-scale road network surveillance [104][111].

In addition, YOLOvV3 introduced a new, more robust backbone network architecture,
Darknet-53, which replaced Darknet-19 from v2. Darknet-53 is a deeper Convolutional
Neural Network with 53 convolutional layers, designed to execute quickly while
simultaneously offering stronger feature extraction capabilities [30]. The use of
Residual Blocks (inspired by ResNet) allowed for the effective training of the deeper
network, addressing the vanishing gradients problem [95]. This architectural shift
provided better accuracy (mAP) than v2, particularly for objects with hard-to-

distinguish features, without significantly sacrificing throughput [91].

Overall, these improvements established YOLOv3 as one of the most powerful and
versatile object detection tools of its time. Although v3 was slightly slower than the
hyper-fast v2 due to the deeper Darknet-53, the increase in accuracy, especially for
small objects, justified the trade-off [83]. YOLOvV3's success expanded its application
into fields such as autonomous driving, robotics, and industrial inspection [104],
reinforcing the position of One-Stage Detectors as the dominant solution for

applications requiring both high speed and reliable accuracy [91].

6.1.4. YOLOv4: The Era of "Bag-of-Freebies" and Hybrid Optimization

YOLOv4, introduced in 2020 by Alexey Bochkovskiy and his collaborators [5], marked
a new era in the evolution of YOLO, focusing on hybrid optimization and the ultimate
balance between speed and accuracy. Rather than introducing a radical architectural
change like vl1/v2/v3, v4 integrated a carefully selected collection of cutting-edge
techniques, which the creators categorized into "Bag-of-Freebies" (techniques that
improve accuracy without increasing inference time) and "Bag-of-Specials”
(techniques that slightly increase inference time but significantly boost accuracy) [8].
Its core network (backbone) utilized CSPDarknet53, an improved version of Darknet-
53 featuring Cross-Stage Partial connections (CSP) to enhance information flow,

reduce computational complexity, and prevent feature exhaustion [108].
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Among the most significant improvements was the integration of advanced pre-
processing and training techniques. The Mosaic data augmentation combines four
images into one during training, exposing the model to objects outside their normal
context and at various scales, thereby improving generalization [89]. Additionally,
YOLOv4 adopted Spatial Pyramid Pooling (SPP) and the Path Aggregation Network
(PANet): SPP enables feature extraction regardless of input size, while PANet
enhances feature aggregation across different network scales, which is critical for
detecting both large and small infrastructure objects [104].

As a result of this meticulous engineering, YOLOv4 achieved outstanding
performance—a superior accuracy-to-speed ratio (mAP/FPS) compared to all
previous versions [91]. This success demonstrated that improvements in Deep
Learning models do not always require radical architectural changes but can stem
from the clever integration of best practices. YOLOv4 set a new benchmark for the
efficiency of real-time detectors, solidifying the position of one-stage models as the
dominant solution for applications running on low-power platforms, such as embedded

vehicle systems (edge devices) [20][111].

6.1.5. YOLOV5: Focus on Accessibility, PyTorch, and Scaling

YOLOV5, released by Ultralytics in 2020 [26][100], represents the most significant
transition in the YOLO community, as it did not originate from the original creators
(Redmon/Bochkovskiy) but was established as one of the most popular detectors due
to its impressive performance, scalability, and user-friendliness. The most critical
change was the adoption of the PyTorch framework for model training and
deployment, replacing older, less flexible frameworks (like Darknet), thereby
significantly simplifying the process for the majority of researchers and developers.
The shift to PyTorch facilitated rapid prototyping and easy integration into other Al
systems [26][100].

Architecturally, YOLOvV5 further refined the concept of multi-scale detection by
introducing the capability of autoscaling. The model was released with multiple model
sizes (Nano, Small, Medium, Large, XLarge), which, unlike previous versions, were
automatically scaled via predefined depth and width factors[54]. This structure allowed
users to easily select the ideal balance between speed and accuracy depending on
the target hardware (e.g., the Nano version for embedded vehicle systems) [108].

YOLOV5 also incorporated improved data augmentation techniques (Mosaic) and
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introduced the AutoAnchor learning function, eliminating the need for manual selection

of anchor boxes, thus simplifying the dataset preparation stage [100].

The combination of these improvements allowed YOLOV5 to deliver impressive
performance metrics (high mAP with low latency), making it an extremely adaptable
and scalable tool [100]. The commercial success of YOLOV5 and its adoption by the
industry laid the groundwork for the development of subsequent versions, including
YOLOVS8, which you are using in this thesis. The emphasis on ease of use, scalability,
and PyTorch compatibility made YOLOV5 a cornerstone for a wide range of real-time
detection applications [26].

6.1.6. YOLOvV6: Focus on Industrial Applications and Reparameterization

YOLOV6, developed by Meituan in 2022 [63], placed a significant emphasis on large-
scale industrial applications, aiming to optimize the architecture for maximum
throughput and high accuracy (mAP). The most critical innovation was the adoption of
a Reparameterized network as its backbone, inspired by the RepVGG architecture.
The reparameterization technique allows the model to utilize a complex, multi-branch
architecture during the training phase, which offers strong training capacity [91].
However, during the inference phase, it is transformed into a simple, linear (single-
branch) network. This transition drastically reduces latency, making YOLOvV6 highly

efficient in production environments.

YOLOV6 also incorporated an efficient layer aggregation network, the Efficient Layer
Aggregation Network (ELAN), for better feature fusion. ELAN improves the utilization
of features extracted by the backbone, allowing for a more effective flow of information
and a better representation of objects across different scales. Additionally, improved
training techniques such as self-distillation were implemented, which enhances
performance by transferring knowledge from a more powerful version of the model to

itself, thereby improving its generalization and robustness [23][24].

These upgrades aimed to make YOLOV6 patrticularly suitable for practical scenarios
where the balance between high performance and low computational requirements is
crucial [20][63]. The fact that the model focused heavily on inference technology
confirms the industry trend of seeking models that execute quickly on edge devices.
YOLOV6 achieved state-of-the-art results in many benchmarks, offering a strong

contender in real-time object detection applications [91].
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6.1.7. YOLOV7: Training Optimization and E-ELAN

YOLOv7, released in 2022 by Chien-Yao Wang et al. [108], established itself as one
of the most efficient detectors, focusing on further enhancing accuracy (mAP) without
compromising inference speed. The architecture introduced Extended Efficient Layer
Aggregation Networks (E-ELAN), which are an improved version of the ELAN used in
previous models. E-ELANs are designed to boost the model's learning capacity,
allowing the network to expand knowledge flow and merge features in a more efficient
and scalable manner, which is particularly beneficial for the detection of smaller and

overlapping objects [10].

The core innovation of YOLOvV7 lies, however, in the optimization of the training
process (Training-Time Optimization). The model introduced a set of techniques
termed "Extendable and Efficient" that increase accuracy without altering the model’s
architecture during inference time. One of the most important techniques is Dynamic
Label Assignment, where the assignment of the correct "ground truth” labels to anchor
boxes is done in a more flexible and dynamic way, thereby optimizing the model's
learning. This refined training procedure significantly contributed to YOLOvV7's ability
to achieve higher mAP scores than both YOLOv6 and YOLOV5 while maintaining a
high FPS rate [104].

As a result of the E-ELAN techniques and training enhancements, YOLOvV7 set new
benchmarks in the field, offering the best accuracy-to-speed ratio among all known
real-time detectors upon its release [108]. Its performance makes it extremely effective
for both academic research and practical applications in low-latency environments,

such as monitoring road infrastructure from vehicles [20][111].

6.1.8. YOLOVS8: The Modern Anchor-Free Architecture

YOLOV8, the most recent version presented in 2023 by Ultralytics [26][101],
represents a comprehensive architectural overhaul, rather than a simple refinement,
with a clear emphasis on simplicity, speed, and accuracy. The fundamental innovation
lies in the change of the localization methodology: YOLOvV8 adopted an Anchor-Free
approach, abandoning the traditional Anchor Boxes used from YOLOvZ2 through
YOLOV7. This transition simplifies the training process and improves performance, as
the model predicts the center of the object directly, reducing the number of predictions

and accelerating the inference time [101].
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Architecturally, YOLOV8 incorporated new elements, such as a hovel backbone based
on CSPDarknet (featuring optimized C2f blocks) and a redesigned Head, which
functions as a Decoupled Head, separating the classification and localization tasks
[101]. This decoupling, combined with the use of a new Loss Function and advanced
post-processing techniques (such as Non-Maximum Suppression [NMS]
enhancements and the use of Distribution Focal Loss - DFL), significantly improved
feature extraction and prediction capabilities [84]. The result is substantial
improvements in both accuracy (mAP) and detection speed, positioning YOLOV8 at
the forefront of the technology.

Finally, Ultralytics placed a strong emphasis on ease of use and holistic support,
providing a streamlined interface (API) and built-in support for a wide range of
Deployment scenarios, including edge devices (e.g., NVIDIA Jetson) [26]. The
YOLOVS8 architecture is no longer limited solely to object detection but also extends to
Image Segmentation and Pose Estimation, making it a comprehensive, multi-
functional tool. This approach, combined with the multiple model sizes (Nano, Small,
Medium, Large, XLarge), makes YOLOv8 the ideal choice for exploiting large
datasets, as it offers a very good balance between maximum accuracy and minimal

latency for infrastructure monitoring [101].

6.1.9. YOLOV9: GELAN Architecture and Addressing Information Loss

YOLOV9, introduced in February 2024 [105], constitutes a significant evolution in the
YOLO series, focusing on tackling a fundamental problem in deep convolutional
networks: the Information Bottleneck. The model's creators found that during the
application of gradient-based training techniques (such as using different Loss
Functions), crucial input data information tends to be lost or corrupted, especially in
the deeper layers of the network. In response, they introduced two core architectural
innovations: the Generalized Efficient Layer Aggregation Network (GELAN) and the
Programmable Gradient Information (PGI). The GELAN architecture was designed to
allow greater flexibility in model design and ensure efficient parameter utilization, while
the PGI focuses on preserving the completeness of information through an auxiliary

transmission branch during training.

The principle of Programmable Gradient Information (PGI) is central to YOLOvV9 and

represents the cutting-edge technique for information preservation [105]. By adding
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an auxiliary, non-lossy path during training, PGI ensures that input image information
is fully transmitted to the network's Head, compensating for the loss that occurs during
feature extraction. This approach allows the model to be trained deeper and more
effectively [23]. Simultaneously, YOLOV9 introduced the use of Partial Convolution
(PConv), an optimization technique that minimizes computational complexity and
memory requirements. This is achieved by applying convolution to only a subset of
the input channels, making the model exceptionally efficient on edge devices and

reducing the inference cost.

Overall, YOLOV9, with its combination of the GELAN architecture, the PGI
methodology, and PConv optimization, managed to achieve state-of-the-art results,
offering the best accuracy-to-speed ratio of its time. While YOLOvS8 focused on the
transition to Anchor-Free and ease of use, YOLOV9 took architectural optimization to
the next level by addressing the inherent losses of deep networks [105]. This
establishes it as a strong benchmark for the efficiency of real-time object detection
and underscores the continuous evolution of the YOLO family toward achieving high

accuracy with minimal resources.

6.1.10. YOLOV10: The Radical No-NMS Architecture

YOLOvV10, introduced in May 2024 [85][105], introduced one of the most radical
architectural innovations in the recent history of the YOLO series: the adoption of a
No-Non-Maximum Suppression (No-NMS) training and inference strategy. The
traditional NMS procedure is a post-processing step required to eliminate multiple,
overlapping bounding box predictions for the same object. This step is often time-
consuming and non-differentiable, posing a significant bottleneck to achieving

maximum real-time speed [84].

The YOLOvV10 approach achieves the elimination of the need for NMS through two
main mechanisms. First, it employs Holistic Modeling, which forces the model to
predict the final box directly for each object, thus avoiding the generation of redundant,
overlapping boxes. Second, it introduced Consistent Collaborative Modeling and a
Lightweight Classification Head with Spatial-Channel Decoupling [91]. These
techniques aim to minimize computational overhead and ensure the simultaneous

optimization of localization and classification tasks.
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As aresult, YOLOv10 achieved a significant reduction in inference time and improved
real-time performance, while maintaining or even surpassing the accuracy (mAP) of
previous models. The elimination of NMS not only increases speed but also ensures
that the speed remains constant regardless of the number of objects in the scene,
which is crucial for the varying conditions of road monitoring. This makes YOLOv10
one of the most efficient and fastest models to date, continuing the YOLO tradition of
pushing the boundaries of real-time object detection capabilities[20].

6.1.11. YOLOv11: Specialized Architectural Optimizations and New Attention
Mechanisms

YOLOv1l, which typically constitutes an independent, research-based
implementation within the YOLO family [27][45], focuses on exploring new
architectural pathways aimed at improving performance over the current dominant
version (YOLOvV8). The core philosophy behind these specialized implementations is
the integration of advanced attention mechanisms or the use of different backbones,
specifically designed to increase the model's sensitivity to small and challenging
objects. Instead of focusing on holistic simplification like the Anchor-Free YOLOVS,
YOLOVL11 often experiments with more complex elements in the Head and the feature
aggregation network (Neck), hoping to achieve a higher mAP even at the cost of
slightly increased computational complexity[10].

A characteristic technique adopted by implementations like YOLOv1ll is the
integration of a customized Feature Pyramid Network (FPN) or Path Aggregation
Network (PANet) [98]. These networks are often enriched with Attention Blocks, such
as the Convolutional Block Attention Module (CBAM) or other variant blocks, which
train the model to give greater weight to the channels and spatial locations containing
critical object features (e.g., the outlines of road signs) while ignoring background
noise. Furthermore, YOLOv11 may utilize different data augmentation techniques or
more sophisticated Loss Functions than those found in YOLOvVS8, aiming to optimize
training specifically for the demands of specialized datasets, such as road
infrastructure data [98][110].

The inclusion of YOLOvV11 in the comparative evaluation of the present work is crucial,
as it allows for the direct contrast of the Anchor-Free strategy of YOLOV8 against an
architecture that possibly relies on traditional Anchor Boxes (like older YOLOvV5/v7)

and/or different optimization mechanisms [27]. The analysis of YOLOv11's results on
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the road infrastructure dataset will reveal whether the specific optimizations it adopts
outperform the simplicity and speed of YOLOVS, thereby providing a comprehensive
view of which architectural philosophy—mass optimization (YOLOVS8) or specialized
engineering (YOLOv11l)—is most suitable for deployment in vehicle monitoring
systems [45][111].

6.1.12. YOLOvV12: The Transition to an Attention-Based Architecture

YOLOv12, as an independent research implementation [97][46] selected for
comparative evaluation, represents the most significant architectural differentiation in
this study, as it attempts the transition from a purely Convolutional Neural Network
(CNN) structure to an Attention-Based design. This approach is inspired by the
success of Transformer models in image processing, but aims to maintain the crucial
real-time capability for which the YOLO family is renowned. This version replaces a
large part of the traditional CNN structure (especially in the Head and the feature
aggregation network (Neck)) with novel attention mechanisms, seeking to leverage
the superior ability of Attention models to model long-range dependencies and

understand the holistic context of the scene [97].

The central innovation of YOLOvV12 is the Area Attention Mechanism [81]. This is a
customized form of self-attention specifically designed to process large fields of view
while drastically reducing the computational cost compared to classical self-attention
(which has quadratic complexity, O(N?) [97]. This is achieved by dividing the feature
maps into distinct, equal-sized regions and applying the attention process only within
these local areas. The use of Area Attention allows the model to maintain speed while
simultaneously improving the quality of extracted features, solving the traditional issue
of slow processing associated with Attention mechanisms at high image resolutions
[23].

Furthermore, YOLOv12's architecture is complemented by the Residual Efficient
Layer Aggregation Networks (R-ELAN) [82]. R-ELANs are introduced to address
optimization and stability issues that frequently arise in deeper models incorporating
attention mechanisms, through the integration of residual connections at the block
level [25]. These connections facilitate the flow of information and gradients
throughout the network, enabling effective model training. The inclusion of YOLOv12
in the comparison provides a critical insight into whether the transition to Attention

models can offer the best performance in road infrastructure object detection,
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potentially surpassing YOLOV8 in accuracy while maintaining the required speed for

real-time applications [111].

6.2. Main known applications where yolo was used

Various versions of YOLO have been used in many well-known applications and
platforms, integrating object detection technology to enhance functionality and user

experience. Some of these applications are found in:

¢ Road Infrastructure Monitoring and Evaluation
These companies specialize in converting visual data (from drones or vehicle
cameras) into analyzable information, bypassing the challenge of insufficient
specialized public datasets [104]:

IRIS (irisGO™): IRIS offers the irisGO™ system, a camera system with integrated Al
that uses vehicle cameras (dash cameras) for the automated detection and analysis
of road hazards and defects in real-time. It enables proactive maintenance decision-
making at a significantly lower cost compared to traditional survey vehicles [111].

RoadMetrics: Provides an Al platform for automated road condition assessment and
asset management. Their system can recognize over 10 types of pavement defects
and 65 types of road sign and asset information via video collected from smartphones.
MISTRAS Group / Ombrulla: They utilize drones and a unified Al platform for the
inspection of large-scale infrastructure (bridges, roads, wind turbines), combining

defect detection with Geospatial Information System (GIS) mapping [20].

¢ Medical Imaging and Diagnosis
Major technology giants and specialized companies use Object Detection to delineate
pathological areas and accelerate diagnosis:

Google Cloud Medical Imaging Suite: Google is developing Al systems to empower
clinics, aiding in the localization of subtle signs of cancer (e.g., breast, lung cancer)
and reducing treatment planning time (e.g., radiotherapy), using models for the
segmentation of healthy tissues and tumors [33].

DeepHealth / Apollo Radiology International: They collaborate with research
institutions for the validation and clinical integration of deep learning models that

predict lung cancer via CT scans [106].
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¢ Industrial Quality Control and Supply Chain
Object Detection enables the full automation of quality control, shifting from sampling
to 100% inspection of production:
Siemens: Has integrated Al into its production lines to enhance accuracy in
manufacturing. Al systems inspect and validate product components, significantly
reducing defect rates [8].
BMW: Uses computer vision to inspect welds on car bodies, detecting even the
smallest imperfections, ensuring adherence to strict safety standards.
Medtronic: Applies Al to ensure the consistency and quality of medical devices, a

critical step due to the strict regulatory requirements of the industry [63].

¢ Environmental Monitoring and Precision Agriculture
Specialized Object Detection models identify individual plants, allowing for highly

targeted action (e.g., laser weeding):

Robovision: Provides agri-robotics solutions that use Al for intelligent weed detection
in the field. They use models to recognize weeds in all weather conditions,
subsequently allowing robotic sprayers to drastically reduce chemical usage [19].

Weedbot (in collaboration with Omdena): Has developed laser weeding machines
that utilize machine learning models for the precise localization and distinction of crops

from weeds, promoting pesticide-free agriculture [86].

e Biometric Identification and Security Systems
Face and Object Detection is the foundation of modern smart security systems:

Corsight Al: Offers Facial Intelligence technology for security systems, capable of
locating individuals on watchlists, flagging unauthorized access, and identifying
behavioral patterns in commercial centers and schools [91].

GIGABYTE (Smart Surveillance Systems): Integrates Al Face Recognition systems
into IP cameras for the immediate identification of regular personnel, VIPs, and

unknown individuals, enhancing real-time security and access control [108].

These examples demonstrate that Object Detection technology, particularly the YOLO

family, has transitioned from an academic tool into an industrial standard.
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6.3. YOLO Model Variants and Scaling Strategies

6.3.1. Introduction to the YOLO Scaling Philosophy (Depth, Width,
Resolution)
The modern YOLO family, particularly from version YOLOvV5 onwards, adopts a
standardized approach for creating different model variants, known as scaling
strategies [100][101]. These strategies are based on adjusting three key parameters:
Depth, Width, and input image Resolution. Adjusting these factors allows users to
easily select the ideal balance between accuracy (mAP) and speed/computational
requirements (FLOPS/Latency), depending on the target hardware (e.g., GPU, CPU,
Edge Device). Each size variant (Nano, Small, Medium, Large, XLarge) corresponds
to a specific combination of these three factors, as presented in the following
subsections [20][23].

6.3.2. Nano Variant (YOLO-N)

The Nano variant is the lightest and fastest version of the YOLO family. It was
designed with minimal latency and low memory requirements in mind. It achieves this
goal by utilizing the lowest depth and width factors in the network's architecture [36].

o Depth & Width: Lowest values, featuring fewer convolutional layers and fewer
feature channels.

e Application: Ideal for deployment on embedded vehicle systems (Edge
Devices), microcontrollers, or platforms with limited computational power (e.g.,
Raspberry Pi, NVIDIA Jetson Nano), where speed (high FPS) is more critical
than absolute accuracy [10].

e Trade-off: Accuracy (mAP) is lower, especially in detecting small or indistinct

objects.

6.3.2. Small Variant (YOLO-S)

The Small variant constitutes a first step in increasing computational complexity
relative to Nano, offering an improved trade-off between speed and accuracy. It has
slightly increased depth and width factors, which allows it to extract richer features
without becoming prohibitively slow [26][91].
o Depth & Width: Slightly increased factors.
e Application: Suitable for applications in environments with moderate
resources (e.g., basic GPUs, high-end CPUs), where good accuracy is

required combined with a high FPS rate (e.g., fast quality control).
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6.3.3. Medium Variant (YOLO-M)

The Medium variant is often the default and most balanced model for general
applications [20]. It represents the optimal equilibrium, aiming for high accuracy while
maintaining an acceptable inference rate on standard GPUs [111].
e Depth & Width: Significantly increased factors.
e Application: Ideal for production deployment on typical GPUs (e.g., NVIDIA
1080/2080), where high accuracy (mAP) is a priority, but speed must remain
within the real-time range.

6.3.4. Large Variant (YOLO-L)

The Large variant scales the architecture further, focusing primarily on maximum
possible accuracy [101]. The depth and width factors are substantially increased,
leading to a much deeper and wider network with high learning capacity [23].
e Depth & Width: High factors, increased complexity.
o Application: Used in demanding tasks where accuracy is the sole or primary
factor (e.g., medical imaging, precise infrastructure defect detection), provided
that powerful GPUs are available for training and inference.

o Trade-off: Inference speed is significantly reduced.

6.3.5. XLarge Variant (YOLO-X)

The XLarge (Extra-Large) variant is the version with the maximum modeling capacity
and the largest number of parameters [101]. It applies the highest possible scaling
factors to maximize accuracy (mAP) without constraints on computational resources
[26].
¢ Depth & Width: Highest factors, peak complexity.
e Application: Suitable for academic research (benchmarking) and tasks
requiring the absolute peak in accuracy, utilizing high-performance GPU
clusters.

o Trade-off: The model is the slowest and requires the most resources.
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Figure 6. Schematic representation of YOLO variants.

6.3.6. Concluding Justification

The execution of experiments with different size variants (Nano, Small, Medium,
Large, XLarge) of YOLOVS, v11, and v12 in the present work allows for drawing
conclusions about general scaling [27][97]. Specifically, it examines how increasing
the depth and width of the networks affects the ability of the different architectures
(Anchor-Free of v8, Attention-Based of v12, etc.) to detect objects under road
infrastructure conditions, establishing the basis for the informed selection of the
optimal model for real-time monitoring [20][23].

CHAPTER 7: Experimental Methodology and Data Analysis

7.1. Application Context and Dataset Overview

For the training and evaluation of the object detection models, an extensive dataset
concerning road infrastructure elements was utilized, collected under real traffic
conditions along sections of the national road network. The data acquisition process
was conducted using a GoPro HERO13 Black camera, mounted on the front part of a
patrol vehicle, simulating the viewpoint of a typical dashcam system. This setup
ensured consistent acquisition geometry and continuous recording of the roadway
scene during vehicle motion, enabling the capture of high-quality visual data under

realistic operational conditions.

The dataset consists of high-resolution images (5568 x 4872 pixels), containing a
large number of objects of interest. These objects were manually annotated using
bounding boxes, forming a reliable training dataset for the development of object
detection models. The included classes cover critical components of the road
environment, such as safety barriers, delineator posts, traffic signs, and vehicles,
incorporating both static and dynamic elements of the scene (Fig 7). This diversity
significantly increases the complexity of the task, as the model is required to detect

objects of varying scale, shape, and visual characteristics.
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The dataset was further divided into training, validation, and testing subsets, aiming
to ensure a reliable and unbiased evaluation of model performance. This separation
allows for the assessment of the model's generalization capability on unseen data,
providing objective performance metrics. Additionally, the presence of multiple classes
and class imbalance introduces further challenges, such as the detection of small or
infrequent objects, which appear in limited instances within the dataset.

Finally, it is important to note that the dataset was collected under varying conditions
of illumination, distance, and viewing angles, reflecting the inherent variability of real-
world road environments. Factors such as shadows, strong sunlight, partial
occlusions, and perspective distortions are present, making the dataset particularly
suitable for evaluating models under realistic conditions. Consequently, the use of this
dataset contributes significantly to the development and validation of object detection

systems intended for real-time applications in critical road infrastructure monitoring.

Figure 7. Images RGB of dataset.

Regarding the technical characteristics of the images included in the dataset used in
the present study, the following can be observed:

o 5568 x 4872 pixels: These are the dimensions of each image, where the width
is 5568 pixels and the height is 4872 pixels. This high resolution allows for the
capture of fine details, which is particularly important for the detection of small
objects such as delineators and traffic signs.

o ~20-25 MB: The file size of each image falls approximately within this range
(depending on compression conditions), indicating high image quality and a

significant amount of visual information.
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e 300-350 dpi: This refers to the image density (dots per inch), corresponding
to high-resolution imagery that ensures sufficient clarity both for digital
processing and potential printing purposes.

e 24-bit (True Color): The color depth of the images is 24-bit, meaning that each
pixel can represent up to 16,777,216 different colors (8 bits per RGB channel).
This enables accurate color representation, which is crucial for object

recognition in complex road environments.

Overall, these characteristics demonstrate that the dataset provides high-resolution
imagery, substantial information content, and adequate color fidelity, all of which
significantly contribute to improving the performance of object detection models.
Image quality is particularly critical, as it directly affects the model’'s ability to detect
small, distant, or visually indistinct objects. An indicative example image is presented

in Fig. 8.

Figure 8. Images RGB of dataset.

It should also be noted that the image collection process was conducted under real-
world road operating conditions, without controlled environmental settings. Variations
in lighting, different viewing angles, and the diversity of the road environment [e.g.,
shadows, background changes, presence of vehicles (Fig 9)] create a demanding and
realistic framework for object detection. The use of such data is particularly important,
as it enables the evaluation of models under conditions that closely resemble their
actual operational deployment.
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Figure 9. Images RGB of dataset.

Furthermore, data acquisition using moving vehicles constitutes a dynamic process
influenced by multiple factors, such as vehicle speed, road geometry, and the
presence of natural or artificial obstacles (e.g., vegetation, other vehicles,
infrastructure elements). These factors directly affect data quality and consistency,
making the creation of a representative dataset a process that requires careful
planning. Consequently, the use of data collected under such conditions enhances the
generalizability and reliability of the experimental results, as the model is required to

perform across a wide range of realistic scenarios.

7.2. Data Processing and Annotation

For the training and evaluation of the proposed model, an extensive dataset of RGB
images was utilized, collected from the national road network and containing a large
number of objects and diverse categories. The data processing stage constitutes a
critical component of the methodology, as the quality of annotation directly influences

the performance of object detection models.

The annotation process was carried out using the makesense.ai tool, an open-source
web-based platform designed for efficient and user-friendly image labeling [57]. The
selection of this tool was based on its ability to support bounding box annotations,
which are fully compatible with YOLO-based architectures. Initially, the images were
uploaded to the platform, followed by the import of a .txt file containing the predefined
object classes corresponding to the annotation requirements of the dataset.

The annotation procedure followed a systematic approach, where each object present

in an image was enclosed within a rectangular bounding box and assigned to the
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appropriate class. To ensure consistency and accuracy, each class was assigned a
unique label and a distinct color code, facilitating visual inspection during the
annotation process [53]. Annotation precision is particularly important, as inaccuracies
or inconsistencies may negatively affect the training process and lead to reduced

model performance.

The classes defined within the scope of this study were selected based on their
relevance to road environment monitoring and the detection of critical infrastructure

elements. Specifically, the following categories were used:

e Bollard (Bol): Roadside bollards

¢ Delineator (Del): Road delineators (reflective guidance elements)

e Prohibitory (Pro): Prohibitory traffic signs

e Danger (Dan): Warning traffic signs

e Mandatory (Man): Mandatory traffic signs

e Other (Oth): Other signs or elements not included in the above categories
e Car (Car): Passenger vehicles

e Truck (Trk): Heavy vehicles (trucks)

e Guardrail (Grd): Safety barriers

e Road (Rd): Road surface
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Figure 10. The four different categories of traffic signs. (a) Prohibitory (b) Danger (c) Mandatory and (d)
Other signs.

The use of a relatively large number of classes makes the detection task more
demanding, as the model is required to handle objects with different geometric
properties, scales, and visual characteristics. In addition, certain categories, such as
delineators and bollards, correspond to small and often distant objects, which

increases the difficulty of accurate detection.
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Finally, it is important to note that the annotation process did not focus solely on object
identification but also emphasized precise bounding box placement, minimizing the
inclusion of background noise. This approach contributes to improving evaluation
metrics such as Intersection over Union (loU) and Mean Average Precision (mAP),
which are key indicators of YOLO model performance.

Indicative examples of the annotation process are presented in Figures 10 and 11.

Before you start, you can create a list of labels you plan to
assign to objects in your project. You can also choose to skip
that part for now and define label names as you go.

Your label list is empty

Figure 11. Steps during the loading of the RGB images.

Load file with labels description

£ labels.txt X 4
Load a text file with a list of [abels you are planning to use. The

F||E' Ed|t VIEW H1 v = v B names of each label should be separated by new line. If you don't
have a prepared file, no problem. You can create your own list now.

Bollard

Danger
andator @

8 labels found

Figure 12. Steps during the loading of the .txt file containing the eight (8) classes.

After defining the object classes, the main data annotation process was initiated.
Specifically, each image was examined sequentially, and the tools provided by the
makesense.ai platform were used to accurately label the objects belonging to the

respective categories. The platform supports multiple annotation formats, including
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bounding boxes, polygons, and free-form regions. However, in the context of this
study, bounding box annotation was selected, as it represents the most suitable format
for training YOLO-based object detection models [21][34].

A bounding box is defined as a rectangular region that encloses an object of interest
within an image and is typically described by four parameters representing its spatial
position and dimensions. The accuracy of these annotations is of critical importance,
as it directly affects the training process and evaluation metrics, such as Intersection
over Union (loU) and Mean Average Precision (mAP) [49][50]. For this reason,
particular emphasis was placed on the precise placement of bounding boxes, ensuring
that each object was fully enclosed while minimizing the inclusion of irrelevant

background information.

The annotation process was conducted consistently and carefully for each object
belonging to the predefined classes (e.g., Bollard, Delineator, Prohibitory, Danger,
etc.), including cases where objects were small, partially occluded, or located at
significant distances from the camera. Such conditions are known to increase the
complexity of object detection tasks and challenge the generalization ability of deep
learning models [57][62]. The procedure was repeated for the entire dataset, ensuring
a comprehensive and detailed representation of all objects. Representative examples

of the annotation process are presented in Figures 13, 14 , 15, 16 and 17.

More specifically, Figures 13 and 14 present objects belonging to the Bollard and
Delineator classes, respectively. These categories constitute core classes of the
dataset; however, their detection is particularly challenging, as the objects exhibit
significant variability in terms of viewing angle, shape, and spatial position within the

image.
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Figure 14. Bounding boxes of Delineator objects.

Figures 15 and 16 illustrate objects from the traffic sign categories, including
Prohibitory, Danger, Mandatory, as well as Other signs, while vehicle classes (Car and
Truck) are also included. Finally, Figure 17 presents objects from the Guardrail and
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Road classes, which represent the most densely populated categories in the dataset,
making them especially important for evaluating the overall performance of the
models.
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Figure 15. Bounding boxes of some classes objects.
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Figure 16. Bounding boxes of some classes objects.
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Figure 17. Bounding boxes of Guardrail and Road objects.

Subsequently, the process was completed through validation, verification, and storage
of the annotations. After labeling all objects across all images, a thorough quality
control procedure was conducted to identify and correct potential errors or
inconsistencies. This process included verifying the correct classification of each
object as well as the accuracy of its spatial localization. The makesense.ai platform
facilitates this step by providing intuitive tools for reviewing, editing, and refining
annotations[66][67].

Following validation, the annotated data were exported in .txt format, in accordance
with the requirements of YOLO-based training pipelines. Each file contains normalized
coordinates and class identifiers for the detected objects, enabling direct integration
into the model training process [75][77]. The correct formatting and structuring of these
files is essential, as inconsistencies at this stage may negatively affect training

convergence and model performance [96].

The overall workflow—from annotation to final data export—ensures that the dataset
is well-structured, reliable, and suitable for deep learning applications. High-quality
annotated datasets are widely recognized as a fundamental prerequisite for the

successful training of object detection models, particularly in complex real-world
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environments such as road infrastructure monitoring [99][102][109]. Consequently, the
resulting dataset provides a robust foundation for training and evaluating the
YOLOv10 model, enhancing the validity and reliability of the experimental outcomes
[113].

7.3. Explanation of the Structure of the Generated .txt Files

As mentioned in the previous subsection, the outcome of the annotation process using
the makesense.ai platform consisted of .txt files, which contain structured information
for each image in the dataset. These files serve as the primary input format for training
YOLO-based object detection models, as they precisely describe both the location and
the class of each annotated object.

Each .txt file corresponds to a single image and contains as many lines as the number
of annotated objects present in that image. In other words, each line represents a
single annotation, describing one object through a sequence of numerical values. This
structure is highly efficient and allows for easy processing and interpretation by deep
learning models.

More specifically, each line follows the format:

class_id x_center y_center width height

where:

o class_id: Represents the integer identifier of the object class. In the context of
this study, these values correspond to the predefined categories (e.g., Bollard,
Delineator, Prohibitory, Danger, Mandatory, Other, Car, Truck, Guardrail,
Road). Each class is assigned a unique numerical label, which is used by the
model during the training process. It is noted that class numbering starts from
0.

e Xx_center, y_center: Represent the normalized coordinates of the center of
the bounding box with respect to the image dimensions. These values range
within [0,1], where (0,0) corresponds to the top-left corner of the image and
(1,1) to the bottom-right corner. This normalization enables the model to
operate independently of the image resolution.

o width, height: Represent the width and height of the bounding box, also in
normalized form relative to the total width and height of the image. This
ensures that the relative size of the object is preserved regardless of image

resolution.
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The use of normalized values is a fundamental characteristic of YOLO-based models,
as it contributes to training stability and improves the model’s ability to generalize
across different input sizes. Additionally, this format significantly reduces data storage
requirements and accelerates data loading during the training phase.

Table 2 presents a representative example of a .txt annotation file corresponding to

the image shown in Figure 15. In this example:

o the class identifier (class_id) is highlighted in red

e the normalized center coordinates (x_center, y_center) are highlighted in
green

¢ the width of the bounding box is highlighted in yellow

e the height of the bounding box is highlighted in pink.

This visualization facilitates a clearer understanding of the data structure and its

correspondence to the annotated objects within the image.

It is important to note that the accuracy of these values is critical for the success of the
training process. Even minor inaccuracies in the coordinates or dimensions of
bounding boxes may lead to a significant degradation in model performance,
particularly affecting evaluation metrics such as Intersection over Union (loU) and
Mean Average Precision (MAP). For this reason, the annotation and data export
procedures were accompanied by strict validation and quality control.

Overall, the .txt files constitute a compact and efficient representation of annotation
data, enabling their direct use in deep learning pipelines. A proper understanding and
handling of their structure is essential for the optimal training and evaluation of the
YOLOv10 model within the scope of this study.

Table 1. Bounding Box Data from a TXT File (Figure 15. Bounding boxes of some classes objects.).

Class Normalized center Dimensions of

Identifier coordinates bounding boxes Name of Class
ID X center | Y center Width Height
1 0.800872 0.501900 0.010121 0.019002 | — Delineator
1 0.223273 0.581213 0.007229 0.019002 | — Delineator
1 0.428191 0.550634 0.001891 0.004322 | — Delineator
1 0.545097 0.531547 0.003151 0.005042 | — Delineator
2 0.606701 0.509759 0.008508 0.011164 | — Prohibitory
2 0.706276 0.462403 0.019222 0.024489 | — Prohibitory
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2 0.698398 | 0.500036 0.009768 0.009723 | — Prohibitory
3 0.697768 | 0.488512 0.011659 0.011164 | — Danger

3 0.370210 | 0.547213 0.005042 0.006122 | — Danger

2 0.370525 0.552615 0.005672 0.005402 | — Prohibitory
6 0.328458 | 0.563238 0.028675 0.012965 | — Car

7 0.476718 | 0.530827 0.043485 0.056180 | — Truck

8 0.768522 0.531601 0.446103 0.077247 | — Guardrail
8 0.229635 0.620084 0.442416 0.158708 | — Guardrail
9 0.501229 0.769663 0.990520 0.446629 | — Road

Analyzing the lines of the annotation file, it can be observed that the majority of object
annotations belong to class 1, indicating that objects of this class are either more
frequent or more prominent in the specific image. The coordinates and dimensions of
the objects reveal a significant variation in sizes and spatial positions within the
images, which contributes to a rich and diverse dataset suitable for training machine
learning algorithms. Furthermore, the presence of additional classes (2, 3, 6, 7, 8, and
9) indicates the existence of multiple object categories, further enhancing the diversity

and representativeness of the dataset.

It is important to emphasize that the quality of the annotated objects plays a critical
role in the success of subsequent applications. Accurate and well-defined object
boundaries, as reflected in the values stored in the .txt files, ensure that machine
learning models can be trained with high precision. The use of the makesense.ai
platform facilitated an organized and efficient annotation process, ensuring that the
dataset is suitable for a wide range of applications, including object detection, image

analysis, and other artificial intelligence tasks.

For a clearer understanding of the annotation format, the first entry in Table 1 is
analyzed below as an example:
Thus, we have:
o 1: The class label assigned to the object (1 = Delineator)
e 0.800872: The normalized horizontal coordinate (x) of the object's center. This
indicates that the object center is located at 80.0872% of the total image width,

measured from left to right.
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e 0.50190: The normalized vertical coordinate (y) of the object's center. This
indicates that the object center is located at 50.190% of the total image height,
measured from top to bottom.

¢ 0.010121: The width of the object expressed as a proportion of the total image
width.

¢ 0.019002: The height of the object expressed as a proportion of the total image
height.

These normalized values enable an accurate representation of the object’s position
within the image, regardless of the image’s absolute dimensions. In this way, the data
remain consistent and transferable across different image resolutions and sizes,
ensuring that the spatial localization of the object can be reliably preserved and

reproduced.

7.4. Dataset Statistics

The dataset consists of a total of 938 annotated images, containing approximately
6852 object instances. As previously stated, all images are provided in their original
high resolution of 5568 x 4872 pixels. To facilitate both model development and
evaluation, the dataset was partitioned into training, validation, and test subsets. More
specifically, 80% of the data was initially allocated for training and validation purposes,
while the remaining 20% was reserved for the test set. The training and validation
portion was then further divided using an 80/20 split, resulting in the final training and
validation subsets, respectively. Overall, this structured division ensures a balanced
and reliable evaluation framework, allowing the models to be trained effectively while
maintaining an unbiased assessment on unseen data. The distribution of object

instances across all classes, as well as within each subset, is summarized in Table 1.

Table 2. Number of annotated instances per class for each dataset split.

Class Train Set Validation Set Test Total Instances
Bollard 303 81 93 477
Delineator 1227 291 378 1896
Prohibitory 152 32 41 225
Danger 75 14 16 105
Mandatory 82 22 27 131
Other 125 28 40 193
Car 436 117 140 693
Truck 358 89 110 557
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Guardrail 1048 257 330 1635
Road 602 150 188 940
Total instances 4408 1081 1363 6852

To ensure spatial coverage of the motorway, the dataset split was designed so that all
route sections are represented across the training, validation and test subsets. This
frame-based sampling strategy prioritizes spatial generalization, enabling the models
to encounter the full variety of infrastructure types, backgrounds, and lighting
conditions present along the route. Although sequential acquisition can lead to limited
visual overlap between subsets, this approach was intentionally chosen to maintain a

balanced distribution of object categories.

As can be seenin Table 1, classes like delineator and guardrail are the most prevalent,
with 1896 and 1635 instances, respectively. In contrast, certain categories are much
less common, with the danger signs having only 105 instances and the mandatory
signs having 131 instances. This class imbalance presents a significant challenge for
object detection methods, as they must learn to accurately identify both frequently and
sparsely represented points of interest.

In Figure 18, representative examples of annotated images are shown, illustrating the
diversity of classes, viewpoints, and scene complexity. As one can observe, the
collection includes variability in lighting and weather, from bright sunny backgrounds
to scenes with high sun glare that can partially obscure objects. Furthermore, the
images present common challenges such as occlusion, where objects like bollards or
traffic signs are partially blocked by other vehicles or environmental elements. The
dynamic nature of the traffic is also captured, with varying speeds of the patrol vehicle
affecting the size and clarity of objects. Hence, these scene complexities make our
dataset a valuable resource for training and testing algorithms for robust road

infrastructure monitoring.
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Figure 18. Representative samples from the dataset. (a—f) Road scenes and conditions.

The histograms presented in Figure 19 illustrate the distribution of bounding box sizes,
measured in pixels, for each of the 10 object classes in our dataset. A strong common
trend is observed across most classes, which exhibit a long-tailed distribution with a
high concentration of small bounding boxes. This pattern is particularly evident for
classes such as bollard, delineator, and sign-related categories, where the majority of
instances are very small and likely represent distant objects. The vehicle classes (i.e.,
car and truck) follow a similar trend, but with a broader range of sizes and a more
scattered distribution of larger boxes, reflecting their varying scale in the images, as
seen for instance in Figure 18e compared to (f). On the other hand, it is underlined
that the road class presents a distinct, almost bimodal distribution, showing a small
cluster of low-pixel-count boxes and a dominant concentration of very large boxes
exceeding one million pixels. This suggests a mix of small road segments and very
large instances that span the full width of the images. Similarly, the guardrail class
also displays a unique pattern, characterized by a long tail and a significant single
instance outlier representing a very large bounding box.

69



Bollard Delineator Prohibitory sign . Danger sign . Mandatory sign
2 107

=)

s
# of bounding boxes
=
=
# of bounding hoxes
=

=3

10?

=)

10t

,_
=

# of bounding hoxes

# of bounding boxes

# of bounding boxes

107 Ll | 100 Wl 10° I. I — 107 3 !.. X I 10¢ hl
[ 1 2 3 ] 1 2 o 1 2 3 o 2 4 [3 ] 1 2
# of pixels  x10° # of pixels  x10° # of pixels  x105 # of pixels  x105 # of pixels <105
(a) (b) (© () (e)
Other sign Car Truck Guardrail Road
- " " n -
L] L] L] L] L]
il 3 k: 8 i
2 2 10?
= - L0° =) 10 = 10¢ -
£ £ £ £ £
ERLY z E H H
1 1 1 13 "
H ERU R ERU Sw
a a £ -] a I
5 5 [k 5 5 5 I‘
1074 I.! I ! I & 100 ! 'Il | a 100 "I | a 100 & 1074 1
[ 2 4 [ 0 1 2 00 25 50 75 0.0 0.5 10 0.0 0.5 10
#of pixels  x10° # of pixels x10¢ # of pixels x106 # of pixels  x107 # of pixels 107

(f) (g) (h) (0] ()

Figure 19. Distribution of bounding box sizes for each of the 10 classes (a-j).

7.5. Deep Learning Model — YOLO Architectures

As already discussed in Chapter 4, this study leverages modern object detection
architectures from the YOLO (You Only Look Once) family. More specifically, three
recent generations of YOLO models were utilized, namely YOLOvV8, YOLOv11, and
YOLOvV12, each evaluated across multiple model scales, including nano, small,

medium, and large variants.

The use of multiple YOLO versions and their respective scales allows for a
comprehensive comparative analysis of their performance in terms of both detection
accuracy and computational efficiency, under a common dataset [11]. Through this
experimental setup, it becomes possible to better understand how architectural
differences and model complexity influence performance, as well as to identify the
most suitable configuration depending on application requirements, such as real-time

processing constraints or available computational resources [37].

In general, larger models (medium and large variants) are expected to achieve higher
detection accuracy due to their increased capacity to learn complex visual patterns
and representations. However, this improvement typically comes at the cost of higher
computational demands and increased inference time. On the other hand, smaller
models (nano and small variants) are more lightweight and efficient, offering faster
inference and lower resource consumption, making them more suitable for real-time

applications or deployment on edge devices [102].
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Furthermore, the inclusion of multiple YOLO generations enables the evaluation of
architectural advancements across versions. YOLOvV8 serves as a strong baseline
with its anchor-free design and optimized detection head [12], while YOLOv1ll
introduces improvements in efficiency and parameter utilization. YOLOv12, in turn,
incorporates more advanced design elements, including attention-based
mechanisms, aiming to further enhance detection performance, particularly for small

and complex objects.

All models were trained and evaluated using an NVIDIA Tesla T4 GPU with 12 GB of
memory, ensuring a consistent computational environment across experiments. For
training, a batch size of 8 was used, and all models were trained for 100 epochs,

allowing sufficient learning while maintaining comparability between configurations.

Crucially, the experiments were conducted using two different input image resolutions,
namely 576 x 640 pixels and 1120 x 1280 pixels, in order to investigate the impact of
input resolution on detection accuracy and computational performance. This
comparison is particularly important for the detection of small-scale objects, where
higher resolutions are expected to significantly improve feature representation and

localization accuracy.

Table 3.Model complexity metrics: A comparison of parametr counts (par) in millions and computational
cost (flops) in billions for the YOLOvV8/v11/v12 at the base 576 x 640 input resolution.

8n | 11n | 12n 8s 11s | 12s | 8m | 11m | 12m

par |32 |26 (26 |11.2 |94 [93 |259 |20.1 |20.2

flops | 87 |65 |65 |28.6 |21.5 |21.4 | 789 | 68.0 | 67.5

Overall, this experimental framework enables a thorough evaluation of the trade-offs
between model size, computational cost, input resolution, and detection performance,
providing valuable insights into the optimal selection of YOLO architectures for road

infrastructure monitoring applications.

7.6. Performance Metrics

The evaluation of the applied architecture is based on the analysis of a set of well-
established performance metrics, which are widely used in the field of computer vision
and, more specifically, in object detection tasks. These metrics go beyond a simple

estimation of prediction correctness and provide a multidimensional assessment of
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model behavior, taking into account both classification accuracy and spatial
localization precision. Within the scope of the present study, these metrics are
employed to evaluate and compare the performance of the YOLOvV8, YOLOv11, and
YOLOv12 models, enabling a comprehensive assessment under complex and realistic
road infrastructure conditions. The use of multiple evaluation criteria is essential, as
no single metric can fully capture the overall effectiveness of an object detection
model.

Before analyzing the individual performance metrics, it is necessary to understand the
fundamental components that form the basis of model evaluation. These components
are derived from the confusion matrix and constitute the core elements for calculating
all evaluation metrics. In object detection tasks, the concept of the confusion matrix is
extended, since evaluation involves not only correct or incorrect classification but also
the spatial overlap between predicted and ground truth bounding boxes. Specifically,
four main categories are used: True Positives (TP), True Negatives (TN), False
Positives (FP), and False Negatives (FN), which collectively quantify the model’s
behavior across different detection scenarios [43].

More specifically:

e True Positives correspond to cases where the model correctly detects an
object, classifies it into the appropriate category, and predicts a bounding box
that sufficiently overlaps with the ground truth, typically based on a predefined
Intersection over Union (IoU) threshold. In practice, this means that the model
not only identifies the presence of an object but also accurately localizes it
within the image. In the context of this study, TP examples include correctly
detected road infrastructure elements such as guardrails, traffic signs, or
delineators, both in terms of position and class. Maximizing TP values is a

primary objective of any detection model, as it directly reflects its effectiveness.

e True Negatives refer to cases where the model correctly does not detect an
object because no object is present in the image. However, in object detection
problems, TN has limited practical significance due to the extremely large
number of potential negative regions within an image. As a result, most object
detection evaluation metrics focus primarily on TP, FP, and FN, which provide
a more meaningful representation of model performance in real-world

scenarios.
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o False Positives occur when the model detects an object that does not actually
exist or assigns an incorrect class to a detected object. FP values indicate
over-detection, meaning that the model identifies objects where none are
present. In road environments, this may correspond to cases where shadows,
textures, or irrelevant patterns are mistakenly classified as infrastructure
elements such as signs or bollards. False positives are particularly critical in
real-time applications, as they may lead to incorrect system responses or
misinterpretation of infrastructure conditions. Therefore, minimizing FP is a key

objective during model optimization.

e False Negatives correspond to cases where the model fails to detect an object
that is actually present in the image. FN values indicate under-detection and
represent a significant limitation, especially in safety-critical applications. For
example, failing to detect a traffic sign or a guardrail may result in missing
essential information regarding road conditions. FN errors are more common
in cases involving small, distant, or partially occluded objects, making them a
major challenge for deep learning models. Reducing FN is crucial for improving

the reliability and robustness of detection systems.

The above categories form the basis for calculating key performance metrics used to
guantitatively evaluate the models. Through their combination, metrics such as
Precision, Recall, and F1-score are derived, allowing for a balanced assessment
between over-detection and under-detection. Proper interpretation of these metrics is
essential for understanding the strengths and limitations of each model, particularly
when comparing different architectures such as YOLOv8, YOLOv11, and YOLOv12.

Precision (Prec) expresses the proportion of correctly detected objects relative to the
total number of detections made by the model. In other words, it evaluates how “clean”
the model’s predictions are, indicating how many of the detected objects are actually
correct. A high Precision value implies that the model produces few false positives,
making it reliable in scenarios where minimizing false alarms is critical. However, a
model with very high Precision may still miss certain objects (i.e., exhibit high FN),
which highlights the importance of evaluating it in conjunction with other metrics [29].

Precision is calculated as follows:
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TP

Prec = ——
T = TP fFP

In the context of the present study, high Precision indicates that the YOLO models (v8,
v10, and v11) predominantly detect true road infrastructure elements while avoiding
incorrect detections. This is particularly important for the reliability of monitoring
systems, as it reduces false alerts and supports accurate decision-making in real-time

operational environments.

Recall (Rec) is one of the most important evaluation metrics in object detection, as it
reflects the model's ability to identify all actual objects present in an image.
Specifically, recall measures the proportion of correctly detected objects (True
Positives) relative to the total number of real objects, that is, the sum of True Positives
and False Negatives. In other words, it indicates the extent to which the model fails to
detect objects that truly exist in the scene.

A high recall value indicates that the model successfully detects the vast majority of
objects, significantly reducing false negative errors. In the context of the present study,
this is particularly critical, as the failure to detect road infrastructure elements (such as
traffic signs, guardrails, or delineators) may lead to incomplete or inaccurate
assessment of road conditions. Recall becomes even more important in real-time and
safety-critical applications, where missing a key object could have serious
consequences [43].

Recall is calculated as follows:

TP

Rec= ——
CC=TPYFN

However, it is important to note that a model with very high recall may also produce a
larger number of false positives (False Positives), meaning that it detects more
objects than those actually present. For this reason, recall should always be evaluated
in conjunction with precision, in order to achieve a balanced and reliable assessment

of the model’'s overall performance.
The Fl-score (F1) is a composite evaluation metric defined as the harmonic mean of
Precision and Recall, providing a single value that reflects the balance between these

two performance measures. Unlike the arithmetic mean, the harmonic mean gives
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greater weight to lower values, meaning that the F1-score will only be high when both
precision and recall are high. In this way, it offers a more realistic representation of the
model’'s overall performance, avoiding misleading conclusions that may arise when

evaluating each metric independently.

The F1-score is particularly useful in cases involving imbalanced datasets, where
positive and negative instances are not equally represented. In the context of the
present study, where certain road infrastructure classes may appear much less
frequently than others (e.g., rare traffic signs or specific infrastructure elements), the
F1-score provides a more reliable evaluation of the performance of the YOLOvVS,
YOLOv11, and YOLOvV12 models. Furthermore, it serves as a critical indicator of the
balance between false positives and false negatives, contributing to the optimization
of the model for real-world applications.

The F1-score is calculated as follows:

2 Prec- Rec TP
F1= =

Prec+Rec  rp +%(FP + FN)

Overall, the F1-score is widely used as a key metric for comparing different models,
as it provides a concise yet meaningful assessment of performance, especially in

object detection tasks where both high precision and high recall are required.

Average Precision (AP) is one of the most important evaluation metrics in object
detection tasks, as it provides a single numerical value that summarizes the overall
performance of a model. Unlike individual metrics such as Precision or Recall, AP
takes into account the model's behavior across different confidence thresholds,
offering a more comprehensive assessment of its ability to balance correct detections

and errors.

More specifically, AP reflects how well the model maintains high precision as recall
increases, which is particularly critical in real-world applications such as road
infrastructure monitoring. A high AP value indicates that the model consistently detects
objects accurately, achieving both high precision (few False Positives) and high recall
(few False Negatives). In the context of this study, AP is used to evaluate the
performance of the YOLOv8, YOLOv1l, and YOLOv12 models, enabling direct

comparison of their effectiveness across different object classes.
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AP is calculated as the area under the Precision—Recall (PR) curve, which is obtained
by varying the model’s confidence threshold. In this way, the PR curve represents the
relationship between Precision and Recall across all possible operating points of the
model, while AP summarizes the overall quality of this relationship [43].

Mathematically, AP can be expressed as:

AP = flp(r)dr
0

Overall, Average Precision is a highly reliable evaluation metric, as it incorporates
information from multiple thresholds and provides a holistic view of a model’s
performance, making it a fundamental tool for comparing different object detection
architectures [16][72].

The mean Average Precision (mAP) is an extension of the Average Precision (AP)
metric, as it computes the mean of AP values across multiple object categories. In this
way, mAP provides a comprehensive and representative evaluation of an object
detection model’s performance, taking into account its ability to perform consistently

across all classes rather than excelling in only a few.

More specifically, mAP is obtained by aggregating the individual AP values for each
category and calculating their average. This makes it particularly important in multi-
class problems, such as the present study, where the model is required to detect and
distinguish between different types of road infrastructure elements (e.g., traffic signs,
delineators, vehicles, guardrails). A high mAP value indicates that the model achieves
consistently strong performance across all categories, reflecting good generalization

and robust learning capability.

In the context of this study, mAP is used as a key metric for comparing the
performance of the YOLOv8, YOLOv11, and YOLOv12 models, as it enables the
evaluation of their overall effectiveness across different detection scenarios.
Furthermore, it contributes to understanding how well each model can handle the
diversity and complexity of real-world road environments, where objects of varying
scale, shape, and importance coexist [94].

The mAP is calculated as follows:
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1 N
PA=—
k=1

where N represents the total number of object classes and APIAP_iAPi corresponds
to the Average Precision of each class.

Overall, mAP is one of the most reliable and widely used evaluation metrics in object
detection systems, as it provides a holistic assessment of model performance across
multiple categories, making it a fundamental tool for objectively comparing different

architectures.

Finally, it is noted that in the present study we use mAP50 and mAP50:95, which are
variations of the mAP metric. These metrics focus on different aspects of object

detection performance.

MAP50 refers to the mean value of Average Precision (AP) at an Intersection over
Union (loU) threshold of 0.5. loU is a metric that measures the degree of overlap
between the predicted detection region (bounding box) and the ground truth region.
e |oU = 0.5 means that a prediction is considered correct when the overlap
between the predicted and the actual region is at least 50%.

MAP50:95 is a stricter and more comprehensive metric compared to mAP50, as it
computes the Average Precision (AP) across multiple loU thresholds, specifically from
0.5 to 0.95 with a step of 0.05.
e |oU 0.5:0.95 indicates that the model’'s performance is evaluated at ten
different loU thresholds: 0.5, 0.55, 0.6, 0.65, 0.7, 0.75, 0.8, 0.85, 0.9, and 0.95.

7.7. Experimental Results

7.7.1. mAP Analysis

In the context of this study, a comparative evaluation was conducted on different
versions of the YOLO algorithm, specifically YOLOv8, YOLOv1l, and YOLOv12,
implemented using the nano, small, medium, and large architectures and applied to
the dataset under investigation. The performance assessment of the models was
based on the evaluation metrics presented in Section 7.3, with primary emphasis on
the mAP50 metric. The results for all evaluated models, using an input resolution of

576 x 640 pixels, are summarized in Table 4.
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The analysis of the results reveals a clear trend of performance improvement as model
size and complexity increase. In particular, the YOLOvV8I model achieved the highest
overall performance, reaching an mAP50 score of 60.7%. This finding suggests that
larger models, which incorporate a higher number of parameters and greater
representational capacity, are better able to capture the complex features of the
dataset, leading to improved detection accuracy. This difference becomes more
evident when compared to the nano models, which exhibit the lowest performance,
while the larger variants demonstrate improvements exceeding 11% across all YOLO

versions examined.

Furthermore, the class-wise evaluation highlights significant variations in detection
performance. Specifically, the guardrail and road classes consistently achieved very
high mAP50 scores, often exceeding 97%. This high performance can be attributed to
the large size of these objects, their distinct geometric structure, and their relatively
consistent visual appearance, all of which facilitate accurate detection. Similarly,
strong performance was observed for the truck class, with the YOLOv8|I model
reaching an impressive mAP50 score of 93.6%. These results indicate that the models
are particularly effective at detecting objects that exhibit clear, well-defined visual

characteristics and occupy a larger spatial extent within the image.

Table 4. Performance comparison of the various YOLO detection (input size 576 x 640) by mAP50
scores.

8n 1in | 12n | 8s 11s | 12s | 8m 11m | 12m

All | 482 |47.1 | 46.8 | 56.2 | 56.9 | 54.9 | 59.9 | 58.3 | 57.3

Bol |24.1|21.7 |25.1 |31.9 |37.9 |31.1 |37.6 |40.8 | 36.1

Del |21.3|22.7 |23.3|29.6 |30.9 | 30.0 | 35,5 | 34.2 | 33.5

Pro |36.9 |31.4 |32.0 | 48.6 | 48.9 | 449 | 46.1 | 52.8 | 47.6

Dan | 6.38 | 4.49 | 6.93 | 14.2 | 16.4 | 13.8 | 24.2 | 16.3 | 14.1

Man | 40.3 | 35.3 | 28.2 | 50.1 | 47.0 | 44.9 | 53.5 | 53.0 | 49.2

Oth | 17.5 |15.1 | 15.3 | 31.1 | 29.5 | 30.8 | 39.2 | 28.7 | 34.4

Car | 584 | 58.7 | 54.7 | 69.5 | 69.5 [ 66.9 | 73.8 | 68.4 | 70.1

Trk | 815 859|869 |91.1 | 915 | 90.0 | 92.8 | 92.7 | 91.6

Grd |97.3 |97.1 |97.0 |97.2 | 976 | 973 | 97.1 | 971 | 97.2

Rd 98.3 | 98.4 | 98.4 [ 98.9 | 99.3 | 99.0 | 98.8 | 98.9 | 99.1
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In contrast, the performance of the models on smaller, less represented, or visually
challenging classes showed noticeable variability. In particular, the danger sign class
proved to be the most difficult to detect, as all evaluated models achieved low mAP50
scores, ranging from 4.49% for YOLOv1ln to 31.0% for YOLOvV8I. This reduced
performance can be mainly attributed to the small size of these objects within the
images, their significant visual variability, as well as potential partial occlusions caused
by other elements in the scene.

A similar trend is observed for classes such as bollard, delineator, and other sign,
which demonstrate lower performance in the smaller model variants (nano). However,
as model complexity increases (small, medium, and large), a substantial improvement
is observed, confirming that higher model capacity plays a critical role in detecting
more challenging objects.

One of the main factors negatively affecting performance in certain classes—
especially traffic sign categories—is the limited object size in combination with the
input resolution of 576 x 640 pixels. Under these conditions, objects such as signs
and delineators occupy only a small number of pixels, making it difficult for the models
to extract meaningful features. This lack of sufficient pixel-level information leads to
reduced accuracy in both detection and classification, which is reflected in the low
performance of the danger sign class and the relatively modest results for bollard and

other sign.

To further investigate the effect of image resolution on model performance, a second
experimental setup was conducted using a higher input resolution of 1120 x 1280
pixels. The corresponding results, based on the mAP50 metric, are presented in Table
5.

Table 5. Performance comparison of the various YOLO detection (input size 1120 x 1280) by
mMAPS0 scores.

8n 11in | 12n 8s 11s | 12s 8m | 11m | 12m

All 72,5 | 70.5 | 71.0 | 80.0 | 82.1 | 83.1 | 84.0 | 84.7 | 84.2

Bol |61.8 | 62.6 |59.3 |74.4 | 73.1 | 746 | 75.8 | 73.1 | 73.4

Del |57.5|57.7 |56.2 | 66.2 | 68.1 | 69.1 | 67.8 | 74.2 | 73.0

Pro |57.7 |57.4 | 575|693 |72.0 | 75.7 | 77.6 | 77.1 | 75.5

Dan | 59.1 | 45.3 | 63.6 | 71.8 | 85.5 | 90.4 | 92.1 | 85.7 | 91.1

Man | 71.1 | 60.8 | 60.3 | 80.0 | 80.3 | 83.6 | 86.2 | 86.2 | 83.2
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Oth | 47.2 | 479 | 41.7 | 59.3 | 62.3 | 60.6 | 63.5 | 68.5 | 67.0

Car | 821 |83.2 | 833 |86.3 |88.2 |87.6 | 885 |89.8 | 89.1

Trk | 923 | 950 |92.7 | 96.8 | 944 | 92.7 | 92.2 | 96.0 | 93.8

Grd | 975|971 |97.5 |97.6 |97.4 |97.5 |97.2 | 97.3 | 97.4

Rd 98.6 | 98.4 | 98.2 [ 98.7 | 99.4 | 99.0 | 98.9 | 99.2 | 98.9

As observed from the results presented in the corresponding Table 5, the use of a
higher input resolution further reinforces the established trend that larger models
achieve superior performance. The YOLOV8I model once again outperforms the rest,
reaching the highest overall mAP50 score of 86.2%. The consistent advantage of
more complex architectures, particularly when dealing with challenging object
categories, highlights the importance of increased model capacity when processing
more detailed visual information. This effect is especially evident in the medium and
large variants, which effectively leverage the higher pixel density to improve object
recognition.

At the same time, it is evident that increasing the input resolution to 1120 x 1280 pixels
had the most significant impact on the classes that previously posed detection
difficulties. Notably, the danger sign class, which exhibited the lowest performance in
the previous setup, showed a remarkable improvement, with the YOLOv8I model’s
MAP50 rising from 31.0% to 92.7%. Similar substantial improvements were observed
for the bollard and delineator classes across all model sizes. The higher resolution
provides the models with more pixel-level information, facilitating better feature
extraction for small objects and consequently leading to significantly improved
detection performance. This finding confirms that the limited number of pixels was a

key constraint at the 576 x 640 resolution.

Overall, the increase in resolution had a pronounced impact on the performance of all
YOLO models. For instance, the YOLOv8l model demonstrated an overall
improvement of approximately 42%, while the YOLOv11lm model showed an even
greater gain of around 45.3%, underscoring the critical role of input resolution in model
performance. Although classes that already exhibited high accuracy, such as guardrail
and road, did not show equally large improvements, the overall results indicate a clear
enhancement in the robustness and accuracy of the models, particularly for the more

demanding categories.
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Building upon the analysis of the mAP50 metric, the evaluation is further extended to
the more stringent mAP50:95 metric, which provides a more comprehensive
assessment of model performance by considering multiple Intersection over Union
(loV) thresholds. This metric imposes stricter criteria on localization accuracy by
penalizing imprecise bounding boxes. The results for the YOLO models with an input

resolution of 576 x 640 pixels are presented in Table 6.

Table 6. Performance comparison of the various YOLO detection (input size 576 x 640) by
mAP50:95 scores.

8n 11in | 12n 8s 11s | 12s | 8m | 11m | 12m

All 334 | 32.6 | 32.1 | 37.0 | 38.3 | 36.7 | 40.0 | 38.5 | 38.2

Bol | 13.7 | 13.4 | 13.7 | 17.2 | 19.0 | 15.8 | 20.0 | 19.7 | 19.4

Del |94 |92 |97 |13.0 |13.1 |12.7 |16.3 | 15,5 | 14.9

Pro | 20.6 | 159 | 173 | 24.4 | 25.2 | 24.2 | 2/.0 | 28.0 | 24.3

Dan |25 |20 |20 |57 (57 |64 |79 (74 |68

Man | 26.1 | 21.8 | 17.2 | 28.5 | 30.9 | 26.8 | 34.8 | 32.5 | 33.1

Oth |76 |67 |67 |13.6 |13.8 |14.2 |174 |11.6 | 13.2

Car | 309 | 32.9 | 309 | 38.0 | 40.5 | 38.6 | 42.3 | 40.2 | 38.6

Trk | 523|527 |53.1 |56.7 | 60.3 | 56.3 | 61.1 | 58.3 | 58.6

Grd | 75.7 | 75.2 | 75.1 | 76.2 | 77.1 | 75.4 | 759 | 74.4 | 75.5

Rd 95.7 | 95.8 | 95,5 | 96.9 | 97.6 | 97.0 | 97.3 | 97.0 | 97.5

The results derived from the mAP50:95 metric reveal a clear decrease in performance
across all models and classes when compared to the mAP50 metric. This outcome is
expected, as mAP50:95 evaluates performance over a broader and more stringent
range of Intersection over Union (loU) thresholds, from 0.5 to 0.95. Consequently,
accurate object detection alone is not sufficient; models must also achieve highly
precise spatial localization through bounding boxes. The overall performance of the
models at an input resolution of 576 x 640 ranges between 32.1% and 40.0%,
indicating that achieving both reliable detection and precise localization

simultaneously remains a challenging task.

Despite the overall decline in scores, the relationship between model size and
performance remains consistent. Larger models continue to outperform smaller ones,
with YOLOv8m achieving the highest overall performance (40.0% mAP50:95),
followed closely by YOLOVSI (39.6%). This pattern confirms that increased model
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complexity and parameter capacity enhance performance in demanding tasks such
as precise object localization. Moreover, the performance gap between lightweight
(nano) models and the more complex medium and large variants becomes even more
pronounced under this stricter evaluation metric, highlighting the limitations of smaller

architectures.

A class-level analysis further emphasizes the challenges introduced by the mAP50:95
metric. Categories such as guardrail and road maintain very high performance levels,
nearly matching their results under mAP50, suggesting that models can accurately
detect and localize these large, well-defined objects. In contrast, the truck and car
classes exhibit a noticeable decline in performance, although they still rank among the
better-performing categories, with scores exceeding 60%.

Particular attention should be given to classes that were already difficult to detect. The
danger sign category, for instance, shows a substantial performance drop, with
MAP50:95 decreasing to 14.3% for the YOLOvV8I model, compared to 31.0% under
mMAP50. This reduction highlights the difficulty of precisely localizing small and visually
inconsistent objects. Similarly, the bollard, delineator, and other sign classes
demonstrate low performance, with scores around 20% or lower, indicating that while
detection may be achievable, precise bounding box localization remains problematic.
This suggests that spatial accuracy is a key limiting factor, particularly for small-scale

objects.

Overall, the mAP50:95 results reinforce the findings from the mAP50 analysis, placing
greater emphasis on the challenges associated with precise localization. The ranking
of model performance remains consistent, with larger models outperforming smaller
ones. However, the lower overall scores underline the inherent difficulty of the task,
especially for small objects, where both detection and localization are constrained by

limited pixel information.

The analysis at 576 x 640 resolution clearly demonstrated the difficulty of accurately
localizing small objects, particularly under the stricter mAP50:95 metric. To further
investigate whether increasing input resolution could alleviate this limitation, an
additional evaluation was conducted using a higher resolution of 1120 x 1280. The

corresponding results are presented in Table 7.
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The findings from the higher-resolution experiments once again confirm that larger
models achieve superior performance. Specifically, YOLOv8| and YOLOv11lm emerge
as the top-performing models, both reaching an overall mAP50:95 score of 50.3%.
This result indicates that increasing the input resolution significantly enhances the
effectiveness of more complex architectures. The consistent advantage of medium
and large models over smaller variants highlights the importance of greater parameter
capacity in tasks requiring high localization precision.

Finally, the class-wise analysis at the higher resolution reveals that the most significant
improvements occur in categories that previously exhibited low performance. Notably,
the danger sign class shows a dramatic increase, with mAP50:95 rising from 14.3%
to 55.2%, representing an improvement of over 280%. Similarly, the bollard,
delineator, and mandatory sign classes demonstrate substantial gains across all
model sizes. These findings confirm that the small size of objects was a primary
limitation at lower resolution and that higher resolution provides the necessary pixel-
level detail for more accurate feature extraction and improved localization

performance.

Table 7. Performance comparison of the various YOLO detection (input size 1120 x 1280) by
mAP50:95 scores.

8n 11n | 12n 8s 11s | 12s | 8m | 11m | 12m

All | 40.5 | 40.9 | 41.0 | 46.1 | 48.9 | 47.6 | 48.3 | 50.3 | 48.8

Bol |30.2 |30.6 | 29.5 | 37.8 | 39.3 | 38.4 | 38.5 | 39.7 § 37.8

Del | 26.0 | 25.3 | 24.7 | 30.0 | 31.4 | 30.2 | 31.0 | 33.4 | 32.2

Pro |30.4 |30.8 | 32.8 [ 39.4 | 42.2 | 425 | 41.0 | 43.2 | 42,5

Dan | 22.1 | 20.5 | 26.6 | 36.4 | 47.0 | 37.8 | 48.3 | 52.5 | 49.0

Man | 36.7 | 37.1 | 37.4 | 39.2 | 485 | 47.1 | 50.6 | 48.6 | 47.9

Oth | 215 |24.0 | 19.6 | 27.4 | 28.4 | 28.0 | 28.8 | 32.5 | 30.2

Car | 46.7 | 489 | 47.7 | 53.4 | 55.6 | 55.0 [ 51.6 | 54.7 | 53.5

Trk | 62.7 | 63.7 | 62.3 | 65.8 | 63.4 | 64.8 | 62.9 | 65.5 | 63.8

Grd | 74.8 | 74.6 | 75.9 | 76.3 | 77.6 | 77.0 | 75.9 | 77.2 | 76.6

Rd 95.5 | 95,5 | 953 [ 97.4 | 97.7 | 96.9 | 96.5 | 97.6 | 96.7

The increase in input resolution had a substantial impact on the overall performance
of all models. In particular, the YOLOvV8I model demonstrated an improvement in
MAP50:95 of approximately 27%, rising from 39.6% to 50.3%. Similarly, the
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YOLOv11lm model showed an even greater gain of around 30.6%, increasing its
overall score from 38.5% to 50.3%. Although the improvement was less noticeable for
classes that already exhibited high performance, such as guardrail and road, the
higher resolution significantly enhanced the overall accuracy and practical

effectiveness of the models, especially for more challenging categories.

Overall, the evaluation using both mAP50 and mAP50:95 metrics highlights that model
size and input resolution are key factors in achieving strong object detection
performance. The consistent advantage of larger models over smaller ones is
maintained across all scenarios. At the same time, while mAP50 serves as a reliable
indicator of general detection capability, the stricter mAP50:95 metric emphasizes the
importance of precise object localization. Increasing the input resolution plays a crucial
role in addressing this challenge. Notably, the substantial improvement observed in
previously difficult classes, such as various types of traffic signs, underscores the
importance of providing sufficient visual detail to enable accurate and reliable model

performance.

7.7.2. Precision and Recall Analysis

The examination of the overall mMAP scores in the previous section provided a general
assessment of model performance. However, to better highlight their strengths and
limitations, a more detailed, class-level analysis is required using the Precision and
Recall metrics. These indicators reflect the balance between a model’s ability to
correctly identify actual objects (recall) and its capacity to minimize incorrect
detections (precision). Tables 8 and 9 present the F1-score, which represents the
harmonic mean of these two metrics, for both the 576 x 640 and the higher 1120 x
1280 input resolutions, enabling a more comprehensive comparative evaluation

across object classes.

Overall, the results indicate that models trained with the higher input resolution (1120
x 1280) consistently achieve improved Precision, Recall, and consequently higher F1-
scores, compared to those trained with the 576 x 640 resolution. This difference is
particularly evident in the average scores across all classes, where higher-resolution
models demonstrate a more balanced and effective performance. At the same time,
although Precision and Recall often follow similar trends, certain cases reveal

noticeable differences between them for specific classes and models. These
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variations suggest underlying trade-offs in performance, which are examined in

greater detail in the subsequent class-level analysis.

Table 8. Performance comparison of the various YOLO detection (input size 576 x 640) by F1-
scores.

8n | 11n | 12n
All 54.6 | 549 | 534
Bol |30.7 | 30.3 | 30.2
Del |29.1 |29.1 |31.9
Pro |41.7 | 413 | 36.0
Dan | 9.8 | 10.8 | 10.6
Man | 51.7 | 416 | 35.4
Oth | 143 |13.1 | 17.1
Car |60.9 | 62.3 | 60.4
Trk | 77.0 | 82.0 | 77.3
Grd | 96.3 | 95.1 | 95.0
Rd 98.7 | 98.8 | 98.8

Table 9. Performance comparison of the various YOLO detection (input size 1120 x 1280) by F1-

8n | 11n | 12n
All | 747 | 711 | 72.3
Bol | 66.9 | 65.0 | 60.2
Del | 60.0 | 59.9 | 60.8
Pro | 57.3 | 57.2 | 60.1
Dan | 70.6 | 39.4 | 66.6
Man | 719 | 61.1 | 55.7
Oth | 46.7 | 46.5 | 47.5
Car | 77.7 | 78.2 | 78.9
Trk | 63.6 | 89.4 | 86.2
Grd | 96.5 | 96.7 | 96.6
Rd | 98.9 | 98.9 | 99.2

scores.

The results obtained from both input resolutions reveal a clear relationship between

model scale and overall performance. At the lower resolution of 576 x 640, the medium
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and large architectures generally demonstrate a more balanced trade-off between
Precision and Recall compared to the nano and small variants. For example, the
YOLOv11l model achieves the highest overall Precision (87.0%), while YOLOv8m
records the highest Recall (57.1%) at this resolution. In contrast, the nano models
consistently yield lower scores, suggesting difficulty in maintaining both high precision
and high recall simultaneously. This trend becomes even more evident at the higher
resolution of 1120 x 1280 (see Figure 20), where top-performing models such as
YOLOv12s, YOLOv11lm, and YOLOV8I exhibit a much stronger balance, with both
Precision and Recall exceeding 75%.

Focusing on the bollard class, a clear trade-off between Precision and Recall is
observed at the 576 x 640 resolution. Smaller models, such as YOLOv8n (95.6%
Precision) and YOLOv8s (88.2% Precision), achieve very high precision values,
indicating that when detections occur, they are highly reliable and produce very few
false positives. However, their Recall scores remain notably low (18.3% and 24.1%,
respectively), meaning that a large proportion of actual bollards are not detected. On
the other hand, the YOLOv11lm model achieves the highest Recall at this resolution
(37.6%), albeit with a lower—yet still satisfactory—Precision (77.7%). This behavior
highlights the inherent difficulty of detecting this type of small and visually uniform

object with high consistency.

,..’\

(a) (b)
Figure 20. YOLOV8I detections (1120 x 1280): performance on (a) curved and (b) straight road
segments.

As illustrated in Figure 21, increasing the input resolution to 1120 x 1280 leads to a
substantial improvement in performance for the bollard class across all models. In
particular, Recall values show a notable increase, more than doubling for most
architectures, with the highest score reaching 74.2% for the YOLOv11l model. At the
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same time, Precision scores also improve overall, while the instability observed at the

lower resolution is significantly reduced.

These findings suggest that the models’ ability to accurately detect bollards and
capture a larger proportion of them is strongly dependent on the availability of detailed
pixel-level information. The most pronounced gains are observed in the medium and
large models, which are better able to exploit the increased resolution, achieving a
more balanced trade-off between Precision and Recall. In these cases, Precision
values reach the upper 80% range, while Recall scores rise to levels exceeding 60%.

(a) (b)
Figure 21. YOLOv11I bollard detections (1120 x 1280): (a) high-speed road, (b) low-light/high-
contrast conditions.

The delineator class at the 576 x 640 resolution exhibits a pattern similar to that
observed for bollards, particularly in terms of the trade-off between Precision and
Recall. Certain models, such as YOLOv11l (95.2% Precision), achieve very high
precision, indicating reliable detections, but fail to identify a large portion of the actual
instances, with Recall limited to 26.0%. The nano and small variants consistently
report low Recall values, around 20%, suggesting that a considerable number of
delineators remain undetected. The highest Recall observed at this resolution is
30.7% (YOLOv8m), further emphasizing the difficulty of accurately detecting this
category. This challenge can be attributed to the small size and elongated, vertical
structure of delineators, which makes them harder to distinguish from background

noise.

As illustrated in Figure 22, increasing the input resolution to 1120 x 1280 leads to a

clear improvement in delineator detection performance. The highest Precision value
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rises to 93.9% (YOLOv12m), while the best Recall nearly doubles, reaching 56.9%
(YOLOVS8I). These results indicate that the additional pixel detail enables models to
better capture and classify delineators, improving detection consistency and reducing
false positives. Although performance still does not reach the levels observed for
larger and more visually distinct objects, the observed improvements strongly confirm
the importance of higher input resolution when dealing with small and visually
challenging targets.

(a) (b)

Figure 22. YOLOv11I delineator detections (1120 x 1280): (a) single near-field, (b) multiple along
guardrail.

At the 576 x 640 resolution, the prohibitory sign class proves to be challenging for the
models. Precision values generally range between 60% and 85%, with YOLOv11ls
achieving the highest score at 84.9%. However, Recall remains noticeably lower, with
the best result reaching only 51.2% (YOLOv11m), indicating that a considerable
number of these signs are not detected. This behavior is typical for small objects,
where models tend to favor higher confidence predictions in order to reduce false
positives, even if it leads to missing a portion of the true instances.

When the input resolution is increased to 1120 x 1280, both Precision and Recall for
the prohibitory sign class improve significantly (see Figure 23). The highest Precision
rises to 93.4% (YOLOv8m), while the top Recall reaches 77.0% (YOLOVS8I). This
demonstrates that the additional visual detail provided by higher resolution enables
the models to not only classify these signs more accurately but also detect a larger
proportion of them. As a result, the trade-off between Precision and Recall observed
at the lower resolution is substantially reduced.
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The danger sign class remains the most challenging category at the 576 x 640
resolution, as already reflected in its very low mAP scores. This difficulty is also evident
in its Precision and Recall values. Precision varies significantly across models, with
some results dropping as low as 6.3% (YOLOv12m), indicating a high rate of incorrect
positive detections. At the same time, Recall is extremely limited, with the best-
performing model (YOLOv8m) reaching only 30.4%, while others fail to detect the
majority of instances. This highlights the considerable difficulty of reliably identifying
this class under low-resolution conditions. This highlights the severe limitations of
models when faced with very small, inconsistent, and often occluded objects.

(@) (b)

Figure 23. YOLOVSI prohibitory sign detections (1120 x 1280): (a) access road, (b) highway speed
limit sign.

Increasing the input resolution to 1120 x 1280 leads to the most significant
performance gains for the danger sign class (see Figure 24). Precision values become
notably more consistent and reliable, with several models exceeding the 80%
threshold. At the same time, Recall improves substantially across all architectures,
with YOLOV8I reaching an impressive 87.5%.

This dramatic improvement highlights a major shift in model capability: a class that
was previously very difficult to detect at lower resolution can now be identified with
high confidence and accuracy. These results strongly suggest that, for very small and
visually challenging objects, input resolution plays a critical—if not decisive—role in
achieving robust detection performance.
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(a) (b)
Figure 24. YOLOVvS8I danger sign detections (1120 x 1280): (a) near guardrail, (b) multiple signs in
varied backgrounds.

At the 576 x 640 resolution, the mandatory sign class demonstrates moderate
detection performance. Recall values remain relatively consistent across models,
generally falling within the mid-40% range, with YOLOv11lm achieving the highest
value at 51.9%. In contrast, Precision shows greater variability, with YOLOvV8I reaching
the top score of 81.7%. Overall, these results suggest that while the models are
capable of detecting mandatory signs to a certain extent, there is still room for

improvement both in capturing all relevant instances and in reducing false detections.

As shown in Figure 25, increasing the input resolution to 1120 x 1280 leads to a clear
enhancement in performance for this class. Both Precision and Recall improve
significantly, with YOLOv12s achieving a peak Precision of 95.5%, and YOLOv11lm
reaching a maximum Recall of 88.9%. These improvements indicate that the higher
resolution provides more detailed visual information, enabling the models to better
distinguish and interpret the features of these signs. As a result, detection becomes
more accurate and reliable, effectively overcoming many of the limitations observed

at the lower resolution.
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(a) (b)

Figure 25. YOLOv8m mandatory sign detections (1120 x 1280): (a) sun glare & occlusion, (b)
multiple distances on highway.

At the lower 576 x 640 resolution, the other sign category proves to be particularly
challenging due to its diverse visual characteristics and typically small size. Precision
values fluctuate significantly, ranging from a high of 97.0% (YOLOVS8s) to a low of
25.8% (YOLOv12m). This variation suggests that while some models produce highly
accurate detections, they fail to identify many instances, whereas others generate a
larger number of false positives. Meanwhile, Recall remains consistently low across
models, with the highest value reaching only 33.1% (YOLOv8m), highlighting the

difficulty of both recognizing and localizing this heterogeneous class.

When the input resolution is increased to 1120 x 1280, performance for the other sign
class improves considerably (see Figure 26). Both Precision and Recall show clear
gains, with the highest Precision reaching 91.6% (YOLOv11m) and the best Recall
increasing to 58.4% (YOLOV8I). These results indicate that the additional visual detail
provided by higher resolution allows the models to better handle the variability within
this class, leading to more stable and accurate detections. Overall, this improvement
demonstrates that increased visual information enhances the models’ ability to

generalize across a wider range of object appearances.
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(a) (b)

Figure 26. YOLOV8I other sign detections (1120 x 1280): (a) access road near industrial area, (b)
roadside highway sign.

In contrast to the previously discussed categories, the car class, being larger and more
frequently represented, exhibits relatively strong performance even at the 576 x 640
resolution. Precision values are generally high, ranging from 60.0% to 85.1%, while
Recall falls within the 50—-60% range. This suggests that detections are typically
reliable, although a noticeable portion of vehicles is still missed. Among the evaluated
models, YOLOv8s and YOLOv11l achieve the most balanced performance at this

resolution, with F1-scores of 71.6% and 71.5%, respectively.

(a) (b)

Figure 27. YOLOVSI car detections (1120 x 1280): (a) distant vehicle, (b) close-range highway
detection.

As illustrated in Figure 27, increasing the resolution leads to a clear overall
improvement in the car class performance. Precision values rise into the upper 80%
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range, with YOLOv12s achieving a maximum of 89.9%, while Recall also improves
significantly, reaching 83.4% for the YOLOvV8I model. These results indicate that even
for larger and more frequently occurring objects, higher input resolution enhances
feature representation, resulting in more consistent and dependable detections.
Consequently, the models are able to identify a larger number of vehicles with greater

accuracy, while simultaneously reducing the occurrence of false positives.

The truck class, much like the car category, exhibits strong performance even at the
lower resolution. Precision values remain consistently high, ranging from 73.3% to
91.3%, while Recall is also robust, varying between 76.3% and 90.0%. These results
indicate that trucks are relatively easy for the models to detect and classify, likely due
to their larger size and clearly defined visual features. At this resolution, YOLOv11l
achieves the highest Precision (91.3%), while YOLOVSI records the highest Recall
(90.0%), reflecting a well-balanced performance.

When the input resolution is increased to 1120 x 1280, the models maintain their
already strong performance (see Figure 28). Both Precision and Recall remain at high
levels, with several models surpassing 90% in both metrics. As in the lower-resolution
setting, YOLOv11l achieves the top Precision (92.4%), while YOLOVS8I reaches the
highest Recall (95.5%). These findings confirm that for large and visually distinct
objects, detection performance is already highly effective even at lower resolutions.
Nevertheless, the increased resolution provides an additional—though more
modest—improvement, further enhancing the reliability and accuracy of the

detections.

(a) (b)
Figure 28. YOLOVSs truck detections (1120 x 1280): (a) adjacent lane, (b) distant truck.
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The guardrail class, much like other large and clearly defined objects, demonstrates
exceptionally high performance at the 576 x 640 resolution. Both Precision and Recall
consistently reach values in the upper 90% range across all models. Notably, even
the lowest recorded scores remain very high, with Precision at 93.5% and Recall at
96.1%, both observed for the YOLOv12s model. These near-perfect results indicate
that guardrails are highly distinguishable, allowing models to detect and localize them
with great reliability. Correspondingly, F1-scores show minimal variation, ranging from
94.8% to 96.5%, confirming that there is virtually no trade-off between Precision and
Recall for this category.

As shown in Figure 29, increasing the resolution to 1120 x 1280 maintains this
outstanding level of performance. The evaluation metrics remain in the high 90%
range, with YOLOvlls achieving the highest Precision (97.9%), and YOLOv8s
recording the highest Recall (96.7%). Similarly, all models achieve F1-scores above
95%, with YOLOv12m reaching a peak of 97.3%. These marginal improvements
suggest that for objects that are already easily recognizable, the impact of higher
resolution is limited. In such cases, the models already operate close to their maximum
potential, indicating that increased resolution is not always necessary for classes with

strong and consistent visual features.

Figure 29. YOLOv11I guardrail detections (1120 x 1280): (a) sun glare, (b) clear scene.

Finally, the road class exhibits a similarly strong performance profile. Even at the lower
resolution of 576 x 640, all models achieve Precision and Recall values exceeding
98%, reflecting their high capability in identifying the road surface. Given that the road

is a large, continuous, and visually uniform element within the images, it is naturally
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easier to detect. The consistently high scores across all model sizes further indicate

that even lightweight architectures are sufficient for accurately recognizing this class.

(a) (b)
Figure 30. YOLOv11s road detections (1120 x 1280): (a) multi-lane highway, (b) single-lane road.

At the higher 1120 x 1280 resolution, the road class continues to exhibit very high
performance (see Figure 30), with both Precision and Recall remaining consistently in
the upper 90% range. Despite this already strong performance, the improvement
gained from increasing the resolution is minimal. For example, the highest F1-score
at the lower resolution was 99.2% (YOLOVSI), which only slightly increased to 99.3%
(YOLOvV12s) at the higher resolution.

These findings further confirm that for large, uniform, and easily distinguishable
objects, model performance is already near optimal even at lower resolutions. As a
result, increasing the input resolution offers little additional advantage for this type of

class.

7.7.3. Inference Time Analysis

A final aspect in the evaluation of YOLO detectors is the inference time, which is
especially important for real-time applications such as autonomous driving and
infrastructure monitoring. Measured in milliseconds (ms), inference time directly
reflects both the computational cost and the processing speed of each model. Figure
31 presents a comparative overview of inference times for all models across both input

resolutions.
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As expected, there is a clear relationship between model complexity, input resolution,
and inference speed: larger models and higher resolutions lead to slower processing.
At the 576 x 640 resolution, nano models are extremely fast, with YOLOv11n
achieving the lowest inference time of 5.7 ms (approximately 175 FPS). As model size
increases, inference time rises accordingly, reaching 41.3 ms for the largest
configuration, YOLOvV12I. This trend, illustrated in Figure 31a, highlights the advantage
of lightweight architectures in scenarios where low latency is essential.

When the resolution increases to 1120 x 1280, inference time grows significantly and
non-linearly across all models, as shown in Figure 31b. This effect is particularly
pronounced for larger architectures, with YOLOv12| reaching 245.2 ms, representing
an increase of nearly 494% compared to its performance at the lower resolution.
Although nano models remain the fastest even at higher resolution (e.g., YOLOv8n at
13.8 ms), their relative speed advantage is notably reduced.

Overall, this analysis highlights an important trade-off: while higher resolution
significantly improves detection accuracy—especially for small objects—it also
introduces a substantial computational burden. As a result, many larger models may
no longer meet the requirements of strict real-time applications, where fast response

times are critical.

YOLO 8n YOLO 8n
YOLO 121 50 YOLO 11n yoLo12r 250 YOLO 11n
40 200
1
YOLO 111 = YOLO 12n YOLO 111 - YOLO 12n
20 00
J
YOLO 8I YOLO8s  YOLOSI YOLO 8s
YOLO 12m YOLO 11s YOLO 12m YOLO 11s
YOLO 11m YOLO 125 YOLO 11m YOLO 125
YOLO 8m YOLO 8m

(a) (b)

Figure 31. Inference time (ms) by model size and input resolution: (a) 576 x 640—Ilow latency for
nano models; (b) 1120 x 1280—sharp increase, especially for large architectures.

When evaluating the trade-off between detection accuracy and processing speed,

models in the medium to large category—such as YOLOv8I (32.9 ms, mAP50 =
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60.7%) and YOLOv8m (19.6 ms, mAP50 = 59.9%)—provide an effective balance at
the 576 x 640 resolution. However, in scenarios where higher accuracy is essential—
such as at 1120 x 1280 resolution, particularly for demanding tasks like danger sign
detection (MMAP50 > 90%)—a faster medium-sized model like YOLOv8m (67.2 ms)

becomes a more suitable choice, even though it introduces increased latency.
On the other hand, when speed is the primary concern, the YOLOv1ln model

consistently delivers the lowest inference times across both resolutions, making it the

most efficient option in terms of computational cost and real-time performance.

CHAPTER 8: Conclusions

This study highlighted the critical role that both model architecture and input resolution
play in the performance of object detection systems in road environments. The results
confirmed that models with higher capacity, such as medium and large variants,
consistently achieve better accuracy compared to lighter versions, especially in
complex scenarios involving small or visually challenging objects. At the same time,
increasing the input resolution proved essential for improving detection performance,
particularly for small-scale objects, where additional pixel-level information

significantly enhances feature extraction.

One of the key findings concerns the variation in performance across object
categories. Large and clearly defined objects, such as road surfaces and guardrails,
are detected with very high accuracy even at lower resolutions, indicating that their
features are sufficiently distinctive. In contrast, small objects—such as traffic signs,
bollards, and delineators—exhibit notably lower performance, especially at lower
resolutions. This is mainly due to their limited pixel representation, visual variability,
and possible occlusions. The substantial performance gains observed with higher
resolution confirm that small object detection remains a major challenge in computer

vision.

Furthermore, the evaluation of performance metrics revealed a fundamental trade-off
between accuracy and speed. While larger and more complex models provide higher
detection accuracy, they also require significantly longer inference times, limiting their

suitability for real-time applications. On the other hand, lightweight models achieve
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very low latency and are therefore more appropriate for resource-constrained
environments, although they tend to underperform in more demanding detection tasks.
As a result, selecting the appropriate model depends heavily on the specific

application requirements and the desired balance between speed and accuracy.

The findings also demonstrate that the data used in this study reflect realistic operating
conditions, including varying lighting, weather conditions, partial occlusions, and
diverse viewpoints. These factors increase the difficulty of detection but also highlight
the importance of developing models that can generalize effectively to real-world
environments. Such challenges are essential for evaluating the robustness and

reliability of detection systems in practical applications.

Despite the encouraging results, certain limitations should be acknowledged. The
evaluation focused on a specific family of models, which may limit the generalization
of the findings to other architectures. Additionally, the dataset scope, both
geographically and in terms of acquisition conditions, remains relatively constrained,
which may affect representativeness. Expanding the dataset to include more diverse
conditions, environments, and sensor configurations would likely improve model

generalization and robustness.

Future research directions include the exploration of architectures specifically
designed for small object detection, such as multi-scale feature extraction techniques,
super-resolution approaches, and attention-based models. Addressing class
imbalance and incorporating synthetic data, as well as semi-supervised or active
learning strategies, may further improve performance in rare or difficult categories.
Moreover, extending the evaluation with stricter metrics such as mAP50:95 and size-
based performance analysis would provide a more comprehensive understanding of
model behavior.

Finally, transitioning from research to real-world deployment represents an important
next step. Evaluating performance on edge devices, analyzing energy consumption,
and developing quality control tools can support practical implementation. The
integration of human-in-the-loop validation processes and reliable data update

mechanisms will be essential for ensuring trustworthy and scalable deployment.

In summary, this work demonstrates that effective object detection in road

environments depends on a combination of factors, including model architecture, input
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resolution, and data characteristics. Understanding these interactions is key to
developing accurate, efficient, and deployable detection systems for real-world
applications.
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