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Per—lhyh

Η ραγδαία εξέλιξη της παραγωγικής τεχνητής νοημοσύνης (AI) στη μουσική έχει εισαγάγει τον κίνδυνο τόσο της
ακούσιας αναπαραγωγής υφιστάμενων μελωδιών όσο και της εσκεμμένης συγκάλυψης προστατευόμενων έργων.
Η παρούσα διπλωματική εργασία διερευνά κατά πόσο η μουσική λογοκλοπή παραμένει αξιόπιστα ανιχνεύσιμη

όταν το αρχικό υλικό έχει μετασχηματιστεί μέσω παραγωγικής τεχνητής νοημοσύνης (generative AI) και έχει
συγκαλυφθεί περαιτέρω από αλλοιώσεις σε επίπεδο σήματος. Για την αντιμετώπιση αυτού του προβλήματος,
η μελέτη εισάγει το σύνολο δεδομένων COPYCAT, βασισμένο σε πραγματικές υποθέσεις λογοκλοπής από το
Similar Music Pair (SMP) Dataset. Το σύνολο αυτό επεκτείνεται με παράγωγα κομμάτια προερχόμενα από τρεις
διαφορετικές αρχιτεκτονικές — MusicGen, AudioLDM 2 και MGE-LDM — και ενσωματώνει συστηματικές

αλλοιώσεις τονικότητας (pitch) και ρυθμού (tempo) για την προσομοίωση σύγχρονων στρατηγικών συγκάλυψης.

Το προτεινόμενο πλαίσιο ανίχνευσης χρησιμοποιεί μια αρχιτεκτονική διπλού κλάδου (dual-branch), η οποία συγ-
κρίνει τμήματα (segments) υποψήφιων και αυθεντικών κομματιών, κωδικοποιώντας τα σε κοινούς λανθάνοντες
χώρους ενσωμάτωσης (embedding spaces). Αυτή η προσέγγιση συνδυάζει την ακουστική ομοιότητα, όπως
αποτυπώνεται από το μοντέλο CLEWS, με τα σημασιολογικά, φωνητικά και στιχουργικά στοιχεία που εξάγονται
από το μοντέλο WEALY. Η παρούσα εργασία αποκαλύπτει τους εσωτερικούς μηχανισμούς της λογοκλοπής
παραγόμενης μέσω AI, αποδεικνύοντας ότι η αποτελεσματική ανίχνευση απαιτεί πολυδιάστατες, επιβλεπόμενες
στρατηγικές απόφασης, προσαρμοσμένες στη φύση του προβλήματος. Με αυτόν τον τρόπο, επιτυγχάνεται
σημαντική πρόοδος στην αναγνώριση έντονα συγκαλυμμένων παραγώγων, θέτοντας τα θεμέλια για ισχυρότερη
προστασία των πνευματικών δικαιωμάτων.

Το κεντρικό ερευνητικό ερώτημα που καθοδηγεί αυτή την εργασία είναι: EE: P‚c mporoÔn ta upologistik�

sust mata sÔgkrishc zeug‚n (pairwise) na aniqneÔsoun axiìpista th mousik  logoklop  ìtan h tautìthta

thc arqik c phg c Łqei domik� sugkalufje— mŁsw paragwgik c AI kai tropopoi sewn se ep—pedo s matoc;

LŁxeic kleidi� — Ανίχνευση Μουσικής Λογοκλοπής, Παραγωγική Τεχνητή Νοημοσύνη, Βαθιά Μάθηση
Μετρικής, Ανάκτηση Μουσικής Πληροφορίας, Ηχητικά Deepfakes, Επεξηγηματική ΤΝ, Πνευματικά Δικαιώ-
ματα.
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Abstract

The rise of AI-generated music has introduced the potential for both unintentional replication of existing
melodies and deliberate concealment of protected works. This thesis investigates whether music plagiarism
can still be reliably detected when the original material has been transformed through generative AI and
further concealed by signal-level modifications. To address this problem, the study introduces the COPYCAT
dataset, an adversarial evaluation benchmark based on real-world plagiarism cases from the Similar Music
Pair (SMP) dataset. This benchmark is extended with AI-generated derivatives from three distinct generative
architectures — MusicGen, AudioLDM 2, and MGE-LDM — and incorporates systematic pitch and tempo
modifications to simulate modern concealment strategies.

The proposed detection framework employs a dual-branch architecture that methodically compares segments
of candidate and reference tracks by encoding them into shared embedding spaces. This approach combines
acoustic similarity, captured through the CLEWS music version identification model, with semantic vocal and
lyrical evidence extracted from the Whisper-based WEALY model. Ultimately, this thesis uncovers the in-
ner mechanisms of AI-mediated plagiarism, demonstrating that effective detection requires multidimensional,
task-adapted supervised decision strategies, thereby achieving a substantial breakthrough in identifying heav-
ily obfuscated derivatives and providing a foundation for more robust copyright compliance.

The central research question guiding this work is: RQ: How can pairwise computational systems reliably
detect musical plagiarism when the original source identity has been structurally concealed through generative
AI and signal-level obfuscation?

Keywords — Music Plagiarism Detection, Generative AI, Deep Metric Learning, Music Information Re-
trieval, Audio Deepfakes, Explainable AI, Copyright Compliance.
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Chapter 1. Ektetamènh PerÐlhyh sta Ellhnikˆ

1.1 Eisagwg 

H mousik  logoklop  apoteleÐ èna diaqronikì allˆ kai oloèna pio epÐkairo prìblhma, me sobarèc nomikèc
kai oikonomikèc proektˆseic. Parˆ th suqnìthta emfˆnis c thc, o akrib c orismìc thc paramènei eggen¸c
asaf c, kaj¸c exartˆtai apì upokeimenikèc krÐseic kai polÔploka nomikˆ prìtupa, qwrÐc na upˆrqei kajolikˆ
apodektìc kanìnac pou na oriojeteÐ me akrÐbeia poÔ telei¸nei h jemit  mousik  epirro  kai poÔ arqÐzei h
parˆnomh antigraf . H axiolìghsh exartˆtai apì mousikologikˆ, nomikˆ kai ermhneutikˆ krit ria, gegonìc
pou kajistˆ thn autìmath anÐqneus  thc idiaÐtera apaithtikì upologistikì prìblhma.

Mèqri prìsfata, ta eurÔtera diadedomèna sust mata anagn¸rishc mousikoÔ perieqomènou � ìpwc to Shazam
kai to Content ID tou YouTube � basÐzontan kurÐwc sto hqhtikì daktulikì apotÔpwma, mia exairetikˆ
apotelesmatik  teqnik  se peript¸seic anÐqneushc panomoiìtupwn hqograf sewn. Wstìso, tètoiec proseggÐ-
seic den eÐnai katˆllhlec gia thn anÐqneush logoklop c, diìti adunatoÔn na anagnwrÐsoun peript¸seic ìpou
èna mousikì ulikì èqei diathrhjeÐ en¸ h akoustik  tou epifˆneia èqei allˆxei ousiastikˆ, mèsw diaforetik c
enorq strwshc, ektèleshc, fwn c   paragwgikoÔ Ôfouc.

H ragdaÐa diˆdosh dhmìsia diajèsimwn ergaleÐwn paragwg c mousik c me teqnht  nohmosÔnh èqei katast -
sei autìn ton periorismì akìma pio krÐsimo. Platfìrmec ìpwc ta Suno kai Udio epitrèpoun plèon se
opoiond pote na dhmiourgeÐ oloklhrwmèna tragoÔdia apì aplèc protropèc keimènou   hqhtikèc anaforèc,
parˆgontac epaggelmatikèc hqograf seic me nèec enorqhstr¸seic, fwnhtikˆ kai paragwg . Tètoia ergaleÐa
mporoÔn eÐte na qrhsimopoihjoÔn gia th sugkˆluyh logoklop c mèsw anasÔnjeshc tou Ðdiou mousikoÔ ulikoÔ
se nèa akoustik  morf , eÐte na anaparˆgoun tm mata prostateumènou ulikoÔ pou èqoun apomnhmoneÔsei katˆ
thn ekpaÐdeus  touc. 'Etsi, h anˆgkh gia pio eÔrwsta sust mata anÐqneushc, ikanˆ na entopÐzoun diathrhmènh
mousik  tautìthta kˆtw apì rizikoÔc metasqhmatismoÔc, kajÐstatai epitaktik .

H paroÔsa ergasÐa èrqetai na kalÔyei akrib¸c autì to kenì, diereun¸ntac eˆn h mousik  logoklop  paramènei
aniqneÔsimh kˆtw apì sunj kec akraÐac, AI-kajodhgoÔmenhc sugkˆluyhc. Gia ton skopì autì kataskeuˆzetai
èna exeidikeumèno, megˆlhc klÐmakac sÔnolo dedomènwn axiolìghshc (benchmark), basismèno se pragmatikèc
peript¸seic logoklop c, to opoÐo epekteÐnetai me sunjetikˆ parˆgwga kai elegqìmenouc metasqhmatismoÔc.
Pˆnw se autì to plaÐsio axiologeÐtai h apotelesmatikìthta ufistˆmenwn montèlwn mousik c omoiìthtac,
diereunˆtai o sunduasmìc akoustik c kai shmasiologik c plhroforÐac, analÔetai h eurwstÐa touc apènanti se
paraplanhtikˆ paradeÐgmata kai metasqhmatismoÔc, kai meletˆtai h dunatìthta apìdoshc thc swst c phg c.
Parˆllhla, exetˆzontai teqnikèc epexhghmatikìthtac tou lanjˆnontoc q¸rou kai epiblepìmenec strathgikèc
taxinìmhshc, me stìqo na paraqjeÐ èna telikì montèlo anÐqneushc logoklop c, ikanì na antapexèljei sta
nèa, apaithtikˆ dedomèna.

1.2 Jewrhtikì Upìbajro

1.2.1 Mousikì kai Nomikì PlaÐsio

H mousik  orÐzetai wc h ènteqnh orgˆnwsh thc siwp c kai tou  qou h opoÐa axiopoieÐ stoiqeÐa ìpwc h melwdÐa, h
armonÐa, o rujmìc kai h qroiˆ gia na ekfrˆsei idèec kai sunaisj mata. Apì upologistik c kai nomik c skopiˆc,
èna mousikì kommˆti antimetwpÐzetai wc dipl  dom : afenìc wc mousikì èrgo (sÔnjesh, melwdÐa, stÐqoi,
armonik  exèlixh) kai afetèrou wc hqogrˆfhsh (h sugkekrimènh akoustik  apotÔpwsh miac ermhneÐac). H
diˆkrish aut  eÐnai jemeli¸dhc, kaj¸c axi¸seic pneumatik c idiokthsÐac mporeÐ na aforoÔn th sÔnjesh, thn
hqogrˆfhsh   kai tic dÔo.

'Ena prwtìtupo tragoÔdi anafèretai se mÐa arqik  sÔnjesh   hqogrˆfhsh, en¸ mÐa diaskeu  apoteleÐ enal-
laktik  ektèlesh pou diathreÐ th melwdik  kai stiqourgik  tautìthta allˆ epitrèpei allagèc se qroiˆ, tèmpo,
tonikìthta   enorq strwsh. 'Ena parˆgwgo èrgo perilambˆnei ousiastikoÔc, prwtìtupouc metasqhmatismoÔc
basismènouc se proôpˆrqon ulikì, apotel¸ntac nèa dhmiourgik  èkfrash. H diˆkrish metaxÔ exousiodoth-
mènwn apodìsewn kai mh exousiodothmènwn antigrˆfwn eÐnai krÐsimh, kaj¸c h parˆnomh antigraf  spˆnia
emfanÐzetai wc autolexeÐ antigraf .

H upologistik  anˆlush aut¸n twn sqèsewn metaxÔ kommati¸n, sthrÐzetai se jemeli¸deic diastˆseic � mel-
wdÐa,rujmìc, armonÐa, stÐqoi, enorq strwsh kai qroiˆ � kai apaiteÐ aposÔnjesh tou  qou tìso organologikˆ,
diaqwrismoÔ dhlad  se epÐpedo enorq strwshc se stelègqh/sustatikˆ (stems), (fwnhtikˆ, mpˆso, tÔmpana
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kai ˆlla armonikˆ sustatikˆ), ìso kai qronikˆ, mèsw tmhmatopoÐhshc (segmentation) se mikrìtera qronikˆ
tm mata.

Mousik  Logoklop 

H mousik  logoklop  orÐzetai eurèwc wc h prˆxh idiopoÐhshc   sten c mÐmhshc tou mousikoÔ èrgou ˆllou
dhmiourgoÔ kai h parousÐas  tou wc prwtìtuph sÔnjesh. H axiolìghs  thc eÐnai eggen¸c polutropik , me
kurÐarqh th melwdÐa, h opoÐa ìmwc sqedìn pˆnta exetˆzetai se sunduasmì me ton rujmì  /kai ˆllec diastˆseic.
Wc upologistikì prìblhma, diafèrei rizikˆ apì suggeneÐc ergasÐec ìpwc to Audio Fingerprinting (hqhtikì
daktulikì apotÔpwma)   to Cover Song/Music Version Identi�cation (CSI/MVI), ta opoÐa sugkrÐnoun ta
kommˆtia sto sÔnolì touc (song-level). H logoklop  eÐnai exairetikˆ pio dÔskolh sthn anÐqneush diìti
qarakthrÐzetai apì thn merik  omoiìthta, thn emfˆnish dhlad  antigraf c mìno se mikrˆ qronikˆ tm mata kai
thn epilektik  omoiìthta stoiqeÐwn, ìpou anaparˆgetai mìno mÐa mousik  diˆstash (p.q. enorq strwsh, mÐxh,
tèmpo   fwnhtik  ektèlesh), metabˆlontac ìlec tic upìloipec.

Nomikì PlaÐsio

Apì nomik c pleurˆc, h mousik  logoklop  sunistˆ parabÐash pneumatik¸n dikaiwmˆtwn upì antikeimenik 
eujÔnh, apait¸ntac apìdeixh prìsbashc kai ousiastik c omoiìthtac. O prosdiorismìc akoloujeÐ dÔo stˆdia:
èna antikeimenikì exwgenèc test (antikeimenik  anˆlush apì eidikoÔc mousikolìgouc) kai èna upokeimenikì en-
dogenèc test (axiolìghsh thc �sunolik  entÔpwshc kai aÐsjhshc� thc omoiìthtac twn kommati¸n). Koinìtupa
stoiqeÐa exairoÔntai mèsw tou dìgmatoc scènes à faire, en¸ metasqhmatistikèc qr seic prostateÔontai upì to
dìgma eÔloghc qr shc. Kanèna upologistikì sÔsthma den mporeÐ na anaparˆgei pl rwc aut  th diadikasÐa
� mporeÐ mìno na proseggÐsei to exwterikì stˆdio, leitourg¸ntac wc ergaleÐo upost rixhc apofˆsewn.

MetasqhmatismoÐ 'Hqou

Sto plaÐsio sugkˆluyhc logoklop c, treic kÔrioi metasqhmatismoÐ epipèdou s matoc (Digital Signal Process-
ing - DSP) qrhsimopoioÔntai:

ˆ Metatìpish TonikoÔ 'Uyouc (Pitch Shifting): AÔxhsh   meÐwsh thc jemeli¸douc suqnìthtac
enìc s matoc qwrÐc allag  thc qronik c tou diˆrkeiac.

ˆ TropopoÐhsh TaqÔthtac (Tempo Modi�cation): Allag  thc taqÔthtac anaparagwg c.

ˆ Qronik  Metatìpish (Time Shifting): Eisagwg  siwp c   perikop  perieqomènou sthn arq   
to tèloc miac hqogrˆfhshc, metatopÐzontac thn ènarxh tou mousikoÔ perieqomènou entìc tou arqeÐou

AutoÐ oi metasqhmatismoÐ eÐnai pijanì na qrhsimopoihjoÔn wc mèjodoi apìkruyhc thc Ôparxhc logoklop c,
kaj¸c kai orÐzoun tic apait seic eurwstÐac kˆje sust matoc anÐqneushc.

Mousik  Paragìmenh mèsw Teqnht c NohmosÔnhc

H emfˆnish Teqnht c NohmosÔnhc (TN) sto mousikì plaÐsio kai kurÐwc mèsw thc paragwgik c thc mor-
f c, allˆzei pl rwc to topÐo, eisˆgontac nèec prokl seic. Genetikˆ (Generative) montèla TN mporoÔn
na anakataskeuˆsoun mousikì perieqìmeno se bajÔ epÐpedo, diathr¸ntac endeqomènwc melwdikˆ   armonikˆ
stoiqeÐa, apotel¸ntac ètsi shmantik  prìklhsh sthn perÐptwsh thc anÐqneushc logoklop c. Parˆllhla, ek-
paideÔontai se terˆstiouc katalìgouc prostateuìmenwn èrgwn kai èqei apodeiqjeÐ ìti teÐnoun na anaparˆgoun
ta dedomèna ekpaÐdeus c touc, gegonìc pou èqei purodot sei shmantikèc nomikèc enèrgeiec katˆ uphresi¸n
paragwg c mousik c mèsw TN.

1.2.2 Mhqanik  Mˆjhsh kai Bajiˆ Mˆjhsh

Eisagwg  sth Mhqanik  Mˆjhsh

H mhqanik  mˆjhsh (MM) eÐnai èna pedÐo thc epist mhc twn upologist¸n, to opoÐo anadÔjhke wc apˆnthsh
stouc periorismoÔc twn paradosiak¸n susthmˆtwn pou basÐzontan se austhroÔc kanìnec, sqediˆzontac al-
gìrijmouc ikanoÔc na exˆgoun autìmata motÐba apì dedomèna. Sto plaÐsio thc epiblepìmenhc mˆjhshc
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epidi¸ketai h prosèggish miac sunˆrthshc apeikìnishc f : X ! Y apì èna sÔnolo epishmasmènwn pa-
radeigmˆtwn, me skopì thn ekmˆjhsh enìc kanìna prìbleyhc h pou genikeÔei se nèa dedomèna. Perilambˆnontai
dÔo kÔriec ergasÐec: h taxinìmhsh (diakritèc klˆseic) kai h palindrìmhsh (suneq c èxodoc). H paroÔsa er-
gasÐa aforˆ duadik  taxinìmhsh: dedomènou enìc zeÔgouc hqhtik¸n tmhmˆtwn, to sÔsthma apofasÐzei an to
èna proèrqetai apì to ˆllo (logoklop )   ìqi.

Ta dedomèna diaqwrÐzontai se trÐa sÔnola: ekpaÐdeushc (sta opoÐa prosarmìzei èna montèlo tic paramètrouc
tou), epikÔrwshc (rÔjmish uperparamètrwn) kai dokim c (telik  axiolìghsh). Kentrik  prìklhsh thc axi-
olìghshc genÐkeushc enìc sust matoc apoteleÐ h eÔresh thc bèltisthc isorropÐac metaxÔ thc uperprosar-
mog c (over�tting) tou montèlou sta dedomèna ekpaÐdeus c tou, kai thc upoprosarmog c (under�tting) tou.
Mia axiìpisth mèjodoc gia thn apofug  diarro c dedomènwn (data leakage), ìtan pollaplˆ deÐgmata proèrqon-
tai apì thn Ðdia phg , eÐnai h diastauroÔmenh epikÔrwsh (K-fold cross-validation), me idiaÐterh shmasÐa sth
sugkekrimènh ergasÐa na dÐnetai sthn strwmatopoihmènh ekdoq  thc (Strati�ed Group K-Fold), h opoÐa di-
asfalÐzei ìti ìla ta deÐgmata thc Ðdiac omˆdac (group) katal goun apokleistikˆ se mÐa anadÐplwsh (fold),
diathr¸ntac parˆllhla thn isorropÐa twn klˆsewn.

Prin thn ekpaÐdeush, h klimˆkwsh twn qarakthristik¸n eÐnai suqnˆ aparaÐthth gia th diasfˆlish arijmhtik c
stajerìthtac kai thn apofug  merolhyÐac katˆ th sÔnjesh metrik¸n, me thn kanonikopoÐhsh Min-Max na
metasqhmatÐzei grammikˆ tic timèc enìc sunìlou X sto diˆsthma [0; 1] wc ex c:

x̂ =
x � min(X)

max(X) � min(X)
(1.2.1)

Arqitektonikèc Bajiˆc Mˆjhshc

Ta Neurwnikˆ DÐktua eÐnai poluepÐpedec diasundèseic upologistik¸n monˆdwn (neur¸nec), ikanèc na pros-
eggÐzoun sÔnjetec, mh-grammikèc apeikonÐseic, apotel¸ntac to jemèlio thc bajiˆc mˆjhshc. Kˆje neur¸nac
upologÐzei ènan stajmismèno grammikì sunduasmì twn eisìdwn tou:

y = �
�
w T x + b

�
= �

0

@
dX

j=1

wj x j + b

1

A (1.2.2)

kai ton dioqeteÔei mèsw miac sunˆrthshc energopoÐhshc � (p.q. ReLU(z) = max(0; z)). H ek-
paÐdeush epitugqˆnetai elaqistopoi¸ntac mia sunˆrthsh kìstouc (ìpwc h diastauroÔmenh entropÐa: L =
�

P k
c=1 yc log(ŷc)) mèsw thc mejìdou opisjodiˆdoshc kai beltistopoiht¸n ìpwc o Adam. Teqnikèc kanon-

ikopoÐhshc ìpwc to Dropout kai to Batch Normalization enisqÔoun th genÐkeush kai stajeropoioÔn thn
ekpaÐdeush, periorÐzontac thn uperprosarmog .

Ta Suneliktikˆ Neurwnikˆ DÐktua (CNN) apoteloÔn morf  neurwnik¸n diktÔwn, ta opoÐa mporoÔn na ekmet-
alleutoÔn thn topik  dom  twn dedomènwn eisìdou touc, mèsw sunèlix c touc me fÐltra. LeitourgÐec sÔmp-
tuxhc (pooling) qrhsimopoioÔntai sun jwc metˆ apì suneliktikˆ epÐpeda gia na meiwjeÐ h qwrik  anˆlush, en¸
h kajolik  mèsh sÔmptuxh (GAP) parˆgei sumpageÐc dianusmatikèc anaparastˆseic.

'Alloc tÔpoc diktÔou eÐnai ta Upoleimmatikˆ DÐktua (Residual Networks - ResNets), ta opoÐa qrhsimopoioÔn
sundèseic parˆkamyhc (skip connections) prokeimènou na antimetwpisteÐ to prìblhma twn mhdenizìmenwn
klÐsewn (vanishing gradients) pou parousiˆzetai se bajiˆ dÐktua. SÔgqronec arqitektonikèc enswmat¸noun
prohgmèna stoiqeÐa, ìpwc ton mhqanismì Instance-Batch Normalization (IBN) pou afaireÐ epifaneiakèc stilis-
tikèc diakumˆnseic diathr¸ntac to diakritikì perieqìmeno, ta Squeeze-and-Excitation (SE) Blocks, ta opoÐa
anadiamorf¸noun prosarmostikˆ ta kanˆlia qarakthristik¸n kai thn arqikopoÐhsh mhdenikoÔ upoloÐpou (Zero-
Init), exasfalÐzontac stajer  ekkÐnhsh. H Genikeumènh Mèsh SÔmptuxh (Generalized Mean Pooling - GeM)
parèqei ekmˆjhsh metaxÔ mèshc kai mègisthc sugkèntrwshc kai emfanÐzetai sto akoustikì montèlo anaforˆc
thc ergasÐac.

H arqitektonik  Transformer antikajistˆ thn anadromik  epexergasÐa akoloujiak¸n dedomènwn pou kuriarqeÐ
sta anadromikˆ dÐktua me me mhqanismì auto-prosoq c (self-attention), epexergazìmenh tautìqrona ìlec tic
jèseic miac akoloujÐac. H bajmwt  prosoq  (scaled dot-product attention) upologÐzetai mèsw Query, Key
kai Value grammik¸n probol¸n thc eisìdou, en¸ h polukèfalh prosoq  (multi-head attention) epitrèpei thn
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tautìqronh parakoloÔjhsh diaforetik¸n shmasiologik¸n ptuq¸n. Epeid  h auto-prosoq  eÐnai metajetikˆ-
analloÐwth arqitektonik , o Transformer eisˆgei plhroforÐa jèshc mèsw hmitonoeid¸n kwdikopoi sewn (po-
sitional encoding), enhmer¸nontac to montèlo gia th seirˆ twn stoiqeÐwn. H arqitektonik  qwrÐzetai se
kwdikopoiht  (encoder), pou exˆgei anaparastˆseic, kai apokwdikopoiht  (decoder), gia paragwg  akolou-
ji¸n.

Ekmˆjhsh Metrik¸n kai Q¸roi Enswmˆtwshc

H Bajiˆ Metrik  Mˆjhsh (Deep Metric Learning - DML) majaÐnei mia sunˆrthsh enswmˆtwshc f pou
apeikonÐzei dedomèna se puknì dianusmatikì q¸ro, ìpou h gewmetrik  eggÔthta antistoiqeÐ se shmasiologik 
omoiìthta. Autèc oi anaparistˆseic onomˆzontai sun jwc enswmat¸seic (embeddings) kai o q¸roc pou
dhmiourgoÔn lanjˆnwn q¸roc (latent space). H sÔgkrish aut¸n twn dianusmatik¸n anaparistˆsewn gÐne-
tai mèsw gewmetrik¸n apostˆsewn:

ˆ EukleÐdeia (L 2): d L 2 (u; v) =
q P d

i=1 (u i � v i )2

ˆ Manhattan (L 1): d L 1 (u; v) =
P d

i=1 ju i � v i j

ˆ Sunhmitìnou (Cosine): d cos(u; v) = 1 � u�v
kuk kvk

ˆ Pearson: d Pearson (u; v) = 1 �
P d

i=1 (u i � �u)(v i ��v)p P d
i=1 (u i � �u) 2

p P d
i=1 (v i ��v) 2

H ekpaÐdeush tètoiwn q¸rwn gÐnetai mèsw Antijetik c Mˆjhshc (Contrastive Learning), katˆ thn opoÐa jetikˆ
zeÔgh (omoeid ) èlkontai kai arnhtikˆ (anìmoia) apwjoÔntai. H duskolÐa aut¸n twn arnhtik¸n deigmˆtwn (apì
entel¸c tuqaÐa èwc exairetikˆ dÔskola - hard negatives) krÐnei thn poiìthta tou montèlou, me sun jh teqnik 
pou ulopoieÐtai kai sthn paroÔsa ergasÐa na eÐnai h exìruxh tètoiwn apaithtik¸n peript¸sewn.

Strathgikèc SÔnjeshc

'Otan upˆrqoun pollaplèc phgèc plhroforÐac (diaforetikèc tropikìthtec, montèla, qarakthristikˆ), h sÔn-
jes  (fusion) touc sunduˆzei ta sumplhrwmatikˆ s mata se mÐa eniaÐa apìfash gia beltiwmènh apìdosh. H
sÔnjesh aut  mporeÐ na ekfrasteÐ me diˆforouc trìpouc: thn pr¸imh (early/feature-level), h opoÐa en¸nei
ta qarakthristikˆ prin apì opoiod pote montèlo, thn sÔnjesh se epÐpedo bajmologÐac (score-level), pou sun-
duˆzei tic suneqeÐc exìdouc twn anexˆrthtwn montèlwn, kai thn sÔnthxh se epÐpedo apìfashc (decision-level),
pou en¸nei tic diakritèc problèyeic twn montèlwn.

Lanjˆnwn Q¸roc

Dedomènou ìti oi enswmat¸seic bajiˆc mˆjhshc dhmiourgoÔn q¸rouc uyhl¸n diastˆsewn, pou eÐnai akatanìhtoi
kai adiafaneÐc gia ton ˆnjrwpo, apaitoÔntai teqnikèc meÐwshc diˆstashc twn anaparistˆsewn, probˆllontac
ta dedomèna se q¸ro qamhlìterhc diˆstashc kai epitrèpontac thn optikopoÐhsh. Pio sunhjismènec teqnikèc
meÐwshc diastˆsewn eÐnai h anˆlush kÔriwn sunistws¸n (PCA) kai o algìrijmoc UMAP (Uniform Manifold
Approximation and Projection). To PCA adunateÐ na apotup¸sei mh-grammikèc domèc, se antÐjesh me to
UMAP, to opoÐo diathreÐ th mh-grammik  topologÐa tou q¸rou.

Parˆllhla, pèra apì thn optikopoÐhsh, o lanjˆnwn q¸roc enìc montèlou anaparˆstashc parèqei plhro-
forÐec sqetikˆ me ton trìpo leitourgÐac kai touc eswterikoÔc mhqanismoÔc tou. Tètoiou eÐdouc plhroforÐec
eÐnai exairetikˆ shmantikèc gia thn katanìhsh kai upˆgontai entìc tou eÔrouc thc Epexhg simhc Teqnht c
NohmosÔnhc stic peript¸seic q¸rwn enswmˆtwshc. Sugkekrimèna, analÔontai oi trìpoi pou metatopÐzon-
tai mèsa sto q¸ro oi anaparistˆseic mèsw elegqìmenwn diataraq¸n kaj¸c qrhsimopoioÔntai kai deÐktec tou
megèjouc epÐdrash (ìpwc to Cohen's d).

Epiblepìmenh Taxinìmhsh

'Otan h sqèsh qarakthristik¸n kai etiket¸n eÐnai èntona mh-grammik , qrhsimopoioÔntai algìrijmoi sunìlou
(ensembles) basismènoi se dèntra apìfashc. 'Ena dèntro apìfashc (decision tree) eÐnai èna montèlo to opoÐo
ekpaideÔetai gia na problèpei thn tim  miac metablht c-stìqou, majaÐnontac aploÔc kanìnec diaqwrismoÔ.
Epeid  èna memonwmèno dèntro mporeÐ na eÐnai astajèc ìso megal¸nei, qrhsimopoioÔntai sun jwc pio sÔnjetec
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mèjodoi sunduasmoÔ poll¸n dèntrwn mazÐ (ensemble). Ta enisqumèna dèntra apìfashc (gradient boosted
trees) kai eidikìtera to XGBoost (eXtreme Gradient Boosting) , leitourgoÔn dhmiourg¸ntac diadoqikˆ dèntra
pou diorj¸noun to èna ta lˆjh tou prohgoÔmenou wc ex c:

ŷ(t) = ŷ (t�1) + f t (x): (1.2.3)

Me autìn ton trìpo periorÐzetai h uperprosarmog  kai uposthrÐzontai eterogen  dedomèna qwrÐc na apaiteÐtai
kanonikopoÐhsh (scaling).

Epeid  algìrijmoi ìpwc to XGBoost leitourgoÔn wc �maÔra koutiˆ�, ofeÐlei na axiologeÐtai kai h shmasÐa
twn qarakthristik¸n anakateÔontac (shu�ing) tuqaÐa tic timèc miac metablht c (permutation feature impor-
tance). Me autì ton trìpo entopÐzetai h exˆrthsh tou montèlou apì sugkekrimena qarakthristikˆ prokeimè-
nou na katal xei se mÐa telik  apìfash. Autì eÐnai shmantikì gia thn apofug  parakˆmyewn/suntomèusewn
(shortcut) katˆ thn diadikasÐa exagwg c apìfashc tou montèlou, kaj¸c upˆrqei o kÐndunoc to montèlo na
ekmetalleÔetai epifaneiakèc susqetÐseic pou isqÔoun sta dedomèna ekpaÐdeushc allˆ den antistoiqoÔn sthn
upokeÐmenh dom , epitugqˆnontac uyhl  apìdosh me mh eÔrwsto trìpo.

1.2.3 Anaparastˆseic 'Hqou kai Montèla

Basikèc Arqèc YhfiakoÔ 'Hqou kai Fasmatikèc Anaparastˆseic

H upologistik  epexergasÐa thc mousik c apaiteÐ th metatrop  tou suneqoÔc  qou se yhfiakèc, majhmatikèc
anaparastˆseic, pˆnw stic opoÐec efarmìzontai algìrijmoi anˆlushc, diaqwrismoÔ kai paragwg c. O  qoc
yhfiopoieÐtai mèsw thc deigmatolhyÐac (sampling), thc mètrhs c tou dhlad  se taktˆ qronikˆ diast mata, parˆ-
gontac mia diakrit  akoloujÐa tim¸n plˆtouc pou onomˆzetai yhfiak  kumatomorf . O rujmìc deigmatolhyÐac
Fs (se Hz) kajorÐzei pìsa deÐgmata lambˆnontai anˆ deuterìlepto kai mèsw tou jewr matoc Nyquist�Shannon,
orÐzetai ìti h mègisth anaparastˆsimh suqnìthta eÐnai h suqnìthta Nyquist 
 = F s=2, kaj¸c suqnìthtec
pˆnw apì autì to ìrio alloi¸nontai (aliasing). Ta s mata omilÐac deigmatolhptoÔntai sun jwc sta 8   16
kHz, en¸ h mousik  sta 44.1   48 kHz. Ta s mata mporeÐ na eÐnai monofwnikˆ   stereofwnikˆ kai to plˆtoc
touc suqnˆ metriètai se logarijmik  klÐmaka (decibels relative to full scale - dBFS) gia th diaqeÐrish tou
dunamikoÔ eÔrouc. Katˆ thn proepexergasÐa, ta s mata metatrèpontai se monofwnikˆ, anadeÐgmatolhptoÔntai
(resampling) an qreiˆzetai, kai prosarmìzontai se stajerì m koc mèsw zero-padding   perikop c.

Epeid  h mousik  plhroforÐa (tonikìthta, hqìqrwma) krÔbetai stic suqnìthtec, suqnˆ apaiteÐtai metasqh-
matismìc tou s matoc apì to pedÐo tou qrìnou sto pedÐo thc suqnìthtac. Mèsw tou metasqhmatismoÔ
Fourier èna s ma aposuntÐjetai se hmitonoeideÐc sunist¸sec, apokalÔptontac th sumbol  kˆje suqnìthtac. O
BraqÔqronoc Metasqhmatismìc Fourier (Short-Time Fourier Transform - STFT) efarmìzei ton metasqhma-
tismì se epikaluptìmena tm mata tou s matoc, parˆgontac mia disdiˆstath anaparˆstash qrìnou-suqnìthtac.
To mègejoc parajÔrou N kajorÐzei th diakritik  ikanìthta suqnìthtac ènanti qrìnou, en¸ to b ma parajÔrou
H kajorÐzei thn pro¸jhsh metaxÔ diadoqik¸n plaisÐwn. Basikèc parˆgwgec anaparastˆseic apoteloÔn: (a)
ta Mel kai log-Mel fasmatìgrammata, opou efarmìzontai trigwnikˆ fÐltra katanemhmèna se Mel klÐmaka sto
fˆsma isqÔoc tou STFT enìc s matoc kai sumpièzetai logarijmikˆ sthn perÐptwsh tou log-Mel, to opoÐo
eÐnai h de facto tupik  eÐsodoc gia pollˆ montèla  qou, (b) o Metasqhmatismìc StajeroÔ-Q (CQT), ìpou
qrhsimopoioÔntai logarijmikˆ katanemhmènec z¸nec suqnot twn (diˆstiqa), me kˆje diˆstiqo na antistoiqeÐ
se èna hmitìnio kai (g) to qrwmìgramma (Chromagram), katˆ to opoÐo anadipl¸netai h fasmatik  enèrgeia
stic 12 kathgorÐec tìnou anexart twc oktˆbac, parèqontac anaparˆstash analloÐwth wc proc th fwnhtik 
perioq .

AnÐqneush Fwnhtik c Drasthriìthtac

H AnÐqneush Fwnhtik c Drasthriìthtac (Vocal Activity Detection - VAD) diakrÐnei tm mata  qou pou per-
ièqoun omilÐa   fwnhtik  drasthriìthta apì siwp    jìrubo. Oi proseggÐseic basismènec sthn enèrgeia
(energy-based) upologÐzoun thn enèrgeia Root Mean Square (RMS) anˆ plaÐsio (sun jwc 10�40 ms) wc ex c:

RMS =

vu
u
t 1

N

NX

n=1

x[n]2 (1.2.4)
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1.2. Jewrhtikì Upìbajro

kai th sugkrÐnoun me èna kat¸fli. Gia beltiwmènh eidikìthta, èna fasmatikì krit rio mporeÐ na upologÐsei
ton lìgo enèrgeiac entìc thc z¸nhc omilÐac (80�3400 Hz) proc th sunolik  enèrgeia tou plaisÐou.

Diaqwrismìc Mousik¸n Phg¸n

O diaqwrismìc phg¸n eÐnai h diadikasÐa anˆkthshc memonwmènwn phg¸n  qou apì èna miktì hqhtikì s ma.
Prìkeitai gia exairetikˆ dÔskolh diadikasÐa, kaj¸c oi mousikèc phgèc eÐnai sun jwc isqurˆ susqetismènec
tìso sto qrìno ìso kai sth suqnìthta.

To Demucs (Hybrid Transformer Demucs) eÐnai èna sÔsthma diaqwrismoÔ phg¸n teleutaÐac teqnologÐac.
QrhsimopoieÐ mia ubridik  arqitektonik  me dÔo parˆllhlec domèc U-Net encoder-decoder (mÐa sto pedÐo tou
qrìnou, mÐa sto pedÐo thc suqnìthtac) kai ènan Transformer encoder cross-domain sta endìtera str¸mata.
DiaqwrÐzei èna mÐgma  qou se tèssera stelèqh: vocals, bass, drums kai other (armonikˆ/melwdikˆ stoiqeÐa).
DiatÐjetai se diˆforec ekdìseic, sumperilambanomènwn kbantismènwn gia taqÔterh exagwg  sumperasmˆtwn.

Autìmath Anagn¸rish OmilÐac

H Autìmath Anagn¸rish OmilÐac (Automatic Speech Recognition - ASR) eÐnai h diadikasÐa anagn¸rishc,
katanìhshc kai metatrop c proforikoÔ lìgou se graptì keÐmeno me autìmato trìpo kai mÐa ulopoihs  tou eÐ-
nai mèsw tou montèlou Whisper thc OpenAI, enìc megˆlhc klÐmakac sust matoc basismènou se arqitektonik 
Transformer encoder-decoder, ekpaideumènou se 680.000 ¸rec polÔglwsswn dedomènwn  qou. O trìpoc lei-
tourgÐac tou èqei wc ex c: pr¸ta o kwdikopoiht c tou lambˆnei èna log-Mel fasmatogrˆfhma 80 kanali¸n kai
parˆgei mia pukn  akoustik  anaparˆstash kai sth sunèqeia o apokwdikopoiht c parˆgei autopalindromikˆ
to keÐmeno. KrÐsimo gia thn paroÔsa ergasÐa eÐnai ìti oi krufèc katastˆseic tou teleutaÐou str¸matoc tou
apokwdikopoiht  � ta decoder latents � perièqoun ploÔsia shmasiologik  plhroforÐa gia to stiqourgikì
perieqìmeno qwrÐc na apaiteÐtai endiˆmesh metagraf  keimènou pou ja eis gage sfˆlmata anagn¸rishc.

Paragwgik  Teqnht  NohmosÔnh sth Mousik 

H paragwg  nèou hqhtikoÔ perieqomènou mèsw TN pragmatopoieÐtai majaÐnontac thn katanom  twn dedomènwn
ekpaÐdeushc. DÔo kurÐarqec arqitektonikèc oikogèneiec eÐnai ta autopalÐndroma montèla kai ta montèla
diˆqushc.

Ta AutopalÐndroma Montèla (Autoregressive Models) antimetwpÐzoun th sÔnjesh  qou wc diadoqik  prìb-
leyh diakritik¸n (tokens). 'Enac neurwnikìc kwdikopoiht c  qou sumpièzei thn kumatomorf  se diakritèc
anaparastˆseic, kai èna montèlo gl¸ssac (Transformer decoder) problèpei kˆje token upì sunj kh twn
prohgoÔmenwn:

p� (u1:T j c) =
TY

j=1

p� (u j j c; u1; : : : ; uj�1 ) (1.2.5)

Ta Montèla Diˆqushc (Di�usion Models) leitourgoÔn wc antÐstrofh diadikasÐa prosj khc jorÔbou se èna
hqhtikì tm ma. Mia proc ta emprìc Markobian  alusÐda prosjètei jìrubo se èna kajarì deÐgma wc ex c:

q(xt j x t�1 ) = N
�

x t ;
p

1 � � t x t�1 ; � t I
�

; (1.2.6)

kai èna montèlo majaÐnei na antistrèfei aut  th diadikasÐa, apojorubopoi¸ntac stadiakˆ to deÐgma:

p� (x t�1 j x t ) = N (x t�1 ; � � (x t ; t); � � (x t ; t)) ; (1.2.7)

Ta montèla diˆqushc lanjˆnontoc q¸rou sumpièzoun pr¸ta to s ma se mia anaparˆstash qamhlìterhc diˆs-
tashc kai ekteloÔn th diˆqush se autìn ton q¸ro, mei¸nontac to upologistikì kìstoc.

H diadikasÐa merik c paragwg c (Audio Inpainting) eÐnai h �sumpl rwsh� hqhtik¸n tmhmˆtwn, dhmiourg¸ntac
 qo pou tairiˆzei apìluta me to upìloipo ulikì.
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MusicGen. Autopalindromikì montèlo pou qrhsimopoieÐ ton kwdikopoiht  EnCodec gia na metatrèyei thn
kumatomorf  se token, metatopÐzontac th diadikasÐa sÔnjeshc mousik c se prìbleyh epìmenou token. 'Enac
eniaÐoc Transformer decoder me auto-prosoq  kai diastauroÔmenh prosoq  pˆnw se s ma sunj khc parˆgei ta
tokens. Epitrèpei paragwg  kajodhgoÔmenh apì keÐmeno kai melwdÐa mèsw qrwmogrˆmmatoc, kajodhg¸ntac
th diat rhsh tou melwdikoÔ perigrˆmmatoc kai metabˆllontac th qroiˆ kai thn enorq strwsh.

AudioLDM 2. Montèlo diˆqushc lanjˆnontoc q¸rou (latent di�usion) pou metafrˆzei to keÐmeno se mia
endiˆmesh shmasiologik  anaparˆstash (Language of Audio - LOA) mèsw twn CLAP kai AudioMAE, kai
kˆnontac qr sh enìc montèlou diˆqushc (Transformer-U-Net) sunjètei polÔploka akoustikˆ apotelèsmata
apì th sunj kh LOA.

MGE-LDM. Montèlo diˆqushc lanjˆnontoc q¸rou sqediasmèno rhtˆ gia thn tautìqronh paragwg 
mousik c, sumpl rwsh phg c kai diaqwrismì. UposthrÐzei merik  paragwg  (inpainting), dhlad  th diat rhsh
enìc sugkekrimènou mousikoÔ stelègqouc kai thn pl rh anadhmiourgÐa thc upìloiphc enorq strwshc. O
genetikìc pur nac tou eÐnai ènac Di�usion Transformer (DiT) pou dèqetai wc eÐsodo to jorub¸dec lanjˆnon
kai mia sunj kh apì CLAP.

Sust mata Anagn¸rishc Mousik¸n Ekdìsewn

H Anagn¸rish Mousik¸n Ekdìsewn (Music Version Identi�cation - MVI) eÐnai h ergasÐa prosdiorismoÔ an
dÔo hqograf seic apoteloÔn diaforetikèc apodìseic thc Ðdiac sÔnjeshc. Ta sust mata MVI ekpaideÔon-
tai (mèsw antijetik c mˆjhshc) na fèrnoun kontˆ ston lanjˆnonta q¸ro diaforetikèc ektelèseic tou Ðdiou
tragoudioÔ. Sthn paroÔsa ergasÐa, dÔo pro-ekpaideumèna sust mata MVI qrhsimopoioÔntai wc exagwgeÐc
qarakthristik¸n: to CLEWS gia akoustikèc enswmat¸seic kai to WEALY gia shmasiologikèc enswmat¸seic
(stÐqwn).

CLEWS. To CLEWS (Contrastive Learning from Weakly-labeled Audio Segments) majaÐnei enswmat¸seic
se epÐpedo tm matoc pou sullambˆnoun th mousik  tautìthta en¸ paramènoun analloÐwtec se epifaneiakèc
parallagèc. Lambˆnei wc eÐsodo mia akatèrgasth kumatomorf , thn tmhmatopoieÐ, kai metatrèpei kˆje tm ma
se CQT fasmatogrˆfhma. To s ma dièrqetai apì èna ResNet50 backbone me IBN kai ReZero, akoloujoÔ-
meno apì GeM pooling, parˆgontac èna 1024-diˆstato diˆnusma anaparˆstashc. H ekpaÐdeus  tou ègine me
sunˆrthsh antijetik c ap¸leiac (contrastive loss). Epexergˆzetai monofwnikì  qo sta 16 kHz, tmhmatopoieÐ
se epikaluptìmena tm mata 20 deuterolèptwn kai parˆgei mÐa enswmˆtwsh anˆ tm ma.

WEALY. To WEALY (Whisper Embeddings for Audio-based Lyrics matching) sqediˆsthke gia thn ax-
iolìghsh shmasiologik c omoiìthtac metaxÔ mousik¸n kommati¸n bˆsei stÐqwn, qwrÐc endiˆmesh metagraf 
keimènou. LeitourgeÐ se dÔo stˆdia. Pr¸ton, to akatèrgasto s ma epexergˆzetai mèsw tou apokwdikopoi-
ht  tou Whisper gia exagwg  lanjanous¸n anaparastˆsewn me epÐgnwsh stÐqwn (decoder latents, 1280
diastˆseic). DeÔteron, èna dÐktuo prosarmog c (èna grammikì str¸ma probol c, akoloujoÔmeno apì tèssera
Transformer Encoder blocks kai GeM pooling) antistoiqÐzei autèc tic lanjˆnousec se èna diakritikì shma-
siologikì q¸ro 512 diastˆsewn. H ekpaÐdeush gÐnetai me antijetik  mˆjhsh NT-Xent, sugkentr¸nontac tic
ekdìseic tou Ðdiou tragoudioÔ me Ðdio stiqourgikì perieqìmeno kai apwj¸ntac ta diaforetikˆ tragoÔdia. Sto
plaÐsio thc paroÔsac ergasÐac, to WEALY apoteleÐ ton shmasiologikì klˆdo, epitrèpontac thn anÐqneush
logoklop c ìpou h fwnhtik  kai stiqourgik  tautìthta diathreÐtai parˆ tic allagèc sthn enorq strwsh.

1.3 Orismìc Probl matoc kai MejodologÐa

1.3.1 Orismìc Probl matoc

H AnÐqneush Mousik c Logoklop c wc Upologistikì Prìblhma

H anÐqneush mousik c logoklop c eÐnai h ergasÐa prosdiorismoÔ an mia hqogrˆfhsh proèrqetai, en ìlw
  en mèrei, apì mia proôpˆrqousa sÔnjesh. Den upˆrqoun pagkosmÐwc apodektoÐ kanìnec pou na orÐzoun
akrib¸c poÔ telei¸nei h nìmimh mousik  epirro  kai poÔ arqÐzei h logoklop . H bibliografÐa parousiˆzei
poikÐlec tupikèc proseggÐseic � apì bajmologÐec prwtotupÐac, mèsw antistoÐqishc dimer¸n grafhmˆtwn,
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èwc sunduasmènouc deÐktec omoiìthtac. 'Olec sugklÐnoun se èna koinì motÐbo: anaparˆstash, sÔgkrish kai
apìfash. H paroÔsa ergasÐa uiojeteÐ autì to motÐbo sth genikìterh morf  tou.

'Estw f : A ! R d ènac kwdikopoiht c pou apeikonÐzei èna hqhtikì tm ma x se mÐa d-diˆstath anaparˆstash
se lanjˆnonta q¸ro kai � : R d � R d ! R �0 mia sunˆrthsh apìstashc. Dedomènou enìc tm matoc anaforˆc
x ref kai enìc upoyhfÐou xcand , h duadik  apìfash logoklop c dÐnetai apì:

ŷ =

8
<

:

1 (logoklop ); an �
�
f (x ref ); f (x cand )

�
� �

0 (mh logoklop ); an �
�
f (x ref ); f (x cand )

�
> �

(1.3.1)

ìpou to kat¸fli � bajmonomeÐtai mèsw megistopoÐhshc tou F0:5 se sÔnolo epikÔrwshc: �� = arg max � F0:5 (� ).
H epilog  � = 0:5 stajmÐzei thn akrÐbeia (precision) diplˆsia ènanti thc anˆklhshc (recall), antanakl¸ntac
thn proteraiìthta apofug c yeud¸n kathgori¸n. To kat¸fli antimetwpÐzetai wc leitourgik  parˆmetroc pou
proseggÐzei to antikeimenikì stˆdio thc nomik c diadikasÐac, qwrÐc na upokajistˆ thn anjr¸pinh krÐsh.

Taxinìmhsh Metasqhmatism¸n

'Estw T : A ! A mia sunˆrthsh metasqhmatismoÔ, tètoia ¸ste x cand = T(x ref ). Oi akìloujec oikogèneiec
metasqhmatism¸n exetˆzontai (katˆ seirˆ auxanìmenhc anamenìmenhc duskolÐac):

1. TropopoÐhsh se epÐpedo s matoc (T DSP ): Alloi¸seic DSP (metatìpish Ôyouc, allag  taqÔth-
tac). To mousikì perieqìmeno paramènei ametˆblhto.

2. Anjr¸pinh epanermhneÐa (T HUMAN ): Diaforetikìc ermhneut c, nèa ektèlesh thc Ðdiac sÔnjeshc.

3. Anaparagwg  mèsw TN (T AI ): EpexergasÐa mèsw genetikoÔ sust matoc TN.

4. SÔnjeth sugkˆluyh (T AI+DSP ): Parˆgwgo mèsw TN me epiplèon DSP alloÐwsh.

Polutropik  Epèktash

'Enac mìno kwdikopoiht c mporeÐ na mhn sullˆbei ìlec tic ptuqèc thc mousik c omoiìthtac. To proteinìmeno
plaÐsio qrhsimopoieÐ dÔo parˆllhlouc kwdikopoihtèc:

ˆ Akoustikìc kwdikopoiht c f ac : A ! R d1 , ìpou sullambˆnei melwdik , armonik , rujmik  kai
hqhtik  dom .

ˆ Shmasiologikìc kwdikopoiht c f sem : A ! R d2 , ìpou sullambˆnei fwnhtikì kai stiqourgikì
perieqìmeno.

Kˆje kwdikopoiht c parˆgei th dik  tou apìstash, � ac kai � sem

1.3.2 Ereunhtikèc Upojèseic

U1 - Qˆsma Metaforˆc MVI. Ta pro-ekpaideumèna montèla MVI ja eÐnai exairetikˆ eÔrwsta se
metabolèc epipèdou s matoc (TDSP ) allˆ ja parousiˆsoun shmantik  upobˆjmish upì anaparagwg  mèsw TN
(TAI ). Dhlad , anamènetai:

�
�
f (x ref ); TDSP (x ref )

�
� �

�
f (x ref ); TAI (x ref )

�
(1.3.2)

U2 - SÔnjeth Sugkˆluyh kai IerarqÐa Apostˆsewn. H efarmog  DSP pˆnw se parˆgwga mèsw
TN ja enisqÔsei th metatìpish, dhmiourg¸ntac monìtonh ierarqÐa:

E
�
� DSP

�
< E

�
� HUMAN

�
< E

�
� AI

�
< E

�
� AI+DSP

�
(1.3.3)

U3 - Exˆrthsh Apìdoshc apì to Stèleqoc. To armonikì/melwdikì perieqìmeno anamènetai na
diathreÐ perissìtera Ðqnh phg c apì to kajarˆ rujmikì:

�
�
f (x ref ); T melwdikì

AI (x ref )
�

< �
�
f (x ref ); T rujmikì

AI (x ref )
�

(1.3.4)
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U4 - Upì Sunj kh AxÐa Polutropikìthtac. H enswmˆtwsh shmasiologikoÔ klˆdou ja belti¸sei
thn apìdosh ìtan h akoustik  epifˆneia allˆzei rizikˆ allˆ h fwnhtik  tautìthta diathreÐtai. H allhlepÐ-
drash anamènetai upì sunj kh, ìqi omoiìmorfa ajroistik .

1.3.3 Proteinìmenh MejodologÐa

Arqitektonik  DiploÔ Klˆdou

To sÔsthma axiologeÐ kˆje zeÔgoc (xref ; xcand ) mèsw dÔo anexˆrthtwn klˆdwn:

ˆ Akoustikìc klˆdoc: Ta dÔo kommˆtia eisˆgontai ston akoustikì kwdikopoiht  f ac, parˆgontac tic
enswmat¸seic zref

ac = f ac(x ref ) kai zcand
ac = f ac(x cand ). Sth sunèqeia prokÔptei h sunˆrthsh apìstashc

akoustikoÔ klˆdou � ac = �(z ref
ac ; zcand

ac ).

ˆ Shmasiologikìc klˆdoc: LeitourgeÐ me Ðdio trìpo, parˆgontac tic anaparastˆseic z ref
sem =

f sem(x ref ) kai zcand
sem = f sem(x cand ), me sunˆrthsh apìstashc shmasiologikoÔ klˆdou � sem =

�(z ref
sem; zcand

sem ).

H èntaxh tou shmasiologikoÔ klˆdou eisˆgei periorismì egkurìthtac pedÐou: o shmasiologikìc kwdikopoiht c
parˆgei ousiastik  plhroforÐa mìno parousÐa fwnhtikoÔ perieqomènou. Gia ton lìgo autì efarmìzetai deÐkthc
anÐqneushc fwnhtik c drasthriìthtac (VAD) v(x) 2 f0; 1g. O shmasiologikìc klˆdoc energopoieÐtai mìno
ìtan kai ta dÔo mèlh tou zeÔgouc perièqoun fwnhtikˆ (VzeÔgoc = v(x ref ) ^ v(x cand )).

SÔnjesh se EpÐpedo BajmologÐac

Metˆ apì kanonikopoÐhsh se [0; 1], h apìstash sÔnjeshc upologÐzetai wc:

� sÔnjeshc =

8
<

:

� � �̂ ac + (1 � �) � �̂ sem an VzeÔgoc = 1

�̂ ac an VzeÔgoc = 0
(1.3.5)

ìpou � 2 [0; 1] kai prosdiorÐzetai mèsw exantlhtik c anaz thshc plègmatoc megistopoi¸ntac to F 0.5 -Score
se sÔnolo epikÔrwshc. H sÔnjesh se epÐpedo bajmologÐac epilègetai diìti den apaiteÐ koin  ekpaÐdeush twn
kwdikopoiht¸n kai diathreÐ thn ermhneusimìthta kˆje klˆdou.

1.3.4 Metrikèc Axiolìghshc

Duadik  AnÐqneush Logoklop c

Ta apotelèsmata mÐac diadikasÐac duadik c taxinìmhshc katatˆssontai se tèsseric kathgorÐec:

ˆ Alhj¸c Jetikì (TP): Pragmatik  perÐptwsh logoklop c pou entopÐsthke swstˆ apì to sÔsthma.

ˆ Yeud¸c Jetikì (FP): 'Asqeth perÐptwsh pou axiolog jhke lanjasmèna apì to sÔsthma wc logok-
lop .

ˆ Alhj¸c Arnhtikì (TN): 'Asqeth perÐptwsh pou swstˆ taxinom jhke wc mh-logoklop .

ˆ Yeud¸c Arnhtikì (FN): Pragmatik  perÐptwsh logoklop c pou lanjasmèna den entopÐsthke apì
to sÔsthma.

Basikèc metrikèc:

ˆ AkrÐbeia (Precision):

P =
TP

TP + FP

ˆ Anˆklhsh (Recall):

R =
TP

TP + FN
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ˆ F � -Score

F� = (1 + � 2) �
P � R

� 2 � P + R

Pou se perÐptwsh � = 1 eÐnai:

F1 = 2 �
P � R
P + R

Kai gia � = 0:5 antÐstoiqa eÐnai:

F0:5 = (1 + 0:25) �
P � R

0:25 � P + R

Apìdosh Phg c

QrhsimopoioÔntai oi ex c metrikèc katˆtaxhc:

Top-1 AkrÐbeia: metrˆei to pl joc twn peript¸sewn pou to sÔsthma katatˆssei swstˆ thn perÐptwsh
logoklop c wc aut  me th mègisth omoiìthta (  isodÔnama, me thn elˆqisth apìstash):

Top-1 =
1

jQj

jQjX

i=1

1[rank i = 1] (1.3.6)

Mèsoc AntÐstrofoc Katˆtaxhc (Mean Reciprocal Rank - MRR): metrˆei ton antÐstrofo thc
mèshc jèshc thc pragmatik c perÐptwshc logoklop c, akìma kai ìtan den epilègetai wc pr¸th:

MRR =
1

jQj

jQjX

i=1

1
ranki

(1.3.7)

Mèsh Jèsh Katˆtaxhc: Mèsoc ìroc thc jèshc thc alhjin c phg c.

Axiolìghsh EurwstÐac

Exetˆzei p¸c h apìstash �
�
f (x ref ); Tl (x ref )

�
exelÐssetai wc sunˆrthsh thc èntashc tou metasqhmatismoÔ

�. QrhsimopoioÔntai akatèrgastec gewmetrikèc apostˆseic (ìqi duadikèc problèyeic) gia na apofeuqjeÐ h
anˆmeixh thc poiìthtac tou katwflÐou me thn eggen  euaisjhsÐa tou q¸rou.

Epexhghmatikìthta Lanjˆnontoc Q¸rou

AnalÔei to diˆnusma metatìpishc:
�z = z mod � z ref (1.3.8)

se epÐpedo memonwmènwn diastˆsewn. Diereunˆ an diaforetikoÐ metasqhmatismoÐ parˆgoun parìmoiec   di-
akritèc allagèc kai poiec diastˆseic eÐnai pio euaÐsjhtec.

1.4 Peiramatikì PlaÐsio

1.4.1 Kataskeu  Sunìlou Dedomènwn

H anˆptuxh enìc axiìpistou sust matoc anÐqneushc mousik c logoklop c ikanì na antapexèljei sto taqèwc
exelissìmeno topÐo thc paragwgik c teqnht c nohmosÔnhc, apaiteÐ èna exeidikeumèno sÔnolo dedomènwn pou
na antiproswpeÔei me akrÐbeia thn poluplokìthta tou probl matoc pou kaleÐtai na lÔsei. MÐa jemeli¸dhc
upìjesh thc paroÔsac ergasÐac eÐnai ìti h mh exousiodothmènh qr sh enìc prostateuìmenou apì pneumatikˆ
dikai¸mata mousikoÔ tm matoc wc eisìdou se èna montèlo paragwg c, sunistˆ prˆxh sqetizìmenh me logok-
lop , anexˆrthta apì thn hqhtik  omoiìthta metaxÔ thc eisìdou kai thc paragìmenhc exìdou.
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H bˆsh tou proteinìmenou sunìlou dedomènwn eÐnai to Similar Music Pair (SMP) [1], mÐa dhmìsia diajèsimh
sullog  70 zeug¸n prwtìtupwn (original) kai sugkrinìmenwn (comparison) tragoudi¸n, antiproswpeÔontac
tekmhriwmènec peript¸seic parabÐashc pneumatik¸n dikaiwmˆtwn. To en lìgw sÔnolo dedomènwn parèqei
qronikèc epishmei¸seic (timestamp annotations) se sugkekrimèna shmeÐa metaxÔ twn mousik¸n kommati¸n ìpou
emfanÐzetai sqèsh logoklop c, kaj¸c kai qarakthrismì thc sqèshc (relation) aut c, kajist¸ntac to idanikì
shmeÐo ekkÐnhshc thc ergasÐac. Mèsw mÐac susthmatik c diadikasÐac tmhmatopoÐhshc twn tragoudi¸n xekin¸n-
tac apì kˆje anaferìmenh qronik  stigm , ex qjhsan tm mata  qou stajer c diˆrkeiac 20 deuterolèptwn, me
apotèlesma th dhmiourgÐa mÐac arqik c bˆshc 1.219 monadik¸n tmhmˆtwn  qou.

Prin apì thn efarmog  twn montèlwn paragwgik c mousik c, krÐjhke aparaÐthtoc o diaqwrismìc phg¸n tou
kˆje hqhtikoÔ tm matoc sta epimèrouc sustatikˆ tou. Sugkekrimèna, kˆje kommˆti apodom jhke mèsw tou
sust matoc Demucs [2] se tèssera stelègqh: vocals (fwnhtikˆ), bass (mpˆso), drums (tÔmpana) kai other
(ˆlla, perilambˆnontac kijˆrec, piˆno klp), parˆgontac sunolikˆ 4.876 epimèrouc arqeÐa. Autì exuphreteÐ
dÔo kÔriouc skopoÔc: afenìc, to apomonwmèno fwnhtikì Ðqnoc ja qreiasteÐ na prostejeÐ stic exìdouc twn
paragwgik¸n montèlwn TN, ¸ste na upˆrqoun kajarˆ, anjr¸pina fwnhtikˆ qwrÐc akoustikˆ teqnourg mata
(artifacts) kai afetèrou, ta upìloipa apomonwmèna stoiqeÐa ja qrhsimopoihjoÔn gia eic bˆjoc elegqìmenh
anˆlush thc epÐdras c touc sthn apìdosh anÐqneushc logoklop c.

'Etsi, sto epìmeno stˆdio thc diadikasÐac, xekinˆei h parˆgwgh mousik c mèsw tri¸n diaforetik¸n mon-
tèlwn TN, prokeimènou na exasfalisteÐ h poikilomorfÐa tou sunìlou kai na apofeuqjeÐ h merolhyÐa
proc ta qarakthristikˆ enìc ek twn susthmˆtwn. Ta montèla pou qrhsimopoi jhkan eÐnai: to MusicGen
(melody-conditioned), to AudioLDM 2 (audio-conditioned) kai to MGE-LDM (me ikanìthta merik c parag-
wg c/inpainting), axiopoi¸ntac diaforetikèc arqitektonikèc proseggÐseic. Ta hqhtikˆ tm mata apotèlesan
eÐsodo se kajèna apì ta montèla, se sunduasmì me tuqaÐec keimenikèc perigrafèc thc epijumht c exìdou. To
apotèlesma eÐnai 5.471 paragìmena arqeÐa (1.219 apì to MusicGen, 1.219 apì to AudioLDM 2 kai 3.033 apì
to MGE-LDM). IdiaÐterh eÐnai h perÐptwsh tou montèlou MGE-LDM, to opoÐo qrhsimopoÐhse 1.011 hqhtikˆ
tm mata kai, diathr¸ntac stajerì kˆje forˆ èna apì ta apomonwmèna stoiqeÐa bass (mpˆso), drums (tÔmpana)
kai other, dhmioÔrghse to upìloipo kommˆti �gÔrw� tou.

Sth sunèqeia, pragmatopoi jhke epanèntaxh twn anjr¸pinwn fwnhtik¸n sta paragìmena kommˆtia, alloi-
wmèna me tuqaÐo trìpo tìso se tonikì Ôyoc (pitch shifting ±4 hmitìnia), ìso se taqÔthta (tempo adjustment
0.9x-1.1x) kai qronik  metatìpish. Autì odhgeÐ sthn dhmiourgÐa enìc sunìlou oloklhrwmènwn mousik¸n
kommati¸n pou sunduˆzoun thc enorq strwsh mèsw TN me parallagmèna fwnhtikˆ.

To sÔnolo dedomènwn emploutÐsthke peraitèrw mèsw efarmog c nteterministik¸n tropopoi sewn yhfiak c
epexergasÐac s matoc (Digital Signal Processing - DSP) se ìla ta hqhtikˆ arqeÐa pou par qjhsan sta
prohgoÔmena stˆdia. Gia kˆje arqeÐo efarmìsthkan 10 diaforetikèc parallagèc, oi opoÐec perielˆmbanan
memonwmènec metabolèc sto pitch kai to tempo, kaj¸c kai akraÐouc sunduasmoÔc twn dÔo. Autì to stˆdio
pollaplasÐase dramatikˆ ton ìgko twn dedomènwn, auxˆnontac ton sunolikì arijmì twn arqeÐwn se 73.590.

Tèloc, dedomènou ìti to sÔsthma axiolìghshc qrhsimopoieÐ ènan shmasiologikì klˆdo (WEALY) pou exartˆ-
tai ˆmesa apì to stiqourgikì kai fwnhtikì perieqìmeno,  tan epitaktik  h efarmog  enìc mhqanismoÔ elègqou
fwnhtik c drasthriìthtac (Voice Activity Detection - VAD). O èlegqoc ektelèsthke apokleistikˆ sta
apomonwmèna fwnhtikˆ stems prokeimènou na elaqistopoihjoÔn oi parembolèc apì ta mousikˆ ìrgana. Efar-
mìsthke èna austhrì triplì krit rio, basismèno se energeiakˆ ìria (RMS � -45.0 dBFS) kai fasmatikˆ
qarakthristikˆ, gia na qarakthristeÐ èna tm ma wc ègkuro, mèsw boolean metablht c pair_vocal_valid =
True. KrÐsimhc shmasÐac eÐnai to gegonìc ìti h egkurìthta aut  antimetwpÐsthke wc idiìthta epipèdou phg c
(source-level property), shmaÐnontac ìti h apìfash tou arqikoÔ fwnhtikoÔ stem metabibˆzetai autìmata se
ìlec tic paragìmenec parallagèc tou, dedomènhc thc diadikasÐac epanètaxhc fwnhtik¸n pou akolouj jhke
prohgoumènwc.

1.4.2 Exagwg  Qarakthristik¸n

Metˆ thn olokl rwsh thc kataskeu c tou sunìlou dedomènwn, kˆje hqhtikì tm ma metasqhmatÐsthke se
dianusmatikèc anaparastˆseic (embeddings). H exagwg  pragmatopoi jhke mèsw dÔo sumplhrwmatik¸n
montèlwn: tou akoustikoÔ klˆdou (CLEWS), pou exˆgei èna diˆnusma 1024 diastˆsewn apeujeÐac apì to
akatèrgasto hqhtikì kÔma, kai tou shmasiologikoÔ klˆdou (WEALY), pou exˆgei èna diˆnusma 512 di-
astˆsewn axiopoi¸ntac tic krufèc anaparastˆseic (decoder latents) tou montèlou Whisper. Gia na diathrhjeÐ
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h mejodologik  sunèpeia, axiopoi jhkan ta checkpoints pou antistoiqoÔn sthn ekpaÐdeush Discogs-VI (DVI)
kai gia ta dÔo montèla, me ta telikˆ dianÔsmata na apojhkeÔthkan se morf  Apache Parquet.

1.4.3 Kataskeu  Zeug¸n Axiolìghshc

Gia th diamìrfwsh enìc eÔrwstou plaisÐou axiolìghshc, kataskeuˆsthke rhtˆ èna elegqìmeno sÔnolo zeug¸n
axiolìghshc (evaluation pair universe), apotrèpontac thn kuriarqÐa aujaÐretwn sugkrÐsewn. Ta jetikˆ zeÔgh
dom jhkan se treic kathgorÐec: ta zeÔgh anjr¸pinhc logoklop c, ìpwc orÐzontai apì to sÔnolo dedomènwn
SMP, ta zeÔgh sÔgkrishc parag¸gwn me to arqikì touc (self-comparison derivatives), pou sugkrÐnoun ta
arqikˆ hqhtikˆ tm mata me tic antÐstoiqec exìdouc touc apo ta trÐa montèla kaj¸c kai me paretaÐrw DSP
tropopoÐhsh, kai tèloc ta ubridikˆ zeÔgh, antistoiqÐzontac ta prwtìtupa (original) tragìudia kˆje zeÔgouc
SMP, me ta antÐstoiqa sugkrinìmenˆ (comparison) touc, afoÔ upostoÔn DSP metabolèc.

Ta arnhtikˆ zeÔgh par qjhsan mèsw exìruxhc tri¸n diaforetik¸n peript¸sewn gia kˆje tragoÔdi: (1) ta
kommˆtia plhsièstera sto anaforikì, ìson aforˆ stic anaparastˆseic touc ston lanjˆnonta q¸ro tou ak-
oustikoÔ klˆdou (CLEWS) (Global Nearest), (2) ekeÐna pou eÐnai ta plhsièstera kai an koun sthn Ðdia
kathgorÐa metabol¸n (Intra-Category Nearest) kaj¸c kai (3) tuqaÐa epilegmèna (Random). 'Ola ta arnhtikˆ
zeÔgh èqoun thn koin  idiìthta ìti ta tragoÔdia touc den sundèontai mèsw sqèshc logoklop c, pou sth sug-
kekrimènh perÐptwsh shmaÐnei thn proèleus  touc apì diaforetikˆ zeÔgh sto sÔnolo SMP. Me autìn ton
trìpo, ta arnhtikˆ zeÔgh qwrÐzontai se trÐa klimakwtˆ epÐpeda duskolÐac, dhmiourg¸ntac exairetikˆ dÔskola
kai realistikˆ paradeÐgmata apoprosanatolismoÔ tou sust matoc anÐqneushc logoklop c.

To apotèlesma eÐnai h dhmiourgÐa enìc telikoÔ, austhrˆ elegqìmenou sunìlou 350.654 zeug¸n axiolìghshc.

1.4.4 Upologismìc Apostˆsewn

To epìmeno stˆdio thc peiramatik c ro c eÐnai h posotikopoÐhsh thc omoiìthtac anˆ zeÔgoc dianusmatik¸n
anaparistˆsewn. Sugkekrimèna, ta  dh kajorismèna zeÔgh antistoiqÐzontai stic dianusmatikèc anaparistˆseic
touc tìso gia to CLEWS ìso kai gia to WEALY montèlo, prokeimènou o akoustikìc kai o shmasiologikìc
klˆdoc tou sust matoc na axiologoÔntai sto akrib¸c Ðdio sÔnolo zeug¸n.

Gia kˆje zeÔgoc enswmat¸sewn, upologÐzontai tèsseric metrikèc apìstashc: h EukleÐdeia apìstash (L2), h
apìstash Manhattan (L 1), h apìstash sunhmitìnou kai h apìstash susqètishc Pearson. H sumperÐlhyh kai
twn tessˆrwn metrik¸n apostˆsewn parèqei mÐa sumplhrwmatik  anaparˆstash thc omoiìthtac, apotup¸non-
tac diaforetikèc ptuqèc thc gewmetrÐac tou lanjˆnontoc q¸rou.

Autèc oi posotikèc metr seic omoiìthtac apoteloÔn th bˆsh pˆnw sthn opoÐa sthrÐzontai ìla ta epakìlouja
peirˆmata.

1.4.5 RÔjmish Bajmonìmhshc KatwflÐou

Prokeimènou na pragmatopoihjeÐ h metˆbash apì tic suneqeÐc metrikèc apìstashc tou lanjˆnontoc q¸rou se
ènan duadikì kanìna taxinìmhshc logoklop c, eÐnai aparaÐthtoc o kajorismìc enìc bèltistou orÐou apìfashc.
Aut  h diadikasÐa bajmonìmhshc leitourgeÐ wc h epÐshmh mhqan  axiolìghshc tou sust matoc anÐqneushc,
prosdiorÐzontac gia kˆje montèlo kai metrik  apìstashc to bèltisto kat¸fli apìfashc, kˆtw apì to opoÐo
jewreÐtai logoklop  kai pˆnw apì to opoÐo ìqi. Sugkekrimèna, upologÐzetai h bajmoligÐa score = -distance
gia kˆje metrik  apìstashc kai gia ta dÔo montèla, efìson sth sugkekrimènh perÐptwsh mikrìterh apìstash
sunepˆgetai megalÔterh omoiìthta kai, epomènwc, isqurìterh upìjesh logoklop c. Sth sunèqeia, upologÐze-
tai to F 0.5 -Score gia ìla ta upoy fia kat¸flia, mèsw 5-fold strati�ed cross-validation. To kat¸fli mÐac
sugkekrimènhc metrik c pou megistopieÐ to F0.5 -Score, epilègetai wc to bèltisto kat¸fli thc kai h metrik 
pou epitugqˆnei to uyhlìtero mèso F 0.5 -Score anadeiknÔetai wc h epikratoÔsa.

H diadikasÐa aut  ekteleÐtai gia ìla ta zeÔgh gia to akoustikì montèlo CLEWS. Antijètwc, sthn perÐptwsh
tou WEALY, epeid  h egkurìthta twn apotelesmˆtwn tou shmasiologikoÔ klˆdou exartˆtai ˆmesa apì to fwn-
htikì perieqìmeno tou kˆje zeÔgouc, h bajmonìmhsh tou katwflÐou tou periorÐzetai austhrˆ sto uposÔnolo
twn zeug¸n pou ikanopoioÔn th sunj kh pair_vocal_valid = True. Me autìn ton trìpo, h ektÐmhsh tou
katwflÐou paramènei apolÔtwc sunep c me to pedÐo egkurìthtac tou kˆje klˆdou.
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H epilog  beltistopoÐhshc me bˆsh to F 0.5 -Score eÐnai strathgik , kaj¸c dÐnontac sthn akrÐbeia tou sust ma-
toc to diplˆsio majhmatikì bˆroc se sqèsh me thn anˆklhs  tou, to sÔsthma eÐnai enarmonismèno me thn prag-
matikìthta thc anÐqneushc logoklop c: h yeud c kathgorÐa enìc aj¸ou dhmiourgoÔ gia logoklop  (Yeud¸c
Jetikì) epifèrei katˆ polÔ sobarìterec sunèpeiec apì thn apotuqÐa anÐqneushc miac parˆgwghc perÐptwshc
(Yeud¸c Arnhtikì).

1.4.6 RÔjmish SÔnjeshc se EpÐpedo BajmologÐac

Metˆ thn anexˆrthth bajmonìmhsh twn bèltistwn katwflÐwn gia ta CLEWS kai WEALY, h epìmenh fˆsh thc
peiramatik c ro c axiolìghshc eÐnai o sunduasmìc twn polutropik¸n anaparastˆsewn se èna eniaÐo ubridikì
sÔsthma apìfashc, mèsw sÔnjeshc se epÐpedo bajmologÐac (score-level late fusion). Autì to stˆdio diereunˆ
katˆ pìso h enopoÐhsh twn dÔo sumplhrwmatik¸n klˆdwn mporeÐ na belti¸sei thn apìdosh anÐqneushc pèra
apì aut n pou epitugqˆnei kˆje klˆdoc memonwmèna.

Ta dedomèna twn dÔo autìnomwn montèlwn en¸nontai austhrˆ sta koinˆ touc zeÔgh, enswmat¸netai h metabl-
ht  egkurìthtac fwnhtik¸n (pair_vocal_valid) kai kanonikopoioÔntai oi metrikèc apìstashc kˆje montèlou
mèsw Min-Max kanonikopoÐhshc. Anˆloga me thn tim  thc metablht c pair_vocal_valid, epilègetai to
telikì skor wc stajmismènoc sunduasmìc twn kanonikopoihmènwn apostˆsewn CLEWS kai WEALY, bˆsei
enìc bˆrouc �, an isqÔei pair_vocal_valid = True, alli¸c to sÔsthma agnoeÐ pl rwc to WEALY kai
basÐzetai apokleistikˆ sthn apìstash tou CLEWS.

Gia thn bèltisth epilog  ektelèsthke anaz thsh plègmatoc se 336 diaforetikèc diamorf¸seic (16 pijanoÐ
sunduasmoÐ metrik¸n � 21 timèc bˆrouc � 2 f0:00; 0:05; : : : ; 1:00g). H epikratoÔsa diamìrfwsh (winning
con�guration) epilèqjhke me krit rio th megistopoÐhsh tou F 0.5 -Score sto validation set.

Metˆ ton upologismì twn telik¸n sugqwneumènwn apostˆsewn, epanalambˆnetai h diadikasÐa bajmonìmhshc
katwflÐou pou perigrˆfhke sthn prohgoÔmenh enìthta. 'Etsi, to telikì ubridikì montèlo (FUSION) apoktˆ
to dikì tou bèltisto kat¸fli upì tic Ðdiec akrib¸c sunj kec axiolìghshc me ta autìnoma montèla.

1.4.7 Prwtìkollo Duadik c Taxinìmhshc kai Anˆlushc Sfˆlmatoc

Me ta bajmonomhmèna kat¸flia kai tic nik triec metrikèc na èqoun kajoristeÐ kai gia ta trÐa sust mata, to
epìmeno b ma eÐnai h efarmog  aut¸n twn stajer¸n orÐwn apìfashc sto pl rec shmeÐo anaforˆc axiolìghshc,
prokeimènou na paraqjoÔn duadikèc problèyeic logoklop c kai na diexaqjeÐ mia domhmènh anˆlush sfˆlmatoc.

Gia kˆje zeÔgoc, o kanìnac duadik c prìbleyhc eÐnai:

Prìbleyh = 1(Logoklop ) eˆn apìstash � kat¸fli, diaforetikˆ 0

AntÐ gia thn exagwg  miac apl c, genik c metrik c akrÐbeiac, efarmìzetai mia anˆlush tri¸n epipèdwn gia na
anadeiqjoÔn ta dunatˆ kai adÔnama shmeÐa kˆje sust matoc:

ˆ Anˆlush Eurei¸n Kathgori¸n: Ta jetikˆ zeÔgh omadopoioÔntai se pènte shmasiologikˆ ou-
siastikèc kathgorÐec, pou antanakloÔn thn klimakoÔmenh duskolÐa tou èrgou anÐqneushc (Anjr¸pinh
Logoklop , Anjr¸pinh Logoklop  + DSP alloi¸seic, Logoklop  mèsw AI, Logoklop  mèsw AI +
DSP alloi¸seic kai sÔgkrish enìc prwtìtupou me tic dikèc tou DSP parallagèc)

ˆ Leptomer c Anˆlush: Pèra apì tic eureÐec kathgorÐec, oi metrikèc taxinìmhshc upologÐzontai
epÐshc gia kˆje memonwmèno tÔpo tropopoÐhshc. Aut  h mikroskopik  anˆlush epitrèpei ton entopismì
sugkekrimènwn metasqhmatism¸n pou jètoun th megalÔterh prìklhsh anÐqneushc gia kˆje exetazìmeno
montèlo.

ˆ Anˆlush Proèleushc Yeud¸c Jetik¸n: Gia kˆje Yeud¸c Jetikì (False Positive) pou parˆge-
tai apì kˆje montèlo, to senˆrio katagrˆfei to esfalmèna taxinomhmèno zeÔgoc kai aniqneÔei thn arn-
htik  perÐptwsh pÐsw sth bajmÐda proèleus c thc, taxinom¸ntac tic astoqÐec tou sust matoc (Global
Nearest, Intra-Category Nearest kai Random)
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1.4.8 Prwtìkollo Apìdoshc Phg c

Autì to stˆdio prosomoi¸nei èna senˆrio anˆkthshc (retrieval), metatopÐzontac to er¸thma apì to �EÐnai autì
logoklop ;� (duadik  taxinìmhsh) sto polÔ pio apaithtikì �Poio kommˆti eÐnai h aujentik  arqik  phg ;�.

AntÐ gia mia upologistikˆ bariˆ kai suqnˆ paraplanhtik  anaz thsh 1-proc-N (ìpou ta perissìtera kommˆtia
eÐnai profan¸c ˆsqeta), to sÔsthma kaleÐtai na katatˆxei 4 stoqeumèna upoy fia kommˆtia: to pragmatikì
prwtìtupo (True Source), to olikˆ kontinìtero arnhtikì (Global Nearest - to pio dÔskolo empìdio), to
kontinìtero arnhtikì Ðdiac kathgorÐac (Intra-Category Nearest) kai èna tuqaÐo arnhtikì (Random Negative).

H axiolìghsh basÐzetai apokleistikˆ sthn katˆtaxh mèsw thc bèltisthc metrik c pou brèjhke sto stˆdio
thc bajmonìmhshc. H apìdosh posotikopoieÐtai qrhsimopoi¸ntac tèsseric tupikèc metrikèc anˆkthshc plhro-
fori¸n: Top-1 AkrÐbeia (klˆsma erwthmˆtwn ìpou h alhjin  phg  katatˆssetai pr¸th), Mèsh Jèsh Katˆtaxhc
(mèsh jèsh thc alhjin c phg c, eÔroc 1 � 4), Mèso AntÐstrofo Katˆtaxhc (MRR) (mèsoc ìroc tou 1=rank,
pou timwreÐ austhrˆ tic jèseic 3 kai 4), kai Katanom  Katˆtaxhc (istogrˆfhma thc jèshc thc alhjin c phg c).
'Otan to sÔsthma apotugqˆnei (dhlad  to aujentikì kommˆti den bgaÐnei pr¸to), exetˆzetai poio arnhtikì to
kèrdise. Mia  tta apì to Global Nearest eÐnai anekt  wc akraÐo senˆrio, allˆ mia  tta apì to Random
upodhl¸nei sobar  domik  katˆrreush tou montèlou.

1.4.9 RÔjmish Axiolìghshc EurwstÐac

Skopìc autoÔ tou stadÐou eÐnai h susthmatik  axiolìghsh thc domik c upobˆjmishc twn anaparistˆsewn upì
sunj kec elegqìmenwn alloi¸sewn. H diadikasÐa aut  ekteleÐtai apokleistikˆ sta jetikˆ zeÔgh logoklop c,
prokeimènou na parakoloujhjeÐ o trìpoc pou oi diadikasÐec genetik c TN kai oi yhfiakèc tropopoi seic
s matoc (DSP) apomakrÔnoun ta parˆgwga kommˆtia apì ta atÐstoiqa prwtìtupˆ touc ston lanjˆnonta
q¸ro.

H anˆlush aut  eÐnai anexˆrthth apì kat¸fli: leitourgeÐ me akatèrgastec gewmetrikèc apostˆseic, qrhsi-
mopoi¸ntac to bèltisto kat¸fli apokleistikˆ wc optik  gramm  anaforˆc gia thn epis mansh tou jewrhtikoÔ
shmeÐou astoqÐac thc anÐqneushc. Sugkekrimèna, exˆgontai dunamikˆ apì ta onìmata twn arqeÐwn tèsseric
metablhtèc: h èntash thc metatìpishc tonikoÔ Ôyouc (apì -4 èwc +4 hmitìnia), h èntash thc allag c taqÔth-
tac (apì 0.90x èwc 1.10x), h kathgorÐa DSP alloi¸sewn kai h phg  paragwg c. 'Etsi, omadopoioÔntai ta
dedomèna me bˆsh thn phg  metabol c kai upologÐzetai h mèsh apìstas  touc gia na faneÐ p¸c antidrˆ h kˆje
arqitektonik  sthn metabol  thc èntashc twn DSP alloi¸sewn.

Apokleistikˆ gia to montèlo MGE-LDM, h anˆlush diaspˆtai peraitèrw anˆ mousikì sustatikì (bass, drums,
other), epitrèpontac thn anˆlush kai se epÐpedo mousik¸n stoiqeÐwn.

Me autìn ton trìpo, axiologeÐtai h anjektikìthta twn montèlwn tìso se metabolèc pou prokÔptoun apì thn
eisagwg  paragwgik¸n montèlwn, alla kai sthn peraitèrw efarmog  DSP tropopoi sewn, posotikopoi¸ntac
thn diaforˆ thc anjr¸pinhc logoklop c me thn paragìmenh mèsw TN kaj¸c kai mèsw alloi¸sewn se epÐpedo
s matoc.

1.4.10 Lanjˆnwn Q¸roc kai Epexhghmatikìthta

H enìthta aut  exetˆzei thn eswterik  dom  twn poludiˆstatwn anaparastˆsewn pou parˆgontai apì ta
CLEWS (1024 diastˆseic) kai WEALY (512 diastˆseic), prokeimènou na exetastoÔn se bˆjoc oi metabolèc
pou prokaloÔntai apì kˆje tÔpo tropopoÐhshc.

EkteleÐtai optikopoÐhsh tou lanjˆnontoc q¸rou mèsw UMAP, sumpièzontac ta poludiˆstata dianÔsmata se
disdiˆstatec anaparistˆseic, probˆllontac thn topologÐa enìc prwtìtupou kommatioÔ se sÔgkrish me ìlec
tic parallagèc tou kai dhmiourg¸ntac ètsi ènan optikì �qˆrth metatìpishc� pou deÐqnei ˆmesa pìso makriˆ
�èsprwxe� thn anaparˆstash h kˆje alloÐwsh.

Sth sunèqeia, upologÐzetai to diˆnusma metatìpishc anˆ diˆstash gia kˆje zeÔgoc:

�z = z mod � z ori (1.4.1)

Mèsw autoÔ tou dianÔsmatoc, mporeÐ na metrhjeÐ to mègejoc thc metabol c pou prokaleÐtai se kˆje diˆstash,
kaj¸c kai h kateÔjunsh aut c thc metabol c. Qrhsimopoi¸ntac t¸ra thn apìluth tim  autoÔ tou dianÔsmatoc
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j�zj, mporoÔn na upologistoÔn oi diastˆseic pou ufÐstantai th megalÔterh alloÐwsh anˆ tÔpo metabol c,
entopÐzontac ta sugkekrimèna lanjˆnonta qarakthristikˆ pou eÐnai pio euaÐsjhta se kˆje qeirismì kaj¸c
epÐshc na exetasteÐ an diaforetikoÐ metasqhmatismoÐ sugkentr¸noun thn epÐdras  touc sto Ðdio uposÔnolo
diastˆsewn, parousiˆzontac epikˆluyh. EpÐshc diereunˆtai an h Ôparxh logoklop c mporeÐ na ekdhlwjeÐ se
epÐpedo diastˆsewn, diathr¸ntac sugkekrimènec stajerèc pou mporeÐ na shmatodotoÔn th susqètish twn dÔo
tragoudi¸n.

1.4.11 EkpaÐdeush Epiblepìmenou Taxinomht 

Sto shmeÐo autì eisˆgetai èna stˆdio epiblepìmenhc taxinìmhshc, prokeimènou na axiologhjeÐ an belt¸netai
h epÐdosh tou sust matoc qrhsimopoi¸ntac mh grammikˆ, prosarmostikˆ ìria apìfashc ènanti twn statik¸n
katwfli¸n pou axiopoi jhkan mèqri t¸ra. Katˆ th diadikasÐa ìlwn twn peiramˆtwn diathreÐtai stajerì to
ex c prwtìkollo axiolìghshc: qrhsimopoieÐtai o Ðdioc taxinomht c XGBoost, efarmìzetai Strati�ed Group
5-Fold CV, omadopoi¸ntac ta dedomèna anˆ arqikì kommˆti ¸ste na apotrapeÐ h diarro  plhroforÐac kai kˆje
peÐrama ekteleÐtai pollaplèc forèc (multi-seed) gia exagwg  statistikˆ asfal¸n diasthmˆtwn empistosÔnhc
(95% CI), beltistopoi¸ntac pˆnta to F 0:5 -Score.

Ta qarakthristikˆ pou sullègontai gia thn ekpaÐdeush tou taxinomht  organ¸nontai se pènte oikogèneiec:
(1) nik tria apìstash CLEWS, (2) nik tria apìstash WEALY, (3) 11 statistikˆ stoiqeÐa twn metatopÐsewn
dèlta CLEWS, (4) 11 statistikˆ stoiqeÐa twn metatopÐsewn dèlta WEALY, (5) 5 metadedomèna fwnhtik¸n
plhrofori¸n, exagìmena apì th diadikasÐa VAD.

Fˆsh 1 - Melèth AfaÐreshc (Ablation Study): EkteloÔntai ennèa peirˆmata ìpou dokimˆzontai di-
aforetikoÐ sunduasmoÐ twn 29 qarakthristik¸n gia na faneÐ poia prosfèroun pragmatik  diakritik  axÐa. Ta
peirˆmata autˆ perièqoun qarakthristikˆ diaforetik¸n oikogenei¸n kˆje forˆ: apostˆseic mìno, dèlta statis-
tikˆ mìno, sunduasmìc touc (ta opoÐa onomˆsthkan sqediasmèna (engineered) qarakthristikˆ), ta sqediasmèna
qarakthristikˆ me thn prosj kh qarakthristik¸n fwnhtik¸n metadedomènwn kai mìno fwnhtikˆ metadedomèna.

Fˆsh 2 - Akatèrgastec Diastˆseic: Elègqetai an ta pl rh dianÔsmata metatìpishc (1024D
CLEWS, 512D WEALY) krÔboun axiopoi simh plhroforÐa. AkoloujeÐ anˆlush sÔgklishc Top-K sto
CLEWS (krat¸ntac mìno tic K pio eumetˆblhtec diastˆseic) gia na brejeÐ h qrus  tom  metaxÔ uyhl c
apìdoshc kai upologistikoÔ kìstouc.

Fˆsh 3 � Ubridikˆ Peirˆmata (Hybrid): Sunduˆzontai ta kalÔtera sqediasmèna qarakthristikˆ thc
Fˆshc 1 me tic korufaÐec K akatèrgastec diastˆseic thc Fˆshc 2, elègqontac thn sumplhrwmatikìthta twn
dÔo anaparastˆsewn.

Parˆllhla, ekteleÐtai anˆlush thc shmantikìthtac twn qarakthristik¸n se kˆje perÐptwsh, prokeimènou na
prosdioristeÐ poiec oikogèneiec qarakthristik¸n (akoustikèc, shmasiologikèc, fwnhtikèc) ephreˆzoun peris-
sìtero tic apofˆseic tou taxinomht , apotrèpontac thn uperektÐmhsh merolhptik¸n qarakthristik¸n.

1.5 Apotelèsmata

1.5.1 Statistikˆ StoiqeÐa kai SÔnjesh Sunìlou Dedomènwn

Prin apì thn parousÐash twn peiramatik¸n apotelesmˆtwn, h enìthta aut  parèqei mia sunoptik  statistik 
episkìphsh tou sunìlou dedomènwn, me thn onomasÐa COPYCAT (Corpus Of Plagiarized Yet Camou�aged
Arti�cial Tracks). Skopìc eÐnai h apotÔpwsh thc klÐmakac, thc sÔnjeshc kai thc eswterik c isorropÐac tou
shmeÐou anaforˆc apì to opoÐo prokÔptoun ìlec oi metrikèc anÐqneushc.

H katanom  twn arqeÐwn  qou pou proèkuyan apì th diadikasÐa kataskeu c tou sunìlou dedomènwn fˆinetai
ston pÐnaka 1.1.

Apì autˆ ta 73.590 hqhtikˆ arqeÐa dhmiourg jhke èna sÔnolo zeug¸n sÔgkrishc, ta opoÐa eÐnai sunolikˆ
350.654 sto pl joc, ek twn opoÐwn:
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Phg  ArqeÐa Bˆshc DSP Parallagèc (�10) SÔnolo
SMP (pragmatikˆ tm mata) 1,219 12,190 13,409
MusicGen 1,219 12,190 13,409
AudioLDM 2 1,219 12,190 13,409
MGE-LDM 3,033 30,330 33,363
'Ola 6,690 66,900 73,590

Table 1.1: Dom  arqeÐwn  qou tou sunìlou dedomènwn.

ˆ 113.690 jetikˆ zeÔgh (32,4%): antiproswpeÔoun gn siec sqèseic logoklop c, sumperilam-
banomènwn anjr¸pinwn diaskeu¸n, parag¸gwn TN kai twn DSP-tropopoihmènwn parallag¸n touc.

ˆ 236.964 arnhtikˆ zeÔgh (67,6%): antiproswpeÔoun peript¸seic antiperispasmoÔ tou sust matoc,
pou den sunistoÔn logoklop , exorussìmenoi se treic bajmÐdec duskolÐac.

H analogÐa arnhtik¸n proc jetikˆ eÐnai perÐpou 2; 08 : 1, gegonìc pou dikaiologeÐ th qr sh metrik¸n prosana-
tolismènwn sthn akrÐbeia (ìpwc to F0.5 -Score) stic epìmenec axiolog seic. H analogÐa aut  proèkuye metˆ
thn afaÐresh diplotÔpwn, h opoÐa periìrise ton arijmì twn arnhtik¸n kurÐwc stic kathgorÐec pou proèrqontai
apì to SMP, qwrÐc na ephreˆsei shmantikˆ tic upìloipec phgèc.

Ta jetikˆ zeÔgh taxinomoÔntai se pènte eureÐec kathgorÐec, oi opoÐec orÐzoun mia ierarqÐa duskolÐac gia to
èrgo thc anÐqneushc:

1. Anjr¸pinh Logoklop  (Bˆsh) � 3.757 zeÔgh (3,3%): Oi aujentikèc, mh tropopoihmènec
anjr¸pinec diaskeuèc apì to SMP.

2. Anjr¸pinh Logoklop  + DSP � 37.570 zeÔgh (33,0%): Anjr¸pinec diaskeuèc pou èqoun
uposteÐ tropopoi seic tonikoÔ Ôyouc   taqÔthtac. AxiologeÐtai katˆ pìson oi alloi¸seic s matoc
eparkoÔn gia na sugkalÔyoun thn anjr¸pinh logoklop .

3. Prwtìtupo + DSP � 12.190 zeÔgh (10,7%): DSP tropopoi seic pou efarmìzontai apeujeÐac se
prwtìtupa tm mata, qwrÐc parembol  TN. Apomon¸netai h epÐdrash twn alloi¸sewn s matoc apousÐa
TN.

4. Paragwg  mèsw AI (Bˆsh) � 5.472 zeÔgh (4,8%): Parˆgwga TN qwrÐc epiplèon DSP.
MetroÔn th basik  aniqneusimìthta thc exìdou kˆje genetikoÔ montèlou.

5. AI + DSP � 54.701 zeÔgh (48,1%): Sunjèseic paragìmenec apì TN kai epiplèon alloiwmènec se
tonikì Ôyoc kai taqÔthta.

Ta arnhtikˆ zeÔgh katanèmontai sqedìn isomer¸c stic treic bajmÐdec duskolÐac, diasfalÐzontac ìti h axi-
olìghsh kalÔptei isìrropa ìlo to fˆsma thc antipalìthtac. Parˆllhla, o èlegqoc fwnhtik c egkurìthtac
èdeixe ìti to 95,7% twn tmhmˆtwn phg c perièqoun aniqneÔsimo fwnhtikì perieqìmeno, gegonìc pou epitrèpei
thn axiolìghsh tou shmasiologikoÔ klˆdou WEALY sto 92,1% tou sunìlou twn zeug¸n.

Sunolikˆ, to sÔnolo dedomènwn COPYCAT parèqei èna ektenèc, domhmèno kai skìpima dÔskolo shmeÐo
anaforˆc, me saf  ierarqÐa duskolÐac, isorrophmènec arnhtikèc bajmÐdec kai elègqouc fwnhtik c egkurìthtac
pou uposthrÐzoun thn polutropik  axiolìghsh.

1.5.2 Bajmonìmhsh KatwflÐou

H diadikasÐa anaz thshc tou bèltistou orÐou apìfashc, me gn¸mona th megistopoÐhsh tou F0.5 -Score (dÐnontac
proteraiìthta sthn akrÐbeia), anèdeixe ta ex c:

Klˆdoc Metrik  F0.5 AkrÐbeia Anˆklhsh Kat¸fli
CLEWS Manhattan 0.6123 0.9276 0.2596 986.367
WEALY Sunhmitìnou 0.4421 0.4637 0.3743 0.749

Table 1.2: EpÐshma apotelèsmata epilog c nik triac metrik c bajmonìmhshc katwflioÔ.
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H uyhl  akrÐbeia tou akoustikoÔ klˆdou epibebai¸nei ìti to CLEWS spˆnia kˆnei yeudeÐc sunagermoÔc
akìmh kai ènanti twn sklhr¸n arnhtik¸n deigmˆtwn. Wstìso, h qamhl  anˆklhsh apokalÔptei to tÐmhma thc
sunthrhtik c apìfashc: to statikì gewmetrikì ìrio jusiˆzei thn pleionìthta twn bariˆ tropopoihmènwn AI
kai DSP parag¸gwn gia na prostateÔsei thn akrÐbeia.

To WEALY parousiˆzei shmantikˆ qamhlìterh akrÐbeia upodhlwnontac ìti wc autìnomoc aniqneut c, den
eparkeÐ. H qamhl  apìdosh tou, parˆ thn apodedeigmènh apotelesmatikìthtˆ tou sth bibliografÐa, apodÐdetai
se dÔo domikoÔc parˆgontec pou eis qjhsan katˆ thn kataskeu  tou sunìlou dedomènwn: (a) oi akraÐec DSP
paramorf¸seic (metatìpish Ôyouc, qronik  diastol ) alloi¸noun to fwnhtikì perÐblhma se shmeÐo pou o
apokwdikopoiht c Whisper den mporeÐ na anagnwrÐsei touc stÐqouc, kai (b) ta montèla paragwg c dhmiourgoÔn
yeudo-fwnhtikˆ teqnourg mata (akatanìhtec sullabèc) ta opoÐa, an kai diathr jhkan skìpima wc metablhtìc
parˆgontac, odhgoÔn se enswmat¸seic qwrÐc shmasiologik  antistoiqÐa me touc arqikoÔc stÐqouc.

1.5.3 SÔnjesh se EpÐpedo BajmologÐac

H diereÔnhsh thc sunergasÐac metaxÔ tou akoustikoÔ (CLEWS) kai tou shmasiologikoÔ (WEALY) klˆdou
mèsw miac apl c grammik c sÔnthxhc anèdeixe ènan saf  periorismì. Mèsw exantlhtik c anaz thshc plègmatoc
se 336 pijanoÔc sunduasmoÔc, brèjhke ìti to bèltisto bˆroc sugq¸neushc eÐnai stajerˆ � = 1:0 upèr tou
CLEWS. Autì shmaÐnei praktikˆ ìti h grammik  sÔnthxh apotugqˆnei, kaj¸c to sÔsthma mhdenÐzei pl rwc
th suneisforˆ tou WEALY.

H anˆlush euaisjhsÐac sto bˆroc � apokˆluye mia austhrˆ monotonik  kampÔlh: opoiod pote mh-mhdenikì
bˆroc kai an dojeÐ sto WEALY prokaleÐ pt¸sh thc sunolik c apìdoshc, kaj¸c ta uyhlˆ posostˆ yeud¸n
sunagerm¸n (false positives) tou shmasiologikoÔ klˆdou molÔnoun thn akrÐbeia tou akoustikoÔ.

Parìla autˆ, to gegonìc ìti sto prohgoÔmeno stˆdio bajmonìmhshc to WEALY emfˆnise shmantikˆ uyh-
lìterh anˆklhsh (37.4% ènanti 26.0% tou CLEWS) apodeiknÔei ìti upˆrqei sumplhrwmatikì s ma. To
prìblhma den eÐnai h apousÐa plhroforÐac, allˆ h adunamÐa miac grammik c sunˆrthshc na thn axiopoi sei
swstˆ � eÔrhma pou apoteleÐ to kÔrio kÐnhtro gia th metˆbash sthn epiblepìmenh mhqanik  mˆjhsh.

1.5.4 Apotelèsmata Duadik c AnÐqneushc Logoklop c

H taxinìmhsh twn apotelesmˆtwn se dÔo klˆseic (Ôparxh kai mh Ôparxh) logoklop c Ðzetai se treic ˆxonec: th
sunolik  epÐdosh anˆ eureÐa kathgorÐa tropopoÐhshc, leptomer c anˆlush anˆ tÔpo tropopoÐhshc kai anˆlush
proèleushc yeud¸c jetik¸n.

H epÐdosh anˆ eureÐa kathgorÐa tropopoÐhshc eÐnai h ex c (èqei exairejeÐ h perÐptwsh thc sÔnjeshc twn dÔo
klˆdwn, kaj¸c sumpÐptei me ton akoustikì klˆdo):

CLEWS WEALY
KathgorÐa AkrÐbeia Anˆklhsh F 0.5 AkrÐbeia Anˆklhsh F 0.5

1. Anjr¸pinh Logoklop  (Bˆsh) 33.3% 30.6% 0.327 1.9% 25.9% 0.024
2. Anjr¸pinh Logoklop  + DSP 81.7% 27.4% 0.585 15.8% 24.8% 0.171
3. Prwtìtupo + DSP 83.4% 95.2% 0.856 16.5% 80.1% 0.196
4. AI (Bˆsh) 26.2% 15.0% 0.228 5.4% 51.5% 0.066
5. AI + DSP 71.1% 10.3% 0.327 27.4% 34.3% 0.286

Table 1.3: EpÐdosh duadik c anÐqneushc logoklop c anˆ eureÐa kathgorÐa tropopoÐhshc.

'Opwc mporeÐ na parathrhjeÐ, h kathgorÐa Prwtìtupo + DSP eÐnai h eukolìterh gai ton akoustikì klˆdo,
kaj¸c oi alloi¸seic s matoc diathroÔn thn akoustik  dom  stajer . H anjr¸pinh logoklop  apodeiknÔetai
mètriac duskolÐac, en¸ h AI + DSP kathgorÐa eÐnai h duskolìterh. O shmasiologikìc klˆdoc WEALY upert-
ereÐ tou CLEWS stic AI kathgorÐec, kaj¸c ta fwnhtikˆ paramènoun anèpafa, allˆ apotugqˆnei patagwd¸c
stic anjr¸pinec diaskeuèc, ìpou oi fwnhtikèc apodìseic diafèroun.

'Oson aforˆ th leptomer c anˆlush anˆ tÔpo tropopoÐhshc, ta eur mata anˆ montèlo paragwg c eÐnai idi-
aÐtera apokaluptikˆ. Sugkekrimèna, to AudioLDM 2 parousiˆzei mhdenik  anÐqneush (0%) apì ton CLEWS
se ìlec tic parallagèc tou � apoteleÐ pl rec �tuflì shmeÐo� gia ton akoustikì q¸ro. To MusicGen
akoloujeÐ me praktikˆ mhdenik  anÐqneush (perÐpou 0�1%), me elˆqistec exairèseic. AntÐjeta, to MGE-LDM
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parousiˆzei thn uyhlìterh aniqneusimìthta, aggÐzontac 39,4% anˆklhsh sth basik  tou morf , ìtan diathreÐ-
tai to stoiqeÐo other, anadeiknÔontac saf  ierarqÐa steleq¸n: other > bass > drums. To stèleqoc
drums eÐnai to duskolìtero (mìlic 7,1% anˆklhsh), upodhl¸nontac ìti ta rujmikˆ motÐba parèqoun anepark 
diakritik  plhroforÐa. Se ìlec tic phgèc, h prosj kh DSP tropopoi sewn upobajmÐzei stajerˆ thn anˆklhsh.

O trÐtoc ˆxonac exètashc aforˆ ta lˆjh twn montèlwn. Ed¸ prokÔptei èna apì ta pio isqurˆ poiotikˆ
eur mata thc èreunac: to CLEWS katagrˆfei 0 yeud¸c jetikˆ apì thn kathgorÐa twn tuqaÐwn arnhtik¸n,
en¸ to 96.9% twn laj¸n tou proèrqetai apokleistikˆ apì ta kajolikˆ plhsièstera (Global Nearest) arnhtikˆ
(ta pio dÔskola kai kontinˆ deÐgmata tou sunìlou dedomènwn). Autì apodeiknÔei thn apìluth stajerìthta
tou akoustikoÔ q¸rou, o opoÐoc den mperdeÔei potè èna entel¸c ˆsqeto kommˆti me pragmatik  logoklop . To
WEALY, antÐjeta, katanèmei ta lˆjh tou sqedìn isomer¸c se ìla ta tiers, apodeiknÔontac ìti h akoustik 
ierarqÐa duskolÐac den èqei antÐkrisma ston shmasiologikì tou q¸ro.

1.5.5 Apìdosh Phg c

Ta apotelèsmata twn peiramˆtwn anˆjeshc enìc parˆgwgou kommatioÔ swstˆ sto pragmatkì prwtìtupì tou
apènanti se treÐc klimakwtèc peript¸seic antiperispasm¸n, anèdeixan mia endiafèrousa anatrop : to WEALY
kerdÐzei to CLEWS sth sunolik  apìdosh phg c (44.8% ènanti 38.2% sthn Top-1 AkrÐbeia). Parìti to
WEALY apètuqe sth duadik  anÐqneush lìgw thc adunamÐac tou na brei èna stajerì kat¸fli gia ìlo to
sÔnolo dedomènwn, apodeiknÔetai ikanìtato sto na bˆlei ta kommˆtia sth swst  seirˆ ìtan tou zhthjeÐ.
Wstìso, h uperoq  aut  ofeÐletai kurÐwc stic kathgorÐec parag¸menwn tragoudi¸n mèsw montèlwn TN (lìgw
thc diat rhshc twn fwnhtik¸n). Sugkekrimèna, sthn perÐptwsh AI (Bˆsh), to WEALY epitugqˆnei 50,4%
Top-1 ènanti 29,0% tou CLEWS, en¸ sthn AI + DSP 38,6% ènanti 23,4%. AntÐjeta, o CLEWS upertereÐ
suntriptikˆ stic anjr¸pinec kathgorÐec (60,9% ènanti 33,6% gia thn anjr¸pinh bˆsh) kai ftˆnei sqedìn th
tèleia apìdosh (98,5%) sthn Prwtìtupo + DSP kathgorÐa. H sumperiforˆ aut  epibebai¸nei ìti o WEALY
axiopoieÐ thn epanèntaxh twn aujentik¸n fwnhtik¸n sta parˆgwga mèsw TN, en¸ apotugqˆnei stic anjr¸pinec
diaskeuèc ìpou diaforetikoÐ ermhneutèc alloi¸noun th fwnhtik  tautìthta   allˆzoun pl rwc touc stÐqouc.

Parˆllhla, ìtan apotugqˆnei to CLEWS, qˆnei apokleistikˆ apì kajolikˆ plhsièstera arnhtikˆ (97,6%)
kai endo-kathgorikˆ (2,4%). H pl rhc apousÐa esfalmènwn apodìsewn se tuqaÐa arnhtikˆ shmaÐnei ìti o
akoustikìc q¸roc diathreÐ mia eÔrwsth domik  ierarqÐa: èna ˆsqeto, aujaÐreto kommˆti den protimˆtai potè
ènanti thc gn siac phg c. AntÐjeta, o WEALY katanèmei tic esfalmènec apodìseic tou sqedìn isomer¸c
kai stic treic bajmÐdec (40,9%, 31,1% 27,9%), antanakl¸ntac thn katˆrreush thc akoustik c ierarqÐac ston
shmasiologikì q¸ro. To pragmatikˆ anhsuqhtikì stoiqeÐo den eÐnai h katanom , h opoÐa  tan anamenìmenh
efìson h exìruxh arnhtik¸n ègine me bˆsh to montèlo CLEWS, allˆ o sunolikìc ìgkoc twn apotuqi¸n: to
WEALY apotugqˆnei na katatˆxei swstˆ thn phg  se pˆnw apì 43.000 erwt mata.

1.5.6 EurwstÐa se Strathgikèc Sugkˆluyhc

Ta apotelèsmata thc anˆlushc aut c, ìpou exetˆzetai o trìpoc pou oi nteterministikèc alloi¸seic DSP
ephreˆzoun th gewmetrik  apìstash twn parag¸gwn apì to prwtìtupo, apodeiknÔoun xekˆjarh tˆsh twn
alloi¸sewn na �wj soun� tic apostˆseic proc ta pˆnw, gia kˆje eÐdoc phg c, duskoleÔontac thn anÐqneush.
Sugkekrimèna, sthn perÐptwsh tou montèlou CLEWS, parathreÐtai saf c klimˆkwsh twn montèlwn: h kath-
gorÐa Prwtìtupo + DSP eÐnai h monadik  pou brÐsketai kˆtw apì to kat¸fli, akoloujoÔmenh apì ta MGE-
LDM parˆgwga, to MusicGen kai tèloc to AudioLDM 2, to opoÐo katalambˆnei th megalÔterh apìstash.
Oi DSP tropopoi seic auxˆnoun tic apostˆseic me diaforetik  èntash anˆloga me thn metabol : oi allagèc
sto Ôyoc (pitch) èqoun megalÔterh epÐdrash stic apostˆseic apì tic allagèc sthn taqÔthta (tempo), en¸ h
aÔxhsh eÐnai perÐpou summetrik  wc proc thn kateÔjunsh thc metabol c.

'Ena apì ta pio entupwsiakˆ eur mata proèkuye apì to AudioLDM 2: parousiˆzei mia entel¸c epÐpedh tˆsh
(�at trendline) se ìlec tic DSP alloi¸seic. Autì shmaÐnei ìti to montèlo adiaforeÐ pl rwc gia tic epiplèon
parallagèc se pitch kai tempo, kaj¸c h arqik  tou paragwg  èqei  dh katastrèyei th lanjˆnousa akoustik 
plhroforÐa se tètoio bajmì pou kamÐa peraitèrw alloÐwsh den kˆnei diaforˆ ston q¸ro tou CLEWS.

H ierarqÐa steleq¸n pou parathr jhke kai se prohgoÔmenec enìthtec epibebai¸netai pl rwc kai ed¸:
to other (armonikì/melwdikì perieqìmeno) diathreÐ th mikrìterh apìstash, akoloujoÔmeno apì to bass
(qamhlèc suqnìthtec), en¸ to drums (rujmikˆ motÐba) emfanÐzei th megalÔterh apìstash kai th mikrìterh
aniqneusimìthta.
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AntÐstoiqa, sthn perÐptwsh tou shmasiologikoÔ klˆdou, sto montèlo WEALY oi apostˆseic eÐnai genikˆ
uyhlìterec kai h prosj kh DSP prokaleÐ asÔmmetrec aux seic: oi kajodikèc metatopÐseic tonikoÔ Ôyouc (-4
hmitìnia) ephreˆzoun perissìtero thn apìstash apì tic anodikèc (+4). 'Olec oi phgèc sugklÐnoun se parìmoia
uyhlˆ epÐpeda apostˆsewn upì akraÐec sunj kec, upodeiknÔontac ìti to shmasiologikì s ma exoudeter¸netai
pl rwc apì tic akraÐec DSP paramorf¸seic.

1.5.7 Anˆlush Lanjˆnontoc Q¸rou kai Epexhghmatikìthta

To stˆdio autì twn peiramˆtwn ulopoi jhke se dÔo skèlh kai eÐqe skopì thn katanìhsh thc epÐdrashc twn
tropopoi sewn se epÐpedo lanjˆnontoc q¸rou kai th morf  pou ekdhl¸netai kˆje metabol  stic dianusmatikèc
anaparistˆseic.

Sto pr¸to skèloc, h optikopoÐhsh UMAP ston q¸ro tou CLEWS apokalÔptei saf¸c organwmènec topikèc
geitonièc: kˆje phg  (Anjr¸pinec Diaskeuèc, MusicGen, AudioLDM 2, MGE-LDM) sqhmatÐzei diakritì sÔm-
plegma gÔrw apì to prwtìtupo kommˆti anaforˆc. Ta parˆgwga AudioLDM 2 katalambˆnoun tic megalÔterec
apostˆseic, akoloujoÔmena apì MusicGen kai MGE-LDM, en¸ oi anjr¸pinec diaskeuèc emfanÐzoun megˆlh
metablhtìthta � se orismènec peript¸seic brÐskontai kontˆ sthn phg , se ˆllec uperbaÐnoun akìmh kai ta AI
parˆgwga. AntÐjeta, o q¸roc tou WEALY eÐnai anomoiogen c kai oi probolèc den emfanÐzoun saf  dom : oi
diaforetikèc phgèc allhlepikalÔptontai kai oi DSP parallagèc den sqhmatÐzoun aktinwtèc perifereiakèc domèc
gÔrw apì tic bˆseic touc, epibebai¸nontac thn èlleiyh sunektik c pagkìsmiac orgˆnwshc tou shmasiologikoÔ
q¸rou.

Sto deÔtero skèloc, h anˆlush twn dianusmˆtwn dèlta metatìpishc anˆ diˆstash gia kˆje zeÔgoc, apokalÔptei
saf  ierarqÐa ston q¸ro tou CLEWS. H kathgorÐa Prwtìtupo + DSP parˆgei tic mikrìterec metatopÐseic
me mhdenikèc energèc diastˆseic, kˆti pou shmaÐnei ìti oi alloi¸seic s matoc diatarˆssoun epifaneiakˆ ton
q¸ro. Oi katanomèc eÐnai parìmoiec me uyhlèc timèc metatopÐsewn tìso gia tic anjr¸pinec diaskeuèc, pou
energopoioÔn 149-197 diastˆseic, ìso kai gia tic AI paragwgèc, pou energopoioÔn 514-681 diastˆseic. Se
epÐpedo phg¸n, h katanom  metatopÐsewn gia to AudioLDM 2 xeqwrÐzei, shmei¸nontac uyhl  sugkèntrwsh se
megˆlec metatopÐseic kai diatarˆssontac sqedìn olìklhro to diˆnusma, energopoi¸ntac 968 apì tic 1024 di-
astˆseic tou CLEWS, gegonìc pou posotikopoieÐ thn pl rh akoustik  tou diafug . AntÐjeta, sthn perÐptwsh
tou WEALY, emfanÐzontai sumpiesmènec kai sqedìn omoiìmorfec katanomèc metatìpishc gia ìlec tic phgèc
kai kathgorÐec, me thn anjr¸pinh logoklop  na prokaleÐ tic megalÔterec metatopÐseic (lìgw diaforetik¸n
fwnhtik¸n apodìsewn).

To pio krÐsimo eÔrhma, wstìso, proèkuye apì thn exètash twn pio shmantik¸n diastˆsewn, dhlad  aut¸n pou
teÐnoun na metabˆllontai perissìtero, ìpou kai diapist¸jhke ìti h alloÐwsh meÐwshc taqÔthtac (tempo-down)
apoteleÐ mia xekˆjarh outlier (poiotikˆ diaforetik ) diataraq  ston akoustikì klˆdo. Sugkekrimèna, gia to
CLEWS, oi diamorf¸seic me tempo 0:90� parˆgoun dramatikˆ megalÔterec metatopÐseic apì ìlec tic ˆllec
DSP diamorf¸seic, me energèc diastˆseic pou ftˆnoun tic 955-966. Parˆllhla, ta diagrˆmmata epikˆluyhc di-
astˆsewn (Top-30 dimension overlap) epibebai¸noun ìti to tempo-down stoqeÔei en mèrei diaforetikì sÔnolo
diastˆsewn se sÔgkrish me ìlec tic ˆllec DSP tropopoi seic, me epikalÔyeic pou pèftoun èwc kai 2-4 koinèc
diastˆseic (stic Anjr¸pinec Diaskeuèc). AntÐjeta, oi perissìterec ˆllec DSP diamorf¸seic moirˆzontai 27-
30 apì tic 30 pio shmantikèc diastˆseic. Sto WEALY, h kÔria euaisjhsÐa entopÐzetai sth meÐwsh Ôyouc
(pitch-down), gegonìc pou antanaklˆ thn arqitektonik  tou apokwdikopoiht  Whisper kai thn exˆrths  tou
apì tic fwnhtikèc morfèc.

1.5.8 Apotelèsmata Epiblepìmenhc Taxinìmhshc

Ta apotelèsmata thc epiblepìmenhc taxinìmhshc parousiˆzontai se tèssera stˆdia: melèth afaÐreshc sqedi-
asmènwn qarakthristik¸n, peirˆmata me akatèrgastec enswmat¸seic, anˆlush sÔgklishc ubridik¸n montèlwn
kai diagnwstik  exètash twn apotelesmˆtwn anˆlush thc shmantikìthtac qarakthristik¸n.

Ta apotelèsmata thc Fˆshc 1 eÐnai ta ex c:

'Opwc parathreÐtai, h qr sh epiblepìmenou taxinomht  (XGBoost) se sqediasmèna qarakthristikˆ (apostˆ-
seic kai sunoptikèc parˆmetroi dèlta) prosfèrei oriak  beltÐwsh ènanti twn gramm¸n bˆshc katwflÐou. H
kalÔterh diamìrfwsh epitugqˆnetai apì ìla ta sqediasmèna qarakthristikˆ mazÐ me ta fwnhtikˆ metadedomèna
(24 + 5 qarakthristikˆ). To an¸tato ìrio twn sqediasmènwn qarakthristik¸n (qwrÐc fwnhtikˆ metadedomèna)
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PeÐrama Qarak. F0.5 CI 95 AkrÐbeia Anˆklhsh F1 Qrìnoc (s/fold)
Statikˆ Kat¸flia (anaforˆ)
CLEWS Manhattan Kat¸fli � 0.6123 � 0.9276 0.2596 0.4056 �
WEALY Cosine Kat¸fli � 0.4421 � 0.4637 0.3743 0.4137 �
Fˆsh 1: Melèth AfaÐreshc Qarakthristik¸n
1. CLEWS Apìstash (Nik tria) 1 0.6072 �0.0015 0.9084 0.2615 0.4059 1.21
2. WEALY Apìstash (Nik tria) 1 0.4282 �0.0014 0.4455 0.3715 0.4049 1.25
3. 'Olec oi Apostˆseic (Nik triec) 2 0.6194 �0.0024 0.8423 0.3028 0.4445 1.24
4. CLEWS Dèlta Statistikˆ 11 0.5814 �0.0031 0.6747 0.3749 0.4818 1.48
5. WEALY Dèlta Statistikˆ 11 0.3983 �0.0016 0.3920 0.4268 0.4084 1.52
6. 'Ola ta Dèlta Statistikˆ 22 0.6057 �0.0022 0.6906 0.4067 0.5116 2.01
7. Sqediasmèna (QwrÐc Fwnhtikˆ) 24 0.6166 �0.0024 0.6955 0.4247 0.5271 2.03
8. Sqediasmèna (Me Fwnhtikˆ) 29 0.8526 �0.0017 0.8762 0.7704 0.8197 2.28
9. Mìno Fwnhtikˆ Metadedomèna 5 0.8360 �0.0010 0.8959 0.6620 0.7605 1.13

Table 1.4: Apotelèsmata Fˆshc 1. 'Ola ta peirˆmata ekteloÔntai gia 10 diaforetikèc peript¸seic ¸ste na
apotupwjeÐ diˆsthma empistosÔnhc.

eÐnai ousiastikˆ Ðdio me to ìrio tou statikoÔ katwflÐou, epibebai¸nontac ìti oi sumpiesmènec bajmwtèc ana-
parastˆseic tou lanjˆnontoc q¸rou den sullambˆnoun arket  diakritik  plhroforÐa.

SuneqÐzontac, sth Fˆsh 2, h qr sh tou pl rouc dianÔsmatoc dèlta odhgeÐ sta ex c apotelèsmata:

PeÐrama Qarak. F0.5 CI 95 AkrÐbeia Anˆklhsh Qrìnoc (s/fold)
Sqediasmèna (QwrÐc Fwnhtikˆ) 24 0.6166 �0.0024 0.6955 0.4247 2.03
CLEWS � diˆnusma (1024D) 1024 0.8115 �0.0016 0.8561 0.6719 118.93
WEALY � diˆnusma (512D) 512 0.4918 �0.0021 0.5262 0.3905 53.03

Table 1.5: Apotelèsmata qr shc pl rouc dianÔsmatoc dèlta, se sÔgkrish me to anaforikì peÐrama twn 24
sqediasmènwn qarakthristik¸n (qwrÐc Fwnhtikˆ) thc Fˆshc 1.

Aut  h aÔxhsh +20 monˆdwn sto F0.5 -Score, se sÔgkrish me to peÐrama twn 24 sqediasmènwn qarakthristik¸n
eÐnai polÔ shmantik , kaj¸c ekdhl¸nei ìti o akatèrgastoc q¸roc anaparˆstashc perièqei shmantik  diakritik 
plhroforÐa pou oi sunoptikèc parˆmetroi apotugqˆnoun na apotup¸soun. To tÐmhma eÐnai to upologistikì
kìstoc: o qrìnoc ekpaÐdeushc auxˆnetai apì 2 se 119 deuterìlepta anˆ anadÐplwsh (per fold).

'Etsi, parakineÐtai h anˆlush sÔgklishc twn K shmantikìterwn (pio suqnˆ metabalìmenwn) diastˆsewn sto
CLEWS gia na brejeÐ h h kalÔterh isorropÐa metaxÔ uyhl c apìdoshc kai upologistikoÔ kìstouc. Ta
apotelèsmata eÐnai ta ex c:

K F0.5 CI 95 Qrìnoc (s/fold)
10 0.5017 �0.0018 1.50
30 0.6124 �0.0014 3.02
50 0.6469 �0.0015 3.99
100 0.6867 �0.0012 6.69
256 0.7492 �0.0025 22.78
512 0.7922 �0.0018 54.37
1024 0.8115 �0.0016 119.25

Table 1.6: Apotelèsmata sÔgklishc twn Top-K diastˆsewn sto montèlo CLEWS.

H anˆlush sÔgklishc deÐqnei ìti oi 512 diastˆseic apì tic 1024 ftˆnoun to 98,3% thc apìdoshc tou pl rouc
q¸rou sto misì upologistikì kìstoc (54 ènanti 119 deuterolèptwn).

Sth Fˆsh 3 pragmatopoieÐtai sunduasmìc sqediasmènwn qarakthristik¸n (24) me tic korufaÐec K diastˆseic
tou CLEWS pou brèjhkan prohgoumènwc kai prokÔptoun ta ex c:

H perÐptwsh twn sqediasmènwn qarakthristik¸n sunduasmènwn me tic korufaÐrec 512 akatèrgastec diastˆseic
CLEWS apodÐdei to bèltisto shmeÐo leitourgÐac. To montèlo autì xepernˆ to kat¸fli tou CLEWS katˆ
+0,193 sthn F 0.5 kai belti¸nei thn anˆklhsh apì 26,0% se 67,8% (2; 6�).
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RÔjmish Qar. F0.5 CI 95 AkrÐbeia Anˆklhsh Qrìnoc (s/fold)
Sqediasmèna (QwrÐc Fwnhtikˆ) 24 0.6166 �0.0024 0.6955 0.4247 2.03
CLEWS � diˆnusma (1024D) 1024 0.8115 �0.0016 0.8561 0.6719 118.93
Ubridikì + Top-256 CLEWS 280 0.7790 �0.0018 0.8237 0.6404 25.74
Ubridikì + Top-512 CLEWS 536 0.8052 �0.0014 0.8448 0.6783 54.69
Ubridikì + Top-1024 CLEWS 1048 0.8194 �0.0018 0.8567 0.6982 112.32

Table 1.7: Apotelèsmata Ubridik¸n Peiramˆtwn.

H anˆlush shmantikìthtac qarakthristik¸n deÐqnei ìti oi akatèrgastec diastˆseic suneisfèroun kajemiˆ me
mikr  atomik  epÐdrash, allˆ to swreutikì touc apotèlesma eÐnai autì pou odhgeÐ sth dramatik  beltÐwsh �
akrib¸c h plhroforÐa pou qˆnetai stic sunoptikèc paramètrouc. 'Ena ˆllo krÐsimo mejodologikì eÔrhma thc
melèthc shmantikìthtac eÐnai h anakˆluyh thc parˆkamyhc pou prokÔptei qrhsimopoi¸ntac ta qarakthristikˆ
fwnhtik¸n metadedomènwn. Sugkekrimèna, o taxinomht c pou perilambˆnei pènte metadedomèna fwnhtik c
egkurìthtac epitugqˆnei F 0.5 = 0,8526, en¸ akìmh kai mìno ta fwnhtikˆ metadedomèna (5 qarakthristikˆ)
dÐnoun F0.5 = 0,8360, xepern¸ntac kˆje ˆllh nìmimh diamìrfwsh. H parˆkamyh pou sumbaÐnei eÐnai to gegonìc
ìti o taxinomht c ekmetalleÔetai mia eÔkola prosbˆsimh susqètish twn metadedomènwn me thn kathgorÐa
tropopoÐhshc, antÐ na aniqneÔei pragmatik  mousik  omoiìthta. 'Etsi, to sÔnolo fwnhtik¸n metadedomènwn
apokleÐsthke suneidhtˆ apì to telikì montèlo, apotel¸ntac èna sugkekrimèno teqnoÔrghma (artifact) tou
trìpou dhmiourgÐac tou sunìlou dedomènwn.

To telikì montèlo pou epilèqjhke eÐnai to ubridikì montèlo pou sunduˆzei ta sqediasmèna qarakthristikˆ
me tic korufaÐec 512 diastˆseic, wc h pio isorrophmènh epilog  se apìdosh kai qrìno ekpaÐdeushc kai qwrÐc
parakˆmyeic.

Epomènwc, h katˆtaxh tou epilegmènou montèlou se ìla ta prohgoÔmena peirˆmata eÐnai:

Mèjodoc Qar. F0.5 AkrÐbeia Anˆklhsh F1

Statikˆ Kat¸flia
CLEWS Manhattan Kat¸fli � 0.6123 0.9276 0.2596 0.4056
WEALY Cosine Kat¸fli � 0.4421 0.4637 0.3743 0.4137
Epiblepìmenoi Taxinomhtèc
XGBoost: Sqediasmèna (QwrÐc Fwnhtikˆ) 24 0.6166 0.6955 0.4247 0.5271
XGBoost: CLEWS � diˆnusma 1024 0.8115 0.8561 0.6719 0.7527
XGBoost: Ubridikì Top-512 (Telikì) 536 0.8052 0.8448 0.6783 0.7523
Agno jhke (Parˆkamyh)
XGBoost: Sqediasmèna (Me Fwnhtikˆ) 29 0.8526 0.8762 0.7704 0.8197

Table 1.8: Pl rhc pÐnakac sÔgkrishc ìlwn twn mejìdwn.

Kai gia sunèpeia, ofeÐlei na axiologhjeÐ o telikìc epiblepìmenoc taxinomht c pou epilèqjhke mèsw thc Ðdiac
anˆlushc tri¸n epipèdwn pou upobl jhkan ta montèla statik¸n katwfli¸n sto stˆdio thc Duadik c Tax-
inìmhshc.

CLEWS Kat¸fli XGBoost Ubridikì Top-512 (� 95% CI)
KathgorÐa AkrÐbeia Anˆklhsh F 0.5 AkrÐbeia Anˆklhsh F 0.5

1. Anjr¸pinh Logoklop  (Bˆsh) 33.3% 30.6% 0.327 18.4%�0.4% 86.5%�0.5% 0.219�0.005
2. Anjr¸pinh Logoklop  + DSP 81.7% 27.4% 0.585 68.4%�0.6% 83.1%�0.4% 0.709�0.005
3. Prwtìtupo + DSP 83.4% 95.2% 0.856 45.7%�0.7% 99.3%�0.0% 0.512�0.007
4. AI (Bˆsh) 26.2% 15.0% 0.228 17.7%�0.4% 56.5%�0.3% 0.205�0.004
5. AI + DSP 71.1% 10.3% 0.327 65.5%�0.6% 50.0%�0.3% 0.617�0.004
SUNOLO 92.8% 26.0% 0.612 84.2%�0.4% 67.7%�0.3% 0.803�0.003

Table 1.9: SÔgkrish thc epÐdoshc twn dÔo mejìdwn anˆ eureÐa kathgorÐa tropopoÐhshc.

Kai h anˆlush twn laj¸n pou shmei¸nontai:

H anˆlush anˆ eureÐa kathgorÐa apokalÔptei th jemeli¸dh diaforˆ twn dÔo proseggÐsewn. O epiblepìmenoc
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Mèjodoc Global Intra-Cat. Random SÔnolo YJ
CLEWS Kat¸fli 2,231 (96.9%) 72 (3.1%) 0 (0.0%) 2,303
Ubridikì Top-512 7,682�393 (53.3%) 4,640�57 (32.2%) 2,090�40 (14.5%) 14,413�404

Table 1.10: SÔgkrish twn Yeud¸c Jetik¸n peript¸sewn pou shmei¸nontai stic peript¸seic statikoÔ
katwflioÔ apìfashc sto montèlo CLEWS kai tou UbridikoÔ Top-512 montèlou.

taxinomht c leitourgeÐ wc mazikìc elegkt c: uyhlìterh anˆklhsh (67,7%), qamhlìterh allˆ akìmh uyhl 
akrÐbeia (84,2%), me thn eisagwg  periorismènwn tuqaÐwn yeud¸c jetik¸n (14,5% twn FJ). To statikì
kat¸fli leitourgeÐ wc deutereÔwn exeidikeumènoc èlegqoc: exairetikˆ uyhl  akrÐbeia (92,8%), mhdenikˆ tuqaÐa
yeud¸c jetikˆ, allˆ polÔ qamhl  anˆklhsh (26,0%).

H pio entupwsiak  beltÐwsh aforˆ thn kathgorÐa AI + DSP, ìpou h anˆklhsh auxˆnetai apì 10,3% se 50,0%
me ton taxinomht  � beltÐwsh 5�. To F 0.5 -Score sqedìn diplasiˆzetai apì 0,327 se 0,617. Autì apodeiknÔei
ìti oi akatèrgastec diastˆseic tou CLEWS perièqoun diakritikˆ motÐba gia AI-paragìmenh logoklop  pou o
sugkentrwtikìc deÐkthc apìstashc adunateÐ na sullˆbei.

1.6 Sumperˆsmata

1.6.1 ErmhneÐa Apotelesmˆtwn

H kentrik  diapÐstwsh aut c thc èreunac eÐnai ìti h mousik  logoklop  mèsw Paragwgik c Teqnht c
NohmosÔnhc (Generative AI) den apoteleÐ apl¸c mia pio dÔskolh parallag  thc paradosiak c anagn¸r-
ishc mousik¸n ekdìsewn (MVI), allˆ antijètwc, sunistˆ èna poiotikˆ diaforetikì pedÐo (domain) pou ekjètei
ta domikˆ ìria twn sumbatik¸n susthmˆtwn sÔgkrishc mousik c omoiìthtac.

H axiolìghsh twn proekpaideumènwn montèlwn MVI (CLEWS, WEALY) apèdeixe ìti, en¸ leitourgoÔn ˆrista
se nteterministikèc alloi¸seic s matoc (DSP), katarrèoun mprostˆ sth rizik  anasÔnjesh pou epibˆllei h
teqnht  nohmosÔnh (epibebaÐwsh thc Upìjeshc 1). Oi tropopoi seic pou efarmìzoun ta montèla TN
pˆnw sto arqikì kommˆti apodeiknÔetai ìti den eÐnai qamhloÔ epipèdou, allˆ anadomoÔn pl rwc thn akoustik 
tou epifˆneia. To epÐpedo aut c thc alloÐwshc den eÐnai eniaÐo: montèla ìpwc to AudioLDM 2 diagrˆfoun
sqedìn oloklhrwtikˆ th lanjˆnousa tautìthta tou arqikoÔ kommatioÔ, sunist¸ntac akraÐa perÐptwsh apo-
tuqÐac anÐqneushc, en¸ montèla ìpwc to MGE-LDM pou exart¸ntai apì to diathroÔmeno mousikì stoiqeÐo
(stem), emfanÐzoun pio bajmiaÐa sumperiforˆ. H efarmog  DSP epÐ AI-paragìmenou  qou epidein¸nei peraitèrw
th metatìpish, epibebai¸nontac ìti h sÔnjeth sugkˆluyh ajroÐzei tic duskolÐec. EmfanÐzetai aÔxousa
ierarqÐa apostˆsewn apì tropopoi seic s matoc (mikrìterh diataraq ) proc sÔnjeth sugkˆluyh AI+DSP
(megalÔterh), epalhjeÔontac thn Upìjesh 2.

H anˆlush eurwstÐac kai h epexhghmatikìthta lanjˆnontoc q¸rou apokalÔptoun ìti h logoklop  mèsw TN den
eÐnai eniaÐo fainìmeno allˆ oikogèneia metasqhmatism¸n pou alloi¸noun touc lanjˆnontec q¸rouc me susth-
matikˆ diaforetikoÔc trìpouc. Ston akoustikì q¸ro, h meÐwsh taqÔthtac (tempo-down) anadeiknÔetai wc
poiotikˆ diaforetik  diataraq : den parˆgei aparaÐthta tic megalÔterec sunolikèc apostˆseic, allˆ prokaleÐ
thn pio diakrit  kai ektetamènh diataraq , energopoi¸ntac shmantikˆ perissìterec diastˆseic kai stoqeÔon-
tac en mèrei diaforetikì sÔnolo suntetagmènwn. Autì exhgeÐ giatÐ h meÐwsh taqÔthtac den emfanÐzetai wc
duskolìterh sunj kh sth duadik  anÐqneush (ìpou metrˆtai mìno h bajmwt  apìstash), allˆ ja mporoÔse na
apotelèsei trwtì shmeÐo gia ènan epiblepìmeno taxinomht  pou majaÐnei motÐba anˆ diˆstash. AntÐjeta, ston
shmasiologikì q¸ro, h megalÔterh euaisjhsÐa entopÐzetai sth meÐwsh tonikoÔ Ôyouc (pitch-down), gegonìc
pou sunˆdei me thn arqitektonik  tou apokwdikopoiht  Whisper, tou opoÐou h katanìhsh thc omilÐac exartˆtai
krÐsima apì tic fwnhtikèc morfèc. Se epÐpedo stelèqouc, h Ðdia ierarqÐa emfanÐzetai diaqronikˆ: other > bass
> drums. To armonikì/melwdikì ulikì diathreÐ to isqurìtero Ðqnoc tautìthtac, to mpˆso diathreÐ merik 
tautìthta, en¸ ta tÔmpana eÐnai to asjenèstero s ma � mˆlista, se sunj kec mìno rujmik c diat rhshc,
h apìdosh phg c upoleÐpetai thc tuqaÐac bˆshc, upodeiknÔontac ìti to rujmikì perieqìmeno mporeÐ na eÐnai
paraplanhtikì. Autˆ ta eur mata epibebai¸noun thn Upìjesh 3 perÐ exˆrthshc aniqneusimìthtac apì ton
tÔpo tou stelègqouc pou diathreÐtai.

H sugkritik  sumperiforˆ akoustikoÔ kai shmasiologikoÔ klˆdou uposthrÐzei isqurˆ thn Upìjesh 4. O
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akoustikìc klˆdoc leitourgeÐ exairetikˆ sunthrhtikˆ me polÔ uyhl  akrÐbeia kai mhdenikˆ yeud¸c jetikˆ apì
tuqaÐa arnhtikˆ, allˆ qˆnei pollèc peript¸seic logoklop c. O shmasiologikìc klˆdoc suneisfèrei ousiastikˆ
mìno upì sugkekrimènec sunj kec � idÐwc ìtan ta arqikˆ fwnhtikˆ epanenswmat¸nontai se AI-paragìmeno
organikì upìbajro � ìpou anaktˆ alhj¸c jetikˆ pou o akoustikìc klˆdoc susthmatikˆ qˆnei. Wstìso, parˆ
th saf  sumplhrwmatikìthtˆ touc, h prospˆjeia grammik c sÔnjeshc (score-level fusion) apètuqe, mhdenÐzon-
tac th suneisforˆ tou WEALY, me bèltisto � = 1:0 (apokleistikˆ akoustikìc klˆdoc). Autì to arnhtikì
apotèlesma den shmaÐnei ìti h shmasiologik  plhroforÐa eÐnai ˆqrhsth, allˆ ìti h allhlepÐdrash twn dÔo
tropikot twn apaiteÐ pio sÔnjetec mejìdouc apìfashc.

Aut  akrib¸c h diapÐstwsh odhgeÐ ˆmesa sthn epiblepìmenh mˆjhsh, ìpou kai emfanÐzetai to isqurìtero eÔrhma
thc ergasÐac: h sumpÐesh enìc poludiˆstatou lanjˆnontoc q¸rou se mÐa monodiˆstath apìstash (scalar dis-
tance) katastrèfei polÔtimh plhroforÐa. H krÐsimh beltÐwsh tou epiblepìmenou taxinomht  proèrqetai kurÐwc
apì thn èkjes  tou se akatèrgasta dianÔsmata diaforˆc enswmˆtwshc antÐ gia sumpiesmènec sunoptikèc
paramètrouc, apodeiknÔontac ìti h lanjˆnousa plhroforÐa logoklop c eÐnai katanemhmènh se pollèc diastˆ-
seic kai den sullambˆnetai apì bajmwtèc apostˆseic. H epilegmènh ubridik  diamìrfwsh Top-512 deÐqnei ìti
to isqurìtero montèlo prokÔptei apì ton sunduasmì sqediasmènwn qarakthristik¸n kai akatèrgastwn di-
astˆsewn CLEWS, prosfèrontac bèltisth isorropÐa metaxÔ apìdoshc kai upologistikoÔ kìstouc. Wstìso,
h anˆlush anadeiknÔei kai to fainìmeno suntìmeushc (shortcut learning) mèsw fwnhtik¸n metadedomènwn,
upogrammÐzontac thn anˆgkh prosektikoÔ elègqou qarakthristik¸n se polutropikˆ peribˆllonta.

Apì praktik c skopiˆc, ta dÔo leitourgikˆ shmeÐa - to montèlo katwflÐou CLEWS kai o epiblepìmenoc
ubridikìc taxinomht c Top-512 - den prèpei na jewroÔntai antagwnistikèc apant seic sto Ðdio prìblhma allˆ
dÔo sumplhrwmatikèc leitourgÐec beltistopoihmènec gia diaforetikèc proteraiìthtec. To montèlo CLEWS
basismèno sto statikì kat¸fli, ìntac sunthrhtikì me exairetikˆ uyhl  akrÐbeia kai pl rh apousÐa tuqaÐwn
yeud¸c jetik¸n, kajÐstatai idanikì gia deutereÔon austhrì èlegqo, me to ubridikì montèlo na leitourgeÐ
wc prwtarqikìc, mazikìc èlegqoc gia eureÐa sˆrwsh kai dialog , efìson parousiˆzei megalÔterh kˆluyh me
mètria jusÐa akrÐbeiac.

1.6.2 MejodologikoÐ PeriorismoÐ

ArketoÐ mejodologikoÐ periorismoÐ periorÐzoun thn ermhneÐa kai genÐkeush twn eurhmˆtwn. Pr¸ton, h fwn-
htik  parˆkamyh pou anakalÔfjhke katˆ thn epiblepìmenh taxinìmhsh apoteleÐ èndeixh susqètishc se epÐpedo
sunìlou dedomènwn. H rht  exaÐresh aut¸n twn qarakthristik¸n apì thn telik  epilog  montèlou  tan
aparaÐthth gia thn akeraiìthta thc ergasÐac. DeÔteron, h kataskeu  tou arnhtikoÔ sunìlou basÐsthke
se exìruxh me akoustik  omoiìthta CLEWS, euno¸ntac ton akoustikì q¸ro kai exhg¸ntac en mèrei thn
katˆrreush thc arnhtik c ierarqÐac sto WEALY. TrÐton, h eswterik  isorropÐa tou sunìlou dedomènwn
eÐnai skìpima stajmismènh upèr twn duskolìterwn kathgori¸n (AI+DSP), prˆgma pou shmaÐnei ìti ta sug-
kentrwtikˆ apotelèsmata ephreˆzontai perissìtero apì sÔnjetec sugkalÔyeic parˆ apì mh tropopoihmènec
peript¸seic. H poikilomorfÐa tou sunìlou dedomènwn periorÐzetai apì èna peperasmèno sÔnolo phg¸n kai
mìno trÐa montèla paragwg c, ta opoÐa, an kai antiproswpeutikˆ, den exantloÔn to taqèwc exelissìmeno
topÐo thc AI mousik c. Epiplèon, ta montèla CLEWS kai WEALY qrhsimopoi jhkan qwrÐc exeidikeumènh
prosarmog  (�ne-tuning), axiolog¸ntac th metabibasimìthta kai ìqi th bèltisth prosarmosmènh apìdosh.
Tèloc, to stˆdio thc epiblepìmenhc mˆjhshc den upobl jhke se exantlhtik  anaz thsh uperparamètrwn kai h
anÐqneush fwnhtik c drasthriìthtac basÐsthke se energeiakì euretikì kanìna parˆ se montèlo. Ta eur mata
prèpei epomènwc na ermhneÔontai wc isqurˆ diagnwstikˆ apotelèsmata kai arqèc bˆshc parˆ wc to an¸tato
ìrio thc apìdoshc anÐqneushc AI logoklop c.

1.6.3 Mellontikèc KateujÔnseic

H paroÔsa ergasÐa jètei ta jemèlia gia thn antimet¸pish thc AI logoklop c, upodeiknÔontac safeÐc kateu-
jÔnseic gia to mèllon:

ˆ Epèktash Sunìlou Dedomènwn: H enswmˆtwsh dedomènwn ìpwc to SONICS, to opoÐo peril-
ambˆnei kommˆtia me entel¸c diaforetik  enorq strwsh allˆ panomoiìtupouc stÐqouc, ja epitrèyei th
dikaiìterh kai pio isorrophmènh axiolìghsh tou shmasiologikoÔ klˆdou se aujentikèc (kai ìqi proso-
moiwmènec) sunj kec logoklop c.
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ˆ Exeidikeumènh Prosarmog  (Fine-Tuning): Sthn paroÔsa fˆsh, ta montèla MVI qrhsi-
mopoi jhkan me �pagwmènec'' paramètrouc. H epanekpaÐdeus  touc (�ne-tuning) apokleistikˆ se de-
domèna AI logoklop c, me skopì na mˆjoun tic eidikèc diataraqèc pou prokaleÐ h paragwgik  teqnht 
nohmosÔnh, anamènetai na aux sei dramatikˆ thn akrÐbeiˆ touc.

ˆ Apofˆseic se EpÐpedo KommatioÔ (Track-Level Decisions): H metˆbash apì apofˆseic se
epÐpedo tm matoc (segment-level 20 deuterolèptwn) se sunolikèc apofˆseic anˆ tragoÔdi (track-level).
H anˆptuxh enìc mhqanismoÔ sunˆjroishc pou ja krÐnei an o arijmìc twn �Ôpoptwn� tmhmˆtwn eparkeÐ
gia na jewrhjeÐ olìklhro to èrgo wc proðìn logoklop c.

ˆ BeltÐwsh AnÐqneushc Fwnhtik c Drasthriìthtac: H antikatˆstash thc euretik c mejìdou
VAD me bajiˆ neurwnikˆ montèla anagn¸rishc fwn c.

ˆ DiereÔnhsh Enallaktik¸n Arqitektonik¸n Taxinìmhshc: Parìti o algìrijmoc XGBoost
apodeÐqjhke exairetikˆ apodotikìc, h èreuna den qreiˆzetai na perioristeÐ se mejìdouc sunìlwn dèn-
trwn (tree ensembles). Mia uposqìmenh mellontik  kateÔjunsh eÐnai h antikatˆstash tou telikoÔ
taxinomht  me arqitektonikèc bajiˆc mˆjhshc, ìpwc MLPs   dÐktua pou enswmat¸noun mhqanismoÔc
prosoq c (attention-based mechanisms). Eidikˆ katˆ thn axiolìghsh twn akatèrgastwn poludiˆs-
tatwn dianusmˆtwn metatìpishc (raw deltas), oi mhqanismoÐ self-attention ja mporoÔsan na anadeÐxoun
kai na montelopoi soun pio apotelesmatikˆ tic mh-grammikèc, diastauroÔmenec allhlepidrˆseic (cross-
dimensional synergies) metaxÔ twn qarakthristik¸n, prosfèrontac endeqomènwc akìmh megalÔterh di-
akritik  ikanìthta kai bajÔterh katanìhsh tou lanjˆnontoc q¸rou.
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Chapter 2

Introduction

Music plagiarism is both a longstanding and an increasingly urgent problem. Throughout the history of
popular music, disputes over unauthorized borrowing of melodies, lyrics, and musical ideas have led to costly
legal battles, damaged reputations, and signi�cant �nancial losses for creators and rightsholders alike [1, 3].
Yet despite its prevalence, music plagiarism remains inherently di�cult to de�ne: there is no universally
accepted rule that determines where legitimate musical in�uence ends and actionable copying begins. What
constitutes infringement depends on subjective judgments about musical similarity, legal standards that vary
across jurisdictions, and context-dependent assessments by experts and courts [4, 5]. This ambiguity makes
automatic plagiarism detection a fundamentally challenging task, even before considering the additional
complications introduced by modern technology.

Until recently, the most widely deployed systems for identifying musical content - such as Shazam and
YouTube's Content ID - have relied on audio �ngerprinting: matching a query recording against a database of
known tracks by comparing compact acoustic signatures. These systems are highly e�ective when the query
is an exact or near-exact copy of a catalogued recording, but they are not designed to detect plagiarism.
When a borrowed melody appears in a new arrangement, performed by di�erent instruments, sung by a
di�erent voice, or produced in a di�erent style, �ngerprint-based systems will typically fail to recognize the
relationship, because the acoustic surface has changed even though the underlying musical idea has not.

The rapid emergence of publicly available AI music generation tools has made this limitation far more
consequential. Platforms such as Suno and Udio now allow anyone to generate complete songs from simple text
prompts or audio references, producing professional-sounding recordings with novel instrumentation, vocals,
and production. This accessibility creates a dual risk. On the one hand, such tools can be used deliberately to
conceal plagiarized material by regenerating a stolen melody or harmonic progression in an entirely di�erent
acoustic form. On the other hand, the generative models themselves have been shown to memorize and
reproduce fragments of their copyrighted training data, raising the possibility that plagiarism may occur
even without the user's intent [6, 7, 4]. Major record labels have already �led copyright infringement lawsuits
against both Suno and Udio, accusing them of training on unlicensed music at massive scale [8, 9], while
artists and rights organizations have expressed growing concern about unauthorized use of their work, dilution
of royalty pools, and the broader marginalization of human musical creation [9].

In this landscape, �ngerprint-based content identi�cation is no longer su�cient. What is needed are de-
tection systems that can recognize preserved musical identity even when the acoustic realization has been
radically transformed - whether by human reinterpretation, AI-based regeneration, signal-level modi�cations,
or combinations of all three. While prior research has explored music similarity through symbolic represen-
tations and metadata, many real-world plagiarism scenarios involve commercial recordings that exist only as
raw audio �les, making audio-based approaches essential for practical deployment [1, 7]. At the same time,
the relevant research landscape remains fragmented: plagiarism detection, AI-music memorization analy-
sis, synthetic music detection, and music version identi�cation each address related but distinct aspects of
the problem, and none of them fully covers the scenario in which a source track must be identi�ed after
AI-mediated transformation and deliberate obfuscation.
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This thesis addresses precisely this gap. Its primary goal is to investigate whether music plagiarism can
still be reliably detected when the original material has been transformed through generative AI and further
concealed by signal-level modi�cations. More speci�cally, this work aims to:

ˆ Construct an AI-augmented evaluation benchmark based on real-world plagiarism cases, ex-
tended with synthetic derivatives and digital obfuscations to realistically simulate modern adversarial
concealment.

ˆ Assess the e�ectiveness of existing music similarity models on this new task, evaluating their
ability to recognize preserved musical identity across human covers, AI-generated tracks, and compound
modi�cations.

ˆ Investigate the combination of acoustic and semantic evidence, exploring whether integrating
general musical structure with vocal and lyrical information improves overall detection.

ˆ Examine model robustness and source attribution, testing whether the correct original source
can still be identi�ed when the system is challenged with highly deceptive distractor tracks.

ˆ Provide interpretability into model behavior, analyzing how generative AI and acoustic alter-
ations fundamentally reshape the internal representations of the audio to understand exactly how and
why detection fails.

ˆ Explore supervised classi�cation strategies, demonstrating how machine learning applied to mul-
tidimensional similarity features can overcome the limitations of simple, threshold-based decision mak-
ing.

The remainder of the thesis is organized as follows. Chapter 3 presents the musical, legal, and AI-related
background of the problem. Chapter 4 introduces the machine and deep learning foundations relevant to
the study. Chapter 5 describes the audio representations, models, and generative systems used throughout
the work. Chapter 6 formalizes the problem and presents the proposed methodology. Chapter 7 details the
experimental framework and benchmark construction. Chapter 8 reports the empirical results, Chapter 9
discusses their implications, and Chapter 10 concludes the thesis.
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Chapter 3. Musical and Legal Background

3.1 Basic Musical Concepts and Terminology

Music is a form of organized sound that employs elements such as melody, harmony, rhythm, and timbre
to express ideas, convey emotion, and communicate across cultures. Although philosophically music can
be viewed as an abstract and intangible concept, from a physical and acoustic perspective, it is merely
sound waves transmitted through the air as pressure oscillations, consisting of structured acoustic events
(notes) combined into motifs, phrases, sections, and ultimately complete compositions [10]. This hierarchical
organization is precisely what distinguishes music from arbitrary sound and what makes its computational
analysis both possible and challenging.

In the context of computational musicology and intellectual property law, a song or musical piece is not
treated as a single indivisible entity but rather as a dual-layered structure. It comprises the underlying
musical work (the composition itself, including the melody, lyrics, and harmonic progression) and the sound
recording (the speci�c acoustic �xation of a performance) [11, 12]. This distinction is fundamental when
evaluating musical similarity and copyright disputes, since claims may target the composition, the recording,
or both, and each layer is subject to di�erent legal protections and di�erent notions of similarity.

An original song, in this work, refers to the source composition or recording from which later renditions may
derive, while a cover (or version) is an alternative rendition of a previously recorded track. A cover typi-
cally preserves the core melodic and lyrical identity of the original composition while frequently introducing
alterations in timbre, tempo, key, or instrumentation [10, 11, 13]. Furthermore, a derivative work involves
substantial, original transformations based on preexisting material, constituting a new creative expression in
its own right [12, 14]. The distinction between authorized renditions (covers, derivatives) and unauthorized
copies is critical for this thesis, because illicit borrowing rarely appears as verbatim duplication; it more
commonly involves partial preservation of musical identity under acoustic, stylistic, or � increasingly �
AI-mediated transformation.

To computationally analyze these relationships, continuous audio streams must be decomposed both spec-
trally and temporally. At the instrumentation level, audio is separated into stems. These are isolated tracks
that group speci�c acoustic elements together, such as vocals, bass, drums, and other harmonic components.
Stems can be either exported directly from a production environment or estimated computationally via mu-
sic source separation from a stereo mix [15, 16]. The four-stem taxonomy (vocals, bass, drums, other) has
become a de facto standard in both state-of-the-art separation systems and professional production tools [16].

On a temporal level, segmentation is the process of partitioning an audio stream into smaller analytical units.
Ideally, a segment corresponds to a structurally coherent section � an intro, verse, chorus, bridge, or outro
� allowing for more tractable and meaningful analysis [10, 17, 18, 19]. Segmentation can operate at multiple
granularities: at a �ne level it may target note or beat boundaries, while at a coarser level it detects changes
in instrumentation, harmony, or large-scale form. By contrast, an excerpt is simply a time-bounded crop of
the audio signal de�ned by arbitrary timestamps, without regard for musical structure [10]. The distinction is
practically important: since unauthorized reuse typically involves speci�c musical passages rather than entire
works, segmentation enables detailed, passage-level comparison that a single global representation of a full
track would obscure. In practice, many computational systems employ �xed-length segmentation, dividing
the audio into uniform excerpts of a predetermined duration (e.g., 10, 20, or 30 seconds) regardless of musical
structure. While this approach sacri�ces structural alignment, it provides the uniform input lengths required
by many deep learning architectures and ensures reproducibility across experiments.

Beyond these temporal and instrumental units, the analysis of musical similarity relies on a small set of
fundamental dimensions that describe the content of a piece. A melody may be de�ned as a linear succession
of musical tones expressing a particular musical idea, and is often regarded as the most memorable and
characteristic feature of a work [10, 5]. Rhythm refers to the temporal organization of musical events,
encompassing the durations of individual notes as well as the underlying tempo and beat upon which a piece
is structured [10, 20]. Harmony concerns the simultaneous sound of di�erent notes that form a cohesive
entity, typically realized through chords (three or more notes sounded together) arranged over time as a
chord progression [10, 20]. Lyrics constitute the verbal content underlying a song's vocal line [10], while
orchestration (or arrangement) describes how musical material is distributed and assigned across di�erent
instruments and voices [10, 21]. Finally, timbre denotes the perceptual property of sound that di�erentiates
sources even when pitch and loudness are similar, often described as the sonic quality or tone color of a
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recording [10, 1, 9, 13]. Together, these dimensions form the descriptive vocabulary used throughout the
following discussion of musical similarity and plagiarism.

3.2 Musical Plagiarism

Musical plagiarism can be broadly de�ned as the act of appropriating or closely imitating another creator's
musical work and presenting it as an original composition [1, 3, 4]. Unlike legitimate forms of musical similar-
ity � such as authorized covers or independently arrived-at resemblances � plagiarism involves a false claim
of authorship over material that originates from a pre-existing work [21]. However, no universally accepted,
objective rule set exists that precisely delineates what constitutes plagiarism in music [7, 5]. Determining
whether a given instance of similarity crosses the threshold from permissible resemblance to illicit copying
remains a deeply contested question, and one that this thesis approaches from a purely computational rather
than legal perspective.

3.2.1 Musical Dimensions Relevant to Plagiarism

The assessment of musical similarity in the context of plagiarism extends across several interrelated dimen-
sions. Melody has traditionally been considered the most salient: it is widely regarded as the most memorable
and characteristic feature of a musical work, and the majority of plagiarism allegations center on melodic
copying [5, 7, 3]. However, melody alone rarely provides a complete picture. Empirical analyses indicate
that melodic similarity is almost always evaluated in conjunction with at least one additional dimension,
most commonly rhythm [7, 22]. A distinctive rhythmic pattern can carry signi�cant identity on its own,
particularly in genres where rhythm is a primary structural driver. Lyrics, as independently meaningful tex-
tual content, represent another dimension along which similarity may be assessed, whether through verbatim
reproduction or close paraphrasing. Finally, harmony and orchestration occupy a more ambiguous position:
common chord progressions (such as the I�IV�V pattern shared across vast amounts of popular music) are
generally considered too generic to de�ne a work's identity [7], but the combination of a speci�c harmonic
sequence with distinctive timbral or orchestrational choices can become musically signi�cant [4]. In prac-
tice, plagiarism assessment is inherently multimodal, requiring the joint consideration of multiple musical
dimensions rather than any single feature in isolation [22, 4]

3.2.2 Distinction from Related Tasks

Musical plagiarism detection must be carefully distinguished from several related but fundamentally di�erent
computational tasks. Audio �ngerprinting operates at the sub-second level, extracting compact acoustic
signatures from short audio fragments to identify exact or near-exact recordings under noise or compression;
it is designed for recognizing known recordings rather than detecting structural musical borrowing [1, 10].
Cover song identi�cation (CSI) works at the whole-song level, comparing entire tracks to determine whether
they share the same underlying composition despite variations in tempo, key, instrumentation, or structure
[1, 6, 10]. A closely related generalization is music version identi�cation (MVI), which broadens the scope
beyond traditional covers to encompass any pair of recordings that constitute di�erent renditions of the same
musical piece. Two musical versions may di�er not only in instrumentation and timbre but also in tonality,
chord voicings, melodic embellishment, rhythm, tempo, and overall structural development [23, 24]. Both CSI
and MVI evaluate similarity at the whole-song level and assume that the shared musical identity pervades the
entire work. Plagiarism detection, by contrast, must operate at the segment level, since copied material may
be con�ned to a brief passage embedded within an otherwise original composition [1, 3]. This distinction is
particularly relevant because the pretrained models evaluated in this thesis originate from the MVI domain
and are applied here, without �ne-tuning, to the structurally di�erent task of plagiarism detection.

3.2.3 Why Plagiarism Detection Is Harder Than Similarity Matching

Two structural properties make plagiarism detection substantially more challenging than general similarity
measurement. The �rst is partial similarity: unlike CSI, which evaluates global resemblance, plagiarism
may manifest in only a small temporal fragment of a track. If two pieces are compared holistically, the
overall similarity score can remain very low even when a speci�c section has been directly copied [1, 3]. The
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second is selective element similarity: a plagiarist may replicate one musical dimension (e.g., the topline
melody) while completely altering others (e.g., instrumentation, mixing, tempo, or vocal performance). In
such cases, the acoustic signals of the two tracks may share little surface-level resemblance, rendering signal-
based similarity methods ine�ective. Furthermore, high measured similarity does not automatically imply
plagiarism; the distinctiveness of the shared material relative to common musical conventions must also be
taken into account [4, 5, 7]. These characteristics demand detection systems capable of localized, musically
informed comparison rather than purely holistic or signal-level matching.

3.3 Legal Background of Musical Plagiarism

From a legal perspective, musical plagiarism is prosecuted as a form of copyright infringement operating
under strict liability. Consequently, the defendant's intent is legally irrelevant; even unconscious or accidental
appropriation can result in a legally actionable o�ense [25, 26]. To establish infringement, a plainti� (the
individual or entity bringing the lawsuit) is typically required to prove two foundational elements: access,
demonstrating that the alleged infringer had a reasonable opportunity to hear the prior work, and substantial
similarity, indicating that the shared protectable elements exceed mere coincidence [25, 27]. Importantly,
originality in music does not require absolute novelty, but rather that the work be the product of independent
creative e�ort and not the result of copying. Thus, two works may bear a striking resemblance without
triggering infringement, provided the overlap is coincidental and not the product of copying [28].

The determination of substantial similarity typically follows a two-stage judicial process. The extrinsic
test involves objective, analytically grounded comparison of the works' musical features - such as melody,
rhythm, harmony, and lyrics - and commonly relies on expert testimony from forensic musicologists who
perform detailed structural analysis [29, 28]. If this objective threshold is met, the evaluation proceeds to
the intrinsic test, a strictly subjective evaluation. Here, the fact�nder (the person or group, typically a judge
or jury, responsible for deciding the factual issues of a case) assumes the role of an �ordinary listener� to
determine whether the �total concept and feel� of the pieces are fundamentally the same [28]. During this
subjective phase, expert analysis is explicitly prohibited [29, 27]. There exist no universally accepted rules
that de�ne precisely where legitimate musical in�uence ends and actionable plagiarism begins; the boundary
is ultimately an interdisciplinary judgment rather than a �xed computational criterion.

Crucially, not all instances of musical similarity are legally actionable. Under the doctrine of scènes à faire,
musical elements that are commonplace, generic, or practically indispensable to a given genre - such as
standard chord progressions, basic rhythmic patterns, or conventional song structures - are not eligible for
copyright protection [28, 25]. Similarly, the fair use doctrine provides an exception for transformative uses
of copyrighted material, including parody, criticism, and commentary, even when some degree of copying is
involved [25, 14]. These doctrines re�ect a fundamental principle: copyright law protects particular creative
expression, not every shared convention or stock element that may appear across multiple works.

This legal framework reveals a structural gap between computational similarity measurement and legal stan-
dards. Although computational systems can precisely quantify the acoustic or structural resemblance between
two recordings - for instance, through distance metrics in embedding spaces - such metrics alone are legally
insu�cient. Courts have cautioned against reducing infringement analysis to purely numerical comparison,
noting that musical similarity must be evaluated in broader context rather than through formulaic decompo-
sition alone [11]. Therefore, no computational system can fully replicate the two-stage legal process; it can,
at best, approximate the extrinsic stage by quantifying structural similarity, while the intrinsic stage - which
depends on subjective human perception - remains inherently beyond the reach of algorithmic determination
[29, 27].

Nevertheless, computational systems can serve a valuable role as decision-support tools within this framework.
MIR-based detection models can assist forensic musicologists during the extrinsic stage by automatically
identifying speci�c musical segments where similarity is concentrated, quantifying resemblance across multiple
musical dimensions, and providing interpretable justi�cations for their assessments [1, 30]. Such systems do
not replace judicial or expert judgment but can substantially augment it, particularly when screening large
music catalogs where manual comparison is not feasible. This positions plagiarism detection systems not
as autonomous adjudicators but as analytical advisors within a broader decision-making process, where the
system o�ers guidance while the human expert retains sole responsibility for the �nal determination [31].
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The system proposed in this thesis is designed with precisely this role in mind: it aims to �ag suspicious
musical derivations and construct structured evidence for human review, rather than to render legal verdicts.

These established legal mechanisms were developed for a landscape in which music was created, performed,
and recorded by humans. The rapid emergence of generative arti�cial intelligence introduces fundamentally
new challenges to this framework, particularly regarding the provability of access and the traceability of
musical borrowing. These issues are discussed in Section 3.5, after the necessary technical context has been
established.

3.4 Audio Transformations

The previous sections established that musical plagiarism often involves the partial preservation of musical
identity under deliberate modi�cation. In practice, a plagiarist � whether human or automated � may
apply signal-level transformations to obscure the relationship between a derivative work and its source.
Understanding these transformations is therefore essential both for designing robust detection systems and
for interpreting why certain modi�cations cause existing similarity metrics to fail. This section introduces
the three principal categories of audio transformation relevant to plagiarism concealment, primarily achieved
through Digital Signal Processing (DSP) techniques. Although the emphasis here is on signal-level DSP
operations, such manipulations often co-occur with broader musical changes in arrangement, instrumentation,
performance, and production.

Pitch shifting (or pitch scaling) refers to the process of raising or lowering the fundamental frequency of an
audio signal without altering its temporal duration [10]. In musical terms, this is equivalent to transposing
every note by a �xed number of semitones � the smallest interval in Western music, corresponding to
one step between adjacent keys on a piano. Under the twelve-tone equal temperament system, each octave
(the interval at which a pitch and its frequency-doubled counterpart are perceived as �the same� note) is
divided into twelve equally spaced semitones, collectively forming the chromatic scale [32]. A pitch shift of
+7 semitones, for instance, transposes the entire piece up by a perfect �fth (a consonant interval spanning
seven semitones, such as from C to G) while preserving its rhythmic and structural identity. In the context
of plagiarism, pitch shifting can mask melodic similarity by placing a copied passage in a di�erent register (a
higher or lower pitch range) or key (the tonal center around which a piece revolves), potentially rendering it
unrecognizable to both listeners and signal-level comparison systems [3, 7]. Robust detection systems must
therefore learn representations that are invariant � or at least resilient � to transposition [23, 7].

Tempo modi�cation (or time stretching) alters the playback speed or duration of a recording without a�ecting
its pitch [10]. A tempo factor of 0:9� slows the piece by ten percent, while 1:1� accelerates it by the same
margin. While tempo changes are routinely applied in legitimate contexts�such as DJs using beatmatching
to align tracks, or broadcasters accelerating songs to �t scheduling constraints�in a plagiarism scenario,
even a modest tempo adjustment can be highly disruptive [10, 33]. Such modi�cations disrupt time-aligned
comparison methods and shift the temporal relationships between musical events, severely complicating
segment-level matching [3, 33]. Furthermore, when combined with pitch shifting, tempo modi�cation creates
compound transformations that simultaneously alter both the frequency and temporal domains of the audio
signal.

Time shifting (or temporal displacement) refers to the insertion of silence or the cropping of content at the
beginning or end of a recording, e�ectively o�setting the start position of the musical content within the
audio �le [7]. While this transformation is musically trivial, time shifts can confound alignment-dependent
detection methods that rely on the synchronized comparison of corresponding temporal positions across two
audio �les.

Beyond these three principal transformations, additional signal-processing modi�cations � such as equal-
ization, dynamic range compression, reverberation, noise addition, format re-encoding, and sample rate
conversion � can further alter the acoustic surface of a recording without changing its underlying musical
content [32, 33, 9]. These modi�cations are particularly relevant in modern media ecosystems, where content
undergoes multiple rounds of processing, compression, and redistribution across platforms [33, 34]. Such ma-
nipulations can be applied inadvertently through standard production work�ows or deliberately as evasion
strategies to bypass �ngerprint-based detection systems on platforms that enforce copyright through content
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identi�cation [35, 9].

The relevance of these transformations to plagiarism detection is twofold. First, they constitute concealment
strategies: a plagiarist who copies a melodic passage can apply pitch shifting, tempo adjustment, and re-
orchestration to produce a derivative that sounds super�cially di�erent while retaining the same underlying
musical structure [3, 7]. Research has shown that changes in tempo, key, orchestration, and performance style
can signi�cantly reduce the perceived similarity between two pieces, even when the melody remains identical
[11]. Second, they de�ne the robustness requirements of any practical detection system. A model that fails
under moderate pitch or tempo perturbation is of limited forensic value, since these are among the simplest
and most commonly applied obfuscation techniques [23, 34]. As such, the experimental framework of this
thesis (detailed in subsequent chapters) systematically evaluates detection performance across a controlled
grid of pitch shifts (�2; �4 semitones), tempo changes (0:90� to 1:10�), and their compound combinations,
in order to characterize precisely where and how each model's robustness degrades.

3.5 Music Generation through Arti�cial Intelligence

The transformations described in the previous section � pitch shifting, tempo modi�cation, and signal-level
processing � represent deliberate but relatively shallow manipulations of existing audio. A fundamentally
di�erent category of transformation has emerged with generative arti�cial intelligence (AI), which can produce
entirely new audio recordings from learned statistical patterns over large corpora of existing music. Unlike
DSP modi�cations that alter the surface properties of a signal while preserving its underlying structure, AI-
based generation can reconstruct musical content at a deeper level, potentially retaining melodic, harmonic,
or rhythmic elements from training data while producing an acoustically novel output [6, 7].

The term �AI-generated music� encompasses a broad, highly diverse spectrum of creative work�ows. At
one extreme, a fully generative system produces a complete musical work from a text prompt alone, with no
human-composed input beyond the description of a desired style, genre, or mood [9]. At the other extreme, AI
tools may function as assistive instruments within a largely human-driven work�ow � for instance, generating
accompaniment around a human-composed melody, synthesizing vocal tracks from text-to-speech systems,
or applying style transfer to re-orchestrate an existing recording [9, 36]. Between these poles lies a continuum
of hybrid con�gurations in which human and algorithmic contributions are interleaved to varying degrees,
making any strict binary classi�cation of music as �AI-generated� or �human-created� inherently reductive
[9]. This thesis focuses speci�cally on scenarios where generative models are conditioned on or otherwise
incorporate pre-existing musical material, as these are the cases most directly relevant to plagiarism.

The intersection of generative AI and copyright infringement stems directly from model training methodolo-
gies. State-of-the-art architectures are trained on vast repositories of recorded music, a process overwhelm-
ingly executed without explicit authorization or compensation to the original rightsholders [7, 8]. A central
concern is whether these models merely learn generalized musical rules � functioning, metaphorically, as
a �food processor� that blends inputs into something new � or whether they are capable of memorizing
and reproducing speci�c fragments from their training data. Research has demonstrated that the latter is a
genuine risk: di�usion-based architectures in particular have shown a tendency to memorize training samples
and can, under certain conditions, regenerate near-identical copies of copyrighted material [37, 6, 7]. This
capability has triggered signi�cant legal and industry backlash. Collective rights organizations, such as Ger-
many's GEMA, have demonstrated that commercial AI tools like Suno can output direct structural copies of
protected works. These �ndings have precipitated landmark legal action: in June 2024, major record labels
� including Sony Music Entertainment, Universal Music Group, and Warner Records � �led copyright
infringement lawsuits against the AI music generation services Suno and Udio, alleging massive unauthorized
copying of copyrighted sound recordings for model training [7, 8, 9].

From a detection standpoint, AI-generated plagiarism introduces challenges that are qualitatively di�erent
from those posed by conventional DSP transformations. First, the generative process is opaque: deep neural
networks parameterize their training data into highly abstract internal representations, making it practically
impossible to trace which speci�c input recordings contributed to a given output [6, 4, 31]. This opacity
directly undermines the legal requirement of proving �access� (Section 3.3), since the black-box nature of
these models provides no auditable lineage from training data to generated output. Second, the transforma-
tion applied by a generative model is holistic and non-deterministic: rather than modifying a single acoustic
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parameter (as pitch shifting or tempo change would), the model simultaneously re-synthesizes timbre, pro-
duction characteristics, arrangement, and sometimes even vocal identity, while potentially preserving the
melodic or harmonic skeleton of a source work [9, 35]. This makes the resulting similarity far harder to
detect through conventional signal-level or even feature-level comparison methods.

Additional complications arise at the boundaries of copyright law. Voice cloning and singing voice conversion
technologies can produce synthetic vocal performances that closely replicate a speci�c artist's timbre and style,
raising concerns that extend beyond copyright infringement into personality rights and rights of publicity [36,
9]. Similarly, AI systems can imitate the compositional style, orchestration, and sonic palette of a particular
artist without reproducing any speci�c protected material � a form of �stylistic mimicry� that remains largely
unaddressed by existing legal frameworks, since artistic style itself is generally not copyrightable. These
emerging challenges underscore the urgency of developing robust, automated detection systems capable of
identifying when AI-generated music replicates protected content, and of providing interpretable evidence to
support expert and legal review [38, 35].

The technical architectures underlying modern music generation systems � including autoregressive models,
latent di�usion models, and conditioning mechanisms � are described in detail in Chapter 5. For the
purposes of this chapter, the key observation is that AI-mediated transformation constitutes a fundamentally
new paradigm of musical derivation: one that operates at a deeper representational level than signal-level
DSP, that resists conventional traceability mechanisms, and that demands detection approaches capable of
identifying preserved musical identity beneath radical acoustic re-synthesis.
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While the ambition to build machines with human-like cognition traces back to ancient times, arti�cial in-
telligence (AI) only materialized as a rigorous scienti�c �eld with the invention of programmable computers
[39]. Early arti�cial intelligence systems were dominated by rigid, rule-based programming and extensive
knowledge bases, which performed exceptionally well on strictly de�ned mathematical problems. However,
these traditional approaches struggled signi�cantly with tasks that humans �nd intuitive � such as recog-
nizing speech, understanding images, or analyzing music � because the knowledge required to solve them is
notoriously di�cult to formalize into explicit rules [39].

To overcome the limitations of rule-based systems, machine learning (ML) emerged as a monumental paradigm
shift. Rather than requiring human operators to manually program instructions for every possible scenario,
machine learning is concerned with designing algorithms that can automatically extract meaningful patterns
from raw data [40]. In this framework, learning is de�ned as the process of gaining experience through
an extreme number of trial-and-errors � typically represented as large volumes of training data � and
converting it into actionable expertise or knowledge [41]. A machine learning algorithm identi�es statistical
relationships within its training data and uses those relationships to generalize, enabling it to make accurate
inferences about new, previously unseen data [39, 41].

At their core, machine learning systems operate in two broad stages: during training, the model learns
patterns from data, whereas during inference, the learned model is applied to previously unseen inputs.
Thus, these systems rely on three fundamental components: the data from which they learn, a mathematical
model capable of capturing relationships within that data, and an optimization procedure that adjusts the
model to improve its performance on a speci�c objective [40]. Depending on the nature of the data and
the type of feedback provided during training, machine learning algorithms are generally categorized into
di�erent learning paradigms, such as supervised, unsupervised, and self-supervised learning. Because the
systems and methodologies evaluated in this thesis rely on explicitly annotated examples, the remainder of
this section focuses on the principles of supervised learning.

4.1 Supervised Learning and Classi�cation

Supervised learning is a machine learning framework designed to approximate a mapping function f : X ! Y
from a set of labeled training examples f(xi ; yi )gN

i=1 , where each input xi is paired with a corresponding
target label yi [39]. The objective is to learn a prediction rule h that generalizes well to previously unseen
data drawn from the same underlying distribution [41]. This paradigm encompasses two main types of tasks
depending on the nature of the target variable. In classi�cation, the objective is to categorize inputs into one
of k distinct, discrete classes, whereas in regression, the model predicts a continuous numerical output [39].
The work presented in this thesis is primarily a binary classi�cation problem: given a pair of audio segments,
the system must decide whether one derives from the other (plagiarism) or not.

4.1.1 Data Partitioning

A standard practice in supervised learning is to partition the available data into three disjoint subsets [42].
The training set is used to �t the model's parameters. The validation set serves for model selection and
hyperparameter tuning � it provides an unbiased estimate of performance during development without
exposing the model to the �nal evaluation data. The test set is reserved exclusively for the �nal assessment
of the trained model's performance on previously unseen examples. This separation is essential to obtain a
reliable estimate of how the model will perform in practice.

4.1.2 Over�tting and Generalization

The central challenge in supervised learning is generalization: the ability to perform well not only on the
training data but also on new, previously unobserved inputs [39]. Over�tting occurs when a model �ts the
training data too closely, capturing noise or idiosyncratic patterns that do not generalize, resulting in a large
gap between training performance and test performance. Conversely, under�tting occurs when the model
lacks the capacity or has been insu�ciently trained to capture the underlying structure of the data, leading
to poor performance even on the training set itself [39]. E�ective model development involves navigating
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the trade-o� between these two failure modes through appropriate model complexity, regularization, and
evaluation protocols.

4.1.3 Cross-Validation

When labeled data is limited or when a robust performance estimate is needed, cross-validation provides a
more reliable alternative to a single train/test split. In K-fold cross-validation, the dataset is partitioned into
K equally sized subsets (folds). The model is trained K times, each time using K�1 folds for training and
the remaining fold for evaluation; the �nal performance estimate is the average across all K iterations [41].
Strati�ed K-fold extends this procedure by ensuring that each fold preserves the class distribution of the full
dataset, which is particularly important when dealing with imbalanced classes.

In many practical settings, including the one addressed in this thesis, samples are not independent: multiple
audio segments may originate from the same underlying song pair, and placing di�erent segments of the
same pair into both the training and test folds would result in data leakage � the model would e�ectively be
evaluated on data it has already seen in a di�erent form. Strati�edGroupKFold addresses this by combining
strati�cation with group constraints: all samples belonging to the same group (e.g., the same original song)
are guaranteed to appear in only one fold, ensuring that the evaluation re�ects genuine generalization to
unseen musical sources rather than memorization of known pairs.

4.1.4 Feature Scaling and Normalization

Machine learning models often require input features to be on a speci�c numerical scale in order to ensure
algorithmic stability and prevent dominance by variables with larger magnitudes. In this direction, nor-
malization techniques are often implemented on features before model training or evaluation. A common
approach is the Min-Max normalization, which linearly transforms the original values into a �xed interval,
typically [0; 1]. For a given set of values X, the normalized value x̂ of a data point x 2 X is computed as:

x̂ =
x � min(X)

max(X) � min(X)
(4.1.1)

where min(X) and max(X) are the minimum and maximum values of the set, respectively. After transfor-
mation, the smallest original value becomes 0 and the largest becomes 1.

This method is widely used in preprocessing to ensure numerical stability during model training and to
harmonize heterogeneous distance metrics before fusion, as raw scores from di�erent spaces can introduce
severe bias. To maintain data integrity and avoid information leakage, statistics (min and max) must be
derived exclusively from the training set and applied consistently to both validation and test folds. While
e�ective for alignment, this method assumes uniform distribution boundaries, requiring careful consideration
when dealing with datasets containing signi�cant outliers.

4.2 Neural Network Fundamentals

Arti�cial neural networks are a class of machine learning models inspired by the structure of biological
neural systems, composed of interconnected computational units (neurons) organized into layers, capable
of approximating complex, non-linear mappings from input features to target outputs. They serve as the
foundational architecture for the acoustic and semantic embedding models evaluated in this thesis.

4.2.1 Perceptrons and Multilayer Perceptrons

The fundamental building block of a neural network is the single neuron, or perceptron, which consists of
a single computational unit [42]. A perceptron receives a vector of input features x = [x1; x2; : : : ; xn ]T ,
computes a weighted linear combination using a weight vector w = [w1; w2; : : : ; wn ]T and a bias term b, and
passes the result through an activation function � to produce an output:

y = �
�
w T x + b

�
= �

0

@
dX

j=1

wj x j + b

1

A (4.2.1)
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A single perceptron de�nes a hyperplane that partitions the input space, which limits it to modeling only
linearly separable relationships [42].

Figure 4.2.1: Schematic representation of a single neuron (perceptron).

To overcome this limitation, multiple neurons are arranged hierarchically into successive layers to form a
Multilayer Perceptron (MLP) [39]. By stacking multiple hidden layers, each taking the outputs of the previous
layer as its inputs, the network constructs abstract hierarchical representations. In an L-layer network, the
activation vector h (l) of layer l is de�ned recursively as:

h (l) = �
�

W (l) h (l�1) + b (l)
�

(4.2.2)

where W (l) is the weight matrix connecting layer l�1 to layer l, b (l) is the layer's bias vector, and h(0) = x
denotes the initial input vector.

Figure 4.2.2: Architecture of a Multilayer Perceptron (MLP) with hidden layers.

4.2.2 Activation Functions

Non-linear activation functions �(�) play an indispensable role in deep learning. If a network used only linear
activations, the composition of multiple layers would collapse algebraically into a single linear transformation,
o�ering no greater modeling power than a basic linear regression [42]. To introduce non-linearity, modern
architectures predominantly utilize the Recti�ed Linear Unit (ReLU), de�ned mathematically as:

ReLU(z) = max(0; z) (4.2.3)
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ReLU preserves positive values while zeroing out negative inputs, providing computational e�ciency and
mitigating the vanishing gradient problem in deep architectures [42].

4.2.3 Loss Functions and Backpropagation

During training, the network's predictions ŷ are compared against the true target labels y using a loss function
L(ŷ; y), which quanti�es the discrepancy between estimated probabilities and empirical ground truths. For
classi�cation tasks, the standard objective is the cross-entropy loss [42]. For a multi-class problem with k
categories, it is formulated as:

L = �
kX

c=1

yc log(ŷc) (4.2.4)

where yc 2 f0; 1g is the binary ground-truth indicator for class c, and ŷ c is the model's predicted probability
for that class.

4.2.4 Regularization

To improve generalization and combat over�tting, neural networks employ regularization techniques. Dropout
randomly deactivates (zeroes out) a fraction of neurons during each training iteration, which prevents the
co-adaptation of units and forces the network to learn more robust features that do not depend on any single
neuron [39, 42]. Batch Normalization standardizes the activations of each layer across a mini-batch to have
zero mean and unit variance, which stabilizes and accelerates the training process [39].

4.2.5 Optimizers

The parameters of a network are updated using gradient-based optimization algorithms. The most funda-
mental is Stochastic Gradient Descent (SGD), which updates the weights using gradients estimated from
small, randomly sampled mini-batches of data [39]. More advanced optimizers improve upon this baseline:
momentum-based methods accumulate a velocity term to accelerate convergence and dampen oscillations,
while Adam combines momentum with per-parameter adaptive learning rates, making it a robust and widely
adopted default choice for training deep networks [39].

4.3 Convolutional Neural Networks and Residual Networks

4.3.1 Convolutional Neural Networks

While multilayer perceptrons treat each input element independently, many real-world signals � including
images and audio spectrograms � exhibit strong local structure. Convolutional Neural Networks (CNNs)
exploit this property by introducing learned �lters that slide across the input, computing a dot product
at each spatial position to produce feature maps [42]. This weight-sharing mechanism enforces translation
equivariance: a pattern is detected regardless of where it appears in the input. The behavior of each con-
volutional layer is governed by three key parameters: the kernel size (spatial extent of the �lter), the stride
(step size between successive �lter positions), and padding (the addition of border values to preserve spatial
dimensions) [42].

To progressively reduce the spatial resolution of feature maps and build increasingly abstract representations,
convolutional layers are typically interleaved with pooling operations. Max pooling selects the maximum
activation within each local region, while average pooling computes the mean [42]. At the �nal stage of a
CNN, global average pooling (GAP) or global max pooling collapses the entire spatial extent of each feature
map into a single scalar, producing a compact vector representation whose dimensionality equals the number
of channels [42].

4.3.2 Residual Networks

As neural networks grow deeper, they become increasingly di�cult to train due to the vanishing gradient
problem: during backpropagation, gradients are multiplied through many layers and can shrink to negligibly
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small values, e�ectively preventing early layers from learning [42]. Residual Networks (ResNets) address this
by introducing skip connections (or shortcut connections) that allow the input of a layer to bypass one or
more intermediate transformations and be added directly to their output [42]:

y = F(x; W) + x (4.3.1)

where F(x; W) denotes the residual mapping learned by the intermediate layers and x is the identity shortcut.
This formulation ensures that gradients can propagate directly through the identity path during backprop-
agation, enabling stable training of architectures exceeding one hundred layers. The ResNet50 variant,
frequently used as a backbone in audio and image retrieval systems, organizes its layers into four sequential
stages containing [3, 4, 6, 3] bottleneck blocks respectively [43].

4.3.3 Advanced Architectural Components

Modern residual architectures often incorporate specialized modules that improve representation quality,
domain robustness, and training stability. The following components are introduced here because they
appear in the acoustic embedding model described in Chapter 5.

Instance-Batch Normalization (IBN): Standard Batch Normalization (BN) preserves discriminative
content information but retains domain-speci�c appearance characteristics such as color, texture, or � in
the audio domain � timbre. Instance Normalization (IN), by contrast, normalizes each sample independently
and strips away such stylistic variation [43]. IBN-Net combines both mechanisms within a single architecture:
IN is applied in the earlier layers to remove super�cial domain-speci�c variation (e.g., recording conditions
or timbral di�erences), while BN is retained in deeper layers to preserve content-discriminative features
[43]. This combination yields representations that are more robust to style and appearance changes without
sacri�cing classi�cation accuracy.

Squeeze-and-Excitation (SE) Blocks: Rather than treating all feature channels equally, Squeeze-and-
Excitation blocks adaptively recalibrate channel-wise responses by explicitly modeling inter-channel depen-
dencies. The mechanism proceeds in two steps: �rst, a squeeze operation applies global average pooling to
compress each spatial feature map into a single scalar, producing a compact channel descriptor z 2 RC .
Then, an excitation step passes this descriptor through two fully connected layers and a sigmoid activation
to produce a channel-wise scaling vector s 2 [0; 1]C , which rescales the original feature maps to emphasize
informative channels and suppress less relevant ones.

Zero-Init Residuals and Learnable Gain: In very deep residual networks, the random initialization of
residual branches can introduce large, destabilizing perturbations at the start of training. Zero-initialization
schemes address this by setting the �nal normalization layer or scaling parameter of each residual branch
to zero at initialization, so that F(x) = 0 initially and the network begins as a pure identity mapping [44].
A related approach introduces a learnable scalar gain �, initialized to zero, that modulates the residual
contribution: x l+1 = x l + � l F(x l ) [44]. Both strategies ensure that the network starts from a stable, well-
conditioned state and gradually introduces the learned transformations during training.

Generalized Mean Pooling (GeM): Standard global pooling operations o�er a �xed trade-o�: aver-
age pooling treats all spatial activations equally, while max pooling retains only the strongest response.
Generalized Mean (GeM) pooling provides a learnable interpolation between these extremes:

f (GeM) =

 
1

jX j

X

x2X

xp

! 1=p

(4.3.2)

where p is a trainable parameter [45]. When p = 1, GeM reduces to average pooling; as p ! 1, it approaches
max pooling. By learning p end-to-end, the network adaptively determines the optimal aggregation strategy
for its downstream task.
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4.4 Transformer Architecture

Many tasks in audio and language processing involve sequential data where elements at distant positions may
be strongly related. Traditional recurrent architectures process sequences step-by-step, making their runtime
inherently sequential and di�cult to parallelize [39]. Furthermore, recurrent models struggle to maintain
long-range dependencies because gradients tend to vanish exponentially as they propagate through many
time steps [39]. The Transformer architecture, introduced by Vaswani et al. [46], addresses both limitations
by replacing recurrence entirely with a self-attention mechanism that processes all positions in a sequence
simultaneously.

4.4.1 Self-Attention

The core operation of a Transformer is scaled dot-product attention. Given an input sequence, three linear
projections produce a set of Query (Q), Key (K), and Value (V ) matrices. The attention output is computed
as:

Attention(Q; K; V ) = softmax
�

QK T
p

dk

�
V (4.4.1)

where dk is the dimensionality of the key vectors [46]. Intuitively, each query measures its similarity to all
keys, the softmax converts these similarities into normalized attention weights, and the �nal output is a
weighted sum of the corresponding values. The scaling factor

p
dk prevents the dot products from growing

excessively large in high-dimensional spaces, which would push the softmax into regions of extremely small
gradients.

4.4.2 Multi-Head Attention

Rather than performing a single attention computation, Transformers use multi-head attention, which applies
several attention operations in parallel over di�erent learned projections of the same input:

MultiHead(Q; K; V ) = Concat(head 1; : : : ; headh )W O (4.4.2)

This design allows the model to attend simultaneously to di�erent relational aspects of the sequence, such as
local proximity, long-range dependence, or di�erent semantic subspaces [46].

4.4.3 Positional Encoding

Because self-attention is inherently permutation-invariant � it produces the same output regardless of the
ordering of input elements � the Transformer requires an explicit mechanism to encode positional informa-
tion. The original architecture injects position through �xed sinusoidal positional encodings added to the
input embeddings [46]:

PE(pos;2i) = sin
� pos

100002i=d

�
(4.4.3)

PE(pos;2i+1) = cos
� pos

100002i=d

�
(4.4.4)

where pos denotes the position in the sequence and i indexes the embedding dimension. This formulation
allows the model to attend to relative positions, since for any �xed o�set k, the encoding PEpos+k can be
expressed as a linear function of PEpos .

4.4.4 Encoder-Decoder Architecture

The full Transformer follows an encoder-decoder structure [46]. The encoder receives the input sequence
and maps it to a set of contextualized representations through repeated self-attention and feed-forward
layers. The decoder then uses these encoded representations, together with previously generated outputs, to
predict the next element in an autoregressive manner. In sequence-to-sequence settings, the encoder captures
bidirectional context over the source sequence, while the decoder combines self-attention over prior outputs
with cross-attention to the encoder states.
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4.4.5 Layer Normalization Placement

A practical design choice in Transformer architectures concerns the placement of layer normalization. In
Post-LN Transformers, normalization is applied after the residual addition, matching the original Trans-
former formulation. In Pre-LN Transformers, normalization is applied before the attention and feed-forward
sublayers. This distinction is important because normalization placement a�ects gradient �ow and training
stability: Post-LN con�gurations are more prone to unstable optimization and often require learning-rate
warm-up, whereas Pre-LN variants generally exhibit smoother optimization and are preferred in deeper ar-
chitectures [44].

In many applications, only the encoder component is required. A TransformerEncoder consists of a stack of
encoder layers without an autoregressive decoder, and is commonly used to transform a variable-length input
sequence into contextualized hidden representations [47]. This design is particularly useful when the goal is
representation learning rather than sequence generation, and it forms the basis of the semantic branch used
later in this thesis.

4.5 Metric Learning and Embedding Spaces

Classical deep learning architectures typically output categorical probability distributions. In contrast, Deep
Metric Learning (DML) aims to learn an embedding function f that maps raw data into a dense, high-
dimensional vector space F , such that geometric proximity in this space directly corresponds to semantic
similarity [48, 39]. In this embedding space, the relationship between two inputs xi and xj is evaluated
through a distance or similarity function g(f (x i ); f (x j )) [48]. The fundamental objective of DML is to
enforce small intra-class distances for semantically related items and large inter-class distances for unrelated
ones [49]. This paradigm is especially powerful for veri�cation and retrieval tasks � such as plagiarism
detection � where the goal is to compare inputs directly rather than assign them to prede�ned categories.

4.5.1 Distance Metrics

Once inputs are embedded as vectors u; v 2 Rd, their similarity is quanti�ed using geometric distance metrics.
Four metrics are commonly employed.

The Euclidean distance (L2 norm) measures the straight-line geometric separation between two points:

dL 2 (u; v) =

vu
u
t

dX

i=1

(u i � v i )2 (4.5.1)

It is sensitive to absolute magnitude di�erences across all dimensions [40].

The Manhattan distance (L1 norm) measures the sum of absolute coordinate-wise deviations:

dL 1 (u; v) =
dX

i=1

ju i � v i j (4.5.2)

Because it avoids squaring di�erences, it is often more robust to isolated large deviations in individual
dimensions [40].

The cosine distance measures dissimilarity in vector orientation rather than magnitude. It is de�ned as 1
minus the cosine similarity:

dcos(u; v) = 1 �
u � v

kuk kvk
(4.5.3)

This metric, grounded in the Cauchy-Schwarz inequality [50], is particularly e�ective when the direction of
an embedding carries its primary semantic meaning [40, 47].

Finally, the Pearson correlation distance evaluates the degree of linear covariation after centering the vectors:

dPearson (u; v) = 1 �
P d

i=1 (u i � �u)(v i � �v)
q P d

i=1 (u i � �u) 2
q P d

i=1 (vi � �v) 2
(4.5.4)
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By subtracting the mean (�u; �v) of each vector, Pearson distance becomes invariant to global additive o�sets,
capturing structural correlation [41].

4.5.2 Contrastive Learning and Negative Mining

Many embedding spaces are optimized through contrastive learning, which explicitly shapes the latent geom-
etry by pulling positive pairs (matching instances) close together while pushing negative pairs (non-matching
instances) apart, often beyond a speci�ed distance margin [47]. In music analysis, this encourages di�erent
versions of the same composition to form tight clusters, while representations of unrelated tracks are forced
away from one another [47].

However, not all negative pairs are equally informative. Because random sampling overwhelmingly produces
distinct, easily separable pairs, relying solely on random tuples leads to negligible gradients and poor gener-
alization [48]. To ensure robust learning, models employ hard negative mining strategies. Random negatives
provide a baseline separation but o�er little corrective signal. Semi-hard negatives lie closer to the positive
example and provide moderate learning signals without destabilizing training. Hard negatives are the most
challenging distractors � examples from di�erent classes that the model incorrectly projects very close to
the anchor. This di�culty hierarchy dictates how e�ciently the model learns the true boundaries of the
semantic space. The tiered negative mining strategy employed in the evaluation framework of this thesis di-
rectly mirrors this concept, assessing the model against structurally deceptive distractors rather than trivially
unrelated tracks.

4.5.3 Invariance and Robustness

A high-quality embedding space must exhibit invariance: the mapped representation should remain stable
even when the input undergoes identity-preserving transformations [39]. In the context of audio and music,
this means that a track and its pitch-shifted or time-stretched derivative should map to nearly identical
points in F , provided the core musical composition is unchanged. This theoretical requirement bridges
metric learning with the practical problem of plagiarism detection, where adversarial obfuscation actively
tests the stability of the learned embedding space.

In practice, however, the usefulness of an embedding space is not determined only by its geometric formulation,
but by how reliably the induced distances support downstream decisions such as plagiarism detection, source
attribution, and robustness under transformation. These evaluation perspectives are formalized in Chapter
6.

4.6 Fusion Strategies

When a system has access to multiple sources of information - such as di�erent modalities, models, or feature
representations - fusion refers to the process of combining these complementary signals into a uni�ed decision
or representation. The objective is to exploit the strengths of each individual source while compensating for
their respective weaknesses, thereby achieving performance that exceeds what any single source can deliver
in isolation [51, 52].

Fusion strategies are commonly categorized according to the stage of the processing pipeline at which the
combination takes place [53, 52]. In early fusion, also referred to as feature-level fusion, features extracted
from di�erent sources are combined into a single joint representation before being passed to a downstream
model [51, 53]. This allows the model to learn cross-source interactions from the outset, but it requires
compatible feature formats and may increase modeling complexity.

In score-level fusion, each branch is �rst processed independently and produces a continuous-valued output,
such as a similarity score, con�dence value, or distance measure. These outputs are then combined at a later
stage to form a single �nal score. In retrieval and veri�cation tasks, score-level fusion is especially natural
when multiple models map the same input pair to di�erent notions of similarity; in such cases, the �nal
decision can be based on the joint interpretation of these scores rather than on any one branch alone.

A closely related strategy is decision-level fusion, in which each branch produces a �nal discrete prediction and
the outputs are merged only after the individual decisions have already been made [51, 53]. This approach is
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simple to implement, but it discards potentially useful information contained in the intermediate continuous
scores.

Among these alternatives, score-level fusion o�ers a practical compromise between �exibility and simplicity.
Because the constituent branches remain independent, it does not require joint retraining and can be applied
even when the fused models have di�erent architectures, modalities, or training objectives [51, 52, 47]. At
the same time, when the model outputs are expressed as distances or similarities, score-level fusion preserves
more information than decision-level fusion, since the continuous evidence remains available for downstream
thresholding or ranking. Its main limitation is that it does not allow deep interaction between modalities at
the feature level, and therefore may fail to capture richer cross-modal dependencies that early fusion could,
in principle, exploit [51, 52].

4.7 Dimensionality Reduction

Deep embedding models represent audio segments as dense vectors in high-dimensional latent spaces (e.g.,
512 or 1024 dimensions). While these representations are highly e�ective for computational distance measure-
ments, they are inherently opaque to human inspection. Dimensionality reduction addresses this limitation by
projecting high-dimensional data into a visually interpretable lower-dimensional space, typically two or three
dimensions. In the context of embedding analysis, this projection is crucial for visualizing latent geometry,
identifying semantic clusters, and observing representation drift caused by audio transformations.

Principal Component Analysis (PCA) is the standard linear approach to dimensionality reduction. It oper-
ates by identifying orthogonal directions of maximum variance within the data and projecting the dataset
onto these principal components [40]. While computationally e�cient and useful as a baseline, PCA is fun-
damentally constrained by its linearity. Because deep neural embeddings typically lie on complex, non-linear
manifolds, PCA often fails to unfold the true local geometry of the space, inadvertently collapsing distinct
semantic neighborhoods into overlapping low-dimensional clusters.

To e�ectively visualize non-linear latent structures, Uniform Manifold Approximation and Projection
(UMAP) [54] is widely employed. UMAP estimates the local neighborhood structure of the data in high
dimensions as a fuzzy topological graph and optimizes a low-dimensional layout that preserves this geometry
as faithfully as possible. This manifold-learning approach has proven highly e�ective in audio analysis for
visually diagnosing how learned representations cluster and separate across di�erent distributions [55]. The
topology of the resulting projection is primarily controlled by two hyperparameters [54]: n_neighbors, which
balances the preservation of �ne-grained local neighborhoods against broader global structure, and min_dist,
which controls how tightly points are allowed to pack in the low-dimensional layout.

Despite its visualization capabilities, non-linear dimensionality reduction inherently involves information loss.
Crucially, the projected axes produced by UMAP lack intrinsic semantic meaning, and the visualized distances
are merely approximations of the true high-dimensional geometry. While UMAP provides valuable geometric
intuition regarding whether modi�ed segments diverge from their originals, it cannot explain which speci�c
features are responsible for that divergence. Therefore, comprehensive interpretability requires the direct
analysis of the native high-dimensional coordinates, motivating the use of speci�c explainability techniques.

4.8 Explainable AI in Latent Spaces

Aggregate performance metrics reveal whether a model succeeds or fails, but they o�er limited insight into the
internal mechanisms that produce this behavior. In representation-learning systems, and especially in deep
audio models, this black-box character motivates diagnostic analyses that examine the structural behavior
of the latent space itself rather than relying solely on downstream distance outputs [56].

A natural way to study the e�ect of input transformations is through latent perturbation analysis. Rather
than evaluating only the global distance between two embeddings, this approach examines how a representa-
tion shifts along its individual high-dimensional coordinates when the original audio is modi�ed. Analyzing
the absolute magnitude of these coordinate-wise shifts quanti�es the severity of the perturbation. Conversely,
retaining the directional information (i.e., whether a coordinate systematically increases or decreases) allows
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for the extraction of transformation-speci�c �ngerprints. This perspective is fundamentally tied to the con-
cepts of invariance and equivariance, evaluating which input manipulations induce stable, predictable, or
disruptive variations in the embedding space [57].

Building upon this coordinate-level approach, latent explainability often involves univariate sensitivity anal-
ysis. A common strategy is to rank individual embedding dimensions based on their mean response to known
transformations. This identi�es the subset of latent features that are most heavily impacted by speci�c mod-
i�cations. Furthermore, by establishing an activity threshold, it is possible to count the number of highly
responsive dimensions, providing a quantitative estimate of how broadly a particular transformation disperses
its disruption across the representation space [58].

To e�ectively compare the perturbation strength induced by di�erent modi�cation regimes across speci�c
dimensions, it is necessary to use standardized e�ect-size measures. Cohen's d expresses the di�erence between
two distributions relative to their pooled variability:

d =
� 1 � � 2

� pooled
: (4.8.1)

Unlike signi�cance tests, which assess whether a di�erence is unlikely to have occurred by chance, e�ect size
quanti�es the practical magnitude of that di�erence. A widely accepted interpretation classi�es jdj < 0:2
as negligible, jdj < 0:5 as small, jdj < 0:8 as medium, and jdj � 0:8 as large. Applied in a dimension-wise
context, Cohen's d provides a statistical mechanism to identify which speci�c embedding coordinates strongly
di�erentiate, for example, human-derived variations from synthetic ones.

Finally, latent-space explainability intersects with the broader objective of representation disentanglement.
Prior research in music representation learning indicates that di�erent latent factors often encode distinct sig-
nal attributes, such as pitch, rhythm, or timbre [57]. This underlying structure suggests a conceptual division
between a stable core of dimensions-which remain robust across transformations to preserve core identity-and
a volatile shell that absorbs surface-level stylistic changes. However, high-dimensional embeddings in deep
models are rarely perfectly disentangled; dimensions are often correlated or polysemantic, encoding multiple
concepts simultaneously. Consequently, dimension-level perturbation analyses serve as powerful diagnostic
tools for revealing systematic model vulnerabilities, rather than providing exact causal decompositions of the
entire latent space.

4.9 Supervised Classi�cation Extensions

Supervised classi�cation aims to learn a decision function from labeled examples, such that new inputs can
be assigned to one of a set of prede�ned classes. When the relationship between the input features and the
target label is complex and non-linear, simple linear decision rules may be insu�cient. In such cases, ensemble
methods based on decision trees provide a �exible alternative, since they can model non-linear interactions,
heterogeneous feature types, and high-order dependencies without strong assumptions about the underlying
data distribution.

4.9.1 Gradient Boosted Trees and XGBoost

Decision trees are widely used supervised learning models because they recursively partition the feature space
through a sequence of simple decision rules. However, a single tree can be unstable and prone to over�tting,
especially when grown deeply. A common strategy to improve predictive performance is therefore to combine
many trees into a tree ensemble. In Random Forests, the trees are trained independently on randomized
versions of the data, and their predictions are aggregated, typically by majority vote in classi�cation settings
[59]. This randomness reduces variance and improves generalization.

A di�erent ensemble strategy is boosting, which combines a sequence of individually weak predictors into a
single strong one [41]. Each weak learner, typically a shallow decision tree, is only required to perform slightly
better than random guessing. Instead of training trees independently, boosting constructs the ensemble
additively: at each iteration t, a new tree ft is �tted to improve the current model, so that the updated
prediction becomes

ŷ(t) = ŷ (t�1) + f t (x): (4.9.1)

47



Chapter 4. Machine Learning and Deep Learning Foundations

In this way, later trees progressively focus on the examples that earlier trees handled poorly, yielding a
powerful mechanism for learning non-linear decision boundaries.

XGBoost (eXtreme Gradient Boosting) is a widely adopted, scalable implementation of gradient boosted trees
[60]. It extends the basic boosting framework with regularization terms that penalize model complexity,
helping to reduce over�tting and improve generalization. Because it is based on decision trees, XGBoost
naturally supports heterogeneous tabular inputs, including continuous, binary, and derived statistical features,
without requiring explicit feature scaling [60, 31]. Although a single decision tree is often considered directly
interpretable, a boosted ensemble of many trees is not; its behavior is instead typically examined through
post-hoc analysis tools such as feature importance methods.

4.9.2 Permutation Feature Importance

Permutation feature importance is a model inspection technique used to quantify how much a �tted model
depends on each individual feature. The idea was popularized in the context of Random Forests, where the
values of a variable are randomly permuted and the resulting increase in prediction error is measured [59]. If
shu�ing a feature causes a substantial performance drop, the model is understood to rely strongly on that
feature.

The same principle generalizes naturally beyond Random Forests. Because the method evaluates the e�ect
of feature shu�ing on the external predictive performance of a trained model, it is model-agnostic and can
be used with arbitrary scoring functions. This makes it especially useful when one wishes to study feature
contributions under task-speci�c metrics rather than relying only on internal training statistics.

An important advantage of permutation importance is that it avoids some of the biases associated with
tree-native importance measures, such as impurity-based split statistics. At the same time, interpretation
requires caution when features are strongly correlated. In such cases, permuting one variable may have only
a limited e�ect if the model can recover similar information from another correlated variable [59].

4.9.3 Shortcut Learning

Shortcut learning refers to a failure mode in which a model achieves strong performance by exploiting spurious
correlations in the data rather than learning the intended task-relevant structure [61]. From the perspective
of out-of-distribution generalization, a shortcut is any feature that yields high accuracy under the training
distribution but fails under distribution shift. Such behavior can produce deceptively good benchmark results
while masking weak generalization.

Shortcut features are typically easy for the model to exploit because they correlate strongly with the label in
the observed dataset, even though they are not causally related to the underlying phenomenon of interest.
As a result, the learned decision rule may rely on super�cial proxies instead of robust and semantically
meaningful patterns.

Detecting shortcut learning generally requires targeted diagnostic analysis. Two common strategies are
ablation studies, in which suspected shortcut features are removed and the resulting performance change is
examined, and feature importance analysis, which estimates how strongly the model depends on each input
variable. Together, these tools help distinguish genuine predictive structure from dataset-speci�c confounds
[61, 31].
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Chapter 5. Audio Representations and Models

5.1 Digital Audio Basics and Feature Representations

The musical concepts and transformations introduced in Chapter 3 describe what is musically meaningful in a
piece of audio. To process these concepts computationally, however, continuous sound must �rst be converted
into numerical representations that algorithms can manipulate. This section introduces the fundamental
digital audio concepts and spectral feature representations that underpin the models and pipelines discussed
throughout the remainder of this chapter.

5.1.1 Digital Audio Fundamentals

Sound, as perceived by humans, consists of pressure oscillations propagating through air. To represent these
oscillations digitally, the continuous pressure signal is measured at regular time intervals through a process
known as sampling, producing a discrete sequence of amplitude values called the digital waveform [10, 62].
Each measured value is referred to as a sample, and the number of samples captured per second de�nes the
sampling rate Fs, measured in Hertz (Hz) [10].

The sampling rate determines the range of frequencies that can be faithfully represented. According to the
Nyquist�Shannon sampling theorem, a continuous signal can be perfectly reconstructed from its discrete
samples if and only if it contains no frequency components above the Nyquist frequency 
 = Fs=2 [10, 62].
Frequencies above this limit are aliased, folding back into the representable range and introducing distortion.
The choice of sampling rate therefore re�ects a trade-o� between frequency coverage and data size. Speech
signals, which are highly intelligible even when bandlimited to frequencies below approximately 3�4 kHz, are
commonly sampled at 8 kHz (telephony) or 16 kHz (wideband processing) [62]. Music recordings, whose
perceptually relevant frequency content extends considerably higher, are typically sampled at 44.1 kHz (CD
standard) or 48 kHz (professional audio) [10]. This disparity means that models designed for speech and
models designed for music often operate at fundamentally di�erent sampling rates, a consideration that
becomes important when combining multiple systems in a single pipeline.

Audio signals may be captured in mono (a single channel) or stereo (two channels representing left and right
spatial components). Many computational models operate exclusively on mono input, and stereo recordings
are therefore commonly reduced to a single channel by averaging the two channels prior to processing.
Similarly, when a processing pipeline involves multiple models trained at di�erent sampling rates, resampling
- the conversion of a signal from one rate to another - is required to ensure that each model receives input at
its expected rate [62].

Finally, because the dynamic range of audio signals can span several orders of magnitude, it is common to
express amplitude or power on a logarithmic scale. The decibel (dB) is a logarithmic unit that represents the
ratio between two values, compressing large dynamic ranges into a more manageable numerical scale [10]. In
digital audio systems, the variant dBFS (decibels relative to full scale) expresses amplitude relative to the
maximum level representable in the digital format, with 0 dBFS corresponding to the clipping threshold.
This unit is particularly relevant in voice activity detection and audio quality assessment, where absolute
amplitude levels must be compared against �xed reference points.

5.1.2 Spectral Representations

The waveform representation encodes audio as a sequence of amplitude values over time, but many musically
and perceptually important properties - such as pitch, timbre, and harmonic structure - are more naturally
described in the frequency domain. The Fourier transform provides the mathematical bridge between these
two domains: it decomposes a time-domain signal into a weighted sum of sinusoidal components, revealing
the extent to which each frequency contributes to the original signal [10, 62].

However, a single Fourier transform applied to an entire signal yields frequency information that is aver-
aged over the full duration, discarding all temporal localization. Since musical content evolves over time, a
localized analysis is necessary. The Short-Time Fourier Transform (STFT) addresses this by applying the
Fourier transform to short, overlapping segments of the signal, producing a two-dimensional time�frequency
representation that captures how the spectral content changes over time [10, 62].

The STFT is governed by two key parameters. The window size N determines the duration of each analysis
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segment: a longer window provides �ner frequency resolution but coarser temporal resolution, while a shorter
window improves temporal precision at the expense of frequency detail [10]. The hop size H speci�es the
step, in samples, by which the analysis window advances between successive frames [10, 62]. Together, these
parameters control the fundamental time�frequency resolution trade-o� that underlies all spectral analysis
methods. In practice, di�erent audio processing systems select di�erent window and hop con�gurations
depending on whether their primary objective requires �ne temporal resolution, �ne frequency resolution, or
a particular balance between the two.

Before applying the Fourier transform to each segment, the signal is multiplied by a window function that
tapers the segment's edges smoothly toward zero. Without such tapering, the abrupt truncation at the
segment boundaries introduces spurious frequency components known as spectral leakage [62]. Bell-shaped
window functions, such as the widely used Hann window, substantially reduce these artifacts [10]. Conversely,
the inverse STFT (iSTFT) reconstructs the time-domain waveform from its spectral representation, enabling
systems that operate in the frequency domain - such as source separation models - to produce audio output
[10].

Mel Spectrogram and Log-Mel Spectrogram

Human auditory perception of frequency is approximately logarithmic: listeners can distinguish �ne pitch
di�erences at low frequencies but perceive progressively coarser di�erences at higher frequencies [10]. The
Mel scale formalizes this observation by de�ning a non-linear mapping from physical frequency (Hz) to a
perceptually motivated scale in which equal intervals correspond to equal perceived pitch distances.

A Mel spectrogram is obtained by applying a bank of overlapping triangular �lters, spaced according to
the Mel scale, to the magnitude output of the STFT. Each �lter integrates the spectral energy within its
passband, producing a single coe�cient per �lter per time frame. The number of �lters, commonly referred
to as Mel bins, determines the frequency resolution of the representation. The choice of how many bins to
use, and across what frequency range, varies depending on the application: speech-oriented systems may use
a di�erent con�guration than music-oriented ones, since the two domains emphasize di�erent portions of the
audible spectrum.

In practice, the raw Mel spectrogram magnitudes are almost always compressed by applying a logarithmic
transformation, yielding the log-Mel spectrogram. This compression is motivated both by the logarithmic
nature of human loudness perception and by the practical need to reduce the dynamic range of the represen-
tation, making it more suitable for processing by neural networks [10]. The log-Mel spectrogram has become
the de facto standard input representation for a wide range of audio models, spanning speech recognition,
audio�language pretraining, and generative music systems.

Constant-Q Transform (CQT)

While the STFT uses uniformly spaced frequency bins, the Constant-Q Transform (CQT) employs geomet-
rically spaced bins whose center frequencies follow a logarithmic progression [10]. In this design, each bin
has a constant ratio Q of center frequency to bandwidth, so that lower frequencies are analyzed with nar-
rower bandwidth (higher frequency resolution) and longer temporal windows, while higher frequencies receive
broader bandwidth and shorter windows.

This logarithmic frequency spacing aligns naturally with the structure of Western music, in which each octave
- a doubling of frequency - is divided into twelve equally spaced semitones (Section 3.4). By con�guring the
CQT with 12 bins per octave, each bin corresponds directly to one semitone of the chromatic scale, making the
representation particularly well suited for pitch-based musical analysis [10]. The number of octaves spanned
and the minimum frequency can be adjusted to match the pitch range of interest, allowing the CQT to be
tailored to di�erent analytical requirements.

Chromagram

A chromagram (or chroma feature representation) captures the distribution of a signal's energy across the
twelve pitch classes of the chromatic scale, regardless of the octave in which each pitch occurs [10]. It is
constructed by mapping each frequency bin of a pitch-based spectrogram (such as the CQT) to one of twelve
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chroma bins, each corresponding to a pitch class (C, C#, D, . . . , B). Because harmonics of a given note - the
integer multiples of its fundamental frequency - that di�er by whole octaves are folded into the same chroma
bin, the representation is inherently octave-invariant.

This octave invariance introduces a deliberate loss of information: two notes an octave apart become indistin-
guishable. However, this is often desirable in music analysis, since it yields a compact representation that is
robust to variations in register and instrumentation while preserving the harmonic and melodic identity of the
music [10]. Chromagram features are therefore commonly used in tasks that require harmonic comparison,
such as chord recognition, key detection, and melody-conditioned generation.

5.1.3 Preprocessing Operations

Before being passed to a model, audio representations typically undergo several standardization steps. Feature
normalization rescales the representation to a �xed numerical range, such as [�1; 1] with approximately zero
mean. This step improves numerical stability during training and ensures that the input distribution is
consistent regardless of the original recording's absolute loudness [10].

Many neural architectures require inputs of a �xed temporal length. When audio segments are shorter than
the expected duration, zero-padding extends the signal by appending silence (zero-valued samples) to reach
the required length [10, 62]. Conversely, when segments exceed the expected duration, they are truncated
to the target length. This combination of padding and truncation ensures uniform input dimensions across
all samples in a dataset, which is a prerequisite for e�cient batched processing in modern deep learning
frameworks.

5.2 Voice Activity Detection

Voice Activity Detection (VAD) refers to the task of distinguishing segments of an audio signal that contain
speech or vocal activity from those containing only silence or background noise [63]. VAD methods fall broadly
into two categories: model-based approaches, which employ learned classi�ers trained on labeled speech data,
and energy-based (rule-based) approaches, which rely on simple signal-level statistics and manually de�ned
thresholds. While model-based methods can achieve higher accuracy under adverse conditions, energy-based
methods o�er transparency, reproducibility, and independence from training data, making them well suited
for quality-control �ltering in research pipelines.

Energy-based VAD operates on short analysis frames, typically 10-40 milliseconds in duration [10]. For each
frame, the Root Mean Square (RMS) energy is computed:

RMS =

vu
u
t 1

N

NX

n=1

x[n]2 (5.2.1)

providing a smooth estimate of the frame's overall acoustic energy. The RMS value is then converted to dBFS
(Section 5.1.1) and compared against a prede�ned threshold: frames exceeding the threshold are classi�ed as
active, and the remainder as silent.

However, energy alone cannot distinguish vocal activity from energetic non-vocal events such as percussive
transients or loud instrumental passages. To improve speci�city, a spectral heuristic can be applied. The
human voice concentrates its essential phonetic energy within approximately 80-3,400 Hz [62]. By computing
the ratio of spectral energy within this band to the total frame energy via the FFT, frames with a high band
energy ratio can be identi�ed as vocal-like, while frames dominated by energy outside this range are more
likely non-vocal.

Frame-level decisions can be aggregated to produce segment-level or �le-level assessments by computing the
proportion of active or vocal-like frames against minimum thresholds. In pipelines involving music source
separation, applying VAD to isolated vocal stems rather than full mixtures substantially improves reliability,
since most instrumental interference is removed prior to analysis. The main limitations of heuristic VAD
in musical contexts are sensitivity to recording conditions, dependence on upstream separation quality, and
the assumption that vocal energy follows a predictable spectral pro�le - limitations that motivate the use of
conservative, multi-criterion thresholds in practice.
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5.3 Music Source Separation

Music source separation is the task of recovering individual sound sources from a mixed audio recording [10,
16]. Given a mixture containing multiple overlapping instruments and vocals, the objective is to reconstruct
each constituent source as if it had been recorded in isolation [10]. This is an extremely di�cult problem,
since musical sources are typically highly correlated in both time and frequency - instruments follow shared
rhythmic patterns and play harmonically related notes - and the number of sources generally exceeds the
number of available recording channels, making the problem fundamentally underdetermined [10].

Separation methods are broadly categorized by the domain in which they operate. Spectrogram-based ap-
proaches transform the mixture into a time-frequency representation via the STFT and predict a multiplica-
tive mask for each source. Waveform-based approaches operate directly on the raw audio signal, learning
an end-to-end mapping from the mixture waveform to individual source waveforms. Hybrid approaches pro-
cess the signal simultaneously in both the spectral and temporal domains, combining the strengths of both
representations [2].

Demucs is a state-of-the-art music source separation system developed by Meta Research [2]. Its current
version, Hybrid Transformer Demucs (v4), employs a hybrid architecture consisting of two parallel U-Net
encoder-decoder structures - a convolutional design in which symmetric encoder and decoder paths are
connected through skip connections that preserve �ne-grained detail during reconstruction. One branch
operates in the time domain through temporal convolutions, while the other operates in the spectral domain
through frequency-axis convolutions. The innermost layers of both branches are replaced by a cross-domain
Transformer encoder that applies self-attention within each domain and cross-attention across domains,
enabling the model to exploit complementary information from both representations. At the output stage,
the spectral branch is converted back to the time domain via the iSTFT (Section 5.1.2) and summed with
the temporal branch output to produce the �nal source estimates [2].

Demucs separates a full audio mix into four stems: vocals, bass, drums, and other, where the latter captures
harmonic and melodic elements such as guitars, keyboards, and synthesizers [2, 16]. This four-stem taxonomy
is consistent with the standard adopted across the source separation community (Section 3.1). The model
is available in several variants, including quantized versions that reduce model size and accelerate inference
with minimal quality degradation.

5.4 Automatic Speech Recognition � Whisper

Automatic Speech Recognition (ASR) is the task of converting an acoustic speech signal into its correspond-
ing textual representation [62]. Traditional ASR systems typically employ multi-stage pipelines consisting
of separate acoustic models, language models, and pronunciation dictionaries, each trained independently
[62]. More recently, end-to-end deep learning approaches have simpli�ed this pipeline by training a single
sequence-to-sequence model to directly map audio input to text output, leveraging the expressiveness of
neural architectures to learn the correspondence between utterances and their transcribed forms [64]. While
ASR was originally developed for clean speech, its application to musical content - where vocals are embed-
ded within complex instrumental mixtures - introduces additional challenges that traditional systems are not
designed to handle [47].

Whisper is a large-scale, general-purpose ASR system developed by OpenAI, trained on 680,000 hours of
weakly supervised multilingual audio data [64]. It employs a Transformer-based encoder-decoder architecture
(Section 4.4.4). The encoder receives an 80-channel log-Mel spectrogram computed from the input audio
and processes it through a stack of Transformer blocks, producing a dense acoustic representation that
captures the positional and phonetic structure of the signal [64, 47]. The decoder attends to these encoder
representations and generates the text transcript autoregressively, token by token, conditioned on the history
of previously predicted tokens [64].

In the context of music analysis, the distinction between encoder and decoder representations is critical.
The encoder captures primarily acoustic and positional information - how something sounds - while the
decoder's internal hidden states progressively build a semantic interpretation of what is being said [47]. Of
particular interest are the hidden states of the decoder's �nal layer, extracted immediately before the token
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sampling step. These decoder latents contain the model's re�ned, contextualized understanding of the lyrical
content: the compressed semantic knowledge about the song's lyrics before the model commits to speci�c
word predictions [47]. Because these representations capture deep linguistic meaning directly from audio, they
can be repurposed as rich feature vectors for downstream tasks - such as lyrics-based similarity assessment -
without requiring an intermediate hard text transcription that would introduce recognition errors.

In practice, Whisper processes audio by splitting it into �xed-length overlapping segments (typically 30
seconds each), extracting log-Mel spectrograms from each one and performing autoregressive decoding in-
dependently per segment. The decoder latents from all segments are then concatenated along the temporal
axis to form a single matrix H that represents the full track [47]. This processing strategy enables Whisper
to handle audio of arbitrary length while maintaining a �xed computational footprint per segment.

5.5 Generative AI for Music

While the previous sections described systems that analyze or decompose existing audio, a fundamentally
di�erent class of models has emerged that can synthesize entirely new musical content. Generative models
learn the underlying distribution of their training data and produce novel samples from it, in contrast to
discriminative models which learn to classify or map inputs to prede�ned categories. In the context of music,
generative systems can produce complete recordings from text descriptions, continue or complete partial
compositions, or re-synthesize existing musical material in a new acoustic form. As discussed in Section 3.5,
this capability introduces both creative opportunities and serious challenges for copyright protection.

Music generation has been approached through a wide range of paradigms, including rule-based systems,
recurrent and transformer-based language models, variational autoencoders, generative adversarial networks,
and di�usion models [65, 66, 67]. Among contemporary neural audio generation systems most relevant to
this work, two architectural families are especially prominent: autoregressive modeling and di�usion-based
generation. These systems may further di�er in their conditioning mechanisms and in their ability to perform
partial generation.

Autoregressive models treat audio synthesis as a sequential prediction task. The audio signal is �rst con-
verted into a sequence of discrete tokens using a neural audio codec - a learned encoder-decoder system
that compresses raw waveforms into compact discrete representations from which the waveform can later be
reconstructed. A language model, typically based on the Transformer decoder architecture (Section 4.4.4),
is then trained to predict each token conditioned on all previously generated tokens:

p� (u1:T j c) =
TY

j=1

p� (u j j c; u1; : : : ; uj�1 ) (5.5.1)

where c represents optional conditioning information such as text or audio features [67]. This autoregressive
factorization naturally captures temporal dependencies but requires sequential generation, which can be
computationally expensive for long sequences.

Di�usion models take a fundamentally di�erent approach. Rather than predicting tokens sequentially, they
learn to reverse a gradual noising process. In the standard formulation, a �xed forward Markov chain
progressively corrupts a clean sample x0 by adding Gaussian noise according to

q(xt j x t�1 ) = N
�

x t ;
p

1 � � t x t�1 ; � t I
�

; (5.5.2)

where � t controls the noise level at di�usion step t [66]. A generative model is then trained to reverse this
process through learned transitions

p� (x t�1 j x t ) = N (x t�1 ; � � (x t ; t); � � (x t ; t)) ; (5.5.3)

gradually denoising the sample until a clean output is recovered.

To reduce the computational cost of operating directly on high-resolution audio, latent di�usion models �rst
compress the signal into a lower-dimensional latent representation z0 = E(x) using a pretrained autoencoder,
perform the di�usion process in this latent space, and �nally reconstruct the waveform through the decoder
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D such that x � D(z 0) [67]. This substantially reduces the dimensionality of the generative process while
preserving the most relevant structure of the audio signal.

A key mechanism shared across both paradigms is Classi�er-Free Guidance (CFG), which controls the
strength of conditioning during generation. During training, the conditioning signal is randomly dropped
with some probability, teaching the model to generate both conditionally and unconditionally. At inference
time, the conditional and unconditional predictions are linearly interpolated with a guidance scale �, allowing
the user to trade o� between sample diversity (lower �) and �delity to the conditioning signal (higher �) [67].

A further important capability, particularly relevant to plagiarism scenarios, is partial generation or audio
inpainting. In this setting, parts of the audio are provided as �xed observations (e.g., a speci�c instrumental
stem), and the model is tasked with generating the remaining components to complete the mix. This enables
controlled generation scenarios in which one musical element is preserved while the surrounding arrangement
is entirely re-synthesized.

The following sections describe the three speci�c generative models employed in this work: MusicGen, which
follows the autoregressive paradigm; AudioLDM 2, which adopts a latent di�usion architecture; and MGE-
LDM, which extends latent di�usion to multi-stem, stem-conditioned partial generation.

5.5.1 MusicGen

MusicGen is a single-stage autoregressive music generation model that formulates audio synthesis as next-
token prediction over compressed discrete audio representations [68]. Rather than generating raw waveform
samples directly, MusicGen �rst relies on a neural audio codec - speci�cally EnCodec - to transform the
waveform into several streams of quantized tokens. In this way, music generation is reduced to a language-
modeling problem over discrete acoustic units, enabling the use of Transformer-based sequence modeling
techniques.

A distinctive feature of MusicGen is that it avoids the cascaded multi-model design of earlier systems by
using a single Transformer language model together with e�cient token interleaving patterns. The model is
implemented as an autoregressive Transformer decoder, whose layers consist of causal self-attention blocks so
that each predicted token depends only on the previously generated tokens. To incorporate external control,
the decoder additionally employs cross-attention over a conditioning signal C, allowing the generation process
to be guided by text, melody, or both.

The underlying audio tokenizer is a non-causal �ve-layer EnCodec model operating on 32 kHz monophonic
audio, with a stride of 640 and a resulting frame rate of 50 Hz. EnCodec compresses the waveform into a
compact sequence of discrete codes while preserving su�cient information for high-�delity waveform recon-
struction. This codec-based representation is essential to MusicGen, since it makes long-range autoregressive
audio generation computationally feasible.

In addition to text conditioning, MusicGen also supports melody conditioning through a chromagram-based
representation. In the melody-conditioned variant, the input reference audio is converted into chroma features
(Section 5.1.2), which provide a compact, octave-invariant representation of harmonic and melodic structure.
These chroma features serve as an additional control signal that steers the generated audio toward preserving
the pitch contour or melodic identity of the reference while allowing timbre, instrumentation, and arrangement
to vary.

5.5.2 AudioLDM 2

AudioLDM 2 is a latent di�usion framework for general-purpose audio generation that combines self-
supervised audio representation learning with text- and audio-conditioned synthesis [69]. Its core idea is to
introduce an intermediate semantic representation of sound, referred to by the authors as the Language of
Audio (LOA): a sequence of vectors intended to capture the high-level semantic content of an audio clip
independently of the �nal waveform realization.

To construct this representation, AudioLDM 2 integrates two pretrained components. The �rst is CLAP
(Contrastive Language-Audio Pretraining), a multimodal model that learns a joint embedding space for
audio and text using contrastive learning [70]. CLAP employs separate audio and text encoders whose
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outputs are projected into a shared embedding space, where matched audio-text pairs are pulled together and
mismatched pairs are pushed apart. This provides a semantically meaningful conditioning signal that links
natural language prompts to audio content. The second component is AudioMAE, a masked autoencoding
model that operates on log-Mel spectrogram patches and learns rich audio representations through self-
supervised reconstruction. In AudioLDM 2, AudioMAE features serve as the target semantic space into
which conditioning information is translated.

The translation itself is performed by a GPT-2 language model, which maps the conditioning signal into the
LOA representation. Once this semantic sequence has been obtained, a latent di�usion model synthesizes the
�nal audio. As in other latent di�usion systems, a variational autoencoder �rst compresses the audio into
a lower-dimensional latent variable z, and di�usion is performed in this latent space rather than directly on
the waveform. The denoising network is implemented as a Transformer-U-Net (T-UNet), which combines the
hierarchical structure of an encoder-decoder architecture with Transformer blocks for long-range contextual
modeling.

Overall, AudioLDM 2 can be viewed as a two-stage system: semantic conditioning is �rst translated into
an audio-level representation, and a latent di�usion model then renders this representation into a waveform.
This design allows the model to exploit both the semantic alignment of audio and language and the generative
�exibility of di�usion-based synthesis.

5.5.3 MGE-LDM

MGE-LDM is a uni�ed latent di�usion framework designed for simultaneous music generation, source
imputation, and query-driven source separation [71]. Unlike full-mix generation systems that operate on
a single audio stream, MGE-LDM is explicitly built to model the relationships between a musical mixture
and its constituent stems. To this end, the model jointly represents three interrelated latent variables: the
complete mixture, a submixture, and an individual source, all encoded through a pretrained variational
autoencoder into latent sequences of shared dimensionality.

The generative backbone of MGE-LDM is a Di�usion Transformer (DiT), which replaces the convolution-
dominated denoising architecture of classical di�usion systems with a Transformer-based denoiser operating
in latent space. The model is trained under the v-objective, learning to predict the denoising direction
conditioned on both the noisy latent and an auxiliary conditioning vector. This conditioning vector is
derived from the audio branch of a pretrained CLAP encoder, allowing the model to align the generation
process with semantically meaningful audio conditions.

A distinctive property of MGE-LDM is its support for partial generation, also referred to as audio inpaint-
ing. In this setting, some components of the latent representation are treated as �xed observations while
the remaining parts are synthesized by the di�usion model. This enables controlled tasks such as source
imputation, where a known stem is preserved and the missing musical content is regenerated around it. Be-
cause the model jointly represents mixtures and stems within a single di�usion backbone, it can perform this
reconstruction in a coherent and musically structured manner.

This multi-stem formulation is particularly relevant to the present work, since it provides a principled mech-
anism for generating plagiarism-related variants in which one musical element is intentionally preserved
while the surrounding arrangement is re-synthesized. In contrast to full-mix generation, MGE-LDM there-
fore supports a more �ne-grained analysis of how di�erent musical stems contribute to source identity and
detectability.

5.6 Music Version Identi�cation Systems

As introduced in Section 3.2.2, Music Version Identi�cation (MVI) is the task of determining whether two
recordings constitute di�erent renditions of the same underlying musical composition, despite potentially
radical di�erences in instrumentation, tempo, key, arrangement, and performance style. MVI systems typ-
ically address this challenge by learning embedding representations in which versions of the same piece are
projected close together, enabling similarity assessment through simple distance computation in the learned
space.
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In the present work, two pretrained MVI systems are employed as frozen feature extractors for the dual-
branch plagiarism detection framework described in Section 6.3.1. The �rst, CLEWS, produces acoustic
embeddings that capture melodic, harmonic, and rhythmic similarity while maintaining invariance to surface-
level variations such as timbre and instrumentation. The second, WEALY, produces semantic embeddings
derived from vocal and lyrical content. Together, these two systems provide complementary representations
of musical identity: one grounded in acoustic structure, the other in linguistic content.

5.6.1 CLEWS

CLEWS (Contrastive Learning from Weakly-labeled Audio Segments) is a music version identi�cation sys-
tem designed to learn segment-level acoustic embeddings that capture the musical identity of a piece while
remaining invariant to surface-level variations such as timbre, instrumentation, and production style [23].

The system takes as input a raw audio waveform, which is �rst segmented into �xed-length excerpts. Each
segment is converted into a Constant-Q spectrogram (Section 5.1.2), downsampled in time, and normalized.
This spectral representation is then passed through a learnable frontend consisting of two strided 2D con-
volutions with batch normalization and ReLU activation. The resulting feature maps are processed by a
pre-activation ResNet50 backbone (Section 4.3) augmented with Instance-Batch Normalization (IBN) for
style invariance and ReZero initialization for training stability. The spectro-temporal output is aggregated
via Generalized Mean (GeM) pooling (Section 4.3) and projected through a batch normalization layer
followed by a linear layer into a 1024-dimensional embedding vector z.

A central design principle of CLEWS is its handling of weak labels. In MVI datasets, ground-truth annotations
are typically provided at the track level (two tracks are or are not versions of the same piece), yet practical
similarity assessment must operate at the segment level. CLEWS bridges this gap through a reduction
mechanism that converts segment-level pairwise distances into track-level distances suitable for contrastive
training. Separate reduction functions are employed for positive and negative pairs: positive pairs use a best-
pairwise reduction that selects the closest matching segments, while negative pairs use a minimum-distance
reduction that focuses on the hardest distractors.

The model is trained using a contrastive loss that minimizes the squared distances between positive pairs
while maximizing the distances between negative pairs through an exponential penalty term. At inference
time, CLEWS processes mono audio resampled to 16 kHz, segments it into overlapping 20-second excerpts,
and produces one 1024-dimensional embedding per segment. Track-level similarity can then be assessed by
aggregating segment distances using the same reduction functions.

5.6.2 WEALY

While systems like CLEWS focus on overall acoustic and melodic similarity, tracking the semantic and lyrical
identity of a song requires a di�erent approach. WEALY (Whisper Embeddings for Audio-based Lyrics
matching) is a deep metric learning model designed speci�cally to assess the semantic similarity between
music tracks without requiring intermediate text transcription [47].

WEALY operates via a two-stage pipeline. In the �rst stage, the raw audio is processed through the Whisper
decoder (Section 5.4) to extract lyrics-aware latent representations, following the segmented extraction and
concatenation procedure described therein.

In the second stage, WEALY functions as an adaptation network that learns to map these Whisper-derived
latents into a discriminative semantic embedding space. The architecture begins with a linear projection layer
that maps the Whisper decoder latents (1280 dimensions in the case of Whisper-turbo) into the internal model
dimension. The projected sequence is enriched with positional encodings and processed by a stack of four
Transformer Encoder blocks, which produce temporally contextualized representations. To aggregate this
variable-length sequence into a single, �xed-size vector, WEALY applies Generalized Mean (GeM) pooling
across the temporal axis. Finally, a linear projection maps this aggregated vector into the target 512-
dimensional embedding space.

The model is trained using a contrastive learning paradigm based on the NT-Xent (Normalized Temperature-
scaled Cross-Entropy) loss, optimizing the embedding space so that embeddings of versions of the same song
cluster together while those of di�erent songs are pushed apart. Within the dual-branch framework proposed
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in this thesis, WEALY serves as the semantic counterpart to the acoustic branch, enabling the detection of
plagiarism cases where vocal and lyrical identity is preserved even when the underlying instrumentation has
been completely altered.
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6.1 Problem Statement and Formal Task De�nition

6.1.1 Music Plagiarism Detection as a Computational Problem

As established in Chapter 3, music plagiarism detection is the task of determining whether a given audio
recording derives, in whole or in part, from a pre-existing musical composition. Unlike audio �ngerprinting,
which seeks exact or near-exact signal matches under minor degradation, plagiarism detection must contend
with radical transformations in instrumentation, performance, arrangement and generative AI re-synthesis
(Sections 3.4 and 3.5). Moreover, as discussed in Section 3.3, the determination of whether a given similarity
constitutes plagiarism is ultimately a legal and interdisciplinary judgment rather than a �xed computational
criterion; there exist no universally accepted rules that de�ne precisely where legitimate musical in�uence
ends and actionable plagiarism begins.

This absence of a de�nitive legal or musicological standard is re�ected in the computational literature, where
di�erent studies formalize the detection task in substantially di�erent ways. What varies even more, however,
is how each study translates this conceptual understanding into a computational formalism. Although verbal
de�nitions di�er in emphasis - some focusing on melodic similarity, others on structural borrowing or per-
ceptual resemblance - the resulting mathematical formulations share a common underlying structure: each
encodes musical content into a representational space, computes a distance or similarity measure between a
query and a candidate and applies a threshold or ranking mechanism to produce a detection decision.

Reviewing prior computational literature reveals that the speci�c formalisms adopted by each study to
approximate the problem can vary widely. Plagiarism can be de�ned through an Originality Score that
measures the geometric overlap between symbolic note sequences, where a score approaching zero indicates
near-complete copying: OS(q; R) = 1 � maxfc(q; r) j r 2 Rg [4] or even as a simple segment-level decision
of more than 20% of segments in a pairwise decision matrix in both tracks exceed a certain similarity
threshold [7]. Other studies formulate detection as a maximum-weight bipartite matching problem, using a
logarithmic-exponential distance function f (d) = ln(1 + e �d ) and the Kuhn-Munkres algorithm to compute
optimal segment alignments [3] or combine pattern similarity, rhythmic correlation, BPM ratio, and chord
similarity into a weighted composite score: similarity = (� + m � p) � (� � max(r; p)) � b � + 
 � c [1]. Another
technique used is employing cosine similarity over TF-IDF-weighted melodic feature vectors, as seen in [5], or
even L1 distance can be computed between features extracted by a Siamese CNN operating on MIDI-derived
images, determining plagiarism through similarity ranking [72].

Despite their diversity, these formulations converge on a shared computational pattern: representation, com-
parison, and decision. The present work adopts this pattern in its most general form, abstracting away from
speci�c feature extraction or symbolic encoding choices in favor of a formulation based on learned audio
embeddings.

Let A denote the universe of all audio segments of �xed duration. An encoder f : A ! R d, maps an audio
segment x 2 A to a d-dimensional latent representation. A distance function � : R d � R d ! R �0 quanti�es
the dissimilarity between two representations. Given a reference segment xref and a candidate segment xcand ,
the system produces a binary plagiarism decision:

ŷ =

8
<

:

1 (plagiarism); if �
�
f (x ref ); f (x cand )

�
� �

0 (no plagiarism); if �
�
f (x ref ); f (x cand )

�
> �

(6.1.1)

where � 2 R �0 is a decision threshold. This formulation is deliberately general: the speci�c choice of encoder
architecture, distance metric, and threshold calibration strategy are treated as design decisions rather than as
part of the problem de�nition itself. The threshold is calibrated by maximizing a precision-weighted objective
over a validation set:

� � = arg max
�

F0:5 (� ) (6.1.2)

where F0:5 is the F-beta score with � = 0:5, which weights precision twice as heavily as recall. The rationale
for this choice is discussed in Section 6.4.1.
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6.1.2 The Ambiguity of the Decision Threshold

It is important to acknowledge that the threshold � is not a purely technical parameter. As discussed in
Section 3.3, the legal determination of plagiarism involves both an objective expert analysis (the extrinsic test)
and a subjective jury assessment of �total concept and feel�(the intrinsic test). No computational system can
fully replicate this two-stage legal process; it can only approximate the �rst stage by quantifying structural
similarity and leave the second stage to human judgment.

In the present work, � is therefore treated as an operational parameter that simulates a conservative foren-
sic posture: it is calibrated to optimize F0:5 , prioritizing the avoidance of false accusations over exhaustive
case recovery. This calibration provides a principled and reproducible decision boundary for experimental
evaluation, but it should be understood as a proxy for expert and legal judgment rather than as a de�nitive
standard. In a deployed system, the appropriate threshold would need to be determined through interdis-
ciplinary consultation involving legal expertise, musicological knowledge, and consideration of the speci�c
operational context and jurisdiction.

6.1.3 Transformation Taxonomy

The di�culty of the detection task depends critically on the type and severity of the transformation applied
to the original material. Building on the audio transformation types introduced in Section 3.4 and the AI
generation paradigms described in Section 3.5, this work de�nes a formal taxonomy of plagiarism-relevant
transformations.

Let T : A ! A denote a transformation function that maps a reference segment to a derivative segment,
such that xcand = T(x ref ). The following transformation families are considered, in approximate order of
increasing expected detection di�culty:

1. Signal-level modi�cation (T DSP ): The original recording is altered through digital signal processing
operations such as pitch shifting, tempo modi�cation, or their combination. The musical content and
performance identity remain unchanged; only signal-level characteristics are modi�ed.

2. Human reinterpretation (T HUMAN ): A di�erent performer records a new rendition of the same
composition. The derivative may di�er in key, tempo, instrumentation, vocal delivery, arrangement,
and production style, but shares the underlying compositional identity with the original.

3. Generative AI re-synthesis (T AI ): The original musical material is processed through a gener-
ative AI system that produces a new audio realization, partially preserving musical structure while
substantially altering the acoustic surface.

4. Compound concealment (T AI+DSP ): An AI-generated derivative is further modi�ed through signal-
level processing, combining generative re-synthesis with DSP obfuscation. This represents the most
adversarial concealment strategy considered in this work.

The detection system is expected to handle all four transformation families, but with the understanding that
performance will likely degrade along this hierarchy as transformations become progressively more disruptive
to the latent similarity signal.

6.1.4 Multi-Modal Extension

A single encoder may not capture all aspects of musical similarity relevant to plagiarism detection. As
discussed in Section 3.2, plagiarism can manifest in di�erent musical dimensions - melody, harmony, rhythm,
lyrics, or vocal identity - and a derivative may alter some of these while preserving others. This motivates a
multi-modal approach in which complementary aspects of musical relatedness are captured by independent
encoders.

The proposed framework therefore employs two parallel encoders:

ˆ An acoustic encoder f ac : A ! R d1 , which captures similarity in terms of melodic, harmonic,
rhythmic, and timbral structure.

ˆ A semantic encoder f sem : A ! R d2 , which captures similarity in terms of vocal and lyrical content.
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Each encoder produces its own distance measure, �acoustic and � semantic respectively.

6.2 Research Hypotheses

Based on the formal problem de�nition and the transition from classical plagiarism detection to AI-mediated
concealment, this study investigates the following hypotheses. These are formulated as testable predictions
about the behavior of pretrained similarity models under the transformation taxonomy de�ned above.

H1 - MVI Transferability Gap. Pretrained Music Version Identi�cation models, used here as transfer-
able baselines from the closest mature neighboring task, will be highly robust to signal-level transformations
(TDSP ) but will exhibit signi�cant performance degradation under generative AI re-synthesis (TAI ). Formally,
we expect:

�
�
f (x ref ); TDSP (x ref )

�
� �

�
f (x ref ); TAI (x ref )

�
(6.2.1)

H2 - Compound Obfuscation and Distance Hierarchy. Applying DSP obfuscation on top of AI
generation will compound the acoustic displacement, producing a monotonically increasing distance hierarchy
across the transformation families:

E
�
� DSP

�
< E

�
� HUMAN

�
< E

�
� AI

�
< E

�
� AI+DSP

�
(6.2.2)

H3 - Stem-Dependent Detectability. Generative plagiarism is not equally disruptive across all musical
components. Harmonic and melodic content is expected to preserve more identi�able source traces than
purely rhythmic content. Formally, for stem-conditioned AI generation:

�
�
f (x ref ); T melodic

AI (x ref )
�

< �
�
f (x ref ); T rhythmic

AI (x ref )
�

(6.2.3)

H4 - Conditional Multimodal Value. Acoustic and semantic representations encode di�erent musical
dimensions. We hypothesize that incorporating a vocal-semantic embedding branch will improve detection
performance in scenarios where the acoustic surface is radically altered but the vocal identity is preserved.
At the same time, because the two modalities are sensitive to di�erent transformation pathways, we expect
their interaction to be conditional rather than uniformly additive.

6.3 Proposed Methodology

This section describes the proposed detection methodology at an architectural level. The system follows a
dual-branch pipeline in which each audio pair is evaluated through parallel acoustic and semantic encoders,
whose outputs are combined through a vocal-aware fusion strategy before being passed to a decision module.
Figures 6.3.1, 6.3.2 and 6.3.3 provide an abstract overview of the complete pipeline.

6.3.1 Dual-Branch Architecture

The proposed system evaluates each reference-candidate pair (xref ; xcand ) through two independent embedding
branches operating in parallel.

The acoustic branch processes both segments through the acoustic encoder fac, producing latent represen-
tations zref

ac = f ac(x ref ) and zcand
ac = f ac(x cand ). The acoustic distance is then computed as �ac = �(z ref

ac ; zcand
ac )

under a branch-speci�c distance metric.

The semantic branch operates analogously, producing representations zref
sem = f sem(x ref ) and zcand

sem =
f sem(x cand ), with semantic distance �sem = �(z ref

sem; zcand
sem ).

The rationale for maintaining two separate branches rather than a single uni�ed encoder is that acoustic and
semantic similarity capture fundamentally di�erent aspects of musical relatedness. A derivative track may
completely alter its acoustic surface while preserving its vocal and lyrical identity, or conversely may retain
its acoustic character while changing its vocal content. By encoding these dimensions independently, the
system can in principle detect plagiarism along either axis.
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Figure 6.3.1: Abstract overview of the Dataset Construction framework.

The speci�c pretrained models used to instantiate the acoustic and semantic encoders are described in Section
5.6. In this chapter, they are treated abstractly as fac and f sem to maintain generality.

Figure 6.3.2: Representation of the embedding extraction pipeline.

6.3.2 Vocal-Aware Strategy

The inclusion of a semantic branch introduces a domain-validity constraint. The semantic encoder is designed
to capture vocal and lyrical content; when applied to purely instrumental audio, it produces representations
that carry no meaningful semantic information and generate arbitrary distance values. Evaluating such pairs
through the semantic branch would introduce systematic noise into the detection pipeline.

To address this, the system employs a Voice Activity Detection (VAD) indicator. Let v(x) 2 f0; 1g denote
a binary function that returns 1 if segment x contains detectable vocal content and 0 otherwise. For a pair
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(x ref ; xcand ), the semantic branch is considered valid only if both members contain vocals:

Vpair = v(x ref ) ^ v(x cand ) (6.3.1)

If Vpair = 0, the system falls back to purely acoustic evaluation, bypassing the semantic branch entirely. This
vocal-aware routing ensures that the semantic encoder is only evaluated within its meaningful input domain
and prevents out-of-distribution inputs from corrupting the fusion process.

6.3.3 Score-Level Fusion

To combine the acoustic and semantic evidence into a single decision, the system employs a score-level late
fusion strategy. Before combination, both distance scores are normalized to a common scale, producing
�̂ ac 2 [0; 1] and �̂ sem 2 [0; 1].

The fused distance is then computed as:

� fusion =

8
<

:

� � �̂ ac + (1 � �) � �̂ sem if Vpair = 1

�̂ ac if Vpair = 0
(6.3.2)

where � 2 [0; 1] is a weighting parameter that controls the relative contribution of each modality. The optimal
� is determined through an exhaustive grid search over the range [0; 1] with a step size of 0:05, evaluated on
a held-out validation set by maximizing F0:5 .

Late fusion is chosen over early or intermediate fusion strategies for two reasons. First, it does not require joint
training of the two encoders, which is important because the acoustic and semantic models were pretrained
independently on di�erent objectives. Second, it preserves the interpretability of each branch's contribution,
allowing diagnostic analysis of when and why each modality helps or hinders detection.

Figure 6.3.3: Overview of the proposed AI-mediated music plagiarism detection framework.

6.4 Evaluation Dimensions and Metrics

To comprehensively evaluate the proposed system, the methodology employs four distinct evaluation dimen-
sions. These move progressively from global classi�cation performance through ranking ability, robustness
under transformation, and �nally to �ne-grained analysis of the internal geometry of the learned representa-
tions.
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6.4.1 Binary Detection and Source Attribution Metrics

Binary Plagiarism Detection

The primary evaluation setting is open-set binary classi�cation: given a pair (xref ; xcand ), the system must
decide whether the candidate is a plagiarism-derived variant of the reference (ŷ = 1) or an unrelated track
(ŷ = 0).

The standard classi�cation outcomes are de�ned as follows in the context of this task:

ˆ True Positive (TP): A genuine plagiarism pair correctly identi�ed as plagiarism.

ˆ False Positive (FP): An unrelated pair incorrectly �agged as plagiarism. In a forensic context, this
corresponds to a false accusation.

ˆ True Negative (TN): An unrelated pair correctly classi�ed as non-plagiarism.

ˆ False Negative (FN): A genuine plagiarism pair missed by the system.

The following metrics are used to quantify detection performance:

Precision measures the proportion of �agged pairs that are genuine plagiarism cases:

P =
TP

TP + FP
(6.4.1)

Recall measures the proportion of genuine plagiarism cases that are successfully detected:

R =
TP

TP + FN
(6.4.2)

F1-Score is the harmonic mean of precision and recall:

F1 = 2 �
P � R
P + R

(6.4.3)

F0:5 -Score is the primary optimization and evaluation metric of this work. It is a member of the general F �

family:

F� = (1 + � 2) �
P � R

� 2 � P + R
(6.4.4)

With � = 0:5, precision is weighted twice as heavily as recall. This choice re�ects the forensic priority of
the plagiarism detection task: a false accusation of plagiarism carries severe legal, reputational, and �nancial
consequences, making it operationally more important to minimize false positives than to maximize the
recovery of all true cases. The F0:5 -Score therefore serves as the primary metric for threshold calibration,
model comparison, and �nal model selection throughout this work.

Precision-Recall Area Under Curve (PR-AUC) provides a threshold-independent summary of the
precision-recall trade-o� across all possible operating points. It is used as a supplementary metric to assess
the overall discriminative quality of each embedding branch independently of any speci�c threshold choice.

Source Attribution

In addition to binary detection, the system is evaluated on its ability to correctly identify the original source of
a derivative segment. This evaluation dimension treats plagiarism detection not only as a yes/no classi�cation
task, but also as a ranking problem: given a derivative query, the system must assign higher similarity to its
true source than to competing candidate sources.

The following ranking metrics are used:

Top-1 Accuracy measures the proportion of queries for which the true source is assigned the highest
similarity (or, equivalently, the smallest distance):
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Top-1 =
1

jQj

jQjX

i=1

1[rank i = 1] (6.4.5)

Mean Reciprocal Rank (MRR) captures how highly the true source is ranked on average, even when it
is not placed �rst:

MRR =
1

jQj

jQjX

i=1

1
ranki

(6.4.6)

Mean Rank reports the average rank position of the true source across all queries, with lower values
indicating better performance.

Unlike binary detection, source attribution is inherently threshold-independent. Its purpose is to evaluate
the relative discriminative structure of the learned representation, asking whether the system can correctly
order candidate sources according to their similarity to a derivative query.

6.4.2 Robustness Assessment

The robustness evaluation dimension examines how the behavior of the detection system changes as the
severity of musical transformation increases. Rather than focusing only on �nal binary decisions, robustness
analysis considers the continuous response of the representation to progressive modi�cation, asking whether
similarity degrades gradually, abruptly, or in a source-dependent manner.

In abstract terms, robustness can be studied by tracking the distance �(f (xref ); f (x mod )) as a function of
transformation intensity, where x mod = T � (x ref ) and � controls the strength of the modi�cation. This allows
the system to be evaluated not only in terms of whether it ultimately succeeds or fails, but also in terms of
where and how it transitions from a detectable to an undetectable region.

This evaluation dimension is particularly important in the present work because AI-mediated plagiarism often
combines multiple layers of concealment. Robustness analysis therefore serves to characterize the stability of
each representation under progressively more adversarial conditions, rather than reducing all such conditions
to a single binary outcome.

6.4.3 Latent Space Explainability

The �nal evaluation dimension moves beyond aggregate performance metrics to examine the internal behavior
of the learned representations. The objective is to understand not only whether the system succeeds or fails,
but how di�erent transformations alter the geometry of the latent space.

At an abstract level, this involves analyzing how the representation of a reference segment changes after
transformation. Let z ref = f(x ref ) and zmod = f(x mod ). The induced latent displacement may be studied
through summary geometric analysis, through dimensionality reduction for visual inspection, or through
coordinate-level examination of the shift vector:

�z = z mod � z ref (6.4.7)

Such analyses make it possible to investigate whether di�erent modi�cation types produce similar or distinct
representation changes, whether some transformations perturb the latent space more di�usely than others,
and whether particular dimensions or regions of the embedding space are especially sensitive to concealment.
In the context of AI-generated plagiarism, this level of analysis is especially valuable because it provides a
mechanistic account of model behavior that complements the purely quantitative detection metrics.

66



Chapter 7

Experimental Framework

Contents
7.1 Dataset Construction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 69

7.1.1 Base Dataset Preparation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 69
7.1.2 Music Source Separation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 70
7.1.3 AI Generation Pipeline . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 71
7.1.4 Vocal Stem Re-integration . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 73
7.1.5 DSP Evaluation Variants . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 74

7.2 Vocal Validity Detection . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 75
7.3 Feature Extraction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 76

7.3.1 Acoustic Branch (CLEWS) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 76
7.3.2 Semantic Branch (WEALY) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 77

7.4 Evaluation Pair Construction and Negative Mining . . . . . . . . . . . . . . . . 77
7.4.1 De�nition of the Evaluation Pair Universe . . . . . . . . . . . . . . . . . . . . . . . 77
7.4.2 Positive Pair Construction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 78
7.4.3 Label Taxonomy and Excluded Pair Types . . . . . . . . . . . . . . . . . . . . . . 79
7.4.4 Embedding Cleaning and Validation . . . . . . . . . . . . . . . . . . . . . . . . . . 80
7.4.5 Search Pool Construction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 80
7.4.6 Deterministic Negative Mining . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 81
7.4.7 Final Pair Assembly and Output . . . . . . . . . . . . . . . . . . . . . . . . . . . . 82

7.5 Distance Computation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 82
7.6 Threshold Calibration Setup . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 83
7.7 Score-Level Late Fusion Setup . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 85

7.7.1 Data Alignment and Vocal Metadata . . . . . . . . . . . . . . . . . . . . . . . . . . 85
7.7.2 Normalization and Data Leakage Prevention . . . . . . . . . . . . . . . . . . . . . 85
7.7.3 Vocal-Aware Fusion Implementation . . . . . . . . . . . . . . . . . . . . . . . . . . 85
7.7.4 Exhaustive Grid Search . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 86
7.7.5 Winner Selection and Final Output . . . . . . . . . . . . . . . . . . . . . . . . . . 86
7.7.6 Threshold Calibration of the Fused Model . . . . . . . . . . . . . . . . . . . . . . . 87

7.8 Binary Classi�cation and Error Analysis Protocol . . . . . . . . . . . . . . . . . 87
7.8.1 Multi-Level Error Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 87
7.8.2 Outputs . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 88

7.9 Source Attribution Protocol . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 88
7.10 Robustness Assessment Setup . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 90
7.11 Latent Space and Explainability Setup . . . . . . . . . . . . . . . . . . . . . . . 91

7.11.1 UMAP Latent Space Visualization . . . . . . . . . . . . . . . . . . . . . . . . . . . 91
7.11.2 Explainable AI Module . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 92

67



Chapter 7. Experimental Framework

7.12 Supervised Classi�er Training and Feature Analysis Pipeline . . . . . . . . . . 93
7.12.1 Classi�cation Protocol . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 93
7.12.2 Feature Set Assembly . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 94
7.12.3 Phase 1: Broad Feature Screening (Ablation Study) . . . . . . . . . . . . . . . . . 95
7.12.4 Phase 2: Raw Embedding Experiments and Dimensional Convergence . . . . . . . 96
7.12.5 Hybrid Experiments: Engineered Features + Top-K Raw Dimensions . . . . . . . . 97
7.12.6 Feature Importance Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 98
7.12.7 Final Production Model Training . . . . . . . . . . . . . . . . . . . . . . . . . . . . 98

68



7.1. Dataset Construction

7.1 Dataset Construction

The development of a robust system for musical plagiarism detection, speci�cally within the rapidly evolving
landscape of generative arti�cial intelligence, necessitates a specialized dataset in order to accurately represent
the complexity of modern music imitation. Such a dataset must satisfy several fundamental requirements.
First of all, the most substantial requirement is the inclusion of veri�ed pairs of musical plagiarism, where a
documented relationship exists between an original composition and a work that has copied it. This is not a
trivial requirement, since musical plagiarism is not a purely objective notion but one that is strongly shaped
by legal, musicological, and contextual interpretation. Therefore, there must be a way to use a ground truth
as a building block upon which all subsequent experiments are based. Second, the dataset must contain AI-
generated variants of these compositions. This demands a search for generative models that utilize authentic
musical segments as their foundational context based on which their output is produced. Third, there should
be incorporated controlled signal-level modi�cations, applied to both the original human recordings and the
AI-generated outputs. This is caused by the fact that a robustness analysis to those modi�cations is within
the scope of this work as well. As a result, the construction of such a dataset is a complex and multilayered
problem of critical importance to this work and must be done correctly.

A fundamental assumption of this work is that the unauthorized use of a copyrighted musical segment as
input to a generative AI model constitutes a plagiarism-related act regardless of the perceptual similarity
between the input and the generated output. This de�nition is deliberately process-oriented rather than
output-oriented: the plagiarism relationship is established by the act of unauthorized derivation, not by a
subjective assessment of whether the result 'sounds similar' to the original. Consequently, the detection task
studied here is best understood as source tracing under generative transformation � that is, determining
whether a given audio track was derived from a speci�c protected source � rather than as a perceptual
similarity judgment.

7.1.1 Base Dataset Preparation

The foundation of the proposed dataset is the Similar Music Pair (SMP) Dataset [1], a publicly
available collection compiled speci�cally for the investigation of musical similarity and the evaluation of
music plagiarism detection systems in real-world scenarios. This dataset consists of exactly 70 unique pairs
of original and comparison compositions, with emphasis on encompassing a wide variety of music genres,
release eras, and similarity archetypes, accompanied by comprehensive metadata. It includes prominent
copyright infringement cases, works with acknowledged artistic in�uence, as well as instances of coincidental
similarity, ensuring that the proposed detection approach is tested against a realistic spectrum of music
industry disputes, making it a suitable starting point for the present work.

Beyond simple identi�cation, each entry in the SMP dataset is structured to provide deep contextual informa-
tion through a comprehensive set of metadata. Speci�cally, every pair is assigned a unique pair_number and
includes the titles of both the original (ori_title) and the comparison (comp_title) compositions. However,
the most critical feature is the categorization of the relationship between the two tracks via the relation
attribute. This classi�cation distinguishes between clear instances of plagiarism cases (plag), cases where
similarity is debatable or subtle (plag_doubt), and artistic remakes or derivative reinterpretations (remake).

Furthermore, the dataset provides precise temporal mapping through the ori_times and comp_times at-
tributes. These �elds contain lists of timestamps (in seconds) marking the exact points where similar musical
patterns or melodic structures occur in each track. In instances that the same pair of tracks occupies multiple
rows in the dataset, each row speci�es a distinct musical pattern and the timestamps point only to this exact
pattern. So, multiple rows occupied by the same pair_number suggest that more than one melodic structure
is common between the two songs at the provided timestamps.

As a result, the SMP dataset serves as the ideal baseline for the development of a musical plagiarism detection
system, since it o�ers a rare combination of properties that are particularly valuable for the present task. It
contains documented plagiarism-related song pairs, that are real and legally-con�rmed cases, satisfying
the �rst and most di�cult criterion, as stated previously. Moreover, its timestamp annotations allow the
analysis to focus on the exact portions of the song where similarity has been reported, instead of treating
each recording as a single undi�erentiated whole. This solves an extremely di�cult side-e�ect of plagiarism
detection, which is that plagiarism is typically localized at the segment level rather than across the entirety
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of a song, meaning that it can appear on certain sequences of notes spanning between some seconds, but
never copying a whole song from begining to end.

Therefore, to convert these high-level relationships into a format suitable for algorithmic analysis, a systematic
segmentation process was executed. More speci�cally, for each annotated timestamp in the metadata, a �xed-
duration 20 second audio segment was extracted from the corresponding audio �le, starting at every ori_time
for the original songs, and every comp_time for the comparison songs. This process was implemented for both
the original and the comparison song, in order to preserve the pairwise structure of the dataset at the segment
level. The length of duration was selected as a practical compromise: it is long enough to contain meaningful
melodic, rhythmic and lyrical context, while remaining computationally manageable and consistent with the
requirements of the subsequent models. This granular approach ensured that the experiments focused strictly
on the plagiarized content rather than the entire duration of the songs.

As a consequence of this pipeline, the 70 initial pairs were expanded into a re�ned collection of 1,219
unique audio segments, resampled at 22,050 Hz. The extracted segments were stored in WAV format
using the soundfile library and a consistent �lename convention was adopted in order to preserve traceability
throughout the pipeline. That is,

pair_<pair_number>_<ori|comp>_<time>s.wav,

where pair_number identi�es the plagiarism pair, ori or comp indicates whether the segment comes from
the original or comparison song, and time denotes the annotated starting timestamp in seconds.

Several preprocessing and cleaning steps were also required in order to obtain a reliable working corpus. Dur-
ing extraction, the pipeline automatically handled missing �les and invalid or corrupted audio headers. After
segment creation, duplicate excerpts were removed through �lename-based deduplication, ensuring that each
�nal audio segment appeared only once in the dataset. Alongside the waveform �les, a companion metadata
table (segments_metadata.csv) was created, containing for each segment its �lename, pair identi�er, seg-
ment type, start and end times, song title, and plagiarism relation label. Following this preprocessing stage,
the base corpus consisted of 1,219 unique 20-second segments, which formed the input to all subsequent
source separation, generation, augmentation, and evaluation procedures.

7.1.2 Music Source Separation

Before proceeding with AI-based music generation, it was necessary to decompose each audio segment into
its constituent components, since this step served multiple purposes within the pipeline.

The primary motivation was the treatment of vocal content. A critical challenge identi�ed during the pre-
liminary stages of this research was the inability of contemporary music-generation models to produce clean,
artifact-free human vocals, with their outputs frequently containing either acoustic noise (AudioLDM 2), or
entirely absent vocal lines (MusicGen and MGE-LDM). In a realistic plagiarism scenario, however, a gener-
ative model can be used not only to disguise a stolen melodic line, but the lyrics as well, with both being
central to the musical identity of the piece. Moreover, the vocal stem often carries both lyrical and melodic
information, making it especially important in plagiarism analysis. To simulate those scenarios faithfully
and to mitigate the absence of vocals in the generations, the pipeline was designed to extract the original
vocal track from each segment, so that it could later be re-combined with the AI-generated instrumental (see
Section 7.1.4), ensuring high-quality inputs for both generative pipeline and the semantic feature extraction
branch.

A secondary motivation concerned the demand for a controlled and distinguishable plagiarized generation,
based on each stem. In addition to human and fully AI-generated examples, the dataset was designed to
include intermediate-di�culty cases in which one stem is preserved while the remaining musical content
is regenerated around it. This stem-level process, called audio inpainting, contributes majorly to an in-
depth controlled analysis of how changes to a speci�c musical element a�ect detection performance. Hence,
producing these individual stems required a source separation step as a prerequisite.

The separation was performed using Demucs, an automatic music source separation system, developed by
Meta Research [2]. Speci�cally, the lightweight and quantized mdx_extra_q model was selected to achieve
an optimal balance between separation quality and computational e�ciency. This decomposed a full audio
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mix into four stems: vocals, bass, drums and other (the latter capturing harmonic and melodic elements
such as guitars, keyboards and synthesizers). The implementation demonstrated high throughput, with an
average processing time of approximately 22 seconds per segment. The output stems were stored in a
structured directory layout, with each segment's four stems placed in a dedicated subdirectory named after
the source segment.

Following this stage, each of the 1,219 base segments had been decomposed into four separate stems, yielding
a total of 4,876 individual stem �les. These stems served as the foundation for the subsequent stages of the
pipeline: the vocal stems were reserved for augmentation and re-integration with AI-generated instrumentals
(Section 7.1.4), while the bass, drums, and other stems were used as conditioning inputs for stem-level
generation (7.1.3). By isolating these sources at the beginning of the pipeline, the system ensures that the
generated plagiarism variants retain a clear relationship with the original source material while maintaining
acoustic integrity.

7.1.3 AI Generation Pipeline

Following source separation, the next stage of the dataset construction involved a large-scale production of AI-
generated plagiarism variants. The objective was to create new recordings derived from real source segments
while substantially altering their surface-level acoustic characteristics. In the context of this work, the use of
an existing song segment as input to an audio-conditioned generative model is treated as a plagiarism-related
transformation by design; therefore, the goal is not to determine whether such a relationship exists, but to
evaluate how easily it can be detected after generative modi�cation. This design re�ects a protective stance
toward the original artist: from the perspective of rights enforcement, the relevant question is not whether
the AI-generated output perceptually resembles the source, but whether the unauthorized derivation can
still be forensically traced. The benchmark therefore evaluates detection systems under conditions where the
answer may range from trivially easy (DSP-only modi�cations) to extremely challenging (full AI re-synthesis
with additional signal-level obfuscation).

This speci�c process required extensive research for the correct generative models to be utilized. To ensure
that plagiarism is present in the produced output, audio-to-audio generation (music-to-music) has to be
supported from the selected models, recreating a real-world scenario of potential replication of existing
melodies from training data. Additionally, in order to avoid evaluation bias towards the artifacts of any single
system while also achieving diversity in the generated outputs, three models were employed, each representing
a fundamentally di�erent architectural paradigm: an autoregressive token-based language model (MusicGen
5.5.1), a two-stage latent di�usion framework (AudioLDM 2 5.5.2), and a uni�ed multi-stem latent di�usion
model capable of partial generation (MGE-LDM 5.5.3).Together, these models cover a broad spectrum of
generative strategies - from full-mix audio-conditioned generation to �ne-grained stem-level inpainting -
providing a comprehensive dataset for evaluating detection robustness across di�erent types of AI-produced
music.

A signi�cant practical constraint shaped the execution strategy. The three models could not be loaded
simultaneously due to GPU memory limitations in the available computing environment (Google Colab). To
address this, a campaign mode execution strategy was adopted: only one model was active per session,
controlled by global boolean switches. Each session loaded only the required libraries and model weights
and, upon completion, all model objects were explicitly deleted and GPU memory was released through
gc.collect() and torch.cuda.empty_cache(). A skip-if-exists mechanism was implemented throughout,
allowing interrupted sessions to resume without loss of progress.

Text Prompt Strategy

All three generative models accept or bene�t from textual conditioning that describes the desired musical
output. To provide this conditioning, a randomized prompt generation strategy was designed, inspired by
the prompt engineering methodology of the SONICS framework [36]. Each prompt followed the template:

�<mood> <genre> song, <vocal_style>, high quality�

where each placeholder was �lled by sampling uniformly at random from curated pools of candidate values:
49 music genres, 72 mood descriptors and 6 vocal style descriptions (see Section C)
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An important consequence of the campaign mode execution strategy is that, although the pipeline was
architecturally designed to assign a single shared prompt to each source segment across all models - thereby
enabling a controlled comparison - this was not achievable in practice. Since each model had to be executed in
a separate session due to memory constraints, the random prompt generation was re-invoked independently
for each model, resulting in di�erent prompts being assigned to the same segment across di�erent
generative systems. While this introduces an additional source of variation between models, it also re�ects
a more realistic plagiarism scenario, in which identical prompts are not necessarily applied across di�erent
tools.

It is also worth noting that the prompts were deliberately not designed to replicate the style of the
original song. The mood, genre, and vocal style were selected purely at random, without any attempt to
match the characteristics of the source material. This design choice ensures that the generative models are
not inadvertently guided towards reproducing the original arrangement, making the resulting AI-generated
variants a genuine test of whether detection systems can identify the preserved melodic and harmonic content
beneath an entirely di�erent stylistic surface.

Finally, as previously stated, although contemporary generative models are currently unable to synthesize
high-�delity human vocals - usually producing unintelligible acoustic artifacts - the decision to incorporate
a vocal_style descriptor within the text prompt, was a calculated and strategic choice. This was intended
to serve as a varying factor within the semantic scope of the generation process, increasing the diversity and
complexity of the AI-generated plagiarism variants.

MusicGen

MusicGen [68] was employed in its musicgen-melody variant (Section 5.5.1), which supports melody condi-
tioning via chromagram extraction. In this work, the musicgen-melody variant was employed, which extends
the base model with an unsupervised melody conditioning mechanism based on chromagram extraction.

For each of the 1,219 source segments, the generation process proceeded as follows. The full 20-second audio
segment was provided as the melodic reference and the corresponding text prompt (see Section 7.1.3) was
supplied as the textual condition. The model's generate_with_chroma() method was then invoked, which
internally extracts a chromagram representation from the input audio and uses it - together with the text
encoding - to condition the autoregressive token generation. The output duration was �xed at 20 seconds to
match the length of the source segments. When the sample rate of the input audio di�ered from the model's
native rate (32,000 Hz), resampling was performed automatically prior to the chromagram extraction. The
generated waveforms were saved using the model's built-in audio_write() utility with loudness normalization
enabled.

On average, generating a single 20-second segment required approximately 42 seconds of processing time.
This stage produced 1,219 MusicGen-generated audio �les, one for each source segment.

AudioLDM 2

AudioLDM 2 [69] was employed in its audioldm_48k variant (Section 5.5.2), which operates at a native
sample rate of 48,000 Hz.

Unlike MusicGen, AudioLDM 2 was invoked through its command-line interface via subprocess calls rather
than through a Python API. For each source segment, the CLI was called with both text prompt and the
source audio �le as contitioning inputs. A practical issue encountered during deployment was an incompat-
ibility in the model's checkpoint loading routine, which was resolved by applying a patch to the library's
internal pipeline.py �le, speci�cally setting strict=False in the load_state_dict() call. An additional
implementation detail concerned the model's output behavior: AudioLDM 2 automatically creates nested
subdirectories for its output �les, requiring a post-generation �le-moving step to place the results in the
expected location within the dataset directory structure.

This stage produced 1,219 AudioLDM2-generated audio �les, one for each source segment, with a duration
of approximately 200 seconds per segment.

For both MusicGen and AudioLDM 2 models, a naming convention was adopted, namely,
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pair_<pair_number>_<ori|comp>_<time>s_<model>.wav,

where pair_number, ori/comp and time were preserved from the original segment, and model indicates
which model (musicgen or audioldm2) was used for the generation of the particular audio �le.

MGE-LDM (Stem-Level Generation)

MGE-LDM [71] was employed for stem-conditioned partial generation (Section 5.5.3). A distinctive capability
of this architecture is partial generation ( or audio inpainting): by treating a speci�c subset of stems as �xed
observations, the model can synthesize the remaining musical components to complete the mix, guided by
text-based conditioning via CLAP embeddings.

This capability was strategically employed to produce a category of plagiarism variants that occupy an
intermediate di�culty level between unmodi�ed human recordings and fully AI-regenerated compositions.
For each source segment, the generation was executed three times, each time keeping a di�erent individual
stem �xed � bass, drums, or other � while the model regenerated all remaining components around it.
The vocals stem was deliberately excluded from this process to avoid double-layering of vocal content, since
the original vocals were re-integrated separately at a later stage (see Section 7.1.4).

Each execution was con�gured with the following inference parameters: num_steps=100 (di�usion steps),
cfg_scale=6.0 (classi�er-free guidance scale), overlap_dur=5.0 seconds, and repaint_n=1 (repaint itera-
tion). The model was invoked through its command-line interface and an enforce_audio_length() function
was applied to pad any stem shorter than 20 seconds with silence prior to inference.

This three-way execution strategy produced 3 � 1,011 = 3,033 MGE-LDM-generated audio �les. Each �le
represents a controlled experiment in which one musical element is preserved from the original recording
while the surrounding arrangement is entirely regenerated, allowing for a granular analysis of which stems
most signi�cantly contribute to, or disrupt, the performance of plagiarism detection. The generation process
required approximately 100 seconds per stem, totaling roughly 300 seconds of processing time per source
segment.

To accommodate the additional stem-speci�c information, the naming convention was extended to:

pair_<pair_number>_<ori | comp>_<time>s_mgeldm_<stem>.wav,

where pair_number, ori | comp and time were preserved from the original segment, and stem indicates the
preserved stem bass, drums or other.

7.1.4 Vocal Stem Re-integration

A critical component of the generative pipeline is the re-integration of human vocals into the AI-generated
instrumental tracks. As established in Section 7.1.2, current generative models struggle to generate human-
like vocals, often producing unintelligible artifacts that would degrade the quality of the plagiarism detection
task. To ensure that the resulting compositions are complete musical pieces that combine both AI-produced
instrumentation and authentic human vocals, the original vocal tracks were mixed back on top of each
generated �le.

Prior to mixing, the isolated vocal stems undergo a specialized augmentation process via the
augment_vocals() function. The augmentation parameters were calibrated based on the MelodySim re-
search standards [7]:

ˆ Pitch Shifting: Altering the vocal key by up to �4 semitones.

ˆ Tempo Adjustment: Modifying the speed within a range of 0:9� to 1:1�.

ˆ Time Shifting: Applying a temporal o�set of �100ms to the entire vocal track to disrupt absolute
synchronization with the instrumental transients.

These augmentation parameters were re-sampled independently for each generation cycle, ensuring that every
AI-generated �le received a uniquely modi�ed version of its original vocals. The augmented vocal was stored
as a temporary �le and deleted immediately after mixing.
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The mixing process itself involved loading both the augmented vocal and the AI-generated instrumental
via torchaudio, resampling one to match the other if their sample rates di�ered and summing them. The
�nal mixed output was then saved as the de�nitive AI-generated audio �le, ready for the subsequent DSP
augmentation stage.

7.1.5 DSP Evaluation Variants

Beyond AI-based generation, a second category of dataset augmentation was performed through deterministic
signal processing (DSP) modi�cations. These transformations are deterministic and precisely controlled,
enabling a systematic evaluation of how robust the downstream feature extraction and detection systems are
to common signal-level alterations.

The DSP variants were applied to every audio �le produced by the preceding pipeline stages - that is,
both the original SMP segments and all AI-generated outputs (MusicGen, AudioLDM2, and MGE-LDM). For
each source audio �le, 10 modi�ed variants were produced, organized into two groups: Single-parameter
modi�cations (8 variants) (Table 7.1):

Transformation Values Purpose
Pitch Shift -4, -2, +2, +4 Tonal sensitivity
Tempo Change 0.90�, 0.95�, 1.05�, 1.10� Rhythmic sensitivity

Table 7.1: Single-parameter DSP modi�cations applied to each audio �le.

and Combined modi�cations (2 variants)(Table 7.2):

Variant Pitch Tempo Purpose
Extreme Up +4 semitones 1.10� Upper-bound stress test
Extreme Down -4 semitones 0.90� Lower-bound stress test

Table 7.2: Combined (extreme) DSP modi�cations.

For the combined variants, the order of application was �xed: pitch shifting was applied �rst, followed by
tempo change. This ordering was kept consistent across all �les to ensure reproducibility.

All transformations were implemented using the librosa library, executed entirely on CPU. Critically, audio
�les were loaded with librosa.load(sr=None), which preserves the original sample rate of each �le rather
than resampling to a default value. This decision was deliberate: since the preceding pipeline stages produce
audio at di�erent sample rates depending on the generative model used, resampling at this stage would
have introduced an uncontrolled confounding variable. The entire process was fully deterministic, with no
randomness involved in any transformation, ensuring that the same input always produces the same output.

A structured naming convention was adopted to encode the applied modi�cation directly in the �lename.
Pitch direction was indicated by U (up) or D (down), followed by the magnitude in semitones (e.g., pitchU4,
pitchD2). Tempo values were encoded as three-digit integers without a decimal point (e.g., tempo090,
tempo110). Combined modi�cations concatenated both codes (e.g., pitchU4_tempo110). For example:

ˆ pair_9_comp_51s_musicgen_pitchU4.wav

ˆ pair_9_comp_51s_pitchD4_tempo090.wav

A skip-if-exists mechanism veri�ed whether any variant for a given source �le already existed before pro-
cessing, allowing the pipeline to resume e�ciently after interruptions. The average processing time was
approximately 3 seconds per source �le for all 10 variants.

Since each of the 10 DSP variants was applied to every base audio �le across all sources, this stage e�ectively
multiplied the dataset by a factor of eleven (the original plus 10 variants). Table 7.3 summarizes the resulting
dataset sizes.
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Source Base Files DSP Variants (�10) Total
SMP (real segments) 1,219 12,190 13,409
MusicGen 1,219 12,190 13,409
AudioLDM2 1,219 12,190 13,409
MGE-LDM 3,033 30,330 33,363
Total 6,690 66,900 73,590

Table 7.3: Dataset sizes after DSP variant generation.

7.2 Vocal Validity Detection

Following the dataset construction stage, it was imperative to introduce a quality-control mechanism to
verify the reliability of the extracted vocal components before they are passed to downstream processes. As
outlined in the architectural overview (Section 6.3), the proposed evaluation framework relies on a dual-branch
representation strategy: an acoustic branch (CLEWS) that models general musical similarity, and a semantic
branch (WEALY) that extracts features strictly from vocal and lyrical content. Consequently, the reliability
of the semantic branch depends critically on the presence of actual vocal material within the audio segment.
If a purely instrumental segment is fed into the semantic branch, the resulting embeddings will either collapse
to a uniform null representation - e�ectively capturing the �sound of silence� and falsely aligning unrelated
tracks through their common absence of vocals - or produce chaotic noise embeddings with arbitrary geometric
relationships. Such representations inevitably corrupt the latent space distances and degrade overall detection
performance. To prevent this, a pre-�ltering step was implemented to systematically assess the vocal validity
of each source segment before feature extraction.

Vocal validity detection was performed using a lightweight, heuristic Voice Activity Detection (VAD) ap-
proach, based on the energy-based and spectral analysis principles described in Section 5.2. Crucially, this
analysis was performed exclusively on the isolated vocal stems produced during the source separation phase
(Section 7.1.2), rather than on the full acoustic mixtures. This targeted approach signi�cantly mitigates
background instrumental interference, thereby minimizing false positive detections. The distinction is vital:
the objective was not merely to detect whether a song contains vocals generally, but to verify whether the
separated vocal stem itself contains su�ciently clean and active phonetic material to be useful for downstream
representation learning.

The implementation processed each source vocal stem as follows. First, the audio was loaded via torchaudio,
converted to mono, and resampled to 16,000 Hz. The signal was then divided into 20-millisecond frames.
For each frame, the RMS energy was calculated and converted to dBFS (Section 5.2). Frames exceeding
a baseline energy threshold of �40 dBFS were classi�ed as active. Subsequently, a spectral band analysis
was performed on the active frames using a real-valued FFT. By computing the ratio of spectral energy
concentrated within the human speech frequency band (80�3,400 Hz) to the total frame energy, frames with
a speech-band energy ratio � 50% were identi�ed as vocal-like.

To determine whether an entire stem quali�ed as vocally valid, a triple-criterion threshold was established.
A source segment was marked as vocal_valid = True only if it satis�ed all three conditions simultaneously:

1. Vocal Ratio � 0:30: At least 30% of the active frames exhibited strong vocal-like spectral character-
istics.

2. Active Ratio � 0:05: At least 5% of the total frames in the segment were acoustically active, rejecting
mostly silent stems.

3. Stem RMS � �45:0 dBFS: The global loudness of the stem exceeded a minimum threshold, rejecting
severely attenuated separation artifacts.

An important architectural decision was to treat vocal validity as a source-level property. The VAD
algorithm evaluated only the original base segments, producing one binary decision per original recording.
This decision was then automatically propagated to all generated descendants (AI-generated variants and
DSP modi�cations) corresponding to that source. This inheritance was managed through a regex-based
metadata helper that extracted a unique source_key from the �lename of any variant, ensuring that if the
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original vocal stem was deemed valid, the augmented vocal stems mixed into the generated variants (Section
7.1.4) were treated as valid as well.

Ultimately, this binary �ag was utilized during the evaluation pair construction to establish a pairwise va-
lidity policy. In the context of this work, the strict �both� policy was adopted: a comparison pair is only
considered suitable for semantic evaluation if both the reference and the query segments have vocal_valid
= True. For pairs failing this condition, the evaluation framework falls back to a purely acoustic com-
parison, bypassing the semantic branch entirely. The �nal source-level validity �ags were exported to a
vocal_ratios_source.csv �le for integration into the downstream metrics pipeline.

7.3 Feature Extraction

Following the dataset construction and the estimation of vocal validity, the next stage of the pipeline in-
volved transforming each audio segment into a �xed-dimension vector representation suitable for similarity
computation. These embeddings constitute the numerical feature space on which all subsequent evaluation
and classi�cation experiments are based.

Feature extraction was performed by two complementary models, corresponding to the dual branch archi-
tecture described in Section 6.3.1: an acoustic branch (CLEWS), which captures melodic, rhythmic, and
timbral characteristics directly from the audio waveform, and a semantic branch (WEALY), which ex-
tracts lyrical and vocal information via Whisper-derived decoder latents. Both models have already been
introduced at the architectural level in Sections 5.6.1 and 5.6.2, respectively; the present section focuses
exclusively on their deployment con�guration and the practical considerations involved in processing the
constructed dataset.

All extracted embeddings were stored in Apache Parquet format rather than as one �le per audio sample.
This choice simpli�ed the downstream analysis pipeline, since Parquet can be loaded directly with pandas
and processed e�ciently for all the desired computations of this work.

To maintain methodological consistency across the two embedding branches, checkpoints associated with the
Discogs-VI (DVI) training setting were selected whenever available. This choice was motivated by the
fact that DVI is generally regarded as a larger and more realistic benchmark than SHS (the other available)
in music version identi�cation, with a less biased distribution of cover-set sizes and thus improved external
validity for real-world retrieval conditions.

7.3.1 Acoustic Branch (CLEWS)

The acoustic embedding extraction was implemented by loading the CLEWS model from a pretrained check-
point and using its corresponding con�guration �le (clews.yaml). From the o�cial checkpoint bundle re-
leased by the CLEWS authors, the DVI-based best checkpoint was selected, in order to align the acoustic
branch with the same benchmark setting used for the semantic branch. During checkpoint loading, a clean-
ing step was required to remove the �model.� pre�x from the stored state dictionary keys, after which the
weights were loaded with strict=True and the model was set to evaluation mode. All inference was wrapped
in torch.inference_mode() to minimize memory consumption.

Each audio �le in the dataset was loaded using torchaudio, converted to mono by averaging its channels,
and resampled to the model's expected input rate of 16 kHz. The CLEWS model was then invoked with
shingle_len=20 and shingle_hop=20, producing a single non-overlapping frame for each 20-second segment.
In cases where the audio duration was shorter than expected, the model's internal padding behavior ensured
that a valid 20-second frame could still be produced.

The extraction loop scanned several target directories, covering the base SMP segments, their DSP variants,
and both the raw and DSP-augmented versions of the MusicGen, AudioLDM 2 and MGE-LDM outputs. To
avoid corrupt or incompatible inputs, a pragmatic �le-size �lter was applied: zero-byte �les and �les larger
than 3 MB were skipped. A resume mechanism was implemented, comparing �lenames against an existing
Parquet output and skipping already-processed entries, while a checkpointing routine persisted intermediate
results every 200 �les to safeguard against data loss.
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The �nal output was stored as a single Apache Parquet �le (clews_embeddings.parquet) containing two
columns: filename (the segment identi�er) and embedding (a 1,024-dimensional �oat32 vector).

7.3.2 Semantic Branch (WEALY)

The semantic embedding extraction step was implemented using two distinct models operating in sequence.
First, an OpenAI Whisper-Turbo model was loaded to extract decoder-level latent representations from
each audio segment. A forward hook was registered on the decoder's �nal layer normalization module
(decoder.ln) to capture the hidden states immediately before token prediction, where semantic and linguis-
tically meaningful information is contained.

For each audio �le, the waveform was loaded, converted to mono, and resampled to 16 kHz, matching
Whisper's expected input format. The audio was then padded or trimmed to Whisper's �xed 30-second
input length using whisper.pad_or_trim(), and converted to a log-mel spectrogram with the number of mel
bins determined dynamically from the Whisper model con�guration. The decoding process was con�gured
with task=�transcribe�, language=None (auto-detection), without_timestamps=True, and fp16=False
to ensure full-precision stability. Before each �le was processed, the list storing captured decoder states was
cleared.

The extracted decoder latents, with shape [seq_len, 1280], were then passed as input to the WEALY
model. The WEALY model itself was loaded from its con�guration and from the o�cial wealy-whisper-dvi
checkpoint released by the authors, corresponding to the DVI training setup. After removal of the �module.�
pre�x and application of a fallback strategy: if strict=True failed due to missing non-critical bu�ers, the
missing entries were �lled from the model's initial state and loading was retried with strict=False. The
extracted Whisper decoder latents, with hidden size 1280, were then passed through WEALY, producing a
512-dimensional semantic embedding for each �le.

The output was stored in Parquet format (wealy_embeddings.parquet) following the same schema as the
CLEWS output. At the end of the extraction run, the Whisper hook was explicitly removed to release
memory.

Branch Input Representation Model Embedding Dim.
Acoustic Raw waveform (16 kHz mono) CLEWS 1024
Semantic Whisper decoder latents (1280-d) WEALY 512

Table 7.4: Summary of embedding extraction branches.

7.4 Evaluation Pair Construction and Negative Mining

The formulation of a robust evaluation framework requires a highly structured pair universe that maps valid
relationships while scaling appropriately to challenge the retrieval limits of the system. Rather than executing
naive, brute-force pair comparison across all �les, this research implements a centralized, deterministic pairing
pipeline designed to establish a controlled evaluation universe.

7.4.1 De�nition of the Evaluation Pair Universe

A critical design decision of the present work was that the evaluation pipeline would not operate on all
possible �le-to-�le combinations derived from the dataset, since such an exhaustive strategy would produce
an extremely large and poorly structured comparison space, mixing together relationships of fundamentally
di�erent meaning and di�culty. Instead, a controlled evaluation pair universe was explicitly constructed,
consisting only of (i) well-de�ned positive pairs that represent plagiarism-related relationships of interest, and
(ii) three mined categories of negative pairs derived from them.

This design serves several purposes. First, it ensures that all downstream experiments are performed on
the same benchmark set of pairs, while also guaranteeing that the evaluation remains reproducible and
interpretable, since every pair belongs to a clearly de�ned relationship type. Furthermore, it prevents the
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comparison space from being dominated by arbitrary or semantically meaningless pairings that would not
re�ect the actual task of plagiarism detection.

The pair construction logic was centralized in two scripts. The utility module dataset_builder.py
was responsible for building the valid positive pairs and validating the associated embeddings, while
build_pairs.py used these positives to construct the full evaluation benchmark by adding tiered negative
examples. As a result, the distance computation stage described in the following Section 7.5 does not per-
form pair discovery by itself; rather, it scores only the pairs that have already been de�ned in this evaluation
universe.

7.4.2 Positive Pair Construction

Positive pairs were constructed to re�ect the di�erent forms of plagiarism-related relationships represented
in the dataset. Importantly, these pairs were not de�ned simply as any two acoustically similar �les, but
as pairs whose relationship was known a priori from the dataset construction logic. Three broad positive
categories were included:

ˆ Human Plagiarism Base Pairs (Category A)

ˆ Self-Comparison Derivative Pairs (Category B)

ˆ Cross-Type SMP + DSP Pairs (Category C)

Human plagiarism base pairs

Category A represents the original human plagiarism relations provided by the SMP dataset. These are the
base comparisons between an original segment and its corresponding comparison segment.

ori_base $ comp_base

For each plagiarism pair identi�er, the pairing logic uses the timestamp mappings provided by the SMP
metadata, linking original-side timestamps to comparison-side timestamps that correspond to reported similar
musical material. These pairs therefore constitute the most direct and least transformed form of plagiarism-
related comparison in the benchmark. Their label is encoded as:

SMP_<relation>

where relation is the SMP relationship type (plag, plag_doubt, or remake).

Self-comparison derivative pairs

The second category consists of self-comparison derivative pairs, in which a derived version of a segment
is compared against its own unaltered base version. In all such cases, the two �les must share the same
pair_id, the same timestamp, and the same side of the pair (ori or comp). Conceptually, these pairs take
the form:

base(same pair, same side, same time) $ derivative(same pair, same side, same time)

This category includes several subtypes.

(a) Real DSP self-pairs. These pairs compare unmodi�ed base segments against their own deterministic
DSP variations:

ori_base $ ori_dsp or comp_base $ comp_dsp

Their labels follow the pattern:

none_<dsp>
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(b) AI self-pairs. These pairs compare a base segment against an AI-generated version produced from
that same segment:

base $ musicgen , base $ audioldm2

Their labels follow the pattern:

<ai_model>_none

Because MGE-LDM was applied in a stem-preserving manner, its outputs were treated as distinct stem-
speci�c self-pairs , depending on which musical stem remained �xed during generation. Consequently, the
benchmark does not include a single generic mgeldm_none category, but rather three stem-speci�c categories:

base $ mgeldm_bass, base $ mgeldm_drums, base $ mgeldm_other

with labels:

mgeldm_bass_none, mgeldm_drums_none, mgeldm_other_none

(c) AI + DSP self-pairs. These compare a base segment against an AI-generated version that has
additionally undergone DSP modi�cation:

base $ <ai_model>_<dsp>

Examples include musicgen_pitchU4 and audioldm2_tempo095.

The same logic extends to the MGE-LDM branch after DSP augmentation, with stem-speci�c + DSP
self-pairs. Since the stem-preserving condition remains semantically important, the labels remain stem-
speci�c:

mgeldm_<stem>_<dsp>

where <stem> belongs to {bass, drums, other}.

Cross-type SMP + DSP pairs

The last positive category captures a hybrid scenario in which the original segment is compared against the
comparison segment after the latter has undergone DSP alteration:

ori_base $ comp_dsp

These pairs are only de�ned for the comparison side of the human SMP relation, under the condition that
no AI generation is involved and a valid DSP modi�cation is present. Their labels follow the pattern:

smp_<dsp>

This category is particularly important because it models a realistic situation in which an already plagiarism-
related comparison track is further modi�ed through post-processing in order to obscure the relationship.

7.4.3 Label Taxonomy and Excluded Pair Types

In order to maintain consistent grouping throughout the downstream analyses, each positive pair was assigned
a categorical label within the final_mod_type �eld. This label captures the origin of the relationship and
the type of transformation applied. The principal label families used in this work are:

ˆ SMP_<relation> for human plagiarism base pairs,

ˆ none_<dsp> for real DSP self-comparisons,

ˆ musicgen_<dsp> for MusicGen-derived pairs,

ˆ audioldm2_<dsp> for AudioLDM2-derived pairs,

ˆ mgeldm_<stem>_<dsp> for stem-speci�c MGE-LDM-derived pairs,

ˆ smp_<dsp> for cross-type SMP + DSP pairs.
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This taxonomy plays an important role in the pipeline, since it provides semantically meaningful grouping
labels for later robustness, attribution, classi�cation, and explainability analyses, while also de�ning the
category space within which part of the negative mining procedure operates, provided that some negative
tiers are constrained to remain within the same final_mod_type.

Equally important is the explicit de�nition of what the benchmark does not include. In particular, the
following pair types were excluded from the positive set:

ˆ arbitrary �le-to-�le comparisons across the dataset,

ˆ derivative-to-derivative pairs,

ˆ cross-model AI pairs (e.g., musicgen $ audioldm2),

ˆ comparisons between di�erent DSP variants of the same derivative,

ˆ ori_base $ comp_ai as a positive relation,

ˆ ori_base $ comp_ai+dsp as a positive relation.

The exclusion of ori_base $ comp_ai pairs from the positive set deserves explicit justi�cation. Although
the comparison song is itself a plagiarism derivative of the original, the AI-generated version of the comparison
song represents a two-step transformation chain: original ! human plagiarism ! AI re-synthesis. At each
step, the relationship becomes progressively more indirect and the preserved musical identity more uncertain.
Including these pairs as positives would require an assumption that the AI-generated output of a plagiarized
song still carries su�cient trace of the original source � an assumption that cannot be validated without
either perceptual annotation or a pre-existing detection system. To avoid circular reasoning, these pairs were
excluded from the positive benchmark, though they remain an interesting target for future investigation.

Consequently, the benchmark should not be interpreted as an exhaustive similarity graph over all generated
�les, but rather as a structured evaluation protocol centered on a deliberately selected set of plagiarism-like
relationships.

7.4.4 Embedding Cleaning and Validation

Prior to pair matching and negative mining, input embedding DataFrames pass through a validation layer
to prevent shape mismatches and mathematical degradation during matrix operations. More speci�cally,
each embedding entry was converted into a one-dimensional float32 NumPy array, through the helper
function clean_embedding(). This utility, was designed to parse arbitrary, nested, or string-serialized array
formats, resolving occurrences of NaN or None values. Its purpose was to guarantee that every retained
embedding could be interpreted as a valid �attened numerical vector. Moreover, a second validation step was
then applied through validate_and_filter_embeddings(), where modal dimension veri�cation is executed.
What happens is, rather than merely checking vector presence, the algorithm scans the entire database to
determine the dominant (modal) embedding dimensionality, and only rows conforming to that dimension are
preserved. This prevents shape mismatches during downstream distance computation and negative mining,
particularly in cases where malformed or truncated embeddings may have been produced by interrupted
extraction runs or corrupted �les.

After this cleaning and validation stage, the resulting embedding tables were considered safe for pair construc-
tion, with each row containing a valid �lename�embedding association and a consistent vector dimensionality.

7.4.5 Search Pool Construction

Once the positive pair universe had been constructed, a dedicated search pool was built for negative mining.
This pool was derived exclusively from the modi�ed side of the positive pairs, namely the embedding_mod
vectors associated with each valid positive relation. In other words, negative candidates were not sampled
arbitrarily from all �les in the dataset, but only from the pool of already accepted modi�ed exemplars that
participate in the positive benchmark.

This design choice guarantees that every mined negative corresponds to a �le that is itself semantically
meaningful within the benchmark, rather than to an arbitrary audio item with unclear interpretation. Also,

80



7.4. Evaluation Pair Construction and Negative Mining

it aligns the negative mining space with the actual comparison scenario of the task, where the system is
always asked to compare an anchor segment against a modi�ed or derived counterpart.

All candidate embeddings within this search pool were subjected to L2-normalization so that nearest-
neighbour search could be performed through dot products equivalent to cosine similarity. The search pool
is maintained alongside parallel metadata arrays containing the associated pair_id and final_mod_type
parameters, establishing a bounded, high-speed lookup space for the negative mining loops.

7.4.6 Deterministic Negative Mining

Negative pairs were generated by mining the CLEWS embedding space, using the acoustic branch as the
sole retrieval backbone for pair construction. This is a critical architectural decision: mining hard negatives
in an acoustic space forces the framework to retrieve candidate tracks presenting highly similar rhythms,
arrangements, or instrumentations, rather than lyrical overlap.This establishes an exceptionally challenging
and realistic evaluation setup for musical plagiarism detection. This shared benchmark layout is then �xed
and scored identically by all other models (including the semantic WEALY branch), guaranteeing a completely
fair downstream comparison.

The objective of negative mining is to create 'distractor' pairs that challenge the detection system. For a
given original song (the anchor), the system purposefully selects a modi�ed track that was derived from
a completely di�erent song (a di�erent pair_id). This simulates real-world false-positive risks, where an
unrelated AI-generated or altered track happens to acoustically resemble the original song. Therefore, for
each positive pair, the anchor embedding was taken from the original side of the pair (embedding_ori), while
the candidate pool consisted of all modi�ed-side embeddings from the positive benchmark. A candidate
was only considered valid if its pair_id di�ered from that of the current query, thereby excluding trivial
self-matches. The mining procedure then attempted to retrieve one negative pair for each of three prede�ned
di�culty tiers.

Random negatives

The �rst tier consists of random negatives. Despite the name, these negatives were not produced through
stochastic sampling, but instead were selected by a deterministic cyclic-shift procedure. For a given query,
the candidate had to belong to the same final_mod_type as the positive pair, but to a di�erent pair_id.
This tier therefore provides a low-di�culty baseline in which the transformation category is matched, while
the underlying musical source is unrelated.

The decision to constrain the negative selection pool to the same modi�cation taxonomy is a deliberate
methodological choice designed to elevate the evaluation baseline, even within this 'easier' tier. If a query
vector belonging to a human cover category was paired with an arbitrary negative candidate from an AI-
generated or combined AI+DSP variant, the stark acoustic and textural discrepancies would present trivial
discriminative boundaries for the network. In such a naive setup, the model could easily separate the pairs
based on high-level production artifacts or stylistic di�erences rather than actual compositional identity.
By forcing the baseline negative tracks to share the identical final_mod_type, this super�cial shortcut is
mitigated, ensuring that the benchmark remains highly challenging and rigorous from its foundational layer.

Intra-category nearest negatives

The second tier equates to the intra-category nearest negatives. Here, the candidate again had to
belong to the same final_mod_type as the query and to a di�erent pair_id, but instead of cyclic selection
it was chosen as the nearest neighbor under cosine similarity within that category. These negatives are more
di�cult than the random tier because they are not only category-matched but also acoustically close within
that category, making them semi-hard distractors.

Global nearest negatives

The third tier consists of global nearest negatives. In this case, the candidate could come from any
transformation category, as long as its pair_id di�ered from that of the query. The chosen candidate was
simply the globally nearest modi�ed embedding in the entire search pool. This tier represents the hardest
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negative condition, since it allows the retrieval mechanism to select whichever modi�ed �le in the benchmark
is acoustically most confusable with the anchor, regardless of its semantic category.

In the case of no valid candidate available satisfying the constraints of a given tier, because of the
categorical and self-exclusion constraints being highly rigid, the corresponding negative row is omitted.
Thus, while the pipeline attempts to mine one negative per tier for every positive pair, successful mining is
not guaranteed in every case.

Finally, all mined negative rows inherit the final_mod_type �eld of the corresponding positive pair pre�xed
with the string �Negative_�. Therefore, a negative row is labeled as:

Negative_<target_mod_type>

This convention preserves category alignment for later tier-wise evaluation, but it also means that the label
of a global negative should not be interpreted as the true category of the retrieved �le.

7.4.7 Final Pair Assembly and Output

After all positive and negative rows had been generated, they were concatenated into a single master
evaluation table. Positive rows were assigned is_plagiarised = 1 and negative_tier = N/A, while
negative rows were assigned is_plagiarised = 0 together with one of the three tier labels: random,
intra_category_nearest, or global_nearest.

The �nal pair list was then cleaned through deduplication, deterministically sorted, and its index was reset
to produce a stable and reproducible ordering. Two output �les were produced:

ˆ evaluation_master_pairs.csv, containing the full set of benchmark pairs,

ˆ evaluation_master_pairs_summary.csv, containing aggregate counts grouped by transformation
type and negative tier.

The master CSV includes, for each row, the source pair_id, the relevant timestamp, the transformation
label final_mod_type, the two �lenames being compared (filename_ori and filename_mod), the tier label
when applicable, and the �nal binary target is_plagiarised. This table constitutes the de�nitive evaluation
benchmark used by all subsequent stages of the pipeline.

7.5 Distance Computation

After de�nition of the evaluation pair universe, the next stage of the pipeline is the pairwise quanti�cation
of similarity between the corresponding embeddings, via distance computation. This step was implemented
in metrics.py, which acts as an o�ine evaluation pipeline designed to score both CLEWS and WEALY
embeddings. Importantly, this script does not perform pair construction or negative mining, but instead,
it loads the already-de�ned benchmark stored in evaluation_master_pairs.csv and computes a set of
distance metrics for each listed pair.

This separation of responsibilities is methodologically important, since it guarantees that both the acoustic
and semantic branches are evaluated on the exact same set of pairs. By doing so, the framework enforces
a fair comparison of results across models while also ensuring that they can later be combined in the fusion
stage (Section 7.7) without any pair misalignment. In other words, build_pairs.py de�nes what is evaluated,
whereas metrics.py de�nes how similarity is numerically measured for that �xed benchmark.

The execution �ow begins by loading the centralized master pair list and the respective Apache Parquet
tables containing precomputed embeddings for the model under analysis. In order to robustly cast each
stored embedding into a float32 NumPy array, avoiding potential structural discrepancy, a dedicated helper
function, _embedding_to_numpy() was engineered. Once loaded, the embeddings are indexed through a
�lename-to-embedding dictionary, enabling constant-time lookup during pairwise scoring.

For each row in the evaluation pair list, the script retrieves the two �lenames (filename_ori and
filename_mod), locates their corresponding embeddings, and computes four distance metrics using PyTorch
tensors. A strict validation policy is applied at this stage: if either embedding is missing, the script raises a
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ValueError rather than silently skipping the pair, ensuring that the resulting distance tables remain complete
and that downstream analyses are not a�ected by hidden inconsistencies.

The four computed distance metrics are the Euclidean distance (L2), Manhattan distance (L 1), cosine dis-
tance, and Pearson correlation distance, all of which were introduced theoretically in Section 4.5. Their
inclusion provides complementary views of embedding similarity, capturing absolute geometric separation,
coordinate-wise deviation, angular alignment, and centered linear correlation, respectively.

In the implementation, Euclidean and Manhattan distances are computed via torch.dist() with p = 2 and
p = 1, respectively. Cosine distance is implemented through the dot product of L2-normalized vectors, while
Pearson distance is computed by �rst mean-centering both vectors and then applying the same normalized
dot-product formulation.

The computed distances are stored in a CSV �le of the form:

results/distances/{model}_distances.csv

where each row corresponds to one evaluation pair and includes the metadata �elds pair_id, time,
final_mod_type, filename_ori, filename_mod, negative_tier, and is_plagiarised, followed by the
four numerical distance values. In addition, a grouped summary �le,

results/distances/{model}_distances_summary.csv

is produced, containing mean distance values aggregated by final_mod_type and negative_tier. A struc-
tured execution log is also written to logs/metrics.txt.

As a result, this stage provides the quantitative similarity measurements that feed all subsequent experiments,
including threshold calibration, score-level late fusion, binary plagiarism detection, source attribution, ro-
bustness analysis, and the supervised feature-based classi�er.

7.6 Threshold Calibration Setup

In order to transition from continuous latent space distance metrics to a binary plagiarism classi�ca-
tion rule, an optimal decision boundary must be established. This calibration process, implemented in
optimal_threshold.py, serves as the formal evaluation engine of the detection system, conducting for each
model and distance metric, an optimal threshold determination. That is, the decision threshold that best sep-
arates plagiarism-related pairs from negative distractors, minimizing false alarms in a pairwise classi�cation
module.

More speci�cally, the script performs a complete threshold optimization and ablation procedure over the two
standalone embedding branches - CLEWS and WEALY - and over the four distance metrics computed in the
previous stage (Euclidean, Manhattan, Cosine, and Pearson). The objective is to identify, for each model,
the winning metric and its corresponding optimal threshold, which are then used in all downstream
evaluation tasks.

The script operates on the distance tables produced by metrics.py, namely {model}_distances.csv. For
each model, the corresponding CSV is loaded and converted into a binary classi�cation dataset where
plagiarism-related pairs are assigned label 1 and negative pairs are assigned label 0. Distance columns
are detected automatically based on their naming pattern, allowing the same evaluation routine to be reused
across CLEWS and WEALY outputs.

A key methodological aspect of this stage is the use of a vocal-aware evaluation policy, since CLEWS
is an acoustic model operating directly on waveform-derived embeddings, while WEALY is a Whisper-based
semantic model whose embeddings are meaningful only when vocal content is present. For this reason,
CLEWS is evaluated on all pairs in the benchmark and, in contrast, threshold calibration for WEALY is
restricted to the subset of pairs satisfying pair_vocal_valid = True, as determined by the vocal validity
detection stage. By doing so, the threshold estimation remains consistent with the domain validity of each
branch.

This process was carried out using 5-fold strati�ed cross-validation, ensuring that the class distribution
between plagiarism-related and negative pairs remains approximately constant across folds, while also allow-
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ing every sample to be used exactly once for held-out evaluation. For each fold, the data are divided into a
training portion, where the threshold selection is performed, and a test portion where the selected threshold
is then applied without modi�cation. The �nal decision boundary reported for each model is compiled as the
arithmetic mean of the �ve distinct optimal thresholds computed independently across the training folds.
This procedure guarantees that the �nalized boundary possesses a robust capacity to generalize to entirely
unseen testing folds.

Because the inputs to this stage are distances, a small but crucial transformation is required. The vast
majority of machine learning evaluation utilities are natively engineered under the assumption that a higher
value (score) indicates a stronger a�nity toward the positive target class. In the present setting, however,
the opposite is true: lower distance implies higher similarity and therefore a stronger plagiarism
hypothesis. To resolve this mismatch, the script applies an inverted logic transformation by de�ning:

score = -distance

whenever a metric column represents a distance. This does not alter the stored raw distances, but allows
the metrics to feed correctly into native classi�cation algorithms, preserving total statistical validity while
honoring the geometric principles of the latent space.

For each training fold, a Precision-Recall curve is computed from the transformed scores, yielding a large set
of candidate thresholds. Rather than selecting a threshold heuristically, the script evaluates the F0.5 -Score
for all candidate thresholds in vectorized form through the helper function fbeta_score_curve(), and the
threshold that maximizes the training-fold F 0.5 -Score is selected as the optimal threshold for that fold.

The selected threshold is then applied to the test fold, producing binary predictions from the distance values.
On these held-out predictions, the script computes a range of classi�cation metrics, including F0.5 , F1 ,
Precision, Recall, Accuracy, and PR-AUC. Although threshold selection is driven strictly by F 0.5 , F1 is
also recorded at the same threshold to facilitate comparison with more conventional classi�cation baselines
and to make the precision-recall trade-o� explicit.

After all �ve folds have been evaluated, the mean value of each metric is reported. The �nal threshold
associated with a given metric is obtained as the average of the �ve optimal fold-wise thresholds. The
winning metric for a model is then de�ned as the one achieving the highest mean F 0.5 -Score across folds.
In this way, threshold calibration simultaneously serves as an ablation study over distance metrics, since
it determines which of the four geometric similarity measures is most e�ective for each embedding branch.

The decision to calibrate the optimal decision boundary by maximizing the F� -score is of critical importance
for the overall reliability of the detection framework. In real-world intellectual property enforcement, the
majority of plagiarism detection systems are fundamentally precision-centric rather than focused on striking
a balance between precision and recall. However, relying naively on an individual metric such as precision
alone, hides a dangerous shortcut that could jeopardize the validity of this work: optimizing solely for
precision can cause the system to become overly conservative, identifying plagiarism only in a single, high-
con�dence pair while misclassifying all other genuine derivative cases as innocent, resulting in a �awless 100%
precision but near-zero recall. To mitigate these architectural vulnerabilities, the F� -score is utilized as a
robust composite indicator for system optimization and, having established that, by con�guring � = 0:5, the
precision of the system is assigned twice the mathematical weight of its recall, re�ecting the objective
of having a more precision-heavy approach. This directly re�ects the operational objective of navigating a
benchmark engineered with intentionally di�cult negatives and represents a vital strategic choice tailored
to the realities of plagiarism detection: falsely accusing an innocent creator of plagiarism (a False Positive)
carries vastly more severe consequences than failing to detect a highly obscured, marginal derivative case (a
False Negative).

In addition to numerical summaries, the script produces visual diagnostics in the form of Precision�Recall
curves and KDE-based distance distribution plots. These outputs are not interpreted in the present chapter,
but they provide the basis for the quantitative comparison presented later in Chapter 8.

The outputs of this stage consist of two main summary �les:

ˆ results/threshold/all_metrics_detailed_summary.csv, containing the full ablation results for all
models and metrics,
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ˆ results/threshold/threshold_analysis_summary.csv, containing only the winning metric and �nal
calibrated threshold for each model.

These calibrated thresholds are subsequently used in the binary plagiarism detection stage and in all
threshold-dependent downstream analyses.

7.7 Score-Level Late Fusion Setup

Following the independent calibration of optimal thresholds for CLEWS and WEALY, the next phase of
the experimental evaluation pipeline is the combination of multimodal representations into a single hybrid
decision scoring system. This stage investigates whether unifying the two branches through score-level
late fusion, could improve detection performance beyond what either branch achieves alone, meaning the
existence of synergy between the two models.

The choice of score-level fusion over alternative strategies presented in the theoretical framework of Section
4.6, was motivated purely by the properties of the two branches and the nature of the task. In particular, as
introduced in Section 6.3.3, this method allows each branch to operate independently in its own representation
space and to produce its own distance-based evidence before any �nal decision is made. This is particularly
suitable in the present setting, where CLEWS and WEALY are pretrained models with di�erent inductive
biases and di�erent semantic roles: the former captures acoustic similarity, while the latter captures vocal
and lyrical similarity. Combining their continuous distance scores preserves this complementary information
without introducing additional model complexity or requiring joint retraining. This design choice is also
consistent with the strategy adopted by the WEALY authors [47], who showed that a simple late fusion of
CLEWS and WEALY distances can already improve performance over either branch in isolation.

7.7.1 Data Alignment and Vocal Metadata

The fusion procedure began by loading the distance tables produced for CLEWS and WEALY and performing
a strict inner merge on the shared pair metadata keys (pair_id, time, final_mod_type, filename_ori,
filename_mod, negative_tier, is_plagiarised). Only pairs present in both tables with identical metadata
were retained, ensuring perfect alignment between the two branches for the pair universe. Following the merge,
vocal validity metadata was attached to each pair via the same helper used in the threshold calibration stage,
providing the pair_vocal_valid �ag required for the vocal-aware fusion rule.

7.7.2 Normalization and Data Leakage Prevention

Before the weighted combination can be applied, the individual distance values must be brought onto a
common numerical scale. This requirement arises not only because the two branches operate in embedding
spaces of di�erent dimensionality, but more critically because this process considers all possible pairings of
distance metrics, and di�erent metrics produce values on vastly di�erent scales. For instance, cosine distance
is bounded within [0; 1], whereas Manhattan distance in a 1024-dimensional space can reach values on the
order of 103. Combining such heterogeneous scales through a weighted sum without prior normalization
would introduce a severe bias towards whichever metric happens to have the larger absolute magnitude,
e�ectively rendering the fusion weight � meaningless.

To address this, Min-Max normalization was applied to each distance column independently, mapping
all values into the [0; 1] interval. To prevent data leakage, the aligned dataset was �rst divided into a
strati�ed 80/20 train-validation split, preserving the class distribution of plagiarism-related and negative
pairs. The normalization statistics (minimum and maximum values for each distance column) were computed
exclusively on the training portion and then applied separately to both the training and validation sets.
This ensures that the validation scores remain entirely unin�uenced by information from the validation data
itself, maintaining the integrity of the grid search evaluation in 7.7.4.

7.7.3 Vocal-Aware Fusion Implementation

As formally de�ned in Sections 6.3.2 and 6.3.3, the fusion stage follows a vocal-aware rule in which the
semantic branch contributes only when vocal information is considered reliable. In the experimental pipeline,
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this rule was implemented through the pair_vocal_valid �ag attached during the alignment stage. For every
aligned pair, this �ag determines whether the fused score should be computed as a weighted combination
of the normalized CLEWS and WEALY distances, or whether the system should fall back to the CLEWS
distance alone, according to equation 6.3.2.

More speci�cally, when pair_vocal_valid = True, the weighted fusion rule was applied using the current
value of � being tested in the grid search. When pair_vocal_valid = False, the WEALY component
was excluded entirely and the fused score was set equal to the normalized CLEWS distance. This adaptive
behavior was applied consistently to both the training and validation partitions during the search process,
and later to the full aligned dataset once the winning fusion con�guration had been identi�ed.

In practice, this mechanism was implemented e�ciently through a vectorized conditional operation, ensuring
that the semantic branch was only used where it remained within domain. As a result, the fusion stage
preserves the complementary contribution of the two branches without allowing unreliable vocal embeddings
to in�uence the �nal similarity score.

7.7.4 Exhaustive Grid Search

Rather than selecting a single metric combination and fusion weight based on the standalone performance of
each branch, the pipeline performed an exhaustive grid search over all possible con�gurations. This deci-
sion was motivated by the principle of feature orthogonality: the individually strongest distance metric from
each branch does not necessarily produce the best combined result, because two metrics with complementary
error patterns may achieve a synergy that is not predictable from their standalone scores alone.

The search space consisted of:

ˆ 16 metric combinations: every pairing of one CLEWS distance metric (Euclidean, Manhattan,
Cosine, Pearson) with one WEALY distance metric (the same four options),

ˆ 21 weight levels: � 2 f0:00; 0:05; 0:10; : : : ; 0:95; 1:00g,

yielding a total of 336 experimental con�gurations. For each con�guration, the vocal-aware fusion
formula was applied using the current metric pair and weight. An internal threshold was then computed on
the training set by maximizing the F 0.5 -Score via a Precision�Recall curve, following the same inverted-logic
convention described in Section 7.6. This internal threshold was used to produce binary predictions on the
held-out validation set, and the resulting F0.5 -Score was recorded.

These internal thresholds are temporary: they serve exclusively to evaluate the quality of each
(metric pair; �) combination during the grid search and are not exported as the �nal decision boundary of
the fused system. The o�cial threshold calibration of the fusion model is delegated to the cross-validation
procedure described in Section 7.6, which is re-executed after the grid search has concluded.

7.7.5 Winner Selection and Final Output

The winning con�guration was de�ned as the triplet (CLEWS metric, WEALY metric, �) achieving the
highest F0.5 -Score on the validation set across all 336 trials. Once identi�ed, the winning fusion weights
were applied to the entire aligned dataset, using the normalization statistics derived from the training
split. The resulting fused distance column was named dynamically after the winning metric pair (e.g.,
euclidean_distance+cosine_distance) to preserve full traceability throughout subsequent analyses.

The outputs of this stage include:

ˆ results/fusion/optimal_fused_distances.csv: the full set of fused distances for all evaluation
pairs,

ˆ results/fusion/fusion_grid_search_results.csv: the complete log of all 336 trials with their
respective weights, metric combinations, and internal validation scores,

ˆ results/fusion/optimal_fusion_config.csv: the winning metric combination and weight.
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7.7.6 Threshold Calibration of the Fused Model

After the fused distance table was produced, the threshold calibration procedure described in Section 7.6
was re-executed on the fusion output. This second invocation applied the identical 5-fold strati�ed cross-
validation methodology, the same F0.5 optimization objective, and the same inverted-logic convention, but
now operated on the fused distances rather than on standalone CLEWS or WEALY distances. The fusion
model was calibrated on all pairs, since the vocal-aware fusion formula already handles non-vocal segments
through its CLEWS-only fallback, making additional vocal �ltering unnecessary at this stage.

This re-calibration step produced a dedicated winning metric and optimal threshold for the FUSION system,
which were appended to the same threshold_analysis_summary.csv used by the standalone branches.
From this point onward, all three systems - CLEWS, WEALY, and FUSION - possessed calibrated deci-
sion boundaries derived under identical cross-validation conditions, enabling fully comparable downstream
evaluation.

7.8 Binary Classi�cation and Error Analysis Protocol

With calibrated thresholds and winning metrics established for all three systems, the next step is to apply
these �xed decision boundaries to the full evaluation benchmark in order to produce deterministic binary
plagiarism predictions and to conduct a structured error analysis.

This stage, implemented in binary_classification.py, operates strictly as an evaluation-only module:
it does not perform any form of threshold optimization or hyperparameter tuning. Instead, it receives
the winning metric and its corresponding optimal threshold directly from the threshold calibration output
threshold_analysis_summary.csv and applies them without modi�cation. For every pair in the evaluation
benchmark, the binary prediction rule is:

y_pred = 1 if distance � threshold, else 0

where the distance value corresponds to the winning metric identi�ed during the calibration stage.

7.8.1 Multi-Level Error Analysis

Rather than reporting a single aggregate accuracy �gure, this stage implements a three-level analysis
designed to expose the strengths and weaknesses of each system across di�erent plagiarism scenarios.

Broad Category Analysis

The positive pairs are grouped into �ve semantically meaningful categories, re�ecting the escalating di�culty
of the detection task:

1. Human Plagiarism (Base): authentic, unmodi�ed human covers from SMP.

2. Human Plagiarism + DSP: human covers subjected to pitch or tempo modi�cations.

3. Original + DSP: self-comparison pairs where an original segment is compared against its own DSP-
modi�ed version.

4. AI Generation (Base): pairs comparing a source segment against its AI-generated derivative out-
putted by MusicGen, AudioLDM 2, and MGE-LDM.

5. AI + DSP: pairs comparing a source segment against an AI-generated derivative that has additionally
undergone DSP modi�cation.

The separation of �Base� and �+ DSP� subcategories is a critical and deliberate choice, since combining them
would mask the performance degradation caused by signal-level modi�cations applied on top of the baseline
human or AI derivatives, producing misleadingly averaged statistics.

Each positive category is evaluated independently against the full set of negative pairs. This design
choice simulates realistic deployment conditions, where a single query must be distinguished from a large
pool of unrelated content, making genuine instances of plagiarism vastly outnumbered by innocent tracks.
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This means that the evaluation operates under severe class imbalance, providing a realistic performance
that accurately re�ects the systems capacity to isolate true positive instances and preventing over-optimistic
results that derive from arti�cially-balanced classes.

Granular Detailed Analysis

Beyond the broad categories, classi�cation metrics are also computed for every individual final_mod_type
label(e.g., musicgen_pitchU4_tempo110, mgeldm_bass_tempo095), allowing speci�c architectural vulnera-
bilities to be exposed. This �ne-grained breakdown enables identi�cation of speci�c transformation types
that pose the greatest detection challenge to each examined model.

False Positive Tier Breakdown

To provide actionable insights into the system's failures, a third analysis is implemented, inspecting the
origin of false alarms. For every False Positive produced by each model, the script records the misclassi�ed
pair and traces the negative instance back to its origin tier. This breakdown provides a direct diagnostic of
the system's vulnerability pro�le:

ˆ Global Nearest Defeats: False positives originating from global nearest negatives are expected, since
these represent the hardest possible distractors.

ˆ Intra-Category Defeats: False positives from intra-category nearest negatives indicate confusion
within a speci�c transformation category, which is understandable but worth monitoring.

ˆ Random Tier Defeats: False positives from random negatives are the most concerning, as they
suggest that even arbitrary, unrelated content was incorrectly �agged as plagiarism, indicating poor
discriminative capacity.

7.8.2 Outputs

For each model, the script produces four output �les:

ˆ A broad metrics CSV containing Precision, Recall, F 0.5 , F1, and the confusion matrix for each of the
�ve broad categories and for the overall benchmark.

ˆ A detailed metrics CSV with the same metrics computed for every individual modi�cation type.

ˆ A False Positive tier breakdown CSV cross-tabulating false alarms by broad category and negative
tier.

ˆ A global summary CSV that aggregates the results of all three models into a single comparative
table.

7.9 Source Attribution Protocol

To evaluate the system's capacity beyond standard binary detection, the framework implements a Musical
Source Attribution protocol. This task simulates a retrieval scenario in which, given a modi�ed track,
the system is asked to identify its true original source among a lineup of adversarial candidates, shifting
the question from �Is this plagiarism?� to a fundamentally harder question: �Which track is the authentic
original source?�.

The protocol implements a 4-Way Forced-Choice Retrieval task. In this setting, the system is presented
with a query segment and must rank four candidate segments in ascending order of similarity. The group of
four candidates comprises of:

ˆ Candidate 1: The true original source (Positive).

ˆ Candidate 2: A Global Nearest Negative (the hardest distractor dataset-wise).

ˆ Candidate 3: An Intra-Category Nearest Negative (the hardest negative sharing the exact same
modi�cation style).
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ˆ Candidate 4: A Random Negative (a deterministically sampled baseline).

These distractors are identical to the tiered negatives mined during the pair construction phase (Section 7.4.6).
The architectural decision to deploy a 4-way forced-choice lineup, rather than a trivial 1-vs-N retrieval, was
motivated by both computational e�ciency and evaluation rigor. In a naive 1-vs-N scenario where a query
is compared against the entire dataset corpus, the vast majority of the candidates would be acoustically
and semantically irrelevant. This approach not only imposes severe computational overhead and excessive
memory storage for distance matrices, but it also fails to yield a robust evaluation environment. Comparing
a query segment against thousands of unrelated tracks arti�cially in�ates performance metrics, as the task
becomes a simple rejection of obvious outliers. By contrasting the query exclusively against highly deceptive,
engineered hard negatives, this protocol prioritizes the quality and di�culty of the examples over sheer
quantity.

Crucially, the protocol does not arbitrarily select a distance metric. Instead, it dynamically loads the
threshold_analysis_summary.csv �le in order to retrieve the calibrated winning metric for each evaluated
model. This ensures that source attribution is performed using the same distance representation selected
during the corresponding calibration stage, maintaining methodological consistency across all experimental
modules.

Group Construction and Sampling: Each 4-way group is constructed by matching a positive pair
with its corresponding negatives through the shared keys (pair_id, time, filename_ori, clean_mod_type).
For SMP pairs featuring multiple timestamp annotations, deterministic 1-per-group sampling is enforced:
exactly one valid positive instance is retained per group (the alphabetically �rst filename_mod), ensuring
strict 1-vs-3 lineup integrity without duplicating groups or creating unbalanced evaluations. In cases of
tied distances during ranking, the positive candidate is deterministically favored via stable sort, preventing
arbitrary misattributions due to numerical equality.

Evaluation Metrics: The candidates are sorted in ascending order based solely on their distance to the
modi�ed track, measuring the pure discriminative capacity of the embedding space and rendering the eval-
uation completely threshold-independent. Performance is quanti�ed using four standard information
retrieval metrics:

ˆ Top-1 Accuracy: Fraction of queries where the true source ranks �rst.

ˆ Mean Rank: Average position of the true source (range 1.0-4.0).

ˆ Mean Reciprocal Rank (MRR): Mean of 1=rank, heavily penalizing ranks 3 and 4.

ˆ Rank Distribution: Histogram showing how often the true source appears at each rank position (1,
2, 3, or 4).

A true source ranking 4th would mean that even the random negative was considered more similar, indicating
a severe structural failure of the embedding space.

Severity-of-Error Analysis: Beyond aggregate metrics, a misattribution breakdown is incorporated:
whenever the system fails to rank the true source �rst, the tier of the winning negative is recorded. This
analysis provides a precise diagnosis of the system's vulnerability pro�le. Misattribution to a Global Nearest
negative can be considered a mathematically acceptable failure against an extreme adversarial edge case.
Misattribution to an Intra-Category negative indicates confusion within the same modi�cation style. Con-
versely, misattribution to a Random negative would expose a severe structural collapse within the model's
manifold, as the system would prefer an arbitrary unrelated track over the genuine source.

Stem-Level Attribution: A supplementary stem-level attribution analysis is implemented by �ltering
the ranked results to include only MGE-LDM-generated segments, which provide isolated per-stem variants
(bass, drums, other). The results are aggregated across all DSP permutations and reported separately for
each stem, isolating and quantifying the speci�c retrieval challenge introduced by each individual musical
component. These stem-level insights provide an additional diagnostic perspective on the failure modes of
each embedding branch and may help guide future model improvements.

89



Chapter 7. Experimental Framework

Cross-Model Comparability: All embedding branches (CLEWS, WEALY, and the fused representation)
are evaluated over the identical set of 45,641 four-way queries, ensuring a fair and directly comparable
evaluation. Furthermore, the script leverages the already-computed pairwise distances from the preceding
classi�cation pipeline, requiring zero additional embedding extraction or distance computation. This directly
demonstrates that an embedding space originally constructed for classi�cation purposes can naturally extend
to retrieval-based source identi�cation without any architectural modi�cation.

The source attribution protocol thus serves as a rigorous stress test of the embedding space's discriminative
structure. While binary detection measures the system's ability to separate positives from negatives under
an optimal threshold, attribution measures its ability to rank the true source above highly deceptive adver-
saries�a capability essential for real-world forensic applications where the original source must be identi�ed
among highly competitive alternatives. The stem-level variant further provides diagnostic insights into which
musical components are most robustly preserved in the latent representations.

7.10 Robustness Assessment Setup

To systematically evaluate the structural degradation of the embeddings under controlled modi�cations,
an objective Robustness Analysis is performed. This pipeline operates exclusively on positive pairs
(is_plagiarised = 1) to track how generative AI processes and Digital Signal Processing (DSP) trans-
formations push derivative tracks away from their original anchors in the latent space.

Like the attribution module, this analysis is strictly threshold-independent. It operates on raw geometric
distances, employing the optimal threshold calibrated in Section 7.6 merely as a visual reference boundary to
illustrate the theoretical point of detection failure. This design choice avoids introducing threshold-dependent
artifacts into the robustness assessment: metrics such as F-scores would con�ate the quality of the threshold
calibration with the intrinsic sensitivity of the embedding space, whereas raw distances directly measure the
geometric displacement caused by each transformation.

Feature Extraction and DSP Parameterization: The pipeline dynamically parses transformational
properties from the string-based metadata encoded in the �lenames. Speci�cally, four attributes are extracted
for each positive pair: Pitch_Intensity (measured in semitones: �4; �2; 0; +2; +4), Tempo_Intensity (as a
multiplicative factor: 0:90; 0:95; 1:0; 1:05; 1:10), DSP_Category (a categorical label such as Base Generation,
Pitch Up, Extreme Down), and Source (the generative origin: Human Cover, MusicGen, AudioLDM 2, or
MGE-LDM). This parameterization enables the construction of continuous trendlines where the horizontal
axis represents DSP intensity and the vertical axis represents the resulting latent-space distance.

Synthetic Anchor Origins: To provide the trendlines with a physically meaningful starting point, the
module injects synthetic anchor origins representing the unmodi�ed original-versus-original comparison.
These anchors are assigned a pitch intensity of 0:0, a tempo intensity of 1:0, and a distance of 0:0, corre-
sponding to the trivial case of zero transformation and zero displacement, providing the topological drift
with a �xed physical starting point. Without these anchors, the leftmost data points on the trendlines would
correspond to the mildest DSP variant rather than the true zero-modi�cation baseline, distorting the visual
interpretation of the drift trajectory.

Two-Layer Analysis Structure: The robustness evaluation is executed across two complementary ana-
lytical layers:

ˆ Source-Level Robustness: The pairs are grouped by their generative or organic source (Human
Cover, MusicGen, AudioLDM 2 or MGE-LDM). This layer assesses how the distance between an
original track and its plagiarism-derived counterpart evolves as the intensity of global DSP modi�cations
increases.

ˆ Stem-Level Robustness (MGE-LDM): A supplementary layer restricts the analysis to the stem-
speci�c outputs of the MGE-LDM architecture. Stem labels are recovered through the centralized
extract_features_with_stem() utility, ensuring consistency with the stem annotations used through-
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out the attribution and categorization pipeline. The analysis decomposes the drift by target stem (bass,
drums, other), revealing whether the system's robustness is component-dependent.

Importantly, the stem-level layer provides an intrinsic base-generation reference for each preserved stem: be-
fore considering the e�ect of additional DSP perturbations, the measured Base Generation distances already
indicate which musical component remains naturally closest to the original track and which one introduces
the greatest latent displacement under stem-conditioned inpainting. In this sense, the stem-level robustness
plots do not only quantify degradation under stress, but also expose the underlying stem hierarchy of the
generation process itself.

Unlike the source-level plots, stem-level trendlines do not use synthetic zero baselines, since the MGE-LDM
base generation distances are already measured positive pairs and do not correspond to zero displacement.

Visualization Strategies: Across both analytical layers, the impact of the transformations is quanti�ed
using two complementary visualization strategies:

1. Distance Trendlines: Line plots mapping the raw geometric distance against continuous measures
of pitch shift intensity and tempo change factor. These reveal the system's progressive sensitivity to
each transformation type and enable direct visual comparison between human covers, AI-generated
derivatives, and original DSP variants.

2. Extreme Scenarios Stress Test: Boxplot distributions comparing the spatial variance of unmodi�ed
base generations against the two most aggressive combinatorial attacks: Extreme Down (�4 semitones,
0:90� tempo) and Extreme Up (+4 semitones, 1:10� tempo). These boxplots expose not only the
mean displacement under maximum adversarial stress but also the variance of the response, indicating
whether the model degrades gracefully or exhibits catastrophic and unpredictable failures.

In all visualizations, the model-level optimal threshold is overlaid as a static dashed reference line. This
allows for immediate visual interpretation of the point at which the distance of the plagiarized derivative
exceeds the detection boundary, without the threshold value in�uencing the underlying data in any way.
All three embedding branches (CLEWS, WEALY, and FUSION) are evaluated using this identical protocol,
enabling direct cross-model comparison of robustness characteristics.

7.11 Latent Space and Explainability Setup

To provide interpretability beyond raw pairwise distances, this evaluation module examines the internal
structure of the high-dimensional embedding spaces produced by CLEWS (1024 dimensions) and WEALY
(512 dimensions). The analysis is organized into two complementary components: a UMAP-based latent
space visualization that provides geometric intuition through dimensionality reduction, and an Explain-
able AI (XAI) module that operates directly on the native high-dimensional representations to identify
which speci�c embedding dimensions are most a�ected by each type of modi�cation.

7.11.1 UMAP Latent Space Visualization

Uniform Manifold Approximation and Projection (UMAP) is employed to compress the high-dimensional
embedding vectors into two-dimensional scatter plots. UMAP was selected over linear alternatives such
as PCA because it preserves both local neighborhood structure and global manifold topology, which is
essential for faithfully representing the non-linear similarity relationships inherent to musical embeddings.
The projection is con�gured with n_neighbors=15, min_dist=0.1, and the Cosine metric, while �xed
random_state ensures full reproducibility across executions.

Origin-Centered Drift Maps: Rather than producing a conventional scatter plot where the absolute
positions of embeddings carry no inherent meaning, the visualization implements a centering logic that
transforms the projection into a relative drift map. For each original track, the centroid of its UMAP coor-
dinates is computed and shifted to the origin (0; 0). All derivative segments associated with that original are
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then repositioned relative to this anchor. The result is an interpretable �drift map� in which the displace-
ment of each point from the origin directly re�ects how far the corresponding modi�cation has pushed the
embedding away from its source.

Visual Hierarchy and Structural Connections: The visualization is carefully engineered to emphasize
the latent topology of each modi�cation and the local ecosystem generated by its downstream DSP variants.
Structural connections are drawn exclusively between the original segment and its base derivatives (human
covers, AI generations), and subsequently between the base derivatives and their corresponding DSP-modi�ed
variants. This approach creates distinct local neighborhoods radiating from the original anchor. To prevent
visual clutter and enhance cluster legibility, DSP variants are rendered with reduced opacity (alpha blending),
distinguishing the primary generation anchors from the peripheral drift induced by pitch and tempo shifts.

7.11.2 Explainable AI Module

While UMAP provides geometric intuition, the information loss inherent to projecting d-dimensional vectors
into two dimensions necessarily discards �ne-grained structural detail. For this reason, a complementary XAI
module operates directly on the native high-dimensional embedding spaces. The foundational element of this
analysis is the Delta Vector:

�z = jz mod � z ori j (7.11.1)

which quanti�es the absolute per-dimension displacement between a modi�ed embedding and its original
counterpart. All six analyses described below are derived from this representation.

Orthogonal Grouping Strategy. Each analysis is executed across multiple orthogonal data partitions to
prevent the con�ation of heterogeneous modi�cation types within a single aggregate distribution. Speci�cally,
four grouping runs are conducted: (1) by broad modi�cation category, (2) by DSP label aggregated across
sources, (3) by generative source, and (4) by the combination of source and DSP label, with MGE-LDM
stems further decomposed individually. This multi-faceted strategy ensures that the dimensional signatures
of each modi�cation type are cleanly isolated.

Dimensional Analyses: Six specialized analyses are conducted within each grouping:

1. Overall Shift Distribution: DDensity plots summarize the distribution of overall latent displacement
(k�zk) across modi�cation categories, while the corresponding number of active dimensions (those
exceeding a global activity threshold) quanti�es how broadly each attack perturbs the embedding
space.

2. Top-30 A�ected Dimensions: For each modi�cation category, the 30 embedding dimensions exhibit-
ing the largest mean absolute shift are identi�ed and visualized as bar charts with standard deviation
error bars. This pinpoints the speci�c latent features most sensitive to each manipulation.

3. Dimension Overlap Heatmap: A pairwise overlap matrix compares the Top-30 dimension sets of
di�erent attacks, showing whether distinct modi�cation types concentrate their e�ect on the same
subset of dimensions or on largely separate regions of the latent space.

4. Signed Mean Shift Pro�les: In addition to the unsigned delta magnitudes, the signed displacement
(zmod � z ori ) is analyzed in order to capture directionality. This reveals whether speci�c transforma-
tions systematically increase or decrease particular coordinates, yielding directional shift pro�les and
providing a ��ngerprint� for each modi�cation category. For models with dimensionality greater than
400, only the �rst 200 and last 200 dimensions are visualized in order to maintain readability.

5. SMP vs. AI Discrimination: A direct comparison between human covers (SMP) and AI-generated
derivatives using Cohen's d e�ect size computed independently for each embedding dimension. Di-
mensions exhibiting jdj > 0:8 indicate a large practical e�ect, providing quantitative evidence that
the embedding space encodes structurally distinguishable representations for organic versus synthetic
derivation processes.
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6. Stable Core vs. Volatile Shell: This analysis is motivated by a simple question: if plagiarism
genuinely persists across many derivative forms, does that persistence manifest at the level of individual
latent dimensions? To probe this, all dimensions are ranked by their global mean shift across positive
pairs. The dimensions with the lowest global shift form the stable core, while those with the highest
shift form the volatile shell. This tests whether the embedding space contains relatively transformation-
invariant coordinates alongside coordinates that absorb most of the modi�cation-induced displacement.
The stable subset is de�ned as min(100; bd=5c) dimensions, where d is the embedding dimensionality.

Together, the UMAP visualization and the XAI dimensional analysis provide complementary layers of in-
terpretability. The former o�ers an accessible geometric overview of the embedding landscape, while the
latter opens the �black box� of high-dimensional representations by delivering transparent, dimension-level
evidence regarding which latent features are systematically disrupted by adversarial modi�cations and which
structural elements are preserved across derivatives, serving as the latent signature of plagiarism.

7.12 Supervised Classi�er Training and Feature Analysis Pipeline

While the threshold-based classi�cation described in Section 7.8 provides a transparent and fully interpretable
baseline, the quantitative results presented in Chapter 8 reveal that this deterministic method su�ers from
intrinsic limitations. The challenging task of plagiarism detection demands a decision boundary capable of
dynamically weighing the non-linear interactions between acoustic and semantic distances. A single, static
global threshold ultimately acts as a performance ceiling, as it is insu�cient to capture the full complexity
and variability of the data. This realization directly motivates the introduction of a supervised classi�cation
stage. By transitioning to a machine learning approach, the framework can leverage multi-dimensional feature
representations to learn highly adaptive, non-linear decision boundaries that fully exploit the synergy between
the two modalities.

The experimental design follows a coarse-to-�ne strategy organized in three successive phases. Phase 1
performs a broad screening of engineered feature families to determine which combinations carry discrimi-
native information beyond what the threshold baselines already capture. Phase 2 investigates whether the
raw high-dimensional embedding spaces contain information that the engineered summaries fail to preserve,
and examines how many dimensions are needed for performance convergence. Phase 3 combines the most
promising engineered features with the most informative raw embedding dimensions in a hybrid con�gu-
ration, testing whether the two representations provide complementary signals. Throughout all phases, a
strict experimental design principle governs the experimental protocol: across all evaluations, the classi�er
algorithm, the cross-validation protocol, and the threshold optimization strategy remain entirely �xed. This
ensures that any observed performance di�erence is attributable exclusively to the quality and nature of the
features, not to changes in the evaluation methodology.

7.12.1 Classi�cation Protocol

All supervised experiments in this pipeline share a single, reusable classi�cation engine. The classi�er used
throughout is XGBoost (see Section 4.9.1 for the theoretical background), selected for its ability to learn
non-linear decision boundaries without requiring feature scaling, and for its established e�ectiveness in tabular
classi�cation tasks involving heterogeneous feature types.

To ensure robust, unbiased evaluation and prevent data leakage, the protocol utilizes Strati�ed Group
K-Fold Cross-Validation (5 folds). The data is grouped by the original track identi�er (filename_ori),
guaranteeing that all derivative variations of a single original composition are strictly isolated within the
same fold, preventing the model from encountering familiar latent signatures during testing.

Due to the severe class imbalance of the evaluation pairs (where negative pairs substantially outnumber
positives), the scale_pos_weight parameter of the XGBoost classi�er is dynamically calculated within
each training fold as the ratio of negative to positive samples in the training partition. This per-fold
calculation is necessary because the exact imbalance ratio varies across folds due to the strati�ed group-
based splitting.

Threshold optimization follows the same precision-oriented strategy used throughout this work. Within each
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training fold, the classi�er's predicted probabilities are used to construct a Precision - Recall curve, and the
probability threshold that maximizes the F 0.5 -Score is identi�ed. This threshold is then applied without
modi�cation to the corresponding test fold. The �nal reported threshold is the mean of the �ve fold-wise
optimal thresholds.

Throughout this process, Out-Of-Fold (OOF) predictions are systematically collected across all folds, to
support downstream error analysis without requiring additional inference passes. Each sample appears exactly
once as a test instance, and its true label, predicted label, and predicted probability are stored alongside the
original DataFrame index. When metadata columns (final_mod_type, category_grouped, negative_tier)
are provided, they are merged with the OOF predictions, enabling the same triple-tier error analysis (broad
category, granular modi�cation type, and false positive tier breakdown) that was applied to the threshold-
based systems in Section 7.8.

Statistical Rigor via Multi-Seed Evaluation: To ensure that the reported metrics are not artifacts of a
particular random seed, the classi�cation engine supports repeated execution across multiple indepen-
dent seeds. For each seed, a complete Strati�edGroupKFold cross-validation run is performed independently.
The results are then aggregated across all seeds, and the �nal reported metrics include the mean, standard
deviation, and 95% con�dence interval for F 0.5 , Precision, Recall, and F1. This multi-seed protocol
prevents the over-interpretation of single-run results and enables statistically grounded comparisons between
feature con�gurations. In the experiments reported in Chapter 8, 10 independent seeds were used for all
con�gurations.

Computational E�ciency Tracking: In addition to classi�cation metrics, the engine records the mean
training time per fold and the mean inference time per sample across all folds and seeds. These
timing measurements enable a principled evaluation of the performance-cost trade-o� when increasing the
feature dimensionality, particularly in the Top-K convergence analysis of Phase 2 and the hybrid experiments
of Phase 3.

7.12.2 Feature Set Assembly

Before any classi�cation experiment can be executed, a uni�ed feature table needs to be assembled containing
all candidate features for each evaluation pair. This assembly is performed by a dedicated utility module that
merges information from multiple upstream sources - the winning distance metric per branch (as determined
by the threshold calibration of Section 8.2), raw embedding �les, and vocal metadata - into a single self-
contained table.

Feature Families

The assembled features are organized into �ve families, shown in Table 7.5.

Family Features Source
CLEWS Distance (winning) 1 Selected via threshold calibration
WEALY Distance (winning) 1 Selected via threshold calibration
CLEWS Delta Summaries 11 Computed from raw CLEWS embeddings
WEALY Delta Summaries 11 Computed from raw WEALY embeddings
Vocal Metadata 5 Vocal validity �ags and ratios
Total 29

Table 7.5: Feature families used in the supervised classi�cation pipeline. The distance feature per branch
corresponds to the winning metric identi�ed during threshold calibration (Section 8.2).

Delta Vector and Summary Features

The distance metrics computed in Section 7.5 quantify overall pairwise similarity through a single scalar
value per metric. While informative, these scalars compress the full geometric relationship between two high-
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dimensional embeddings into a single number, potentially discarding �ne-grained information about which
dimensions changed and by how much.

To capture this richer information, the delta vector (7.11.1) was computed for each evaluation pair. This
vector has the same dimensionality as the embedding space (1024 for CLEWS, 512 for WEALY) and encodes
the per-dimension magnitude of the transformation applied to each pair. From this delta vector, eleven
summary statistics were extracted to produce a compact but informative characterization of the embedding
shift:

Feature De�nition
delta_mean Mean of j�zj across all dimensions
delta_std Standard deviation
delta_median Median
delta_max Maximum value across dimensions
delta_l2 L2-norm of the delta vector
delta_p90 90th percentile
delta_p95 95th percentile
active_dims Dimensions with mean � above the global Q75 threshold
stable_core Mean � over the 100 most stable dimensions
volatile_shell Mean � over the 100 most volatile dimensions
stable_to_volatile Ratio of stable core to volatile shell

Table 7.6: Delta summary features computed from the embedding shift vector.

The last three features - stable core, volatile shell, and their ratio - are designed to capture the degree to
which the transformation disrupts the content-invariant core of the embedding versus its overly-sensitive
�shell�. This distinction is further explored in the explainability analysis of Section 7.11.

Reference Frame and Data Leakage Prevention

Three of the delta summary features (active dimensions, stable core, and volatile shell) depend on a reference
frame that de�nes which dimensions are considered stable, volatile, or highly active. This reference frame
consists of:

ˆ a global Q75 threshold: the 75th percentile of the mean delta value across all dimensions,

ˆ a stable dimension set: the 100 dimensions exhibiting the lowest mean delta,

ˆ a volatile dimension set: the 100 dimensions exhibiting the highest mean delta.

To prevent information leakage, these statistics were computed exclusively from the positive pairs in the
evaluation benchmark. The resulting reference frame was then applied uniformly to all pairs (both positive
and negative) when computing the summary features. This design ensures that the classi�er's knowledge
of which dimensions are structurally important derives solely from genuine plagiarism-related relationships,
without being contaminated by the distributional properties of the negative distractors.

The same centralized utility functions were used for delta computation across all scripts in the pipeline, guar-
anteeing that the feature values produced during feature assembly, ablation experiments, hybrid experiments,
and �nal model training are fully consistent.

7.12.3 Phase 1: Broad Feature Screening (Ablation Study)

The �rst phase of the supervised pipeline conducts a systematic ablation study consisting of 9 distinct
experiments to determine which feature families carry useful discriminative information for the plagiarism
detection task. By using a di�erent subset of the assembled features for each experiment, while keeping the
classi�er, cross-validation protocol, and threshold optimization strategy strictly identical, the framework is
able to methodically evaluate the discriminative contribution of each modality.

These nine experiments were designed to answer three interrelated questions. First, whether the supervised
classi�er can meaningfully outperform the threshold-based baselines established in Section 7.6 when given
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# Feature Set Dims Research Question
1 CLEWS Distance (winning) 1 Is the acoustic distance alone su�cient?
2 WEALY Distance (winning) 1 Is the semantic distance alone su�cient?
3 All Distances (winning) 2 Does combining both distances help?
4 CLEWS Delta Summaries 11 Do shift statistics add value?
5 WEALY Delta Summaries 11 Same question for the semantic space.
6 All Delta Summaries 22 Combined shift statistics?
7 All Engineered (No Vocals) 24 Full engineered baseline.
8 All Engineered (With Vocals) 29 E�ect of adding vocal metadata?
9 Vocal Only 5 Can vocals alone drive classi�cation?

Table 7.7: Feature con�gurations evaluated in the ablation study.

only distance features. Second, whether the delta summary statistics provide additional discriminative power
beyond what the raw distances already capture. Third, whether the inclusion of vocal metadata contributes
genuine information or whether it introduces a risk of the classi�er relying on easily accessible metadata
rather than on musical similarity signals.

All nine experiments were executed with the multi-seed protocol described in Section 7.12.1, and the results
are reported with 95% con�dence intervals to ensure that observed di�erences between feature con�gurations
are statistically meaningful rather than attributable to random variation. The quantitative results of this
ablation study are presented in Section 8.8.1.

7.12.4 Phase 2: Raw Embedding Experiments and Dimensional Convergence

The ablation study of Phase 1 evaluated only engineered features - scalar distances and handcrafted summary
statistics derived from the embedding delta vectors. A natural follow-up question is whether the full high-
dimensional delta vectors themselves contain discriminative information that the summary statistics fail
to capture.

Full Embedding Delta Experiments

To investigate this, the complete element-wise delta vector 7.11.1 was computed for every evaluation pair
and used directly as the input feature vector for classi�cation. This was performed separately for the two
embedding branches:

ˆ CLEWS: 1024-dimensional delta vectors,

ˆ WEALY: 512-dimensional delta vectors.

The delta matrices were constructed using the same centralized utilities employed in the feature assembly
stage (Section 7.12.2), ensuring full consistency.

Top-K Dimensional Convergence Curve

While the full embedding delta experiment reveals the total information content of the space, it does not in-
dicate how many dimensions are actually required for optimal detection. To assess this, a Top-K convergence
analysis was performed exclusively on the CLEWS embedding space.

The decision to exclude the WEALY embedding space in the dimensional convergence analysis re�ects the
architectural role assigned to each branch in the dual-branch design (Section 6.3.1): CLEWS serves as the
primary detection modality, operating on all pairs regardless of vocal content, whereas WEALY functions as
a complementary semantic signal that is valid only when vocal material is present. Since the convergence
and hybrid analyses aim to identify the optimal dimensionality for the main detection backbone, focusing
them on the acoustic branch is both methodologically consistent with the system architecture and practically
motivated by the fact that CLEWS embeddings are available and meaningful for every pair in the benchmark.
The full 512-dimensional WEALY delta experiment (reported above) provides su�cient evidence regarding
the information content of the semantic space without requiring a separate convergence study.
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Selecting the most informative dimensions requires a principled ranking criterion. While the literature o�ers
various methods for evaluating representational invariance and feature importance - such as global mean
squared error across positive pairs [73], equivariance measurement under speci�c transformations [57], or
learned linear probe weights [58] - this work requires a metric that explicitly isolates the sensitivity of
individual, disjoint dimensions to the applied transformations. Therefore, drawing upon established principles
of univariate feature selection and mean absolute deviation, the 1024 dimensions were ranked by their mean
absolute shift computed exclusively on positive pairs:

importance(d) =
1

jP j

X

i2P

j�z (i)
d j (7.12.1)

where P denotes the set of positive (plagiarism-related) pairs and d indexes the embedding dimension.
Dimensions with higher mean absolute shifts are considered more informative, as they demonstrate greater
sensitivity to the speci�c plagiarism-related transformations that the classi�er must learn to detect. Crucially,
negative pairs are excluded from this calculation to prevent information leakage regarding the distribution of
non-plagiarized distractors.

Classi�cation experiments are then executed for increasing values of K 2 {10, 30, 50, 100, 256, 512}, using
only the top-K ranked dimensions as input features. The full 1024-dimensional result from the preceding
experiment is appended as the �nal data point without re-execution, completing the convergence curve. Each
K-value experiment was executed across multiple seeds, and the convergence curve reports not only the mean
F0.5 but also the 95% con�dence interval band and the mean training time per fold. This dual reporting
enables the identi�cation of a principled operating point where performance has e�ectively saturated relative
to the computational cost of additional dimensions. The results are presented in Section 8.8.3.

7.12.5 Hybrid Experiments: Engineered Features + Top-K Raw Dimensions

The third phase executes targeted follow-up experiments to test a speci�c architectural hypothesis: whether
engineered features (providing condensed, semantic-level signals) and raw Top-K dimensions (preserving
�ne-grained dimensional variations) o�er complementary information.

To address this, a set of hybrid experiments was conducted, where each experiment concatenated the base
engineered feature set (All Engineered, No Vocals - 24 features) with the top-K most informative
CLEWS delta dimensions, using the same dimension ranking criterion de�ned in Equation 7.12.1. The
vocal metadata features were excluded from the base set; the rationale for this exclusion is established
empirically through the feature importance analysis described in Section 7.12.6 and discussed in Chapter 8.

Three hybrid con�gurations were evaluated:

Con�guration Total Features Composition
Hybrid + Top-256 280 24 engineered + 256 CLEWS dims
Hybrid + Top-512 536 24 engineered + 512 CLEWS dims
Hybrid + Top-1024 1048 24 engineered + 1024 CLEWS dims

Table 7.8: Hybrid feature con�gurations combining engineered features with top-K raw CLEWS dimensions.

The experimental protocol remained identical to all preceding experiments: the same XGBoost classi�er, the
same Strati�edGroupKFold cross-validation, and the same F0.5 threshold optimization. The primary ana-
lytical objective was to evaluate the trade-o� between performance and dimensionality: speci�cally,
whether the performance gain from increasing K exhibits diminishing returns, and if so, at which point the
additional dimensions cease to justify the increased feature count. All hybrid experiments were evaluated
using the multi-seed protocol, with results reported as mean F0.5 � 95% CI alongside mean training time.
The selection of the �nal hybrid con�guration is therefore based on a triple criterion: high mean performance,
acceptable computational cost, and low statistical variance. The quantitative results of these experiments
are presented in Section 8.8.3.

97



Chapter 7. Experimental Framework

7.12.6 Feature Importance Analysis

Beyond aggregate performance metrics, a deep diagnostic evaluation is required to understand exactly how
the classi�er makes its decisions. Speci�cally, this analysis seeks to identify which feature families drive the
classi�er's decisions - and, in particular, to assess the relative contribution of each modality (acoustic vs.
semantic vs. vocal metadata). As a result, a dedicated feature importance analysis is conducted on selected
con�gurations.

The analysis employs Permutation Feature Importance (see Section 4.9.2 for the theoretical background),
which measures the decrease in model performance when the values of a given feature are randomly shu�ed,
thereby breaking its relationship with the target variable. To prevent overestimating features that merely
memorize training data, the importance is computed on a held-out grouped fold using the F0:5 -score as
the evaluation metric, averaged across 5 perturbation repeats. The resulting importances are mapped both
individually and aggregated across 6 de�ned families: CLEWS Winning Distance, WEALY Winning Distance,
CLEWS Delta Summaries, WEALY Delta Summaries, CLEWS Raw Top-K Dims, and Vocal Metadata. This
analysis is executed on selected con�gurations, including experiments with and without vocal metadata and
the �nal hybrid con�guration. The �ndings are presented and interpreted in Section 8.8.4.

7.12.7 Final Production Model Training

Once the evaluation phases described above have identi�ed the most e�ective feature con�guration (as re-
ported in Chapter 8), the �nal step of the supervised pipeline is to train a deployment-ready classi�er artifact.
This stage is implemented as a separate, purpose-built script whose sole responsibility is production training
- it does not perform model selection, cross-validation evaluation, or feature importance analysis.

The training procedure consists of the following steps:

1. Feature space reconstruction: the winning feature con�guration is reconstructed using exactly the
same logic and centralized utilities employed during the evaluation experiments, ensuring full consis-
tency between the evaluation and production feature spaces.

2. Reference statistics computation: the training-derived reference frame (global Q75 threshold, sta-
ble dimension set, volatile dimension set) is computed separately for the CLEWS and WEALY embed-
ding spaces using only the positive pairs in the full dataset. These statistics are essential for inference
consistency: without them, the prediction pipeline would be unable to reproduce the exact delta sum-
mary features that the classi�er was trained on.

3. Threshold calibration: a strati�ed 90/10 hold-out split is performed. The classi�er is trained on
the 90% partition, and the probability threshold that maximizes the F 0.5 -Score is identi�ed on the
remaining 10%.

4. Full retraining: the XGBoost classi�er is retrained on 100% of the available data using the calibrated
threshold from the previous step. This maximizes the amount of training data available to the �nal
model.

5. Artifact export: the trained classi�er, the calibrated threshold, the complete feature schema (in-
cluding column names and ordering), the top-K dimension indices (if applicable), the training-derived
reference statistics for both embedding branches, and reproducibility metadata (random state, opti-
mization parameters, dataset sizes, training timestamp) are serialized into a single .pkl �le.

The resulting artifact is fully self-contained: given a pair of audio �les processed through the CLEWS
and WEALY extraction pipelines, it provides all the information necessary to reconstruct the exact feature
vector, apply the trained classi�er, and produce a binary plagiarism decision together with its associated
probability. This design ensures that the transition from experimental evaluation to deployment is seamless
and reproducible.

98



Chapter 8

Results and Quantitative Analysis

Contents
8.1 Dataset Statistics and Composition . . . . . . . . . . . . . . . . . . . . . . . . . 101

8.1.1 File-Level Inventory . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 101
8.1.2 Evaluation Pair Universe . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 101
8.1.3 Positive Pair Composition by Source . . . . . . . . . . . . . . . . . . . . . . . . . . 102
8.1.4 Positive Pair Composition by Modi�cation Category . . . . . . . . . . . . . . . . . 103
8.1.5 DSP Family Distribution . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 104
8.1.6 Negative Tier Distribution . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 104
8.1.7 Vocal Validity . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 104
8.1.8 Global Latent Space Representation . . . . . . . . . . . . . . . . . . . . . . . . . . 105

8.2 Threshold Calibration and Ablation Study . . . . . . . . . . . . . . . . . . . . . 107
8.2.1 CLEWS Ablation Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 107
8.2.2 WEALY Ablation Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 109

8.3 Score-Level Fusion Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 111
8.3.1 Grid Search Outcome . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 111
8.3.2 Alpha Sensitivity Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 112
8.3.3 Formal Threshold Calibration of the Fused Branch . . . . . . . . . . . . . . . . . . 113
8.3.4 Interpretation and Implications . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 113

8.4 Binary Plagiarism Detection Results . . . . . . . . . . . . . . . . . . . . . . . . . 113
8.4.1 Overall Detection Performance . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 114
8.4.2 Broad Category Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 114
8.4.3 Key Findings from the Granular Analysis . . . . . . . . . . . . . . . . . . . . . . . 115
8.4.4 False Positive Tier Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 116

8.5 Source Attribution Performance . . . . . . . . . . . . . . . . . . . . . . . . . . . 116
8.5.1 Overall Attribution Performance . . . . . . . . . . . . . . . . . . . . . . . . . . . . 117
8.5.2 Broad Category Attribution . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 117
8.5.3 Key Findings from the Granular Analysis . . . . . . . . . . . . . . . . . . . . . . . 118
8.5.4 Rank Distribution Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 118
8.5.5 Misattribution Severity Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . 120
8.5.6 Stem-Level Attribution . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 120

8.6 Robustness to Obfuscation Strategies . . . . . . . . . . . . . . . . . . . . . . . . 121
8.6.1 Source-Level Distance Trendlines . . . . . . . . . . . . . . . . . . . . . . . . . . . . 121
8.6.2 Extreme Scenarios Stress Test . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 123
8.6.3 Stem-Level Robustness (MGE-LDM) . . . . . . . . . . . . . . . . . . . . . . . . . . 124

8.7 Latent Space and Explainability . . . . . . . . . . . . . . . . . . . . . . . . . . . 128
8.7.1 UMAP Latent Space Visualization . . . . . . . . . . . . . . . . . . . . . . . . . . . 128

99



Chapter 8. Results and Quantitative Analysis

8.7.2 Overall Shift Distributions and Active Dimensions . . . . . . . . . . . . . . . . . . 131
8.7.3 Signed Mean Shift Fingerprints . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 135
8.7.4 Dimension Overlap Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 139

8.8 Supervised Classi�cation Results . . . . . . . . . . . . . . . . . . . . . . . . . . . 143
8.8.1 Phase 1 Ablation Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 143
8.8.2 Phase 2: Raw Embedding Delta Results . . . . . . . . . . . . . . . . . . . . . . . . 144
8.8.3 Hybrid Convergence Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 145
8.8.4 Vocal Shortcut Detection . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 146
8.8.5 Comparison with All Baselines . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 149
8.8.6 Supervised vs. Threshold: Binary Classi�cation Comparison . . . . . . . . . . . . . 150

100



8.1. Dataset Statistics and Composition

8.1 Dataset Statistics and Composition

Before presenting the experimental results, this section provides a comprehensive statistical overview of the
evaluation dataset constructed in Chapter 7, which is hereafter referred to as COPYCAT (Corpus Of
Plagiarized Yet Camou�aged Arti�cial Tracks). The purpose is to characterize the scale, composition, and
internal balance of the benchmark from which all subsequent detection metrics are derived. The statistics
are organized progressively: from the physical audio �les through the pairwise evaluation structure, to the
distribution of modi�cation types, negative mining tiers, and �nally the vocal validity subset that constrains
the semantic branch.

8.1.1 File-Level Inventory

The dataset construction pipeline, detailed in Section 7.1, produced a total of 73,590 audio �les. Table
8.1 summarizes the �le counts by source and DSP status.

Source Base Files DSP Variants (�10) Total
SMP (real segments) 1,219 12,190 13,409
MusicGen 1,219 12,190 13,409
AudioLDM2 1,219 12,190 13,409
MGE-LDM 3,033 30,330 33,363
Total 6,690 66,900 73,590

Table 8.1: Complete dataset �le inventory.

8.1.2 Evaluation Pair Universe

The fundamental unit of evaluation is not the individual audio �le but the pairwise comparison between
an original segment and a candidate segment. The evaluation pair construction procedure (Section 7.4)
produced a total of 350,654 evaluation pairs, of which:

ˆ 113,690 positive pairs (32.4%), representing genuine plagiarism-related relationships: human covers,
AI-generated derivatives, and their DSP-modi�ed variants;

ˆ 236,964 negative pairs (67.6%), representing non-plagiarism distractors mined across three di�culty
tiers.

Although the benchmark was designed around a three-tier negative mining strategy, the realized negative-
to-positive ratio is approximately 2.08:1 rather than the nominal 3:1. This discrepancy does not arise from
a failure of the mining process itself - which successfully produced almost the full nominal set of negatives
(approximately 113,680 per tier) - but from the �nal pair deduplication stage.

Figure 8.1.1: Proportion of positive and negative pairs in the evaluation dataset.

The reduction is concentrated almost entirely in the SMP-derived categories. Because human plagiarism
pairs are expanded at the positive stage through the Cartesian combination of annotated timestamps, many
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of these highly overlapping positive rows collapse onto the exact same e�ective negative candidates during
mining. Consequently, post-mining deduplication heavily reduces the �nal negative count for these speci�c
categories. In the AI and DSP self-comparison categories, by contrast, the intended one-negative-per-tier
structure is preserved almost exactly.

Figure 8.1.1 visualizes the overall class distribution. The moderate class imbalance justi�es the use of
precision-oriented evaluation metrics, such as the F0.5 -Score, in subsequent evaluation stages.

The positive pairs span 57 unique plagiarism pair identi�ers inherited from the SMP metadata, 1,219
unique original segment �lenames, and 72,979 unique modi�ed segment �lenames. The large
disparity between original and modi�ed �les re�ects the combinatorial expansion introduced by the generative
AI pipeline, DSP variant generation, and vocal re-integration stages.

8.1.3 Positive Pair Composition by Source

Having established the scale of the pair universe, it is important to understand the provenance of the positive
pairs. Figure 8.1.2 presents the number of positive evaluation pairs grouped by their source of origin.

Figure 8.1.2: Number of positive evaluation pairs by source group. The Cover category includes both base
SMP human pairs and their DSP variants. Each MGE-LDM stem is reported separately.

The Cover category is the largest with 41,327 pairs. This �gure includes both the base SMP human plagiarism
pairs and their DSP variants, and its numerical dominance is not an artifact of oversampling but a natural
consequence of the SMP timestamp structure: each song pair may contain multiple annotated plagiarism
timestamps, and the Cartesian product of original and comparison timestamps generates a substantially
larger number of segment-level pairs than the 70 original song-level pairs might suggest.

The three generative sources are represented in roughly equal measure. MusicGen and AudioLDM2 each
account for 13,409 pairs, while the three MGE-LDM stems (bass, drums, and other) contribute roughly 11,110
pairs each. The MGE-LDM stems are individually slightly smaller because this generation was executed for
1,011 segments rather than the full 1,219. The Original + DSP category (12,190 pairs) represents the full
set of DSP-only modi�cations applied directly to the original SMP segments, included as a non-generative
baseline.

Importantly, the AI-generated sources (MusicGen, AudioLDM2, and the three MGE-LDM stems) are quan-
titatively well-balanced with one another, ensuring that no single generative architecture dominates the
evaluation and that performance comparisons across AI sources are statistically meaningful.
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8.1.4 Positive Pair Composition by Modi�cation Category

To evaluate the escalating di�culty of the detection task, the positive pairs are classi�ed into �ve broad
modi�cation categories that collectively de�ne the di�culty hierarchy of the detection task. Figure 8.1.3
presents the proportional composition.

Figure 8.1.3: Proportional distribution of positive pairs across the �ve broad modi�cation categories.

The �ve categories, in increasing order of adversarial di�culty, are:

1. Human Plagiarism (Base): 3,757 pairs (3.3%). These are the unmodi�ed SMP pairs, representing
the authentic human covers without any subsequent digital alteration. They serve as the detection
upper bound for human plagiarism cases.

2. Human Plagiarism + DSP: 37,570 pairs (33.0%). Human covers subjected to DSP variations. This
category evaluates whether signal-level transformations alone are su�cient to conceal human-performed
plagiarism.

3. Original + DSP: 12,190 pairs (10.7%). DSP modi�cations applied directly to original segments
without any generative transformation. This category isolates the e�ect of signal-level modi�cation in
the absence of AI regeneration.

4. AI Generation (Base): 5,472 pairs (4.8%). AI-generated derivatives without additional DSP. These
pairs measure the intrinsic detectability of each generative model's output before any further modi�ca-
tion is applied.

5. AI + DSP: 54,701 pairs (48.1%). The most adversarial category: AI-regenerated compositions further
altered through pitch and tempo modi�cations.

This distribution is intentional, ensuring the benchmark is weighted towards the most challenging, multi-
layered concealment strategies. However, this deliberate weighting introduces a signi�cant distributional
imbalance that must be acknowledged when interpreting aggregate performance metrics. The AI + DSP
category alone accounts for nearly half of all positive pairs, while the Human Plagiarism (Base) category
represents only 3.3%. Consequently, any aggregate metric � including the F0.5 -Score used in subsequent
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evaluation � will be predominantly in�uenced by detection performance on AI-derived pairs and may mask
substantially di�erent behavior on the numerically smaller but practically important human plagiarism cases.
This asymmetry is an inherent limitation of the benchmark design and should be considered when comparing
per-category results against global performance �gures.

8.1.5 DSP Family Distribution

To verify that DSP augmentation was applied uniformly across all source groups, Figure 8.1.4 presents the
distribution of DSP transformation families for each source.

Figure 8.1.4: Distribution of DSP transformation families across source groups. The consistent proportions
across all sources con�rm that the DSP augmentation protocol was applied identically to every generative

pathway.

The proportions are highly consistent across all sources, con�rming that every generative pathway received
the same deterministic set of ten DSP variants. This uniformity is essential for the robustness analysis in
Section 7.10, as it ensures that observed di�erences between sources cannot be attributed to uneven DSP
coverage.

8.1.6 Negative Tier Distribution

The 236,964 negative pairs are distributed almost perfectly across the three mining tiers, as shown in Fig-
ure 8.1.5. Speci�cally, there are 78,996 pairs in the Global Nearest tier (33.34%), 78,984 in the Intra-Category
Nearest tier (33.33%), and 78,984 in the Random tier (33.33%).

This balance validates the intended construction: each positive pair is paired with exactly one distractor from
each di�culty level. As a result, the evaluation is not biased towards any single tier and re�ects performance
across the full spectrum of adversarial di�culty.

Importantly, the tiering is not only numerically balanced but also geometrically meaningful. A supple-
mentary distributional validation of the mined negatives con�rmed the expected di�culty hierarchy, with
global-nearest negatives occupying systematically smaller distance values than intra-category and random
distractors. For brevity, these boxplot-based validations are omitted from the main text and are provided in
Appendix A.

8.1.7 Vocal Validity

The vocal-aware evaluation policy (Section 7.2) requires that each embedding branch is evaluated only on
pairs where its input domain is meaningful. For the semantic WEALY branch, this means that both members
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Figure 8.1.5: Distribution of negative pairs across di�culty tiers.

of a pair must originate from source segments with detectable vocal content. The heuristic Voice Activity
Detection pipeline classi�ed 1,167 of the 1,219 source segments (95.7%) as vocal-valid, with the remaining
52 sources (4.3%) classi�ed as non-vocal.

At the pair level, after applying the �both sides must be vocal-valid� criterion, 322,821 pairs (92.1%)
quali�ed for WEALY evaluation, while 27,833 pairs (7.9%) were restricted to CLEWS-only evaluation.
Table 8.2 presents the breakdown by source group.

Source Group Total Pairs Vocal-Valid Vocal-Invalid Valid %
Cover (SMP) 41,327 38,126 3,201 92.3
Original + DSP 12,190 11,670 520 95.7
MusicGen 13,409 12,837 572 95.7
AudioLDM2 13,409 12,837 572 95.7
MGE-LDM_bass 11,112 10,584 528 95.2
MGE-LDM_drums 11,121 10,593 528 95.3
MGE-LDM_other 11,110 10,582 528 95.2

Table 8.2: Vocal validity breakdown by source group. Validity is determined at the source segment level
and inherited by all derivative pairs.

The vocal validity statistics are important for the correct interpretation of the threshold calibration results in
Section 8.2: the WEALY branch is calibrated and evaluated on a slightly smaller pair universe than CLEWS,
a di�erence that is structurally imposed by the vocal-aware design and does not constitute a bias in favor of
either branch.

8.1.8 Global Latent Space Representation

To provide an initial visual impression of how the evaluation dataset is distributed in the learned repre-
sentation space, Figures 8.1.6 and 8.1.7 present a global UMAP projection of both the CLEWS acoustic
embedding space and the WEALY semantic embedding space, colored by source group. This projection
includes all unique positive-ecosystem points - original anchors, human covers, AI-generated derivatives, and
their DSP-modi�ed variants - projected into a single shared two-dimensional space.

This visualization is presented here as a descriptive summary of the dataset's latent structure rather than as
an analytical result. A more detailed geometric analysis, including origin-centered drift maps and per-pair
neighborhood inspection, is presented in the explainability results of Section 8.7.
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Figure 8.1.6: Global UMAP projection of the CLEWS acoustic embedding space, colored by source group.
Original tracks (grey circles), human covers (blue diamonds), Original + DSP (grey-blue circles), MusicGen

(red), AudioLDM2 (green), and MGE-LDM stems (purple shades: bass, drums, other). Base generations
are rendered with full opacity; DSP-modi�ed variants are slightly faded. The projection is �tted on all

unique positive-ecosystem embeddings and is intended as a descriptive overview, not as an analytical result.
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Figure 8.1.7: Global UMAP projection of the WEALY semantic embedding space, colored by source group.

8.2 Threshold Calibration and Ablation Study

This section presents the results of the threshold calibration and distance metric ablation procedure de-
scribed in Section 7.6. The objective is twofold: �rst, to determine which of the four candidate distance
metrics (Euclidean, Manhattan, Cosine, and Pearson) yields the strongest pairwise plagiarism discrimination
for each embedding branch; and second, to establish the optimal decision threshold that will govern all sub-
sequent binary classi�cation tasks. All results reported in this section were obtained through 5-fold strati�ed
cross-validation, with threshold selection performed on the training folds by maximizing the F0.5 -Score and
evaluation conducted on the held-out test folds. The hybrid Late Fusion evaluation is purposely decoupled
and thoroughly analyzed in Section 8.3.

8.2.1 CLEWS Ablation Results

Table 8.3 presents the full ablation results for the CLEWS acoustic embedding branch, evaluated on the
complete benchmark of 350,654 pairs (113,690 positive, 236,964 negative).

Several observations emerge from Table 8.3. First, the four metrics exhibit remarkably similar F0.5 perfor-
mance, spanning a narrow range of merely 0.0026 (from 0.6097 to 0.6123). This tight clustering indicates
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Distance Metric PR-AUC F0.5 F1 Precision Recall Threshold
Euclidean 0.5645 0.6122 0.4128 0.9031 0.2676 39.509
Cosine 0.5553 0.6100 0.4094 0.9058 0.2645 0.358
Manhattan 0.5644 0.6123 0.4056 0.9276 0.2596 986.367
Pearson 0.5553 0.6097 0.4097 0.9040 0.2649 0.359

Table 8.3: Ablation Study Results for the CLEWS Acoustic Branch (Optimized for F 0.5 )

that the CLEWS latent space possesses a relatively well-structured geometry, in which the separation be-
tween plagiarism-related and negative pairs is consistently captured regardless of which distance function is
employed to quantify it. Second, it is apparent that there is severe divergence between Precision and Recall,
driven by the precision-heavy F0.5 objective function, leading the algorithm to establish an exceptionally
conservative decision boundary.

The winning metric is Manhattan Distance, selected on the basis of its best F 0.5 -Score of 0.6123, achieves
a Precision of 92.76%. This exceptional performance, means that when the acoustic branch �ags a pair
as plagiarism, it is overwhelmingly correct, successfully avoiding false accusations against the challenging
negative distractors. However, this strictness causes the Recall to collapse to 25.96%, indicating that the
static geometric threshold is forced to ignore a large portion of true derivative cases to protect its precision.
The calibrated optimal threshold for CLEWS Manhattan distance is � Manhattan

CLEWS = 986:367.

Another structural observation concerns the systematic grouping of the metrics into two tiers. The p̀-
norm metrics (Euclidean and Manhattan) consistently outperform the correlation-based metrics (Cosine and
Pearson) in terms of F0.5 , while the latter pair achieves marginally higher recall. This pattern suggests that
the magnitude information preserved by p̀-norms carries discriminative value in the CLEWS embedding
space, and that normalizing embeddings to unit length (as implicitly performed by Cosine and Pearson)
discards a useful but negligible signal component.

The Precision-Recall curves for all four CLEWS metrics are presented in Figure 8.2.1a, while the KDE-based
distance distribution for the winning Manhattan metric is shown in Figure 8.2.1b.

(a) (b)

Figure 8.2.1: Precision-Recall curves for all distance metrics evaluated on the CLEWS embeddings (left),
and Kernel Density Estimation (KDE) plot of the CLEWS Manhattan distances. The vertical dashed line

indicates the locked optimal threshold �Manhattan
CLEWS = 986:367 (right).

As is visually evident from the Precision-Recall curves in Figure 8.2.1a, the four distance metrics exhibit very
similar behavior. Speci�cally, the Euclidean and Manhattan distances produce virtually indistinguishable
curves, while a similar pairing is observed between the Cosine distance and the Pearson correlation, an
observation that exempli�es the systematic grouping into two tiers discussed earlier. Observing the trajectory
of these curves, the Cosine and Pearson metrics exhibit a slightly more pronounced dip at the intermediate
recall levels compared to their counterparts.This minor latency accounts for their slightly lower Area Under
the Precision-Recall Curve (PR-AUC), even though all four metrics eventually converge to a similarly low

108



8.2. Threshold Calibration and Ablation Study

precision baseline (approximately 0.30 to 0.35) as recall approaches 100%.

The KDE plot provided in Figure 8.2.1a, which visualizes the distribution of the Manhattan distance, reveals
the true complexity of the plagiarism detection task and o�ers critical insights into the dataset's underlying
structure:

Positive Pairs Distribution (Red Curve): The distribution of the genuine plagiarism cases exhibits
a strongly multimodal character. A smaller density peak is located at lower distances (around 250), corre-
sponding to the authentic human covers (the base SMP dataset), which retain high structural similarity to
the original tracks. Conversely, a massive concentration emerges at signi�cantly higher distances, speci�cally
between 1250 and 1500. This dominant peak is a direct consequence of the dataset's generative expansion:
the initial human covers were multiplied via AI generative models and subsequently subjected to numerous
Digital Signal Processing (DSP) permutations. This overwhelming volume of combinatorial alterations geo-
metrically pushes the derived vectors far from their original anchor points, creating the massive density spike
at higher distances.

Negative Pairs Distribution (Blue Curve): The distribution of the negative distractors is not uniform;
rather, it forms three distinct peaks (centered approximately at 1200, 1300, and 1600). These peaks directly
re�ect the hierarchical tiered negative mining strategy employed during dataset construction. The �rst two
peaks (1200 and 1300) correspond to the �Hard Negatives� (Global Nearest and Intra-Category Nearest,
respectively), while the broader distribution beyond 1600 represents the Random negatives. This �nding
is of paramount importance: it empirically validates the negative mining methodology, proving that a vast
portion of the non-plagiarized distractors (the peaks at 1200 and 1300) reside geometrically closer to the
original tracks than the primary bulk of actual plagiarism cases (the peak at 1400). This severe spatial
overlap establishes an exceptionally rigorous and realistic evaluation environment.

Threshold Placement and the Precision-Recall Trade-o�: The placement of the optimal decision
boundary (the vertical dashed line at � Manhattan

CLEWS = 986:367) perfectly encapsulates the strict philosophy of
the F0.5 -Score metric. To sustain an exceptionally high precision (> 92%), the algorithm is forced to adopt a
highly conservative decision boundary, intercepting the axis just before the onset of the primary hard negative
volume. The inevitable cost of this strictness is a dramatic collapse in recall, as the system systematically
�sacri�ces� the vast majority of the heavily modi�ed AI and DSP derivatives to prevent falsely accusing the
deceptive acoustic examples.

8.2.2 WEALY Ablation Results

Table 8.4 presents the corresponding ablation results for the WEALY semantic embedding branch. In accor-
dance with the vocal-aware evaluation policy, only the 322,668 pairs satisfying the vocal validity condition
were included in this analysis (107,240 positive, 215,428 negative), excluding 27,833 pairs (7.9%) involving
at least one non-vocal source.

Metric PR-AUC F0.5 F1 Precision Recall Threshold
Euclidean 0.4523 0.4166 0.4019 0.4272 0.3798 24.280
Cosine 0.4688 0.4421 0.4137 0.4637 0.3743 0.749
Manhattan 0.4522 0.4173 0.4061 0.4251 0.3886 440.350
Pearson 0.4688 0.4417 0.4188 0.4594 0.3878 0.756

Table 8.4: WEALY distance metric ablation. Evaluation restricted to vocal-valid pairs only. All values are
mean test-fold results across 5-fold strati�ed cross-validation. The winning metric is highlighted in bold.

Compared to the acoustic branch, the semantic embeddings exhibit a noticeably lower discriminative capacity
when relying on static thresholds. This highlights an inability from the model to e�ectively separate the data,
suggesting that WEALY struggles to enforce the same rigid precision boundary as CLEWS without causing
the F0.5 -Score to plummet completely.
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The winning metric for WEALY is Cosine Distance, achieving an F 0.5 of 0.4421 with a precision of 46.37%
and recall of 37.43%. The calibrated optimal threshold is �Cosine

WEALY = 0:749. Notably, the precision �gures for
WEALY are dramatically lower than those of CLEWS (46.37% versus 92.76%), indicating that WEALY, when
operating as a standalone detector, produces a substantially higher rate of false positives. This observation
directly motivates the score-level fusion strategy presented in Section 8.3, where the complementary strengths
of the two branches are combined to improve the overall detection reliability.

The corresponding Precision-Recall curves and KDE-based distance distribution for WEALY are presented
in Figures 8.2.2a and 8.2.2b, respectively.

(a) (b)

Figure 8.2.2: Precision-Recall curves for all distance metrics evaluated on the WEALY embeddings (left),
and Kernel Density Estimation (KDE) plot of the WEALY Cosine distances. The vertical dashed line

indicates the locked optimal threshold �Cosine
WEALY = 0:749 (right).

As shown in the Precision-Recall Curves of Figure 8.2.2a, the semantic branch exhibits a notably weaker and
less stable discrimination pro�le than CLEWS. Precision declines very rapidly from its initial value, dropping
into the 0.5�0.6 range while recall still remains relatively low. This behavior indicates that WEALY is
unable to maintain a high-con�dence positive region for long: even a modest attempt to recover additional
true positives is immediately accompanied by a substantial increase in false alarms.

A second important observation is that the four distance metrics again organize themselves into two consistent
pairs. Euclidean and Manhattan produce almost identical trajectories, while Cosine and Pearson closely track
one another across the curve. Unlike CLEWS, however, the angular metrics (Cosine and Pearson) remain
slightly superior throughout the critical operating region, which explains why Cosine distance emerges as
the winning con�guration for the semantic branch. This reversal relative to the acoustic model is consistent
with the architecture of the underlying Whisper encoder. Since Whisper produces high-dimensional semantic
embeddings whose vector norms may vary substantially as a function of vocal energy, recording level, or
utterance length, angular similarity measures are better suited to capture semantic proximity than raw p̀

distances, which may con�ate semantic structure with magnitude variation. Nevertheless, as recall approaches
100%, all metrics converge to the same low precision baseline (approximately 0.30-0.35), highlighting the
structural di�culty of the WEALY latent space for this binary plagiarism separation task.

The Kernel Density Estimation (KDE) plot for the Cosine distance (Figure 8.2.2b) illustrates the root cause
of this poor performance: the severe spatial overlap of the distributions. In contrast to CLEWS, both
classes are concentrating most of their density at relatively large distances, approximately in the 0.8-0.9
range. Although the positive pairs retain a small left tail that begins closer to zero, the negative pairs follow
shortly after, beginning around 0.2. As a result, no threshold can isolate a clean positive region without
simultaneously admitting a large volume of false positives. The calibrated boundary therefore re�ects an
unavoidable compromise rather than a genuinely well-separated decision frontier.

Another notable result is the absence of clearly distinguishable di�culty tiers in the negative distribution.
This is not unexpected. The benchmark's negative mining strategy was explicitly constructed on the basis of
acoustic similarity, using CLEWS-driven neighborhood structure. Once the same negatives are projected into
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the semantic-vocal latent space of WEALY, this hierarchy largely collapses, and the hard-negative tiers no
longer preserve their original geometric strati�cation. In other words, negatives that were carefully organized
in the acoustic domain behave much more like semantically unstructured distractors in the WEALY space.

Perhaps the most important �nding, however, is that WEALY underperforms precisely on the positive cases
for which a semantic model might initially be expected to help the most. Since the AI-generated derivatives
and DSP-modi�ed variants were designed to preserve the lyrical and vocal identity of the original tracks, one
might reasonably expect a speech-oriented semantic encoder to remain discriminative. The results indicate
otherwise. Given that the WEALY architecture has been proven highly e�ective in prior literature ([47]), this
failure cannot be attributed to the model itself, but rather to the speci�c vocal transformations introduced
during the dataset construction process. Two structural factors account for this unexpected failure:

The �rst factor concerns the extreme Digital Signal Processing permutations applied to the derivative stems.
Aggressive pitch shifting, time stretching, and tempo alterations physically deform the phonetic envelope
of the vocal waveform, distorting the song in such extend, that the speech intelligibility required by the
Whisper-based encoder is e�ectively destroyed. As a result, the encoder cannot decode the altered lyrics
consistently with the original content and maps the transformed vocals to distant, unrelated regions of the
semantic space.

The second factor is directly tied to the behavior of the generative models used for the creation of the dataset.
As described in Sections 7.1.2, 7.1.3 and 7.1.3, the models were observed to produce pseudo-vocal artifacts,
that is, audio components that acoustically resemble the timbre of a human voice but consist of unintelligible,
gibberish syllables. It was deliberately decided to retain these artifacts through the vocal_style descriptor
within the text prompt, in order to serve as a varying factor within the semantic scope. Consequently, when
the semantic encoder processes these pseudo-vocal segments, it yields embeddings that bear no semantic
correspondence to the original lyrics, further in�ating the distance of genuine positive pairs.

Together, these two factors explain the massive density peak observed at high distances in the positive
distribution of Figure 8.2.2b. The vulnerability of the semantic branch to generative vocal hallucinations
and severe digital distortions demonstrates that WEALY cannot operate reliably as a standalone detector
under heavily modi�ed conditions. Its value lies instead in the complementary information it provides, which
directly motivates the score-level fusion strategy examined in the following section.

8.3 Score-Level Fusion Results

This section presents the results of the score-level late fusion optimization described in Section 7.7. The
objective was to determine whether a weighted linear combination of the CLEWS acoustic distances and the
WEALY semantic distances could yield a fused detector superior to either standalone branch. An exhaustive
grid search evaluated all 336 possible con�gurations (4 CLEWS metrics � 4 WEALY metrics � 21 weight
values � 2 [0:0; 1:0]), with the vocal-aware fusion policy ensuring that non-vocal pairs fall back to CLEWS-
only scoring.

8.3.1 Grid Search Outcome

The exhaustive search identi�ed the following optimal con�guration:

Parameter Optimal Value
CLEWS Metric Pearson Distance
WEALY Metric Cosine Distance
Weight � (CLEWS) 1.00
Weight � = 1 � � (WEALY) 0.00
Internal Validation F 0.5 0.6165

Table 8.5: Optimal fusion con�guration identi�ed by the exhaustive grid search.

The most striking result of the grid search is that the optimal weight is � = 1:0, meaning that the best-
performing linear fusion is, in e�ect, no fusion at all: the system assigns the entirety of the decision weight
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to the CLEWS acoustic branch and zero weight to the WEALY semantic branch. This result is robust
across all 16 metric combinations tested - regardless of which WEALY metric is paired with CLEWS, the
optimizer consistently selects � = 1:0. The selection of Cosine Distance for the WEALY model was decided
on alphabetical order between the other distance metrics, since, having a weight of � = 1 � � = 0, bears no
signi�cance on the �nal result.

This boundary condition (� = 1:0) introduces an apparent methodological paradox. As reported in Section
8.2, the best-performing standalone CLEWS metric under 5-fold cross-validation was the Manhattan dis-
tance (F0.5 = 0.6123). However, the fusion grid search selected the Pearson distance (F0.5 = 0.6165). If the
optimal fusion is simply 100% CLEWS, why did the grid search select a di�erent metric with a seemingly
higher score?

This discrepancy is an artifact of how the fusion optimization code was conceptually designed. The pipeline
was built to capture subtle synergies between two entirely di�erent embedding spaces. To achieve this math-
ematically, it had to apply Min-Max normalization (scaling distances to [0; 1]) and evaluate the combinations
on a single, �xed 80/20 validation split. Had the optimal � been an intermediate value, this setup would have
perfectly revealed the best cross-modal metric combination. However, because � collapsed to 1:0, the grid
search degenerated into merely re-evaluating the standalone CLEWS metrics on a speci�c 20% data slice. In
that particular validation subset, the normalized Pearson distance happened to edge out Manhattan, peak-
ing at 0.6165. As demonstrated in Subsection 8.3.3, when this con�guration is returned to the strict 5-fold
cross-validation protocol, the apparent paradox resolves completely.

8.3.2 Alpha Sensitivity Analysis

Figure 8.3.1 presents the relationship between the fusion weight � and the validation F0.5 -Score for the
winning metric pair (Pearson + Cosine).

Figure 8.3.1: Validation F0.5 -Score as a function of the fusion weight � for the optimal metric pair (CLEWS
Pearson + WEALY Cosine).

The curve exhibits a monotonically increasing trajectory from approximately 0.425 at � = 0 (pure
WEALY) to 0.617 at � = 1:0 (pure CLEWS). This behavior has two important implications. First, there
exists no intermediate �sweet spot� where the combination of both modalities outperforms CLEWS alone
under a linear weighting scheme. Second, the substantial performance gap between the two endpoints (ap-
proximately 0.19 in F0.5 ) quanti�es the degree to which CLEWS dominates WEALY in this task: every unit
of weight transferred from the semantic to the acoustic branch yields a net improvement.
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8.3.3 Formal Threshold Calibration of the Fused Branch

To obtain a fair and comparable evaluation, the fused distances produced by the winning con�guration
(Pearson + Cosine, � = 1:0) were subsequently passed through the identical 5-fold strati�ed cross-validation
pipeline used for the standalone branches. Table 8.6 presents the results of this formal calibration.

Branch Metric PR-AUC F0.5 Prec. Recall Threshold
CLEWS Manhattan 0.5644 0.6123 0.9276 0.2596 986.367
WEALY Cosine 0.4688 0.4421 0.4637 0.3743 0.749
FUSION Pearson+Cosine (� = 1) 0.5555 0.6097 0.9040 0.2649 0.272
CLEWS Pearson (Standalone) 0.5553 0.6097 0.9040 0.2649 0.359

Table 8.6: Formal threshold calibration results (5-fold CV) comparing the FUSION output to the
standalone baselines.

Under the rigorous 5-fold evaluation, the FUSION branch achieves an F0.5 of 0.6097. Crucially, this score is
mathematically identical to the score achieved by the standalone CLEWS Pearson metric in Section 8.2.
This perfectly resolves the earlier paradox: the fusion pipeline did not magically create a better metric; it
simply identi�ed the Pearson metric via an 80/20 validation spike, and when formally evaluated, it behaves
exactly as the standalone CLEWS Pearson metric does. The FUSION branch therefore remains marginally
below the standalone CLEWS Manhattan benchmark (0.6123).

8.3.4 Interpretation and Implications

The failure of score-level linear fusion to improve upon CLEWS standalone is a signi�cant diagnostic �nd-
ing. The fundamental limitation lies in the linearity assumption of the fusion model. A weighted linear
combination can only globally interpolate between two distances; it cannot learn conditional logic or non-
linear relationships. Given the �ndings of Section 8.2 - where WEALY exhibited dramatically lower precision
(46.37% vs. 92.76%) and severe class overlap in its distance distributions - incorporating any positive weight
for the semantic branch necessarily dilutes the high-precision signal of the acoustic branch.

This interpretation is further supported by the shape of the � curve in Figure 8.3.1. If the two branches
contained genuinely complementary information exploitable through linear combination, the curve would
exhibit a concave shape with a peak at some intermediate � value. Instead, the monotonic increase indicates
that the WEALY distances act as pure noise relative to the CLEWS distances within this linear framework.

However, this does not imply that the semantic information captured by WEALY is inherently worthless. The
threshold calibration ablation (Section 8.2) demonstrated that WEALY achieves higher recall than CLEWS
(37.43% vs. 25.96%), suggesting that the semantic branch detects derivative cases that the acoustic branch
systematically misses. The problem is not the absence of complementary signal, but the inability of a linear
combination to extract it without simultaneously inheriting WEALY's substantially higher false positive rate.

This conclusion provides the direct empirical motivation for the supervised classi�cation approach introduced
in Section 7.12. By employing a non-linear classi�er (XGBoost) that can learn conditional feature interactions,
the system can potentially exploit the complementary information embedded in both branches without being
constrained by a �xed linear weighting scheme. In this sense, the negative fusion result is not a failure but a
diagnostic �nding that redirects the methodology toward a more expressive decision framework.

8.4 Binary Plagiarism Detection Results

The calibrated thresholds established in Sections 8.2 and 8.3 are applied to the full evaluation benchmark,
producing deterministic binary plagiarism predictions for each of the three systems (CLEWS, WEALY, FU-
SION). As described in Section 7.8, this is a purely evaluative stage: no threshold optimization is performed.
The analysis proceeds through three levels of granularity: overall performance, broad modi�cation category
breakdown, and false positive tier analysis.
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8.4.1 Overall Detection Performance

Table 8.7 presents the aggregate classi�cation metrics for all three branches evaluated on the full benchmark
of 350,654 pairs.

Branch Prec. Recall F1 F0.5 TP FP
CLEWS 92.8% 26.0% 0.406 0.612 29,512 2,303
WEALY 45.6% 36.6% 0.406 0.435 41,619 49,557
FUSION 90.4% 26.5% 0.410 0.610 30,114 3,197

Table 8.7: Overall binary plagiarism detection performance. All branches are evaluated on the identical
benchmark of 350,654 pairs (113,690 positive, 236,964 negative).

The overall results con�rm the patterns established during threshold calibration. CLEWS achieves the highest
precision (92.8%) with only 2,303 false positives across the entire benchmark, but at the cost of low recall
(26.0%). WEALY detects substantially more true positives (41,619 vs. 29,512) but at an unacceptable false
positive rate: 49,557 false alarms, representing approximately 20.9% of all negative pairs.

It is crucial to correctly interpret the metrics of the FUSION branch. As established in Section 8.3, the
fusion optimization selected a weight of � = 1:0, meaning that the semantic WEALY distances are entirely
ignored. Therefore, the FUSION row in Table 8.7 does not represent a true hybrid model, but rather evaluates
the standalone CLEWS Pearson distance (the metric selected during the fusion grid search). By contrast,
the CLEWS row evaluates the CLEWS Manhattan distance (the standalone optimal metric). The slight
di�erences between the two rows - FUSION achieving slightly higher recall (26.5% vs. 26.0%) but lower
precision (90.4% vs. 92.8%) - are entirely attributable to the di�ering characteristics of the Pearson and
Manhattan metrics, not to any successful integration of semantic information. Ultimately, the F0.5 -Score
correctly favors the higher precision of the Manhattan metric (0.612 vs. 0.610).

A notable observation is that the F1-Score is virtually identical across all three branches (approximately 0.406
- 0.410). This convergence is misleading: CLEWS and WEALY achieve the same F1 through fundamentally
di�erent operating points. CLEWS sacri�ces recall for near-perfect precision, while WEALY sacri�ces preci-
sion for broader coverage. The F0.5 -Score, which assigns double weight to precision, correctly separates the
two branches (0.612 vs. 0.435), re�ecting the operational priority of avoiding false accusations.

8.4.2 Broad Category Analysis

Table 8.8 breaks down the detection performance across the �ve broad modi�cation categories. Each pos-
itive category is evaluated against the full set of 236,964 negative pairs (for CLEWS and FUSION) or the
corresponding vocal-valid subset (for WEALY), simulating realistic deployment conditions under severe class
imbalance.

CLEWS WEALY FUSION
Category Prec. Recall F 0.5 Prec. Recall F 0.5 Prec. Recall F 0.5

1a. Human Base 33.3% 30.6% 0.327 1.9% 25.9% 0.024 27.2% 31.8% 0.280
1b. Human + DSP 81.7% 27.4% 0.585 15.8% 24.8% 0.171 77.0% 28.5% 0.574
2. Original + DSP 83.4% 95.2% 0.856 16.5% 80.1% 0.196 78.1% 93.6% 0.808
3. AI Base 26.2% 15.0% 0.228 5.4% 51.5% 0.066 21.2% 15.7% 0.198
4. AI + DSP 71.1% 10.3% 0.327 27.4% 34.3% 0.286 65.1% 10.9% 0.326

Table 8.8: Binary detection performance by broad modi�cation category.

The category-level results reveal sharply di�erentiated behavior across the �ve detection scenarios:

Human Plagiarism (Categories 1a and 1b): The unmodi�ed human covers (Category 1a) prove sur-
prisingly di�cult: CLEWS detects only 30.6% of these cases. The low precision (33.3%) at this category level
re�ects the severe imbalance between 3,757 positives and 236,964 negatives: even the small absolute number
of 2,303 false positives outnumbers the true positive detections for this speci�c small group. When DSP
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modi�cations are added (Category 1b), the recall remains comparable (27.4%) but the precision and F0.5

improve substantially (81.7% and 0.585) due to the larger positive pool reducing the imbalance e�ect. This
pattern suggests that CLEWS handles human covers and their DSP variants with roughly equal di�culty
- the additional modi�cation does not dramatically degrade detection, but the baseline detection rate for
human performances is already modest.

Original + DSP (Category 2): This category exhibits the strongest detection performance across all
branches: CLEWS achieves 95.2% recall, indicating that pure signal-level modi�cations applied to an original
segment are almost always detected. This is expected, since DSP-only modi�cations preserve the core acoustic
structure, and the CLEWS embedding space was explicitly designed for such invariance.

AI Generation (Categories 3 and 4): These categories represent the most challenging detection scenar-
ios. CLEWS detects only 15.0% of unmodi�ed AI-generated derivatives and 10.3% when DSP is additionally
applied. This dramatic drop relative to the Original + DSP category constitutes a core �nding: the gener-
ative AI models successfully alter the acoustic surface to a degree that places the majority of AI-generated
derivatives beyond the reach of the static CLEWS threshold.

An important cross-branch observation emerges when comparing the AI categories to the human covers.
While CLEWS detects only 15.0% of AI Base derivatives, WEALY detects a substantially higher 51.5%.
Similarly, for AI + DSP, WEALY achieves 34.3% recall versus CLEWS's 10.3%. This con�rms that the
semantic branch successfully captures derivative relationships that the acoustic branch systematically misses.

However, this strength is highly contextual. While WEALY outperforms CLEWS in AI categories, it per-
forms way worse on Human Plagiarism (Base), detecting only 25.9% of cases compared to CLEWS's 30.6%,
with a catastrophic precision of just 1.9%. This behavioral divergence is rooted in the structural di�erence
between human covers and AI generations. In the AI-generated variants constructed for this benchmark, the
original human vocals were re-integrated (Section 7.1.4), meaning the lyrics and phonetic delivery remained
perfectly intact. WEALY, operating as a speech-to-text semantic encoder, easily tracks this preserved linguis-
tic identity. By contrast, the human covers from the SMP dataset consist of di�erent performers interpreting
the song; while the melody or harmony may constitute plagiarism, the vocal delivery, phonetic nuances,
and sometimes even the exact lyrics di�er. Furthermore, WEALY's unacceptably low precision across all
categories renders its detections operationally unusable without a mechanism to suppress the accompanying
false positives. This observation further reinforces the motivation for the supervised classi�cation approach.

8.4.3 Key Findings from the Granular Analysis

The �ne-grained per-modi�cation-type analysis reveals several additional patterns that are summarized here
for the most instructive cases.

AudioLDM 2: The most extreme result in the entire benchmark is the zero detection rate for all
AudioLDM2 variants under CLEWS. Across all 11 modi�cation types (base + 10 DSP variants), CLEWS
produces exactly zero true positives (TP = 0, Recall = 0.0%). This indicates that the AudioLDM2 latent
di�usion framework transforms the acoustic surface so thoroughly that the resulting embeddings bear no
detectable similarity to the original under the CLEWS Manhattan distance threshold. AudioLDM2 therefore
represents a complete adversarial blind spot for the acoustic branch.

MusicGen: MusicGen-generated variants exhibit near-zero detection under CLEWS, with recall ranging
from 0.16% (musicgen_pitchU4_tempo110, 2 TP) to 1.07% (musicgen_tempo095, 13 TP). Interestingly,
WEALY achieves substantially higher recall on MusicGen variants (approximately 25 - 44%), suggesting
that MusicGen preserves more vocal-semantic content than AudioLDM2 despite similarly altering the acoustic
surface.

MGE-LDM Stem Hierarchy: The MGE-LDM results reveal a clear stem-dependent detection hierarchy
under CLEWS. The other stem (capturing harmonic and melodic content) is the most detectable, with base
recall of 39.4%. The bass stem follows at 33.3%, while the drums stem is the most di�cult at only 7.1%. This
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hierarchy re�ects the fact that melodic and harmonic elements carry the strongest acoustic �ngerprint, while
rhythmic patterns alone provide insu�cient discriminative information for the contrastive acoustic model.

DSP Degradation Within AI Categories: Within each AI source, DSP modi�cations consistently
reduce detection recall. For MGE-LDM other, recall drops from 39.4% (base) to 17.2% under Extreme Down
conditions (pitchD4_tempo090). This con�rms that DSP obfuscation compounds the detection challenge
introduced by generative AI, progressively pushing derivatives further beyond the decision boundary.

8.4.4 False Positive Tier Analysis

Table 8.9 presents the breakdown of false positives by negative mining tier for each branch.

Branch Global Nearest Intra-Category Nearest Random Total FP
CLEWS 2,231 (96.9%) 72 (3.1%) 0 (0.0%) 2,303
WEALY 19,842 (40.0%) 16,772 (33.9%) 12,943 (26.1%) 49,557
FUSION 3,125 (97.7%) 72 (2.3%) 0 (0.0%) 3,197

Table 8.9: False positive breakdown by negative mining tier. Percentages indicate the share of total FP
attributable to each tier.

The false positive tier analysis provides perhaps the most diagnostically valuable insight of the entire binary
classi�cation evaluation.

CLEWS produces zero false positives from the random tier. Every single false alarm originates from
either a global nearest negative (96.9%) or an intra-category nearest negative (3.1%). This is an exceptionally
strong result: it means that the acoustic embedding space never confuses an unrelated, arbitrary track with a
genuine derivative. The 2,231 global-nearest false positives represent cases where the most deceptive distractor
in the entire dataset was marginally closer to the query than the decision threshold - a mathematically
acceptable failure against extreme adversarial examples. The 72 intra-category false positives indicate rare
confusion within the same modi�cation style, but at a negligible rate.

In contrast to CLEWS, WEALY distributes its 49,557 false positives fairly evenly across all three tiers
(40.0% global, 33.9% intra-category, 26.1% random). While the misclassi�cation of nearly 13,000 �random�
distractors might initially appear as a catastrophic structural failure, this distribution is actually a direct
artifact of the negative mining methodology. The tiered distractors were mined exclusively using CLEWS
cosine similarity, meaning the di�culty hierarchy is strictly acoustic. When these negatives are evaluated in
WEALY's semantic latent space, this acoustic hierarchy collapses: to a speech-to-text encoder, an acoustically
similar distractor (global nearest) and an acoustically arbitrary distractor (random) are both essentially just
uninformative semantic noise. Consequently, WEALY interacts with the negative pool without bias toward
any speci�c acoustic tier, leading to the observed uniform distribution of false alarms. Another interesting
observation is that, although the number of false positives attributed to each category is of comparable size,
the model favors the global nearest tier and then the intra-category nearest tier over the random one. This
�nding demonstrates that there is either a tendency for songs of acoustic similarity (decided by CLEWS) to
be in general agreement semantically as well, or an inclination from the WEALY model to be biased towards
acoustic features.

Therefore, WEALY's true structural weakness lies not in its tier breakdown, but in the sheer volume of
false positives it produces overall (49,557). As established in the KDE plots of Section 8.2.2, the semantic
space su�ers from severe class overlap, making it incapable of isolating a clean plagiarism boundary regardless
of the acoustic nature of the distractors.

8.5 Source Attribution Performance

The 4-Way Forced-Choice Source Attribution protocol described in Section 7.9 produced several results.
Unlike binary plagiarism detection, which relies on a calibrated threshold to produce a yes/no decision,
musical source attribution, which evaluates the pure discriminative structure of the embedding space by
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measuring the system's ability to rank the true original source above three adversarial distractors, is entirely
threshold-independent. All three branches (CLEWS, WEALY, and FUSION) are evaluated over the
identical set of queries, ensuring direct comparability.

8.5.1 Overall Attribution Performance

Table 8.10 presents the aggregate source attribution metrics for all three branches.

Branch Queries Top-1 Acc. Mean Rank MRR
CLEWS 78,984 38.16% 2.251 0.596
WEALY 78,832 44.79% 2.024 0.657
FUSION 78,832 36.86% 2.275 0.587

Table 8.10: Overall source attribution performance across all three branches.

The overall results reveal an unexpected reversal compared to the binary detection �ndings. WEALY
achieves the highest Top-1 Accuracy (44.79%) and MRR (0.657), outperforming CLEWS (38.16%, MRR
0.596) by a substantial margin. This is a striking result given that WEALY was the weakest binary detector
(F0.5 = 0.435 vs. 0.612 for CLEWS). The FUSION branch, consistent with its � = 1:0 con�guration, performs
slightly below CLEWS.

However, as the subsequent analyses demonstrate, this overall advantage is driven by a speci�c category
composition e�ect: WEALY's strength in AI-generated categories, which numerically dominate the query
pool (76.3% of all queries), in�ates its aggregate score. The category-level and misattribution analyses provide
a more nuanced and ultimately more diagnostic picture.

8.5.2 Broad Category Attribution

The source attribution metrics disaggregated by broad modi�cation category are presented in Table 8.11.

CLEWS WEALY
Category Top-1 MR MRR Top-1 MR MRR
1a. Human Base 60.86% 1.645 0.764 33.61% 2.271 0.582
1b. Human + DSP 56.35% 1.749 0.731 31.63% 2.349 0.565
2. Original + DSP 98.46% 1.019 0.992 77.21% 1.374 0.865
3. AI Base 28.98% 2.447 0.535 50.35% 1.886 0.697
4. AI + DSP 23.39% 2.568 0.497 38.58% 2.144 0.618

Table 8.11: Source attribution by broad modi�cation category. MR = Mean Rank.

This distribution demonstrates that the acoustic model (CLEWS) exhibits absolute dominance over �tradi-
tional� forms of plagiarism. Speci�cally, it achieves near-perfect attribution on the Original + DSP category
(98.46% Top-1), con�rming that DSP-only modi�cations preserve the acoustic identity almost entirely within
the CLEWS latent space. Moreover, human plagiarism cases are also well-handled, with Top-1 accuracy of
60.86% (Base) and 56.35% (+ DSP). The slight degradation with DSP re�ects the compounding modi�cation
but remains moderate.

WEALY substantially outperforms CLEWS on both AI categories: 50.35% vs. 28.98% for AI Base, and
38.58% vs. 23.39% for AI + DSP. This advantage is consistent with the binary detection analysis and re�ects
the fact that the AI-generated derivatives preserve the original vocal content (which was re-integrated during
dataset construction), providing the speech-to-text Whisper encoder with a recognizable semantic signal
even when the acoustic surface has been thoroughly transformed. Conversely, WEALY struggles with human
plagiarism cases (33.61% Top-1 for Human Base), falling well below CLEWS. As discussed in Section 8.4,
this is because the SMP human covers involve di�erent performers whose vocal delivery, phonetic nuances,
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and sometimes lyrics di�er from the original, depriving the semantic encoder of its primary discriminative
cue.

Figure 8.5.1 visualizes the Top-1 Accuracy across categories for both branches.

(a) CLEWS (b) WEALY

Figure 8.5.1: Top-1 Source Attribution Accuracy by broad modi�cation category for CLEWS (left) and
WEALY (right).

8.5.3 Key Findings from the Granular Analysis

The per-modi�cation-type analysis reveals patterns consistent with those observed in the binary detection
stage, but with additional nuance a�orded by the threshold-independent ranking protocol.

AudioLDM 2: Variants produced by the AudioLDM 2 model, indicate near-random attribution under
CLEWS, achieving a Top-1 Accuracy of approximately 0.1% (typically 1-3 correct attributions out of 1,219
queries), with a Mean Rank consistently above 3.38 out of 4.0. This corresponds to the true source being
ranked 3rd or 4th in the vast majority of cases, indicating that both the global-nearest and intra-category
distractors are systematically preferred over the genuine original. This result parallels the complete evasion
observed in binary detection and con�rms that AudioLDM2 fundamentally disrupts the CLEWS acoustic
representation.

MusicGen: MusicGen variants show slightly higher but still near-chance attribution under CLEWS (Top-1
approximately 2.5-5.0%, Mean Rank approximately 2.9-3.1). WEALY, by contrast, achieves Top-1 accuracy
of 31-44% on MusicGen variants, con�rming that the unintelligible vocals produced by AudioLDM 2, actually
serve as a variance factor over the reintegrated vocal stem, con�rming the decision to be kept, as explained
in Section 7.1.3, ful�lling the initial purpose.

MGE-LDM: The stem-level attribution results under CLEWS con�rm the hierarchy observed in binary
detection: the other stem (harmonic/melodic content) achieves the highest Top-1 of 64.46% at base level,
followed by bass at 61.72%, while drums drops to 24.53%. Across all DSP variants (Table 8.13), the same
ordering is preserved.

8.5.4 Rank Distribution Analysis

Figures 8.5.2a and 8.5.2b present the rank distributions for CLEWS and WEALY respectively, showing the
proportion of queries where the true source is ranked 1st, 2nd, 3rd, or 4th within each broad modi�cation
category.

CLEWS Rank Distribution: The CLEWS rank distributions exhibit three distinct behavioral patterns
that connect directly to the latent space geometry analyzed in Section 8.2.
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(a) CLEWS (b) WEALY

Figure 8.5.2: Rank distribution of the true source across broad modi�cation categories for CLEWS (left)
and WEALY (right).

For the Original + DSP category, approximately 98% of queries place the true source at Rank 1, con�rming
near-perfect attribution for signal-level modi�cations.

For the Human Plagiarism categories (Base and + DSP), the dominant outcome is Rank 1 (over 55%),
followed by Rank 3, with Rank 4 representing a negligible fraction. The concentration at Rank 3 rather
than Rank 2 or Rank 4 carries a speci�c geometric interpretation: a Rank 3 placement means the true
source was ranked below both the global-nearest and intra-category nearest distractors, but still above the
random distractor. This indicates that the CLEWS embedding space preserves su�cient residual similarity
to distinguish the genuine source from random content, even when it fails to outrank the engineered hard
negatives. Critically, the near-zero Rank 4 rate con�rms that it is exceptionally rare for a random, unrelated
track to be preferred over the authentic source in human plagiarism cases.

For the AI-generated categories (AI Base and AI + DSP), the pattern shifts dramatically. The dominant
rank position is no longer Rank 1 but Rank 3, accounting for approximately 45% of queries. This systematic
displacement to the third position reveals that the AI-generated derivatives are geometrically positioned in
a speci�c region of the CLEWS latent space: closer to the original than random negatives, but farther
than the two hard-mined negatives. This observation connects directly to the KDE distance distributions
analyzed in Section 8.2.1. There, the positive pair distribution exhibited a massive density peak between
distances 1250-1500, which was identi�ed as the region dominated by AI-generated derivatives. The negative
distribution showed two distinct peaks at distances 1200 and 1300, corresponding to the global-nearest and
intra-category nearest tiers respectively. The Rank 3 dominance in the attribution task is therefore a direct
consequence of this geometric arrangement: the bulk of AI-generated positives resides at distances beyond
the two hard-negative peaks but before the random-negative distribution, causing them to be systematically
outranked by both hard negatives while still outranking the random distractor.

WEALY Rank Distribution: The WEALY rank distributions tell a fundamentally di�erent story, con-
sistent with the collapsed tier structure discussed throughout this work.

For the Human Plagiarism categories, the distribution is strikingly uniform across all four rank positions:
approximately 33% at Rank 1, 23% at Rank 2, 24% at Rank 3, and 20% at Rank 4. This near-uniform
spread is the ranking-space manifestation of the severe class overlap and collapsed negative tier hierarchy
observed in the WEALY KDE plots (Section 8.2.2). Since the negatives were mined in the acoustic space
and carry no meaningful semantic strati�cation, all four candidates in the lineup are e�ectively equivalent
from the perspective of the Whisper-based encoder. The slight bias toward Rank 1 does not indicate genuine
discriminative capacity but likely re�ects the marginal residual correlation between acoustic and semantic
proximity.

For the AI-generated categories, the distribution shows a clearer concentration at Rank 1: approximately
50% for AI Base and 39% for AI + DSP. The descending pattern (50% ! 22% ! 15% ! 12% for AI Base)
indicates that the semantic encoder can often identify the correct source when the original vocals have been
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re-integrated into the AI-generated derivative. However, this advantage must be interpreted with caution: as
established in Section 8.4, this discriminative signal arises speci�cally because the AI-generated derivatives in
this benchmark preserve the identical vocal content as the original (through the vocal re-integration pipeline
of Section 7.1.4). The DSP-modi�ed AI variants show a �atter distribution (39% ! 25% ! 21% ! 16%),
re�ecting the progressive destruction of phonetic intelligibility that erodes the semantic encoder's ability to
match the lyrics.

8.5.5 Misattribution Severity Analysis

Table 8.12 presents the severity-of-error analysis, recording which negative tier �won� when the system failed
to rank the true source �rst.

Branch Global Nearest Intra-Category Random
CLEWS 47,685 (97.6%) 1,155 (2.4%) 0 (0.0%)
WEALY 17,813 (40.9%) 13,546 (31.1%) 12,162 (27.9%)

Table 8.12: Misattribution breakdown by winner tier.

The misattribution analysis replicates and reinforces the �nding from the binary false positive tier analysis
(Section 8.4), now in the entirely independent context of ranking rather than thresholding.

When CLEWS fails to attribute correctly, it loses exclusively to global-nearest (97.6%) and intra-category
(2.4%) negatives. The complete absence of random-tier misattributions means that the acoustic embedding
space maintains a robust structural hierarchy: an unrelated, arbitrary track is never preferred over the
genuine source. Every single error is caused by an engineered hard negative that was speci�cally mined to
be maximally deceptive. This is an architecturally sound failure mode.

On the other hand, WEALY distributes its misattributions fairly uniformly across all three tiers, with 27.9%
of errors caused by random distractors. Once again, this distribution re�ects the collapse of the CLEWS-
derived tier hierarchy within the WEALY semantic space. Since the negatives were mined using acoustic
similarity, their di�culty ordering is meaningless in the semantic domain. The uniform error distribution
therefore does not necessarily indicate a �worse� failure mode than CLEWS; rather, it re�ects the fundamental
mismatch between the acoustic mining space and the semantic evaluation space. The genuinely concerning
aspect is the absolute volume of misattributions, with WEALY failing to rank the true source �rst in over
43,000 queries.

8.5.6 Stem-Level Attribution

MGE-LDM stem attribution results under CLEWS, are presented in Table 8.13, aggregated across all DSP
variants.

Preserved Stem Top-1 Acc. Mean Rank MRR
Other (Harmonic/Melodic) 54.79% 1.774 0.723
Bass 50.52% 1.813 0.702
Drums 19.37% 2.542 0.485

Table 8.13: CLEWS source attribution for MGE-LDM stems, aggregated across all DSP variants.

The stem hierarchy is consistent with the binary detection �ndings. The other stem, which captures harmonic
and melodic content, provides the strongest attribution signal (54.79% Top-1). The bass stem follows closely
at 50.52%, indicating that low-frequency tonal patterns carry substantial source identity. The drums stem,
however, drops to 19.37%, which is notably below the random baseline of 25% expected from uniform guessing
in a 4-way lineup. This means that when only rhythmic patterns are preserved, the CLEWS embedding space
not only fails to identify the source but is actively misled, systematically preferring the hard negatives over
the genuine original. This �nding has direct implications for the design of future detection systems: rhythmic
content alone is insu�cient for source attribution and may in fact serve as a confounding signal.
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8.6 Robustness to Obfuscation Strategies

This section presents the results of the robustness assessment protocol described in Section 7.10. Operating
exclusively on positive pairs and using raw geometric distances rather than binary predictions, this analysis
tracks how progressive DSP modi�cations push derivative tracks away from their original anchors in the latent
space. The calibrated model threshold is overlaid on all visualizations as a static reference line, enabling
immediate interpretation of where each source category transitions from the detectable to the undetectable
region.

8.6.1 Source-Level Distance Trendlines

Figures 8.6.1 and 8.6.2 present the distance trendlines for CLEWS and WEALY respectively. Each �gure
contains two panels: distance versus pitch shift intensity (left) and distance versus tempo change factor
(right).

Figure 8.6.1: CLEWS source-level distance trendlines. The threshold reference line (� = 986:4) separates
the detectable (below) from the undetectable (above) regime.

CLEWS Pitch Sensitivity: The CLEWS pitch trendlines reveal a clear four-tier strati�cation of the
sources. The Original + DSP category (blue) starts at zero and rises symmetrically to approximately 500
at �2 and �4 semitones, remaining well below the threshold across all intensities. This con�rms that pitch-
shifted originals are comfortably detectable regardless of shift direction or magnitude.

The Human Cover category (yellow) operates at a substantially higher baseline (approximately 1,100 at
zero pitch) and rises only slightly with increasing pitch intensity, reaching approximately 1,150-1,200 at �4
semitones. The change is nearly imperceptible and highly symmetric, indicating that the CLEWS embedding
is largely invariant to pitch modi�cations applied on top of human covers. However, the entire trendline lies
above the threshold, meaning that human covers are already borderline or undetectable before any DSP is
applied.

The MGE-LDM category (purple) behaves similarly to the covers, starting near 1,200 and exhibiting
marginal, approximately symmetric increases with pitch shift. Notably, the rate of increase appears to
slow slightly between �2 and �4 semitones, suggesting a mild saturation e�ect at extreme pitch intensities.

The MusicGen (red) and AudioLDM 2 (green) categories occupy distinctly higher distance regions (ap-
proximately 1,450 and 1,600 respectively) and show virtually �at trendlines. Their distances remain nearly
constant across all pitch intensities, indicating that the generative transformation has already displaced the
embeddings so far from the original that additional pitch modi�cations produce negligible marginal e�ect.
The AudioLDM 2 trendline in particular is essentially a horizontal line, con�rming the complete acoustic
evasion observed in the binary detection analysis.
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CLEWS Tempo Sensitivity: The tempo panel reveals a qualitatively di�erent sensitivity pro�le. The
Original + DSP category shows a milder response to tempo changes than to pitch shifts, rising from zero to
approximately 300-400 at the extreme tempo values (0.90� and 1.10�), but still remaining well below the
threshold.

The Human Cover trendline is e�ectively �at across all tempo values (approximately 1,100-1,150), showing no
sensitivity to tempo modi�cations. This suggests that tempo changes applied on top of human performances
do not signi�cantly alter the CLEWS embedding distance, likely because the acoustic �ngerprint of the cover
performance already dominates the distance measurement.

The MGE-LDM category shows a mild sensitivity to tempo, with its base distance around 1,150-1,200 and
slight increases at extreme tempos. In contrast, MusicGen and AudioLDM 2 produce completely �at trend-
lines at approximately 1,450 and 1,600 respectively, con�rming their total insensitivity to tempo modi�cations
within the CLEWS space.

Figure 8.6.2: WEALY source-level distance trendlines.

WEALY Pitch Sensitivity: The WEALY pitch trendlines present a fundamentally di�erent landscape.
The Original + DSP category starts at zero and rises steeply to approximately 0.4 at �2 semitones and
0.5 at �4 semitones. A subtle asymmetry is visible: downward pitch shifts produce slightly larger distance
increases than upward shifts of equal magnitude (e.g., �4 semitones ! 0.5 versus +4 semitones ! 0.4). This
asymmetry is plausible given that downward pitch shifts lower the formant structure of the voice, potentially
making it harder for the Whisper-based encoder to decode the phonetic content.

The MGE-LDM category starts at approximately 0.6 and rises to 0.75-0.78 at extreme negative pitch shift,
crossing the threshold (� = 0:749) in the process, while for positive pitch shifts the e�ect is mitigated,
reaching 0.7. This indicates that moderate pitch modi�cations can push stem-conditioned AI derivatives
from the detectable to the undetectable regime within the semantic space.

The MusicGen category starts at approximately 0.73 and rises to 0.78-0.80, hovering around the threshold.
The AudioLDM 2 and Cover categories are clustered together at the top of the range (approximately 0.80-
0.85), showing minimal sensitivity to pitch changes. Their near-identical positioning is notable: it suggests
that both AudioLDM 2 and human covers are equally "opaque" to the semantic encoder, albeit for di�erent
reasons - AudioLDM 2 because it generates unintelligible pseudo-vocals, and human covers because a di�erent
performer delivers di�erent phonetic content.

WEALY Tempo Sensitivity: The tempo panel reveals a more symmetric response under WEALY. All
AI sources exhibit a clear V-shaped pattern centered at tempo 1:0, with distances increasing symmetrically
toward both slower and faster tempos. The Original + DSP category follows the same pattern, rising from
0 at tempo 1.0 to approximately 0.4 at the extreme tempos. Interestingly, the di�erence between 5% and
10% tempo changes is minimal across all sources, suggesting that the semantic encoder's phonetic decoding
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degrades rapidly even with mild tempo alterations but shows diminishing marginal sensitivity beyond that
initial disruption.

The Cover category remains completely �at at approximately 0.82, exhibiting zero sensitivity to tempo
changes. This is consistent with the semantic encoder's inability to relate the vocal content of two di�erent
performers: since the lyrics and delivery are already di�erent, tempo modi�cations add no further semantic
displacement.

A subtle but noteworthy �nding is that WEALY distances increase with DSP modi�cations even for categories
where the vocal content should theoretically be una�ected (e.g., MusicGen, AudioLDM 2). This e�ect, while
small, is unexpected: if the semantic encoder captures only linguistic content, it should be invariant to
pitch and tempo transformations applied to the instrumental layer. The observed sensitivity suggests that
the Whisper encoder's internal representations are not purely semantic but retain some degree of acoustic
sensitivity, particularly to the phonetic envelope distortions introduced by aggressive pitch and tempo shifts
applied to the re-integrated vocals.

8.6.2 Extreme Scenarios Stress Test

Figures 8.6.3 and 8.6.4 present the extreme stress test boxplots.

Figure 8.6.3: CLEWS extreme stress test.

CLEWS Extreme Stress: The CLEWS boxplots reveal pronounced di�erences in both the central ten-
dency and the variance of each source under extreme conditions.

The Original + DSP (blue) boxes remain �rmly below the threshold across all three conditions, with medians
around 500 and interquartile ranges spanning approximately 400-800. Even the upper whiskers (reaching
approximately 1,100) remain close to the threshold, con�rming robust detectability under maximum stress.

The Human Cover (yellow) boxes show substantial variance (whiskers spanning 200-1,750) with medians
around 1,200-1,300. The wide spread indicates that cover detectability is highly segment-dependent: some
human covers remain acoustically close to the original while others diverge substantially. Under extreme
conditions, the median rises modestly but the variance structure remains similar.

The AudioLDM 2 (green) boxes are tightly concentrated at high distances (medians � 1,600, boxes span-
ning 1,500-1,650), with minimal variance and virtually no change between the three DSP conditions. This
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extreme stability con�rms that AudioLDM 2's acoustic evasion is structurally fundamental, not dependent
on additional modi�cations.

The MusicGen (red) boxes occupy similar high-distance regions (medians � 1,450-1,500) with moderate
variance (whiskers 1,100-1,750) and numerous outliers extending downward to approximately 700-800. These
outliers suggest that a small subset of MusicGen generations happen to retain substantial acoustic similarity
to the original - a potential avenue for detection that the aggregate statistics obscure.

The MGE-LDM (purple) boxes show the widest variance of any source (whiskers spanning 400-1,750), with
medians around 1,200. This large spread re�ects the stem-dependent nature of MGE-LDM: some stem-
conditioned generations preserve enough acoustic identity to remain near the threshold, while others are
displaced far beyond it.

Figure 8.6.4: WEALY extreme stress test.

WEALY Extreme Stress: The WEALY extreme stress test reveals a strikingly di�erent pattern from
CLEWS. Under Base Generation, the sources show some di�erentiation: MGE-LDM has a lower median
(� 0.6), while Cover and AudioLDM 2 share a higher median (� 0.8-0.85). All sources, however, exhibit
enormous variance, with whiskers spanning from 0.0 to 1.1 and numerous outliers throughout the range.

Under the Extreme Down and Extreme Up conditions, the source-speci�c di�erentiation largely collapses.
All four AI sources and the Cover converge toward medians of approximately 0.80-0.85, with broadly sim-
ilar variance structures. This convergence demonstrates that extreme DSP conditions e�ectively neutralize
whatever semantic signal WEALY might exploit at baseline: all sources become equally unintelligible to the
Whisper-based encoder, producing similar high-distance, high-variance distributions.

8.6.3 Stem-Level Robustness (MGE-LDM)

To investigate whether the system's robustness is component-dependent, the stem-level analysis restricts the
evaluation to MGE-LDM-generated segments and decomposes the results by preserved stem (bass, drums,
other). Unlike the source-level plots, these trendlines begin from the measured base-generation distance
rather than a synthetic zero anchor, since the MGE-LDM base generation already introduces a non-trivial
displacement.

124



8.6. Robustness to Obfuscation Strategies

CLEWS Stem-Level Robustness

Figures 8.6.5 and 8.6.6 present the stem-level distance trendlines and extreme stress test for the CLEWS
acoustic branch.

Figure 8.6.5: CLEWS stem-level distance trendlines for MGE-LDM generations. All three stems operate
entirely above the detection threshold (� = 986:4), even at base generation. The drums stem occupies a

distinctly higher distance regime than the other two.

Figure 8.6.6: CLEWS stem-level extreme stress test for MGE-LDM. The three stems maintain clearly
separated distance regimes across all extreme conditions.

Baseline Stem Hierarchy: The CLEWS stem-level trendlines con�rm and quantify the stem hierarchy
consistently observed throughout the binary detection, attribution, and source-level robustness analyses.
The other stem (harmonic/melodic content) exhibits the lowest baseline distance (mean � 1; 050 at base
generation), followed closely by bass (mean � 1; 100). The drums stem occupies a substantially higher
distance regime (mean � 1; 350), separated from the other two stems by approximately 250 Manhattan
distance units.
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A critical observation is that all three stems operate entirely above the detection threshold (� =
986:4), even at base generation without any DSP modi�cation. This means that no single-stem MGE-LDM
generation is detectable through the static threshold approach, regardless of which musical component is
preserved. The stem-level inpainting process introduces su�cient acoustic displacement to push even the most
favorable stem con�guration (other) beyond the detection boundary. Nevertheless, the relative ordering of the
stems carries substantial diagnostic value: the other and bass stems reside closer to the threshold boundary
(approximately 50 and 100 units above, respectively), while the drums stem sits approximately 350 units
above, indicating that rhythmic content provides far less acoustic identity than melodic or harmonic content.

Pitch Sensitivity: Pitch modi�cations produce broadly symmetric distance increases across all three
stems. Starting from their respective baselines, all stems exhibit gradual and roughly linear increases with
pitch intensity, converging toward the 1,150�1,385 range at �4 semitones. The absolute gap between the
drums stem and the bass/other pair is maintained across all pitch levels, con�rming that this separation is a
structural property of the embedding space rather than an artifact of a speci�c DSP con�guration.

Tempo Sensitivity: The tempo panel reveals a more nuanced and asymmetric pattern. Unlike pitch
modi�cations, tempo changes produce asymmetric responses across stems. The most pronounced asymme-
try appears in the bass stem: starting from a baseline of approximately 1,100, a tempo decrease to 0:90�
raises the distance to approximately 1,120, while a tempo increase to 1:10� produces a noticeably larger
displacement to approximately 1,150. This asymmetry is musically interpretable: the bass line serves as the
rhythmic and harmonic foundation of the mix, and tempo acceleration compresses the temporal structure of
the bass pattern more aggressively than deceleration, altering the relationship between bass note onsets and
the surrounding rhythmic framework.

The drums stem shows a similar but less pronounced asymmetry, while the other stem exhibits a more sym-
metric tempo response. Under extreme conditions (the combined Extreme Down and Extreme Up scenarios
shown in Figure 8.6.6), all three stems show distance increases of approximately 120�150 units from their
respective baselines, with the relative stem ordering preserved throughout.

WEALY Stem-Level Robustness

Figures 8.6.7 and 8.6.8 present the corresponding stem-level analysis for the WEALY semantic branch.

Figure 8.6.7: WEALY stem-level distance trendlines for MGE-LDM generations.

Stem Independence Under WEALY: The WEALY stem-level results present a fundamentally di�erent
picture from CLEWS. At base generation, all three stems produce similar mean distances: bass at 0.561,
drums at 0.578, and other at 0.604. The small spread across stems (only 0.043 Cosine distance units) con�rms
that the semantic encoder's response is largely independent of which instrumental stem is preserved. This is
entirely expected: since all MGE-LDM variants share the same re-integrated original vocals, and WEALY's
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Figure 8.6.8: WEALY stem-level extreme stress test for MGE-LDM.

discriminative signal depends primarily on vocal content, the speci�c instrumental stem choice has minimal
impact on the semantic distance. Whatever small di�erences exist may re�ect subtle interactions between
the instrumental context and the Whisper encoder's internal audio processing.

DSP Sensitivity Across Stem: Under DSP modi�cations, WEALY shows substantially larger distance
increases than CLEWS, particularly for pitch shifts. The pitch trendlines reveal a clear asymmetry consistent
with the source-level observation: downward pitch shifts produce larger distance increases than upward shifts
of equal magnitude. At �4 semitones, the three stems reach distances of 0.737 (bass), 0.792 (drums), and
0.804 (other), while at +4 semitones the corresponding values are 0.669, 0.710, and 0.754. This pitch-direction
asymmetry re�ects the acoustic physics of vocal processing: lowering the pitch drops the vocal formants below
the frequency range where the Whisper encoder most e�ectively identi�es speech content, degrading phonetic
intelligibility more severely than an equivalent upward shift.

The tempo trendlines show more symmetric responses, with distances increasing comparably for both tempo
decreases and increases. However, the overall magnitude of the tempo-induced displacement is larger than for
CLEWS, con�rming that the semantic encoder is more sensitive to temporal modi�cations than the acoustic
encoder.

Extreme Conditions: Under extreme DSP conditions (Figure 8.6.8), the distances increase substantially
across all stems. The Extreme Down condition (�4 semitones, 0:90� tempo) produces the highest distances:
bass at 0.796, drums at 0.825, and other at 0.848. Interestingly, under extreme stress the stem ordering inverts
relative to the base generation: the other stem, which had the highest base distance (0.604), shows the largest
displacement under extreme conditions (0.848). This inversion may re�ect the interaction between the re-
synthesized harmonic components and the aggressive pitch/tempo shifts: when the surrounding harmonic
context is heavily altered alongside the vocal pitch, the phonetic envelope may be distorted more severely
than when only rhythmic (drums) or low-frequency (bass) content accompanies the shifted vocals.

The Extreme Up condition produces somewhat lower distances than Extreme Down (bass: 0.721, drums:
0.759, other: 0.791), consistent with the pitch-direction asymmetry discussed above.
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8.7 Latent Space and Explainability

This section presents the results of the latent space visualization and explainability analyses described in
Section 7.11. The objective is to move beyond aggregate distance metrics and examine how di�erent mod-
i�cations manifest at the level of individual embedding dimensions. The analysis proceeds in two parts: a
UMAP-based geometric visualization of the embedding landscape, followed by the native-space XAI module
that quanti�es dimensional shift magnitudes, directional �ngerprints, and cross-category overlap patterns.

8.7.1 UMAP Latent Space Visualization

Figure 8.7.1 presents the origin-centered UMAP projection of the CLEWS embedding space for a represen-
tative subset of plagiarism pairs.

The UMAP projection reveals several important geometric properties of the CLEWS latent space.

First, each generative source forms a distinct local neighborhood around the original anchor. AudioLDM 2
(green) and MusicGen (red) derivatives consistently occupy the most distant positions, while the three MGE-
LDM stems (purple shades) form intermediate clusters. Human covers (blue diamonds) typically reside closer
to the original than the AI-generated variants, though this relationship is not universal.

Second, a particularly important observation is the substantial variance in the positioning of human covers.
In some pairs (e.g., pair 57, segment 16s), the human plagiarism cases coincide geometrically with the
MGE-LDM other stem, suggesting that the acoustic displacement introduced by a human cover can be
comparable to that of a stem-conditioned AI generation. In other cases, however, the human covers are the
most distant derivatives of all, exceeding even the AI-generated variants. This high variance re�ects the
fundamental heterogeneity of what constitutes �plagiarism� in the SMP dataset: some cases involve close
melodic imitation, while others involve loose stylistic in�uence that produces substantial acoustic divergence.
This variability is precisely what makes the detection task so challenging.

Furthermore, AI-generated sources generally maintain well-separated neighborhoods, with AudioLDM 2 con-
sistently producing the largest displacements. However, there are exceptions: in certain pairs (e.g., pair 16,
segment 216s), MusicGen and AudioLDM 2 derivatives are among the closest to the original, closer even
than the human covers. These outlier cases warrant further investigation but suggest that the generative
transformation is not uniformly destructive across all musical content.

Moreover, within each source neighborhood, the DSP-modi�ed variants (rendered with reduced opacity) form
peripheral clusters around their base derivative, creating the radial �drift neighborhoods� that the centering
logic was designed to expose. The extent of these neighborhoods varies by source: Original + DSP variants
produce compact, tight clusters, while AI + DSP variants show more dispersed peripheral structures.

Lastly, some pairs (e.g., pair 3, segment 29s) lack MGE-LDM derivatives entirely. This is consistent with
the dataset construction process described in Section 7.1.3, where a small number of source segments were
excluded from stem-level generation due to insu�cient stem separation quality.

Figure 8.7.2 presents the corresponding origin-centered UMAP projection of the WEALY embedding space
for the same representative subset of plagiarism pairs.

In contrast to CLEWS, the WEALY projection does not reveal an equally interpretable geometric organiza-
tion. The derivatives from di�erent sources are largely intermixed, and no stable source-speci�c neighborhood
structure emerges consistently across pairs. Human covers, AI-generated variants, and their DSP modi�ca-
tions occupy overlapping regions of the projection, while the peripheral �drift� e�ect observed in CLEWS
is much less pronounced. In particular, DSP-modi�ed variants do not form clear radial shells around their
base derivatives, suggesting that the semantic space does not preserve a coherent global notion of source-
conditioned transformation geometry.
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Figure 8.7.1: UMAP projection of the CLEWS embedding space with origin-centered drift maps. Each
original track (black cross) is placed at the origin, with all derivatives plotted relative to it. Human covers
(blue diamonds), AI-generated variants (colored by source), and their DSP modi�cations (reduced opacity)

form distinct local neighborhoods. Structural connections link originals to base derivatives, and base
derivatives to their DSP variants.
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Figure 8.7.2: UMAP projection of the WEALY embedding space with origin-centered drift maps. Each
original track (black cross) is placed at the origin, with all derivatives plotted relative to it. Unlike CLEWS,

the semantic embedding space does not exhibit clearly separated source-speci�c neighborhoods, and the
derivatives from di�erent categories are largely intermixed.

This lack of structure is itself a meaningful result. It visually supports the broader quantitative �ndings
reported throughout this work: the WEALY latent space exhibits severe class overlap, weak source strati�-
cation, and limited suitability for threshold-based binary separation. Although WEALY proved capable of
recovering a useful vocal-semantic signal in speci�c benchmark conditions - particularly when original vocals
were preserved through the re-integration pipeline - this signal does not organize the semantic space into
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clearly separable global neighborhoods. Rather, it appears as a local and context-dependent cue embedded
within an otherwise highly overlapping geometry. The UMAP projection therefore reinforces the interpreta-
tion that WEALY may retain occasional ranking utility, but lacks the robust large-scale organization observed
in the acoustic CLEWS space.

8.7.2 Overall Shift Distributions and Active Dimensions

The XAI module quanti�es the magnitude of latent-space displacement through the delta vector �z =
jzmod � z ori j, computed for each pair in the native high-dimensional space without dimensionality reduction.
The overall shift distribution plots and their accompanying active dimension counts reveal the �footprint� of
each modi�cation category across the embedding space.

CLEWS: Shift Magnitudes by Broad Category

Figure 8.7.3 presents the CLEWS shift magnitude distributions and active dimension counts grouped by
broad modi�cation category.

Figure 8.7.3: CLEWS overall shift distributions (left) and active dimension counts (right), grouped by
broad modi�cation category.

The distributions reveal a clear hierarchy. The Original + DSP category produces the smallest shifts,
with a narrow peak around a mean delta of 0.3 and zero active dimensions, con�rming that DSP-only
modi�cations perturb the CLEWS embedding space only super�cially. The Human Plagiarism categories
(Base and + DSP) produce broader distributions with peaks around mean delta 1.0�1.25 and 149�197 active
dimensions respectively. The AI Generation categories produce the largest shifts, peaking around mean delta
1.5 with 514 (Base) and 681 (+ DSP) active dimensions out of 1024 total. This con�rms that AI-generated
derivatives perturb substantially more dimensions than human covers, producing a qualitatively di�erent and
more pervasive displacement pattern.

CLEWS: Shift Magnitudes by Source

Figure 8.7.4 decomposes the shift distributions by generative source.

AudioLDM2 produces the largest and most concentrated displacement (mean delta � 1.6, density peak
� 4), followed by MusicGen (� 1.4, peak � 3). Both exhibit remarkably low variance, indicating that
their generative processes produce consistently large, uniform perturbations across the embedding space.
MGE-LDM and Cover show broader distributions with lower peaks, re�ecting the greater variability in their
acoustic transformations. The active dimension counts reinforce this ordering: AudioLDM2 activates 968 of
1024 dimensions, MusicGen activates 961, while MGE-LDM activates only 269 and Cover 195. The Original
+ DSP category activates zero dimensions, providing a clean baseline.
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Figure 8.7.4: CLEWS overall shift distributions grouped by generative source.

CLEWS: The Tempo-Down Dominance E�ect

A striking �nding emerges when the shift distributions are decomposed by DSP label. Across all sources,
the modi�cations involving tempo reduction (tempo 0:90�) and the combined Extreme Down (pitch
�4, tempo 0:90�) produce dramatically larger shifts than all other DSP con�gurations. This pattern is most
visible in the Cover category (Figure 8.7.5).

Figure 8.7.5: CLEWS shift distributions for Cover, grouped by DSP label.

While most DSP labels produce uniformly distributed shifts with peaks around mean delta 1.0-1.5, the
tempo090 and pitchD4_tempo090 labels generate pronounced high-density spikes at substantially larger
mean delta values. The active dimension counts con�rm the pattern quantitatively: for Cover, the Extreme
Down con�guration activates 568 dimensions compared to 230 for the unmodi�ed base. For the cross-source
DSP analysis, tempo 0:90� alone activates 966 of 1024 dimensions, with Extreme Down reaching 955.

This tempo-down dominance e�ect is consistent across all sources (MusicGen, AudioLDM2, MGE-LDM
stems), though the magnitude varies. AudioLDM2 shows the least di�erentiation because its baseline shift
is already so large that additional DSP produces diminishing marginal e�ects (Figure 8.7.7). The �nding
suggests that tempo deceleration introduces a qualitatively di�erent type of perturbation in the CLEWS
acoustic space compared to pitch shifts or tempo acceleration of equivalent magnitude.
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Figure 8.7.6: CLEWS shift distributions for MusicGen, grouped by DSP label.

Figure 8.7.7: CLEWS shift distributions for AudioLDM 2, grouped by DSP label.

CLEWS: Stem-Level Shift Hierarchy

The source-grouped analysis con�rms the stem hierarchy observed throughout this work. Among the MGE-
LDM stems, drums produces the largest mean delta (� 1.4) with a density peak above 2.0, followed by bass
(� 1.2) and other (� 1.1). The active dimension counts reinforce this: drums activates 611 dimensions, far
exceeding bass (178) and other (130). This indicates that rhythmic content alone not only fails to preserve
acoustic identity (as shown in the detection and attribution analyses) but actively perturbs the largest number
of embedding dimensions.

WEALY: Compressed and Uniform Distributions

The WEALY shift distributions present a markedly di�erent picture. All sources and DSP labels produce
similar, approximately Gaussian distributions with peaks around mean delta 0.8-1.0 (Figure 8.7.10). Unlike
CLEWS, there is no pronounced source strati�cation: AudioLDM2, Cover, MusicGen, and MGE-LDM all
produce broadly similar shift pro�les. The Human Plagiarism categories show the highest peaks (consistent
with WEALY's sensitivity to vocal content changes), while the AI categories are slightly lower (re�ecting the
preserved re-integrated vocals). The Original + DSP category shows a bimodal distribution with peaks at
approximately 0.2 and 0.8 (Figure 8.7.9).

The tempo-down dominance e�ect in WEALY is noticeably milder than CLEWS. While CLEWS shows
dramatic sensitivity to tempo reduction, WEALY's shift distributions remain largely uniform across DSP
labels. This di�erence re�ects the distinct encoding modalities: CLEWS operates on the acoustic waveform
where temporal structure is fundamental, while WEALY's Whisper-based encoder is equally sensitive to pitch
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Figure 8.7.8: CLEWS shift distributions for each MGE-LDM stem label.

Figure 8.7.9: WEALY overall shift distributions (left) and active dimension counts (right), grouped by
broad modi�cation category.

and tempo modi�cations. Indeed, as observed in Active Dimensions per Category plots (Figures 8.7.11, 8.7.12
and 8.7.13), the model is most sensitive to a combination of modi�cations (mostly extreme down scenario).

Figure 8.7.11: WEALY shift distributions for MusicGen, grouped by DSP label.
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Figure 8.7.10: WEALY overall shift distributions grouped by generative source.

Figure 8.7.12: WEALY shift distributions for AudioLDM 2, grouped by DSP label.

Figure 8.7.13: WEALY shift distributions for Cover, grouped by DSP label.

8.7.3 Signed Mean Shift Fingerprints

The signed shift analysis uses the directional delta (zmod � z ori ) rather than the absolute delta to capture the
direction of each dimensional perturbation. The resulting visualizations function as unique ��ngerprints� for
each modi�cation type.
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CLEWS Signed Shifts

Figure 8.7.14: CLEWS signed mean shift pro�les grouped by broad modi�cation category. Rows correspond
to categories, columns to the �rst 200 and last 200 embedding dimensions (out of 1024). Red indicates

systematic decrease, blue indicates systematic increase.

By Broad Category (Figure 8.7.14). The signed shift pro�les reveal a progressive intensity gradient
across the modi�cation hierarchy. The Original + DSP row is nearly white, indicating negligible directional
shifts. The Human Plagiarism rows show mild orange and blue tones of similar intensity. The AI Generation
rows display substantially more intense coloring, with AI + DSP producing the most saturated reds and
blues. This gradient directly re�ects the escalating acoustic disruption from DSP-only modi�cations through
human reinterpretation to AI regeneration with additional obfuscation.

By DSP Label (Figure 8.7.15). The DSP-level �ngerprints reinforce the tempo-down dominance e�ect
identi�ed in the shift magnitude analysis. Three DSP labels produce visually distinct, intensely colored rows:
pitch �4 & tempo 0:90� (the most intense), tempo 0:90�, and tempo 0:95�. All remaining DSP labels (pitch
shifts, tempo increases, and the base con�guration) produce substantially milder coloring. This con�rms that
tempo deceleration produces a qualitatively di�erent dimensional signature in the CLEWS space, a�ecting
not only the magnitude but also the direction of the embedding perturbation.

Source-Speci�c Fingerprints. The per-source signed shift plots reveal important di�erences in how each
source responds to DSP modi�cations. AudioLDM 2 shows uniformly intense coloring across all DSP labels,
with minimal di�erentiation between modi�cations (Figure 8.7.16). This is consistent with its already-extreme
baseline displacement: the generative transformation is so dominant that subsequent DSP modi�cations
produce negligible marginal directional change. Cover, by contrast, shows mild coloring for most DSP labels
but dramatic intensi�cation for the tempo-down con�gurations, indicating that human covers are far more
sensitive to tempo manipulation than AI-generated variants (Figure 8.7.17). MusicGen (Figure 8.7.18) shows
generally intense coloring (re�ecting its high baseline displacement) but with the same tempo-down spikes
observed in Cover. The Original + DSP (Figure 8.7.19) �ngerprints provide the cleanest view of DSP-only
e�ects: the Extreme Down con�guration produces the most intense directional signature, followed by tempo
0:90� alone, while tempo 1:05� produces the weakest signature overall.
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Figure 8.7.15: CLEWS signed mean shift pro�les grouped by DSP label across all sources.

Figure 8.7.16: CLEWS signed mean shift pro�les grouped by DSP label for AudioLDM 2.
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Figure 8.7.17: CLEWS signed mean shift pro�les grouped by DSP label for Cover.

Figure 8.7.18: CLEWS signed mean shift pro�les grouped by DSP label for MusicGen.

Figure 8.7.19: CLEWS signed mean shift pro�les grouped by DSP label for Original+DSP.

WEALY Signed Shifts

The WEALY signed shift pro�les reveal a fundamentally di�erent sensitivity pattern. While CLEWS is
most disrupted by tempo reduction, WEALY shows the strongest directional signatures for pitch reduction
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(pitch �4), followed by Extreme Down (pitch �4, tempo 0:90�) and pitch +4 tempo 1:10� (Figure 8.7.20).
This inversion is architecturally consistent: the Whisper encoder's phonetic decoding depends critically on
formant frequencies, which are directly altered by pitch shifting. Downward pitch shifts lower the formants
below the encoder's optimal recognition range, producing the largest semantic displacement.

Figure 8.7.20: WEALY signed mean shift pro�les grouped by DSP label across all sources.

In the broad category view (Figure 8.7.21), the ordering also inverts relative to CLEWS: the Human Pla-
giarism categories produce the most intense signed shifts (because they involve di�erent vocal performances
with di�erent lyrics), while the AI Generation categories are somewhat less intense (because the re-integrated
vocals preserve the original phonetic content). The Original + DSP category remains the least perturbed.

Figure 8.7.21: WEALY signed mean shift pro�les grouped by broad modi�cation category. Rows
correspond to categories, columns to the �rst 200 and last 200 embedding dimensions (out of 1024). Red

indicates systematic decrease, blue indicates systematic increase.

8.7.4 Dimension Overlap Analysis

The Top-30 dimension overlap heatmaps reveal the degree to which di�erent modi�cations target the same
or di�erent embedding coordinates.
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CLEWS Overlap

Figure 8.7.22: CLEWS Top-30 dimension overlap between broad modi�cation categories. Values indicate
the number of shared dimensions (out of 30) between each pair of categories.

By Broad Category (Figure 8.7.22). Two clusters of high overlap emerge. The Human Plagiarism
Base and Human Plagiarism + DSP categories share 27 of their top 30 a�ected dimensions, indicating that
the addition of DSP to human covers does not substantially alter which dimensions are a�ected, only how
much. Similarly, AI Generation Base and AI + DSP share 28 dimensions. The cross-cluster overlap is lower
but not negligible: Human + DSP shares 21 dimensions with both AI + DSP and Original + DSP. The
Original + DSP category shows the lowest overall overlap (approximately 20 shared dimensions), suggesting
that DSP-only modi�cations target a partially distinct set of embedding coordinates.

By DSP Label (Figure 8.7.23). The DSP-level overlap heatmap provides the most striking evidence of
the tempo-down dominance e�ect. The Extreme Down row shows the lowest overlap with all other DSP labels
(approximately 22-24 shared dimensions), while the tempo 0:90� row is similarly low (24�25), with a notable
overlap of 28 between these two con�gurations. In contrast, most other DSP pairs share 27-30 dimensions,
with tempo 1:05� and tempo 1:10� achieving the maximum overlap of 30 out of 30. This indicates that
tempo deceleration not only produces larger shifts (as shown in the magnitude analysis) but also targets a
partially di�erent set of dimensions than other DSP modi�cations, representing a qualitatively distinct type
of latent-space perturbation.
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Figure 8.7.23: CLEWS Top-30 dimension overlap between DSP labels across all sources.

The per-source overlap analysis reinforces this pattern. For MusicGen (Figure 8.7.24a), the heatmap is almost
uniformly dark blue (overlap 27-30) with the sole exception of the tempo-down con�gurations, which appear
as striking white rows with overlap values as low as 13. For Cover (Figure 8.7.24b), the same tempo-down
rows are even more distinct, with overlap values dropping to 2-4 between the tempo-down con�gurations and
all others, and only 9 shared dimensions between tempo 0:90� and Extreme Down themselves. AudioLDM2
shows the most uniform pattern, with moderately high overlap across all DSP pairs (23-28) and no dramatic
outliers, consistent with its already-saturated baseline perturbation that leaves little room for DSP-speci�c
dimensional di�erentiation (Figure 8.7.25a).

(a) (b)

Figure 8.7.24: CLEWS Top-30 dimension overlap between DSP labels for MusicGen (left) and Cover (right)
sources.
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(a) (b)

Figure 8.7.25: CLEWS Top-30 dimension overlap between DSP labels for AudioLDM 2 (left) and
Original+DSP (right) sources.

WEALY Overlap

The WEALY overlap patterns show less dramatic di�erentiation than CLEWS. The broad category analysis
reveals high overlap between Human Plagiarism Base and Human + DSP (28 shared dimensions), and
between AI Base and AI + DSP (24 shared) (Figure 8.7.26). The Original + DSP category shows the
lowest cross-cluster overlap, sharing only 9 dimensions with the Human Plagiarism categories. At the DSP
label level (Figure 8.7.27), the pitch �4 and Extreme Down con�gurations show the lowest overlap, consistent
with the pitch-sensitivity dominance observed in the signed shift analysis. This means that in an extreme
down modi�cation scenario, the a�ected dimensions do not overlap with those of any other case, accessing
an entirely di�erent �part� the embedding.

Figure 8.7.26: WEALY Top-30 dimension overlap between broad modi�cation categories. Values indicate
the number of shared dimensions (out of 30) between each pair of categories.
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Figure 8.7.27: WEALY Top-30 dimension overlap between DSP labels across all sources.

8.8 Supervised Classi�cation Results

This section presents the results of the supervised classi�cation pipeline described in Section 7.12. The
analysis proceeds through four stages: a broad feature screening ablation study, raw embedding delta exper-
iments, hybrid convergence analysis, and a diagnostic examination of the vocal shortcut phenomenon. All
experiments were evaluated with 10 independent seeds and results are reported as mean � 95% con�dence
interval. The section concludes with a consolidated comparison of all methods.

8.8.1 Phase 1 Ablation Results

Table 8.14 presents the complete Phase 1 ablation results for all nine feature con�gurations, alongside the
three threshold-based baselines.

The �rst observation is that the simplest supervised experiment (Experiment 1: CLEWS Distance, 1 feature)
achieves an F0.5 of 0.6072, marginally below the CLEWS threshold baseline (0.6123). This near-equivalence
is noteworthy: a non-linear classi�er trained on a single scalar distance replicates but does not yet surpass a
calibrated threshold operating on the same feature. The �rst clear improvement over the threshold appears
when both winning distances are combined (Experiment 3: Both Distances, F0.5 = 0.6194), demonstrating
that even a minimal multi-dimensional feature space allows the classi�er to learn a more e�ective decision
boundary than a single �xed cuto�.

Moreover, the CLEWS-based experiments consistently outperform their WEALY counterparts by a substan-
tial margin: Experiment 1 (CLEWS Distance, 0.6072) versus Experiment 2 (WEALY Distance, 0.4282), and
Experiment 4 (CLEWS Delta Summaries, 0.5814) versus Experiment 5 (WEALY Delta Summaries, 0.3983).
This asymmetry is consistent with the threshold calibration �ndings and con�rms that the acoustic modality
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